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Abstract
A big focus of pathology is the analysis of tissues, cells, and body fluid sam-
ples. In recent years, with the advent of high resolution scanners, we have
seen an increase in the use of artificial intelligence in pathology. In this work
we present a new dataset (KI dataset), compiled from slides of soft oral tis-
sue and the present nuclei labeled by pathologists at the Department of Dental
Medicine at Karolinska Institutet. We test the performance of two fully trained
neural networks alongwith one fine-tuned deepmodel on theKI dataset, aimed
at classifying nuclei from the slides into one of three classes. The first fully
trained network is a shallow CNN, with the second fully trained network being
a slightly deeper version of the first one. Both of these networks have previ-
ously been used for the task of nuclei classification, but on different datasets.
We also test the performance of a fine-tuned VGG16 model, where we train
the last layer of a model pre-trained on the widely used ImageNet dataset. The
fine-tuned deep neural network (VGG16) produces promising results and we
show that the fully trained models perform better on the KI dataset, compared
to their results on a dataset of colon cancer slides, leading us to believe that
the dataset is good and can be used in further research.
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Sammanfattning
De senaste åren har ett starkt fokus inom patologin varit på analysering av väv-
nader, celler och prover av kroppsvätskor. Under de senaste årens introduktion
av högupplösande skanners har vi sett en ökning av användandet av artifici-
ell intelligens inom patologin. I detta arbete presenterar vi ett nytt dataset (KI
dataset), sammanställt av objektglas med mjuk oral vävnad och de aktuella
cellkärnorna märkta av patologer vid Karolinska sjukhusets avdelning för me-
dicinsk tandvård. Vi testar prestationsförmågan hos två fullt utbyggda neurala
nätverk tillsammans med ett fininställt djupt neuralt nätverk på KI-datasetet,
med syftet att klassificera cellkärnor från objektglasen i en av tre klasser. Det
första fullt utbyggda nätverket är ett grunt CNN, medan det andra fullt utbygg-
da nätverket är en något djupare version av av det första. Båda dessa nätverk
har tidigare använts for uppgiften att klassificera kärnor, men på andra data-
set. Vi testar också prestationsförmågan hos en fininställd VGG16-modell, där
vi tränar det sista skiktet hos ett i förväg tränat nätverk på ImageNet datase-
tet, vilket används i stor utsträckning. Det fininställda djupa neurala nätverket
(VGG16) visar lovande resultat och vi visar att de fullt utbyggda modellerna
presterar bättre på KI-datasetet, jämfört med dess resultat på ett dataset av ob-
jektglas med tarmcancer, vilket leder oss att tro att datasetet är bra och kan
användas i fortsatt forskning.
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Chapter 1

Introduction

Pathology is concernedwith studying diseases to provide diagnostics and treat-
ment support through analysing tissues, cells and body fluid samples [1]. This
requires a lot of manual and highly skilled labour which can be time consum-
ing and expensive. Historically this has been done with the help of a micro-
scope but in recent years the employment of digital scanners has allowed for
digitizing tissue slides at high resolution for further analysis in a computer [1,
2].

The labour, however, is still largely manual [2]. Skilled and highly trained
pathologists analyse the slides looking at many different indicators of disease.
It is further complicated by the huge variance in tissue types, meaning that
the pathologists are often highly specialized in analysing certain tissue types.
Since pathologists have to be so highly trained the number of pathologists is
low compared to the amount of samples taken [2]. This has lead to efforts to
reduce the manual labor required to analyze these tissue samples by employing
image analysis techniques [3, 4].

In recent years we have seen an increase in the usage of deep learning tech-
niques for image analysis and computer vision that have reached exceptional
results on different tasks; both classification and detection [5, 6, 7]. These
methods often give good results on highly complex datasets and are therefore
good candidates for nuclei classification. Furthermore, since there is a high
variance between different tissues, one network architecture and configuration
is not necessarily applicable to all tasks. Most of the work done in this field
done has focused on analysing colon, prostate or breast tissue with the objec-
tive of detecting cancerous tissue [8, 3, 9, 4].
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2 CHAPTER 1. INTRODUCTION

1.1 Problem Statement
Karolinska Institutet (KI) has provided access to a dataset composed of soft
oral tissue samples taken from patients that have been treated with allogeneic
hematopoietic cell transplantation for malignant diseases, such as leukemia
and are experiencing side effects as a result of the transplantation (henceforth
known as KI dataset). The objective of the project is to devise a program that
classifies identified nuclei in a tissue slide image as one of a set of predeter-
mined classes of cell nuclei.

The project has looked into implementing architectures proposed in recent
years and applying them to the KI dataset. Furthermore, we have looked into
doing transfer learning, using a pre-trained VGG16 model trained on the Im-
ageNet dataset. This allowed for comparison between different architectures.
On top of that we had to determine whether the KI dataset is good and can be
used for further projects.



Chapter 2

Background

2.1 Pathology

2.1.1 Sample Digitization Process
The digitization of tissue slides is accomplished in a few steps. The first step
is to collect a sample, in our case a 5mm punch biopsy from the oral mu-
cosa (ethical permission has previously been granted by the Stockholm Ethics
Board). The sample is fixed in a pararformaldehyde solution overnight to pre-
vent the breakdown of tissue structure and DNA before being dehydrated and
embedded in a parafin wax cube. This will make it easier to work with in the
following steps. The wax cube is then carefully sliced into thin section cuts,
about 4µm thick and placed on glass slides. At this point the sections are still
embedded in wax so before histological staining, the sections are freed from
their wax encapsulation and rehydrated. A common practice in pathology is to
stain samples to bring forth certain characteristics e.g. nuclei. Depending on
the task, there are a wide variety of stains available but the most widely used
stain is Hematoxylin and Eosin, commonly referred to as H&E staining. The
Hematoxylin makes nuclei take on a blue-black hue, clearly discerning them
from the rest of the slide. After staining and mounting the sample, the section
is ready for analysis, whether it be used on a microscope or digitized using a
scanner, and viewed on a computer screen.

2.1.2 Oral mucosal tissue
The oral mucosa that we will analyze in this project has clear layers of tissue
(Figure 2.1) [10]. Our focus will be primarily on two of those layers; the
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epithelial layer and the lamina propria.
The epithelial tissue is the top-most layer of the oral mucosa (Figure 2.1).

It is composed of densely packed cells, attached to each other in several lay-
ers, resembling the skin, except for the lack of the keratinised layer [11]. The
bottom epithelial layer is called the basal layer, its cells are small, cubic or
cylindrical cells. The main defining factor is that the cells in this layer divide
quickly and continuously, with the resulting cells moving up and forming the
upper epithelial layers [11]. When the cells move up from the basal layer they
start to move away from each other, becoming not as densely packed, turning
into the prickle cell layer. In the granular layer the cells have become large
and flat [11, 10]. The final, upper-most layer, named the superficial layer and
unlike skin it is not keratinised in oral mucosa. At this point the cells have
reduced their nuclei and become flattened.

The lamina propria is separated from the epithelial tissue by a thin basal
membrane. The basal membrane holds the two different tissue types together
to form an organ [11]. Lamina propria consists of two layers, the superficial
papillary layer and the reticular layer (Figure 2.1). The superficial papillary
layer is the one engaging with the epithelial layer. It has finger-like structures,
pushing into the epithelia to hold it in place [11, 10]. The reticular layer has
a net-like arrangement of collagen fibers that are produced by fibroblast cells.
Both cell layers contain blood vessels and neural elements.

One of the cell types that are present in the reticular layer are lymphocytes.
They are a crucial part of the body’s immune system and are observed in high
numbers in areas of acute and chronic inflammation (Figure 2.1) [1, 10]. When
disease is present, lymphocytes increase in numbers and accumulate in the
tissue, migrating from the blood vessels (Figures 2.1 and 3.1) [10].

2.1.3 Pathological Analysis
Pathological analysis is currently largely donemanually, and it requires trained
pathologists to look for histological features in slides. Among these features
are the number of nuclei in the sample and number of infiltrating lymphocytes,
lymphocytes that accumulate in the lamina propria and epithelia as a measure
of inflammation, and hence disease activity [10]. Both of these tasks require
a lot of manual labour and the results often differ between pathologists [12,
13]. Therefore coming up with a more consistent and quick way to count and
classify cells could result in less variation and overall better results and cut
down on manual labour.
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Figure 2.1: Whole slide images (WSIs) of a healthy oral mucosa (top) and in-
flammed oral mucosa (bottom). The boxes show the magnified areas. Arrows
point to key cell types, epithelial tissue (green), fibroblasts (yellow), endothe-
lial cells (blue) and inflammation (red). The finger structure of the lamina pro-
pria can be seen as well as the basal layer of the epithelial. The very densely
packed cells of the basal layer can be seen in the magnified images and how
they diverge from each other when approaching the top (Image provided by R.
Sugars).
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2.2 Digital Pathology
In spite of all the impressive results and technologies, from using artificial
intelligence andmachine learning in health care that have been shared in recent
years, there are still clear obstacles that need to be tackled [14, 15, 16]. One
of the biggest obstacles is the lack of well-labeled training data. The task of
labeling whole slide images (WSI) needs to be done by experts in the field,
reducing the number of persons available for the task. Therefore, it becomes
both time consuming and often expensive to amass a good amount of labeled
images into a dataset [17].

Another issue is the variability of structures derived from the basic types
of tissue for example epithelial and muscle tissue. Several tissue types build
an organ that is also reflected in new textural variation of the basic tissue types.
This extreme polymorphism makes recognizing tissues by image algorithms
exceptionally challenging [17]. Tied into this is the single-task orientation of
current state-of-the-art artificial intelligence and machine learning [17]. This
means that each task has a separate specialized algorithm trained to perform
well on this specific task. For a field with such varying tasks this results in hav-
ing a collection of single-task algorithms, each having to be separately trained
and managed. One of the methods being researched to tackle the single-task
orientation is transfer learning, with promising results [18, 4].

The biggest obstacles are however related to security, transparency and in-
terpretability. It has been shown that a targeted manipulation of small numbers
of pixels in an image can lead to a drastically different outcome [19, 20]. These
attacks are called adversarial attacks and they propose a serious concern for
the security of deep machine learning algorithms [21].

A common criticism of deep learning models is that they are a black box,
meaning that the output is not directly interpretable [22]. This is sometimes
not a problem, but in the medical community it is generally unacceptable since
doctors and medical professionals often need to justify the reasons for their
decisions and diagnosis [17]. There is currently a lot of work being done in
the field of understanding and explaining results of artificial intelligence, but
there is still no established way to do so [17, 23, 22].

However there are also many opportunities for using artificial intelligence
in digital pathology, such as transfer learning (section 2.3.6), generative frame-
works and unsupervised learning. Generative models are models that are
trained to produce data instead of solely classifying like discriminative mod-
els do [24, 25]. To generate data the generative model needs to form some
understanding of the data [17].
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Unsupervised learning, as opposed to supervised learning, employs meth-
ods where the data does not have labels [26]. In a field such as digital pathol-
ogy, where labeled data are often in short supply and unlabeled in abundance,
using unsupervised learning methods provides many opportunities. Using
such methods to extract features from big amounts of data could provide pow-
erful analysis tools for pathologists [17]. Artificial intelligence can also pro-
vide great tools for teaching future pathologists, for example by providing a
standardized and interactive training set and by creating new synthetic exam-
ples using generative models [23]. These examples could be used for quizzing
students or further training.

2.3 Machine Learning

2.3.1 Feed-forward Networks
The most basic type of a neural network is the feed-forward network, some-
times called the multilayer perceptron (MLP). The goal of the MLP is to ap-
proximate a function based on data and their respective outputs [26]. The un-
derlying assumption is that the target output is generated by a hidden function
y = f(x) and the goal is to find a function f̂(x, θ) that approximates f through
the use of a neural network with parameters θ [26]. The name feed-forward
comes from the fact that information flows through the function being evalu-
ated from the input, through the network and finally to the output, without any
feedback connections [26].

A feed-forward network is composed of a set of layers, each composed
of a number of nodes, and connections between layers, often thought of as a
weighted directed acyclic graph [26, 27]. A fully connected layer (or dense)
means that each node in layer i is connected to each node in the adjacent layers,
while a dropout layer means that some connections are randomly cut during
training [26, 27, 28].

Mathematically each layer can be represented by it’s weights and bias, nor-
mally represented as a matrix W ∈ Rn×m for weights and a vector b ∈ Rn.
The action performed in a layer is then a linear action of multiplying the input
with the weights and adding the bias [27]. Furthermore a non-linear function,
called the activation function, is applied to the product and the output is then
used as the input to the next layer, i.e. for a non-linear activation function h

y = h(Wx+ b)[26].

The non-linearity of the function h is vital since it allows the network to
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better learn non-linear functions, without it every single MLP would condense
to a linear regression network [26, 27]. These activation functions have the
restriction that they have to be differentiable but that restriction can be relaxed
to allow for almost everywhere differentiable activation functions [26, 29].
The most widely used activation function is called the REctified Linear Unit or
ReLU for short. It is a very simple almost everywhere differentiable function
defined as h(x) = max{0, x} [29]. Another aspect of the ReLU activation
function, when compared to other widely used activation functions such as a
sigmoid activation function,

σ(x) =
1

1 + e−x

is that it gives real zero activations, leading to a more sparse output [29].
Bagging (short for bootstrap aggregating) is a technique for reducing gen-

eralization error by combining several models [30]. The idea is to train several
different models separately, then have all the models vote on the output for test
examples. This is an example of a general strategy in machine learning called
model averaging. Techniques employing this strategy are known as ensemble
methods [26]. Dropout is a regularization technique used primarily in train-
ing linear feed-forward layers. It provides a computationally inexpensive but
at the same time powerful way to regularize models [26, 28]. The method can
be thought of as making bagging practical for ensembles of very many large
neural networks since doing bagging and ensemble for large neural network
becomes costly in both runtime and memory [26].

The method works by randomly zeroing non-output values in the network
during training. This can be thought of as training the ensemble consisting of
networks that can be derived from the base network by removing non-output
units [26, 28]. For each layer with dropout the probability of zeroing out a
unit in said layer has to be set prior to learning and for each minibatch used for
learning a binary mask is independently randomly sampled according to these
probabilities [26, 28].

2.3.2 Convolution Neural Network
Convolutional neural networks (CNNs, Figure 2.2) are a specialized type of
feed forward networks for processing data that has a grid-like topology, like
images and time series [26, 27]. The name comes from the fact that it employs
amathematical operation called convolution [26]. The simple one dimensional
continuous convolution of two functions f and g can be represented as the
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integral:

h(a) = (f ∗ g)(a) =
∫
f(x)g(a− x)dx.

In our case we want to convolve an image with a function. Images can be
thought of as discrete two dimensional functions, with pixel coordinates as
input and pixel value as output. We thus have to use discrete convolutions if
we want to convolve the image I with a different function K:

(I ∗K)(i, j) =
∑
m

∑
n

I(i, j)K(i−m, j − n).

In the terminology of deep neural networks the first argument in the convolu-
tion, in our case I , would be called the input while the function it is convolved
with, K, is called the kernel [26].

Convolutions have been used for image analysis, for example in calculating
gradients, but in most cases the kernels are predefined. In a CNN the kernels
in each layer are simply parameters in the network and are therefore updated
during the learning process. This means that the optimal kernels for the task
at hand are therefore learnt instead of being defined [26, 27].

In a convolutional layer, a kernel of a defined size is slid across the input
data in an iterative fashion and at each point the dot product is calculated. The
output of the convolution layer is then composed of the output of each of these
calculations. Just as with normal feed-forward networks the outputs are often
put through an activation function.

It can be beneficial to look at an example. We will represent the image
input and kernel as matrices.

1 5 3 . . .

2 2 6
... . . .

 ∗ [1 1

0 1

]
=

[
(1 · 1 + 5 · 1 + 2 · 0 + 2 · 1) . . .

... . . .

]

In the above example we see the first element of the output matrix which is
the dot product of the kernel and the top left corner of the input, marked with
red numbers: [

1 5

2 2

]
·
[
1 1

0 1

]
= 1 · 1 + 5 · 1 + 2 · 0 + 2 · 1 = 7

When we slide the kernel one step to the right we would then calculate[
5 3

2 6

]
·
[
1 1

0 1

]
= 5 · 1 + 3 · 1 + 2 · 0 + 6 · 1 = 14.
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After these two calculations our output would look like:[
7 14 . . .
... . . .

]
The size of the output will furthermore depend on how many steps we

slide the kernel at each time and what additional zero-padding we add to the
matrix. At each convolutional layer, a stack of k kernels is used to compute
the output. Each kernel is used to calculate an output, after which the outputs
are stacked together giving the total output increased depth (similar to an RGB
image having three information channels, a convolutional layer output has k
information channels) and allows the layer to learn more features.

Figure 2.2: CNN topology that shows the stacking of the outputs of the kernels
and the correspondence of regions between layers.

For convolutional layers a further function is often employed after the ac-
tivation function. This set of functions are called pooling functions [27]. A
pooling function works on a local neighbourhood of the output of the convo-
lutional layer and replaces it with a summary statistic of that neighbourhood
[26, 31]. The most widely used pooling function is called max-pooling [31].
It outputs the local maximum value within a rectangular neighbourhood. The
main aim of the pooling function is to make the output more resilient to small
translations in the input, such that small changes in the input should produce
approximately the same convolutional output [26].

2.3.3 Backpropagation & Gradient Descent
Themethod of training a neural network is used to learn the best parameters i.e.
the parameters that give the best approximation to the underlying function [32].
The main method of doing this is to employ a method called backpropagation
[32, 26]. We start by defining an objective function (sometimes called the cost
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or loss function) that is based on the output of the network [26]. This function
is a measure on how close the output of the network is to the target value, and
the objective during training is to minimize the objective function with the use
of gradient descent [32].

A few different gradient descent methods for training neural networks have
been proposed but they are all based on a method called Stochastic Gradient
Descent (SGD) [26, 33]. The stochastic variant of gradient descent is nec-
essary since the number of datapoints for training a neural network can be
enormous which makes calculating gradients over the whole dataset at once
computationally unfeasible [26, 33]. The stochastic variant instead notes that
the gradient is an expectation and approximates this expectation by using small
subsets of the training data calledminibatches [33]. Furthermore these batches
are sampled uniformly from the training set. After calculating the gradients of
the cost function over a minibatch the network parameters are updated using
a simple update rule:

θ ← θ − λ∇θJ

where θ, λ, and J represent the network parameters, learning rate, and cost
function respectively. Themain hyper-parameter involved in SGD is the learn-
ing rate [26, 33]. This parameter is used to control how much the weights in
the network are updated at each step, by multiplying the gradient by the learn-
ing rate. Setting the learning rate is very task dependent and can vary greatly
depending on the data and network. It can also be vital to lower the learn-
ing rate at times, like when the network has stopped improving. Many of the
more sophisticated SGD methods have learning rates for each parameter that
can be automatically adapted throughout the training process [26]. This class
of adaptive optimizing algorithms contains among others AdaGrad, RMSProp
and Adam [34].

Backpropagation is the method of letting gradients flow backward through
the network [26]. This means that gradients of the loss with respect to each
parameter in one layer of the network are calculated and used for calculating
the gradients of the earlier layers, by employing the chain rule [26]. This way
the gradients are seen as flowing backwards from the loss function to the input.
The gradients are then used to update the parameters of the network iteratively,
until the network reaches a local minimum using a gradient descent method
[33].
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2.3.4 Softmax
Outputs of neural networks are very dependent on the task at hand. For classifi-
cation tasks with K classes, themost common output is the softmax probability
distribution over the K classes [35]. The softmax function takes in a 1 × K
vector from the neural network. The elements of this vector can, depending on
the activation function and network, be anything from large negative values up
to large positive values and can sometimes be hard to evaluate. The softmax
function normalizes this vector such that all values are in the range ]0, 1[ and
they sum up to 1 [26]. To calculate the j-th softmax value of a vector z we
apply the function defined as:

softmax(z)j =
exp(zj)∑
i exp(zi)

.

The output vector has probabilistic qualities, namely summing up to 1 and
all elements in the vector existing in the range [0, 1]. This is the reason why
it is often treated as giving the probabilities of a sample belonging to a each
class. Choosing which class to label the sample as belonging to can then either
be done by simply choosing the class with the highest value, or we can sample
the class from the probability distribution given by the softmax vector.

2.3.5 Cross-Entropy Loss
The Kullback-Leibler (KL) divergence is a measure used to ascertain the dif-
ference between two probability distributions [26]. For two distributions, P
and Q it is defined as:

DKL(P ||Q) = Ex∼P

[
log

P (x)

Q(x)

]
= Ex∼P [logP (x)− logQ(x)] .

The cross-entropy is closely related to the KL divergence and is defined as:

H(P,Q) = −Ex∼P logQ(x).

In the case of neural networks, we can think of the P distribution as being
the underlying distribution of the data while the Q distribution is the distribu-
tion currently modelled by the neural network. It stands to reason that mini-
mizing the KL divergence would lead to a model that is good at modelling the
data. The data distribution is however set, and can not be changed, and mini-
mizing the KL divergence is therefore equal to minimizing the cross-entropy
of the system [26].
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Using cross-entropy loss with softmax units provides good results since the
logarithmic nature of the cross-entropy loss undos the exponential nature of
the softmax probabilites. This is beneficial since for largely negative values,
the gradient of the exponential can vanish. These two, softmax and cross-
entropy are therefore a widely used combination in neural network classifiers
[26].

2.3.6 Transfer Learning
Common machine learning algorithms, such as image classification or regres-
sion tasks, traditionally address tasks in isolation. They learn to perform well
on a specific task but for a different task, often quite similar, the model has
to be trained again. This can be very time consuming and often data is not
readily available in suitable quantities. Transfer learning aims to combat this.
The main aim of transfer learning is to develop methods to transfer knowledge
learned in one or more source tasks and use it to improve learning in a related
target task [36, 37].

In the context of learning for neural networks and especially in computer
vision, a common transfer learning technique is using a pre-trained model,
similar to ones own [37]. The pre-trained model is trained on a big dataset
and the intuition is that this will give good initial parameter settings for the
earlier layers, the ones that learnt more generally. The top layers can then be
replaced by new layers, dependent on the task at hand and the full network
then trained on a new dataset, either with or without fine-tuning. This can
be very beneficial for developing models where the training data is scarce,
since having good initial parameters and puttingmore focus on learning the top
layers requires less data than to fully train the network to achieve good results
[37]. Fine-tuning refers to training all layers, not only those that were replaced
or re-initialized as opposed to freezing inherited layers and only training the
ones that are replaced or re-initialized [18].

Another benefit of transfer learning is that models trained in this way tend
to generalize better [37, 26]. This is because pre-trained models are purpose-
fully trained on tasks that force the model to learn generic features that are
useful in related contexts. It will thus be harder to overfit to the new data
since the model is learning from a general knowledge base. Perhaps one of
the more overlooked aspects of transfer learning is the fact that learning from
a pre-trained network is more stable and thus easier to experiment with to
achieve the best results [18].
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2.4 Evaluation metrics
To evaluate the architectures used in this study we resort to using recall, pre-
cision and a combination of those called F1 [38, 39]. These metrics are very
commonplace in the evaluation ofmulti-class classifications. All of these three
are calculated per class and give a good measure of how well the network per-
forms on each of the classes [39].

Given a set of data (x, y) with x being input data and y being their true
labels we start by calculating the network output y′. The precision for class c
is then calculated as the number of correctly classified samples over the total
number of samples classified as class c,

precision(c) =
|{samples where yi = c = y′i}|
|{samples where y′i = c}|

.

Having a good precision score for class cmeans that the network is good at
classifying those elements that it returns as being class c [40, 38]. It however
does not tell us if it does a good job at returning elements of class c as being
class c [39]. Recall tackles this problem [39]. It is calculated as the number
of correctly classified elements of class c over the total number of elements of
class c in the dataset. Mathematically this can be represented as,

recall(c) =
|{samples where yi = c = y′i}|
|{samples where yi = c}|

.

Neither of these metrics give us a great view on their own since we can
easily come up with examples where we would get perfect precision but almost
non-existent recall and vice-versa. F1 score is a combination of precision and
recall aimed at balancing the two [40, 38, 39]. It is easily calculated as the
harmonic average of the two,

F1(c) = 2
precision(c) · recall(c)
precision(c) + recall(c)

.

2.5 Related Work
Cell and nuclei classification has been the subject of many research projects
and used across various different histological applications. Sharma et al. (2015)
proposed a framework for nuclei segmentation and classification [41]. The
classifier they employed was an AdaBoost classifier using features such as
color intensity and morphological features [41].
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More recently, methods based on CNN classifiers have become a bigger re-
search field for image classifications. These CNN have been shown to achieve
better results than traditional hand-crafted classifiers on tasks such as hand-
written digit classification [42, 43].

Simonyan and Zisserman (2014) implemented a class of deep convolu-
tional neural networks (VGGs) with depths from 16 to 19 trainable layers [6].
The research focused on evaluating the effect of the network depths along with
small kernel sizes (3x3). The small kernels allowed for better discrimination
with fewer parameters, using a deeper structure to get the same receptive field
sizes as shallow architectures with bigger kernels [6].

Many researchers however have combined the two methods of CNN and
more traditional explainable methods. Wang et al. (2014) used a combination
of learned features from a CNN and hand-crafted features [44]. The combina-
tion is implemented using a cascaded approach, first each set of features is used
for classification on it’s own and if either method misclassified another classi-
fier was trained on the combined features. The method of using hand-crafted
features in combination with CNN derived features was interesting since most
methods focused only on one or the other [44].

Moving away from using hand-crafted features Buyssens et al. (2013)
presented a multiscale convolutional neural network for classification of cells
[45]. They trained a number of CNN classifiers, each with different resolution
inputs, and combined their outputs using multiple different weighting schemes
for comparison [45].

Many different CNN architectures have been tried and tested for tasks re-
lated to nuclei classification and identification. Janowczyk et al. (2016) used
a CNN to compute posterior probabilities for every pixel in the image before
convolving the probability map with a disk kernel to identify the pixels most
likely to be centers of a lymphocyte [7]. They also trained a network to more
generally identify nuclei [7]. Xu et al. (2014) employed a Stacked Sparse
Autoencoder (SSAE) along with a conventional softmax classifier to classify
patches as containing a nucleus, or not [46].

Since datasets in histopathological applications are often small researchers
have started looking into transfer learning to help speed up training as well
as increasing accuracy. Bayramoglu et al. (2016) compared four prominent
image classification CNNs after fine-tuning [4]. In this case they used models
that had been trained on the ImageNet dataset and fine-tuned on a histological
dataset of colon cancer cells. Their results showed a quicker convergence and
a slight increase in classification accuracy compared to a model that was fully
trained on the histological colon cancer dataset [4].
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In a similar vein, Zhang et al. (2017) proposed their own model that
they then trained on the ImageNet before using transfer learning on their own
dataset [8]. This research was not focused on nuclei classification but rather on
a more high level diagnosis, to classify cells as normal or abnormal in cervical
cytology (pap smears) [8]. The architecture of their model was a collection of
five convolutional layers interspersed with three pooling layers and finally a
softmax classifier.

Sirinukunwattana et al. (2016) employed a simple CNN network with a
softmax classifier to classify nuclei into four classes with decent results [3].
Their work was tested using an open source dataset of 100 tissue patches taken
from the colon of nine patients, ten patches per tissue sample, with 22,444 la-
beled nuclei. For classification purposes they compared two methods, a single
patch predictor and a neighbouring ensemble predictor (NEP). The former was
simply the softmax output of the trained classifier on the patch centered around
the nuclei to be classified. The NEP was a bit more sophisticated. It produced
softmax probabilities for all patches where the center of the nuclei was within a
predetermined radius of the the center of the patch, and calculated a weighted
sum of the output probabilities. The chosen class was the one that had the
highest mass in the weighted probability sum [3].

Basha et al. (2018) improved on the network from Sirinukunwattana et al.
(2016) and noted that the previous network was shallow. Their proposed net-
work tackled that issue by adding two further convolutional layers and chang-
ing the initial patch size resulting in a small increase in weighted F1 score [3,
9].
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Methods & Dataset

3.1 Dataset
The KI dataset was prepared by researchers at The Department of Dental
Medicine at Karolinska Institutet.

After having stained, scanned, and digitized slides, a compilation of slides
from multiple patients was collected, some showed disease activity and others
were healthy. Slides from different patients was important since they can vary
quite a bit in terms of disease presentation and histological preparation. Since
the WSI were big and would take a long time to fully label, we chose to crop
regions from each slide in the dataset. During this process 2000x2000 pixel
regions were cropped, quite a lot bigger than the 500x500 pixel regions used
earlier studies [3, 9, 4]. The reason for this was primarily to make labeling a
bit quicker since each crop included more nuclei.

The labeling itself was done using an open-source software called Labe-
lImg, used for labeling images for training deep learning models [47]. The
software works by dragging a rectangle over the target and assigning it a class
label. The output from the labeling is saved in an XML file and for our pur-
poses we were mostly interested in information on the class label and size, and
location of each rectangle. Since we were interested in using the centers of the
nuclei we had to post-process the XML output to calculate the center of the
rectangles. It was therefore vital that the center of the rectangle overlaped with
the center of the nucleus being labeled as closely as possible, although it can
be tough for nuclei with lobular shapes.

The data was delivered in two batches. The composition of the initial batch
and the total can be seen in Table 3.1. Since lymphocytes are a sub-class of
inflammatory cells, other types of inflammatory cells including neutrophils,

17
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Figure 3.1: Patch from a larger slide showing signs of disease. In the bottom
right corner, stretching upwards we see a region that has a high number of
inflammatory cells. The inflammatory cells are clustered around blood vessels
(colored bright pink) where they migrate from.

polymorphonuclear cells and granulocytes, were combined during classifica-
tion under the banner of inflammatory cells. However inflammatory and lym-
phocytes were labeled separately for later analyses. The two classes were also
quite small on their own but by combining them they were around 16% of the
total number of cells of the first batch and around 20% of the total cells after
getting both batches. The second batch of data consisted mainly of images
from patients showing inflammation, which is why the numbers of inflamma-
tory cells and lymphocytes increased more than other classes.

Since the KI dataset was new and different from a lot of previously used
datasets in the field of digital pathology, it was interesting to measure the per-
formance of previously developed models and methods on our dataset.
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Class Inital batch Both batches
Fibroblast & Endothelial cells 6415 7271

Lymphocytes cells 2067 3211
Apoptosis/civiatte body cells 51 91

Inflammatory cells 1292 2012
Epithelial cells 11154 12328

Total 20979 24913

Table 3.1: Number of labeled cells per class

Figure 3.2: Samples of nuclei from the three big classes in the KI dataset.

3.2 Softmax CNN
The simplestmodel we implementedwas the softmaxCNNproposed by Sirunakun-
wattana et al. (2016) [3]. For a modern deep learning model it was quite shal-
low, only five trainable layers. It was composed of two phases of convolution
andmax-pooling toppedwith three fully connected layers. The sizes of the lay-
ers and size of kernels can be seen in Table 3.2. The input sizes were the ones
used in the original article as well as in our tests [3]. After each layer, except
the last fully connected layer, we applied a ReLU activation function. Further-
more, during training we used dropout after the first two fully connected layers
with a low value.

The input of the CNN was a cropped image, where the center of the image
coincided with the center of a labeled nucleus. Since the dataset was small,
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we randomly employed a few different transformations to the data for data
augmentation (see section 4.2).

Layer Filter Dimensions Output Dimensions
Input 3× 27× 27

Conv1 36× 3× 4× 4 36× 24× 24

MaxPool 2× 2 36× 12× 12

Conv2 48× 36× 3× 3 48× 10× 10

MaxPool 2× 2 48× 5× 5

FC1 (48 · 5 · 5)× 512 1× 512

FC2 512× 512 1× 512

FC3 512×(number of classes) 1×(number of classes)
Softmax 1×(number of classes)

Table 3.2: Softmax CNN Architecture

3.3 RCCNet
RCCNet was a slight modification of the aforementioned softmax CNN clas-
sifier. The difference was in the number of convolutional layers and the initial
size of the input [9]. The authors of the original paper argued that the softmax
CNN proposed by Sirunakunwattana et al. (2016) was not deep enough to
capture the complexity of the data and therefore increased the number of con-
volutions [9]. The original network in Table 3.2 had two convolutional layers,
each followed by a max-pool. The addition in RCCNet was that before each of
the max-pool layers, another convolutional layer was addedmaking it such that
there were two subsequent convolution layers before a max-pool. The config-
uration can be seen in Table 3.3. Basha et al. (2018) did not detail what data
transformations they used for their implementation [9]. We therefore applied
the same types of transformations as described in Section 4.2.
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Layer Filter Dimensions Output Dimensions
Input 3× 32× 32

Conv1 32× 3× 3× 3 32× 32× 32

Conv2 32× 32× 3× 3 32× 32× 32

MaxPool 2× 2 32× 15× 15

Conv3 64× 32× 3× 3 64× 15× 15

Conv4 64× 64× 3× 3 64× 13× 13

MaxPool 2× 2 64× 6× 6

FC1 (64 · 6 · 6)× 512 1× 512

FC2 512× 512 1× 512

FC3 512×(number of classes) 1×(number of classes)
Softmax 1×(number of classes)

Table 3.3: RCCNet Architecture

3.4 Transfer learning from ImageNet using
VGG16

Bayramoglu et al. (2016) tested four prominent CNN architectures but for our
purposes we chose to focus on one of those [4]. We chose VGG16 since it
reached the highest accuracy of the four fine-tuned models in [4].

The VGG16 model was made up of 16 trainable layers, 13 convolutional
layers and three fully connected layers [6]. The input was an RGB (three chan-
nels) image of size 224x244 pixels. This was quite a lot larger than the other
two proposed networks (27x27 and 32x32) and much too large to directly
crop sections from the dataset images. Bayramoglu et al. (2016) cropped
32x32 patches around the nucleus and upsampled the patches to 256x256 pix-
els which was the size used in the ImageNet dataset [4]. During training the
upsampled patches were randomly cropped to 224x224 pixel patches, which
were used as the input to the network. We chose to use the samemethod during
training on the KI dataset.

The feature extraction part of the network was split into five blocks of con-
volutions followed by max-pool. Each block was composed of two or three
convolutional layers with 3x3 kernels and a number of channels that grew with
each block, except the last. The full architecture can be seen in Table 3.4 and
the macroarchitecture can be seen in Figure 3.3. We have excluded the activa-
tion layers for brevity but a ReLU activation was employed after each trainable
layer.
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Layer Filter Dimensions
Input
Conv1 64× 3× 3× 3

Conv2 64× 64× 3× 3

MaxPool 2× 2

Conv3 128× 3× 3

Conv4 128× 3× 3

MaxPool 2× 2

Conv5 256× 3× 3

Conv6 256× 3× 3

Conv7 256× 3× 3

MaxPool 2× 2

Conv8 512× 3× 3

Conv9 512× 3× 3

Conv10 512× 3× 3

MaxPool 2× 2

Conv11 512× 3× 3

Conv12 512× 3× 3

Conv13 512× 3× 3

MaxPool 2× 2

FC1 4096

FC2 4096

FC3 number of classes
Softmax number of classes

Table 3.4: VGG16 Architecture
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Figure 3.3: Macroarchitecture of the VGG16 model.

3.5 Transfer learning from colon cancer data
The colon cancer dataset used by Sirunakunwattana et al. (2016) had the same
format as the KI dataset, as well as the same three main categories labeled [3].
It was therefore interesting to see if there was any benefit in doing transfer
learning using this dataset to prime a network and then fine tune using the KI
dataset.

We chose to investigate two different schemes of transfer learning using
the network proposed by Sirunakunwattana et al. (2016) pre-trained on colon
cancer dataset [3]. Firstly we fine-tuned the whole model on the KI dataset
and secondly we only fine-tuned the classifier part of the network and froze
the CNN feature extraction part of the network.
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Experimental Setup

4.1 Input sizes
The tile input sizes of the networks as described in their respective papers
were:

Network Tile crop sizes
softmax CNN 27× 27

RCCNet 32× 32

VGG16 32× 32 (before upsampling)

Table 4.1: Size of tiles around each nuclei that were used as input to the neural
networks.

In the case of VGG16 the cropped image of 32×32 pixels was upscaled to
256×256 pixels and then randomly cropped to 224×224 pixels following the
original VGG16 paper [6]. These sizes were all decided with the colon cancer
dataset in mind. In Figures 4.1a and 4.1b we see crops from the colon cancer
dataset while in Figures 4.2a and 4.2b we have the same crop sizes from the
KI dataset.

Comparing the two datasets, we see that these input sizes are also good
for the KI dataset. We ran tests, by training the softmax CNN (section 3.2)
with differing input crop sizes, to see if different sizes might work, but with
smaller sizes the accuracy dropped considerably. Between 27− 32 pixels the
performance was similar. A similar test, using RCCNet resulted in the same
results. We therefore used the same input sizes as described in the original
papers during our experiments [3, 9, 4].

24
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One aspect to note, is that looking at samples from both datasets it looks
as if the KI dataset has higher contrast between light and dark, as well as less
pixelated images. This is probably because of the difference in magnification
used when scanning images. The KI dataset was scanned using a 40x magni-
fication whilst the colon cancer dataset was scanned using 20x magnification,
which is a considerable difference in resolution.

(a) Cropped to 27× 27 (b) Cropped to 32× 32

Figure 4.1: Colon cancer dataset crops

(a) Cropped to 27× 27 (b) Cropped to 32× 32

Figure 4.2: KI dataset crops

4.2 Data Transformations
When dealing with image data it is common to apply transformations to the
data, as a form of data augmentation, as well as making the trained network
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more robust to different image representations of the same object. In the real
world objects exist in various conditions, such as different orientation, loca-
tion, scale, brightness etc. and by including manipulated images in our dataset
one tries to make the network invariant to these conditions and reduce overfit-
ting [5].

For our purposes we followed the transformations laid out by Sirunakun-
wattana et al. (2016) for the softmax CNN and RCCNet but for VGG16 we
used the transformations proposed in Bayramoglu et al. (2016) [3, 4]. Trans-
formations for the smaller networks included random rotation of multiples of
90 degrees, random horizontal and vertical flips, random translation of up to
four pixels in each direction, and slight random color changes. The only trans-
formation made on the data in the case of VGG16was to upsample the cropped
image from a size of 32 × 32 to 256 × 256 pixels, which was the size of im-
ages in the ImageNet dataset [5]. After the upsampling, a random crop of size
224× 224 pixels was extracted.

4.3 Decay of learning rate during transfer learn-
ing

When implementing the networks applied in this thesis, we tried to emulate the
procedures used in their respective papers [3, 9, 4]. During the implementation
of the transfer learning using VGG16 it became apparent that the learning rate
decay proposed by Bayramoglu et al. (2016) did not behave in a way consistent
with their wording [4]. Normally, during fine-tuning, the learning rate at some
point needs to decay such as to fine-tune the settings. The authors of the paper
write that they “...decrease the learning rate as follows:...” with the following
procedure being:

lrnew = lrbase · (1 + γ · current iteration)pow

with γ = 0.001 and pow = 0.75 and since the total number of iterations was
around 2000 the function was strictly increasing, not consistent with the usage
of decrease [4]. Figure 4.4 shows the decaying procedure does not increase
the accuracy by any significant margin.

Some annealing methods increase the learning rate at first before lowering
again with the aim of finding a good place in the parameter space first with-
out losing too much of the learnt behaviour (increasing) and then fine-tune
(decreasing) [48]. However in our case, during the fine-tuning of the VGG16
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Figure 4.3: Learning rate decay proposed in Bayramoglu and Heikkilä [4].
The learning rate grows with each iteration and the change in learning rate did
not seem to slow down much at the end of 2000 iterations of training.

Figure 4.4: Accuracy by epoch during fine-tuning of the last layer of VGG16,
following the decaying procedure in Bayramoglu and Heikkilä [4]

model, we only dealt with training on the last layer that had been reset. There-
fore we rather employed a simple method of decaying the learning rate.

4.4 Small network transfer learning
Transfer learning is normally done for deep networks where the need for huge
amounts of data is great. The main reason we tried doing transfer learning on a
relatively shallow network like the softmax CNN proposed by Sirunakunwat-
tana et al. (2016) was to get a better understanding of the similarity between
the two datasets, the KI dataset and the colon cancer dataset. Even though
the same types of nuclei have been labeled in both there might be differences
in color, magnification etc. that make them dissimilar enough such that a net-
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work trained on one dataset might perform badly on the other, or might require
a lot of tuning to perform well. Since the KI dataset was new and the label-
ing was designed around the approach used for the colon cancer dataset it was
interesting to what extent the two datasets could be used together.
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Results

5.1 Softmax CNN

5.1.1 Trained on KI dataset
In the original softmax CNN paper the authors reported that they trained their
network using a simple SGD algorithm [3]. We achieved better results on the
KI dataset by using ADAM optimizer with starting learning rate of 6 · 10−6.
The dropout-rate was set at 0.2 and batch size at 100. We furthermore allowed
for a shift of four pixels at most in each direction during training.

The results from two training runs are presented in Figures 5.1 and 5.2,
with associated Tables 5.1 and 5.2. For the first training run we weighted the
loss of each class equally in the total loss calculations (Figure 5.1) compared
to the second training run where the loss of misclassified inflammatory cells
was weighted twice as much as the other two classes (Figure 5.2).

Comparing the accuracy and F1 graphs of Figures 5.1 and 5.2 we see that
the end result does not differ a lot, perhaps slightly better result on the inflam-
matory class when extra weight was put on said class. There was however a
big difference between the two weighing schemes in the precision and recall
graphs. Having extra weight on the inflammatory class put more emphasis on
increasing the recall of this class. It however also reduced the precision of the
class resulting in the similar F1 score as in the equal weighing scheme.

It is interesting to note that the performance in classification of inflamma-
tory cells improved drastically after receiving the second batch of data (Ta-
ble 3.1). It went from having an F1-score of 0.68 when inflammatory cells
counted for 16% of the dataset up to an F1-score of 0.78 with 20% of the
dataset being inflammatory cells.

29
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(a) Precision by epoch (b) Recall by epoch

(c) Accuracy by epoch (d) F1 score by epoch

Figure 5.1: Results for softmax CNN weighing classes equally in loss calcu-
lations.

Metric Fibroblast Epithelial Inflammatory
Precision 0.8434 0.9300 0.8251

Recall 0.8480 0.9692 0.7366

F1 0.8457 0.9491 0.7783

Table 5.1: Validation metrics for softmax CNN weighing classes equally in
loss calculations. Overall accuracy was 88.47%
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(a) Precision by epoch (b) Recall by epoch

(c) Accuracy by epoch (d) F1 score by epoch

Figure 5.2: Results for softmax CNN weighing the inflammatory class twice
as much compared to the other two classes; epithial and fibroblast.

Metric Fibroblast Epithelial Inflammatory
Precision 0.8627 0.9334 0.7839

Recall 0.8122 0.9667 0.7816

F1 0.8367 0.9498 0.7827

Table 5.2: Validation metrics for softmax CNN weighing the inflammatory
class twice as much compared to the other two classes; epithial and fibroblast.
Overall accuracy was 88.25%
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5.1.2 Trained on colon cancer data
It is interesting to see the performance of the softmax CNN classifier on our
data, after being trained solely on the colon cancer data [3]. The original net-
work was trained for 120 epochs using a stochastic gradient descent algorithm
with momentum but we trained the network for 500 epochs using Adam opti-
mizer with a starting learning rate of 10−5. The validation metrics at the end
of training can be seen in Table 5.3. The overall accuracy on the validation set
was 84%.

Metric Fibroblast Epithelial Inflammatory
Precision 0.8981 0.7915 0.8192

Recall 0.8620 0.7311 0.9067

F1 0.8797 0.7601 0.8607

Table 5.3: Validation accuracy on colon cancer data after training 500 epochs.

The metrics when running the trained model on the KI validation set were
not good. The accuracy was only 38% on average, only slightly better than
chance on average. Other metrics can be seen in Table 5.4.

Metric Fibroblast Epithelial Inflammatory
Precision 0.1251 0.7345 0.3933

Recall 0.1362 0.3469 0.8352

F1 0.1304 0.4712 0.5348

Table 5.4: Validation accuracy on KI dataset after pre-training 500 epochs on
colon cancer.

The biggest change was in the fibroblast category where we see both the
precision and the recall (and therefore F1) drop from scores around 0.85−0.90
to around 0.13. The other two categories were afflicted with either a huge drop
in precision and/or in recall.

These bad results might tell us that there are significant differences in the
two datasets, either in the biology or in the processing, such as the dye color-
ing, magnification, and size.

If we compare the results from Table 5.3 and the plots in section 5.1.1 we
see that F1 score for inflammatory cells was higher for the colon cancer data
but much lower for epithelial cells. The difference in inflammatory might be
because of the higher percentage of inflammatory cells in the dataset (25% as
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opposed to 20%). As mentioned earlier the increased number of inflammatory
cells after receiving the second batch of data resulted in a big increase in scores
for the category.

Furthermore, comparing training on the two datasets we can see that the
network performs on average better on the KI dataset over the colon cancer.
The difference in accuracy was around 5%.

5.2 RCCNet
Having a deeper network along with slightly bigger tile sizes can cause the
network to learn slower. We therefore decided to train longer than in section
5.1. As a consequence of the deeper network we expected some improvement
in accuracy and F1-scores. Comparing the graphs in Figures 5.3 and 5.1 we
see that there is however not much improvement. The accuracy went from
being around 88% for the softmax CNN up to just under 90% for the RCC-
net. Most of the improvements can be found in the fibroblast class. Another
thing we noticed, was that the training seemed more volatile, judging by the
precision and recall graphs. We can see that even though the overall scores
were increasing, they behaved erratically, increasing and decreaseing rapidly
(Figure 5.3).

One difference between the RCCnet and the original softmax CNN was
that the input sizes of the image tiles for the RCCnet was 32× 32 pixels while
it was 27 × 27 pixels for the softmax CNN, an increase of almost 40% in the
number of total pixels. This means that a lot more information was present in
each tile which could have either beneficial or detrimental consequences. It
might give more context in some cases but in other cases it could introduce
more nuclei into the tile, possibly making it less clear.
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(a) Precision by epoch (b) Recall by epoch

(c) Accuracy by epoch (d) F1 score by epoch

Figure 5.3: Results for RCCNet weighing classes equally in loss calculations.

Metric Fibroblast Epithelial Inflammatory
Precision 0.8638 0.9474 0.8395

Recall 0.8810 0.9712 0.7663

F1 0.8723 0.9591 0.8012

Table 5.5: Validation metrics for RCCNet weighing classes equally in loss
calculations. Overall accuracy was 90.17%
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5.3 Transfer learning

5.3.1 Using VGG16 + ImageNet
Since the depth of VGG16 is so much greater than the other two networks
(Section 6.2) we decided to only train the last layer after resetting it. The pre-
trained network we used was the one that is readily available as a part of the
PyTorch library [49]. It was trained on the ImageNet database.

We used a simple learning rate decay scheme of annealing every two epochs
for a total of 10 epochs by simply multiplying the previous learning rate by
γ = 0.9, instead of the one proposed by Bayramoglu et al. (2016) [4].

The network was quite quick to learn and even after one epoch (just un-
der 400 iterations) the accuracy was above 80.0%. However the learning had
started to slow down (Figure 5.4). At its highest, the accuracy went up to
84.57% which was quite remarkable when we consider the fact we were only
training the last layer of a deep network trained on a completely different
dataset (Table 5.6).

As before, the highest F1 score was reached by the epithelial class with a
score of 0.9258, which was close to what it reached for RCCNet (Table 5.5).
The performance on inflammatory cells was however much worse than for RC-
CNet (Table 5.5), more than 0.10 points difference in F1 score, and for the
fibroblast class the difference was around 0.07 points. There was however,
good reason to think that training more than just the last layer would increase
the performance.
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(a) Precision by iteration (b) Recall by iteration

(c) Accuracy by iteration (d) F1 score by iteration

Figure 5.4: Results for a fine-tuned VGG16 pre-trained on ImageNet.

Metric Fibroblast Epithelial Inflammatory
Precision 0.7908 0.8972 0.7810

Recall 0.8136 0.9562 0.6284

F1 0.8020 0.9258 0.6964

Table 5.6: Validation metrics for for a fine-tuned VGG16 pre-trained on Ima-
geNet. Overall accuracy was 84.55%
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5.3.2 Using Softmax CNN + colon cancer dataset
The focus of these experiments was mainly to see whether a network pre-
trained on the colon cancer dataset would learn quickly to tune to the KI dataset
and to what extent the network learnt. We therefore pre-trained a network and
fine-tuned in three different ways.

The fine-tuning was done using a simple SGD optimizer with momentum,
with a starting learning rate of 0.001. We annealed the learning rate quite
often, every tenth iteration, i.e. after every ten updates of the optimizer. We
used the update rule

lrnew = lrold · γ

with γ = 0.995. Using this training scheme we trained for 10 epochs on the
KI dataset.

The first training run was a fine-tuning of the whole softmax SCCNN net-
work after pre-training on colon cancer dataset (Figure 5.5). We see that the
network does not seem to have learnt much from the colon cancer dataset,
which gives the same result we found in section 5.1.2. The network however
learnt very quickly, although it does not achieve the same performance as the
network that was fully trained on the KI dataset, the accuracy only reached
84% compared to 89%. This is understandable since the learning rate de-
cayed quickly over 10 epochs when the fully trained model was trained over
many more epochs.

Figure 5.6 shows the results for the same settings as previous training, with
the exception that after loading the pre-trained model we reset the last layer of
the classifier similar to the VGG16 transfer learning in section 5.3.1. Compar-
ing the two figures we saw that there does not seem to be any difference in the
end result, only in that the learning curves seemed to be more smooth for the
second case.

Finally, we froze the convolutional layers, reset the last fully connected
layer and then trained only the classifier using a similar strategy as above (Fig-
ure 5.7). This gave slightly better results than before, possibly because there
was less overall tuning being done. What it tells us is that even though the re-
sults in section 5.1.2 were not good, it seems that the feature extraction part of
the network learnt quite a bit from the colon cancer data and it was applicable
to the KI dataset to some extent.
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(a) Precision by iteration (b) Recall by iteration

(c) Accuracy by iteration (d) F1 score by iteration

Figure 5.5: Results for softmax CNN after pre-training on colon cancer data
and fine-tuning the whole model on the KI dataset.

Metric Fibroblast Epithelial Inflammatory
Precision 0.7750 0.9034 0.7984

Recall 0.8033 0.9412 0.6791

F1 0.7890 0.9220 0.7340

Table 5.7: Validation metrics softmax CNN after pre-training on colon cancer
data and fine-tuning the whole model on the KI dataset. Overall accuracy was
84.57%
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(a) Precision by iteration (b) Recall by iteration

(c) Accuracy by iteration (d) F1 score by iteration

Figure 5.6: Results for softmax CNN after pretraining on colon cancer data
and fine-tuning the whole model on the KI dataset and resetting the last layer.

Metric Fibroblast Epithelial Inflammatory
Precision 0.7763 0.9108 0.7762

Recall 0.8019 0.9404 0.6810

F1 0.7889 0.9253 0.7255

Table 5.8: SoftmaxCNN after pretraining on colon cancer data and fine-tuning
the whole model on the KI dataset and resetting the last layer. Overall accuracy
was 84.53%
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(a) Precision by iteration (b) Recall by iteration

(c) Accuracy by iteration (d) F1 score by iteration

Figure 5.7: Results for softmax CNN after pretraining on colon cancer data
and fine-tuning the fully connected layers on the KI dataset.

Metric Fibroblast Epithelial Inflammatory
Precision 0.7856 0.8956 0.7895

Recall 0.7785 0.9533 0.67915

F1 0.7820 0.9236 0.7302

Table 5.9: Validation metrics for softmax CNN after pretraining on colon can-
cer data and fine-tuning the fully connected layers on the KI dataset. Overall
accuracy was 84.44%
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Discussion

6.1 Conclusions
The main goal of this thesis was to research and implement algorithms fo-
cused on classifying already identified nuclei in WSI of soft oral tissues. This
was also the first step in a bigger project focused on producing an application
that could assist pathologists to analyze soft oral tissue samples. Since the KI
dataset was new, a part of the work was in designating a labeling process. We
felt it was necessary to test the validity of this new dataset and the thesis was
influenced by that.

Using previously developed models and methods we could get a sense of
whether the dataset that was provided by Karolinksa Institutet was in fact good
by comparing the results of the models on the KI dataset to the results on
a similarly labeled dataset of colon cancer tissue slides. For the two small
networks, softmax CNN and RCCNet, we got better results on the KI dataset
than on the colon cancer dataset, which gave us confidence in the work that
had been done in labelling the dataset. Since the colon cancer dataset has been
widely used for research it also gives us confidence that the KI dataset can be
used for further development and research [3, 9, 4].

Using artificial intelligence and machine learning in healthcare applica-
tions such as this one is an ever growing field, but requires extremely good
performance for it to be ethically viable. The classification results of the net-
works and methods researched in this thesis are not good enough for produc-
tion use but are however promising for future work. From a complexity stand-
point, the softmax CNN and RCCNet are quite simple and shallow, while the
VGG16 fine-tuning is relatively complex, we only managed to do fine-tuning
on the most basic of levels due to lack of resources. It is therefore promising
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to see what results more resources and more sophisticated algorithms might
produce.

The highest accuracywe got was for the fully trained RCCNet (section 5.2),
just over 90%. It also gave the best F1-score for the inflammatory category.
The VGG16 fine-tuning was however quite promising, especially for epithelial
cells. Being able to train further back will hopefully bump up the score for the
other classes.

6.2 Lack of computing power
The VGG16 network is much bigger than the other two networks. This be-
comes obvious when we look at the number of layers and number of parame-
ters (Table 6.1):

Network No. of layers No. of parameters
softmax CNN 5 899, 200

RCCNet 7 1, 512, 868

VGG16 16 138, 000, 000

Table 6.1: Number of layers and parameters for each of the networks re-
searched in this thesis.

This results in the increased computation time for calculating the forward
pass of the network. It also increases the time it takes to calculate gradients.
We can lower the computation time by using a powerful GPU. During this
thesis however, the available GPU was not very powerful. It is viable for use
for the two smaller networks but for the VGG16 it takes a long time limiting
the amount of parameters we can train. This results in us not being able to test
to the fullest potential, as well as not being able to fine-tune more than the last
layer of the VGG16 model in reasonable time.

6.3 Future Work
Given the size of the current dataset and the relatively small improvement with
RCCNet over softmax CNN, we think that looking further into transfer learn-
ing could be beneficial.

One option would be to continue using the VGG16 model (or a model
of similar size and performance) with a better GPU. Having a GPU that per-
forms well in these scenarios will allow for more testing and more training. It
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would allow us to train more than just the last layer and with different learning
schemes, such as successively defreezing layers with each trained epoch, or
using different learning rates for different layers. We could also experiment
with different ways of decaying the learning rate as mentioned in section 4.3.

We also saw how a small increase in the amount of data affected our re-
sults with a small network. Going a bit further with the labeling effort might
increase the performance of not only the small networks but also the transfer
learning, although at some point the returns would be diminishing. If label-
ing efforts are continued it will be vital to focus on balancing the classes and
possibly making the inflammatory slightly bigger than the other two, since it
is the one that is most vital to get a good result on. It would also be important
to get a wide range of slides such that the data shows the real life variance that
is present.

During sample dying the resulting slides can show different saturation of
colors depending on the batch of dye and manufacturer, as well as the process
of dyeing. This might not cause major issues for cases such as when slides
are all produced at the same laboratory at the same time, but in reality this
is impossible as samples come in to the laboratory continuously. For future
efforts, researching the effects of digitallymanipulating the color e.g. to reduce
variance between labs, could be beneficial.
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