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Abstract
Automated medical image analysis is a non-trivial task due to the complexity
of medical data. With the advancements made on Computer Vision through
the golden era of Deep Learning, many models which rely on Deep Convolutional Networks have emerged in the Medical Imaging domain and offer important contributions in automating the analysis of medical images. Based on
recent literature, this work proposes the adaptation of visual attention gates
in Fully Convolutional Encoder-Decoder networks in the Medical Image Segmentation task. Appropriate data pre-processing is performed in the cases of
2-dimensional and 3-dimensional data in order to serve them as proper inputs in conventional and attention-gated Deep Convolutional Networks that
try to identify classes in pixel and voxel level respectively. Attention gates can
be easily integrated in the conventional networks, that would improve their
performance. We present the specific mechanics of attention gates, conduct
experiments and analyse our derived results. Finally, based on the latter, we
provide our opinion and intuition on how this work can be further expanded
towards new research directions.
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Sammanfattning
Automatiserad analys av medicinska bilder är en icke-trivial uppgift på grund
av komplexiteten i medicinsk data. Med framstegen som gjorts inom datorseende i samband med den gyllene eran av djupinlärning har många modeller
som använder sig av djupa faltningsnätverk kommit fram inom domänen av
medicinska bilder, och erbjuder viktiga bidrag till automatiseringen av medicinsk bildanalys. Baserat på senare litteratur, föreslår detta examensarbete
anpassning av visual attention gates för fully convolutional encoder-decoder
networks för segmentering av medicinska bilder. Lämplig förbehandling av
data har utförts för fallen 2-dimensionell och 3-dimensionell data för att passa som inmatningsvärden till konventionella och attention-gated, djupa faltningsnätverk som försöker identifiera klasser i respektive pixel- och voxel nivå. Attention gates kan lätt integreras med konventionella nätverk så att dess
prestanda förbättras. Vi presenterar de specifika mekanismerna hos attention
gates, utför experiment och analyserar våra framtagna resultat. Slutligen, baserat på resultaten, ger vi våra åsikter och intuitioner om hur detta arbete kan
byggas ut ytterligare för forskning i nya riktningar.
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Chapter 1
Introduction
The scientific domain of Biomedical Imaging has been of great interest in the
research community. Creating systems that are able to fully automate the process of understanding medical images can serve great benefits, since this task
is not trivial and requires thorough work from medical experts. This means
that each manually annotated sample may require both time and resources in
order to be properly processed, whilst creating a system with the same capabilities as a human expert would be of great assistance to medical practitioners.
Thus, for many years Computer Vision research also focused in studying this
domain extensively. Similarly to work conducted in other Computer Vision
domain, hand-crafted features generated via image processing methods were
the main topic under study.
The main drawback of such methods is that they are extremely problem-specific;
knowledge gained at a particular problem with specific data is not guaranteed
to generalize well in similar problems in different datasets. Even if the latter could is achieved, in most cases the process of transferring/calibrating a
method within different problems is required.
In recent years, the increase in available data and computational resources has
offered the opportunity for Deep Learning[1][2] research to prove tremendously useful in many Computer Vision tasks, ranging from common problems like image classification[3][4], semantic segmentation[5][6] and object
detection[7][8] to more complex ones such as instance segmentation[9][10]
and human pose estimation[11][12]. The recent advancements in this domain
offered a lot of novel Deep Learning based methods for Computer Vision, that
were also applied in Medical Imaging with more than encouraging results.

1
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One of the problems that Deep Networks helped to solve in the Biomedical Imaging[13] domain, is the task of semantic segmentation. Many perpixel/voxel classification methods have emerged, offering the opportunity for
medical systems to automatically approximate the location and shape of different organs and tumors by only using data such as digital X-Rays and MRI
scans. Without a doubt, advancements like U-Net[14] and V-Net[15] have
helped the medical research community to progress into greater levels of success. However, state of the art methods are being constantly updated and there
is room for many improvements at the moment.
Attention-based learning was initially combined with Deep Networks successfully in the Natural Language Processing task[16] of Neural Machine Translation, and its use has also been introduced in Deep Learning for Computer
Vision[17] and even Biomedical Image Segmentation[18]. We wish to explore the attention-based learning in the same task, and provide the results of
our experiments for open review.

1.1

Research Question

The aim of this thesis is to investigate the effect of using attention-based learning in Deep Fully Convolutional Encoder-Decoder networks applied to the task
of Semantic Segmentation in medical images. This investigation will guide the
implementation of non-attention and attention based Deep Convolutional Neural Networks, which will be compared based on their performance in medical
data. The purpose of the degree project is to answer the following question:
• Which are the qualitative differences in applying attention-based learning in conventional Convolutional Neural Networks in the task of Semantic Image Segmentation?

1.2

Aims and Scope

The main steps of this project will deal with:
• Understanding in full extent the mechanics of how attention-based learning can be applied in the standard U-Net network, which is commonly
used as a baseline network in works regarding medical image segmentation.
• Preparing 2D and 3D medical data and effectively process them so that
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they can be fed to Deep Neural Networks for the task of Semantic Image
Segmentation.
• Implementing a 2D and 3D U-Net models and training these models in
the prepared datasets.
• Implementing a 2D and 3D version of Attention U-Net and training them
in the same datasets, and under the same configurations (hyperparameters etc) as U-Net.
• Comparing the performance of both approaches (attention and non-attention
based models).

1.3

Thesis Outline

This report consists of 6 chapters in total, followed by a reference list and an
Appendix chapter. The chapters are structured as follows:
• Chapter 2: This chapter discusses relevant work and background for our
task along with detailed explanations on key components that are used
in our work.
• Chapter 3: The methodology that will be followed in our experiments is
presented.
• Chapter 4: All the experiments that were conducted with our methodology are presented, along with their derived results.
• Chapter 5: Discussion on limitations and results is being made, along
with our thoughts on how this work can be continued.
• Chapter 6: In the last chapter, we finalise the report with our conclusions.

Chapter 2
Background
In this chapter we provide a brief introduction to the theoretical background
of the methods and approaches that have been used in related literature. We
also discuss notable work in Deep Convolutional Neural Networks, with a
focus on applications in Semantic Image Segmentation in both medical and
non-medical data. Attention-Based learning in Deep Neural Networks is also
discussed.

2.1

Deep Convolutional Neural Networks

Convolutional Neural Networks have emerged in recent years as the state of the
art approach in Computer Vision tasks, such as Image Classification[3], Object Detection[7], Image Segmentation[6] and Image Captioning[19]. Firstly
introduced in [20] and applied effectively in handwritten digit recognition[21],
CNNs hold high representation power and are powerful image descriptors.

2.1.1

Convolutional Layer

Convolution is a mathematical operation that has its origins in signal theory[22].
It is met in both the continuous and discrete signal processing domains, and it
expresses the factor of two signals, when the second signal has been reflected
and shifted. It is of great importance in system design, since the output that a
system produces in time domain can be calculated as the result of performing
the convolution operation between the system input signals and its own transfer function. The convolution between two signals f and g when these signals

4
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are continuous is given by the equation:
Z

+∞

f (τ )g(t − τ )dτ

(f ∗ g)(t) =

(2.1)

−∞

while in the discrete domain the form of this equation changes to:

(f ∗ g)(t) =

+∞
X

f (τ )g(t − τ )

(2.2)

τ =−∞

The mechanics of convolution as part of a neural network were introduced in
[23] where a local receptive field operates in images that contain hand-written
digits. While a lot of work has been put ever since, the basis of the mechanics
remains the same. A 2-dimensional image can be represented as a matrix of
H x W pixels. Considering this representation as a form of a signal itself, the
second signal (which can be considered as a filter) taking part in the convolution is an k x k square matrix (and in most cases k << H and k << W) that
can be multiplied in an element-wise manner with multiple patches of the first
signal with the same dimensionality (k x k). Each element wise multiplication
is then summed to a single value, and these single values are then stored to a
square matrix (with the same order that they were extracted) which essentially
constitutes the output signal of the convolution. The output signal/matrix is
known as a feature map or activation. The activation term stands for the use
of a non-linear activation function (such as the sigmoid function or most commonly an activation function in the Rectified Linear Unit family of functions)
that is applied to the output of the convolution.

Figure 2.1: Matrix representation of an image (left) and filter (right)

Essentially, the convolution operation between an image or feature map and a
filter is applied to perform feature extraction. Training convolutions as part of
a neural network means creating filters with a particular form and identifying

6
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their existence or not in several locations of the image or feature map. The
convolution operation is also guided through its stride and padding values[24].
Stride defines the step that will be taken between successive applications of a
filter into the input (a stride value equal to one ensures that no row or column
will be ’skipped’ by the filter), while padding defines if extra values will be
added to the input image before processing in order to set it in an appropriate
state that will help its processing. These values (which in most cases are equal
to zero) help to preserve the same dimensionality between input and output
(half/same padding) or even increase the dimensionality of the output feature
map compared to the input feature map (full padding).

Figure 2.2: Unary stride with no padding (top), half/same padding to preserve equal input and
output dimensionality (middle), and full padding (bottom) applied in convolution operations.
All images were originally presented in [24] and can be found in https://github.com/
vdumoulin/conv_arithmetic

.
Applying many filters at the same time in an image or feature map, forms a
CNN block. A Deep Convolutional Neural Network (ConvNet) consists of
several successive CNN blocks that progressively build an understanding of
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Figure 2.3: Max and Average Pooling of size 2 applied in a feature map. While fewer activations are used, the topology of features and edges is preserved. Image source: bit.ly/
2K5zlP2

low-level to high-level features. In order to achieve this purpose, the receptive field of each convolution needs to be successively increased, so that in the
end it can cover the whole original image. Thus, downsampling needs to be
performed between the CNN blocks of a network. The most common way to
perform downsampling in a ConvNet, is through the pooling operation. Instead of using all the activation values generated by a filter, before performing
the next convolution step, the input feature map can be downsampled by preserving the mean or maximum value of small neighbourhoods of it. Thus,
while a loss of information may occur, the size of feature matrices is progressively shrinked allowing for less computation times in the training process of
the network.

2.1.2

Dilated Convolutions

The dimensionality of a filter defines the receptive field of the convolution
operation. For example, a filter that has a kernel (k) value equal to 3 can cover
an area of 3 x 3 pixels in a 2D image. k is usually drawn from the set {3, 5,
7, 9, 11} and as its value increases, the amount of computations needed per
convolution operation increases exponentially.
To save computation time, a common trick to increase the receptive field of
a filter (for example from 3 x 3 to 5 x 5) without changing the value of k is
to use dilated convolutions. Dilated convolutions keep the shape of the filter
at the same size, but also skip internal bits of an image sub-part in order to
achieve the coverage of a bigger sub-area of an image or feature map. Along

8

CHAPTER 2. BACKGROUND

Figure 2.4: Dilation of value equal to 1 applied. A kernel of size 3 now has a receptive field of
5 x 5 without the need to perform more multiplications. Originally presented in [24]. Image
source: https://github.com/vdumoulin/conv_arithmetic

with k, the amount of stride and padding applied, the amount of dilation is also
a hyper-parameter of the network design.

2.1.3

Fractionally Strided Convolutions

Upsampling is the reverse operation of downsampling. In this case, the target
is to increase the resolution of an image or dimensionality of a feature map. A
common way to perform upsampling is through interpolation. Empty pixels
are inserted between the original pixels of an image, and its values are defined
by the values of their neighbouring pixels. While interpolation has been applied in numerous Computer Vision tasks, the drawback of its use is that it is a
hard-coded operation. An alternative to interpolation is a fractionally strided
convolution (also known as up-convolution or deconvolution1 ) that allows for a
resolution increase by a reverse convolution operation. After the image resolution increases, a regular CNN block may follow in order to smooth the upsampled pixel values. Fractionally strided convolutions are used more and more
in image segmentation tasks, since they offer the opportunity for a trainable
upsampling operation in contrast to interpolation. However, this also means
that more computations will be needed during the training of a deep neural
network.
1

Deconvolution, however, is a term which is already present in signal theory under a completely different context, and thus the use of this term may cause confusion.
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Notable Work

Despite the fact that ConvNets were introduced over two decades ago, they
only rose to prominence in 2012, where AlexNet[3] reduced the top error rate
in the ImageNet[25] challenge by a great margin. Several training techniques
were introduced and applied in this work, ranging from local response normalization, ReLU non-linearity, effective use of dropout[26] for regularization to
performing data augmentation. Afterwards, research interest heavily focused
on CNNs and several contributions have been made to them.
ZF-Net[27] attaches a deconvolution network motivated by [28] to each of the
layers of a convolution network to map features in the input-pixel space and
understand the way through which activations of the network are triggered.
Through visualization of the findings and better understanding of the model
mechanics, it contributed to the design of more capable ConvNet architectures
that outperformed Alex-Net. Google-Net[29] introduced what is called the
’Inception Module’ which replaces large-sized filters with several consecutive
smaller-sized filters that achieve a receptive field of the same size to it while
using drastically less parameters. This module was expanded further in [30]
and [31], were batch normalization, careful design of the inception blocks and
adaptations in regularization led to performance improvements. VGG-Net[32]
exploits greater depth size on the convolution blocks while using small-sized
(3x3) filters, and is often used as a baseline descriptor in several works due to
good generalization capabilities of the representations learned by it. Residual
learning[4] is also an important addition to the ConvNet literature. Skip connections are introduced and motivate the learning of residual functions with
reference to the input layers, allowing for the effective use of an increased network depth and faster optimization of the networks. Residual learning was
also successfully used in a new version of the Inception network[33], assisting
in the speedup of the training process and low test error performance on the
ImageNet challenge.

2.2

Semantic Image Segmentation

The task of Semantic Segmentation can be viewed as a classification task for
images on pixel/voxel-level. ConvNet-based architectures are commonly used
on this task. Fully Convolutional Networks (FCNs)[5], techniques like dilated convolutions[34] and external components such as Conditional Random
Fields[35] can be used to further improve the segmentation performance. We

10
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present a short introduction of theory, and a brief overview of the most interesting and best performing work for this task.

2.2.1

Fully Convolutional Layer

A Fully Convolutional layer acts as a replacement of a fully connected layer in
Deep ConvNets applied to the task of Semantic Image Segmentation. Under
this setting, a CNN block with a large receptive field is used as the coarsest
layer of the network. This approach brings once again the benefit of weight
sharing, that reduces the number of trainable parameters at a high degree. Additionally, such layers bring the advantage of retaining spatial information.
ConvNets which make no use of fully connected layers in favour of fully convolutional ones, are simply known as Fully Convolutional Networks.

2.2.2

Conditional Random Fields

Conditional Random Fields (CRFs) are a probabilistic graphical model[36]
that was frequently used in the task of semantic segmentation before the use of
deep neural networks grew popular in this task. Based on the energy minimization approach and the mean field approximation technique, CRFs define semantic pixel values by exploiting the information of neighbouring pixels[37].
After Deep ConvNets emerged in tackling the segmentation task, while the
results achieved by them were promising, a huge number of false positive classified pixels was observed since salient regions were commonly misclassified
in favour of the semantic class. Thus, CRFs were used as a post-processing
step[38] to improve the networks performance. In [35] a different approach
was taken; the iterative process of the mean field approximation of a CRF
could be modelled as an Recurrent Neural Network with each timestep accounting for an update step. Thus fitting the CRF appropriately becomes part
of the back-propagation training of the process, and this CNN-RNN cascade
can be trained end-to-end in less time with better results. Under a different perspective, in recent research the mechanics of CRFs motivate the formulation
of a novel loss function in semantic segemntation[39].

2.2.3

Notable Work

Fully Convolutional Networks for semantic segmentation where introduced in
[5], exceeding the state of the art performance in several datasets (PASCAL
VOC, NYUDv2, SIFTFlow) by the time they were presented. Through this
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approach, motivated by [40], classification could be performed in arbitrarysized images by using standard ConvNet architectures such as Alex-Net[3],
VGG-Net[32] (and even pre-trained versions of these networks) by replacing
the fully connected layers with fully convolutional blocks. In order to adapt
the usage of this approach to the segmentation task, upsampling needs to be
performed to map the features learned from the network to semantically classified pixel values. For this purpose, fractionally strided convolutions are used
instead of interpolation methods, in combination with skip connections in order to combine class-aware information held in learnt features with local, positional information and further improve the coarse segmentation prediction
generated by this architecture.
Seg-Net[41] is yet another Encoder-Decoder architecture for Semantic Image
Segmentation. In order to preserve spatial information, it uses the motivation
from [42] to store the position of the max pooling indices during training,
a process that is knows as unpooling. The stored indices are used from the
decoder network, producing sparse segmentation maps through upsampling.
The missing values are filled with convolution operations on trainable filters.
Seg-Net is thus trained in an end-to end manner.

Figure 2.5: Convolution/Deconvolution network for semantic segmentation as presented in
[43]

In [43] a deconvolution network is learned in an encoder-decoder architecture
of convolutions in order to decode the learnt features from the convolution path
to a segmentation mask. This network can be viewed as the concatenation of a
convolution and deconvolution network, using the VGG-Net[32] and its transposed version for their configurations. For the deconvolution network to work
properly, unpooling and fractionally strided convolutions are integral parts of
the training process. The latter serves for a trainable upsampling operation
that intends to improve the performance in comparison with the hard-coded
interpolation operation. This network uses batch normalization[30], that contributes significantly to the segmentation performance of the network.

12
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In [6], Chen et. al propose ’DeepLab’, a cascade of a deep ConvNet and a fully
connected Connected Random Field to perform Semantic Image Segmentation at the PASCAL VOC-2012 dataset. The ConvNet makes use of dilated
convolutions in order to use an enlarged receptive field while retaining the
resolution of the input feature map intact. Since ConvNets are characterized
by spatial invariance which leads to loss of boundary information, the cascaded CRF is used to refine the segmentation mask predictions and boost the
performance of the model. ’Deeplabv2’[44] additionally replaces max pooling in its final layers with ’atrous’ convolutions (convolutions with upsampled
filters) in combination with bilinear interpolation as an alternative to fractionally strided convolutions. Additionally, it handles objects at different scales.
Instead of producing different filters at each scale, which would induce a heavy
computational burden to the model, it proposes ’Atrous Spatial Pyramid Pooling’ (ASPP) based on [45] to resample each feature map to different scales. A
third version, ’Deeplabv3’[46] drops the use of CRFs, and proposes 2 different
modules that revisit the process of addressing objects at multiple scale.
Towards an unsupervised learning setting for the segmentation task, in [47]
a cascade of two encoder-decoder networks is proposed. The first network is
responsible to generate a soft segmentation mask of the image and minimize
an alteration of the normalized cut[48] that allows for error-backpropagation,
while the whole cascade acts as an image auto-encoder and minimizes the
reconstruction loss between the input and output images. Depth-wise separable convolutions[49] are an integral block of W-Net, and the first network
of the trained cascade is used for the segmentation task. Conditional Random
Fields[38] along with hierarchical segmentation[50] are both applied to refine
the predicted segmentation masks.

2.3

Biomedical Image Segmentation

Semantic Image Segmentation in medical data is one of the most common
tasks where Deep Convolutional Networks are applied in Biomedical tasks.
Due to the complexity of medical data, where large variations between different datasets may occur, this task is non-trivial and serves room for active
research. Fully Convolutional Networks have been applied in many cases with
the most common architecture being U-Net[14] which in many cases serves
as the baseline network for further improvements in other works. Since U-net
and its 3D variant[51] constitute the main FCN architecture of our work, we
present it in full detail. Interesting work in Medical Image Segmentation is
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also presented.

2.3.1

U-Net for Biomedical Image Segmentation

U-Net[14] is a fully convolutional network that follows the encoder-decoder
approach in image segmentation and has been effectively applied in biomedical data, achieving state of the art results at the time it was presented and winning the ISB Cell Tracking Challenge[52] at 2015. Introducing skip connections to combine feature maps from the encoding and decoding path concurrently, U-Net is capable of learning strong class characteristics, and serves as
a baseline network in many medical image segmentation approaches[53][54],
while modifications on the network’s training procedure such as residual learning[4]
have helped to expand its use[55] beyond the scope of medical image analysis.
Its architecture can be broken down in two mirroring paths. A downsampling
path which learns feature representations at different levels, is then followed
by an upsampling path that progressively creates the segmentation mask by
expanding the feature map dimensions. The downsampling operation is performed through a series of convolution and max pooling layers, while the upsampling path relies on a series of upsampling operations and convolutions.
Contrary to similar works, the input features from the previous layers are not
only upsampled (through interpolation in this very case), but also concatenated
with feature representations learned from the mirrored downsampling layer as
seen in the following figure. Since upsampling leads to sparse representations,
the intermediate features used by the downsampling path serve as prior for
better tuning of the localisation operation.

14
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Figure 2.6: Standard U-Net architecture as presented in [14]. A series of downsampling
and upsampling operations is performed in a U-shaped convolutional network to generate
segmentation masks of medical images.

In addition to the U-shaped architecture, a custom loss function to highlight
the importance of border pixels between different classes is used, along with
performing the He initialisation[56] on the weights. Finally, extensive data
augmentation is performed. As also discussed in [57], data augmentation does
not only help the network to train when limited number of training samples is
available, but it also allows the learning of invariances in biomedical data. In
this kind of applications, this is highly important.

2.3.2

Deep Convolutional Networks for Medical Image
Segmentation

When it comes to 3D Volumetric data, where patient scans are presented via
consecutive 2D slices (thus the number of each individual patient slices is the
3rd dimension of each datum), segmentation becomes a much more complex
task. Available data are limited, since their annotation is a complex process
and in many cases only sparsely annotated data can be made available. In [51],
a 3D version of U-Net is presented, with the task of transforming sparsely
annotated 3D masks of volumetric inputs to fully-annotated ones. Since the
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inputs are 3D, all operations are volumetric (volumetric convolutions and upsampling, 3D pooling) while preserving the main ideas introduced by U-Net
(encoder-decoder network, skip connections) to achieve efficient segmentation
performance.
In [58], in order to perform Liver and Lesion segmentation, the authors use a
cascade of two U-Net networks. The first U-Net is responsible to learn Regions
of Interest (ROI) regarding the position of the Liver in slices of data, while the
second U-Net accepts the resampled ROI’s as inputs to perform Lesion segmentation. The predictions generated from this network, are further improved
with the use of a fully connected 3D Connected Random Field. This work, is
also used in Survival-Net[59] to progressively segment liver and tumor lesions.
The predicted lesions are then fed to another Deep Neural Network responsible
to classify them in terms of malignancy. The use of Capsule Networks[60] is
also met in the segmentation task of medical images. LaLonde and Bagci[61]
expand the dynamic routing[62] algorithm to locally-connected routing and
introduce the deconvolutional capsules that minimizes the training parameters of U-Net[14] while achieving great efficiency in the lung segmentation
task.
Kamnitsas et.al [63] achieved state of the art performance in the BRATS15[64]
and ISLES15[65] challenges by introducing DeepMedic which exploits the 3D
segmentation task towards 3 directions: i) A hybrid training scheme that uses
patches that are automatically restructured to represent true class imbalance
over the data, ii) deeper networks that reduce the computational burden by
using small filters (3x3x3 kernels in volumetric convolution) similarly to the
motivation of VGG-Net[32] and iii) different pathways so that each image can
be handled in 2 different resolutions. For the latter, a downsampled version of
the image is used to locate the relative position of a segment towards the full
image while the original resolution is used in order to identify the contextual
properties of the segment. They motivate that the use of ReLU non-linearities
and Batch Normalisation[30] assists in improving the network results. Based
on [38], a fully connected 3D CRF is also used to refine the segmentation mask
so that false positive in boundary regions can be reduced.
V-Net[15] is another Fully Convolutional ConvNet that perform volumetric
convolutions in 3D medical data for the segmentation task. It is trained with
an end-to-end manner and medium sized (5x5x5 kernels) volumetric convolutions. In order to preserve the original resolution of an image, it replaces
the pooling operation with convolutions with increased strides[66] to progressively increase its receptive field until it can cover the whole image. Non-unary
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Figure 2.7: V-Net architecture for segmentation of 3D medical images

strides also contribute to smaller memory requirements, as they eliminate the
need of storing the locations of max-pooling indices. The inputs of each convolution block are also used via skip connections in order for residual[4] functions to be learned and decrease the convergence time of the training process.
A novel loss function based on the Dice Coefficient is introduced, and its technical aspects are presented in the Appendix section A.

2.4

Attention-Based Learning in Deep Neural Networks

Our work focuses on employing attention-based learning in standard Convolutional Neural Networks in order to improve their performance on the segmentation task. The work of Oktay et al.[67] adapts the work of Jetley et
al.[17] in both the classification[68] and segmentation[18] tasks. We are particularly interested in the latter, where attention gates are incorporated in the
U-Net[14] architecture, since it constitutes the main idea of our method. We
firstly present the original motivation for using Attention in Deep Neural Networks, and then proceed with explaining the key points of these papers. When
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possible, we preserve their original notation in describing them. We conclude
this chapter by briefly discussing further work that applies attention in the semantic segmentation task on medical data.

2.4.1

Attention in Deep Neural Networks

The general form of a Deep Neural network is a set of layers connected on top
of each other, performing successive operations on their input until a final prediction (e.g classification) is made. The original framework of artificial neural networks was that hidden layers were combined to create information that
would be used by the final output layer. While this setting has been successfully applied in many tasks, the fact that the representations learnt on middle
layers of a deep network are used only to form the representation of the output
layer raises the question whether this is the optimal use for such representations. A great example of the information held in such representations would
be the U-Net architecture[14] which we discussed in the previous chapter, were
skip connections improve the semantic segmentation performance of medical
data by a great margin. Attention-based learning tries to address this question. In attention-based networks, the scope is to use representations learned
in intermediate layers in conjunction with the final representation and try to
improve the network’s efficiency by using the information held on these. Before explaining thoroughly how this would fit in a visual deep network and
practically on our task, we briefly go through in attention mechanism in the
general case.
An effective use of an attention mechanism was used in [16] in the task of Neural Machine Translation. In this task, an encoder-decoder recursive network
tackles the task of translating sentences between different written languages.
The Seq2seq model[69] was previously applied with success to this task, but
suffered from the fact that the context vector used for machine translation had
a pre-defined length and the choice of the next prediction was solely based on
the last hidden state of the recursive model. Thus, Bahdanau et. al[16] introduced a probabilistic operation on all the previously generated hidden states,
that defined the relevance of particular states on each step of the generated
translation.
The results that were achieved from this work, brought interest and further exploration in attention-based learning[70], with it being eventually used in other
advancements in Natural Language Processing (NLP) such as the Transformer[71]
network. Regarding advancements in Computer Vision, Squeeze and Excita-
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Figure 2.8: The attention mechanism as presented in [16]. A softmax operation signifies the
importance of each hidden state in generating the next word in a probabilistic manner.

tion networks[72] propose a novel mechanism to learn channel-wise attention coefficients on the features maps generated from convolutional blocs. A
squeeze operation through global average pooling generates a mean representation vector for each channel, which is followed by an excitation operation that is comprised of a ReLU non-linearity applied in a lower-dimension
representation (achieved through a fully-connected layer) and restored to its
original dimensionality after the non-linearity before being fed to a sigmoid
activation that generates the attention coefficients. In joint NLP and Computer Vision tasks like Image Captioning[19][73] and Visual Question Answering[74][19] the importance of attention has been effectively proven, while
research work[75] in applying the attention mechanism approach in Generative Adversarial Networks[76] has also been proposed. .

2.4.2

Attention Gates for Image Classification

A standard ConvNet architecture for classification makes use of a series of convolution operations combined with downsampling operations (typical examples of downsampling involve pooling operations and manipulating the value
of stride in the convolution operations) that gradually combine lower level features in forming higher level features until a global descriptor (whose receptive
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field covers the whole image) is extracted. This global descriptor g is extracted
from the coarsest layer of the network (following a series of convolutional and
fully connected or fully convolutional layers) and the target classes probabilities (predictions) are computed through an operation like softmax.
While this standard ConvNet pipeline has proven effective in many classification tasks[3][32], only features of g are used for the classification decision,
hence lower level features learned on intermediate layers only contribute to its
creation and then discarded.
In [17] it is argued that intermediate representations hold essential information
for the classification task that can be used jointly with the global representation
held in g for the predictions made by the convolutional network. The main idea
of this work is that through measuring the compatibility of a representation Ls
to g (where Ls is extracted from the sth out of S convolutional layers and
stands for the set {l1s , .., lns } of n feature vectors learned at layer s) we can form
attention coefficients[71] a = {as1 , .., asn } that represent how relevant each Ls
is to the global descriptor of the image. We then replace g with a weighted
combination gas of a and Ls and feed this combination in the classification
layer. The following figure shows how this approach can be applied to the
VGG[32] network for classification.

Figure 2.9: Attention Gates for Classification applied in the VGG network as presented in
[17]. A global image descriptor is extracted from the coarsest fully convolutional layer of the
network and combined with 3 local descriptors from intermediate convolution layers. 3 sets
of attention coefficients are formed and combined with the local descriptors to produce new
global descriptors from these intermediate positions.

If only one attention-based global descriptor (gas = ga1 ) is used, then it is
enough for the classification task to map ga1 to a T -dimensional (T stands for
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the number of output classes) vector and generate class probabilities through
an operation as softmax. In case there is a set {ga1 , .., gaS } of S such descriptors
available, they can either be concatenated to a single descriptor before mapped
in the T or can be treated as S independent classifiers whose predicted class
probabilities are averaged before proceeding to the class prediction.
Applying this attention gate approach for classification in the VGG[32] and
the ResNet[4] network has further improved their classification performance
in datasets such as the CIFAR-100[77] dataset.
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Attention U-Net

The attention approach followed in [17] involves a flattened global feature vector generated from the coarsest layer of the ConvNet architecture. While for
the classification task this form is sufficient to predict output classes with high
efficiency, the flattening operation loses spatial information which is essential
for the segmentation task.
Thus, in [18] the attention approach is further expanded to preserve this kind
of information. The following figure presents the pipeline through which a
gating signal g can be combined with a descriptor xl derived from the lth convolutional layer of a network to produce grid-attention coefficients.

Figure 2.10: Grid-Attention Gate as presented in [67][18]. The intermediate features xl (left,
bottom) of the lth convolutional layer are projected in the dimensionality of the gating signal
g (left, up) and afterwards concatenated with this descriptor. Non-linearity, normalization and
re-scaling is applied to produce grid attention coefficients with respect to the dimensionality
of xl . Sigmoid activation is preferred over softmax due to the fact that it leads to less sparse
representations.

For the learning task of the attention gate, transformations Wx and Wg (that
map xl and g in the same dimensionality) and their joint bias bxg , along with
transformation ψ (which is applied between the non-linearity and the activation function) and its bias bψ need to be learned. Thus, it can be easily adapted
in the training of a segmentation network with minimum computational overhead as all parameters can be trained in an end-to-end manner without the
need of an external update operation. However, while multiplicative attention
ŷ l = a ∗ xl is more complex in terms of gradient descent updates than additive
attention ŷ l = a + xl , in [67] it is argued that experimentally it derived better
results, thus its use is promoted.
The Attention U-Net[18] as shown in figure (2.11) adapts the grid-attention
gates on its training operation. A feature vector g that is either learned from the
coarsest convolutional layer or via several locations in the upsampling paths

22

CHAPTER 2. BACKGROUND

Figure 2.11: Attention U-Net architecture for biomedical image segmentation as presented
in [18][67]

serves as the gating signal for independent attention gates and is combined
with the intermediate feature vectors passed through the skip connections of
the mirrored convolution/downsampling layers. The output essentially is the
scaled the information held in these connections based on its significance with
respect to the segmentation task. The result of this operation is a new feature
descriptor x̂l that can serve as prior knowledge in the upsampling operation of
U-Net[14].

2.4.4

Further Use of Attention in Medical Image Segmentation

Attention-based approaches are fairly new in the task of Medical Image Segmentation and recent research work has has started to explore the benefits that
these approaches may bring to it. Focus-Net[78] employs two parallel encoderdecoder paths. The first path scales the representations learned on its decoding path through the sigmoid operation and uses them to attend via element
wise multiplication the representations learned through Squeeze and Excitation blocks[72] used in the second path. In [79] an alteration of focal loss[80]
is used to guide the training of the Attention U-Net[18], while in [81] attention
coefficients are generated from different image resolutions to guide abdominal
organ segmentation.

Chapter 3
Methods
In this chapter we present the medical datasets that we used during our work,
and all the necessary pre-processing steps that we followed before feeding
them to a Deep Neural Network. Then, a description of the networks that were
used in tackling the task of Semantic Segmentation in each of these datasets
is provided. When necessary, we focus on particular components of these networks, such as the configurations of the attention gates. Finally, we discuss
how we intend to evaluate the semantic segmentation performance of these
networks.

3.1

Datasets

In order to fully investigate the attention gates and their effect on the segmentation task, we make use of both 2D and 3D medical data.

3.1.1

Chest X-Ray Lung Dataset

The dataset comprises of 234 digital X-Ray grayscale images of the lung organ.
Each image has a dimensionality of 1024 by 1024 pixels, and its corresponding
segmentation mask is binary, where ’1’ serves for a pixel that belongs to the
lung and ’0’ serves for a pixel that belongs in the background.

3.1.2

LUNA 16 Dataset

The LUng Nodule Analysis (LUNA 16) challenge includes volumetric data
from 888 patients. Each individual slice of this data has a dimensionality of
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Figure 3.1: Samples of a Chest Lung X-Ray (left) and its corresponding segmentation mask
(right) from the dataset

512 by 512 pixels, while the number of slices for each individual patient can
vary. Annotations of the left lung, right lung and air nodules are provided,
marked by pixel values of ’3’, ’4’ and ’5’ respectively, while a pixel value
equal to zero stands for background.

Figure 3.2: Sample slice and corresponding mask of a patient scan in LUNA16

3.2

Methods

We present the steps needed to effectively pre-process each dataset, before
feeding them to a deep network, and in parallel describe all the components
used from each network.
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2D Lung Segmentation with U-Net and Attention
U-Net

The original images are resized to a dimensionality of 512x512 pixels before
fed to the network. Additionally, the dataset is split in k equal subsets and
trained under a k-fold cross validation manner. During each of the k-folds,
k − 1 subsets serve as the training set where the remaining subset serves as the
test-set of the kth run. The network is trained through optimizing the Soft Dice
Loss between the predictions and the true segmentation masks, and evaluated
through their average Dice Similarity in the k distinct test sets.
We attend this problem with three different models:
• A conventional U-Net model, with its architecture being based on the
work in [14].
• An Attention U-Net model, that is guided by a single gating signal.
Based on the findings of [17] we provide an alteration of the architecture
of [67] where all the attention coefficients are estimated based on their
resemblance with the features extracted by the coarsest convolutional
block.
• An Attention U-Net model, that is guided by multiple gating signals.
In this case, the skip connection of each upsampling step is based on
attention coefficients that are estimated through the resemblance of the
original skip connection and the features that derive from the convolution block of the previous upsampling step. This approach is much more
similar to [67] that the previous one.
Our target is two-fold: Firstly we wish to observe whether applying the attention gates can improve the dice score of the prediction in comparison to the
conventional model, and afterwards we intend to compare the two attention
approaches between each other. The following table presents all the layers of
the conventional U-Net architecture used in this dataset:
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Layer #

Layer Type

Input Size

1

Double Convolution

batch * 1 * 512 * 512

2

Max Pooling

batch * 64 * 512 * 512

3

Double Convolution

batch * 64 * 256 * 256

4

Max Pooling

batch * 128 * 256 * 256

5

Double Convolution

batch * 128 * 128 * 128

6

Max Pooling

batch * 256 * 128 * 128

7

Double Convolution

batch * 256 * 64 * 64

8

Max Pooling

batch * 512 * 64 * 64

9

Double Convolution

batch * 512 * 32 * 32

10

Upsampling

batch * 1024 * 32 * 32

11

Convolution

batch * 1024 * 64 * 64

12

Double Convolution

batch * 512 * 64 * 64 (Skip connection) +
batch * 512 * 64 * 64 (Upsampling path)

13

Upsampling

batch * 512 * 64 * 64

14

Convolution

batch * 512 * 128 * 128

15

Double Convolution

batch * 256 * 128 * 128 (Skip connection) +
batch * 256 * 128 * 128 (Upsampling path)

16

Upsampling

batch * 256 * 128 * 128

17

Convolution

batch * 256 * 256 * 256

18

Double Convolution

batch * 128 * 256 * 256 (Skip connection) +
batch * 128 * 256 * 256 (Upsampling path)

19

Upsampling

batch * 128 * 256 * 256

20

Convolution

batch * 128 * 512 * 512

21

Double Convolution

batch * 64 * 512 * 512 (Skip connection) +
batch * 64 * 512 * 512 (Upsampling path)

22

Convolution

batch * 64 * 512 * 512

23

Sigmoid Activation

batch * 1 * 512 * 512

Table 3.1: Layers of the conventional U-Net network which is used for 2D Lung Segmentation
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The Double Convolution layer is a double repetition of a convolution, batch
normalisation and ReLU activation operation. Each convolution has a kernel
of 3 x 3 pixels, stride equal to 1 and same padding. On the downsampling
path, successive double convolutions output 64, 128, 256, 512 and 1024 feature maps respectively, while the upsampling path follows the opposite direction until it can output a single feature map. Intermediate single convolutions
which are not being followed by batch normalisation or non-linearities, are
used to match the dimensionality of the upsampled features with the dimensionality of each skip connection.
Regarding the attention based approaches, since 4 skip connections are used in
the previous network, 4 attention-gated coefficients are extracted under these
settings. In the single gating architecture, the gating signal is common and
extracted through convolution, batch normalization and ReLU activation of
the feature maps coming from the last downsampling operation (max pooling)
of the left path of U-Net. Each attention gate combines this gating signal g
with intermediate local representation xl learnt from the right (upsampling)
path of U-Net to generate the attention coefficients al . Then, at each gating
signal the element-wise multiplication al ∗ xl is the new skip connection that
is used in the concatenation of the upsampling path.
Layer #

Layer Type

Input

1a

Convolution

xl

1b_conv

Convolution

g

1b_upsampling

Upsampling

1b_conv

2

ReLU

g + 1b_upsampling

3

Convolution max(0, g+ 1b_upsampling)

4

Sigmoid

3

5

Upsampling

4

Table 3.2: Attention Gate

Each of the convolution operations mentioned in table 3.2 is followed by a
batch normalization operation. The convolution and upsampling operations
are guided by the number Fint of feature maps that is expected from each skip
connection. The gating signals needs also to be upsampled to match the resolution of xl . As we explained in Chapter 2 and motivated by [67], the sigmoid ac-
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tivation is preferred over softmax since it yields less sparse activations. Then,
a grid attention is formed with same dimensions as xl and the scaled features
are used in the skip connection.
When it comes to the multiple gating signals approach, we make use of a different gating signal at each attention gate. In this case, the resolution of the feature
maps of each intermediate representation xl is double the size of the feature
maps of the corresponding gating signal. To match resolutions, xl needs to be
downsampled through max pooling. The structure of the attention gate is very
similar to table 3.2, with the addition of the max pooling operation after step
1a in this table.
The tables describing the single-gating and multi-gating Attention U-Net networks are identical to table 3.1. What is different at each case, is the origin of
the shortcut connection, which is produced by the grid attention gate of table
3.2.

3.2.2

3D Lung Segmentation with 3D U-Net and 3D Attention U-net

The process of preparing the images for the networks is more complex than the
2D case. A patient slices need to be normalized in terms of their spacing and
origin. The result of the normalization leads to a different amount of slices per
patient, and each slice has a dimensionality of 512 x 512 pixels. Since a neural
network expects equal size at each dimension for the training process, all data
are isotropically resampled to 128 x 128 x 128 voxels. Finally, we estimate the
global mean and standard deviation of the resampled dataset, so that we can
zero-center it before training.
We perform a k-fold cross validation under the same approach that we followed in the 2D data. Due to the heavy computational cost and training time
in volumetric data, our 3D U-Net has fewer layers compared to the 2D version.
Regarding the attention-based approach and based on our 2D findings, which
are fully presented in chapter 4 we proceed with a multi-attention gating signal Attention 3D U-Net, while a single-gating signal networks is not examined
in the LUNA16 dataset. The 3D U-Net used in this case is presented in the
following table:
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Layer #

Layer Type

Input Size

1

Double Convolution

batch * 1 * 128 * 128 * 128

2

Max Pooling

batch * 32 * 128 * 128 * 128

3

Double Convolution

batch * 32 * 64 * 64 * 64

4

Max Pooling

batch * 64 * 64 * 64 * 64

5

Double Convolution

batch * 64 * 32 * 32 * 32

6

Max Pooling

batch * 128 * 32 * 32 * 32

7

Double Convolution

batch * 128 * 16 * 16 * 16

8

Upsampling

batch * 256 * 16 * 16 * 16

9

Convolution

batch * 256 * 32 * 32 * 32

10

Double Convolution

batch * 128 * 32 * 32 * 32 (Skip connection) +
batch * 128 * 32 * 32 * 32 (Upsampling path)

11

Upsampling

batch * 128 * 32 * 32 * 32

12

Convolution

batch * 128 * 64 * 64 * 64

13

Double Convolution

batch * 64 * 64 * 64 * 64 (Skip connection) +
batch * 64 * 64 * 64 * 64 (Upsampling path)

14

Upsampling

batch * 64 * 64 * 64 * 64

15

Convolution

batch * 64 * 128 * 128 * 128

16

Double Convolution

batch * 32 * 128 * 128 * 128 (Skip connection) +
batch * 32 * 128 * 128 * 128 (Upsampling path)

17

Output Convolution

batch * 32 * 128 * 128 * 128

18

Sigmoid Activation

batch * 1 * 128 * 128 * 128

Table 3.3: Layers of the conventional 3D U-Net network which is used for Lung Segmentation
in LUNA16

As in the 2D case, each double convolution layer is a set of a convolution operation, batch normalization and ReLU activation repeated twice. In comparison
with our 2D U-Net, both the downsampling and upsampling path are comprised by one layer less, while the filters used at each step are 32, 64, 128 and
256 in the left path and the reverse order in the right path. An output convolution matches the dimensionality of the output mask with the dimensionality of
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the image (and thus the dimensionality of the true mask) and a sigmoid activation assigns voxels into the lung class or the background. 3 skip connection
are used.
Our multi-gating signal Attention 3D U-Net needs to scale the features output
by the 3 skip connections to the features deriving from the upsampling path
at each of these connections. The steps followed at each attention gate are
the same as the ones mentioned in table 3.2, but all operations (convolutions,
upsampling and non-linearities) are performed in the 3D space.

3.3

Evaluating Image Segmentation

When comparing a predicted segmentation mask with the corresponding ground
truth, the Dice Similarity Score and Hausdorff distance are of great use. We
shortly explain the details of these metrics.

3.3.1

Dice Similarity Score

Dice Similarity Score (DSC), most commonly known as the F1-score between
prediction and real data is a metric that is used broadly in evaluating Machine
Learning models that tackle a great variety of classification problems, and is
also useful in evaluating the segmentation performance of a model. The F1score can be defined through the precision and recall (also met with the term
sensitivity in literature) which can be estimated by the following equations:
P recision =

TP
TP
, Recall =
TP + FP
TP + FN

(3.1)

where i) T P stands for the True Positive predictions, ii) F P stands for the
False Positive predictions and F N stands for the False Negative predictions
of a model. In a binary classification setting, where a distinction between a
positive and a negative class needs to be modelled, TP’s represent the correctly
assigned elements in the positive class, FP’s represent the incorrectly assigned
elements in the positive class and FN’s the incorrectly assigned elements to the
negative class. Along with the True Negative elements, combinations of these
metrics are used to define more complex metrics as specificity, False Positive
Rate etc. This metrics can also be expanded in multi-class classification setting
with a few changes.
Regarding the segmentation task, precision compares the ratio of the correctly

CHAPTER 3. METHODS

31

segmented part towards the total predicted segmentation area of a model. This
means that it cannot reflect whether the model’s prediction lead to undersegmentation. On the contrary, the Recall metric fails to evaluate a model towards over-segmentation since it measures the ratio of the correctly predicted
segmentation towards its ground truth[82].
The following equation defines F1-score through precision and recall:
F1 =

2 ∗ P recision ∗ Recall
P recision + Recall

(3.2)

When introducing V-Net[15], Milletari et. al suggested that optimizing a loss
based on this score, in particular Soft Dice Loss which is equal to 1 − DSC
helps neural networks handle the (frequently met in such applications) class
imbalance between the organs and the background and learn efficient segmentation masks. We also made used of the Soft Dice Loss for optimization on
particular experiments that we conducted. The Dice Similarity Score, is an
Overlap-Based evaluation method.

3.3.2

Hausdorff Distance

The Hausdorff distance is a Boundary-Distance-Based method for evaluating
the efficiency of a model in the segmentation task. Under this method, both
the predicted and ground truth segmentation masks are modelled as 2 surfaces
in an 2D plane and a model performance gets better as the distance of these
2 surfaces shrinks. When examining two sets of points A = {a1 , a2 , .., an }
and B = {a1 , a2 , .., an }, we can define their Directed Hausdorff Distance or
simply Hausdorff Distance from set A to set B as:
HD(A, B) = max min ||b − a||
aA

bB

(3.3)

Since under this definition Hausdorff is only one-sided, it can be generalized
as the modified Hausdorff Distance[83] that estimates the maximum of the
Hausdorff Distance at each direction:
mHD(A, B) = max{max min ||b − a||, max min ||a − b||}
aA

bB

bB

aA

(3.4)

Chapter 4
Results
In this chapter we present the experiments in full detail. A comparison between non-attention and attention-based image segmentation architectures is
performed.

4.1

2D Chest X-Ray Dataset

We perform segmentation through 2D U-Net, 2D Single-Gating Attention UNet and 2D Multi-Gating Attention U-Net.

4.1.1

U-Net architecture

The following table presents some of the results that were achieved trough the
2D U-Net from table 3.1. A batch size of 4, 5 and 8 is tested along with a
relatively small value for the learning rate η (as high as 5 ∗ 10−4 ) that did not
yield promising results and a medium-sized value equal to 5 ∗ 10−3 that we
found that was the most appropriate value to use.
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η

batch size

# folds

Test Set DSC

Hausdorff

5 ∗ 10−4
5 ∗ 10−3
5 ∗ 10−4
5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3

5
4
4
4
5
8
4
5

5
5
10
10
10
10
20
20

95.28%
97.71%
95.65%
97.71%
97.78%
97.18%
97.17%
97.11%

6.1549
5.03082
6.13235
5.07187
5.02394
6.0453
6.01626
6.05446
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Table 4.1: U-Net Lung Segmentation performance in Chest X-Rays

To further validate our results, we perform the same setting under a few repeats
(4 or 5 iterations) and average out the test set Dice Similarity of each iteration.
The following table displays results derived from this setting:
η

batch size

#iterations

#folds

Test Set DSC

Hausdorff

5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3

4
4
5
5
8
4

5
4
4
5
4
4

5
10
10
10
10
20

97.12%
96.97%
97.33S%
97.31%
97.12%
97.09%

5.78419
5.85694
5.51236
5.53878
5.75996
5.82215

Table 4.2: U-Net Lung Segmentation performance in Chest X-Rays evaluated in a few iterations of k-fold cross validation

U-Net achieves Dice Similarity performance that exceeds 97% in average on
the k-folds, with 5 or 10 folds being the optimal selection the value of k in
cross validation.

4.1.2

Single-Gating Attention U-Net

One-run k-fold cross validation with single-gating 2D Attention U-Net returned the following results:
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η

batch size

# folds

Test Set DSC

Hausdorff

5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3

4
4
5

5
10
10

97.71%
97.72%
97.77%

5.06827
5.09461
5.02174

Table 4.3: Single-Gating Attention U-Net Lung Segmentation performance in Chest X-Rays

The corresponding results when multiple iterations of the k-fold validation are
performed can be found in Table 4.4:
η

batch size

#iterations

# folds

Test Set DSC

Hausdorff

5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3

4
4
4

4
4
5

5
10
10

97.6%
97.62%
97.65%

5.60881
5.60363
5.5659

Table 4.4: Single-Gating Attention U-Net Lung Segmentation performance in Chest X-Rays
evaluated in a few iterations of k-fold cross validation

4.1.3

Multi-Gating Attention U-Net

One-run k-fold cross validation with multi-gating 2D Attention U-Net returned
the following results:
η

batch size

# folds

Test Set DSC

Hausdorff

5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3

4
4
5

5
10
10

97.79%
97.84%
97.77%

4.96133
4.89878
5.00409

Table 4.5: Multi-Gating Attention U-Net Lung Segmentation performance in Chest X-Rays

Since 1-run k-fold cross validation in the multi-gating signal Attention U-Net
exceeds the performance of conventional U-Net and signal-gating Attention
U-Net, and in addition to the fact that a single experiment needs reasonable
time to finish, we do not perform n-run k-fold cross validation.
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3D Lung Segmentation on LUNA16 challenge

In order to perform lung-segmentation on this dataset, we set both voxel labels
for the left and right lung to ’1’ and set the air nodule equal to ’0’ as the background. We then perform a comparison between the 3D U-Net architecture[51]
and our own version of Attention-Gated 3D U-Net in this task.

4.2.1

3D U-Net architecture

Due to the complexity of the problem in addition to the computer resources
made available to us, we perform the training operation by using a batch size
equal to 1 for a limited number of 50 epochs. Both Stochastic Gradient Descent
and the Adam[84] Optimizer are used on this setting.
η

batch size

# folds

Optimizer

Test Set DSC

5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3

1
1
1
1

5
10
5
10

SGD
SGD
Adam
Adam

92.35%
94.45%
92.59%
92.43%

Table 4.6: U-Net 3D Lung Segmentation performance in LUNA16 dataset

4.2.2

Attention 3D U-Net

For single experiments with k-fold cross validation (all sub-test sets are examined exactly once) we summarize the results on the following table:
η

batch size

# folds

Optimizer

Test Set DSC

5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3
5 ∗ 10−3

1
1
1
1

5
10
5
10

SGD
SGD
Adam
Adam

94.61
94.54%
92.78%
92.64%

Table 4.7: 3D Attention U-Net Lung Segmentation performance in LUNA16

The 3D Attention U-Net is based on the multi-gating signal approach, which
is motivated by two reasons:
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1. Regardless of the network that is used and with minimum deviations, a
full experiment with the LUNA16 data needs approximately a week to
be completed.
2. In combination with the previous reason, the single-gating network proved
to be very similar with the conventional network in the 2D data, and thus
to examine the effect of the attention gates we choose to focus on the
multi-gating network.
Based on the results on the previous table, we run a second batch of experiments with the SGD optimizer, and also present the results in terms of sensitivity and specificity of the predictions. The value of learning rate and batch
size are also the same with the previous cases.
Model

# folds

Test Set DSC

Test Set Sensitivity

Test Set Specificity

3D U-Net
Attention 3D U-Net
3D U-Net
Attention 3D U-Net

5
5
10
10

94.42 ± 0.44
94.45 ± 0.39
94.42 ± 0.44
94.56 ± 0.44

96.23 ± 1.02
95.93 ± 1.05
94.49 ± 1.03
94.49 ± 0.78

99 ± 0.07
99.05 ± 0.21
99.29 ± 0.017
99.31 ± 0.11

Table 4.8: 3D U-Net and Attention U-Net Lung Segmentation performance in LUNA16
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Statistical Significance of the Experiments

We perform a Kruskal-Wallis[85] analysis on the results, comparing the 2d and
3d versions of U-Net and Attention U-Net and whether their extracted results
come from the same population:
Model #1

Model #2

p−value

2D U-Net
Single-Gating Attention 2D U-Net
2D U-Net
3D U-Net

Single-Gating Attention 2D U-Net
Multi-Gating Attention 2D U-Net
Multi-Gating Attention 2D U-Net
Multi-Gating Attention 3D U-Net

0.53
0.049
0.024
0.064

Table 4.9: Kruskal-Wallis analysis on the results

The null hypothesis that the samples originate from the same population is
confirmed by a great margin between the conventional 2D U-Net and the SingleGating Attention 2D U-Net, marginally rejected between the Single-Gating
Attention 2D U-Net and Multi-Gating Attention 2D U-Net and rejected between 2D U-Net and Multi-Gating Attention 2D U-Net. It is also confirmed
for the models compared in the 3D data.

Chapter 5
Discussion
We present our key findings, discuss on the limitations that we met during this
work and propose the future research direction that may use our contribution
as its main basis.

5.1

Key Findings

Attention Gates shall be guided by different gating signals: In our work,
and based on the effective use of a global gating signal in [17] derived from the
coarsest convolution block to generate attention coefficients, we experimented
with using the same gating signal in all 4 attention gates of 2D Attention UNet. In a convolutional encoder -decoder architecture for the segmentation
task, the results motivate that this method leads to similar performance (minimum improvement at best) over a conventional, non-attention guided architecture. While the approach of using the features of the global representation
proved to be effective in the classification task of a Deep ConvNet, the performance in the segmentation task shows that the signals combined in the attention gates should have similar dimensionalities, both in terms of amount of
feature maps/filters and spatial resolutions.
Attention Gates lead to performance improvement: The results demonstrate that the use of attention gates in variants of the U-Net framework is
in position to increase their performance on the segmentation task. In both
2D and 3D medical datasets we observe at least equal (for the single-gating
approach) or slightly better results towards the Dice Score and Hausdorff Distance metrics. While the improvement observed is only by a small amount,
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this can be credited to a few reasons that are further explained in Limitations
discussion in chapter 5.2.
Attention gates can be used as plug and play components: The mechanics
of a grid attention gate were thoroughly defined in [67] and can be broken in
particular successive operations. An attention gate expects a gating signal that
will guide the generation of the attention coefficients and a reference signal,
of which irrelevant components to the gating signal will be discarded and the
important components will be emphasized in the attention coefficients. Thus,
as long as the existence of these two signals (essentially a signal in a Deep
ConvNet is equivalent to a feature map) is guaranteed, attention coefficients
can be learned at any network location and can contribute to the optimization
of the learning task.
Attention Gates bare minimum computation overhead: In many Computer
Vision tasks, including the segmentation task, the performance of Deep ConvNets can be boosted with the use of additional components such as Conditional Random Fields, or even with the use of a cascade of networks. While
these methods have proven to increase the performance of the deep network
in many occasions, their use means additional computation that have a heavy
computational burden on the training of the network and slow this procedure
since several components have to be trained jointly or independently. On the
other hand, attention-based networks are faster since the use of attention gates
is equivalent to adding extra layers to an already defined network, re-use some
of the learned features and participate in the same back-propagation procedure
as the rest of the network.

5.2

Implementation Details and Limitations

Our implementation of the various models was based on the PyTorch[86]
Deep Learning framework. We were able to train our networks either with
an NVIDIA GeForce GTX 1080 GPU machine with 11GB of RAM, or more
rarely with an NVIDIA Quadro P5000 machine with 16GB of RAM. Thus,
with these resources in combination with the complexity of the data, especially the 3D ones, a single experiment performing a k-fold validation with 1
run, took approximately a week (in fact, a little less than a week for the 5-fold
cross validation and a little more than a week for the k-fold cross validation)
which is a considerable amount of time when taking under consideration the
length of this degree project. Moreover, the memory restrictions of the GPU
meant that our 3D U-Nets could be trained essentially in a sequential (batch

40

CHAPTER 5. DISCUSSION

size equal to 1) manner, while fewer layers and filters could be used in these
networks.
While we achieved improvements over the performance of the attention-based
networks compared to the conventional ones, the performance in all datasets
is high enough and serves little room for improvement in boundary regions.
For the lung segmentation task, separating the lung from the background, even
in 3D data is not as complex a task as other segmentation challenges, because
lungs are human organs with a considerable size when compared to other organ.

5.3

Future Work

Some of the ideas that can be explored based on our work, are the following:
• Adapt the learning gates in the training process of V-Net[15] in 3D Medical Image Segmentation. As we presented in chapter 2.3, V-Net learns
residual functions and performs volumetric convolutions to learn semantic features on 3D data and is a better fit than 3D U-Net[51]. By using the attention approach in V-Net, we could possibly emphasise better
boundary detail in the 3D plane, and distinguish classes between voxels.
• Apply Deep Supervision[87] in optimizing the objective loss function of
the model. Deep Supervision helps to optimize the distributions learned
in the intermediate layers to solve the task under examination. Since the
attention gates derive from intermediate layer representations, we expect that deep supervision will facilitate better learning on the attention
coefficients.
• Run experiments for a more prolonged period and perform hyperparameter search to move the attention coefficients learning towards better generalization properties. In our work, we focused in comparing U-Net and
its attention versions, but for better optimization Attention U-Nets may
need to be optimized independently as the global minimum of their objective function could be found in a different hyperparameter space than
U-Net.
• Move the comparative research in examining the usability of attention
gates as a replacement for Conditional Random Fields. CRFs are used in
combination with Deep ConvNets to smooth the segmentation boundaries of the prediction towards the ground truth. However, they are an
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independent component of the Deep ConvNet, and even if they can be
appended in a deep network[35], a significant amount of computations
are added to the back-propagation procedure. The motivation for attention gates is the same; by using local features to attend the global representations that a network learns, the target is to refine the boundary
region segmentation predictions. Thus, it would be of great interest to
test in what degree these gates can replace or serve as a computationally
cheaper sub-alternative of CRFs.

Chapter 6
Conclusion
Throughout this degree project, we delved with the concept of visual attention
in Deep Neural Networks. Focusing on Fully Convolutional Encoder-Decoder
networks, we provided specific implementation steps on how to scale intermediate feature representations based on the relevant information they carry
in comparison with the high-level representations that a Deep ConvNet can
learn. Through this method, features learned on different network levels and
feature map resolutions can be used to boost the segmentation performance
of a deep network, forming the attention coefficients on these representations.
Comparing two different approaches on how these attention coefficients can
be learned, we were prompt to form similarities between neighbouring feature
map resolutions, and achieved to improve the performance of the broadly used
U-Net in the task of Semantic Medical Image Segmentation. While the differences observed between conventional and attention-based U-Nets stay within
a certain range (and mostly in favour of the attention-based approaches), the
mechanics of the attention gates can be used and studied at a greater extend
and under several combinations (from hyperparameter tuning to adapting attention gates to different architectures) to improve the results of deep networks
in the same task on both similar and different datasets.
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Appendix A
V-Net Loss Back Propagation
The Dice Coefficient for binary volumes as those examined in V-Net[15] can
be computed from the following formula:

D = PN
i

2

PN
i

pi 2 +

pi gi
PN
i

gi 2

where pi stands for the predicted segmentation mask and gi stands for the
ground truth mask of voxel i out of N voxels. In order to minimise this objective function D we need to perform gradient descent updates on every voxel i
and segmentation mask pi . Thus, the partial derivative of D towards pi based
on the previous formula is computed as follows:
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Since we are differentiating on a specific voxel i at a time the partial derivatives are all zero for every voxel j 6= i. Additionally, since the derivation is
P
PN 2
∂
2
performed in the mask pi , the term ∂p∂ i N
i gi which is a part of ∂pi (
i pi +
PN 2
i gi ) is zero ∀i. The formula can be furtherly simplified as:
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and ultimately simplified in the form:
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