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Abstract
Throughout this project, we perform a multivariate analysis of the parameters
of a long short-term memory (LSTM) system for handwritten digit recognition
in order to understand the model’s behaviour. In particular, we are interested in
explaining how this behaviour precipitate from its parameters, and what in the
network is responsible for the model arriving at a certain decision. This problem is often referred to as the interpretability problem, and falls under scope
of Explainable AI (XAI). The motivation is to make AI systems more transparent, so that we can establish trust between humans. For this purpose, we
make use of the MNIST dataset, which has been successfully used in the past
for tackling digit recognition problem. Moreover, the balance and the simplicity of the data makes it an appropriate dataset for carrying out this research.
We start by investigating the linear output layer of the LSTM, which is directly
associated with the models’ predictions. The analysis includes several experiments, where we apply various methods from linear algebra such as principal
component analysis (PCA) and singular value decomposition (SVD), to interpret the parameters of the network. For example, we experiment with different
setups of low-rank approximations of the weight output matrix, in order to see
the importance of each singular vector for each class of the digits. We found
out that cutting off the fifth left and right singular vectors the model practically losses its ability to predict eights. Finally, we present a framework for
analysing the parameters of the hidden layer, along with our implementation
of an LSTM based variational autoencoder that serves this purpose.
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Sammanfattning
I det här projektet utför vi en multivariatanalys av parametrarna för ett long
short-term memory system (LSTM) för igenkänning av handskrivna siffror
för att förstå modellens beteende. Vi är särskilt intresserade av att förklara
hur detta uppträdande kommer ur parametrarna, och vad i nätverket som ligger bakom den modell som kommer fram till ett visst beslut. Detta problem
kallas ofta för interpretability problem och omfattas av förklarlig AI (XAI).
Motiveringen är att göra AI-systemen öppnare, så att vi kan skapa förtroende
mellan människor. I detta syfte använder vi MNIST-datamängden, som tidigare framgångsrikt har använts för att ta itu med problemet med igenkänning av
siffror. Dessutom gör balansen och enkelheten i uppgifterna det till en lämplig
uppsättning uppgifter för att utföra denna forskning. Vi börjar med att undersöka det linjära utdatalagret i LSTM, som är direkt kopplat till modellernas
förutsägelser. Analysen omfattar flera experiment, där vi använder olika metoder från linjär algebra, som principalkomponentanalys (PCA) och singulärvärdesfaktorisering (SVD), för att tolka nätverkets parametrar. Vi experimenterar
till exempel med olika uppsättningar av lågrangordnade approximationer av
viktutmatrisen för att se vikten av varje enskild vektor för varje klass av siffrorna. Vi upptäckte att om man skär av den femte vänster- och högervektorn
förlorar modellen praktiskt taget sin förmåga att förutsäga siffran åtta. Slutligen lägger vi fram ett ramverk för analys av parametrarna för det dolda lagret,
tillsammans med vårt genomförande av en LSTM-baserad variational autoencoder som tjänar detta syfte.

Nyckelord
Deep Learning, Interpretability, Handwritten Digit Recognition, MNIST, Recurrent Neural Networks, PCA, SVD, Variational Autoencoders
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Chapter 1
Introduction
Artificial Neural Networks and Recurrent Neural Networks (RNNs) have received a lot of attention during the past years, due to their excellence in a broad
range of applications related to Computer Vision, Speech Recognition, Natural Language Processing and many other fields [1]. Long Short-Term Memory
(LSTM) [2] is a specific variant of RNNs, that has met with greater success
than its previous incarnations, and has been used to further develop the state
of the art of many machine learning problems [3]. Examples of these include
handwriting recognition [4, 5, 6] and generation [7], image captioning [8, 9],
speech synthesis [10], music transcription modeling and composition [11].
Despite their remarkable performance, we are yet far from being able to understand and explain in depth how these models arrive at these results. There
is no solid, mathematical theory, that can justify the way they “think” and consequently act. The lack of interpretability renders them black boxes, while it
constrains us from designing better architectures [3]. Conversely, the models should provide explanations that justify their decisions, so that humanmachine trust can be established. This way we can avoid potential bias problems, while we are confident about how our algorithms work [12].
Training a deep learning model is often associated with learning suitable weights
for a given problem, a task that usually demands time and computational resources, due to the large amount of mathematical operations that are required.
The weights represent a set of mathematical objects, e.g. vectors and matrices,
that play a determinant role in the model’s final decision. Thus, it is reasonable
for one to seek answers to the question of interpretability of these parameters,
by exploiting concepts and utilising techniques from linear algebra.

1
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1.1

Research Questions

• How does LSTM’s behaviour precipitate from its parameters when used
for handwritten digit recognition on the MNIST dataset?
• What parameters in the LSTM network are responsible for the model
arriving at a certain decision when used for addressing handwritten digit
recognition problem on the MNIST dataset?
• How does the output weight matrix affects the prediction of the model
for each digit class?

1.2

Purpose and Method

The thesis project aims to deal with the interpretability problem of LSTMs
when applied for handwritten digit recognition, in an attempt to understand
their behaviour. We want to know how this type of model arrives at a particular
decision, which factors are responsible and how they affect these decisions.
To this end, we implemented and trained an LSTM system to classify images
of handwritten digits. We performed a multivariate analysis of its parameters,
starting from the linear output layer. We visually inspected the columns of the
weight output matrix and the bias vector, to observe patterns in the model’s
preference for each digit class. The use of the confusion matrix, allowed us
to get a better picture about the performance of our network, picking out the
misclassified digits during training and test time. Next, we applied some linear
algebra methods to further investigate the parameters of the output layer. For
example, we plotted the predictions of our classifier in the direction of its principal components using the test data, so that we could visually observe how
these estimations were clustered together in the output space. Furthermore,
we factorised the weight output matrix through different low-rank approximations of its singular value decomposition, in order to see the importance of
each column of the matrix for each class of the digits.
The same kind of analysis can be performed for the parameters of the hidden
layer of the LSTM, using autoencoders. For this purpose, we initially explored
and implemented LSTM-based autoencoders, that were previously used for
input sequence reconstruction or next step prediction [13, 14] e.g. estimation
of the next token in a text sequence given the previous one. The basic idea
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was to train an autoencoder to be able to generate an image, based on a hidden
state that it extracts from the class of a digit. We hope that the hidden state
contains information about how that digit looks like, and all its variations.
However, it turned out that such an approach is limited for this task, due to the
deterministic nature of these networks. We tackle this problem by redesigning
the autoencoder model to make it variational. Then, we explain how this model
can be used to continue the investigation.

1.3

Sustainability and Ethics

This project has no direct economical, social, ecological or ethical impact for
the society since the data used in this work consist of images of numbers. The
are no privacy issues nor personal info included in the data. The conducted
experiments involve the manipulation of the models’ parameters without any
involvement of human subjects. Thus, there are no relevant implications in
this regard.
However, the exact same LSTM algorithm which we investigated for image
recognition is currently applied to more risk-bearing applications such as autonomous vehicles and cancer prediction. Consequently, our analysis is more
broadly applicable.

1.4

Thesis Overview

The remaining work is divided into five chapters followed by a reference list
and the Appendix:
• Chapter 2 provides a detailed description about the background of the
thesis project, along with a brief review of related work.
• Chapter 3 describes the data and the model that we used throughout this
work.
• Chapter 4 presents the experiments in conjunction with the results obtained from them.
• Chapter 5 involves a discussion about the findings of the thesis, including future work.

4
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• Chapter 6 highlights the final conclusions of the thesis.

Chapter 2
Background
In this chapter we provide an introduction to Reccurent Neural Networks and
Long Short-Term Memory, and discuss some basic concepts and techniques
that we borrowed from linear algebra. An overview of related work for interpretability in deep neural networks is also provided.

2.1

Prerequisites

In this section, we provide some preparatory definitions that will help the
reader go through the remaining text, along with the mathematical notation
that will be used from this point forward.
Notation
The following conventions are set forth for clarity:
a) We consider the space of real numbers R, vectors RN and matrices
Rm×n .
b) We denote scalars and vectors with lowercase, while for matrices, we
utilise capital letters of the Latin alphabet.
c) Matrices and vectors are pictured in bold font.
d) vi is the ith element of vector v.
e) aij is the (i, j)th element of matrix A.

5
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f) The j th column of matrix A is represented as aj .
g) The ith row of matrix A is represented as a>
i .
Dot product (geometrical interpretation)
Let a ∈ RN and kak its magnitude. The dot product of a and b ∈ RN is
defined as
a · b = kak kbk cos θ
(2.1)
or
cos θ =

a·b
kak kbk

(2.2)

where θ is the angle between a and b.
In RN , vector a can be seen as an arrow of length kak, pointing to a certain
direction as shown in Figure 2.1. We can distinguish between the following
three cases:
a · b > 0 ⇒ cosθ > 0 ⇒ ]ab < 90◦

(2.3)

a · b = 0 ⇒ cosθ = 0 ⇒ a ⊥ b

(2.4)

a · b < 0 ⇒ cosθ < 0 ⇒ ]ab > 90◦

(2.5)

Figure 2.1: Schematic illustration of a · b in R2 .
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Gramian of a matrix
Let A be an m × m square matrix. The Gramian of A is defined as:
G := A> A

(2.6)

where each gij is a dot product of ai and a>
j .

2.2

Singular Value Decomposition (SVD)

Let A be an m×n matrix of rank r ≤ min(m, n). There exist matrices U, Σ, V
such that A can be factorised as follows:
AV = UΣ

(2.7a)

A = UΣV>

(2.7b)

or equivalently

where U ∈ Rm×m , V ∈ Rn×n are orthogonal matrices and Σ ∈ Rm×n is
diagonal with non-negative entries.
The columns of V are the eigenvectors of A> A, also called right singular
vectors. Analogously, the columns of U are the eigenvectors of AA> , namely
the left singular vectors. The diagonal matrix Σ contains the singular values
σ1 ≥ · · · ≥ σr > 0 of A in decreasing order, where each one of them is
interconnected with the corresponding singular vectors in U and V (Figure
2.2).
SVD is a milestone for Linear Algebra and it is considered a very powerful
technique. Looking carefully at equation (2.7b), we observe that any arbitrary
matrix A can be decomposed into two orthogonal matrices and one diagonal
matrix. Geometrically, U is a rotation followed by a stretch or scaling Σ and
another rotation V> . Thus, any linear transformation can be decomposed into
those three steps.
Matrices U and V contain orthonormal bases for the four fundamental subspaces1 which diagonalize A. The first r columns {v1 , . . . , vr } of V form
an orthonormal basis for the row space of A. Similarly, the first r columns
1

Row space C(A> ), Nullspace N (A), Column space C(A) and Left Nullspace N (A> ).

8
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{u1 , . . . , ur } of U form an orthonormal basis for the column space of A. We
can now rewrite equation (2.7a) for every i ≤ r as:
Avi = σi ui

0

(2.7a )

Thus, if x ∈ Rm , b ∈ Rn and λ ∈ R such that Ax = λb, we know that
x will be a linear combination of {vi }ri=0 , and similarly, b will be a linear
combination of {ui }ri=0 . Those bases span all possible inputs and outputs for
matrix A [15, 16].

Figure 2.2: The singular value decomposition of A. Each singular value in Σ has an associated left singular vector in U and a right singular vector in V [17].

2.2.1

Low k-rank approximation through SVD

Suppose we have an m × n data matrix A. It is often the case that the dimensions of the data are erroneously large, such that the time complexity in
computations is high. Another problem is when our matrix consists of “noise”,
such that we might be unable to detect relevant information in the data. This
implies that we should perform some sort of dimensionality reduction on A.
One possible solution to this problem is to reduce the rank of the matrix [17].
This is equivalent to choosing the appropriate set of vectors from the bases
than span the row and the column space of A. Fortunately in SVD we know
exactly which vectors to select, since by definition, the vectors are sorted in
descending order of “importance” just like the singular values. Therefore, if
we want to reduce the rank of A from r to k ≤ r, we can simply set:
m×k
i) U>
to be the k-first left singular vectors in U
k ∈ R

ii) Σk ∈ Rk×k to be the k-first singular values in Σ

CHAPTER 2. BACKGROUND
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k×n
iii) V>
to be the k-first right singular vectors in V>
k ∈ R

The k-rank approximation of A is then defined as:
2
Ak := Uk Σk V>
k where 0 ≤ k ≤ r, k ∈ N

(2.8)

We will explain the notion of importance, as well as the meaning of equation
(2.8), in the next section where we are going to talk about PCA.

2.3

Principal Component Analysis (PCA)

Suppose that we have a dataset X ∈ Rm×n . In the most general case, each
column of the dataset corresponds to a data sample of m-features or type of
measurements, while each row corresponds to all measurements of a particular feature. What PCA does, is to seek for a meaningful way to re-express the
original data, hoping for the discarding of irrelevant information and the uncovering of the system’s hidden dynamics [16]. Mathematically, this is done
by finding a new orthonormal basis3 that spans the column space of X, such
that the covariance matrix of the resulting matrix is diagonalized. More formally, we are looking for orthonormal P ∈ Rm×m where:
Y = PX
such that
SY :=

YY>
is diagonalized
n−1

(2.9a)

(2.9b)

>
From theory we know that (2.9b) is satisfied when we set the rows {p>
1 , . . . , pm }
to be the eigenvectors of XX> . These are the principal components of X. By
setting this restriction on SY , we enforce the variance of X along each principal
direction p>
i , i.e. the diagonal entries of SY , to be maximal. The assumption
here is that the principal components associated with higher variances portray
important dynamics, whereas those with lower associated variances illustrate
noise [16].
2
3

N is the space of the natural numbers.
We suppose that the initial base is the identity matrix I.

10
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Connection with SVD

If we apply SVD on our dataset we get X = UΣV> . There is very close
relationship between PCA and SVD. Remember that PCA for X, will select
the principal components to be the eigenvectors of the covariance matrix X> X.
On the other hand, the right singular vectors i.e. the columns of V, are also
the eigenvectors of X> X. Consequently, SVD encompasses PCA. The main
difference is the additional matrix U in the decomposition.
In section 2.2.1, we mentioned that the singular vectors are sorted by descending order of “importance”. Just like PCA, importance is explained in terms of
the variance in X along the directions of the singular vectors. In addition, the
singular values indicate how important each direction or singular vector is.
Recall now equation (2.8). Suppose that we want a lower-rank approximation
of X. That will be:
Xk = Uk Σk V>
k where k ≤ r(X)

(2.10)

To make things more concrete, imagine that X represents the image in Figure
2.3 (left) which has a rank of 13. We can see from the graph, that most of the
relevant information is concentrated around the center of the image. The singular values of X, indicate that ≈ 71% of the variance is explained in the first
4 singular vectors. Thus, by setting k = 4 the resulting approximation (Figure
2.3 right) is indeed able to retain the relevant information at the expense of
image quality.

Figure 2.3: Left: An image of digit nine taken from the MNIST dataset. Right: The resulting
4-rank approximation of the image.

Essentially, Xk is a representation of the original data X in a new coordinate
system, with a set of k new features defined by the singular vectors. The selec-
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tion of k usually depends on the magnitude of the variance that is explained by
the singular values, just like the example we previously described. As a general rule, we can choose k such that the sum of the top k singular values, is at
least c ∈ R times as big as the sum of the rest, where c is a domain-dependent
constant [17].

2.3.2

PCA for Visualization

One popular application of PCA is that of dimensionality reduction. The motivation is similar to that of low-rank approximation, as we described in section
2.2.1. It is interesting to note here that apart from SVD, one can also perform
a low-rank approximation of a matrix via PCA and, in fact, both techniques
result to the same approximation [17].
Now, if we look at equation (2.9a), what we basically do is to project our data
X in the direction of the principal components defined by P. Dimensionality reduction can be performed by cutting-off entirely some of the principal
components. Again, the selection of components to drop highly depends on
the amount of variance that is explained by each one of them. More formally,
suppose that we want to reduce the dimensionality of our m × n data matrix
X to k × n where k ≤ m. The way to do this, is to replace the projection
matrix P by P̂ ∈ Rk×n , where in the latter we maintain the k-first rows of P
and discard the rest.
In the special case where k ∈ {1, 2, 3}, we can visualize the resulting data.
a) if k = 1, then the resulting matrix Y will be 1 × n. The matrix here
becomes a row vector of n values. These values can be represented in
the real line R.
b) if k = 2, then the resulting matrix Y will be 2 × n. This time we have
n-pairs of points, where each coordinate comes from the corresponding
rows in Y. For example the coordinates for the first point are (y11 , y21 ),
for the second (y12 , y22 ) and so on. The values can be represented as
points in R2 .
c) if k = 3, then the resulting matrix Y will be 3 × n. Similarly to case
b), with the addition of an extra coordinate taken from the last principal
component. The values can be represented as points in R3 .
This can give us some insight on how our high-dimensional data look in a

12

CHAPTER 2. BACKGROUND

Figure 2.4: PCA visualization of the predictions of our LSTM classifier on the MNIST training data in R2 . Each colour in the graph corresponds to a certain class of digits.

lower-dimensional space that we can observe. Take a look for example at Figure 2.4. This is a PCA visualization of 10-dimensional vectors of estimations
for the MNIST classes [18] projected in R2 . We can clearly observe the forming of some clusters, e.g. the ones, the sixes and the sevens.
However, one limitation of PCA is the assumption that the data reside in some
linear subspace that best describes them. If the structure of the original highdimensional data is rather complex then PCA might fail to indicate interesting
patterns. In the next section, we are going to discuss briefly about a more
robust technique for data visualisation.

2.3.3

t-distributed Stochastic Neighbor Embedding (tSNE)

The objective of PCA, is equivalent to the optimization problem of minimizing the squared sum of the Euclidean distance between the original highdimensional data and their projections in the linear subspace [17]. This linear
mapping has the property of keeping separate dissimilar points in the pro-
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jection space [19]. If the structure of the data is governed by non-linear dependencies then such an approach is destined to fail. Ideally, we would like
to create a mapping, such that the distances between representations in the
lower dimensional space is the same as the distances of the points in the original space. This is encoded in the cost function of Multidimensional Scaling
(MDS) [20], a technique that is trying to preserve the global geometry of the
data [21]. Another approach is Sammon’s Mapping [22], which focuses on
preserving the local structure of the data, by retaining the distances of nearby
points. The most popular approach that is able to maintain local structure and
uncover some global characteristics in the data, is the t-distributed Stohastic
Neighbor Embedding (t-SNE) [19]. Simply put, this method defines a probability distribution P to describe the similarity between neighbouring points in
the high-dimensional space. Then, it tries to create a new probability distribution Q in the lower-dimensional space that best approximates P. This is done
by minimizing the Kullback-Leibler divergence between the two distributions.
Recall the example of Figure 2.4 where we applied PCA to represent the predictions of a classifier in R2 . Figure 2.5 schematises the space of the latent
parameters of this classifier using t-SNE. In contract with PCA, the clusters
now are well distinct for all classes, making it easier to do some inference on
this plot.

Figure 2.5: Visualization of the latent parameters of our LSTM classifier for the MNIST
training data using t-SNE. Each colour in the graph corresponds to a certain class of digits.
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2.4

Recurrent Neural Networks

Recurrent Neural Networks were successfully applied into a variety of problems that involve sequential data. Typical examples include speech recognition [23], language modeling [24], music translation [14] and image captioning
[9, 8]. What makes them special is their ability to preserve information in time
and use it at a later stage, similarly to how humans are using their memory to
logically connect events in the near past and the present time. One of the key
aspects of RNNs, in comparison to fixed networks, is the fact that they allow
operations over sequences of vectors in the input, output or both. In reality,
a standard vanilla RNN is nothing more than multiple copies of a classical
feed-forward neural network unraveled through time as shown in Figure 2.6.

Figure 2.6: Illustration of a typical recurrent neural network unrolled through time [25]

2.4.1

Long Short-Term Memory

Although theoretically classical RNNs appear to be quite enthralling, in practice they struggle to handle long-term dependencies. That is, when the time
lags4 between inputs and the equivalent target signals are long, training becomes unstable and often leads to vanishing or exploding gradients [2].
Long Short-Term Memory is a special type of RNN that was first introduced by
Hochreiter and Schmidhuber [2]. This architecture was specifically designed
to avoid the long-term dependency problem. What distinguishes it from the
vanilla RNN is the addition of a cell state, alongside with nonlinear gating
units which control the information flow into and out of it.
4

The delay between input and target signal; how many timesteps of past/future context is
needed by the network to perform the task.
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More analytically, one LSTM block iteratively applies the following set of
non-linear transformations to an input sequence:
i(t) = σ(Wi · x(t) + Wi · h(t−1) + bi )

(2.11)

f(t) = σ(Wf · x(t) + Wf · h(t−1) + bf )

(2.12)

g(t) = tanh(Wg · x(t) + Wg · h(t−1) + bg )

(2.13)

o(t) = σ(Wo · x(t) + Wo · h(t−1) + bo )

(2.14)

c(t) = f(t)

c(t−1) + i(t)

h(t) = o(t)

g(t)

tanh(c(t) )

(2.15)
(2.16)

where {x(t) , h(t) , c(t) } are the input / hidden state / cell state at time t, h(t−1)
is either the hidden state at time t − 1 or the initial hidden state at t = 0.
{i(t) , f(t) , g(t) , o(t) } are the input / forget / cell / output gates at time t and
{bi , bf , bg , bo } are the corresponding bias vectors for each gate. σ, tanh are
the sigmoid and hyperbolic tangent functions5 and is the Hadamard product6 . Matrices {Wi , Wf , Wg , Wo } are the learnable weights which map the
input and the hidden state into vectors in Rn . A schematic illustration of the
network’s architecture is shown in Figure 2.7.
Up to this time LSTMs are subjected to many changes, yet still, they remain
state-of-the-art for many sequential problems. Amongst the most popular variations is the Bidirectional LSTM (BLSTM) [26], which incorporated three
major improvements into the original version; the forget gate, peephole connections from the cell to the gates, and the use of the full gradient during
training. A more simplified version of BLSTM is the so called Gated Recurrent Unit (GRU) [13], which discards the peephole connections and the output
activation functions, and combines the input and the forget gate into an update
gate.
x

−x

σ(x) = 1+e1−x , tanh (x) = eex −e
+e−x , ∀x ∈ R
6
Point-wise multiplication of the elements of two matrices.
5
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Figure 2.7: In the above diagram, each line carries an entire vector, from the output of one
node to the inputs of others. The pink circles represent pointwise operations, like vector
addition, while the yellow boxes are learned neural network layers. Lines merging denote
concatenation, while a line forking denote its content being copied and the copies going to
different locations [25].

2.5

Related Work

Explainable AI (XAI) is a field that seeks for methods that can explain the output of artificial intelligence models, when those are applied to address certain
problems. XAI is considered to be a relatively young field an ambiguous in
definition of what is meant by explanation. The authors in [27], mention that
there is no generally accepted definition or mathematical formulation for what
an explanation is. They categorize the main types of explanation methods for
black boxes according to the type of problem, which results in methods for
explaining black boxes, inspecting black boxes, explaining their outcome, and
others for designing more transparent architectures.
Next, a synopsis of interpretability along with several examples is presented
in [28]. The book provides an overview of the concepts of interpretability and
explanations in machine learning. It highlights the importance of interpretability, when it is needed and why, its scope, as well as means of evaluating it. In
addition, it analyzes some interpretable machine learning tools such as linear
regression and decision trees through real data examples. Finally, it presents
some model-agnostic methods7 for interpreting black box models and explaining individual predictions.
To this day, the inner workings of deep learning models still remain a mystery to us. A good summary of interpretability, emphasizing on explainable
7

Methods that analyze feature input-output pairs to provide an explanation.
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methods for deep neural architectures is presented in [12]. The authors make a
clear distinction between interpretability and explainability, claiming that the
latter property is necessary for establishing trust between humans and black
boxes. They propose collaboration between different scientific fields in order
to further develop explainable methods for deep learning models. A largescale study regarding the performance of the vanilla LSTM architecture [26]
and eight of its variants was conducted by [1]. The authors concluded that the
forget gate and the output activation function are the most crucial components
inside the LSTM layer. As a first step towards interpretability for Recurrent
Neural Networks, [3] conducted an empirical study where they examined the
behaviour of some RNN architectures on real-world problems, mainly focusing on the LSTM [2] variant. They show that certain cells in the model are
interpretable, e.g. they activate inside quotes in the text or respond only to
if-statements in a source code.
Another interesting finding, was that the activations of cells inside the gates of
the first hidden layer, do not follow a certain pattern compared to the proceeding layers. This phenomenon was present in all of their models, indicating that
the use of the previous hidden state on that layer is infrequent. A more recent
study [29], explored four visualization techniques to interpret LSTMs applied
to continuous medical data, i.e. images of electrocardiograms. The authors
deduced that the most interpretable results were obtained by learning an input
mask, a method that minimally reduces information in an input sequence.
Finally, our work is heavily influenced by [30], where they break down the
components of folk-rnn [11], an LSTM system that is able to generate plausible
music transcriptions. They applied matrix analysis to observe how the parameters of the model relate to particular tokens in the transcription. Moreover,
they directly intervened in the hidden layers, by cutting off certain connections
and observing changes in the output e.g. how the ability of the system to produce measure tokens at the right places or preserving its melodic coherence is
affected.

Chapter 3
Methods
In this chapter, we provide a description of the dataset that we used in this
work. We also present the architecture of our primary model, along with some
details of how it is proccessing the input data.

3.1

MNIST Dataset

This volume of data was introduced by [18] and it constitutes a collection of
70.000 images of handwritten digits. The images are grayscale1 and have a
fixed size of 28×28 pixels. The classes of the digits are well balanced and
range from zero to nine as showed in Figure 3.1 (right). For the sake of our
experiments, we used the standard predefined subsets for training and testing
of 60.000 and 10.000 images respectively, while we normalized every image
so that the pixel values range from 0 to 1. In cases where a validation set is
required, we randomly extract 8.000 samples from the training set.

3.2

Image Recognition with LSTM

The task of classifying the images of the MNIST dataset is a straightforward
and well explored problem. Although, originally it is not considered to be a
1

The values of pixels range from 0 to 255, where 0 represents total black and 255 white.
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Figure 3.1: Left: A batch of hundred random samples taken from the test set. Right: Plot of
the counts of the digits for each class both in the test (orange) and the training (blue) set.

sequential problem, we can actually treat it like one. Take for example one
image from the dataset; the size is fixed to 28×28 pixels, thus, we can treat
each of these 1×28 rows of pixels as an input sequence to our recurrent neural
network. Intuitively, we can imagine that the classification of an unknown
image can be done “on-the-fly”; instead of providing the network with the
whole image at once, we make available consecutive “slices” of the image,
one at each timestep.
LSTM Handwritten Digit Recognition System
In order to perform classification on MNIST we developed an LSTM model.
More specifically, the network consists of two LSTM blocks as described in
section 2.4.1, followed by a fully connected output layer. The model managed
to achieve an accuracy of 97.23% on the test set. A detailed description of the
model’s specifications is provided in section B of the appendix. The system’s
performance is pictured in Figure 3.2.
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Figure 3.2: Confusion matrix on the test data.

Forward Pass
We are now going to explain how the system is processing the input, as well as
what do the main components of the network represent. Notice that the model
is concurrently processing multiple images, however for simplicity, we will
explain how it handles one input image X:
>
>
N
Let X = (x>
0 , ..., xN ), where each xr ∈ R , r = 0, . . . , N corresponds to a
row in the image. At each timestep t ∈ {0, 1, . . . , N }, we provide the respec(t−1)
tive x(t) = x>
∈ RZ as
r and the hidden state from the previous timestep h
inputs to the first LSTM layer which applies transformations (2.11) – (2.16).
Specifically for t = 0, we initialise h(t) with zeroes. For the second LSTM
block, we perform the exact same operations, but this time we set the input
vector x(t) to be the corresponding hidden state h(t−1) of the previous (first)
layer. The output of the LSTM, is the hidden state vector of the last layer at
the last timestep. We denote this h := ht=N . Essentially, this hidden vector is
nothing more than a compressed (lower dimensionality) representation2 of the
input image X. Next, we feed the hidden vector in a dense layer which applies
2

Recall X is N × N ≤ Z
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a linear transformation on h as follows:


 

y = h · WT + b = h0 , · · · , hZ × 

w0
..
.



 
 + b0 , · · · , bK =

wK
  >
h0 · w11 + · · · + hZ · w1K + b0
y0



.
.
.
.
.
..
..
..
..
..  =  ... 
=

h0 · wZ1 + · · · + h9 · wZK + bK
yK


(3.1)

Here, the final output y ∈ RK is a vector of estimations for each class of
the digits, i.e. yi amounts to the importance of X belonging to class i. These
estimations are formed as a linear combination of the rows of the Z ×K output
weight matrix W> and the hidden state vector h. The bias vector b ∈ RK can
be interpreted as the prior belief3 of model. In the end, as a final prediction y ∗
we select the index of the element with the highest value inside y:
y ∗ := arg max(yi )
i∈[0,K]

3

If we have no information about the input (h = 0) then (3.1) ⇒ y = b

(3.2)

Chapter 4
Experiments and Results
In this chapter, we describe in detail all the conducted experiments that were
performed in the linear output layer of the LSTM, including the results obtained from them.

4.0.1

Confusion Matrix Inspection

The most immediate thing to do, is to analyze the performance of the network
on the test set, so that we get a first feeling of how the network treats each digit
class. Taking a closer look at the confusion matrix 3.2, we observe that digit
five is the one that the network is struggling the most to discriminate between
others. In particular, this digit is mostly confused with threes, eights and nines.
Another noticeable event is the confusion of nines with fours. We believe that
all these incidents are related to the similarity of certain digits i.e. significant
overlapping area between some classes in the corresponding images. We can
take a further step and visually inspect how these misclassified digits look like
at Figure 4.1. Several digits are indeed difficult to classify even for a human.
For example in the bottom left corner, the 12th image looks more like a one
rather than a nine. Another problem is that some digits are poorly written,
such as the 6th , 23rd and 24th entries in the top right corner. All in all, the
faulty estimate can be explained by the overlapping between the ground truth
and the prediction for each case.
It would be interesting to observe the performance of the network during the
training phase. In Figure 4.2, we look at the confusion matrices on the training
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Figure 4.1: Top Left: Test samples predicted as fives instead of threes. Top Right: Test
samples predicted as fives instead of eights. Bottom Left: Test samples predicted as fives
instead of nines. Bottom Right: Test samples predicted as nines instead of fours.

data. Things seem quite chaotic here compared to the testing case. Nonetheless, we can clearly see that the network is still having problems to discriminate
fours from nines. However, the confusion of fives with nines does not seem be
a big issue this time.

4.1

Linear Output Layer

Now that we have a first indication about the behaviour of our classifier, we
can start digging in the internals of the model. The most sensible place to
start the investigation is the linear output layer, since it is linked directly to
the final predictions. Recall equation (3.1). Essentially, the output vector of
estimations y, is a linear combination of the rows of the weight matrix W>
multiplied by the hidden vector h plus the bias vector b. But what do these
parameters represent? As we mentioned in section 3.2, the hidden state vector
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Figure 4.2: Left: Confusion matrix after one epoch of training. Right: Confusion matrix
after two epochs of training.

h can be seen as an “alternative” lower dimensionality representation of the
input image X. We hope that this compressed vector has preserved all the
necessary features from X, needed for the network to correctly identify the
digit between the classes. Next, each row of the weight matrix W> is weighted
by h to form a distribution of preference for each digit class. Thus, the rows
of W> are determining the shape of this distribution. Finally, the bias vector
b encodes the prior belief of the model i.e. what would the prediction be if
we had no information at all (h = 0). Hence, each element of the resulting
10-dimensional vector y represents the importance that the model is giving to
the respective class. In Figure 4.3, we can see a visualisation of the rows of the
W> and the bias b. Regarding the weight matrix, we can observe oscillations
between the classes that look quite arbitrary and we cannot infer a general
pattern. However, we can tell that the bias vector favours twos, fours, fives and
sevens while underplaying zeroes, threes and sixes. For the rest the effect is
negligible. What is interesting here, is that the boost for classes two and seven
is significant compared to the total impact.
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Figure 4.3: Top: Plot of the rows of W> and the bias. The white dashed line sets apart
positive from negative values. Bottom: The rows of W> and the bias displayed by some
offset.

Another thing we can do, is to see how similar the rows of W> are to each
other. For this, we can picture the Gramian of the weight matrix. In Figure
4.4, we can see a lot of white or nearly white area which implies that many
rows are (almost) orthogonal to each other. Take for example the first row (or
column) in Figure 4.4. Each tile corresponds to the dot product of the first row
of W> with the rest (including itself). Thus, the red tile means that the first
row coincides with itself, while the three white tiles mean that rows 2, 8 and
9 are orthogonal to it. In general, we can observe that the angles between the
rows tend to be more than 90◦ . One interesting thing to notice, is that the 7th
row is unique in terms of orthogonality between rows. We can take one step
further and visualise the relative position of each row compared to the rest,
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as vectors in 2D. Figure 4.5 (top) shows the angles that the 7th row of W>
is forming with the rest of the rows. None of these is orthogonal to this row.
Figure 4.5 (bottom) shows the equivalent for the bias vector.

Figure 4.4: Gramian of the weight output layer matrix W> . The colorbar on the side indicates
the values of the cos θ, where 1 means that the vectors are coincide, while -1 means that they
are opposite in direction.

Figure 4.5: Top: Relative position of the 7th row compared to the rows of W> in 2D.Bottom:
Relative position of the bias vector compared to the rows of W> in 2D.
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Principal Component Analysis of W>

We can further investigate W> by looking at the singular value decomposition
for this matrix. Thus, using equation (2.7b) we factorise W> such that W> =
UΣV> . The singular values of Σ as showed in Figure 4.6, suggest that we
have 8-principal directions in W> .

Figure 4.6: Singular values of the output weight matrix.

What we can do here, is to reduce the dimensionality of the output vector of
estimations y from (3.1) using PCA. Then, we can utilise the resulting vector
to classify the data, and observe how the new estimations spread in the direction of the principal components. In Figure 4.7, we plot the predictions with
respect to the first three principal directions of W> on the test and the training
data. We can observe that the data form some distinguishable clusters based on
the classes of the digits. However, the variance explained within these three
directions is not sufficient (≈ 50%) for getting a representative map. As an
alternative, we used t-SNE and we got a much more clear representation. In
Figure 4.8 (top), we can see that ten distinct clusters that correspond to the
classes. We can also observe the formation of subclusters within classes, with
threes spreading to different locations compared to the rest of the digits. We
believe, that the subclusters represent rotations in the digits e.g. some tend to
be straight and others lean slightly to the left or to the right, which is evident
in a similar visualisation in [21] on the same dataset.
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Figure 4.7: Left: Plots of the predictions in the direction of the first three principal components on the training set. Right: Plots of the predictions in the direction of the first three
principal components on the test set.

Figure 4.8: Left: t-SNE plot of the hidden state outputs of the LSTM on the training data.
Right: t-SNE plot of the hidden state outputs of the LSTM on the testing data.

4.1.2

Low k-rank approximation of W>

So far we could only gain some insight of what the parameters in the linear
layer represent. We conclude the analysis of the full rank weight output matrix
with a final experiment. We approximate W> using its SVD such that:
>
(2.8) ⇒ W>
k = Uk ΣVk for 0 ≤ k ≤ 10, k ∈ N

(4.1)
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for different combinations of the singular vectors in U and V> . The objective
is to replace the original weight matrix with various lower rank approximations, and observe how the system is performing on the test data.
First-k singular directions
Here, we approximate W> in the standard way, as described in Section 2.2.1.
As a sanity check, we begin by setting k = 10 which is equal to the rank of
the matrix. For this rank selection, we obtain the exact same confusion matrix
as in Figure 3.2, which is what we expected. Next, we start decreasing k, and
we notice that for any 5 ≤ k ≤ 10 the model maintains a good performance,
being able to classify the digits without any difficulties. Things become more
interesting when we set k = 4. The results are displayed in Figure 4.9 (left).

Figure 4.9: Left: Confusion Matrix for 4-rank approximation. Right: Confusion Matrix for
3-rank approximation.

In this case, the network losses its ability to predict eights. We can barely see
7 samples (out of 1035 in total) correctly classified as eights. Moreover, the
biggest part of these misclassified digits was instead predicted as five. This
is an indication, that the network considers fives to be really close to eights.
This property also holds in the t-SNE maps in Figure 4.8. Moving to k = 3,
we can infer more. Looking at Figure 4.9 (right), the model is completely
incapable of predicting twos and eights. The vast majority of the missing twos
are instead classified as sevens, while the eights, are still predicted as fives but
some of them as sixes too. Other classes are also affected this time, e.g. lots
of nines are predicted as zeros and sevens. The next approximation in Figure
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4.10 (left) makes things even worse for the network, that is unable to predict
half of the classes. Notice that this time many of the misclasified digits are
predicted either as zeroes or sixes. Finally, the rank-1 approximation in Figure
4.10 (right) reveals that all samples were predicted either as sixes or sevens.
Remember that this approximation is using only the first left and right singular
vectors to reconstruct W> . Thus, these two classes seem to be quite important
for the system.

Figure 4.10: Left: Confusion Matrix for 2-rank approximation. Right: Confusion Matrix
for 1-rank approximation.

Last-k singular directions
In the previous case, we were keeping the first-k singular vectors to perform
the approximation of W> . However, this is not restrictive. In the following
setup, again we decrease the rank of the weight matrix by retaining the last-k
singular vectors in U and V.
In Figure 4.11, we can see the confusion matrices for the k = 9 rank approximation. The model is overall able to predict the digits most of the time.
We can observe a weakness for classes six and seven. This is reasonable, if we
consider the previous rank-1 approximation; recall that using only the first singular vectors, we could predict just sixes and sevens. As we decrease the rank,
the change in the model’s performance is more abrupt. For example, at Figure 4.12 (left) the model is already incapable of predicting half of the classes.
This makes sense, since we discarded the four most “important” directions
from the SVD. Now, we would expect that the next approximation (k = 5) in
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Figure 4.11: Confusion matrix using the last-9 singular vectors in the approximation.

Figure 4.12 (right) would preserve all the previous effects from before. Surprisingly, the network is able to classify zeroes again. Notice that for k = 6,
most of the zeroes were classified as eights. This is an indication, that the fifth
singular direction somehow correlates eights and zeroes. The rest approximations make the performance even worse as expected. The corresponding plots
of the confusion matrices can be found in section A of the appendix.

Figure 4.12: Left: Confusion matrix using the last-6 singular vectors in the approximation.
Right: Confusion matrix using the last-5 singular vectors in the approximation.
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All-except-one singular direction
So far we experimented with lower rank approximations of the weight output
matrix, taking the first and the last k singular vectors. In the next configuration, we reconstruct W> with all vectors, excluding one at a time. Hence, all
resulting approximations have a rank of nine.
The most interesting results are illustrated in Figure 4.13. In the left plot, we
have discarded the fourth singular vectors from the approximation. Cutting
off this particular direction, the model cannot predict twos. On the other hand,
taking off the fifth singular direction we restrict the model from predicting
eights. This situation is almost identical to the 4-rank approximation in Figure
4.9 (left). In both cases the fifth direction is absent. In general, apart from
the fourth and the fifth singular vectors, we cannot observe any pattern by
excluding any other direction. The corresponding figures for all cases can be
found in section A of the appendix.

Figure 4.13: Left: Confusion matrix using all except the 4th singular vectors in the approximation. Right:Confusion matrix using all except the 5th singular vectors in the approximation.

Just-one singular direction
The final experiment involves the approximation of the weight matrix, with
only one left and right singular vector per time. Hence, all resulting approximations have a rank of one. To save space, we present a synopsis of our results
in a single table, while we list the detailed confusion matrices in section A of
the appendix.
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Table 4.1 provides a summary of the results for all ten approximations of W> .
The first column corresponds to the left and right singular vectors for each test
run, while the second column represents the classes that the model is able to
predict. Classes that appear three times in total are highlighted with yellow,
those that appear two times with blue, and those that are unique with red. In
general, the model is classifying all images as instances of only two classes of
digits, regardless of the singular direction that we select. As we show in Figure
4.13 (right), removing completely the fifth singular direction, verifies the fact
that we can barely predict eights (6/982). We would expect that removing the
second singular vectors, the model would cease to predict ones. Surprisingly,
this is not true. Consequently, we cannot conclude that each direction is responsible solely for two classes. The combination of singular vectors, helps
the model increase its predictability for additional classes, that might not be
directly associated with these vectors.
ith singular
direction of W>
i=1
i=2
i=3
i=4
i=5
i=6
i=7
i=8
i=9
i = 10

Predicted
Classes
6, 7
0, 1
4, 5
2, 9
5, 8
0, 4
4, 6
2, 3
7, 9
0, 3

Table 4.1: Classes that the model is able to predict for all 1-rank approximations in Experiment 4.

Chapter 5
Discussion
In this chapter, we outline the most important findings from the experiments.
In addition, we present a framework for analysing the parameters of the hidden
LSTM layer as future work. We explain the motivation and the reasons that
forced us to follow a Variational Autoencoder approach on this matter.

5.1

Key Findings

The analysis of the parameters in the LSTM model was primarily focused on
the output layer, specifically on the linear weight matrix. This matrix determined how preferable each class is with respect to the hidden input vector h.
After factorising W> using SVD, we incorporated a notion of “importance” in
the matrix. This was encoded in the singular vectors of the SVD; each of the
ten pairs of left-right singular vectors defined a principal direction. The pairs
were sorted in descending order of importance, with the singular values indicating how important each direction is. In this regard, we performed different
low-rank approximations of W> to observe changes in the predictions of the
model. Based on the results, the classes are categorised in 4 groups of importance. The first group is comprised of sixes and sevens. Retaining only the first
singular vectors in the decomposition, the model can only predict these two
classes. Maybe these digits constitute some sort of basis for discriminating
between the rest of the classes. In the second group we have zeroes, ones and
threes. Although the second singular direction alone account for zeroes and
ones, combined with the first singular vectors allows the prediction of threes.
Consequently, in general we cannot associate the ability of the model to predict
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a particular class, solely to an individual singular direction. The predictions
are formed as a combination of them. The third group consists of twos, fours,
fives and nines, and the last one only of eights. That is, based on the SVD,
class-eight is considered the least “important”. This might be the reason that
the ability of the model to predict eights, is almost completely determined by
the fifth singular direction. This is nearly an exception to the general rule, and
the most interesting finding. Finally, almost in all cases, we observed that the
most common mistake of our system, was to classify fours as nines, and threes
as fives and twos.

5.2

Future Work

There is a lot of work that needs to be done, in order for this kind of analysis to
come to an end. So far we have only investigated the parameters in the output
layer of the LSTM. In the following text, we mention some ideas for future
work, and we present a method for continuing the analysis in the hidden layer.

5.2.1

Additional Datasets

One possible way to evalute the generalisability of our findings, is to train the
same LSTM model using different but similar training data. The USPS dataset,
is a subset of a larger database for handwritten recognition [31], that consists of
7291 training and 2007 test 16×16 gray-scale images of 0-9 numerical images,
extracted from address blocks. A more peculiar subset, is dataset IV from
ARDIS database [32], which contains 6600 training and 1000 testing images
of 0-9 digits, taken from Swedish church records.

5.2.2

Linear Output Layer

It would be interesting to conduct additional experiments with respect to the
lower-rank approximations of W> , and see if we could attribute the predictability of each class, to a specific set of singular directions e.g. first and sixth
singular vectors are responsible for zeroes. For example, we could try to approximate the weight matrix by taking specific combinations of the singular
vectors, e.g. use all vectors except the first and the fifth pairs.
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5.2.3

Hidden Layer Analysis

Thus far, we managed to get some sort of interpretation for the output weight
matrix and the bias of the linear layer of the LSTM. However, as mentioned
in Section 3.2 the predictions are heavily affected by the hidden state too. We
know that h works as a substitute for the original input image X. What we do
not know is how this hidden state actually looks like. We would like a way
to visualise the hidden state, so that we get a better understanding of what it
represents.
Autoencoders
The most immediate thing to do is to look at equations (2.11) – (2.16) to see
how the hidden state occurs. The objective is to derive a relationship between
xt and ht , but this looks rather problematic due to the complex non-linear
transformations. Hopefully, there is a more indirect way of dealing with this
problem.
In general, an autoencoder is a neural network that can learn to recreate what
we feed it as input. In its simple form, it consists of the encoder-part and
the decoder-part. In a few words, the input sequence is encoded into a hidden
vector (usually of lower dimensionality), and then using this represenation, the
network tries to reconstruct the original input. The encoder and the decoder
parts are also neural networks. Eventually, the autoencoder learns to create
a lower dimensionality hidden representation, that approximates the input as
accurately as possible.
Procedure
The way we propose to analyse the hidden state is described in the following
steps:
Step 1: Train an LSTM based autoencoder to reconstruct X.
Step 2: Train a linear classifier to solve MNIST, using the hidden state
outputs h from our primary LSTM system as inputs.
Step 3: Use the decoder of the LSTM based autoencoder to visualise h.
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Following this procedure, we built an autoencoder where the encoder-part was
a 2-layer LSTM, and the decoder-part also a 2-layer LSTM followed by a dense
output layer. Unfortunately, the decoder was always generating the output
showed in Figure 5.1, regardless of the input we provided. Essentially, this
is an average of all the images that the model has processed during training.

Figure 5.1: The output of the LSTM based autoencoder for any input image.

The problem with this approach, is that the autoencoder model is deterministic.
Even if we managed to make the network reconstruct the input perfectly, we
would only be able to reconstruct images from the training set. Instead, we
would like to see how the hidden state has captured the characteristics of an
image e.g. how fives look like and all their variations.
Variational Autoencoders
Looking again at the t-SNE plots of all hidden outputs of our LSTM classifier
in Figure 4.8, we can observe that the latent space is discrete. This is more
clear in the plot for the test set; there are huge gaps between the classes. We
would like to fill these gaps, so that we discover how the transition between
classes looks like. Thus, we would like to make the latent space continuous.
The way of doing this, is to learn the distribution P that generated the data x.
This is a task for a Variational Autoencoder (VAE). The architecture is similar
to the traditional autoencoder, with the addition of a sampling hidden layer
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between the encoder and the decoder. In plain words, the network is trying
to approximate the posterior p(z|x) of the latent variable z that generated the
data x. For technical reasons, this is done by computing an approximation
of p(z|x) by another distribution q(z|x), and then minimising the KullbackLeibler divergence between them. This optimisation problem reduces in a loss
function, that demands a good reconstruction of the input, plus q(z|x) to be
close to the true prior distribution p(z). For simplicity we can assume that this
prior follows a Gaussian distribution for each dimension of the latent space.
Given this setup, the encoder model outputs the parameters that describe p(z),
i.e. the vectors of means and variances. Then, using the reparameterisation
trick we can rewrite the latent variable as:
z=µ+σ

 where  ∼ N (0, 1)1

(5.1)

This formulation allows us to generate a hidden state z by sampling from .
Finally, the decoder uses z to generate a sample that resembles the original
input.
LSTM based Variational Autoencoder
Following step 1 of our procedure, we implemented a VAE model where the
encoder-part is a 2-layer LSTM and the decoder is simply a 2-layer feedforward neural network. In Figure 5.2 we visualise the latent space, using
the hidden states extracted from the VAE. This is what we were trying to accomplish. The latent space is almost continuous, with most of the gaps filled
with digit samples. In Figure 5.3 we plot some reconstructed digits in different
times of the training phase. The original input images are displayed in the top
row, while the ones generated from the decoder in the bottom row. We can
observe that some digits are almost perfectly reconstructed, while others approximate a neighbouring digit instead. For example the third and forth generated samples in Figure 5.3 (left), are transitioning from five to eight, and from
two to three respectively. A visualisation of 400 random generated samples is
provided in section A of the appendix.
The next step in the procedure, suggests that we train a feed-forward network
to perform classification on the MNIST data. Here, we can use either the latent
distribution parameters z, or samples generated from the decoder as input to
the linear classifier. We experimented with both cases, varying the number of
1

Gaussian distribution of zero mean and unit variance.
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nodes and layers of the feed-forward network. Our best setting has two linear
layers, with 400 and 784 nodes respectively, and it was trained on generated
samples from the decoder. This model achieved 92.90% accuracy on the test
set.

Figure 5.2: Left: t-SNE plot of the latent parameters z of the VAE for the MNIST training
data. Right: t-SNE plot of the latent parameters z of the VAE for the MNIST test data.

Figure 5.3: Left: Input images of the VAE along with the corresponding generated samples
from the decoder during epoch #47 of the training. Right: Input images of the VAE along
with the corresponding generated samples from the decoder during epoch #90 of the training.

At this point, we have all the ingredients to start analysing the hidden output
h of the LSTM system. Recall equations (2.11) – (2.14). In every case, the
hidden state of the previous timestep is multiplied by a weight matrix, to eventually form the new state in equation (2.16). Thus, we can perform the exact
same analysis we did in the linear output layer for these matrices. For example, we can apply SVD in the weight matrix Wi of the input gate, compute
the corresponding low-rank approximations for various selections of singular
directions, and then visualise the resulting hidden state using the decoder from
our VAE.

Chapter 6
Conclusion
The motivation behind this degree project was to deal with the interpretability
problem of deep neural networks. In particular, we attempted to bridge the
gap between explainability and the parameters of an LSTM recurrent model
applied for handwritten digit recognition. We analysed the weight output matrix using PCA and SVD to reveal how the singular directions are associated
with the predictions of the LSTM for each class. We discovered that the fifth
pair of singular vectors is almost exclusively responsible for eights. Remove
this direction and the system’s ability to predict eights almost vanishes. Retain this direction and you increase the predictability. Moving backwards to
the LSTM layer, we presented a framework to analyse the hidden parameters
using autoencoders. We identified that the traditional formulation of this network is limited due to its deterministic nature. To counter this problem, we implemented an LSTM based Variational Autoencoder, and finally we explained
how one can use this model to further continue the investigation. Although
the task of handwritten digit recognition might have no direct implications in
the society, the same LSTM algorithm is used in many different applications
where interpretability is a serious issue. Current machine learning models are
used in the legal sector, for autonomous vehicles, medical applications and
many more fields, where we cannot simply trust the machine without an explanation.
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Appendix
A

Visualisations

Below, we provide the complementary figures of the confusion matrices for
all the k-rank approximation experiments on W> .
First-k singular directions

Figure 1: Left: Confusion Matrix of the 10-rank approximation. Right: Confusion Matrix
of the 9-rank approximation..
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Figure 2: Left: Confusion Matrix of the 8-rank approximation. Right: Confusion Matrix of
the 7-rank approximation.

Figure 3: Left: Confusion matrix of the 6-rank approximation. Right: Confusion matrix of
the 5-rank approximation.
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Last-k singular directions

Figure 4: Left: Confusion matrix using the last-8 singular vectors in the approximation.
Right: Confusion matrix using the last-7 singular vectors in the approximation.

Figure 5: Left: Confusion matrix using the last-4 singular vectors in the approximation.
Right: Confusion matrix using the last-3 singular vectors in the approximation.
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Figure 6: Left: Confusion matrix using the last-2 singular vectors in the approximation.
Right: Confusion matrix using the last-1 singular vectors in the approximation.

All-except-one singular direction

Figure 7: Left: Confusion matrix using all except the 9th singular vectors in the approximation. Right: Confusion matrix using all except the 8th singular vectors in the approximation.
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Figure 8: Left: Confusion matrix using all except the 7th singular vectors in the approximation. Right: Confusion matrix using all except the 6th singular vectors in the approximation.

Figure 9: Left: Confusion matrix using all except the 3rd singular vectors in the approximation. Right: Confusion matrix using all except the 2nd singular vectors in the approximation.
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Just-one singular direction

Figure 10: Left: Confusion matrix using just the 9th singular vectors in the approximation.
Right: Confusion matrix using just the 8th singular vectors in the approximation.

Figure 11: Left: Confusion matrix using just the 7th singular vectors in the approximation.
Right: Confusion matrix using just the 6th singular vectors in the approximation.
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Figure 12: Left: Confusion matrix using just the 5th singular vectors in the approximation.
Right: Confusion matrix using just the 4th singular vectors in the approximation.

Figure 13: Left: Confusion matrix using just the 3rd singular vectors in the approximation.
Right: Confusion matrix using just the 2nd singular vectors in the approximation.
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VAE generated samples

Figure 14: A 20×20 grid of random generated samples from the LSTM based Variational
Autoencoder.

B

Specifications

In Table 1 we can see the specific values concerning the training of the LSTM
classifier. The number of epochs was set at 2 since for additional epochs there
was no further improvement of the model. We experimented with the size of
the hidden state (2.16) before choosing Z = 10. This particular selection for
the hidden size maintains the good performance of the model compared to
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situations with far more hidden units, e.g. 128. In addition, it constraints all
weight matrices inside the LSTM block to be square, which is a convenient
property for matrix analysis. Moreover, we used cross-entropy loss and Adam
Optimization Algorithm [33] with Pytorch’s default parameters, except the
learning rate which we instantiated at 0.01. Finally, for validating the model
on the test set we set the batch size at 1000.
#epochs
2

input size (N ) hidden size (Z)
28

output size (K)

10

10

batch size

loss function

learning rate

β1

β2



100

cross entropy

0.01

0.9

0.999

10−8

Table 1: Training parameters of the handwritten digit recognition LSTM system.
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