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Abstract
Nowadays, large amounts of unstructured data are constantly being generated
and made available through websites and documents. Relation extraction, the
task of automatically extracting semantic relationships between entities from
such data, is therefore considered to have high commercial value today. However, many websites and documents are richly formatted, i.e., they communicate information through non-textual expressions such as tabular or visual
elements. This thesis proposes a framework for relation extraction from such
data, in particular, documents from the market research area. The framework
performs relation extraction by applying supervised learning using both textual and visual features from PDF documents. Moreover, it allows the user
to train a model without any manually labeled data by implementing labeling
functions.
We evaluate our framework by extracting relations from a corpus of market research documents on consumer goods. The extracted relations associate
categories to products of different brands. We find that our framework outperforms a simple baseline model, although we are unable to show the effectiveness of incorporating visual features on our test set. We conclude that our
framework can serve as a prototype for relation extraction from richly formatted data, although more advanced techniques are necessary to make use of
non-textual features.
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Sammanfattning
Nuförtiden genereras ständigt stora mängder ostrukturerad data som blir tillgänglig genom hemsidor och dokument. Relationsextrahering, d.v.s. uppgiften att extrahera semantiska relationer från sådan data, anses därför ha högt
kommersiellt värde. Däremot så är många hemsidor och dokument rikt formaterade, d.v.s. att de kommunicerar information genom icke-textliga uttryck,
till exempel genom tabulära eller visuella element. Den här uppsatsen kommer
att presentera ett ramverk för relationsextrahering från sådan data, med fokus
på data som berör marknadsundersökningar. Ramverket utför relationsextrahering via övervakad inlärning genom att använda både textliga och visuella
särdrag hos dokumenten. Därtill så tillåter ramverket användaren att träna en
modell utan att använda manuellt annoterad data genom att implementera så
kallade annoteringsfunktioner.
Vi evaluerar vårt ramverk på en samling marknadsundersökningsdokument som berör konsumtionsvaror. De extraherade relationerna kopplar kategorier till produkter av olika märken. Vi finner att vårt ramverk är bättre än
en trivial modell, men vi lyckas inte påvisa någon större positiv effekt av att utnyttja visuella egenskaper hos dokumenten. Vi drar slutsatsen att vårt ramverk
kan fungera som en prototyp för relationsextrahering från rikt formaterad data, men att mer avancerade metoder är nödvändiga för att utnyttja icke-textliga
dokumentegenskaper.
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Glossary
(named) entity A real-world object, such as a person, location, organization
or a product, that can be denoted with a proper name.
classification The problem of identifying to which category from a given set
a new observation belongs.
corpus A collection of text documents on a specific topic.
entity linking The process of mapping mentions (words) in text to entities.
feature An individual measurable property of an object.
head The word that determines the syntactic category of a phrase. For example, the head of the noun phrase "boiling hot water" is the noun "water".
lexical feature A feature that describes words in themselves, such as their
frequency or length.
multimodality The use of textual, aural, linguistic, spatial, and visual resources (modes) in order to communicate messages.
overfitting A modeling error which occurs when a function is too closely fit
to a limited set of data points.
supervised learning The task of learning a function that maps an input to an
output based on labeled examples in a training set.
syntactic feature A feature that describes the way in which words are put
together.
unsupervised learning The task of inferring patterns from a data set without
reference to known, or labeled, outcomes.

2

Chapter 1
Introduction
We are living in an age when huge amounts of data are created every day. Consequently, digital information has become a commodity. To make use of all
this information, we need to find ways to turn it into knowledge, i.e. information that is relevant and actionable. This is a crucial part of businesses today,
since companies depend on gaining insights from structured and unstructured
data in different forms.
To address this challenge, the area of knowledge base construction (KBC)
has emerged. Its goal is to use the process of information extraction (IE), i.e.
the retrieval of specific information from textual sources, in order to populate
a database with structured facts in the form of relations. Machine learning,
statistical analysis and natural language processing (NLP) are the main tools
used in IE. A trivial example of a IE problem is the relation extraction from
company biographies mentioning their founders:
FounderOf(Person,Company)
from a sentence such as:
"Larry Page co-founded Google."
Knowledge bases have become an important resource to support many
AI-related applications, such as data mining, Q&A (questions and answers)
systems and search engines. Today, many companies are trying to make the
knowledge in their domain machine-readable, e.g., Freebase (Bollacker et al.
2008), YAGO (Suchanek, Kasneci, and Weikum 2008) and Google Knowledge Graph (Chah 2018). Even if these large-scale knowledge bases have collected vast amounts of structured information from the web, many fields and
domains still remain to be covered. This thesis focuses on relation extraction
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for KBC from market research data, an important component of the field of
business strategy.

1.1 Relation extraction challenges
One of the main challenges posed by performing relation extraction on market
research data is that the data usually is richly formatted. This means that its
information is expressed through combinations of textual, structural, tabular,
and visual cues, known as different modalities. Previous techniques for relation extraction have mainly been restricted to the textual modality by operating
on sentences. Richly formatted data, however, require novel approaches that
take into account structure and layout of the documents.
Another obstacle in information extraction from heterogeneous data is the
lack of ground truth data (known as training data). Most of the work in IE has
focused on supervised methods (Bach and Badaskar 2007). However, manually labeling data is an expensive and time-consuming process, especially
when there is an abundance of data. One solution that has gained popularity
recently is the use of data programming, a type of weakly supervised learning. Data programming encodes supervision as labeling functions, which are
user-defined programs. Each program labels some subset of data using weak
supervision sources, such as existing knowledge bases or human knowledge in
the domain. For example, a labeling function can be employed for the relation
FounderOf(Person,Company) which positively labels mentions where
the word "founded" occurs between a person and a company (using the example above). Labeling functions collectively generate a large but potentially
overlapping training set.

1.2 Problem
In this thesis, we aim at automatically extracting relations indicating which
category a product belongs to, using a corpus of market research data documents. For example, we want to correctly classify "Coca-Cola" as a soft drink.
In other words, the extracted relations are pairs of products and categories
matching the schema:
ProductCategory(P
,C
)
In order to extract these relations, this project aims at constructing and
evaluating a set of methods that can also make use of multimodal features in
documents. The goal is to extract relations through weakly supervised learn-
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ing, i.e., without manual labeling of training data. If the methods prove to
be effective, they could be used to extract other relations that can be used to
construct a knowledge base.

1.3 Research questions
The questions that this thesis aims to answer are:
• How can we effectively extract product-category relations from a corpus
of market research documents?
• How can multimodal features in richly formatted data be used for relation extraction?
• Can we achieve high quality relation extraction without manual labeling
of training data, i.e., through weakly supervised learning?

1.4 Limitations
This thesis is limited to a set of market research documents in PDF format,
from a company dealing with consumer goods. The extracted relations are
categorizations of products.

1.5 Ethical and societal considerations
While knowledge bases built by relation extraction systems have proven to
be very useful for big data companies, their applications have also been criticized. For example, it has been noted that content generated from Google’s
knowledge graph is "frequently unattributed", in the sense that sources often
are omitted (Caitlin Dewey 2016). This leads to the question to whom the
knowledge consisting of extracted relations should be credited to - the party
which extracted the knowledge or the original extraction source.
Moreover, when source attribution is omitted, there is a risk that the user
is unable to verify the information provided from a knowledge base. This
problem is reinforced by the fact that knowledge bases might contain a large
fraction of incorrect relations. For instance, Google’s knowledge graph automatically gathers information if it is deemed more than 90% true (Hal Hodson
2014), consequently leading to inevitable errors.

Chapter 2
Background
This chapter presents the background material for this thesis concerning relation extraction, supervised learning and main NLP concepts.

2.1 Relation extraction
2.1.1 Definitions
Relation extraction is the central step of knowledge base construction. It aims
at automatically extracting facts from input data and putting them into the appropriate schema (Bach and Badaskar 2007). There are four types of objects
that a KBC system seeks to extract from input data to perform relation extraction: entities, relations, entity mentions, and relation mentions.
1. Entity: An entity can be described as a sequence of words that represent
the name of real-world things belonging to a particular entity type Ti
such as
,
, or
.
For example, the entity mc_donalds could represent the actual organization of McDonald’s.
2. Relation: A relation associates two or more entities and represents the
fact that there exists a relation between these entities. A relation R(e1 , e2 )
between two entities e1 , e2 is defined by a schema SR (T1 , T2 ) where
e i 2 Ti .
For example, the entity mc_donalds and "fast food restaurant" participate in the relation schema BusinessType(O
,
I
), indicating that McDonald’s is a fast food company.

6
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Figure 2.1: A Wikipedia infobox about McDonald’s. (Wikipedia contributors
2019)
3. Entity Mention: An entity mention is a span of text in an input document that refers to an entity.
For example "McDonald’s" or "MCD" could both refer to the entity
mc_donalds. The process of mapping mentions to entities is called
entity linking.
4. Relation Mention: A relation mention MR (e1 , e2 ) is a context that connects two mentions that form a relation R(e1 , e2 ). The context is usually
a phrase, but can consist of any type of semantic link.
For example, the phrase "is a type of" connects the entity mentions "McDonald’s" and "fast food restaurant". Another type of context can be
seen in Figure 2.1, where the horizontal alignment between "Genre"
and "Fast food restaurant" with "McDonald’s" in the header indicates
a connection between the entity mentions.

2.1.2 Relation extraction process
The process of relation extraction is typically approached as a classification
task (Bach and Badaskar 2007). Given a possible relation mention MR (e1 , e2 ),
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we want to determine if e1 and e2 actually form a relation R(e1 , e2 ). The relation extraction process typically consists of four key steps:
1. Data preprocessing, entity tagging: The first step of relation extraction is to load and parse the contents of a given document. After this, one
decides the schema SR (T1 , T2 ) of relations to be extracted. Thereafter,
entities belonging to the types Ti are identified.

2. Candidate generation: After entities have been identified, possible relation mention candidates MR (e1 , e2 ) are generated by pairing entities
that satisfy relation constraints. The main constraint is that entity types
should match the relation schema SR . Furthermore, the context in which
the entities are paired has to be decided, e.g., within the same sentence,
page or document.
3. Feature Extraction: From each candidate, relevant features are extracted. The features can be any information that can be parsed from
the document, typically from written text.
4. Classifying candidates: In the final step, the extraction system uses the
generated features to label MR candidates as true or false, thus concluding whether R(e1 , e2 ) is to be extracted as a relation. This step is
typically performed by using supervised learning.
There are many ways of performing each of these steps depending on the
data used and the relation type to be extracted. This thesis implements methods
that are adapted for relation extraction of products and their category types
from richly formatted documents. The relevant theory for these methods are
described in subsequent sections.

2.2 Natural Language Processing
Natural Language Processing (NLP) is the technology used to aid computers
to understand the human’s natural language (Bird, Klein, and Loper 2009). It
is an integral part of relation extraction in a KBC system, since its main source
of information is written text.

2.2.1 Named entity recognition
Named entity recognition (NER) is the process of identifying and classifying named entities from unstructured texts into predefined categories (Nadeau
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and Sekine 2007). NER systems can use different approaches such as linguistic grammar-based techniques or statistical models such as machine learning.
Hand-crafted grammar-based systems typically obtain better precision, but at
the cost of lower recall. In other words, the grammar-based systems make
fewer mistakes when classifying named entities, although they are unlikely to
identify all entities in a text.

2.2.2 n-gram
An n-gram is a continuous sequence of n words from a given text sample.
The n-grams of sizes 1,2,3 are commonly referred to as unigrams, bigrams
and trigrams respectively.
As an example, one can take the sentence:
The quick brown fox jumped over the lazy dog.
The sentence would then generate the following unigrams:
(The),(quick),(brown),...
or the following bigrams:
(The, quick),(quick, brown),(brown, fox),...
An n-gram is typically used to capture the context of a word from a statistical point of view.

2.2.3 Part-of-speech tagging
Part-of-speech-tagging (PoS tagging) is the process of marking up a word in
a text as corresponding to a particular part of speech, e.g., a noun, verb or
adjective in the English language. PoS-tagging in itself may not be the solution
to any particular NLP problem, although it is a useful tool when determining
semantics in a corpus.

2.2.4 Lemmatization
Lemmatization is the process of grouping together the inflected forms of a
word so they can be analyzed as a single item, identified by the word’s dictionary form. As example, the word "better" has "good" as its lemma and the
word "walking" has "walk" as its lemma.
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2.2.5 tf-idf
Term frequency–inverse document frequency, abbreviated as tf-idf, is a numerical metric that is intended to reflect how important a word is to a document
in a corpus. However, it has also been found useful as a weighing factor in applications such as image recognition, where the image features are considered
as "words" and images as "documents" (Yang et al. 2007).
The tf–idf is the product of two statistics, term frequency and inverse document frequency. Term frequency, in its simplest form, is the raw count of a
word in a document. In its boolean form, it is 1 or 0 indicating whether a word
appears in a document.
The interesting concept is the inverse document frequency, which provides
a measure of how much information a word provides, i.e., if it is a common
word across all documents. It is calculated as:
N
(2.1)
nt
where N is the total number of documents in the corpus and nt is the number of documents where the term t occurs. The tf-idf for term t and document
d is then calculated as:
idf(t) = log

tfidf(t, d) = tf(t, d) · idf(t)

(2.2)

In this thesis, we use tf-idf as a weighing factor where features are considered as terms and relation mentions as documents.

2.2.6 An NLP application example
To illustrate the concepts described in this section, an example problem is now
provided.
Assume that we want to analyze the sentences in the following corpus:
1. The fastest animal is the cheetah.
2. Greyhounds are fast animals.
3. Ferraris are fast cars.
After applying lemmatization the sentences become:
1. The fast animal is the cheetah.
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2. Greyhound is fast animal.
3. Ferrari is fast car.
After applying PoS-tagging one can conclude that it is statistically likely
that the words cheetah, greyhound and ferrari are named entities.
We can also compute tf-idf scores for the corpus by counting unigrams in
each sentence and using equation 2.2. The result is the term-sentence matrix
M:
animal

car

cheetah

fast ferrari greyhound

is

the

1

1.4

0

2.1

1.0

0

0

1.0

4.2

2

1.4

0

0

1.0

0

2.1

1.0

0

3

0

2.1

0

1.0

2.1

0

1.0

0

By considering each word (column) as a feature, we can consider the rows
of M to be vector representations of the sentences. By examining the vectors, we can conclude that sentence 1 and 2 are more similar to each other,
since their vectors are closer to each other than to the vector corresponding
to sentence 3. We can also guess that the entity cheetah is more similar to
greyhound than to car, since both cheetah and greyhound appear in
a context containing the word "animal", while words such as "fast" appear in
all sentences.

2.3 Richly Formatted Data
Richly Formatted Data can be described as data that relies on semantics that
are expressed through multimodality, i.e. through textual, aural, linguistic,
structural, and visual resources (Wu et al. 2018). Some examples of richly
formatted data are web pages, business reports, product and scientific literature.
The use of textual and linguistic information in data is a well researched
problem thanks to various NLP techniques. However, the use of other modes
remains largely unexamined. In this thesis we attempt to incorporate an analysis of visual modes in addition to the textual and linguistic modes. When
dealing with richly formatted data, one of the main challenges is parsing the
input data of various formats into a computer readable model.
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In this thesis, input data consists of documents in PDF format. The difficulty of parsing PDF documents is that most PDFs do not include information about structural content elements, such as paragraphs, tables, or columns
(Adobe Systems Incorporated 2007). For example, a PDF stores a table as a
set of lines without any relationship to the content inside the table cells. On the
other hand, PDFs contain information that a raw text document does not contain, such as the spatial position and size of its elements. These features can
be combined with textual and linguistic features to determine the semantics of
a document.

2.4 Multimodal featurization and dimensionality reduction
To extract relation mentions from a written text, we first need a model that can
represent the relation mentions in a vector space. Given a relation candidate
from a richly formatted document, features from textual, visual, tabular modes
can be extracted (Wu et al. 2018). These extracted features serve as cues for
deciding whether the entities in a relation candidate are related or not. For
example, we can use the cue of whether the entities are vertically aligned as a
binary feature, similar to the way seen in Section 2.5.1. The result is a feature
vector which can can be used for training or classification.
One of the problem with such feature vectors is that their sizes increase
drastically when using large data sets. In machine learning, this is known
as the curse of dimensionality (Keogh and Mueen 2017), where a too large
number of features leads to a poor predictive performance. The reason is that
a substantial amount of training data usually is required to ensure that there
are several samples with each combination of feature values.
The curse of dimensionality problem can be partially solved by dimensionality reduction techniques (Rajaraman and Ullman 2011). These techniques
project high dimension data into a low-dimensional representation, trying to
retain as much information as possible. For instance, a feature indicating that
a sentence contains the word "and" could be viewed as uninformative since it
appears in most sentences. In that case, the feature could be dropped without
decreasing the model’s performance by any substantial mean.
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Figure 2.2: Dimensions of matrices in singular value decomposition.

2.4.1 Singular value decomposition (SVD)
Singular value decomposition (SVD) is a form of matrix analysis that leads to
a low-dimensional representation of a high-dimensional matrix (Trefethen and
Bau 1997). SVD allows us to generate an exact representation of any matrix
and eliminate less important features. As a result, it produces an approximate
representation with a desired number of dimensions.
Let M be an m ⇥ n matrix with rank r. Then we can find matrices U, ⌃
and V as shown in Figure 2.2, such that:
M = U ⌃V T

(2.3)

where:
1. U is an m ⇥ r orthogonal matrix.
2. ⌃ is a diagonal matrix. The elements of ⌃ are called the singular values
of M.
3. V is an n ⇥ r orthogonal matrix.
Let us consider the case where the rank of M is greater than the number of
columns we want for the matrices U, ⌃, and V. We instead aim at finding the
decomposition that best approximates M. This can be done by setting every
singular value except the t largest ones to zero, which also eliminates corresponding columns in U and V. It can be shown that by dropping the lowest
singular values, we minimize the root-mean-square error between the original
matrix M and its approximation (Rajaraman and Ullman 2011).
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To determine how many singular values to retain, one can study the explained variance for each singular value. The amount of explained variance R
for the i-th singular value si , can be calculated as follows:
s2
Ri2 = P i 2
j sj

(2.4)

M̃ = U ⌃

(2.5)

A rule of thumb is to retain enough singular values to make up around 90%
of the total sum of the squares of all singular values (Rajaraman and Ullman
2011).
After keeping the t largest singular values, we can compute the reduced
matrix M̃ of size m ⇥ t :
In other words, we leave out the matrix V , since it is only used to map data
from the reduced space back to the original space. If we want to project an
unseen matrix Q (with the same number of columns M ) to the reduced space,
Q is multiplied with V . In other words, the rows of Q are projected onto the
columns of V .

2.4.2 Truncated SVD
When using SVD for dimensionality reduction, only the columns of U (in
Equation 2.3) corresponding to the t largest singular values are of value, since
the rest are dropped during the reduction step. Therefore it is more economical
to find the t columns of U that correspond to the largest singular values. This
can be performed by using an algorithm known as Truncated SVD (Halko,
Martinsson, and Tropp 2011). This allows for the dimensionality reduction to
be performed much quicker than when using regular SVD.

2.4.3 An SVD example
To illustrate how SVD can be applied to perform dimensionality reduction we
again use the term-sentence matrix M presented in Section 2.2.6. By applying
SVD on M, we get the following factorization:

CHAPTER 2. BACKGROUND

2

2

6
6
=6
4

15

3

0 1.0 4.27
61.4 0 2.1 1.0 0
6
7
61.4 0
7=
0
1.0
0
2.1
1.0
0
4
5
0 2.1 0 1.0 2.1 0 1.0 0
M
3
2
3
1. 0.2
0.1 7 h
0.1 . . . 7
i 6 0.3
7
6 ..
7
.
..
6 .
7
0.2
0.4
0.97
5.2
3.3
2.6
5
4
5
⌃
0.1
0.9 0.4
0.4
0.2
U
V

(2.6)

Equation 2.6 gives a rank-3 matrix representing the original matrix. By
examining the singular values in matrix ⌃, we can consider dropping the third
column in U, since it corresponds to the lowest singular value of 2.6. We could
guess that this column corresponds to either the word is or the word fast,
since these words occur in all sentences. We now calculate the amount of
explained variance of the third singular value using equation 2.4:
s2
R32 = P 3 2 ⇡ 0.15
j sj

(2.7)

This means that if we drop the third singular value, we would retain 85%
of the explained variance, falling slightly below the rule of thumb of 90%.
Therefore, we should consider keeping all singular values.

2.5 Data programming with weak supervision
sources
In data programming, the goal is to generate training data by encoding weak
supervision sources as labeling functions (A. J. Ratner et al. 2016). The result
is a noisy training set from which a mathematical model, such as a classifier,
can learn. In regular supervised learning, the model is trained using a groundtruth labeled training set, which is typically manually annotated by humans.
In weak supervision, however, the labels of the training set are inferred. Some
ways via which this can be done are as follows:
• Crowdsourcing: Training labels are generated by letting a group of
people, known as a "crowd", annotate the data. This results in lower-
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quality supervision, since the crowd might lack expertise or motivation
to generate consistent training labels.
• Existing resources: Training data is generated by using existing resources. For example, facts from an existing knowledge base or a dictionary can be paired with an unlabeled data set to provide an incomplete
training set (known as distant supervision).
• Heuristic rules: Training labels are inferred from higher-level rules or
"shortcuts". The rules can, for example, be based on expected label
distributions or induction by observations from a subset of the data.
The purpose of data programming is to provide a unifying framework for
combining multiple different weak supervision sources in order to generate
training data. This is done through implementing so called labeling functions.
Labeling functions are user defined programs that label subsets of the data,
in order to generate training data for a machine learning model. The advantage
of labeling functions is that they are very easy to implement and can encode
any number of weak supervision sources. Labeling functions collectively generate a large but potentially overlapping set of noisy training labels.
For practical reasons, this thesis only uses heuristic rules to infer training
labels. In an industrial environment, however, one would likely use a combination of different methods.

2.5.1 A labeling function example
To illustrate how a labeling function can be implemented, we again consider
the infobox in Figure 2.1. Assume that we want to train a relation extraction
model, and therefore would like to label "McDonald’s" as a "restaurant". This
would generate a positive training example for the relation:
BusinessType(O
,I
)
We have identified "McDonald’s" as an organization entity and "Restaurants" as a possible industry entity generating a relation candidate. We can now
note that if mentions of a corporation and an industry are vertically aligned,
it is likely that there is a relation between the two. We therefore write the following labeling functions in Python:
# O r g a n i z a t i o n and I n d u s t r y are v e r t i c a l l y a l i g n e d
def L F _ v e r t i c a l l y _ a l i g n e d ( c a n d i d a t e ) :
if v e r t i c a l _ a l i g n ( c a n d i d a t e . o r g a n i z a t i o n ,
candidate . industry ):
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else :
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# True
# Abstain

In the code above, we return 1 if the entities are vertically aligned, indicating a positive signal for the BusinessType relation. If the entities are not
vertically aligned, we cannot be sure whether there is a relation between the
two, therefore we return 0. While this example might seem to be trivial, the
relation mention candidates become much more difficult to categorize when
the number of industry and organization mentions increase on a page.

2.5.2 Combining labeling functions
Formally, labeling functions can be used to label any data point xi belonging
to a category yi that is unknown at training time. In the case of binary classification, yi can have a value of either 1 or 0. Each labeling function Lk in
a set of labeling functions L1 , ..., Ln takes xi as an input and outputs a value
in { 1, 0, 1}, corresponding to False, Abstaining, and True. An output of
True indicates that the xi should be labeled as belonging to category 1, while
False indicates that it should be labeled as belonging to category 0. Abstaining
means that the labeling function is uncertain of how to label the data point xi ,
and therefore outputs the "neutral" value 0.
Once a collection of labeling functions has been defined, their outputs on
a unlabeled datapoint xi need to be combined to infer its label. A simple way
to do this would be to add the outputs of all labeling functions and use majority voting. This technique could lead to quite poor accuracy and coverage of
relation mentions, especially when the labeling are largely correlated to each
other (A. Ratner et al. 2017). Majority voting does, however, work well when
most labeling functions abstain or in situations where we have lots of votes. It
is also easy to debug, and is therefore the method used in this thesis.

2.5.3 Labeling function statistics
To facilitate the development of labeling functions, some summary statistics
based on the output of each function can be generated using a validation set.
The statistics used in this thesis are:
1. Coverage: The fraction of candidates for which the labeling function
outputs a non-zero label.
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2. Overlap: The fraction of candidates for which the labeling function outputs a non-zero label and for which another labeling function outputs the
same non-zero label.
3. Conflict: The fraction of candidates for which the labeling function outputs a non-zero label and for which another labeling function outputs a
conflicting non-zero label.
To develop high quality labeling functions, their coverage should be as high
as possible while their conflict should be minimized. The overlap should be as
close to the coverage as possible, since this indicates an accordance between
the labeling functions.

2.6 Logistic regression
Logistic regression is a popular technique for binary classification (Hosmer
Jr, Lemeshow, and Sturdivant 2013). In relation extraction, it is used to determine if a relation mention candidate belongs to the relation type which is
to be extracted. Despite being a rather simple model, logistic regression has
proven to achieve high performance in complex problems.
The main component of logistic regression is the logistic function, defined
as follows:
1
(2.8)
1+e t
The logistic function is a sigmoid function, which takes any real input t and
outputs a value between zero and one that can be interpreted as a probability.
To use the logistic function for binary classification of an input vector ~x,
we define the logistic function h✓ . We let t be a linear function of an input ~x
~
with coefficients given by ✓:
(t) =

1

(2.9)
~ xi
1 + eh ✓,~
To map the output probability produced by this function to a binary category y 2 {0, 1}, for example representing a false or true relation, we select
the following decision boundary to predict the classes:
h✓ (~x) =

h✓ (~x)

0.5 =) y = 1

h✓ (~x) < 0.5 =) y = 0

(2.10)
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Now assume that we have a set of m known data points {(~x1 , y 1 ), ...(~xm , y m )},
where ~xi is a vector of a fixed dimension and y 2 {0, 1}. This set is our training data which allows us to learn the parameters ✓~ that optimally map values
~xi to y i . In order to find these parameters, we define the cross-entropy cost
function, J, as follows:
m

1 X
J(✓) =
Cost(h✓ (~xi ), y i )
m i=1

Cost(h✓ (~x), y) =
Cost(h✓ (~x), y) =

log(h✓ (~x)) if y = 1

log(1

(2.11)

h✓ (~x)) if y = 0

The optimal parameters ✓~ are those that minimize the cost function J. This
can be realized by observing how the cost is calculated for data points with
different values of categories. If the category of the datapoint y = 1, we want
h✓ to output a value as close to 1 possible, and if y = 0 we want h✓ to output
a value as close to 0 as possible. The result is that when an unseen data point
is used as an input to the logistic function h✓ , we get an output probability
indicating to whether it should be classified as belonging to category y = 0 or
y = 1.
To determine what values the parameters ✓~ should take, we can use algorithms such as stochastic gradient descent. The details of gradient descent are
omitted here, but the algorithm can be summarized as an iterative method for
optimizing a differentiable objective function, in this case the cost function.

2.6.1 Adding regularization
In order to avoid the risk of overfitting, we can add a regularization term to the
cost function J in 2.11:
m

X
~ = 1
J(✓)
Cost(h✓ (~xi ), y i ) +
m i=1

✓~

2

(2.12)

is known as the regularization strength, which penalizes large weight
~ since we want to minimize the cost function.
coefficients in ✓,

2.6.2 A logistic regression example
To illustrate how logistic regression can be used, we apply it to the problem
presented in Section 2.2.6. Let us recall that we have a term-sentence matrix
M (note that uninformative features have been dropped):
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We want to train a model that is able to discriminate between sentences
about animals (1) and sentences about cars (0). Therefore, we consider each
row in M to be a vector representation si of its corresponding sentence. Then
we use each vector si as a training sample to train a logistic regression model,
where s1 and s2 are labeled with y = 1 (about animals) and s3 is labeled with
y = 0 (about cars). Since we have 6 features, our model’s parameters are:
✓=

0

+

1 x1

+

2 x2

+ ... +

(2.13)

6 x6

where 0 is a bias term.
After initializing our parameters with some random values, we compute
the cost function using our labeled vectors from matrix M. By examining how
the cost function changes using each vector si , we can use gradient descent to
find the parameters in equation 2.13 that minimize the cost function defined
in equation 2.11.
After we have found optimal parameters ✓, we can consider our model to
be trained. This means that we should be able to classify an unseen sentence
such as:
Porsche is a car brand.
Since this sentence contains the word "car", its tf-idf vector becomes:
animal

car

cheetah

ferrari

greyhound

the

0

2.1

0

0

0

0

If we feed this vector into our model’s logistic function defined in equation
2.9, we most likely get an output smaller than 0.5, indicating that the sentence
can be labeled as 0, i.e., a sentence about cars.
Note that in this example, we only used three samples to train our model,
whereas in a real world application we would at least need more training samples than features to train a decent model.
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2.7 Performance and correctness measures
In relation extraction there are several metrics for assessing how well a system
meets the information needs of its users. To measure how well our approach
extracts relation, we use the metrics precision, recall and F-score.
The corpus is denoted by D and a relation mention, as defined earlier, by
MR .

2.7.1 Precision
Precision measures the proportion between correctly extracted relations and
the total number of extracted relations from a corpus:
P recision =

# of true extracted MR
# of extracted MR f rom D

(2.14)

2.7.2 Recall
Recall measures the proportion between correctly extracted relations and all
relation mentions in a corpus:
Recall =

# of true extracted MR
# of MR in D

(2.15)

2.7.3 F-score
The F-measure is a measurement that combines both precision and recall and
is the harmonic mean between them:
F =2·

P recision · Recall
P recision + Recall

(2.16)

Chapter 3
Related work
In this chapter, an overview of prior work related to this thesis are presented.
The following categories are reviewed:
1. Relation Extraction using weakly supervised learning
2. Feature selection for relation extraction
3. Multimodal featurization of richly formatted data
Supervised learning is the state-of-the-art technique for relation extraction,
and also the most researched machine learning technique (Bach and Badaskar
2007). Supervised models normally require very large sets of hand-labeled
training data. In recent years, there has been a shift towards methods such as
semi-supervised, distantly supervised (Mintz et al. 2009) and weakly supervised learning (A. J. Ratner et al. 2016). What these methods have in common
is that they require few, or no labeled training examples. The advantages of
using weakly supervised learning include alleviating the problem of manual
labeling of data, and the possibility to be combined with other methods, such
as distant supervision.
Since supervised learning requires feature vectors as the input, the selection of features is also an important topic in relation extraction research. While
there has been plenty of research experimenting with syntactical and semantic
textual features (GuoDong et al. 2005, Liu et al. 2017), features from other
modalities remain much less examined. Some have built systems that are able
to extract information from visual and tabular information on web pages (Gatterbauer et al. 2007). It is only recently that systems for featurization of any
type of richly formatted data (such as reports, documents or web pages) have
been developed (Wu et al. 2018).
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Summaries of publications of particular interest for this thesis in the chronological order are the following:
GuoDong et al. 2005: Exploring Various Knowledge in Relation Extraction presents a basic method for relation extraction from sentences using supervised learning. The paper examines how using different textual features
affects the relation extraction quality. To generate word representations of
entity mentions, the paper uses different versions of the following sentence
level features:
Words in each entity mention
Head word in each entity mention
Words between the entity mentions
Words before and after each entity mention
To classify relation mention candidates, the paper uses a multi-class SVM
(support-vector machine). The reason to use a multi-class classifier rather
than multiple binary ones, is that a multi-class classifier scales better as the
number of possible relation types increases. Even if the paper achieves high
performance on its test corpus, it is (as most of the previous work concerning
relation extraction) limited to relation extraction on sentence level. Nevertheless, it shows the effectiveness of generating feature vectors by combining
different types of textual features. Similar sentence level features are implemented in this thesis.
Mintz et al. 2009: In Distant supervision for relation extraction without labeled data, relations are extracted on sentence level using distant supervision
from the database Freebase. In detail, for each known relation in the database,
all sentences containing those entities in a large unlabeled corpus are found
and extracted to train a logistic regression classifier. However, this generates a weakly labeled data set, since sentences might contain entity mentions
without expressing a relation between the two, leading to noisy features being
learnt by the classifier. Nevertheless, Mintz et al. 2009 show that their model
is able to learn to perform high quality relation extraction by being trained
on the noisy data set.
Regarding featurization of relation mentions, the paper shows that high precision is particularly achieved by incorporating "syntactic features" into the
model. In the case of Mintz et al. 2009, the syntactic features are extracted
from syntactic parse trees, i.e., trees that represent sentence structures.
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Motivated by the findings of Mintz et al. 2009, the approach used in this thesis
allows for distant supervision sources to optionally be used. Furthermore, it
incorporates PoS (part-of-speech) tags as syntactic features.
A. Ratner et al. 2017: Snorkel: Rapid Training Data Creation with Weak Supervision presents the framework "Snorkel", which allows the user to perform
data programming using weak supervision sources (also see section 2.5). The
paper explains in detail how labeling functions can be implemented to generate training sets without manual labeling. Particularly, it explains different
methods for "denoising" the generated training sets by studying the correlation of the user-provided labeling functions. It does so by learning to weigh
labeling functions to minimize the negative effects of correlation on a training
set of data points.
The paper compares the quality of a training set generated by a model that
denoises labeling functions against the quality generated by a simple majority
vote of the labeling function outputs. It is found that majority voting does
work well when most labeling functions abstain or in situations where there
are either lots of or very few votes. However, in a medium label density, the
denoising model guarantees the best generative performance.
The approach used in this thesis implements Snorkel’s method of majority
voting to generate training sets, since it is much easier to implement and
debug.
Liu et al. 2017: Heterogeneous Supervision for Relation Extraction: A Representation Learning Approach presents a framework for extracting relations
at sentence level using weak supervision sources, i.e., by using labeling functions. The framework extraction process consists of learning vector representations of context specific text features and relation mentions. The text features used, seen in Figure 3.1, are a mix of lexical features, such as unigrams
and bigrams, and syntactic features, such as PoS tags.
Vector representations are learned by an algorithm similar to the "Word2Vec"
technique by Mikolov et al. 2013, which also reduces the dimensions of the
relation candidate vectors. In short, the algorithm generates distributed representations of words, by assuming that words occurring in similar contexts
tend to have similar meanings. The vector representations being distributed
means that they are generated so that similar words are close to each other in
vector space.
This thesis incorporates similar text features to those by Liu et al. 2017 but
extend them with visual features. The text features can be seen in Figure 3.1.
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Figure 3.1: Text features used by Liu et al. 2017. The sentence: "Hussein was
born in Amman" is used as an example, where "Hussein" and "Amman" are
the two entity mentions.
However, instead of using the Word2Vec algorithm to reduce the dimensionality of the feature space, this thesis uses SVD as described in Section 2.4,
since it also deals with non-textual features.
Wu et al. 2018: Fonduer: Knowledge Base Construction from Richly Formatted Data presents a framework called "Fonduer" that is able to perform
relation extraction from richly formatted data. Fonduer lays the groundwork
for this thesis. An overview of the framework can be seen in Figure 3.2.
Fonduer converts input documents into HTML format to extract tabular and
structural information, and into PDF to extract visual information. The visual
features are extracted by the tool "Poppler" and can be seen in Figure 3.2. In
order to generate training data, Fonduer integrates the previously described
"Snorkel" framework (A. Ratner et al. 2017) which denoises user provided
labeling functions.
Fonduer assumes that entity mentions are unidentified beforehand. Therefore
entity mentions are identified in two steps. First, the user writes "matcher"functions that identify entity mention candidates in the data. The matcherfunctions can, for example, be pattern-based or dictionary-based. Secondly,
the user writes "throttler"-functions to filter the generated entity mentions,
pruning possible mismatches.
To extract textual features, the framework uses pretrained word embeddings
(vectors generated from another, larger, corpus) combined with an LSTM
(long short-term memory) network. The purpose of the LSTM is to capture
the context of a target word, by combining embeddings of words in the same
sentence as the target word. Finally, Fonduer extends the textual features
generated by the LSTM with multimodal, i.e., tabular, structural and visual
features. Finally, the vector containing both features generated by the LSTM
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Figure 3.2: An overview of the "Fonduer" framework by Wu et al. 2018.
and multimodal features is fed into a logistic regression model which has
been trained using weak supervision sources through user specified labeling
functions.
This thesis builds a framework with an overall structure similar to Fonduer,
although different methods for relation extraction are implemented. The main
differences are:
1. Multimodal Featurization: This thesis does not extract tabular and
structural features, since these techniques require licensed software such
as "Adobe Acrobat" to be used to convert PDF documents to HTML.
However, this thesis does extract visual features similar to those used in
Fonduer.
2. Pretrained embeddings: This thesis does not use pretrained embeddings, since these might not capture the semantics of domain specific
words. For example, in market research data the word "water" is more
likely to refer to "bottled water" rather than to a lake. Instead of using
pretrained embeddings, this thesis uses textual features combined with
dimensionality reduction techniques to generate relation candidate vector representations.
3. Data programming/labeling functions: The data programming engine in this thesis is simpler than the one applied in Fonduer for practical
reasons. Instead of using probabilistic learning to weigh labeling functions, this thesis uses majority voting to determine the label of relation
mentions for the training set (see Section 2.5).
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27

Chapter 4
Methods
This chapter presents the details of the relation extraction methods implemented for this thesis, as well as the data that was used. In Section 4.1, the
data that is used in this project is described. In Section 4.2 an overview of the
framework is presented. In Section 4.3 to 4.7, each part of the implemented
framework is described.

4.1 Data and relation schema
The relation extraction task in this thesis was applied to a real-world corpus
consisting of market research documents about grocery products. The corpus
consists of 373 randomly selected presentation documents containing a total
of 12,120 pages (slides) in PDF format. The documents in the corpus vary in
length, style, and sometimes in language. Since the documents are intended
for presentations, they contain plenty of visual features.
For this thesis we define the relation extraction task schema:
S = ProductCategory(P

,C

)

(4.1)

The entity type P
corresponds to the name of a grocery product,
such as "Big Mac" and C
corresponds to the category/type of a grocery product such as "Hamburgers". Consequently, the ProductCategory
relation indicates that Big Mac is a type of hamburger.
The data set of documents is partitioned into three subsets for training, validation, testing respectively. The training set is generated by randomly sampling 80% of the documents, while the test and validations sets are generated
by each sampling 10% of the documents (see Table 4.1). This is done by using
the "shuf" bash command on the data folder. The goal of the framework is to
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Table 4.1: Partitioning of documents into training, test and validations sets.
Data set

# of documents

% of Total

Training

300

80%

Validation

36

10%

Test

37

10%

Figure 4.1: A sample slide from one of the documents in the data set.
use labeling functions to label relation mention candidates in the training set,
while candidates in the validation and test sets are manually labeled in order
to compare the automated framework performance to a manual one.

4.1.1 An example from the data set
A sample slide from the data set can be seen in Figure 4.1, which illustrates the
richly formatted style of the corpus. Since the aim of this thesis is to populate
the ProductCategory relation pairs according to schema S (eq. 4.1), our
framework, first of all, should be able to identify the products and category
entity mentions from the slides. In this case, the True product mentions are
presented in the column consisting of "Bravo, Brämhults, ..." and so on. The
True category of these products is "juice", which is mentioned on the top of
the slide. In short, the goal of our framework is to extract relations such as:
ProductCategory(B
ProductCategory(B

,J

)

,J

)
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from the relation mentions seen in Figure 4.1. However, in the slide in Figure 4.1, one can also note that the mention "Shops own" occurs in the column
of products, which does not refer to an actual product name. Therefore, the
relation mention:
ProductCategory(S

O

,J

)

is a False one, meaning that it should not to be extracted as a relation.

4.2 Framework overview
The relation extraction, in this thesis, was performed by implementing a framework consisting of five key steps, illustrated in Figure 4.2:
1. Document Parsing: Input documents are parsed to extract information
from text and visual layouts.
2. Candidate Generation: Entity mentions of ProductCategory pairs
are identified using NER on input documents according to schema. Thereafter, relation mention candidates are generated by pairing entity mentions on each page. Finally, the number of generated candidates are
reduced using filtering functions.
3. Multimodal Featurization: Features from textual and visual modes are
extracted from relation mention candidates to generate vector representations.
4. Dimensionality Reduction: The dimensions of relation mention candidate feature vectors are reduced by applying SVD.
5. Supervision & Classification: Labeling functions are created and developed. The labeling functions are applied to relation mention candidates to generate a training set. The training set is then used to train a
discriminative model that is able to extract relations from a manually
labeled test set.
The choice of methods to implement these steps were influenced by several
factors. Firstly, the framework was adapted to work on richly formatted documents in PDF format. Therefore, the framework was designed to be able to
parse and featurize both textual and visual features from the documents. Secondly, the framework should allow for entity mentions to be identified, since
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these are not known beforehand. In the case of this project, these are product
and category entity types.
Moreover, the dimensionality reduction step was chosen in order to reduce
the large number of features generated by the multimodal featurization. Finally, in the supervision step, we allow for training data to be generated by
implementing labeling functions, to enable a classification of relation candidates without manually labeled data.

4.2.1 User inputs
In this thesis, we use the proposed framework to extract ProductCategory relations from market research documents. However, the framework can
also be used to extract relations from any type of documents in PDF-format.
This can be performed by changing the user inputs required by the framework,
namely the following:
• Input documents (in PDF format)
• Entity mention matching functions
• Entity mention filtering functions
• Labeling functions
Finally, parameters in dimensionality reduction and classification step can
optionally be tuned. Also, features can optionally be added or removed. Input examples are presented in subsequent sections by attempting to perform
ProductCategory relation extraction.

4.2.2 Software details
The framework in this thesis is built entirely in Python 3.7. It implements the
following versions of Python 3.x compatible modules:
• spaCy1 v.2.0.18
• sklearn2 v.0.21.2
• PyEnchant3 v.2.0.0

1

https://spacy.io
https://scikit-learn.org/stable/
3
https://github.com/rfk/pyenchant
2
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Figure 4.2: An overview of the relation extraction framework used in this thesis.

• PDFminer4 v.1.3.1
• numpy5 v.1.15.4
• matplotlib6 v.3.02
The usage of each module are described as each part of the framework is
presented. Overall, "numpy" was used for numerical calculations and "matplotlib" was used to generate plots used in this report.

4.2.3 Hardware details
The experiments in this thesis are performed on a MacBook (from 2015) with
a 1.2 GHz dual-core Intel Core M processor and 8 GB of RAM. It is running
the operating system macOS Mojave 10.14.

4.3 Document parsing
As the input, the framework takes documents that have been converted to PDF.
The resulting data model can be seen in Figure 4.3. Each document is stored
4

https://github.com/pdfminer/pdfminer.six
https://www.numpy.org
6
https://matplotlib.org
5
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Figure 4.3: The framework’s data model. Input documents are PDF files.

in a document-object, which contains metadata such as the document title, and
references to each page of the document. Each page-object, in turn, contains
metadata such as page height and width, as well as references to each text box
on the page. A text box can be considered a container for a word, sentence or
a paragraph that is visually isolated from other text containers.
Text boxes and their coordinates and bounding boxes respectively are identified by using the module PDFMiner, which implements a rule-based algorithm. The bounding boxes and coordinates of each text span allows our framework to perform actions based on visual features such as the alignment or pixel
distance between their boxes. Each text box contains a paragraph of text which
is split into sentence objects. For each sentence object, we also store its PoS
tags and lemmas using spaCy.
The run time for parsing all 374 documents with a total size 828 MB is
131 minutes. This corresponds to a parse speed of 0.11 MB/s or 21 seconds
per document on average.

4.4 Identifying candidates
To perform NER of a P
and C
in the corpus, we utilize
a dictionary for each entity type. The dictionaries are built from Open Food

CHAPTER 4. METHODS

34

Facts7 , a free crowd-sourced database of food products from around the world.
To identity an entity mention in a document, n-grams of words are generated from all sentences on each page. For P
matching, we only consider n-grams, where all words are title cased (the first letter is capitalized) that
are proper nouns. Since product names can be quite long, we search n-grams
up to n = 6 for P
. For C
we consider n-grams that consist of
nouns, up to n = 3. To summarize, the search spaces for each entity type are:
Entity Type

Search Space

Product

Title case n-grams, n = {1, ..., 6}, PoS = ’PROPN’

Category

n-grams, n = {1, 2, 3}, PoS = ’NOUN’

Each n-gram in the search space is then passed through a matching function which checks if the n-gram is found in the dictionaries of categories and
products. After entity mentions have been identified, relation mention candidates are generated by matching entities according to the relation schema S.
The matching is performed by combining all possible ProductCategory
pairs at a page-level (rather than at document-level or sentence-level). The
page-level was chosen since most of the relation mentions in the corpus are on
the same page (or slide) but in different sentences.

4.4.1 Filtering candidates
We noticed that a large number of title-cased words were mistaken for proper
nouns by spaCy, especially in short sentences. Furthermore, there were entity linking mistakes, where proper nouns were mistaken for products even if
they were referring to entities such as locations. Therefore, we add filtering
functions to the framework that improve the precision of the candidate identification.
First, we ignore product mentions that are identified as locations by spaCy.
Secondly, we use PyEnchant to filter product names that are compounds of
English dictionary words. Examples of applying the filtering functions can be
seen in Table 4.2. Some of the example entity mentions in the table are drawn
from the slide shown in Figure 4.1.
7

https://world.openfoodfacts.org

CHAPTER 4. METHODS

35

Table 4.2: Filtering functions used in this project to reduce the number of
candidates.
Filter description

Example

Ignore product mentions that are detected as L
by spaCy.

"The Alps", "Sweden", "New York"

Ignore product entity mentions that
are detected as English dictionary
words by PyEnchant.

"Total", "Shops Own", "Benefit"

One should note that while applying the filtering functions increases the
precision of the relation extraction framework, it is done at the cost of recall,
since some True product mentions are ignored.

4.5 Multimodal featurization
In this step, we extract textual and visual features to characterize relation mention candidates. We use textual features similar to those by Liu et al. 2017 but
extend them with visual features similar to those by Wu et al. 2018. Some of
the textual features are omitted (such as tokens between two entity mentions),
since entity mentions can be in different sentences in the case of richly formatted data. Other than that, as many of the features as possible are replicated.
A list of the used feature types can be seen in Table 4.3, where examples for
textual features are from the sentence "McDonald’s is a fast food company"
and examples for visual features are from Figure 2.1. The number of features
generated by each feature type can be seen in Table 4.4.
To generate feature vectors, we use a one-hot encoding of features, i.e.,
each features found in the training set is converted into a vector where the n-th
element is 1 and all other 0. For each relation mention candidate, its one-hot
encoded vectors corresponding to features are summarized. The resulting vector can be viewed as a bag-of-features. Finally, all relation mention candidate
feature vectors from the corpus are vertically stacked in a matrix, onto which
we apply tf-idf to normalize the vectors.
The run time for featurizing all 384 documents in the corpus is around 58
minutes (9 seconds per document on average).
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Table 4.3: Feature types used in this project of textual and visual modalities.
Examples for textual features are from the sentence "McDonald’s is a fast food
company" and examples for visual features are from Figure 2.1.
Feature Description

Example

Mod.

Syntactic head token
of each entity mention (EM).

HEAD_EM1_mcdonalds

Textual

Tokens in each EM.

TKN_EM2_fast

Textual

Unigrams in a 3-word
window before and
after each EM.

CTXT_EM1_AFTER_is

Textual

Bigrams in a 3-word
window before and
after each EM.

CTXT_GRAM_EM1_AFTER_is

Textual

PoS tag of unigrams
in a 3-word window
from EM.

POS_EM1_AFTER_verb

Textual

Tokens on the first
page of the document.

FIRST_PAGE_TOKEN_mcdonalds

Textual

Tokens
in
page
header (first text box
on page).

PAGE_HEADER_TOKEN_mcdonalds

Visual

Lemmas aligned left
of each EM.

LEFT_EM2_genre

Visual

Lemmas
aligned
above each EM.

ABOVE_EM2_public

Visual

Whether EMs are
horizontally aligned.

HORZ_ALIGNED

Visual

Whether EMs are
vertically aligned.

VERT_ALIGNED

Visual

Whether entity 1 is
left of entity mention
2.

EM1_LEFTOF_EM2

Visual

Whether entity 1 is
above entity mention
2.

EM1_ABOVE_EM2

Visual
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Table 4.4: Number of textual and visual features generated by each feature
type.
Feature Description

Mod.

#

Syntactic head token of each entity mention (EM).

Textual

328

Tokens in each EM.

Textual

399

Unigrams in a 3-word window before and after each EM.

Textual

4472

Bigrams in a 3-word window before and after each EM.

Textual

9928

PoS tag of unigrams in a 3-word window from EM.

Textual

64

Tokens on the first page of the document.

Textual

1157

Total

Textual

16348

Tokens in page header (first text box on page).

Visual

2245

Lemmas aligned left of each EM.

Visual

1204

Lemmas aligned above each EM.

Visual

3335

Whether EMs are horizontally aligned.

Visual

1

Whether EMs are vertically aligned.

Visual

1

Whether entity 1 is left of entity mention 2.

Visual

2

Whether entity 1 is above entity mention 2.

Visual

2

Total

Visual

6790

4.6 Dimensionality reduction
In this step, we use SVD (see section 2.4.1) to reduce the number of dimensions of the feature matrices for the training, test and validation data. It is
implemented using a "Truncated SVD"-model from the sklearn module. The
truncated version is faster than ordinary SVD, since it creates an inexact decomposition of the original matrix (see Section 2.4.2). This is suitable in this
case, since we are only interested in the decomposition corresponding to the
largest singular values. In order to avoid overfitting, the SVD is performed on
the matrix containing training data.
We start by performing an analysis of the explained variance by varying
the number of kept largest singular values n. By observing the result, which
can be seen in Figure 4.4a and Figure 4.4b, we choose to keep the 1500 largest
singular values (reduced from about 23 000). It approximately corresponds to
90% cumulative explained variance (according to the rule of thumb). In other
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words, we only consider the 1500 most informative features when performing
the relation extraction.
After having performed SVD on the training data, we project the test and
validation data onto the same space (as described in 2.4.1). Applying SVD to
the training data and projecting the test data has a total run time of 66 seconds.
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(a) Explained variance by each singular value.

(b) Cumulative explained variance from singular values.

Figure 4.4: Plots of explained variance as a function of singular values necessary for dimensionality reduction using SVD.
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4.7 Supervision and classification
In the final step of the framework, we apply labeling functions to generate
a training set, which is then used to train a logistic regression classifier for
relation mentions. To develop and evaluate labeling functions, all relation
mentions in the validation set are manually labeled as True or False relation
mentions.

4.7.1 Developing labeling functions
The first step of developing labeling functions is to inspect several documents
from the corpus, in order to determine suitable labeling functions using both
textual or visual elements. Thereafter, positive labeling functions are written, i.e., functions that indicate that a product-category pair are related (corresponding to an output of 1 or 0). In the corpus used in this thesis, this is likely
to occur when the entity mentions are vertically or horizontally aligned, or in
the same sentence. These labeling functions are then applied to the validation
set, after which falsely generated training relations are examined. Based on
these false relations, labeling functions with a negative output (corresponding
to an output of 1 or 0) are written to reduce their amount.
Following this method, we write as many labeling functions as possible,
which are evaluated on the validation set. Labeling functions are then selected
based on a few criteria. Firstly, we choose to only use labeling functions that
have an empirical accuracy on candidates in the validation set of at least around
70%. To estimate how many candidates each labeling function affect we use
the metrics described in Section 2.5.3. Furthermore, we balance the number of
positive and negative labeling functions so that when they are used to generate
a training set, more true relation pairs than false ones are generated. This
choice was based on the true and false relation distribution in the validation
set.
The resulting labeling functions and their statistics are presented in Section
5.2.

4.7.2 Applying labeling functions
Training data is generated by iterating through relation mention candidates
from all documents. Each candidate is then labeled as True or False relation
mention by applying majority voting using a chosen set of labeling functions.
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If the voting results in a neutral score of zero, the relation mention is not labeled and consequently not used for training.

4.7.3 Classifying candidates
We now describe the discriminative model that was used to extract relations
from the corpus, by classifying relation mention candidates as True or False
relations. We use a binary Logistic Regression model which is trained using
the procedure described above. The logistic regression is implemented using
sklearn. The classifier is trained using the training set generated by the labeling
functions, and its parameters are tuned using the manually labeled validation
set.
To initialize the classifier, we first perform a parameter search to find a
suitable regularization strength (defined in Section 2.6.1). This is done by
plotting the F1-score on the validation set against 100 different regularization
strengths between 0-10. After examining the resulting plot, which can be seen
in Figure 4.5, we decided to use the regularization strength = 2.
Thereafter, we train the classifier by performing stochastic gradient descent
until the loss function has converged within a tolerance ✏ = 10 4 . For our
validation set, this occurs after 10 epochs of training. The run time for training
the classifier is around 4 seconds.
Finally, with the model trained, we evaluate its performance by allowing
it to classify relation mention candidates from the test set using the measures
described in Section 2.7. To measure the extraction quality of the framework
compared to a human, the relation mention candidates in the test set have been
manually labeled.
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using the

4.8 Algorithm summary
To get an overview of the central steps and some details of the relation extraction process, pseudocode of the implemented algorithms for this thesis can be
found in Appendix A.
Algorithm 1 shows how product and category entity mentions are identified and paired to generate relation mention candidates. The matching and filtering functions we used are described in to Section 4.4. The function "C
"
(on row 19) combines all product and category mentions on each page. The
function "F
V
" (on row 26) is described in Section 4.5, and generates bag-of-features vectors that are tf-idf normalized.
Algorithm 2 shows how majority voting from hand-written labeling functions is used to generate training data labels.
Finally, Algorithm 3 shows how unlabeled relation candidates are classified. First, dimensionality reduction is applied to the training and test sets (or
validation set during parameter tuning), as described in Section 4.6. Thereafter, the L
-function from Algorithm 2 is used to generate training labels
that are used to train the logistic regression model, as described in Section 4.7.

Chapter 5
Results
We have constructed a framework for relation extraction from richly formatted
data and tested the framework on a corpus of market research documents to
extract ProductCategory relation pairs. We have identified relation mention candidates by creating a data-specific NER model, and each candidate has
been featurized by considering both textual and visual elements. Moreover, we
have written labeling functions to generate a training set of candidates without
manual labeling. The training set has been used to train a classifier that is able
to extract previously unseen relation mention pairs. Finally, we have evaluated
our framework on manually labeled validation and test sets.
In this section, the results of the relation extraction framework applied to
our validation and test sets are presented. First, the labeling functions and their
statistics on the validation set are presented. Thereafter, we examine learning
curves for our model’s training process. Finally, the framework’s performance
on the test set is presented.

5.1 Relation distribution
The distribution of inferred (training set) and actual ProductCategory
relations (validation and test set) can be seen in Table 5.1. Note that the table
contain counts of the total number of ProductCategory relation mention
pairs. The number of unique relation mention candidates can be seen in Table
5.2.
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Table 5.1: Amounts of relation mention candidates of ProductCategory
pairs in data sets. Note that the labels of candidates in the training set are
inferred from labeling functions.
Data set

True # of candidates

False # of candidates

Total

Training
(inferred)

9865

2435

12300

Validation

748

361

1109

Test

811

431

1242

Table 5.2: Amounts of unique relation mention candidates of ProductCategory pairs in data sets.
Data set

# of unique candidates

Average candidate frequency

Training
(inferred)

879

14

Validation

141

8

Test

164

8
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5.2 Labeling statistics
The statistics of the implemented labeling functions can be seen in Table 5.3.
Recall from Section 2.5.3 that:
1. Coverage: The fraction of candidates for which the labeling function
outputs a non-zero label.
2. Overlap: The fraction of candidates for which the labeling function outputs a non-zero label for and for which another labeling function outputs
the same non-zero label.
3. Conflict: The fraction of candidates for which the labeling function outputs a non-zero label for and for which another labeling function outputs
a conflicting non-zero label.
We have also considered the empirical accuracy of each labeling function
on each relation mention candidate in the validation set. Ideally, the conflict
of the labeling functions should be 0 and the overlap as close to the coverage
as possible.

5.3 Learning curves
To evaluate our model and make sure that it is able to learn from the training
set, we plot learning curves, which can be seen in Figure 5.1. The learning
curves were generated by feeding an increasing number of training samples to
the classifier while simultaneously studying the model’s performance on the
validation set. This allows us to determine how much the model benefits from
receiving more training data.
From the learning curves, we can draw a few conclusions. Firstly, we can
see that neither of the learning curves is monotonic. This is an expected consequence of noise present in the training set generated by the hand written
labeling functions. Secondly, we can see that neither of the learning curves
flatten out at the end of training, indicating that our model would be able to
improve if it was exposed to more high quality training examples.
Finally, we can note that a large gap remains between the training and validation curves, meaning that the training set does not provide sufficient information for the model to entirely learn the problem. This can be explained by
two reasons. Firstly, the labeling functions generate a noisy labeled training
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Table 5.3: Labeling functions and statistics on the validation set. Output 1
corresponds to True, 0 to Abstain and -1 to False. "Acc." denotes the empirical
accuracy.
Labeling function
description

Output

Coverage

Overlap

Conflict

Acc.

Product and category mentions are
vertically aligned.

1/0

0.67

0.51

0.12

0.69

Product is a month or
a location.

-1/0

0.044

0.010

0.041

1.0

Category is after a
slash symbol.

-1/0

0.011

0

0.011

0.69

Product and category
are in the same sentence.

1/0

0.055

0.055

0.0072

0.72

Category
appears
more than twice on
page.

1/0

0.72

0.55

0.13

0.68

Product and category
mentions are horizontally aligned.

1/0

0.18

0.17

0.023

0.72

Category mention is
not in a sentence.

-1/0

0.084

0.0090

0.074

0.70

Product mention is
not in a sentence.

-1/0

0.026

0.016

0.024

0.72

Category is after a
preposition.

-1/0

0.036

0.0036

0.036

0.73
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(a) Learning curve using all features.

(b) Learning curve using textual features.

(c) Learning curve using visual features.

Figure 5.1: Learning curves showing F1-score on the training and validation
sets as a function of an increasing number of training samples fed into the
classifier.
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Table 5.4: Quality comparison of relation extraction methods on the test set.
Method

Features

Precision

Recall

F-score

None

0.65

1.00

0.79

Logistic Regression Classifier

Textual

0.84

0.87

0.85

Logistic Regression Classifier

Visual

0.73

0.90

0.81

Logistic Regression Classifier

All

0.83

0.85

0.84

Dummy Classifier

set. Secondly, it is likely that our chosen features are likely not capturing the
complexity of the data, i.e., the signals indicating true relation mentions.
Nevertheless, we can conclude that our model is able to learn from the
training set since the F1-score on the validation set is increasing to approximately 0.87.

5.4 Relation extraction quality
The relation extraction quality measured on the test set using the metrics described in Section 2.7 can be seen in Table 5.4. Since we do not have another
classifier to compare our results against, we compare our model to a dummy
classifier, which extracts relations based on the most probable class from the
validation set. In this case, it means that all relation mention candidates are
extracted as true relations.
As can be seen in Table 5.4, the performance on the test set is lower than
on the validation set (compare Figure 5.1). This is expected since the model
was manually tuned to perform well on the validation set.
Even though visual features had a positive impact when tuning the model
on the validation set, they turned out to have a slightly negative impact on the
test set. Nevertheless, the visual features were useful when creating labeling
functions.

Chapter 6
Discussion
The results of our tested relation extraction shows that the framework works as
intended, although its reliability should be improved to become useful in the
industrial environment. In this section, we consequently discuss drawbacks
and challenges that were faced by the framework, to analyze how it could be
improved in the future.

6.1 Misidentified candidates
There were two main problems when identifying entity mention candidates.
Both of these were error sources that propagated to the relation extraction process and reduced the overall performance. These problems were:
1. Entity mentions of brands were misidentified as products
2. Ingredients or subcategories were identified as categories
Problem 1 arose since many food product companies or brands have the same
name as their product (e.g., Coca-Cola), leading to false entity linking. Consequently, candidates that contained brands misinterpreted as products were
always false, regardless of category.
Furthermore, problem 2 consisted of candidates being generated where
the category was not really a category in the context. For example, a sentence
mentioning a product containing "berries" would generate a candidate linking
the product to the "berry"-category. This source of error could partially be
solved by suitable labeling functions.
One way of overcoming both of the mentioned issues could have been to
jointly represent both entities and relations in a single model, a method which
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has been shown to yield high performance (Li and Ji 2014). This would mean
that our supervision model is not only trained to recognize relation mentions,
but also entity mentions.

6.2 Extracting multimodal features
Extracting suitable multimodal features turned out to be a major challenge for
this thesis. As seen in Table 5.4, the visual features that were used turned
out to have a negative impact on the tested relation extraction task. There
could be several reasons for this. Firstly, we were limited to using bounding
boxes of words and their coordinates as visual elements, since other visual features, such as tables and image texts, are much more difficult to extract. Moreover, some visual features, such as "aligned lemmas" (see Table 4.3) largely
increased the feature space. This leads to a more complex model, which needs
to be compensated by more training data.
Furthermore, visual features could lead to much more noise in the model,
since, many visual features are only useful in particular cases. For example,
two aligned words could be important indicators if the words are in a table or
other structure. However, in most cases of the tested documents the alignments
are by coincidence and, therefore, insignificant.
One way of improving the multimodal feature extraction could be to find
a suitable method of identifying tables, since the information stored in a table
is more predictable and less likely to be noisy. In addition to that, it could
be useful to identify bolded or colored words, since these often carry more
important meaning.

6.3 Creating labeling functions
Creating suitable labeling functions for the corpus was another challenge for
achieving high quality extraction for a number of reasons. With no manually
labeled data, the labeling functions dictate the overall performance of the extraction. It turned out to be difficult to pinpoint patterns that indicated product
and category relations on pages, since almost every document had a unique
layout and format. There were very few sentences that distinctly described
what type of category a product belonged to. Instead, the relation was something that had to be inferred from other semantic signals, a task which can be
difficult even for humans.
In addition to that, we can estimate that there were more True relation
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mentions than False ones in the training set, judging by the validation set distribution. However, we also need a balanced training set which means that we
are unable to label most training candidates as true. Consequently, there was
a trade off when choosing between a high quality training set and a balanced
training set.
One way of improving the labeling function quality would have been to
include distant supervision sources, i.e. databases such as Open Food Facts.
However, for this thesis we have deliberately chosen to not use such sources,
since they would have trivialized the labeling process. Moreover, they might
not always be available depending on the corpus domain. Furthermore, we
could have denoised our labeling functions by using frameworks such as Snorkel
(A. Ratner et al. 2017).

Chapter 7
Conclusions
In this thesis, we have managed to construct a framework for relation extraction without the use of any manually labeled data. We have also tested our
implementation by evaluating its performance on a ProductCategory relation extraction task from a corpus of market research data. We have shown
that our framework outperforms a simple baseline model.
To answer the research questions posed in the beginning of this thesis,
we can conclude that multimodal features are useful for extracting relations
from market research data. However, for multimodal features to be as useful
as textual features, it is also necessary to have enough high-quality training
data. We can also conclude that weakly supervised learning using labeling
functions has high potential, but that writing suitable labeling functions can
be difficult if there are large variations in the data set. Even if the relation
extraction framework used in this thesis is not suitable for relation extraction
in an industrial environment, it can be useful as a platform for future research
in the area.

7.1 Future work
In section 6 we have already discussed some of the challenges faced by the
framework and how the framework could be improved. Several ideas of improvement emerged while working with the corpus of market research documents, but were not implemented or tested due to the time constraints.
For instance, we noticed that market research data often contains images
of products with their corresponding product names. In many cases, product
names were never mentioned on document pages, but were instead indicated
by product images. One way of preserving image information sources could
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be by incorporating pattern recognition tools such as OCR to parse images.
Furthermore, one can note that many market research documents are speckled with numbers and statistics stored in diagrams or tables. These structures
often take different appearances. Hence, a rather complex model, for example
trained by machine learning, would be required to recognize and parse them.
However, many relation extraction tasks in the richly formatted domain would
benefit from such a model.
Finally, one thing that was not addressed in this thesis was that many relation mentions appeared several times in different contexts. These were, nevertheless, treated as independent cases. Therefore, it could be worth investigating a method for jointly evaluating identical relation mentions.
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Appendix A
Pseudocode
Algorithm 1 Generating relation mention candidates and computing their vector representations.
Input A corpus D containing input documents D = d1 , ..., di , dN . A set of entity mention matching
functions for products Mp = mp1 , ..., mpi , mpN . A set of entity mention matching functions for categories
Mc = mc1 , ..., mci , mcN . A set of entity filtering functions F = f1 , ..., fi , fN .
1: procedure C
R
(D)
2:
relations = []
. Container for relation candidates
3:
Dp = parse(D)
. Parse input documents
4:
for d 2 Dp :
. Identify entity candidates
5:
for page 2 d.pages :
6:
product_cands = []
. Container for product candidates
7:
category_cands = []
. Container for category candidates
8:
for sentence 2 page.sentences :
9:
product_cands +=
(sentence, n = 6, pos = ’PROPN’)
10:
category_canditates +=
(sentence, n = 3, pos = ’NOUN’)
11:
for product 2 product_cands :
12:
for mp 2 Mp :
. Match products
13:
if mp(product) :
14:
page.products+ = product
15:
for category 2 category_cands :
16:
for mc 2 Mc :
. Match categories
17:
if mc(category) :
18:
page.categories+ = category
19:
relation_cands =
(product_cands, category_cands) . Generate relation candidates
20:
for relation 2 relation_cands :
21:
for f 2 F :
. Filter candidates
22:
if f (relation) :
23:
relations += relation
24:
relation_matrix = []
. A matrix containing relation candidates as rows and features as columns
25:
for r 2 relations :
26:
relation_matrix += F
V
(r)
27:
return relation_matrix
Output: A matrix with rows corresponding to relation mentions and columns corresponding to features.
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Algorithm 2 Generating data training labels using majority voting from labeling functions.
Input A corpus D containing parsed documents D = d1 , ..., di , dN
with corresponding training relations Ri . A set of labeling functions ⇤ =
L1 , ..., Li , LN .
1: procedure L
(D, ⇤)
2:
Y _train = []
. Container for relation labels
3:
for di 2 D :
4:
for r 2 Ri :
5:
relationScore = 0
6:
for L 2 ⇤ :
7:
relationScore += L(r)
8:
9:
10:

if relationScore 6= 0 :
Y _train += (relationScore > 0)

. Append 1 or 0

return Y _train
Output: A list of infered labels Y _train.

Algorithm 3 Performing dimensionality reduction and classifying relations
candidates.
Input A corpus D_train with training data. A corpus D_test with test
data. A set of labeling functions ⇤.
1: procedure C
R
(D_train, D_test)
2:
train_matrix =C
R
(D_train)
3:
test_matrix =C
R
(D_test)
4:
U, ⌃, V = T
SVD(train_matrix, dimensions = 1000)
5:
train_matrix = U ⌃
. Perform dimensionality reduction
6:
test_matrix = test_matrix · V
7:
train_labels = L
(D_train, ⇤)
8:
classif ier = L
R
( = 2, tolerance = 10 4 )
9:
classif ier. (train_matrix, train_labels)
10:
return classif ier.
(test_matrix)
Output: A list of predicted labels for relation candidates.
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