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Abstract
Recent developments in Bayesian Learning have made the Bayesian
view of parameter estimation applicable to a wider range of models,
including Neural Networks. In particular, advancements in Approximate Inference have enabled the development of a number of techniques for performing approximate Bayesian Learning. One recent
addition to these models is Monte Carlo Dropout (MCDO), a technique that only relies on Neural Networks being trained with Dropout
and L2 weight regularization. This technique provides a practical approach to Bayesian Learning, enabling the estimation of valuable predictive distributions from many models already in use today. In recent
years however, Batch Normalization has become the go to method to
speed up training and improve generalization. This thesis shows that
the MCDO technique can be applied to Neural Networks trained with
Batch Normalization by a procedure called Monte Carlo Batch Normalization (MCBN) in this work. A quantitative evaluation of the
quality of the predictive distributions for different models was performed on nine regression datasets. With no batch size optimization,
MCBN is shown to outperform an identical model with constant predictive variance for seven datasets at the 0.05 significance level. Optimizing batch sizes for the remaining datasets resulted in MCBN outperforming the comparative models in one further case. An equivalent
evaluation for MCDO showed that MCBN and MCDO yield similar results, suggesting that there is potential to adapt the MCDO technique
to the more modern Neural Network architecture provided by Batch
Normalization.

iv

Sammanfattning
Nya framsteg i bayesiansk modellering har möjliggjort användandet
av ett bayesianskt synsätt på parameterestimering till ett större spann
av modeller, inklusive neurala nätverk. Framsteg inom approximationstekniker har särskilt möjliggjort utvecklingen av flera tekniker för
approximativ bayesiansk modellering. Ett nyligen föreslaget tillskott
till dessa modeller är Monte Carlo Dropout (MCDO), en teknik som
enbart kräver att neurala nätverk tränas med dropout och L2 viktregularisering. Denna teknik erbjuder en praktisk ansats till bayesiansk modellering, vilket möjliggör estimering av värdefulla prediktiva fördelningsfunktioner från många modeller som redan används
idag. De senaste åren har dock batch-normalisering etablerats som
standardtekniken för minskad träningstid och ökad generalisering. Detta examensarbete visar att MCDO-tekniken kan anpassas till neurala
nätverk tränade med batch-normalisering genom en teknik som i detta arbete kallas Monte Carlo Batch Normalization (MCBN). En kvantitativ utvärdering av kvaliteten på estimaten av de prediktiva fördelningsfunktionerna för olika modeller utfördes på nio regressionsdataset. Utan optimering av batch-storlek visade MCBN bättre resultat
än en identisk modell med konstant varians för sju dataset med signifikansnivå 0.05. En optimering av batch-storleken för de återstående
dataseten resulterade i att MCBN överträffade jämförelsemodellen i
ett ytterligare fall. En likvärdig undersökning för MCDO visade att
MCBN och MCDO ger liknande resultat, vilket talar för att det finns
potential i att anpassa MCDO-tekniken till den mer moderna arkitekturen för neurala nätverk som ges av batch-normalisering.
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Glossary
Acronyms
NN
Neural Network.
BN
Batch Normalization.
SGD Mini-batch Stochastic Gradient Descent.
BNN Bayesian Neural Network.
SRT
Stochastic Regularization Technique.
MCBN Monte Carlo Batch Normalization.
MCDO Monte Carlo Dropout.
VI
Variational Inference.
KL
Kullback–Leibler divergence.
Symbols
X
xn
Y
yn
ŷ
D
N
M
l
Wl
bl
σl
I
f ω (x)

A dataset’s input matrix, with inputs by row and features by
columns.
The n:th specific input example.
A dataset’s output matrix, with outputs by row and features
by columns.
The n:th specific output example.
A model’s output prediction.
Dataset, D = {X, Y} = {(xn , yn )}n=1:N .
N.o. examples in a dataset D.
N.o. examples in a batch in mini-batch SGD.
Layer index, l = 0, 1, ..., L, such that l = 0 is the input layer..
Weight matrix of a NN in layer l.
Bias vector at layer l of a NN.
Activation function at layer l for a NN.
Identity matrix.
A model f parameterized by ω that takes inputs x.
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Glossary

τ

θ
ω

Ω(θ)
qθ (ω)

p(ω)

T
bt
ω

A precision parameter, such that variance is be given by τ −1 I.
A set of random variables.
A model’s learnable parameters.
A model’s parameters including learnable and stochastic. In
models trained with a SRT, we express the distribution of a
model’s parameters by ω = g(θ, ).
Regularization term used in the optimization objective of a
P
model, e.g. weight decay (Ω(θ) = θ∈θ λθ ||θ||2 ).
q is a distribution function over a model’s parameters ω, parameterized by its learnable parameters θ. We use this as an
expression of an approximate posterior, optimized by VI.
p is a distribution function over a model’s parameters ω. We
will use this as an expression of the prior of a model’s parameters.
N.o. stochastic inferences in MCBN or MCDO.
The t:th sample of a model’s parameters given by the approximate posterior and sampling , where t = 1, 2, ..., T .

Chapter 1
Introduction
This thesis covers two increasingly relevant topics in Machine Learning: Neural Networks and Bayesian learning. This chapter explains
the role of these concepts in current Machine Learning research, and
explains the purpose of the thesis. Section 1.1 provides a brief history
of Neural Networks and describes the current state of the art. Section
1.2 introduces Bayesian learning, a modeling technique with attractive
features that has recently grown in practical usefulness. The purpose
of these sections is to explain the concepts such that the research question can be motivated, concluding this chapter in section 1.3. Societal
and ethical impacts of this work is discussed in section 1.4. A more
thorough technical description of these topics is given in chapter 2,
and references to related sections is given throughout this chapter.

1.1

Neural Networks: an idea that has stood
the test of time

The term Artificial Neural Network (NN) refers to a class of machine
learning models that has received an increasing level of interest in recent years. This group of models can be adapted to a wide range of
machine learning tasks, including supervised learning, unsupervised
learning and reinforcement learning. Of particular interest in this thesis are NNs for supervised learning. An overview of the architecture
of such models are given in section 2.1, and their training is discussed
in section 2.2. This section presents a brief history of NNs and an
overview of current trends.
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At the time of writing, NNs are able to achieve state-of-the-art performance in many active areas of machine learning research. As an example, one such area is Computer Vision. Since the first competition in
2010, the annual ImageNet Large Scale Visual Recognition Challenge
(ILSVRC) has established itself as the benchmark competition in this
field, letting participants compete in e.g. object detection and image
classification. The 2012 challenge marked a turning point for the type
of models that would be used by contestants in later competitions,
with a deep Convolutional Neural Network (CNN) [22] substantially
outperforming competing models1 . By 2014, all top contenders used
CNN-based models. [29]
Despite the recent attention, the ideas underlying NNs are not new.
These models are inspired by biology, with the idea of modeling a neuron mathematically dating back to 1943 [27]. Pioneering work in supervised learning includes Perceptron learning for binary classification, due to Rosenblatt in the 1950s [28]. A primitive learning rule,
perceptron learning requires linearly separable data for convergence,
a highly impractical condition for today’s applications.
Fortunately, the training of NNs has since evolved. Most modern
training has it roots in Error backpropagation (Backprop), an algorithm introduced by Werbos in 1974 [37] but gaining little recognition
until the 1980s [38]. Backprop is a technique for obtaining the gradient of a pre-specified error function for a feed forward network w.r.t.
the NN’s parameters. The simplest technique for learning utilizing the
gradient is Gradient Descent (GD). This method underlies Stochastic
Gradient Descent (SGD), a training technique utilizing mini-batches
for each training iteration that has established itself as the dominant
training method for NNs [13, pp.15,152]. [2, pp.226,241]
A particular increase of interest and development in NNs can be
traced to c. 2006. At this time, networks with deep layer structures
were difficult to train, partly due to limited computational resources.
This limited the use of NNs in practice. A breakthrough came from
greedy sequential pre-training of each layer in Deep Belief Networks
(DBNs) [16]. DBNs are generative models with several layers of latent
variables used in unsupervised learning, but these structures could be
exploited as a pre-training strategy in supervised models. These models were the first successfully implemented deep architectures, sparking a renewed interest in NN research. [13, pp.18-20,660]
1

The wining model is commonly referred to as AlexNet [13, p.454].
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Current Generation: Deep Learning

The remarkable performance of AlexNet [22] in ILSVRC2012 marks
one of the more recent breakthroughs. The demonstrated performance
established deep CNNs as go-to models for many Computer Vision
tasks2 . In fact, much of the recent attention in NNs has regarded deep
NNs, commonly referred to as Deep Learning (DL) models. Such models can be described as NNs with deep layer structures where the network learns feature representations as well as the mapping of these
representations to outputs [13, p.10].
The successful use of DL is not limited to Computer Vision. For example, NNs have been successfully applied on sequential data, with
Google using Long Short-Term Memory (LSTM) networks, a type of
Recurrent Neural Networks (RNNs), for several tasks in Natural Language Processing [13, p.18]. A notable achievement in reinforcement
learning, a deep RNN recently outperformed the best human player
in Go, a game with a state space greater than the number of atoms in
the universe [6] [30].
Despite the major innovations and the promises that recent attention in DL has generated, such models are not a universal solution to
any Machine Learning problem. To see why, we consider two other
reasons for the superior performance recently demonstrated by many
NN models - larger dataset sizes and improved computational resources
[13, pp.19-23].
Larger dataset sizes
The complexity of a NN can be measured by its n.o. parameters. In
fully connected NNs, the parameter count between two layers with
K1 and K2 units respectively are K1 (K2 + 1). In deep structures, the
total n.o. parameters are counted in the order of millions (AlexNet had
60 million parameters [22]).
Without regularization such models are highly susceptible to overfitting, unless large amounts of data is used. It has recently been estimated that as a rule of thumb, acceptable performance is achieved
with c. 5,000 labeled examples per category while human performance
require at least 10 million examples per category [13, p.20].
2

Although it had only 8 learned layers, its representational learning approach (in
contrast to feature engineering) establishes AlexNet as a deep CNN.
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Improved computational resources
Even with modern hardware, optimizing the parameters in a NN is
a time consuming procedure. SGD with variable learning rate alleviates this to a certain extent. Even so, training a large scale model to
acceptable convergence can take days (AlexNet took between 5 and 6
days to train [22]). While training is time consuming, the forward pass
operation in prediction has a favorable time complexity of O(1).

1.2

Bayesian learning

When we train a NN using standard procedures, we are implicitly taking a frequentist viewpoint of probabilities, attempting to find Maximum Likelihood (ML) or Maximum A Posteriori (MAP) estimates of
the model parameters [2, pp.23,233,277]. These terms and parameter
estimation in general is discussed in section 2.2.1. Its link to the training of NNs is covered in section 2.2.2. In short, ML estimation attempts
to find the model parameters that maximizes the conditional probability of the (training) dataset given the parameters. MAP estimation flips
the conditionality, attempting to maximize the conditional probability
of the parameters given the dataset.
A different view of probabilities is provided by the Bayesian viewpoint taken in Bayesian learning3 . The technicalities of Bayesian modeling are presented in section 2.3. To summarize, Bayesian modeling
differs from the frequentist view in that the model parameters are
marginalized by integrating over them during prediction. Such an
operation requires the conditional probability distribution of the parameters given the dataset, referred to as the posterior.4 Recent developments in Bayesian Modeling stems from improvements in approximate techniques for estimating the posterior, discussed in section 2.3.1.
Such techniques have made Bayesian model approximations applicable to a wider range of problems, including the possibility to extend
NNs into approximate Bayesian models (see e.g. [8]). [2, pp.23-24]
3

Also called Bayesian modeling.
MAP estimation yields only a point estimate of the parameters where this density function is maximized, not an expression for the full distribution.
4
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Benefits from Bayesian models

Compared to frequentist parameter estimation, the Bayesian viewpoint
has several advantages. In particular, an explicit prior distribution of
the model parameters reduces the risk of overfitting [2, p.23]. This enables the use of such models for a larger range of datasets (recall that
this was a particularly troublesome issue for deep NNs).
Bayesian models are also probabilistic, yielding a probability distribution of a prediction rather than only a point estimate. Such a distribution tells us how confident the model is in its predictions. This information could be beneficial in many cases. One application is using it
to determine if more training data should be gathered. Perhaps most
importantly however, it could be used in systems that affect human
life, such as medical applications and in autonomous vehicles (e.g. by
shifting decision making to an expert when the model is uncertain). [8,
pp.7-9]

1.2.2

Bayesian Neural Networks

Due to the popularity of NNs and the advantages of Bayesian modeling, several attempts have been made to extend NNs into Bayesian
Neural Networks (BNNs). BNNs were initially proposed in the 1990’s
and have been studied extensively since then. Such models often place
a standard Matrix Gaussian prior over the weight matrix for each layer,
and assume point estimates for the bias vectors.
Although simple to formulate, inference in BNNs is difficult [8,
p.20]. Modern BNN research therefore focuses on Approximate Inference techniques for approximating the posterior distribution, yielding
approx. BNNs. Such techniques are explained in section 2.3.1.
Methods based on Variational Inference (VI) as an Approximate
Inference technique often rely on a fully factorized approximate distribution, i.e. each weight scalar is assumed to be independently distributed. An analytical solution exists in the case of one hidden layer,
but this technique is difficult to scale to larger models. Additionally,
this approximation tends to work unsatisfactory in practice, possibly
due to the lack of correlations between weights. [8, pp.23-24]
Recent techniques have been developed to alleviate these difficulties. A model recently proposed by Graves used sampling methods to
allow the estimation of a factorized posterior to scale to larger models [14]. Graves’ model can be seen as an important step in approxi-

8
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mate BNN research since it was the first development of a truly practical technique for large-scale models and data [8, p.24]. Another recent development, Probabilistic Backpropagation (PBP) also estimates
a factorized approximation of the posterior, but is based on Expectation Propagation (EP) as an Approximate Inference technique [1].
Although these newly developed techniques do take care of some
of the problems previously encountered for approximate BNNs, they
share a common issue. The problem is that they require modifications
to the way NNs are trained, and require knowledge from practitioners
beyond that of constructing standard NNs. In his PhD thesis, Gal takes
on a different approach to approx. BNNs that relies only on methods
commonly used to build and train NNs today, thereby proposing a
highly practical approach to BNNs [8].
Practical BNNs with Monte Carlo Dropout
The model proposed by Gal is based on Stochastic Regularization Techniques (SRTs), such as dropout. Gal calls this technique Monte Carlo
Dropout (MC Dropout)5 . A technical description of SRTs including
dropout is given in section 2.1.1. As this thesis is based on Gal’s work,
a description of MC Dropout as well as its proof is given in section 2.4.
In short, Gal showed that a NN trained with a SRT such as dropout
implicitly performs the VI objective, i.e. minimization of the KL Divergence of the true posterior w.r.t. an approximate distribution. It is
therefore possible to use any NN trained with dropout as an approx.
Bayesian model. This is done by taking the mean and variance (in
addition to constant observation noise) of multiple predictions while
sampling a new dropout mask for each prediction.
Empirical evaluations of the quality of the predictive probability
distributions6 generated by MC Dropout versus other approx. BNN
techniques generally confirm the method as a competitive alternative
to specialized methods. In related work [10] [9], Gal and Ghahramani
evaluate the predictive distribution of MC Dropout in terms of Predictive Log Likelihood (PLL) (which measures uncertainty quality, see
section 3.2) and RMSE with those of PBP [1] and Graves’ VI technique
applied to NNs [14]. The evaluation is performed on ten datasets with
5

in Gal’s thesis, the model is most often called Dropout, but the alternative naming MC Dropout is used here so as to not confuse the technique with regular dropout
regularization.
6
We will refer to this as uncertainty quality.
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total example counts ranging from c. 300 to 500,000. MC Dropout
performed better than or as well as the other techniques for both measures, in all cases except one, with PBP yielding a better RMSE. It could
also be observed that ReLU activation yielded increasing uncertainty
further from the training set domain, while TanH did not. This is attributed to TanH saturating in contrast to ReLU.7
Originally introduced as DBNs, Deep GPs (DGPs) have since been
generalized to regression problems. In recent work, DGPs were formulated as Bayesian models with the aid of a number of strategies to
address scaling and complexity requirements, such that they could be
applied to larger dataset for the first time. The Approximate Inference
technique chosen was EP. In addition, the authors used GP pseudo
inputs as introduced by Snelson and Ghahramani, effectively reducing the training data set by replacing the dataset with a small number of representational pseudo points [31]. As GPs are non-parametric
models (see section 2.2.1), pseudo points are particularly beneficial for
alleviating their unfavorable time- and space complexity for prediction. [4]
The resulting DGP for regression was evaluated in terms of PLL
and RMSE on the same ten datasets that were used in [10]. The authors
compare the DGP model with a GP and several state-of-the-art approximate BNNs, among those MC Dropout, PBP and Stochastic Gradient
Langevin Dynamics (SGLD), a recent model utilizing a stochastic technique for Approximate Inference in contrast to the deterministic VI
and EP [36]. The DGP is overall superior, with MC Dropout and PBP
being outperformed. SGLD obtained satisfactory results overall, but
required more tuning than other methods. [4]
In recent work, Li and Gal attempt to mitigate the fact that VI
can sometimes severely underestimate model uncertainty8 , for MC
Dropout in particular. This was amended by α divergences. Viewing
VI and EP as two extremes of power EP, a preferred objective has been
7

The paper’s purpose was to specify the Bayesian model approximated by MC
Dropout beyond that of a general Bayesian model which Gal’s thesis showed [8]. In
fact, it turns out that MC Dropout relate to Gaussian Processes (GPs). For multilayer
NNs, the GP corresponding to MC Dropout is a Deep GP, stacking several GPs in
sequence. In this thesis however, we will only use the results of MC Dropout as a
general Bayesian model, and not discuss its connection to GPs further.
8
It is easy to realize that KL(qθ (ω)||p(ω|X, Y)) penalizes qθ (ω) for placing probability mass where the posterior has no mass, but not the other way around - see
Appendix A.
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shown empirically to lie somewhere in between. Building on recent
advances in α-divergence minimization, Li and Gal found an objective
that results in only a slightly different cost function for MC Dropout
training, demonstrating better performance overall than standard VI
on the same ten datasets used in [10]. The evaluation included the
DGP model from [4]. Noting that the DGP is the current "gold standard for Bayesian neural works [sic]", MC Dropout did perform on par
with or better than the DGP on three out of the ten datasets. [26]

1.2.3

Limitations of Monte Carlo Dropout

Although MC Dropout makes a compelling case as a method for approx. BNN modeling in several respects, it does have one significant
limitation. This limitation stems from its dependence on dropout as
a training technique. Gal does mention the possibility of using other
SRTs in his thesis, but the full proof is given for dropout only [8, pp.4142].
Why is this dependence an issue? While dropout and similar SRTs
have traditionally been ubiquitous in training of DL models [8, p.133],
a recently developed optimization method has reduced the need for
traditional SRTs. This technique is called Batch Normalization (BN)
[19], and is explained in section 2.1.1.
Mainly proposed as a method to speed up training of NNs, BN has
since its introduction seen widespread adaptation in DL literature and
in practical applications. The technique has been described as "one of
the most exciting recent innovations in optimizing deep neural networks" [13, p.317]. The ILSVRC2015 winner of the object detection
and object localization tasks was an ensemble model consisting of networks trained with BN in favor of dropout [15]. Efforts to extend BN
to applications beyond supervised learning are in development, e.g.
for RNNs [23] [5].
An interesting aspect of BN is that it includes some elements from
SRTs, in that batch statistics for each training iteration are dependent
on the randomly selected batch members. In this thesis, we therefore
ask if it is possible to adapt the MC Dropout rationale as an approx.
BNN technique to Batch Normalized NNs.

CHAPTER 1. INTRODUCTION
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Thesis purpose and objectives

MC Dropout was shown to perform well in practice and importantly
provides a practical approach to generating predictive uncertainty estimates, in a way that such information can be easily extracted by
models in use today. However, its dependence on traditional SRT approaches such as dropout limits its use in modern models. The purpose of the thesis is to bridge the gap between Gal’s MC Dropout
model to more recent advances in NN modeling due to BN.
The specific objectives of the work performed in this thesis is to
analyze if BN can be used as an approx. BNN model, analogous to
what Gal showed for dropout. The thesis has two main objectives,
each relating to a specific type of analysis. Firstly, the theory behind
MC Dropout is reviewed and compared to the modeling made by a
Batch Normalized NN. The purpose of this evaluation is to determine
whether or not the stochastic elements from BN fits the underlying
theory described for MC Dropout. Secondly, an empirical evaluation
is performed. The purpose of this evaluation is to quantify the merit
of using BN as an approx. BNN technique. This evaluation should indicate the performance of using BN to generate predictive uncertainty
estimates in practice.
The work described in this thesis can be summarized as an attempt
to answer a specific scientific question. This question can simply be
stated as follows: Can predictive uncertainty estimates be extracted from
Batch Normalized Neural Networks?

1.3.1

Contribution

To my knowledge, no attempt has been made to do the analysis performed in this thesis. It is my belief that this work, building upon earlier efforts due to Gal, will provide an important next step towards
extracting probabilistic predictions from NNs as they are currently
trained and used in practice. As with MC Dropout, a strong argument
for evaluating the merit of BN as an approximate BNN approach is
that such a model would be highly practical. If the method works, important information could be found from models already in use today,
having important implications in any application where information
about a model’s confidence in its predictions is of value.
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Follow-up paper

After the initial draft of the thesis was written, the subject was explored in depth and presented as a paper at ICML [33]. While the
technique presented in the paper is consistent with this thesis, the theory and experiments sections of the paper are more thorough. As a
substantial part of the paper is outside the scope of this thesis, the interested reader is recommended to study the paper.
Insights from the paper that are relevant to the material in this thesis are clearly referenced. In particular, this refers to discussions in
the theory Section 2.5.3. The experiments performed here are different than those performed in the paper, as the experiments in the paper
were designed with the assistance of co-authors.

1.4

Societal and ethical issues

The method proposed in this thesis is general in nature. It does not
target a specific problem, but can be used for the general case of estimating predictive uncertainty in supervised learning problems with
feed-forward NNs.
The societal implications of this work therefore depend largely on
the task for the model is applied. As mentioned, in systems affecting human life, expert intervention could help lower the risk of errors
with devastating consequences (e.g. in medical applications and in autonomous vehicles). It is important however to truly evaluate the efficacy of the proposed model’s estimates in each individual application,
to make sure that the method is actually helpful. It is easy to envision
cases where the proposed method is used to achieve some uncertainty
estimate (e.g. for marketing purposes), without really understanding
if the method works well for the particular task at hand.
It is also possible that the proposed method is used to reduce human labor through automation. In applications where the method is
deemed to generate sensible uncertainty estimates, the requirement
for human control is reduced, possibly leading to loss of jobs. Such
effects could however be mitigated by new applications made possible due to the tools presented here. Hopefully the net effect of the
added value from uncertainty estimates and increased applicability of
machine learning models is net beneficial.

Chapter 2
Background
This chapter provides a review of the theory necessary for evaluating the research question. Section 2.1 gives a brief overview of FeedForward NNs, and describes notation that will be used throughout
the thesis. Section 2.2 provides a high-level overview of different approaches to supervised learning, establishing a framework from which
the properties of different supervised learning models can be better
understood. We examine NNs using this framework, analyzing some
of their properties that will be relevant in the later review of BNN techniques. Section 2.3 covers some possible approaches to transform NNs
into Bayesian models. Section 2.4 introduces MC Dropout, a recently
developed technique that interprets NNs trained with the dropout regularization technique as approximate BNNs. Finally, section 2.5 discusses the possibility of extending the findings from section 2.4 into
NNs trained with Batch Normalization, which is the main purpose of
this thesis.

2.1

Neural Networks

Fig. 2.1 shows a schematic picture of a feed-forward NN. This is a
model with two hidden layers, taking inputs in R2 and producing outputs in R2 as well. Inputs and outputs are denoted as row vectors,
such that x = [x1 , x2 ] represents an input to the NN, and ŷ = [ŷ 1 , ŷ 2 ]
represents its predicted output. Predicted output features are denoted
by ŷ, while y denotes the true output features for a certain example.
We will assume a total of N independently sampled training examples in dataset D, such that D = {X, Y} := {(xn , yn )} where n =

13
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Figure 2.1: A fully connected, feed-forward NN with two hidden layers (gray units). Inputs and outputs are in R2 (green units). Units are
annotated with their output values. A unit’s inputs is given as a row
vector by the solid edges. The (scalar) bias term is given by a dotted
edge. For the j:th unit in layer l, the bias term is the j:th element of
P
the layer’s bias vector, bjl . Within units, (·) represents the weighted
summation of the unit’s inputs and addition by the bias term. As an
P
example, for the 1:st unit in layer 1 we get (·) = xW1:,1 + b11 , where
W1:,1 is the 1:st column in the weight matrix W1 . The activation function for layer l is represented by σl (·).
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1, ..., N . Superscripts refer to vector elements and subscripts refer to
a specific example in a dataset, such that e.g. xn refers to the input
vector of example n in D.
Layers are 0-indexed, with layer 0 being the input layer. Each solid
edge between the input- and output layers in Fig. 2.1 represents a
unit’s inputs, multiplied by a weight. Weights are summarized by
an individual weight matrix per layer. Weights used in the weighted
summation of inputs into layer l is denoted by Wl . Column j of Wl is
denoted Wl:,j , and represents the weights used in the weighted summation of inputs to unit j in layer l. The superscript in Wl:,j represents
a subset of rows and columns respectively, and we here use the symbol
":" to refer to all rows.
In Fig. 2.1, σl (·) denotes a transformation performed in all units in
layer l, often referred to as an activation function. The transformation
is performed after the weighted summation of the unit’s inputs with
the corresponding weight matrix column, and a subsequent addition
of a scalar bias term. The bias row vector for all units in layer l is
denoted by bl . As an example, in the first unit of hidden layer 1, the
transformation σ1 (·) takes as input the scalar xW1:,1 +b11 . Schematically,
in fig 2.1 we represent bl as a vector of weights multiplied by a scalar
input unit with value 1, such that the dashed edges represent the bias
vector’s values.
Often, σl (·) is designed to perform some nonlinear transformation.
ReLU layers, where σl (·) = max{0, ·}, are generally recommended for
feed-forward NNs [13, pp.174-175]. If we do not want to limit the elements of ŷ to some specific range, the transformation in the output
layer can be selected as the identity transform I(z) = z. For classification, softmax activation is often used in the output layer. Softmax is
explained in more detail in section 2.2.2.
Using this notation and assuming an identity transform in the output layer, the model in fig 2.1 will output
ŷ = σ2 (σ1 (xW1 + b1 )W2 + b2 )W3 + b3

(2.1)

Note that with this notation, all learnable parameters in a standard
feed-forward NN are given by the weight matrices and bias vectors.
We will often need to handle a set of all learnable parameters in the
model, and denote this set by ω. For the model in Fig. 2.1, the set of
all learnable parameters is given by
ω = {W1 , b1 , W2 , b2 , W3 , b3 }

(2.2)
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We can then summarize the prediction from the NN as the result of a
function f parameterized by ω operating on the input x
ŷ = f ω (x)

(2.3)

One additional consideration will be necessary in describing NNs. In
section 2.1.1 we will discuss regularization techniques, in particular
SRTs such as dropout. Such techniques introduce some random element in f . This is expressed in the parameterization by including the
randomness in ω.
In the case of dropout the randomness affects the parameterization
of the model by setting unit outputs to 0 at random (for layers where
dropout is used). This is equivalent to setting rows of the weight matrices to 0 at random. We model this in ω by introducing additional
vectors for dropout layers zl , where l is the index of a layer directly
following a layer on which dropout is applied. Each element in zl , i.e.
zlj follow a Bernoulli(1 − pl−1 ), where pl−1 is the probability of setting
a unit output to 0 in layer l − 1.
Consider applying dropout to all layers (except the output layer) in
the model in Fig. 2.1. If we let diag(zl ) denote a diagonal matrix with
the zl vector as its diagonal, we can express ω as
ω = {diag(z1 )W1 , b1 , diag(z2 )W2 , b2 , diag(z3 )W3 , b3 }

(2.4)

A specific realization of the random variable (RV) zl is denoted by b
zl .
Likewise, we describe a specific sample of ω as
b = {diag(b
ω
z1 )W1 , b1 , diag(b
z2 )W2 , b2 , diag(b
z3 )W3 , b3 }

(2.5)

To distinguish between the possibly stochastic model parameterization ω and the deterministic set of trainable model parameters, we will
always use θ to refer to the trainable parameters only. For the example
in Fig. 2.1, θ = {W1 , b1 , W2 , b2 , W3 , b3 } regardless of the NN being
trained with any SRT or not.

2.1.1

Regularization

The model in Fig 2.1 is small. As described in Chapter 1, many models
used in practice have a substantially larger number of layers and units
per layer. This makes the NN more complex by increasing the number
of trainable parameters in the network, which comes with a larger risk
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of overfitting. Several regularization techniques have been developed
in order to mitigate the overfitting problem of NNs (some of which are
also applicable to other machine learning algorithms). Regularization
are strategies designed to reduce the test error, possibly at the expense
of training error. This section presents some of these strategies that
will be of key importance for this thesis.
Weight decay
One of the simplest techniques for regularization is that of adding a
parameter norm penalty to the objective function to be minimized during training (see section 2.2.2). The most commonly used penalty is L2
parameter regularization, referred to as weight decay [13, p.230].
Weight decay adds the squared L2 norm of the model parameters
to the objective function, scaled by some constant λθ controlling the
P
2
strength of regularization for the parameter θ ∈ θ, i.e.
θ∈θ λθ ||θ|| .
This has the effect of driving the parameters closer to 0. Weight decay
also has a probabilistic interpretation. With a suitable error function,
including the L2 norm in the objective function yields a MAP estimate
of the model parameters. This is shown in section 2.2.2.
Dropout
A different class of regularization techniques are based on injecting
stochastic noise into the model. Such methods are called SRTs. Due to
the benefits gained from such techniques, they are used in almost all
modern DL models [8, p.14]. Dropout is one such technique.
Dropout has proved itself to be a powerful regularization technique in a broad family of models [13, p.258]. When dropout was
first presented it was applied to feedforward NNs and outperformed
the current state-of-the-art in both the CIFAR-10 and the ILSVRC2010
1000-class object recognition datasets [17]. Dropout is implemented as
follows, assuming a NN with L + 1 layers and applying dropout on all
layers but the output layer:
1. During training: For each SGD batch and example, randomly
suppress output (i.e. "drop out" a unit) from individual units
in layers l = 0, 1.., L − 1 (all but the output layer) with corresponding probabilities p0 , p1 ..., pL−1 (maintained during both the
feedforward and backpropagation step).
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2. After training: Scale the learned weights by multiplying Wl with
1 − pl−1 .
The effectiveness of dropout has been motivated in several ways. One
view theorizes on dropout’s similarities with nature. Dropout can be
viewed as improving the robustness of a unit by making it able to work
with a random selection of other units rather than it being dependent
on others to fix its mistakes (preventing co-adaptation) [32]. A different view from the same authors presents dropout as an ensemble
method. With dropout in a NN with n units, training is effectively
sampling from 2n possible "thinned" NNs, all sharing weights. At
inference, using a single network with the average weights from all
models works as an approximation of averaging the individual models. A third motivation of dropout recently explored extensively is that
dropout in effect performs approximate Bayesian learning [8]. This
view is described in detail in section 2.4
Dropout does not improve all aspects of training a NN. A drawback of the technique is longer training time. Training a model with
dropout takes 2-3 times longer than training an identical model without dropout [32]. This motivated the development of fast dropout as
a faster approximate alternative to dropout. In a dropout network,
given enough inputs to a unit, the summation before the activation
function can approximately be seen as a weighted sum of Bernoulli
random variables (RVs). By the central limit theorem we can therefore
approximate this sum with a univariate Gaussian distribution. For a
layer with m inputs to each unit, sampling from a Gaussian instead of
m Bernoulli RVs speeds up training by a factor m. [35]
Batch Normalization
The issue of training time was also addressed recently by a different
technique called Batch Normalization [19]. Normalizing the inputs to
a NN before training results in faster convergence [3]. BN makes use
of this fact, thereby speeding up SGD training of NNs considerably.
When introduced, BN was shown to outperform the current state-ofthe-art for the ILSVRC2012 dataset, with c. 14 times fewer training
steps than a comparative model.
BN is a differentiable transformation applied to layers with nonlinear activation functions. During training, the input to each unit is normalized by the mean and standard deviation of inputs from all train-
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ing examples in the batch. This reduces the occurrence of saturated activation functions (i.e. counteracts vanishing gradients), which leads
to faster training. During prediction, the batch means and standard
deviations are replaced by the corresponding training set statistics (or
estimates thereof). [19]
After the normalization, each batch normalized layer further includes a unit-specific scalar multiplication (scale) and addition (shift),
with learnable parameters γl and βl respectively. This restores the representational power of the network by allowing inputs to deviate from
the normalized distribution, should normalization be suboptimal.
An illustration of BN applied to the 2nd hidden layer in Fig. 2.1
is given in Fig. 2.2. In this figure, BN(Σ(·)) refers to the normalization transformation performed on the weighted sum of the 1st hidden
layer’s outputs. Let the outputs from the 1st hidden layer be denoted
by x̃. The batch normalizing layer then performs the following transformation, for each input dimension j of the 2nd hidden layer
BN(Σ(·))j := x
bj :=

(x̃W2 )j − ES [(x̃W2 )j ]
σS ((x̃W2 )j )

(2.6)

where ES [(x̃W2 )j ] denotes the mean and σS ((x̃W2 )j ) denotes the standard deviation (adjusted by a small constant  for numerical stability)
examples in the batch S, such that σS ((x̃W2 )j ) :=
q for all training

b denotes the outputs from the batch
σS2 (x̃W2 )j + . The vector x
normalizing layer, which forms the input to the scale and shift layer.
This layer performs element-wise multiplication with γ2 followed by
addition with β2 , such that the input vector to the activation function
of the 2nd hidden layer is
b
x

γ2 + β 2

(2.7)

where denotes the Hadamard (element-wise) product. The shift operation with β2 eliminates the need for a separate bias variable b.
An interesting effect of batch normalization is that it can be considered a SRT, reducing or eliminating the need for dropout and L2
regularization. This is due to the randomness in the examples selected
to make up the batch. The batch normalizing transformation (the first
new layer in Fig. 2.2) depends on which examples are picked for a
specific batch, and is therefore likely to differ between batches.1
1

Note that this randomness depends on batch size - in the limit of using batches
equal to the full training set, the transformation is deterministic.
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Figure 2.2: An illustration of BN added to the inputs to the 2nd hidden
layer in Fig. 2.1. BN is equivalent to adding two new layers (yellow
units) before the activation function. The first such layer normalizes
the weighted sum with batch mean and standard deviation denoted
by BN(Σ(·)). The second new layer scales and shifts the results with
two new parameters, γ2 and β2 respectively. Shifting the results with
β2 replaces the bias parameter of a non-BN model. After the scale and
shift operation, the 2nd hidden layer applies the activation function.
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The many flavors of supervised learning

This thesis considers the use of NNs for the purpose of supervised
learning. In supervised learning, we want to model the relationship
between some independent variables (input features) and some dependent variables (output features) 2 . In vector notation, we denote
the input features by x and the output features by y. We assume that
such a relationship exists, and that it is of the form
y = f (x) + 

(2.8)

where  is a vector of random error terms. The mean of  is 0, and
its constant covariance matrix is diagonal (so errors are independent
across output dimensions, as well as of x). [20, pp.15,16]
Supervised learning models are typically used for prediction, where
the purpose is to predict the output y∗ given a new input example x∗ .
If the output data is categorical, we refer to prediction as classification.
If the output data is numerical, the process is called regression. In addition to prediction, some supervised learning models can also be used
for inference, where the aim is to understand properties of f . Rather
than making predictions, the goal could be to understand the relationship of the output and each input feature [20, pp.17-19]. [13, pp.105106]
In this thesis, we consider using supervised NNs for prediction
only. It is conventional in NN literature to let the term inference take
the same meaning as that of prediction [8, p.18]. In line with this convention, prediction and inference are used interchangeably henceforth.

2.2.1

Types of supervised learning models

This section presents a framework with which to distinguish different supervised learning models. When discussing probabilistic approaches, we will need to introduce notation for both probability distributions of discrete RVs p(x) and density functions for continuous
RVs f (x). Unless we make an explicit distinction between such RVs
(e.g. in the difference between entropy for a discrete (Eq. A.1) and
differential entropy for a continuous (Eq. A.2) RV in Appendix A) we
2

In contrast, unsupervised learning models use datasets with no output features.
The purpose of unsupervised learning is to learn properties of the structure of the
dataset, with applications in e.g. clustering. [13, p.105]
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will use p in both cases (for simplicity, and to explicitly distinguish
probability distributions from the modeled function f ). This notation
is used throughout the thesis.
Parametric vs non-parametric models
We distinguish between parametric and non-parametric supervised
learning models. Parametric models make some assumption about
the functional form of f (Eq. 2.8). The relationship between x and y is
fully specified by a fixed set of parameters ω. As in the case of NNs described in 2.1, we make the parameterization explicit by reformulating
Eq. 2.8 as
y = f ω (x) + 
(2.9)
Non-parametric models make no such explicit assumption about the
functional form of f , thereby providing greater complexity than parametric methods. While a model with larger complexity has the potential to fit a larger range of possible shapes, the overfitting risk is
greater [20, p.23]. In addition, as the form of f is not reduced to ω,
some non-parametric methods require storing and performing calculations over the full training set during prediction, which comes at a
cost of high space- and time complexity [2, p.127].
Probabilistic approaches: Generative vs Discriminative models
In classification, a further distinction is often made between generative
and discriminative models. The aim of both approaches is to estimate
the class probabilities given an input feature vector, p(y|x). Generative models, however, either explicitly or implicitly model the joint
distribution of input features and class labels, p(x, y). This is done
by first estimating class-conditional probabilities p(x|y). The posterior
can then be found by Bayes’ theorem
p(y|x) =

p(x|y)p(y)
p(x)

(2.10)

Such models are called generative, as it is possible to sample data in
the input space from p(x|y). Discriminative models instead model
p(y|x) directly from the training data. [2, p.43]
Both generative and discriminative models are probabilistic in the
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sense that they fit predictive class probabilities to the data.3 An important property is that such models model the uncertainty in the classification. This concept of modeling uncertainty for predictions (in both
classification and regression) will be central in this thesis, and we will
refer to it as predictive uncertainty. [25, p.62]
The terms generative and discriminative models are exclusively used
for classification. The aim of producing a predictive probability is
shared however by probabilistic regression models, which estimate a
probability density function f (y|x).
Decision theory for classification models
Classification models require a decision rule (decision function) mapping from feature vectors x to the class prediction. Such a rule can be
denoted y = f (x) ∈ {1, ..., D} where D is the total n.o. classes. What
the decision rule looks like depends on the performance criterion for
the classifier. A common decision rule is that of Minimum Error Rate,
where the decision function is designed to yield the smallest possible
probability of misclassification. The Minimum Error Rate decision rule
corresponds to a decision function that predicts the class with greatest a posteriori conditional probability (the Maximum A Posteriori, or
MAP decision rule) [25, pp.30-34]
yb = argmax p(b
y |x) = argmax
y

yb

p(x|y)p(y)
p(x)

(2.11)

In cases where all a priori class probabilities are equal, the MAP decision rule is equivalent to the simpler Maximum Likelihood (ML) decision rule
yb = argmax p(x|y)
(2.12)
y

The ML decision rule can also be used when a priori probabilities are
unknown.
3

Not all supervised learning models are probabilistic. Geometric methods are
non-probabilistic approaches used in classification. Such models determine discriminant functions (mapping inputs to class labels) based on distances in the feature
space rather than class probabilities. Many such models have an equivalent probabilistic formulation however, producing the same class boundaries. [25, p.62]
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Parameter estimation for parametric models
Recall Eq. 2.9, where we assume some form of f specified by a set of
parameters ω. Parameter estimation concerns statistical methods to
specify ω given a dataset D. This is commonly referred to as model
training or learning. In this section we will develop standard optimization objectives for the parameters ω of parametric probabilistic
supervised learning models. [25, p.64]
First, we need to make the predictive distribution modeling conditional on ω. We can make the parameter dependence explicit in probabilistic models by introducing conditionality on the selected ω. For
generative classification models (and equivalent regression models),
we do this by reformulating Eq. 2.10 as
p(y|x, ω) =

p(x|y, ω)p(y|ω)
p(x|y, ω)p(y)
=
p(x|ω)
p(x)

(2.13)

For discriminative classification models (and for equivalent regression
models), we introduce the dependence immediately in the modeled
predictive distribution as p(y|x, ω).
Eq. 2.13 is a formulation of the predictive distribution of a single
example. We can express Eq. 2.13 for the full training set
QN
p(xn |yn , ω)p(yn )
p(X|Y, ω)p(Y)
p(Y|X, ω) =
(2.14)
= n=1 QN
p(X)
f
(x
)
n
n=1
Bayes’ theorem lets us express the posterior distribution over ω
p(ω|X, Y) =

p(Y|X, ω)p(ω|X)
p(Y|X, ω)p(ω)
=
p(Y|X)
p(Y|X)

(2.15)

It is worth noting that by multiplying both the numerator and denominator with p(X) (as p(X|ω) = p(X)) we can express Eq. 2.15 as
p(ω|D) =

p(D|ω)p(ω)
p(D)

(2.16)

which is sometimes done in literature.
Having expressed the posterior we can make use of the same statistical modeling techniques as those developed in the decision theory
section. In addition, we will introduce Bayesian learning.
• ML estimate: ωML = argmaxω p(Y|X, ω)
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• MAP estimate: ωMAP = argmaxω p(Y|X, ω)p(ω)
• Bayesian learning: Here, we do not use one single point estimate of ω. Instead, we make use of its posterior distribution of
ω given our dataset X, Y. This can be utilized in inference by
marginalizing over ω, thus accounting for all possible models
f ω (X), weighed by how likely they are given our observed data.
The predictive distribution for the target y∗ of a new input x∗
becomes
Z
∗ ∗
p(y |x , X, Y) =
p(y∗ |x∗ , ω)p(ω|X, Y)dω
(2.17)
ω

Being of central importance to this thesis, Bayesian learning is
discussed in more detail in section 2.3.

2.2.2

Fitting Neural Networks into this framework

Here we analyze NNs using this framework of properties of supervised learning models. This allows us to better understand what parameter selection and inference strategies such models correspond to.
NNs are parametric models
Feed-forward NNs are a complex class of parametric models. In standard models, the parameters ω consist of the set of the NN’s weights
and biases. As mentioned in section 2.1.1 the total n.o. parameters are
counted in millions in deep structures, inducing a substantial overfitting risk.
NNs are discriminative probabilistic models
Feed-forward NNs are trained by optimizing some objective function
w.r.t. the network parameters ω. Such an objective function typically
consists of at least a loss function L, which expresses the error between
the model output and the training label. It may also include other
terms, such as regularization terms. [13, pp.82,169]
For regression problems, the most common loss function is Mean
Squared Error (MSE). If we let ŷn be the prediction from our NN for
training example n, the MSE loss function is defined as
E ω (D) =

N
1 X
||ŷn − yn ||2
2N n=1

(2.18)
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Taking a probabilistic interpretation of the NN predictions, we assume
that the observations y are affected by i.i.d. Gaussian noise, i.e.
p(y|ŷ) = N (y; ŷ, τ −1 I)
= N (y; f ω (x), τ −1 I)

(2.19)

= p(y|x, ω)
and for the full training set
p(Y|X, ω) =

N
Y

N (yn ; f ω (xn ), τ −1 I)

(2.20)

n=1

Taking the negative log of Eq. 2.20, we get the minimization objective
N

Nd
Nd
τX ω
− ln p(Y|X, ω) =
ln(2π) −
ln(τ ) +
||f (xn ) − yn ||2
2
2
2 n=1
(2.21)
where d is the number of output dimensions. Since ln is a monotonically increasing function, Eq. 2.18 and Eq. 2.21 share minimization
objectives. This shows that training a NN for regression corresponds
to training a discriminative-equivalent probabilistic model (under the
assumption of Gaussian i.i.d. noise).
For classification problems, we normally use a softmax layer as the
last layer of the NN. Such a layer has both input- and output dimensionality D, equal to the n.o. classes the network is distinguishing.
Using a probabilistic interpretation, the d:th input to the softmax layer
is modeled as the log of the unnormalized probability that the example belongs to category d, i.e. ln p̃(yn,cd |xn , ω) (where p̃ represents the
unnormalized categorical probability) [13, p.184]. The softmax layer
exponentiates and normalizes the probabilities from its inputs, such
that the prediction ŷn is a probability vector. The d:th element of ŷn is
the predicted probability of training example n belonging to the d:th
category. We denote this by p̂(yn,d |xn , ω).
If we let z be the input to the softmax layer, then its d:th output is
exp(zd )
ŷd = p̂(yn,d |x, ω) = PD
d0
d0 =1 exp(z )

(2.22)

A common loss function for classification problems is softmax loss
E ω (D) = −

N
1 X
ln p̂(yn,cd |xn , ω)
N n=1

(2.23)
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where cd denotes the true label for training example n. If the training
data is sampled independently (such that the labeled class of training
example n is independent of the labeled class of any other training
example n0 ), then for the full training set
p(Y|X, ω) =

N
Y

p̂(yn,cd |xn , ω)

(2.24)

n=1

Taking the negative log of Eq. 2.24, we get the minimization objective
− ln p(Y|X, ω) = −

N
X

ln p̂(yn,cd |xn , ω)

(2.25)

n=1

The identical minimization objectives of Eq. 2.23 and Eq. 2.25 shows
that training a NN for classification corresponds to training a discriminative probabilistic model.
No weight decay yields ML parameter estimates
For regression, NN training with MSE loss (Eq. 2.18) corresponds to
maximizing training data likelihood (Eq. 2.20). In the parameter estimation section of 2.2.1 this was shown to correspond to ML estimation
of model parameters. The same holds true for classification, as NN
training with softmax loss (Eq. 2.23) also corresponds to maximizing
training data likelihood (Eq. 2.25).
Weight decay yields MAP parameter estimates
Examining the MAP estimate developed in the parameter estimation
section of 2.2.1
ωMAP = argmax p(Y|X, ω)p(ω)
ω

= argmax ln p(Y|X, ω) + ln p(ω)

(2.26)

ω

Consider a Gaussian prior p(ω) = N (0, λ−1 I). If the total number of
parameters in ω (including model weights and biases) is k, then
k
k
λ
ln p(ω) = − ln(2π) + ln(λ) − ||ω||2
2
2
2

(2.27)

This shows that including L2 weight decay in a NNs objective function
corresponds to MAP parameter estimation with a Gaussian prior.
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Extending NNs to Bayesian learning
Several approaches have been developed to modify NNs into Bayesian
models. An overview of current approaches was given in chapter 1.
In section 2.3, some general requirements are presented. Gal’s MC
Dropout technique, a recent finding showing that NNs trained with
dropout can be interpreted as approximate Bayesian NNs, is described
in section 2.4.

2.3

BNN building blocks

As was mentioned in section 1.2, a strong argument for Bayesian modeling is that this distribution contains valuable information that we
would not get using point estimates of ω. In addition, we explicitly
state our prior assumptions about the model by the prior p(ω), making the modeling less susceptible to extreme conclusions when using
small datasets (i.e. overfitting). This section describes the extension
from the probabilistic interpretation of NNs to approx. Bayesian learning models.
Let us first summarize some key derivations. We know from Eq.
2.17 that performing Bayesian inference amounts to marginalizing the
predictive distribution over the posterior distribution of ω given training data (X, Y)
Z
∗ ∗
p(y∗ |x∗ , ω)p(ω|X, Y)dω
p(y |x , X, Y) =
ω

We use Bayes’ theorem to find p(ω|X, Y). As shown in Eq. 2.15, the
posterior is modeled as
p(ω|X, Y) =
where

p(Y|X, ω)p(ω)
p(Y|X)

Z
p(Y|X) =

p(Y|X, ω)p(ω)dω

(2.28)

ω

p(Y|X, ω) differ between regression and classification models. For regression models, we showed that training a NN corresponds to training a probabilistic model under the assumption of i.i.d. Gaussian noise,
Q
ω
−1
such that p(Y|X, ω) = N
I) (from Eq. 2.20). For
n=1 N (yn ; f (xn ), τ
classification models, the predictive probability is given by the softmax
Q
outputs, such that p(Y|X, ω) = N
n=1 p̂(yn,cd |xn , ω) (from Eq. 2.24).
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Approximate Inference

Unfortunately, the posterior p(ω|X, Y) is seldom analytically tractable.
In multilayered NNs, the nonlinear dependence of the network function on ω means that an exact Bayesian treatment cannot be found.
The log of the posterior is nonconvex, corresponding to multiple local
minima in the objective function. [2, p.277]
We therefore have to rely on approximate approaches, collectively
referred to as Approximate Inference techniques. Such strategies are
useful when the required integrations to compute the posterior lack
closed-form analytical solutions, while numerical integration is prohibited by high dimensionality and the complexity of the integrand.
Approximate Inference techniques can be broadly categorized into two
classes: stochastic and deterministic approximations. Modern research
in BNNs focuses on both of these variants [8, p.23]. [2, p.462]
Stochastic techniques
Stochastic techniques are sampling-based strategies, making use of
e.g. Markov Chain Monte Carlo (MCMC) sampling. In general, such
methods have the desirable property of generating exact results given
infinite computational resources. In practice however, the computational demands required by stochastic methods often limit their use to
small scale problems. [2, p.462]
Deterministic techniques
Variational Inference (VI) is an example of a deterministic technique
for Approximate Inference. In the context of BNNs, VI is used to find
an approximation of the true posterior p(ω|X, Y). As VI is of central
importance to this thesis, a description of the technique is given here.
Variational methods deal with optimizations of functionals. While
a function can be interpreted as a mapping from its input variables to
a function value, a functional can be interpreted as a mapping from its
input functions to a functional value [2, p.462]. The Kullback–Leibler
(KL) divergence is one example of a functional. KL divergence is a
measure that estimates the difference of one probability distribution
w.r.t. a second distribution. A description of the KL divergence measure is presented in Appendix A.
In VI for BNNs, we define some approximate distribution qθ (ω)
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that we want to be as similar as possible to p(ω|X, Y). The space of
considered approximate distributions is limited by the functional form
of qθ (ω) and the chosen set of parameters θ - the goal is to find the
θ that minimizes the difference of p(ω|X, Y) w.r.t. qθ (ω), i.e. finding
argminθ KL(qθ (ω)||p(ω|X, Y)).4 As shown in Eq. A.5, this is equivalent
to maximizing the ELBO of KL(qθ (ω)||p(ω|X, Y)), i.e. finding
Z
argmax qθ (ω) ln p(Y|X, ω)dω − KL(qθ (ω)||p(ω))
θ

ω

Often, this turns out to be a simpler optimization objective than minimizing KL(qθ (ω)||p(ω|X, Y)) directly. Having found an approximate
distribution qθ (ω), we can perform approx. Bayesian inference by replacing p(ω|X, Y) with qθ (ω) in the predictive distribution derivation
in Eq. 2.17.
In the next section we evaluate a recently developed technique that
shows how VI can be performed to develop approximate BNNs. Quite
surprisingly, it turns out that a NN is equivalent to performing VI for
a Bayesian model. This means that we can use a NN trained with
dropout as a Bayesian model, by extracting a Bayesian modeled predictive distribution from such networks. This evaluation was done by
Gal in [8] and is of crucial importance to this thesis.

2.4

MC Dropout

The link between dropout and BNNs was studied shortly after dropout
was introduced as a regularization strategy. Already in the presentation of fast dropout, the authors give an alternative interpretation of
the variance induced by dropout. Recall that fast dropout was based
on approximating the summation before activation with a Gaussian
instead of a sum of Bernoulli RVs, whereby we can interpret the randomness as stemming from the weights rather than the dropout terms.
The authors show how the dropout objective under this assumption
acts as a lower bound for log evidence in a Bayesian setting, where the
optimization is performed over different models. [35]
A thorough examination of this link was recently studied by Gal
[8]. Gal shows that dropout training in a NN is approximately equiva4

In contrast, Expectation Propagation can be described as minimizing a KL divergence of reversed form [2, p.505]
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lent to performing VI for a Bayesian model. This holds if the optimization objective is set to produce MAP parameter estimates as discussed
in section 2.2.2, for both regression and classification models.

2.4.1

Proof of MC Dropout

In his proof, Gal compares the optimization objective of two models
trained with SGD. The first model is a general Bayesian model where
VI is used for the posterior estimation. The second model is a NN
trained with dropout. In both cases, training corresponds to maximizing an unbiased stochastic estimator of the ELBO for the KL divergence which, as shown in Appendix A, is equivalent to minimizing the
KL divergence of the true posterior w.r.t. an approximate distribution.
For completeness, a summary of Gal’s proof is given here. Appendix B.1 shows how the gradient of the ELBO in a general Bayesian
model w.r.t. the model parameters is obtained. Appendix B.1.1 shows
how SGD iteratively maximizes the ELBO. Appendix B.2 shows the
gradient derivation for a single hidden layer NN trained with dropout
and links this to the results from Appendix B.1. Finally, appendix B.3
shows that including L2 weight regularization in the dropout NN objective approximately corresponds to optimizing the ELBO in a general Bayesian model, if the number of units in the hidden layers are
large. The implied prior distribution over weight parameters are independent zero-mean Gaussians for weight matrix rows, each such row
representing outgoing weights from a specific unit.
The proof presented are derived for a single hidden layer NN regression or classification model, but the result extends to other cases.
The proof itself allows for different dropout probabilities for different
layers. The extension to multiple hidden layers is trivial. Once the
model is trained, predictive mean and variance is given by performing multiple stochastic forward passes [8, pp.44-48]. This is described
in section 3.1.1.
For CNNs, dropout has traditionally been applied only to the fully
connected layers at the end of the model. This can be seen as a deterministic transformation of the features before feeding the data into
a BNN, although Gal shows that dropout can be implemented with
benefit in the convolutional layers too, with pooling seen as non-linear
transformations [8, pp.54-55]. Gal evaluates CNNs on the MNIST and
CIFAR-10 datasets. Standard dropout with weight averaging (i.e. with-
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out sampling multiple stochastic forward passes) performed better if
dropout was applied to the fully connected layers only. Applying
dropout to every weight layer and using repeated stochastic forward
passes for prediction (MC Dropout inference as in in section 3.1.1) obtained the lower test errors. Gal also shows that the results hold for
RNNs [8, pp.55-58].

2.5

MC Batch Normalization

One limitation of the MC Dropout model in section 2.4 is its dependence on dropout as a SRT. Gal does mention the possibility of using the techniques developed in his dissertation with other SRTs than
dropout, such as multiplicative Gaussian noise or dropConnect [8, p.42].
Such models are consistent with the proofs of MC Dropout given in
Appendix B.1 and B.2. However, a full proof of showing (approximate) correspondence to a Bayesian model would also require showing that there exist a prior corresponding to the NN objective function.
This is only shown for dropout (summarized in Appendix B.3).
The possibility of adapting the techniques from MC Dropout to alternative SRTs is intriguing. As mentioned in section 2.1.1, BN is a
newer NN architecture than dropout, which in addition to having the
benefit of faster training also makes the use of dropout less important.
Since its introduction, BN has had a large impact on how modern NNs
are trained.
This thesis attempts to evaluate whether predictive uncertainty can
be extracted from Batch Normalized models, similarly to how MC
Dropout can be applied to models trained with dropout. In this section
we therefore attempt to adapt the ideas from the MC Dropout model
to NNs trained with BN. For simplicity, we will call the use of MC
Dropout principles on NNs trained with BN (and BN exclusively, i.e.
without dropout or other SRTs) MC Batch Normalization (MCBN).
If we try to reconcile MCBN with Gal’s proof for MC Dropout,
there are three conditions that need to hold for MCBN to be truly motivated as an approximate BNN. Each of these conditions are discussed
in turn.
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Condition 1: Model the randomness

Eq. B.5 shows that a requirement for a SRT to induce an approximate
BNN is that the stochastic model selection can be expressed by a function g(θ, ). Here, θ is the set of learnable model parameters, while  is
one or more RVs that can be sampled to models the randomness in the
selected SRT. Eq. B.14 shows that this is the case for a model trained
with dropout.
We consider an example regression model that is similar to the single hidden layer NN used in the proof of MC Dropout, but with BN
used as a SRT instead. We look at a single hidden layer NN trained
with BN applied to the hidden layer only (as the activation function
of the output layer is the identity transform). In such a model, the
prediction of a single training example input x is given by
!



1
ŷ = f ω (x) = σ1
xW1 − ES [xW1 ]
γ 1 + β1 W 2
σS (xW1 ) | {z }
|
{z
} scale and shift
batch normalization

(2.29)
with notation identical to that used for Eq. 2.6 and 2.7. Note that the
learnable parameters in this model are of two types. One set of parameters is trained with SGD and include W1 , W2 , γ1 , and β1 . The NN is
also parameterized by E[xW1 ] and σ(xW1 ), however for these parameters the training data population values (or estimates of these values)
are used for inference after training. We could therefore express the
entire set of learnable parameters as
θ := {W1 , W2 , γ1 , β1 , E[xW1 ], σ(xW1 )}

(2.30)

What would ω = g(θ, ) look like for such a model? Note that the
stochastic element in a NN trained with BN comes from each batch
being selected randomly from the full training dataset. We could let 
represent a set of sample indices selected at random (without replacement) from the training data. Let the batch size be M , and the size of
the training data be N . We define  := S, where S is a collection of M
unique indices sampled from {1, ..., N }. This would yield
ω := {W1 , W2 , γ1 , β1 , ES [xW1 ], σS (xW1 )}

(2.31)

The only stochastic element in this model is S. All other transformations of the input x are deterministic and fully specified by the model
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parameters in θ. It is easy to see that this holds for multiple Batch
Normalized layers as well, as mean and standard deviation vectors
for inputs to subsequent batch normalized layers make use of S and
parameters from previous layers.
Analogous to how we in MC Dropout can model the randomness
by sampling dropout masks for each layer from Bernoulli distributions, for MCBN the randomness can be represented by sampling a
set of indices for the batch S.

2.5.2

Condition 2: Independent sampling of RVs per
training example

There is a fundamental difference in how dropout and BN are applied,
stemming from the fact that dropout masks are sampled uniquely for
each example in a training batch while batch mean and variance in BN
are the same for all examples in a batch. Specifically, note in optimizing
the objective of a general Bayesian model (Eq. B.5) and MC Dropout
(Eq. B.14) we take an individual sample of i per training example in
the batch. This does not correspond to BN where the dropout mask
only differs between batches. In addition, as SGD is performed over
epochs of the entire training set, p() differs between batches within a
certain epoch (since S is sampled without replacement of all training
data within an epoch).
Do these limitations matter in practice? This depends on how far
off the trained parameters of a batch normalized NN are, compared
to an identical NN where batch members S are sampled individually
for each training example in the batch. In such a model, we would
expect the distribution of each training example’s batch members over
all epochs to be uniform at the time of convergence. Over a large number of epochs, this distribution is expected to be uniform in a standard batch normalized NN as well. It is therefore possible that a large
number of epochs mitigate this issue somewhat. A lower learning rate
could also make this effect less of a concern, since a large n.o. epochs
has no benefit if it only leads to the fitted parameters remaining close
to a previously found local optima (or an overfitting of the model),
rather than go to the optima that would be achieved if batches were
sampled uniquely for each training example.
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Condition 3: Identify a prior corresponding to
the regularization term

For a full motivation of MCBN as an approximate BNN, it is necessary
to show that there exist a prior over the model’s learnable parameters θ
that corresponds to weight decay (or some other chosen regularization
term).
A special case of this correspondence is achieved when the training
dataset is large enough. From the VI objective in Appendix Eq. B.5, we
see that the contribution of the KL divergence term reduces with the
size of the training dataset. Thus, in the case of a large dataset, the objective is reconciled for any prior given a small enough (or nonexistent)
regularization term for the NN.
The requirement of a large training dataset is not always fulfilled,
however. With a NN trained with weight decay in such cases, the
required condition amounts to reconciling Appendix Eq. B.15. For
dropout NNs with weight decay regularization, this was shown by
Gal with the proof summarized in Appendix B.3. Weight decay for
BN was also explored in the continued work of this thesis [33]. We
found that a reconciliation could only be made under some simplifying assumptions: no scale and shift applied to BN layers, uncorrelated
units in each layer, BN applied on all layers, and large training dataset
and batch size.
In the following evaluation we use no simplifying assumptions on
the use of BN, regardless of dataset size. We evaluate whether MCBN
produce sensible uncertainty estimates by evaluating the uncertainty
quality empirically on a total of nine different regression datasets. This
evaluation is described in the next chapter.

Chapter 3
Method
This chapter contains a description of the experiments performed with
the aim of evaluating the merit of MCBN empirically. In section 3.1, it
is shown how the predictive distribution in terms of a predictive mean
and variance is estimated in MC Dropout and MCBN. With these estimates in place, some measure is needed in order to evaluate the uncertainty quality of a probabilistic model. The experiments performed
here are based on two such measures, PLL and CRPS. These metrics
are presented in section 3.2. Nine datasets are used in the evaluation,
presented in section 3.3. A thorough description of the experiment
procedure and its rationale is given in section 3.4.

3.1

Predictive uncertainty evaluation

A total of nine regression datasets is used in the evaluation, presented
in section 3.3. For each dataset, an MCBN model is trained and the predictive distribution is subsequently evaluated on held out test data. In
order for such an evaluation to be possible, we need an expression of
MCBN’s predictive distribution for the test examples. In short, the first
and second predictive moments is achieved by taking the mean and
variance of predicted values from multiple stochastic forward passes
through the trained network1 . This section explains the details of estimating this distribution.
1

With the addition of variance from Gaussian observation noise to the predictive
variance.
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Predictive distribution

As shown in Eq. 2.17 and later discussed in section 2.3.1, if the true
posterior distribution p(ω|X, Y) is intractable, an approximation qθ (ω)
can be used in its place, such that
Z
∗ ∗
p(y |x , X, Y) =
p(y∗ |x∗ , ω)p(ω|X, Y)dω
Zω
(3.1)
∗ ∗
≈
p(y |x , ω)qθ (ω)dω
ω

Gal showed how SGD training of a dropout NN implicitly sets θ to
make qθ (ω) similar to p(ω|X, Y), and we have reasoned about the possibility of adopting this view for NNs trained with BN too. Assuming
that this viewpoint is sound for BN models too, this section shows how
the mean and variance of the predictive distribution for a new input
x∗ is estimated after training.
For regression models, the estimated first two predictive moments
can be found through moment matching of the predictive mean and
variance. Note that in this section we don’t assume any particular predictive distribution function (which is not necessarily unimodal), only
the first two moments. This section summarizes the corresponding
derivations in Gal [8, pp.45-46].
Predictive mean
Denote the (approximate) predictive distribution by
Z
∗ ∗
qθ (y |x ) =
p(y∗ |x∗ , ω)qθ (ω)dω

(3.2)

ω

where we denote the new input vector by x∗ and the model’s prediction by y∗ . Recall from Eq. 2.19 that we assumed i.i.d. Gaussian noise
in regression, with precision parameter τ . The expected value of y∗
under qθ (y∗ |x∗ ) can then be expressed as
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∗

Z

y∗ qθ (y∗ |x∗ )dy∗
Z
Z

∗
y
p(y∗ |x∗ , ω)qθ (ω)dω dy∗
=
∗
ω
Zy
Z

=
y∗
N (y∗ ; f ω (x∗ ), τ −1 I)qθ (ω)dω dy∗
∗
Zy  Z ω

=
y∗ N (y∗ ; f ω (x∗ ), τ −1 I)dy∗ qθ (ω)dω
y∗
Zω
f ω (x∗ )qθ (ω)dω
=

Eqθ (y∗ |x∗ ) [y ] =

y∗

(3.3)

ω

= Eqθ (ω) [f ω (x∗ )]
We use MC integration to estimate Eqθ (ω) [f ω (x∗ )]. If we let T denote
the n.o. samples of ω taken, we get the following estimate of the mean
T
1 X ωb t ∗
ω
∗
e
Eqθ (ω) [f (x )] ≈ Eqθ (ω) [f (x )] :=
f (x )
T t=1
ω

∗

(3.4)

This corresponds to taking the sample mean of y∗ from T stochastic
inferences of y∗ = f ωb t (x∗ ). The NN’s stochastic variables ω are sampled independently for each such inference. In MCBN, this amounts
to sampling a batch from the training data and updating the BN units’
means and std. deviation parameters with values corresponding to the
batch, before each inference (the same way as is done during training).
Predictive variance
We denote the predictive covariance matrix of y∗ as σ 2 (y∗ ). Using the
approximate predictive distribution, we find that
σ 2 (y∗ ) = Eqθ (y∗ |x∗ ) [y∗| y∗ ] − Eqθ (y∗ |x∗ ) [y∗ ]| Eqθ (y∗ |x∗ ) [y∗ ]

(3.5)
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where
∗| ∗

Z

y∗| y∗ qθ (y∗ |x∗ )dy∗
Z
Z

∗| ∗
y y
=
p(y∗ |x∗ , ω)qθ (ω)dω dy∗
∗
Zy  Z

=
y∗| y∗ p(y∗ |f ω (x∗ ))dy∗ qθ (ω)dω
∗
Zω  y
=
Covp(y∗ |f ω (x∗ )) (y∗ )
ω

∗ |
∗
+ Ep(y∗ |f ω (x∗ )) [y ] Ep(y∗ |f ω (x∗ )) [y ] qθ (ω)dω
Z 

−1
ω
∗ | ω
∗
=
τ I + f (x ) f (x ) qθ (ω)dω

Eqθ (y∗ |x∗ ) [y y ] =

=τ

y∗

ω
−1

(3.6)

I + Eqθ (ω) [f ω (x∗ )| f ω (x∗ )]

which we approximate by MC integration with T samples
T
1 X ωb t ∗ | ωb t ∗
∗| ∗
−1
e
Eqθ (y∗ |x∗ ) [y y ] = Eqθ (y∗ |x∗ ) [y y ] := τ I +
f (x ) f (x )
T t=1
(3.7)
Incorporating results from the derivation of the predictive mean (Eq.
3.4), the predictive variance can be approximated by
∗| ∗

σ
e2 (y∗ )
:=τ

−1

=τ

−1

T
T
T
1 X
|  1 X

1 X ωb t ∗ | ωb t ∗
bt
ω
∗
I+
f (x ) f (x ) −
f (x )
f ωb t (x∗ )
T t=1
T t=1
T t=1
T
1 X ωb t ∗ | ωb t ∗
eq (ω) [f ω (x∗ )]| E
eq (ω) [f ω (x∗ )]
I+
f (x ) f (x ) − E
θ
θ
T t=1

(3.8)
where the last two terms make up the sample variance of y∗ , taking T
stochastic inferences of y∗ = f ωb t (x∗ ). As was the case for the predictive
mean, in MCBN this amounts to taking the variance of T inferences,
each preceded by updating the BN units’ statistics with values from a
batch sampled from the training data. Variance from constant observation noise (τ −1 I) is added to make up the predictive variance.
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Uncertainty quality metrics

The two measures used for evaluating uncertainty quality for all models and datasets are Predictive Log Likelihood (PLL) and Continuous
Ranked Probability Score (CRPS). These are presented below. All evaluations are based on taking the average of these metrics on test data.

3.2.1

Predictive Log Likelihood

PLL is a widely used measure of predictive accuracy, closely related to
ML estimation of model parameters (see section 2.2.1) [7]. The measure (or its negative) is also called Negative log predictive density, Negative log likelihood, Test log likelihood or Ignorance score [18] [8, p.47]. This
measure was used by Gal as the main method for evaluating the quality of the predictive distribution from MC Dropout regression models.
The PLL for a test example is the log of the predictive density function evaluated at the test value [8, p.47]. Consider a given test example
(x∗ , y∗ ). The PLL of this example is defined as
PLL(x∗ , y∗ ) = ln p(y∗ |f ω (x∗ ))
≈ ln

T
1X
p(y∗ |f ωb t (x∗ ))
T t=1

(3.9)

T
1X
= ln
N (y∗ |f ωb t (x∗ ), τ −1 I)
T t=1

Ideally, we would like the predictive distribution to be narrow and its
mean corresponding to the test value y∗ . A mean not centered on y∗ ,
or a wide predictive distribution is detrimental for PLL. Note that PLL
is unbounded, i.e. PLL(x∗ , y∗ ) ∈ (−∞, ∞), where PLL(x∗ , y∗ ) → ∞ if
eq (ω) [f ω (x∗ )] → y∗ and τ −1 I → 0. Therefore a greater PLL measure
E
θ
is better. Also note that PLL makes no assumption of the form of the
predictive distribution (other than i.i.d. Gaussian noise).
While the PLL is popular and simple to calculate, the measure does
have some shortcomings. Note that the PLL only accounts for the predictive density function at the observation. Concerns have also been
raised about its sensitivity to outliers [7]. For this reason, in the evaluations in this thesis PLL is used in conjunction with the CRPS measure.
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Continuous Ranked Probability Score

In contrast to PLL, CRPS is a measure that takes into account the full
predictive distribution. While CRPS is defined for the univariate case
y = y ∈ R, extensions to multivariate target variables such as the
Energy score exists [12]. The experiments in this thesis will only consider univariate target variables, so only CRPS is considered. It can
be evaluated analytically if we assume that the form of the predictive
distribution is Gaussian.
Let F (y) be the cumulative predictive distribution function (CDF),
such that
Z y
eq (ω) [f ω (x∗ )], σ
N (y; E
e2 (y ∗ ))dy
(3.10)
F (y) =
θ
−∞

The CRPS is then defined as
∗

∗

Z

∞

CRPS(x , y ) =
−∞

2
F (y) − 1(y ≥ y ∗ ) dy

(3.11)

where 1(y ≥ y ∗ ) = 1 if y ≥ y ∗ and 0 otherwise [12].
We can interpret the CRPS as the sum of the squared area between
the CDF and 0 where y < y ∗ , and the squared area between the CDF
and 1 where y ≥ y ∗ . While the upper bound of the CRPS is ∞, note
eq (ω) [f ω (x∗ )] → y ∗ and σ
that CRPS(x∗ , y ∗ ) → 0 if E
e2 (y∗ ) → 0. Therefore
θ
a smaller CRPS measure is better.
Note that for CRPS we assume a Gaussian univariate predictive
distribution. Using the estimated mean and variance, for a new input
x∗ , the predictive distribution is therefore assumed to be
eq (ω) [f ω (x∗ )], σ
p(y∗ |x∗ , X, Y) ≈ N (y∗ ; E
e2 (y∗ ))
θ

(3.12)

We can motivate this assumption by showing that the form of p∗ can
be approximated by a Gaussian for each output dimension (for regression). We assume bounded domains for each input dimension,
wide layers throughout the network, and a unimodal distribution of
weights centered at 0. By the Liapounov CLT condition, the first layer
then receives approximately Gaussian inputs (a proof can be found
in [24]). Having sampled the BN units’ means and std. deviations
from a mini-batch, each BN unit’s output is bounded. CLT thereby
continues to hold for deeper layers. A similar motivation for a Gaussian approximation of Dropout has been presented by [35].
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Table 3.1: Properties of the nine regression datasets used to evaluate
MCBN. N refers to the dataset size and Q refers to the n.o. input
features. Only one output feature was used. In cases where the raw
datasets contain more than one output feature, the feature used is specified by the column Output Feature.
Dataset name
N
Q Output Feature
Boston Housing
506
13
Concrete Compressive Strength 1,030 8
Energy Efficiency
768
8 Heating Load
Kinematics 8nm
8,192 8
Naval Propulsion
11,934 16 Compressor decay
Power Plant
9,568 4
Protein Tertiary Structure
45,730 9
Wine Quality (Red)
1,599 11
Yacht Hydrodynamics
308
6

3.3

Datasets

Using the measures described in section 3.2, we evaluate the quality
of the predictive distribution derived from MCBN empirically. To this
aim, nine datasets are used. All datasets are sourced from the UCI Machine Learning Repository [34], except for Kinematics 8nm which was
gathered from the Delve datasets [11]. As these datasets were used in
Gal’s MC Dropout thesis [8, 71-75], as well as in related work [1] [10]
[4] [26], they were selected for this thesis to enable a comparison of the
results.2 Table 3.1 provides an overview of some properties for each
dataset.

3.4

Experiments

Gal showed that a NN trained with dropout can be used to estimate
a predictive distribution by taking T stochastic forward passes to estimate predictive mean (Eq. 3.4) and predictive variance (Eq. 3.8). While
we related the theory behind MC Dropout to MCBN in section 2.5, an
2

In addition to the nine datasets used in this thesis, Gal also used a the substantially larger regression dataset Year Prediction MSD with N = 515, 345. Due to limits
in computational resources, this dataset is not used for this study.
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equally rigorous theoretical treatment of MCBN as what Gal did for
MC Dropout lies beyond the scope of this thesis.
What we do instead is to use the measures of predictive quality
(section 3.2) on the datasets presented in section 3.3 in order to empirically examine MCBN. In this section, we present an experiment
procedure that attempts to perform this empirical evaluation. When
discussing models to be evaluated in section 3.4.1, the aim is to compare these models in terms of PLL and CRPS on test data. In addition
to PLL and CRPS, which measure the quality of the predictive distribution, Root Mean Squared Error (RMSE) is also included in the analysis
as a measure of prediction accuracy.
The experiments are set up in a similar way as in Gal [8, 71-75].
The major differences are that we use grid search instead of Bayesian
optimization for λ, that τ is optimized empirically instead of analytically, the additional evaluation metric CRPS and a comparison of the
evaluation metrics to Constant Uncertainty baseline metrics described
in the next section.

3.4.1

Compared models

Recall that the predictive mean and variance for a NN trained with
some SRT was given by
T
X
eq (ω) [f ω (x∗ )] := 1
E
f ωb t (x∗ )
θ
T t=1

σ
e2 (y∗ ) := τ −1 I +

T
1 X ωb t ∗ | ωb t ∗
eq (ω) [f ω (x∗ )]| E
eq (ω) [f ω (x∗ )]
f (x ) f (x ) − E
θ
θ
T t=1

(3.13)
b t for t = 1, 2, ..., T comes from sampling from the distriThe samples ω
bution of ω in a trained NN. For MC Dropout, this amounts to sampling dropout masks in a NN trained with dropout before each inference. For MCBN, this amounts to sampling a batch and updating the
BN units with values from that batch, before each inference.
One comparison performed in this thesis is that between MCBN
and MC Dropout. The reason for making this comparison is that MC
Dropout plays the role of a reference approx. BNN to which we can
relate the results of MCBN. Comparable results would speak in favor
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of MCBN yielding qualitative predictive uncertainty estimates. We
will refer to these models as MCBN and MCDO respectively.
It is important to note that differences in PLL and CRPS between
MCBN and MC Dropout can stem from the fact that the underlying
models are different. While the NN architecture is identical for different models in all datasets (with the exception of hyperparameters
and the Protein Tertiary Structure Dataset - see table 3.2), we would not
expect a model trained with BN to yield the same predictions as an
otherwise identical model trained with dropout. It would be incorrect
to assume that MCBN is superior to MC Dropout just because the PLL
and CRPS are better for any dataset, or vice versa. This could simply
stem from the fact that training a specific NN with a specific SRT happened to be favorable for that particular dataset. Formulated differently, the predictive means of MCBN could be better than MC Dropout
to the extent of making up for worse predictive variances, or vice versa.
As mentioned in section 2.1.1, BN has a tendency to speed up training
while dropout has the opposite effect, making it difficult to draw conclusions between a sole comparison between MCBN and MC Dropout.
This difficulty motivates the introduction of two alternative models, which we will refer to as CUBN and CUDO (Constant Uncertainty
BN and DO respectively). These models are identical to MCBN or
MCDO, with the exception that their predictive variances are constant,
i.e. σ
e2 (y∗ ) := τ −1 I (optimized on validation data). Rather than comparing the predictive distribution quality of MCBN with that of MC
Dropout, these models allow us to determine to what extent the inputspecific predictive variance from sampling ω improves on (or possibly
degrades) comparative models with constant variance. If the modeled
variance is sensible, an improvement over the baseline should be observed.
This will be our main method of evaluating uncertainty quality.
Taking this approach, we are less concerned with the relative performance of MCBN compared to MCDO. We could just as well compare
MCBN to any other approx. BNN method. What we are concerned
with is mainly the uncertainty quality improvement of MCBN versus
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CUBN. To this aim, we define the following metrics:
MCBNPLL∆ := MCBNPLL − CUBNPLL
MCBNCRPS∆ := −1 ∗ (MCBNCRPS − CUBNCRPS )
MCDOPLL∆ := MCDOPLL − CUDOPLL
MCDOCRPS∆ := −1 ∗ (MCDOCRPS − CUDOCRPS )
averaged over all test splits. For all of these metrics, 0 corresponds to
the same uncertainty quality as the baseline and larger is better.3
If MCDOPLL∆ and/or MCDOCRPS∆ is particularly large for some
dataset, we would expect the same to be true for MCBN if the variance
modeling is similar. Similar results would speak in favor for MCBN to
be an approx. BNN with similar properties as MCDO.
Lastly, we also compare the results with standard BN and dropout
NNs which are given constant observation noise τ −1 I (optimized on
validation data). We refer to these models as BN and DO respectively.
The reason for including these models in the experiment is that the
prediction from the MC-models differ from the standard models. It
eq (ω) [f ω (x∗ )] 6= f ω (x∗ ), where f ω (x∗ ) is the prediction of
holds that E
θ
a standard NN, both for BN and dropout-based NNs. By including
standard BN and DO, we can determine if taking multiple stochastic
forward passes improves on or degrades prediction accuracy in terms
of RMSE as compared to standard models. In addition, this lets us
gain insights into whether better or worse PLL and CRPS metrics are
due to differences in RMSE, or if the input-specific predictive variance
actually models the data in a beneficial way.
The different models used in the analysis and how they are denoted
in the text is summarized below. For all models, τ is optimized to
maximize PLL on validation data.
• MCBN: A NN trained with BN, with predictive mean and variance based on sampling batches analogous to dropout sampling
in MC Dropout (see section 2.5).
• CUBN: A NN identical to MCBN (i.e. same predictive mean) but
with predictive variance only from τ .
• BN: A NN trained with BN, with predictive variance only from
τ.
3

Since larger is better for raw PLL and lower is better for CRPS, the −1 coefficient
on the r.h.s. of the CRPS metrics is added such that larger is better for all ∆ metrics.
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• MCDO: The approx. BNN presented by Gal [8]. A NN trained
with dropout, with predictive mean and variance based on sampling dropout masks (see section 2.4).
• CUDO: A NN identical to MCDO (i.e. same predictive mean)
but with predictive variance only from τ .
• DO: A NN trained with dropout, with predictive variance only
from τ .
In addition to this naming, we will refer to MCBN, CUBN and BN
collectively as BN-models. MCDO, CUDO and DO will be referred to
collectively as DO-models.

3.4.2

NN architecture

The NNs used in the evaluation match the models that Gal used for
the same datasets in his MC Dropout evaluation [8, pp.71-72]. While
the data preprocessing (though not the exact dataset splits) and the
NN architecture are identical to those in Gal’s thesis, the evaluation
procedure has been modified in order to be better suited for this study.
Some properties are shared across all models and datasets. All
models have 2 hidden layers, with the n.o. units per hidden layer
being shown in table 3.2. ReLU activation functions were used for the
hidden layers, and no activation function was applied to the output
layer. For dropout-based models, dropout was applied to the inputand hidden layers with the dropout probabilities being shown in table 3.2. For BN-based models, BN was applied to the input- and hidden layers with  = 0.001. For the MC-based models (MCBN, CUBN,
MCDO and CUDO), T = 500 i.e. all predictions were based on taking
500 stochastic forward passes.4
Both input and output feature vectors were normalized prior to
training (results in chapter 4 are shown after denormalizing predictions). Batch size was always in an initial evaluation, but later varied
for some datasets due to the batch size’s effect on the approximate posterior (see section 3.4.4). A remaining n.o. examples < 32 before the
end of an epoch were discarded. All models were trained with the
4

This differed from Gal’s thesis where T = 50, which was deemed as a large
enough n.o. samples. Since this thesis is not concerned with MCBN’s sensitivity to
T , a larger sample was taken to lower the risk of sample size affecting the results.
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Adam optimizer using a learning rate η of 0.001. The objective function was MSE loss with weight decay regularization.
For all datasets 20 random splits of the data into 10% test- and 90%
training/validation sets were taken, except for Protein Tertiary Structure where only 5 splits were taken (due to the larger dataset size).
The training/validation sets were further split into 20% validationand 80% training data. For each dataset and split, the training and
validation sets were used to select the λ and τ hyperparameters (see
section 3.4.3). λ is the scalar for the weight decay component where
only weight matrices were regularized (see section 2.1.1).

3.4.3

Hyperparameter selection

Before the test set evaluation, a λ and τ hyperparameter selection was
made for each dataset and model. This section describes the procedure
for each hyperparameter.
Weight decay coefficient λ
For each dataset and model, a grid search strategy was used to select
λ. The grid search was performed with λ ∈ [1.0, 1.0−15 ] in intervals of
factor 10. The n.o. splits used in the grid search (out of the original
20, or 5 in the case of Protein Tertiary Structure) end epochs used in the
optimization of λ is given in table 3.2, as is the n.o. epochs that the
model for each split was trained for. The λ with the lowest validation
RMSE averaged over the splits was chosen for each dataset.
It should be noted that for the MC-based models, the MC- and CUvariants make the exact same predictions (e.g. MCBN and CUBN only
differ in predictive variance). Thus the same λ was selected for the
MC-based models using the same SRT (BN or dropout).
Observation noise precision τ
τ was chosen on the basis of maximizing validation PLL, where each
model used the λ selected previously by grid search for each dataset.
Note that τ does not affect model training, as it is only used in the
estimation of predictive variance. This made it possible to evaluate
validation PLL for different τ using pre-trained models. Compared to
the selection of λ, this allowed for a larger n.o. splits and epochs to
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K
Dropout
50 0.05
50 0.01
50 0.05
50 0.05
50 0.05
50 0.005
100 0.005
50 0.05
50 0.01

M
32
32
32
32
32
32
32
32
32

Splits
5
5
5
5
5
5
2
5
5

λ
Epochs
80
80
80
80
80
80
40
80
80

Splits
20
20
20
20
20
20
5
20
20

Epochs
400
400
400
400
400
400
200
400
400

Test
Splits Epochs
20
800
20
800
20
800
20
800
20
800
20
800
5
400
20
800
20
800

Table 3.2: Model- and training properties for the different datasets used in the evaluation. All NNs have 2 hidden
layers trained with a learning rate of 0.001. N is the dataset size, Q is the n.o. input features, K is the n.o. hidden
units per hidden layer, Dropout is the dropout probabilities (for dropout based models) and M is the batch size.
The columns with header λ refer to validation set splits and epochs used for selecting the λ coefficient for the
weight decay components. The columns with the header τ refers to validation set splits and epochs used for
optimizing τ w.r.t. PLL on the validation set. The columns with the header Test refer to splits and epochs for the
evaluation of the models on test data.
τ
Dataset N
Q
Boston
506
13
Concrete 1,030 8
Energy
768
8
Kin8nm 8,192 8
Naval
11,934 16
Power
9,568 4
Protein
45,730 9
Wine
1,599 11
Yacht
308
6
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be used. The n.o. splits and epochs used in the optimization of τ is
shown in table 3.2.
Once a model was trained for each split, optimization of τ based
on the average validation PLL over the splits was performed until
convergence. This was possible since each split has a convex validation PLL vs τ -curve, and the average of multiple convex functions is
convex. MCBN and CUBN could for this optimization use the same
pre-trained models, although the resulting τ obviously differed as predictive variance for CUBN only have τ as a source of variance, while
MCBN also sample variance from sampling ω via multiple forward
passes in prediction. The same holds true for MCDO and CUDO.

3.4.4

Test set evaluations

Having selected λ and τ for all datasets and models, the PLL, CRPS
and RMSE performance metrics on the test set data was evaluated. As
shown in table 3.2, this evaluation used all 20 splits, and each model
and dataset was trained for a total of 800 epochs (5 splits and 400
epochs in the case of Protein Tertiary Structure). For each dataset and
model, the reported results are the means and standard errors over the
splits.
For DO-based models, the dropout probability determines the variance of the approximate posterior, thus influencing uncertainty quality. The dropout probability for the each datasets for the DO-models
was identical to that chosen by Gal. While these probabilities were not
explained further than them being small due to the small size of the
datasets, it is not unreasonable that some adaptation was made to fit
the dropout probabilities to the different datasets.
For BN-based models, the batch size determines the variance of the
approximate posterior, thus influencing uncertainty quality. In contrast to dropout probability, batch size was initially held constant at
32 for all datasets [8, pp.71-72]. This is likely to entail a disadvantage
for BN-based models, as the batch sizes are not adapted to each individual dataset. For this reason, for datasets where the test results differ
significantly between MCBN and MCDO (as compared to their respective CU-models), additional tests were performed with batch size optimized on validation RMSE. Results from the standard evaluation are
presented in section 4.1, and results from the follow up experiments
are presented in section 4.2.

Chapter 4
Results
This chapter presents results from the model evaluation presented in
section 3.4.1 on the nine datasets described in section 3.3. Section 4.1
(the main evaluation results) presents the results of this evaluation. In
section 4.2 (the follow up experiments) we describe and show results
from further tests in an attempt to explain some discrepancies between
MCBN and MCDO in the previous evaluation.

4.1

Evaluation results

The results are summarized in table 4.1. This table shows the improvement (or degradation) in terms of predictive uncertainty quality of MCBN and MCDO compared to their respective variants with
constant predictive uncertainty (CUBN and CUDO respectively), for
all datasets. The reported results are the average over all splits of
MCBNPLL∆ and MCBNCRPS∆ for the BN-models, and equivalently for
DO-models. An improvement relative to the CU-variants of the models is observed if the metrics are positive.
Table 4.1 also show results from a one sided hypothesis test. For
MCBN vs CUBN and MCDO vs CUDO respectively, the significance
levels for rejecting the null hypothesis H0 that the CU-models yield
equal or better predictive uncertainty than its equivalent MC-model
are shown. Models and datasets where a rejection of H0 is done at the
0.05 significance level are marked as bold.1
1

As we are analyzing sample differences for each split, we can construct the test
¯
¯
statistic t as t = d−µ
sd̄ where d is the average of sample differences, µ is the true population distribution of differences, and sd¯ is the sample standard error of differences.
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Table 4.1: Summary test results for MCBN in terms of MCBNPLL∆ and
MCBNCRPS∆ , and for MCDO in terms of MCDOPLL∆ and MCDOCRPS∆
(see section 3.4.1). Larger is better. Bold results show where we at
a 0.05 significance level would reject H0 : CU-model yielded equal
or better predictive uncertainty than MC-model. Significance level is
given by *’s (*: 0.05, **: 0.01, ***: 0.001, ****: 0.0001, ns: not significant).
MCBNPLL∆
400 epochs (Protein: 200)
Boston
0.087 ****
Concrete
0.046 ****
Energy
0.050 **
Kin8nm
-0.006 ns
Naval
-0.252 ns
Power
0.001 *
Protein
0.042 **
Wine
0.003 ****
Yacht
0.403 ****

MCDOPLL∆

MCBNCRPS∆

MCDOCRPS∆

0.090 ****
0.064 **
0.074 **
0.013 ****
0.031 **
0.012 ****
0.019 ***
0.019 ****
0.405 ****

0.038
0.035
-0.003
-0.000
-0.000
-0.001
0.020
0.000
0.081

****
****
ns
ns
ns
ns
***
****
***

0.044
0.031
-0.015
-0.000
-0.000
0.002
0.008
0.002
0.018

****
****
ns
ns
ns
****
****
****
ns

800 epochs (Protein: 400)
Boston
0.079 ****
Concrete
0.051 ****
Energy
0.066 *
Kin8nm
0.003 ns
Naval
-0.200 ns
Power
0.001 ns
Protein
0.043 *
Wine
0.004 ****
Yacht
0.285 ****

0.108 ****
0.086 ***
0.039 *
0.014 ****
0.018 ns
0.015 ****
0.024 ****
0.023 ****
0.403 ****

0.037
0.042
0.011
0.000
-0.000
-0.000
0.021
0.000
-0.007

****
***
****
****
ns
ns
***
****
ns

0.051
0.042
-0.015
-0.001
-0.000
0.003
0.009
0.002
0.023

****
****
ns
ns
ns
****
****
****
*

Raw test PLL, CRPS and RMSE scores are given in the Appendix
tables C.1 - C.3. In section C.1 plots of the development of these metrics
every 50th epoch are shown for each model and dataset (Fig. C.1 - Fig.
C.9).
Recall that τ was optimized so as to maximize validation PLL at 400
epochs (200 for Protein Tertiary Structure), for each models and datasets.
The results in table 4.1 shows that we for MCDO after would reject H0
at the 0.01 significance level for all nine datasets. For MCBN, this is
t then follows a Student’s t distribution with N − 1 degrees of freedom, where N is
the total n.o. sample differences (i.e. the n.o. splits).
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the case for six datasets. The three datasets where we would not reject
H0 are Kinematics 8nm, Naval Propulsion and Power Plant.

4.2

Follow up experiments

The purpose of this experiment is to evaluate if the underperformance
of MCBN for the datasets where H0 could not be rejected at the 0.01
level can be explained by the default batch size of 32 being unsuitable.
This is done by introducing batch size as a hyperparameter to be optimized in terms of validation RMSE (performing this evaluation on
all datasets as the main evaluation, was not possible due to computational resource constraints). As an attempt to make this evaluation
fair, the dropout probability for MCDO is also optimized for the same
datasets. The specific batch sizes M and dropout probabilities pl which
are evaluated for each dataset is as follows (bold marking values for
the standard evaluation models):
• Kinematics 8nm
M ∈ {32, 64, 128, 192, 256}, pl ∈ {0.001, 0.005, 0.01, 0.05, 0.1}
• Naval Propulsion
M ∈ {32, 128, 256, 512, 768, 1024}, pl ∈ {0.001, 0.005, 0.01, 0.05, 0.1}
• Power Plant
M ∈ {32, 64, 128, 256, 512}, pl ∈ {0.001, 0.005, 0.01, 0.05, 0.1}
It should be noted that the M ranges were adapted to attempt to capture the trend for each dataset, i.e. not predetermined. While the range
selection was therefore not designed to produce strictly unbiased results, test results could tell something about how suitable the standard
selections used to produce earlier results were.
For each model and parameter choice for each dataset, the full
model hyperparameter selection and evaluation was performed identically to the models in section 4.1. The only deviation from this procedure was for BN-based models with batch sizes 512, 768 and 1,024.
For the λ selection, the standard strategy as described in section 3.4.3
led to particularly large values of λ (between 0.001 and 0.01), with bad
validation performance on all metrics. Both smaller batch sizes and
batch sizes in between these choices produced substantially lower λ
(≤ 1−10 ), leading to substantially better results on validation data. For
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this reason, λ = 1−13 , the validation selection for both BN and MCBN/CUBN from a batch size of 256 was chosen for all models of larger
batch size, leading to significantly improved validation results.
Results from this experiment are summarized in table 4.2. The reported results are the average over all splits of MCBNPLL∆ and MCBNCRPS∆
for the BN-models, and equivalently for DO-models. An improvement
relative to the CU-variants of the models is observed if the metrics are
positive.
Table 4.2: Summary test results for the follow up experiment for
MCBN in terms of MCBNPLL∆ and MCBNCRPS∆ , and for MCDO in
terms of MCDOPLL∆ and MCDOCRPS∆ (see section 3.4.1). Larger is better. Bold results show where we at a 0.05 significance level would reject H0 : CU-model yielded equal or better predictive uncertainty than
MC-model. Significance level is given by *’s (*: 0.05, **: 0.01, ***: 0.001,
****: 0.0001, ns: not significant).
MCBNPLL∆
400 epochs
Kin8nm
Naval
Power
800 epochs
Kin8nm
Naval
Power

MCDOPLL∆

MCBNCRPS∆

MCDOCRPS∆

0.019 ****
0.006 ns
0.001 ***

0.003 *
-0.007 ns
0.012 ****

0.000 ****
0.000 ns
0.001 ***

0.000
0.000
0.002

****
ns
****

0.021 ****
0.004 ns
0.001 ****

0.004 ***
0.029 ns
0.015 ****

0.000 ****
0.000 ns
0.001 ****

0.000
0.000
0.003

****
ns
****

These results (at 400 epochs) are also visualized in Fig. 4.1, with
results from table 4.1 for the remaining datasets. This figure plots the
average values across splits of MCBNPLL∆ against MCDOPLL∆ , as well
as MCBNCRPS∆ against MCDOCRPS∆ , for each dataset. This visualizes
the relative improvement (or degrading) for both MCBN and MCDO
over their CU-counterparts, relative to each other on all datasets.
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Average test PLL and CRPS improvements over baselines for
MCBN vs MCDO

Figure 4.1: Uncertainty quality improvement per datasets over baselines. Test MCBNPLL∆ is plotted against MCDOPLL∆ (left). Test
MCBNCRPS∆ is plotted against MCDOCRPS∆ (right). Larger is better
(> 0 means improvement over baseline). A result to the right of the diagonals means the improvement over baseline was greater for MCBN,
and vice versa for MCDO. A result on the diagonal means that the improvement over baseline was equal for MCBN and MCDO. Results are
shown after 400 epochs (200 for Protein Tertiary Structure). The plots include results from the follow up study described in section 4.2.
Appendix C.2 shows more detailed results of the follow up experiments. Fig. C.10, C.12 and C.14 show test PLL, CRPS and RMSE at
400 and 800 epochs for varying batch sizes in Kinematics 8nm, Naval
Propulsion and Power plant respectively, for all BN-based models. Fig.
C.11, C.13 and C.15 show test PLL, CRPS and RMSE at 400 and 800
epochs with varying dropout rates for the same respective datasets,
for all DO-based models.
The optimal validation M (for BN-based models) and pl (for DObased models) were also used to produce plots of the same type as
those in Fig. C.1 - Fig. C.9. For BN-based models, this amounted to
selecting the batch size that yielded the highest validation PLL (for
either MCBN or CUBN) at 400 epochs, for each dataset. For DO-based
models, this amounted to selecting the dropout rate that yielded the
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highest validation PLL (for either MCDO or CUDO) at 400 epochs.
Using these optimized parameters, new plots tracking the test PLL,
CRPS and RMSE throughout the training were produced. These results are shown in Fig. C.16 (Kinematics 8nm), Fig. C.17 (Naval Propulsion) and Fig. C.18 (Power plant).

Chapter 5
Discussion and conclusions
The focus in this chapter is to answer the research question to the extent possible given the observations in Chapter 4. Since a formal proof
of MCBN as an approx. BNN is not given in this thesis, the question
cannot be answered conclusively. We can however draw some reasonably confident conclusions given our results. This is done in section
5.1. Drawbacks and potential concerns of MCBN are discussed in section 5.2. The results also suggest some directions of future research.
Such a discussion is held in section 5.3.

5.1

Analysis of the empirical evaluation

The experiments in this thesis have focused on a comparison of uncertainty quality improvement of MCBN and MCDO to that of models making identical predictions, but with fixed predictive variance. In
this regard, the results suggest similarities between MCBN and MCDO.
Fig. 4.1 (based on tables 4.1 and 4.2) shows that for datasets where
MCDO outperforms CUDO to a certain degree, a similar result is generally observed for MCBN vs CUBN. These results were more consistent for the PLL metric than CRPS, although both metrics show similar
patterns at both half and the full n.o. training epochs.
Except for Yacht Hydrodynamics after 800 epochs, uncertainty quality for datasets on which MCBN underperformed or showed only slight
improvements relative to CUBN did not seem to yield a substantial improvement for MCDO relative to CUDO (though improvements were
observed and were significant for both metrics1 ).
1

Significant in terms of H0 rejection at the 0.01 significance level in the hypothesis

56

CHAPTER 5. DISCUSSION AND CONCLUSIONS

5.1.1

57

Observations per dataset

In particular, the above holds for the Kinematics 8nm, Power Plant and
Wine datasets. It was shown in the results from the follow up experiment that the MCBN model for Kinematics 8nm and Power Plant could
be adjusted by optimizing PLL over validation data, such that a significant (at the 0.01 significance level) rejection of H0 was observed. The
extent of the outperformance over comparative models with constant
variance remained low however, both for MCBN and MCDO (see table 4.2 and figures C.16 and C.18). Equivalent results were observed
for DO-based models.
For Naval Propulsion, the results produced by the standard evaluation in section 4.1 was particularly troublesome for MCBN (see table 4.1 and Fig. C.5). The follow up experiment shows that the standard batch size of 32 however was much too small for this particular
dataset, with Fig. C.12 showing substantially better performance of
MCBN relative to CUBN as well as BN at larger batch sizes.
The performance improved to the extent that a positive PLL difference between MCBN and CUBN were observed at both 400 and 800
epochs, but this improvement was not significant. Naval Propulsion
was the only dataset for which H0 could not be rejected for MCBN,
even after the follow up experiment led the decision of batch size.
While significant, results from DO-based models however do not show
a substantial improvement in either PLL or CRPS from MCDO relative
to CUDO, even after the follow up experiment. In fact, this dataset was
the only one in the follow up study where the highest validation PLL
was observed by setting the dropout probability to 0.001, the lowest in
the range of possible choices.
What does this imply? One possibility is that there is little to be
gained from a Bayesian modeling of the dataset. The constant observation noise could be enough so as to model the variance well. Another possibility is simply that the NN is not complex enough (i.e. too
small), such that regularization degrades its performance. Of course,
the underlying reason could also be a combination of these two possibilities.
For some datasets, it is hard to draw conclusions. The Yacht Hydrodynamics dataset at early epochs showed substantial outperformances
test, the null hypothesis being that CUDO leads to identical or better uncertainty
quality than that of MCDO.
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of both MCBN relative to CUBN, and MCDO relative to CUDO, for
both PLL and CRPS (see Fig. 4.1 and table 4.1). At 800 epochs however, CRPS was higher (i.e. uncertainty quality was worse) for MCBN
relative to CUBN (while PLL remained positive). This result is similar
to the result observed for DO-based models on the Energy Efficiency
dataset, where CRPS however is constantly lower (better) for CUDO
than that of MCDO, while PLL suggested the opposite results.
Regarding the results on Yacht Hydrodynamics for BN-based models, we can also observe that the model is still likely far from converging even after 800 epochs C.9, perhaps more so than for any other
dataset. This makes it difficult to draw definite conclusions of uncertainty quality in a converged model.
The remaining datasets showed more consistent patterns. These
datasets were Boston Housing, Concrete Compressive Strength and Protein
Tertiary Structure, which all showed consistently significant and similar outperformance of MCBN vs CUBN and MCDO vs CUDO (see fig
4.1 and table 4.1).

5.1.2

Summary of observations and conclusions

We summarize the observations by analyzing to what extent we were
able to reject H0 for MCBN and MCDO respectively at the 0.01 significance level based on PLL, which was the metric on which τ was
optimized for all models (see tables 4.1 and 4.2). Such a rejection could
be done for all datasets for DO-based models after half the n.o. total
epochs, and for seven datasets after the total n.o. epochs. For BNbased models, this could be done for six of the datasets after half the
epochs (eight if the follow up study is taken into account) and four of
the datasets after all epochs (six if the follow up study is taken into
account). In both cases, outperformance of the MC- relative to CUmodels degrades when training for a larger number of epochs. This is
not surprising, as τ was selected to maximize validation PLL on models trained at half the n.o. total epochs.
The p-values do speak in favor of MCBN being a viable approach
to generate uncertainty estimates however, at least for some datasets.
Without any model tuning, MCBN was able to outperform an identical model producing constant variance in more than half the datasets
(seven out of nine at the 0.05 significance level), to a high degree of
certainty. With model tuning, this could be observed for eight of the
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nine datasets.
It is not surprising that the relative outperformance of MCBN compared to CUBN tends to be slightly lower than MCDO relative to CUDO.
MCBN is based on a larger number of simplifying assumptions, such
that the fact that batches are common for all examples in a training
batch, while dropout is sampled uniquely per training example within
a batch (see section 2.5). In addition, the experiments performed in
this thesis were just a first step towards analyzing the properties of the
predictive uncertainty from MCBN. Further studies leading to a better understanding of these properties should aid in the design of such
models to yield even better performance. A discussion of potential
future work is presented in section 5.3.

5.1.3

The role of observation noise relative to variance of the underlying process

One interesting question that can be raised is why MCBN and MCDO
tend to produce better uncertainty quality relative to their respective
constant variance counterparts for some datasets rather than others
(i.e. different datasets produce similar results for both MCBN and
MCDO). This could have to do with the nature of the variance in the
datasets. Datasets where the variance of observations mostly come
from constant noise (e.g. measurement noise) could possibly be better
modeled by NNs that model variance as such, at least for data within
the training domain2 .
For example, both MCBN and MCDO performed well relative to
their CU-variants for the Boston Housing dataset. The observed variable in this dataset is the median values of homes in Boston, with input
features consisting of e.g. crime rates, rooms per house and the ratio
of pupils per teacher. It is possible that price variance could naturally
vary more for some regions of the input feature domain compared to
other regions of the same feature (without any other predictive variable explaining this behavior). For example, it is not unreasonable
that areas with expensive houses are more sensitive to variations in
the housing market compared to areas with more basic homes, thereby
2

Models with stationary variance, such as a GP with a squared exponential kernel, could still perform better by recognizing the increased uncertainty when performing predictions far away from (or in between) observations that were used to
train the model.
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varying more in this region of the input domain.
A different dataset where similar results were observed was Concrete Compressive Strength. The output variable for this dataset is a measure of compressive strength in concrete, with input features being age
and the quantity of different chemical components of of the mixture
(e.g. water, cement superplasticizer). It could be the case that some
combination of age and chemical composition simply leads to larger
variance in compressive strength than others.
A dataset where neither MCBN nor MCDO performed much better than their constant variance counterparts was Wine Quality (Red).
This dataset has input features being different physicochemical variables, such as citric acid, chlorides, pH level, sulphates and alcohol,
while the output variable is a score assigned by human wine tasters
for red wine. It is possible that constant noise from the highly subjective assignment of the output variable dominates the variance for this
dataset. In addition, the curators of this dataset note that they are not
sure all input features are relevant.
Other datasets where relatively low improvements from MCBN
and MCDO were observed was for Naval Propulsion Plant and Kinematics 8nm, which both are generated from model simulations. It is
possible that the induced variance in the observed variables from the
underlying models in these datasets is not such that it benefits from
Bayesian modeling.
These are speculative arguments however and are also held after
observing test results, so we cannot draw any conclusions from the
observations in this regard. A proper evaluation should be performed
on datasets where the properties of variance are known on beforehand, with tests that are designed to reject or support the idea that
some datasets are better modeled by constant or Bayesian variance
than others. This type of analysis could assist in understanding why
benefits from Bayesian models differ between datasets, thereby helping in model selection. In particular, this could be especially important
in approx. Bayesian models. As such models rely on simplifying assumptions, the outcome of their use is likely to be less certain than
proper Bayesian methods.
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Potential issues

Overall, the results from the evaluation did support MCBN as being
able to generate qualitative predictive uncertainty estimates. There are
some potential issues however that need to be taken into account before implementing this model in practice. These issues are addressed
in this section.

5.2.1

MCBN is a non-parametric NN

Memory complexity is an issue for MCBN. In contrast to MC Dropout,
MCBN requires storing the full training set after model training, as
this is sampled from during prediction. Recall from the description
in section 2.2.1 that this is a property held by non-parametric models.
Importantly, the model grows linearly with the size of the training set.
This could become an issue depending on the computational resources
at hand when making inference, particularly for models trained on
large-scale datasets, or where the dataset grows with time.
Time complexity is linear only with the n.o. stochastic forward
passes taken through the network T . This property is shared with
MCDO. This could become an issue in applications making particularly high demands on fast predictions. Such applications could include e.g. autonomous driving or financial applications. It is possible however to parallelize inference, which might mitigate this issue
somewhat.

5.2.2

RMSE

It is not always the case that MCBN leads to better performance in
terms of RMSE than BN. The corresponding relationship also holds between MC Dropout and Dropout. In fact, in this evaluation the RMSE
from MCBN tended to underperform relative to BN, yielding identical
or improved RMSE for only one dataset after half the n.o. epochs and
four datasets after the full n.o. epochs (see table C.3). MC Dropout
performed equally well or better than Dropout in five datasets after
half the n.o. epochs and six datasets after the full n.o. epochs. These
results did not account for the follow up study, which would be unfair
since parameter selection was made so as to maximize validation PLL
for either MCBN or CUBN (for M ), or MCDO or CUDO (for pl ) and as

62

CHAPTER 5. DISCUSSION AND CONCLUSIONS

such did not account for the performance of BN or Dropout.
It should be noted however that few of the models seems to have
trained until convergence. To evaluate the effect of RMSE on MCBN
relative to BN (and similarly for MCDO relative to DO), further studies
should be performed. Such studies should focus on making proper
hyperparameter selections for each model, and be sure to train until
convergence.

5.2.3

Batch size selection: is it practical?

One advantage of MC Dropout is that the dropout rate provides an
additional parameter with which to design the network. In larger networks, a dropout rate of 0.5 is often chosen for hidden units and 0.8
for input units [13, p.259]. However, as seen in the follow up study in
this thesis, different dropout rates can have significant impact on the
performance metrics of a model (see section 4.2).
In MCBN, we control the strength of the stochastic component by
batch size. This parameter however is often limited by other factors
than to maximize uncertainty quality (or minimize RMSE). Such factors include memory limits, types of hardware (especially GPUs) favoring different batch sizes, as well as the regularizing effect [13, p.279].
Such considerations may limit the range of batch sizes that can be practically considered in MCBN models.

5.3

Future work

Building upon Gal’s MC Dropout model [8], this study has only taken
an initial step in evaluating if the MC Dropout method is applicable to
Batch Normalized NNs. While the results did show potential, several
questions are left unanswered.
Most importantly perhaps is probably to evaluate whether a full
proof of MCBN as an approx. BNN can be found. Until this work is
done, we cannot be certain that MCBN is a proper approx. BNN technique. Section 2.5 did link MCBN to the initial steps of Gal’s calculations, but a full proof would require showing that some prior exists
that correspond to L2 regularization. With this in place, we could be
more confident on the modeling that MCBN performs, and use this
understanding to better adapt the method to different problems.
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In addition, this study has only evaluated MCBN on regression
datasets. Further work should do similar evaluations on classification data, including CNNs. This was done by Gal for MC Dropout,
as well as an extension of the model beyond supervised learning to
that of RNNs [8, pp.81-83]. While BN is a newer technique in active
development to adapt the method beyond supervised learning, a parallel development of MCBN could make approx. BNNs applicable to
a larger range of Machine Learning tasks.
All evaluations done in this thesis were done on fairly small datasets
and models. In order to assess the performance of MCBN in large-scale
practical implementations, it would be crucial to evaluate the method
vis-a-vis other approx. BNNs on larger models and datasets. Such
work could also shed light on some of the issues discussed in section
5.2, such as MCBN’s performance in terms of RMSE and its sensitivity
to selecting a proper batch size (in relation to other factors affecting
this metric). In addition, a quantitative evaluation on datasets with
known variance properties, discussed in section 5.1.3 would aid in
evaluating the merit of using MCBN to produce uncertainty estimates,
perhaps more effectively than a theoretical evaluation.
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Appendix A
Kullback-Leibler divergence
KL divergence is based on entropy, a concept from information theory.
Entropy can be interpreted as a measure of uncertainty about the RV
x. For discrete RVs, entropy is defined as
X
p(x) log2 p(x)
(A.1)
Hp [x] = −
x

The entropy is 0 if x is deterministic, and maximized if x is distributed
with maximum uncertainty, which can be shown to correspond to a
uniform distribution. For continuous RVs, we instead define differential entropy
Z
Hp [x] = −

f (x) ln f (x)dx

(A.2)

x

KL divergence uses these metrics to define a distance measure between
two distributions. In the continuous case, if q and p are two density
functions for the RV x, we define the KL divergence of p w.r.t. q as
Z
KL(q||p) = − q(x) ln p(x)dx − Hq (x)

 Z
Zx
= − q(x) ln p(x)dx − − q(x) ln q(x)dx
x
Zx
(A.3)
= − q(x)(ln p(x) − ln q(x))dx
Zx
p(x)
= − q(x) ln
dx
q(x)
x
Note that if p(x) and q(x) are identical, KL(q||p) = 0. It can be shown
that KL(q||p) ≥ 0 and that this condition is required for equality.
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Variational Inference

Recall that the problem in Bayesian learning is that we generally cannot find the true posterior p(ω|X, Y). What we can do however is
to define an approximate distribution q(ω) and attempt to minimize
KL(q(ω)||p(ω|X, Y)). In practice, we restrict the space of considered
approximate distributions by parameterizing q(ω) by some set of parameters θ, and attempting to find θ that minimizes the KL divergence. Thus we can only optimize q(ω) to the extent allowed by its
functional form and parameter settings - this is the reason that VI is an
approximation technique. We make this parameterization explicit by
defining qθ (ω).
Expressing KL(qθ (ω)||p(ω|X, Y)) as in Eq. A.3 we find
KL(qθ (ω)||p(ω|X, Y))
Z
p(ω|X, Y)
dω
= − qθ (ω) ln
qθ (ω)
ω
Z
p(Y|X, ω)p(ω)
= − qθ (ω) ln
dω
p(Y|X)qθ (ω)
ω
Z

 p(ω)
+ ln p(Y|X, ω) − ln p(Y|X) dω
= − qθ (ω) ln
qθ (ω)
ω
Z
Z
= KL(qθ (ω)||p(ω)) −
qθ (ω) ln p(Y|X, ω)dω +
qθ (ω)dω ln p(Y|X)
ω

ω

(A.4)
The last term in Eq. A.4 is ln p(Y|X), so we can rearrange the equation
ln p(Y|X) =
| {z }
≤0

Z
KL(qθ (ω)||p(ω|X, Y)) +
|
{z
}
≥0

qθ (ω) ln p(Y|X, ω)dω − KL(qθ (ω)||p(ω))
|
{z
}
ω

L: ELBO≤0

(A.5)
The terms in Eq. A.5 are annotated with known inequalities. Note that
the terms marked as ELBO, Evidence Lower Bound, have to to sum to
≤ 0 in order for the inequalities of the other terms to hold. In order
to minimize KL(qθ (ω)||p(ω|X, Y)), we can therefore aim to find the θ
that maximizes the ELBO. This procedure is called VI [8, p.19].

Appendix B
Proof of MC Dropout
This section provides a summary of the MC Dropout proof as developed by Gal [8]. Section B.1 derives the gradient of the ELBO in a
general Bayesian model w.r.t. the model’s trainable parameters, when
optimizing an approximate Bayesian posterior distribution. Section
B.2 shows that SGD for a single hidden layer NN trained with dropout
performs an optimization similar to that of ELBO maximization in the
Bayesian model. Section B.3 shows under what conditions (specifically, the choice of prior) these gradients have approx. identical optimization objectives.

B.1

VI for the posterior in a Bayesian model

We know from Appendix A that minimization of KL(qθ (ω)||p(ω|X, Y))
is equivalent to maximization of the ELBO (denoted as L) in Eq. A.5.
We assume that training data is sampled independently. Expanding
the expression for L in A.5 we get
Z
L=
qθ (ω) ln p(Y|X, ω)dω − KL(qθ (ω)||p(ω))
ω

Z
=

qθ (ω) ln
ω

N
Y

(B.1)
p(yn |xn , ω)dω − KL(qθ (ω)||p(ω))

n=1
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We can rewrite p(yn |xn , ω) as p(yn |f ω (xn )). Then
Z
L=

qθ (ω) ln
ω

=

p(yn |f ω (xn ))dω − KL(qθ (ω)||p(ω))

n=1

N Z
X
n=1

N
Y

(B.2)

qθ (ω) ln p(yn |f ω (xn ))dω − KL(qθ (ω)||p(ω))

ω

We define −L with the dependence on θ explicitly as LVI (θ), which is
now a minimization objective. Annotating the components of LVI (θ)
LVI (θ) := −

N Z
X

qθ (ω) ln p(yn |f ω (xn ))dω + KL(qθ (ω)||p(ω)) (B.3)
|
{z
}
n=1 | ω
{z
} Prior KL: Minimization
Expected log likelihood:
Maximization encourages
qθ (ω) to explain the data well

encourages qθ (ω) to
be close to the prior

This objective requires us to perform computations over the entire
dataset, which can be too costly for large N . This is solved by data
subsampling (i.e. mini-batch optimization). Taking a random index
subset of the training data S of size M , where M < N :
Z
N X
L̂VI (θ) := −
qθ (ω) ln p(yi |f ω (xi ))dω + KL(qθ (ω)||p(ω))
M i∈S ω
The subsampling approximation forms an unbiased stochastic estimator to LVI (θ), i.e. ES [L̂VI (θ)] = LVI (θ). Optimizing this stochastic objective, obtaining a local optima θ ∗ would therefore yield an optima
for LVI (θ) too (from results in stochastic non-convex optimization [8,
∂
L̂VI (θ) for each parameter θ ∈ θ.
p.37]). This requires finding ∂θ
We focus now the maximization objective for the expected log likelihood term of Eq. B.3 and make some definitions:
f (ω) : = ln p(yn |f ω (xn ))
Z
I(θ) : =
qθ (ω) ln p(yn |f ω (xn ))dω
Zω
=
qθ (ω)f (ω)dω
ω
∂
∂
One component of ∂θ
L̂VI (θ) is therefore ∂θ
I(θ). There are several strategies for finding this partial derivative using different Monte Carlo integration based approaches. Gal uses a reparameterization of qθ (ω)
suggested by Kingma and Welling [21], explained below.
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Reparameterization
Set ω = g(θ, ) where  is a RV. The function g and the distribution
of  must
R be such that p(g(θ, )) = qθ (ω). Assume qθ (ω) can be
written  qθ (ω|)p()d where qθ (ω|) = δ(ω − g(θ, )). Using this
reparameterization we get
Z
I(θ) =
qθ (ω)f (ω)dω =
Zω  Z

qθ (ω, )d f (ω)dω
=
Zω  Z

=
qθ (ω|)p()d f (ω)dω
Zω Z 
(B.4)

=
f (ω)qθ (ω|)dω p()d

ω
Z Z

=
f (ω)δ(ω − g(θ, ))dω p()d
ω
Z
= f (g(θ, ))p()d


Letting f 0 (g(θ, )) represent
∂
I(θ) =
∂θ

Z

∂
f (g(θ, ))
∂g(θ,)

this yields

h∂
i
f (g(θ, ))
g(θ, ) p()d
∂θ

0

Taking the MC Integral with one example
∂
∂
I(θ) ≈ f 0 (g(θ, )) g(θ, )
∂θ
∂θ
In L̂VI (θ) we perform the reparameterization from B.4 for the expected
log likelihood
Z
N X
L̂VI (θ) = −
qθ (ω) ln p(yi |f ω (xi ))dω + KL(qθ (ω)||p(ω))
M i∈S ω
Z
N X
=−
p() ln p(yi |f g(θ,) (xi ))d + KL(qθ (ω)||p(ω))
M i∈S 
Taking the MC Integral with one sample for each expected log likelihood term
N X
L̂MC (θ) := −
ln p(yi |f g(θ,i ) (xi )) + KL(qθ (ω)||p(ω))
M i∈S
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where it holds that ES, [L̂MC (θ)] = LVI (θ). During training we have to
find
∂
∂
N X ∂
ln p(yi |f g(θ,i ) (xi )) + KL(qθ (ω)||p(ω))
L̂MC (θ) = −
∂θ
M i∈S ∂θ
∂θ
(B.5)

B.1.1

Mini-batch SGD

The optimization algorithm becomes:
1. Given X, Y
2. Set learning rate η
3. Initialize θ randomly
4. Until θ has converged:
(a) Sample M different ˆi from p()
(b) Sample S
(c) For all θ in θ :
c ← −N
∆θ
M

X ∂
∂
ln p(yi |f g(θ,ˆi ) (xi )) + KL(qθ (ω)||p(ω))
∂θ
∂θ
i∈S

c
(d) Set θ ← θ + η ∆θ
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B.2

VI for the posterior in a dropout NN

Consider a single hidden layer feed-forward NN with a bias vector for
the hidden layer only. Using the notation introduced in section 2.1,
such a network predicts
ŷ = f ω (x) = σ2 (σ1 (xW1 + b)W2 )

(B.6)

where ω = {W1 , W2 , b}. For regression models, let σ2 be the identity
transform. For classification models, let σ2 be softmax activation. Assume that the optimization function corresponds to MAP parameter
estimation as discussed in section 2.2.2 (i.e. MSE loss for regression or
softmax loss for classification, with weight decay). For a mini-batch of
size M we have the following optimization objective
L(ω) :=

1 X ω
E (xi , yi ) + λ1 ||W1 ||2 + λ2 ||W2 ||2 + λ3 ||b||2
M i∈S

(B.7)

where E ω (xi , yi ) is the loss for a single training example.
Now consider training this network with dropout. We have to be
specific about the difference between trainable model parameters and
realizations of these parameters after dropout has been applied. We
b be these parameters after applitherefore let θ = {W1 , W2 , b}, and ω
cation of dropout.
For each training example in the batch, we cancel out random units
from the layer preceding the hidden- and output layer respectively,
with probabilities pl where l = {0, 1}. We can express ŷ in a dropout
network as well. First define two binary row vectors z1 and z2 of sizes
equal to the n.o. units preceding the hidden- and output layer respectively, each element being distributed by a Bernoulli(1 − pl−1 ). Let
diag(zl ) represent a diagonal matrix with zl in the diagonals. Dropout
NN output is
ŷ = f ω̂ (x) := σ2 (σ1 (x diag(b
z1 )W1 +b) diag(b
z2 )W2 )
|
{z
}
|
{z
}
c1
W

(B.8)

c2
W

c 1, W
c 2 , b}. We sample one dropout mask for each trainwhere ω̂ = {W
ing example in the batch
ŷi = f ω̂i (xi ) := σ2 (σ1 (xi diag(b
zi,1 )W1 +b) diag(b
zi,2 )W2 )
|
{z
}
|
{z
}
c i,1
W

c i,2
W

(B.9)
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c i,1 , W
c i,2 , b}. The resulting objective is
where ω̂i = {W
L̂(θ) :=

1 X ω̂i
E (xi , yi ) + λ1 ||W1 ||2 + λ2 ||W2 ||2 + λ3 ||b||2
M i∈S

(B.10)

Note that for regression (by comparing Eq. 2.18 and Eq. 2.21) E ω̂i (xi , yi ) =
− τ1 ln p(yi |xi , ω̂i ) + const. For classification (by comparing Eq. 2.23 and
Eq. 2.25) E ω̂i (xi , yi ) = − ln p(yi |xi , ω̂i ). Dropping the constant term for
regression (since we are interested in taking derivatives), and setting
τ = 1 for classification (τ is not used in classification), we can rewrite
Eq. B.10 as
1 X
ln p(yi |f ω̂i (xi )) + λ1 ||W1 ||2 + λ2 ||W2 ||2 + λ3 ||b||2
M τ i∈S
(B.11)
We now perform the reparameterization in Eq. B.4. Recall that qθ (ω)
is an approximation of the true posterior. To summarize, θ is the set
of trainable model parameters, ω is a set of RVs corresponding to the
b i is a spetrainable parameters after dropout has been applied, and ω
cific realization of ω for training example i. We know therefore that
c i,1 , W
c i,2 , b}, and define
b i = {W
θ = {W1 , W2 , b} and ω
L̂(θ) = −

g(θ, bi,1 , bi,2 ) :={diag(b
i,1 )W1 , diag(b
i,2 )W2 , b}
c i,1 , W
c i,2 , b} = ω
bi
≡{W

(B.12)

where bi,1 ∼p(1 ) and bi,2 ∼p(2 ) and these distributions are identical to
those of z1 and z2 respectively. We get
L̂(θ) = −

1 X
ln p(yi |f g(θ,bi,1 ,bi,2 ) (xi ))
M τ i∈S
2

2

(B.13)
2

+ λ1 ||W1 || + λ2 ||W2 || + λ3 ||b||

Our goal is to minimize this objective w.r.t. all θ ∈ θ. We thus need to
find
∂
1 X ∂
i i
L̂(θ) = −
ln p(yi |f g(θ,b1 ,b2 ) (xi ))
∂θ
M τ i∈S ∂θ

∂
λ1 ||W1 ||2 + λ2 ||W2 ||2 + λ3 ||b||2
+
∂θ

(B.14)
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B.2.1

Similarities to Bayesian model posterior VI optimization

To summarize, for the Bayesian model we have from Eq. B.5
∂
N X ∂
ln p(yi |f g(θ,i ) (xi ))
L̂MC (θ) = −
∂θ
M i∈S ∂θ
+

∂
KL(qθ (ω)||p(ω))
∂θ

For the NN trained with dropout we have from Eq. B.14
∂
1 X ∂
i i
ln p(yi |f g(θ,b1 ,b2 ) (xi ))
L̂(θ) = −
∂θ
M τ i∈S ∂θ

∂
+
λ1 ||W1 ||2 + λ2 ||W2 ||2 + λ3 ||b||2
∂θ
∂
∂
If we can show that ∂θ
L̂(θ) = ∂θ
L̂MC (θ) then performing SGD to train
a NN with dropout is approximately equivalent to minimizing the KL
divergence of p(ω|X, Y) w.r.t. qθ (ω) in a Bayesian model. More specifically, if we can define a prior p(ω) s.t.


∂
∂
KL(qθ (ω)||p(ω)) = N τ
λ1 ||W1 ||2 + λ2 ||W2 ||2 + λ3 ||b||2 (B.15)
∂θ
∂θ
∂
∂
then it holds that ∂θ
L̂(θ) = N1τ ∂θ
L̂MC (θ), i.e. the optimization procedures are equivalent (up to a constant). This holds for independent
Gaussian distributions over each weight and a large enough number
of hidden units, as shown here in B.3 [8, Appendix A].
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Prior reconciliation

What prior should we use s.t. Eq. B.15 holds? We will consider a prior
on the NN weight matrices Wl only, thereby taking the bias vectors bl
as point estimates. We will make the same assumption here of a NN
model as described by Eq. B.6.
Recall that row i in Wl contains the weights from unit i in the preceding layer l − 1. Denote the n.o. units from each layer l by Kl (thus
equal to n.o. rows in Wl+1 ). Further, assume that p(ω) factorizes over
layers l and rows in Wl . Let wl,i denote row i in weight matrix Wl .
For a model with L + 1 layers we use the prior
p(ω) =

L K
l−1
Y
Y

p(wl,i )

l=1 i=1
L Kl−1

=

YY

(B.16)
N (0, I/s2l )

l=1 i=1

where s2l is some constant length scale factor, chosen individually for
each Wl .
R
We know from Eq. B.4 that qθ (ω) =  δ(ω − g(θ, ))p()d. Recall
from Eq. B.12 that for the particular NN in B.6 we have g(θ, ) :=
{diag(b
1 )W1 , diag(b
2 )W2 , b} (writing g(θ, ) as short for g(θ, b1 , b2 )),
QKl−1
and that p(l ) = i=1 p(il ), which is the product of Bernoulli(1−pl−1 )distributed independent RVs (one for each input unit).
We make the assumption of independent distributions over layers
and rows in the weight matrices for qθ (ω) as well, i.e.
qθ (ω) =

L K
l−1
Y
Y

qθl,i (wl,i )

l=1 i=1
L Kl−1

=

YYZ
l=1 i=1
L Kl−1

=

il

YYZ
l=1 i=1

il

qθ (wl,i |il )p(il )dil

(B.17)

δ(wl,i − g(θl,i , il ))p(il )dil

Note that qθl,i (wl,i ) corresponds to the approximating distribution of
row i of weight matrix Wl . If unit i in the previous layer is canceled
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out by dropout, the entire row is 0, otherwise it is wl,i . We approximate qθl,i (wl,i ) as a Gaussian Mixture Model (GMM) with two components. Let pl be the probability of dropping out a unit in layer l, and
µl,i ∼N (0, I) (to match the prior). The derivations below are based on
general assumptions, where the first and second GMM components
are distributed according to N (µl,i,0 , Σl,i,0 ) and N (µl,i,1 , Σl,i,1 ) respectively, where Σl,i,j is a positive definite diagonal matrix1 . The approximating GMM then becomes
qθl,i (wl,i ) =pl−1 N (wl,i ; µl,i,0 , Σl,i,0 ) + (1 − pl−1 )N (wl,i ; µl,i,1 , Σl,i,1 )
1 h
i
X
j
(1
−
p
)
N
(w
;
µ
,
Σ
)
=
p1−j
l−1
l,i
l,i,j
l,i,j
l−1
j=0

(B.18)
Note that
KL(qθ (ω)||p(ω)) = −

Z Y
ω l,i

=−

Z Y

Q
l,i p(wl,i )
qθl,i (wl,i ) ln Q
dω
l,i qθl,i (wl,i )
qθl,i (wl,i )

X

ω l,i

=

Xh

−

p(wl,i ) Y
dwl2 ,i2
qθl,i (wl,i ) l,i

qθl,i (wl,i ) ln

ω l,i

l2 ,i2

=

l,i

Z Y

ln

Xh

Z
−
wl2 ,i2

l ,i2

Z2

p(wl2 ,i2 )
dwl,i
qθl2 ,i2 (wl2 ,i2 )
i
qθl,i (wl,i )dwl,i

qθl2 ,i2 (wl2 ,i2 ) ln
Y

∗

i
p(wl2 ,i2 ) Y
dwl,i
qθl2 ,i2 (wl2 ,i2 ) l,i

wl,i,l6=l2 ,i6=i2 l,i,l6=l ,i6=i
2
2

|
=

X

=

X

l,i

{z

}

1

Z
−

qθl,i (wl,i ) ln
wl,i

p(wl,i )
dwl,i
qθl,i (wl,i )

KL(qθl,i (wl,i )||p(wl,i ))

l,i

(B.19)
1

A less general derivation would specify µl,i,0 = 0 and Σl,i,0 = Σl,i,1 = σ 2 I
where σ would be small to model a narrow Gaussian.
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We focus on one KL(qθl,i (wl,i )||p(wl,i )) term and rewrite the expression
qθl,i (wl,i )
dwl,i
p(wl,i )
wl,i
Z
qθl,i (wl,i ) ln p(wl,i )dwl,i
= − H(qθl,i (wl,i )) −
Z

KL(qθl,i (wl,i )||p(wl,i )) =

qθl,i (wl,i ) ln

wl,i

(B.20)
R
where H(qθl,i (wl,i )) = − wl,i qθl,i (wl,i ) ln qθl,i (wl,i )dwl,i is the differential entropy of qθl,i (wl,i ). We will handle both terms of the resulting
expression in Eq. B.20 in turn.

B.3.1

Expansion of the first term

Using the expression for qθl,i (wl,i ) from B.18 we can expand this term
H(qθl,i (wl,i ))
Z X
1 h
i
j
=−
p1−j
(1
−
p
)
N
(w
;
µ
,
Σ
)
l−1
l,i
l,i,j
l,i,j
l−1
wl,i j=0

∗ ln

1 h
X

i
j
p1−j
(1
−
p
)
N
(w
;
µ
,
Σ
)
dwl,i
l−1
l,i
l,i,j
l,i,j
l−1

j=0

Z
= − pl−1
wl,i

N (wl,i ; µl,i,0 , Σl,i,0 )
{z
}
|
h0 (wl,i )

ln

1 h
X

i
j
p1−j
(1
−
p
)
N
(w
;
µ
,
Σ
)
dwl,i
l−1
l,i
l,i,j
l,i,j
l−1

j=0

|

{z

g0 (wl,i )

}

Z
− (1 − pl−1 )
wl,i

N (wl,i ; µl,i,1 , Σl,i,1 )
|
{z
}
h1 (wl,i )

ln

1 h
X

i
j
p1−j
(1
−
p
)
N
(w
;
µ
,
Σ
)
dwl,i
l−1
l,i
l,i,j
l,i,j
l−1

j=0

|

{z

g1 (wl,i )

}

Z
= − pl−1

Z
h0 (wl,i )g0 (wl,i )dwl,i − (1 − pl−1 )

wl,i

h1 (wl,i )g1 (wl,i )dwl,i
wl,i

(B.21)
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For j = {0, 1}, since Σl,i,j is a positive definite diagonal matrix we
can define Ll,i,j L|l,i,j := Σl,i,j . In addition, we define l,i,j := L−1
l,i,j (wl,i −
µl,i,j ). Since l,i,j is a linear transformation of two multivarite Gaussian
RVs l,i,j is also Gaussian. One component of Eq. B.21 is
Z
h0 (wl,i )g0 (wl,i )dwl,i
wl,i
Z
=
N (wl,i ; µl,i,0 , Σl,i,0 )
(B.22)
wl,i

∗ ln

1 h
X

i
j
p1−j
(1
−
p
)
N
(w
;
µ
,
Σ
)
l−1
l,i
l,i,j
l,i,j dwl,i
l−1

j=0

We make the substitution wl,i = µl,i,0 + Ll,i,0 l,i,0 and change the basis of integration from wl,i to l,i,0 in Eq. B.22. Note that the jacobian
R
∂wl,i
| = |Ll,i,0 |, such that wl,i (·)dwl,i =
determinant can be found by | ∂l,i,0
R
1
1
(·)|Ll,i,0 |dl,i,0 . In addition, |Σl,i,0 | 2 = (|Ll,i,0 ||L|l,i,0 |) 2 = |Ll,i,0 |. Inl,i,0
corporating these results in Eq. B.22,
Z
h0 (wl,i )g0 (wl,i )dwl,i
wl,i
Z
1
=
Kl−1
l,i,0 (2π) 2 |Ll,i,0 |
1
∗ exp{− (Ll,i,0 l,i,0 )| Σ−1
l,i,1 (Ll,i,0 l,i,0 )}g0 (wl,i )|Ll,i,0 |dl,i,0
2
Z
1
1 |
|
−| −1
=
Kl−1 exp{− l,i,0 Ll,i,0 Ll,i,j Ll,i,j Ll,i,0 l,i,0 }g0 (wl,i )dl,i,0
2
l,i,0 (2π) 2
Z
N (l,i,0 ; 0, I)g0 (µl,i,0 + Ll,i,0 l,i,0 )dl,i,0
=
l,i,0

(B.23)
We expand g0 (µl,i,0 + Ll,i,0 l,i,0 ) in the same manner. As the first GMM
component in g0 is N (wl,i ; µl,i,0 , Σl,i,0 ) (just as for h0 (wl,i )), we can use
the results from Eq. B.23 (apart from the change of basis which was
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already performed). We then get
g0 (µl,i,0 + Ll,i,0 l,i,0 )
h
= ln pl−1 N (µl,i,0 + Ll,i,0 l,i,0 ; µl,i,0 , Σl,i,0 )
i
+ (1 − pl−1 )N (µl,i,0 + Ll,i,0 l,i,0 ; µl,i,1 , Σl,i,1 )
h
1
1 |
 l,i,0 }
= ln pl−1
exp{−
Kl−1
1
2 l,i,0
(2π) 2 |Σl,i,0 | 2
1
+ (1 − pl−1 )
Kl−1
1
(2π) 2 |Σl,i,1 | 2
i
1
∗ exp{− (µl,i,0 + Ll,i,0 l,i,0 − µl,i,1 )| Σ−1
(µ
+
L

−
µ
)}
l,i,0
l,i,0 l,i,0
l,i,1
l,i,1
2
(B.24)
Note the last exp term in Eq. B.24. z| Az generates a generalized χ2
distribution if z is zero-mean and A is an arbitrary matrix. The expectation of such a distribution → ∞ as the number of dimensions
increases, i.e. as Kl−1 → ∞. Thus we can approximate g0 as
i
h
Kl−1
1
1
g0 (µl,i,0 + Ll,i,0 l,i,0 ) ≈ ln pl−1 (2π)− 2 |Σl,i,0 |− 2 exp{− |l,i,0 l,i,0 }
2
(B.25)
Using the results from Eq. B.23-B.25 in Eq. B.22,
Z
h0 (wl,i )g0 (wl,i )dwl,i ≈
wl,i
Z
h
i
Kl−1
1
1
N (l,i,0 ; 0, I) ln pl−1 (2π)− 2 |Σl,i,0 |− 2 exp{− |l,i,0 l,i,0 } dl,i,0 =
2
l,i,0
Z
1
1
Kl−1
ln(2π) − ln |Σl,i,0 | −
N (l,i,0 ; 0, I)|l,i,0 l,i,0 dl,i,0
ln pl−1 −
2
2
2 l,i,0
Kl−1
1
1
= ln pl−1 −
ln(2π) − ln |Σl,i,0 | − Kl−1
2
2
2
(B.26)
where we use the fact that |l,i,0 l,i,0 ∼Rχ2 (Kl−1 ) with expected value Kl−1 .
This procedure can be repeated for wl,i h1 (wl,i )g1 (wl,i )dwl,i in Eq. B.21,
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yielding
H(qθl,i (wl,i ))


Kl−1
1
1
≈ − pl−1 ln pl−1 −
ln(2π) − ln |Σl,i,0 | − Kl−1
2
2
2


1
1
Kl−1
ln(2π) − ln |Σl,i,1 | − Kl−1
− (1 − pl−1 ) ln(1 − pl−1 ) −
2 
2
2

pl−1
=
Kl−1 (1 + ln(2π)) + ln |Σl,i,0 |
2

1 − pl−1 
Kl−1 (1 + ln(2π)) + ln |Σl,i,1 |
+
2
−pl−1 ln pl−1 − (1 − pl−1 ) ln(1 − pl−1 )
|
{z
}
H(pl−1 )


1
= pl−1 ln |Σl,i,0 | + (1 − pl−1 ) ln |Σl,i,1 | + Kl−1 (1 + ln(2π)) + H(pl−1 )
2
(B.27)
where H(pl−1 ) is the entropy of pl−1 .

B.3.2

Expansion of the second term

Recall
from Eq. B.20 that the remaining component of H(qθl,i (wl,i )) is
R
q (wl,i ) ln p(wl,i )dwl,i . We can express this as
wl,i θl,i
Z
qθl,i (wl,i ) ln p(wl,i )dwl,i
Z
= pl−1
N (wl,i ; µl,i,0 , Σl,i,0 ) ln p(wl,i ) dwl,i
{z
} | {z }
wl,i |
wl,i

h0 (wl,i )

g00 (wl,i )

Z
+ (1 − pl−1 )
wl,i

N (wl,i ; µl,i,1 , Σl,i,1 ) ln p(wl,i ) dwl,i
|
{z
} | {z }
h1 (wl,i )

Z
= pl−1
wl,i

h0 (wl,i )g00 (wl,i )dwl,i

g10 (wl,i )

Z
+ (1 − pl−1 )

h1 (wl,i )g10 (wl,i )dwl,i

wl,i

(B.28)
We use the definitions of Ll,i,j and l,i,j that were introduced in section
B.3.1. One component of Eq. B.28 is
Z
Z
0
h0 (wl,i )g0 (wl,i )dwl,i = N (wl,i ; µl,i,0 , Σl,i,0 ) ln p(wl,i )dwl,i (B.29)
wl,i
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We make the substitution wl,i = µl,i,0 + Ll,i,0 l,i,0 and change the basis
of integration from wl,i to l,i,0 in Eq. B.29. In the same manner as in
Eq. B.23, we can show that
Z
Z
0
N (l,i,0 ; 0, I) ln p(µl,i,0 + Ll,i,0 l,i,0 )dl,i,0
h0 (wl,i )g0 (wl,i )dwl,i =
l,i,0

wl,i

(B.30)
Consider ln p(µl,i,0 + Ll,i,0 l,i,0 ). Since p(wl,i )∼N (0, I)
ln p(µl,i,0 + Ll,i,0 l,i,0 )
1
1
|
= ln
Kl−1 exp{− (µl,i,0 + Ll,i,0 l,i,0 ) (µl,i,0 + Ll,i,0 l,i,0 )}
2
(2π) 2

(B.31)

The term in the exp of Eq. B.31 is a scalar, so expanding it and transposing any single term does not change the exponent. In particular we
can make the rearrangement
(µl,i,0 + Ll,i,0 l,i,0 )| (µl,i,0 + Ll,i,0 l,i,0 )
= µ|l,i,0 µl,i,0 + µ|l,i,0 Ll,i,0 l,i,0 + |l,i,0 L|l,i,0 µl,i,0 + l,i,0 L|l,i,0 Ll,i,0 l,i,0
= µ|l,i,0 µl,i,0 + |l,i,0 Σl,i,0 l,i,0 + 2µ|l,i,0 Ll,i,0 l,i,0
(B.32)
Incorporating the results from Eq. B.31 and B.32 into Eq. B.30 we get
(where tr(A) denotes the trace of the matrix A)
Z
h0 (wl,i )g00 (wl,i )dwl,i
wl,i
Z

1
N (l,i,0 ; 0, I) Kl−1 ln(2π) + µ|l,i,0 µl,i,0 + |l,i,0 Σl,i,0 l,i,0
=−
2 l,i,0

+ 2µ|l,i,0 Ll,i,0 l,i,0 dl,i,0
Z
1
|
=−
N (l,i,0 ; 0, I)|l,i,0 Σl,i,0 l,i,0 dl,i,0
Kl−1 ln(2π) + µl,i,0 µl,i,0 +
2
l,i,0
Z

+ 2µ|l,i,0 Ll,i,0
N (l,i,0 ; 0, I)l,i,0 dl,i,0
l,i,0

1
= − (Kl−1 ln(2π) + µ|l,i,0 µl,i,0 + tr(Σl,i,0 ))
2
(B.33)
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R
where we have used the fact that l,i,0 N (l,i,0 ; 0, I)l,i,0 dl,i,0 = E[l,i,0 ] =
R
0, and that l,i,0 N (l,i,0 ; 0, I)|l,i,0 Σl,i,0 l,i,0 dl,i,0 = tr(Σl,i,0 ) from standard results of the expectation of a quadratic
form.
R
This procedure can be repeated for wl,i h1 (wl,i )g10 (wl,i )dwl,i in Eq.
B.28, yielding
Z
qθl,i (wl,i ) ln p(wl,i )dwl,i
wl,i
Z
Z
0
=pl−1
h0 (wl,i )g0 (wl,i )dwl,i + (1 − pl−1 )
h1 (wl,i )g10 (wl,i )dwl,i
wl,i

wl,i

1
= − pl−1 (Kl−1 ln(2π) + µ|l,i,0 µl,i,0 + tr(Σl,i,0 ))
2
1
− (1 − pl−1 )(Kl−1 ln(2π) + µ|l,i,1 µl,i,1 + tr(Σl,i,1 ))
2
(B.34)

B.3.3

Finalizing the reconciliation

Combining the results from Eq. B.27 and B.34 with Eq. B.20
KL(qθl,i (wl,i )||p(wl,i ))
Z
qθl,i (wl,i ) ln p(wl,i )dwl,i
= − H(qθl,i (wl,i )) −
wl,i

≈−

1


pl−1 ln |Σl,i,0 | + (1 − pl−1 ) ln |Σl,i,1 | + Kl−1 (1 + ln(2π))

2
1
+ pl−1 (Kl−1 ln(2π) + µ|l,i,0 µl,i,0 + tr(Σl,i,0 ))
2
(B.35)
1
|
+ (1 − pl−1 )(Kl−1 ln(2π) + µl,i,1 µl,i,1 + tr(Σl,i,1 ))
2
− H(pl−1 )
pl−1 |
=
(µl,i,0 µl,i,0 + tr(Σl,i,0 ) − ln |Σl,i,0 |)+
2
1 − pl−1 |
1
(µl,i,1 µl,i,1 + tr(Σl,i,1 ) − ln |Σl,i,1 |) − Kl−1 − H(pl−1 )
2
2
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We use these results in Eq. B.19 to express the full KL divergence of
the prior w.r.t. the approximating distribution
KL(qθ (ω)||p(ω))
=

L K
l−1
X
X

KL(qθl,i (wl,i )||p(wl,i ))

l=1 i=1
L Kl−1

=

X X h pl−1
l=1 i=1

2

(µ|l,i,0 µl,i,0 + tr(Σl,i,0 ) − ln |Σl,i,0 |)+

i
1 − pl−1 |
1
(µl,i,1 µl,i,1 + tr(Σl,i,1 ) − ln |Σl,i,1 |) − Kl−1 − H(pl−1 )
2
2
(B.36)
∂
KL(qθ (ω)||p(ω)),
As shown in Eq. B.15 we are interested in expressing ∂θ
where θ ∈ {wl,i , bl,i }. Often though, the bias terms are not regularized,
and we only need to consider θ = wl,i . Recall that we can take µl,i,0 = 0
to correspond to weights from units canceled due to dropout (with corresponding GMM probability pl−1 ). In this case, µl,i,1 is the vector of
weights for units that are not dropped out, such that µl,i,1 is updated
to the current estimate of wl,i after each iteration. This is the only term
∂
KL(qθ (ω)||p(ω)) and we therefore get
dependent of wl,i in ∂θ

∂
1 − pl−1 ∂ |
KL(qθ (ω)||p(ω)) ≈
w wl,i
(B.37)
∂θ
2
∂θ l,i


∂
This is equal to N τ ∂θ
λ1 ||W1 ||2 + λ2 ||W2 ||2 which was to be reconciled as per B.15 (with no regularization on bias terms) if λl =

1−pl−1
2N τ

Appendix C
Results
C.1

Evaluation results

This section contains graphs and tables displaying results of the evaluation experiment described in section 3.4.
Fig. C.1-C.9 shows test PLL, CRPS and RMSE for all models described in 3.4.1 measured at each 50th epoch, for each dataset. For PLL
and CRPS, one standard error is plotted as the shaded areas. Note that
as MCBN and CUBN only differ in terms of predictive variance, and
therefore produce the same RMSE. The same is true for MCDO and
CUDO.
Tables C.1-C.3 show a summary of these results numerically for
each metric, at half and at the full n.o. epochs for each dataset. The
results are presented as averages over all splits for each model and
dataset, together with the standard error of each estimate.
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Boston Housing

Figure C.1: Evaluation of PLL, CRPS and RMSE on test data for the
Boston Housing dataset, using the test setup described in section 3.4.
Results are plotted each 50th epoch for a total of 800 epochs. One standard error is shaded around the estimates for MC-models.
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Concrete Compressive Strength

Figure C.2: Evaluation of PLL, CRPS and RMSE on test data for the
Concrete Compressive Strength dataset, using the test setup described
in section 3.4. Results are plotted each 50th epoch for a total of 800
epochs. One standard error is shaded around the estimates for MCmodels.
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Energy Efficiency

Figure C.3: Evaluation of PLL, CRPS and RMSE on test data for the
Energy Efficiency dataset, using the test setup described in section 3.4.
Results are plotted each 50th epoch for a total of 800 epochs. One standard error is shaded around the estimates for MC-models.
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Kinematics 8nm

Figure C.4: Evaluation of PLL, CRPS and RMSE on test data for the
Kinematics 8nm dataset, using the test setup described in section 3.4.
Results are plotted each 50th epoch for a total of 800 epochs. One standard error is shaded around the estimates for MC-models.
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Naval Propulsion

Figure C.5: Evaluation of PLL, CRPS and RMSE on test data for the
Naval Propulsion dataset, using the test setup described in section 3.4.
Results are plotted each 50th epoch for a total of 800 epochs. One standard error is shaded around the estimates for MC-models.
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Power Plant

Figure C.6: Evaluation of PLL, CRPS and RMSE on test data for the
Power Plant dataset, using the test setup described in section 3.4. Results are plotted each 50th epoch for a total of 800 epochs. One standard
error is shaded around the estimates for MC-models.

APPENDIX C. RESULTS

93

Protein Tertiary Structure

Figure C.7: Evaluation of PLL, CRPS and RMSE on test data for the
Protein Tertiary Structure dataset, using the test setup described in section 3.4. Results are plotted each 50th epoch for a total of 400 epochs.
One standard error is shaded around the estimates for MC-models.

94

APPENDIX C. RESULTS

Wine Quality (Red)

Figure C.8: Evaluation of PLL, CRPS and RMSE on test data for the
Wine Quality (Red) dataset, using the test setup described in section
3.4. Results are plotted each 50th epoch for a total of 800 epochs. One
standard error is shaded around the estimates for MC-models.
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Yacht Hydrodynamics

Figure C.9: Evaluation of PLL, CRPS and RMSE on test data for the
Yacht Hydrodynamics dataset, using the test setup described in section 3.4. Results are plotted each 50th epoch for a total of 800 epochs.
One standard error is shaded around the estimates for MC-models.
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Table C.1: Test PLL results for all datasets, using the test setup and the models described in section 3.4 on all
datasets. Average PLL over all splits and the standard error is reported at both half and at the full n.o. epochs.
MCBN
CUBN
BN
MCDO
CUDO
DO
PLL
Std err PLL
Std err PLL
Std err PLL
Std err PLL
Std err PLL
Std err
400 epochs (Protein: 200)
Boston
-2.485 0.015
-2.571 0.015
-2.565 0.017
-2.492 0.015
-2.582 0.014
-2.617 0.016
Concrete -2.917 0.004
-2.963 0.005
-2.958 0.006
-2.909 0.005
-2.972 0.006
-2.944 0.005
Energy
-1.089 0.007
-1.139 0.007
-1.049 0.005
-0.965 0.006
-1.039 0.007
-1.029 0.005
Kin8nm 1.174 0.002
1.179 0.002
1.200 0.001
1.106 0.002
1.093 0.002
1.143 0.001
5.339 0.005
5.224 0.008
4.868 0.007
4.837 0.006
4.025 0.009
Naval
5.087 0.002
Power
-2.763 0.002
-2.764 0.002
-2.756 0.001
-2.725 0.001
-2.737 0.001
-2.738 0.002
Protein
-2.756 0.003
-2.798 0.005
-2.784 0.004
-2.692 0.004
-2.711 0.004
-2.726 0.005
Wine
-0.962 0.004
-0.966 0.004
-0.964 0.004
-0.907 0.003
-0.926 0.003
-0.932 0.003
Yacht
-1.750 0.008
-2.153 0.010
-2.152 0.011
-0.964 0.009
-1.368 0.012
-1.499 0.011
800 epochs (Protein: 400)
Boston
-2.498 0.013
-2.577 0.014
-2.602 0.017
-2.458 0.014
-2.566 0.014
-2.607 0.016
Concrete -2.881 0.005
-2.932 0.005
-2.927 0.006
-2.824 0.005
-2.910 0.006
-2.904 0.005
-1.126 0.008
-1.051 0.008
-0.899 0.005
-0.938 0.004
-1.038 0.007
Energy
-1.060 0.012
Kin8nm 1.180 0.001
1.177 0.001
1.193 0.001
1.116 0.001
1.102 0.001
1.137 0.001
5.377 0.009
5.371 0.005
4.964 0.007
4.946 0.005
3.960 0.010
Naval
5.178 0.005
Power
-2.762 0.002
-2.762 0.002
-2.755 0.002
-2.710 0.001
-2.725 0.001
-2.721 0.002
Protein
-2.736 0.004
-2.779 0.008
-2.784 0.005
-2.677 0.004
-2.701 0.004
-2.719 0.004
Wine
-0.971 0.004
-0.975 0.004
-0.972 0.004
-0.896 0.003
-0.919 0.003
-0.931 0.003
Yacht
-1.657 0.005
-1.943 0.005
-1.986 0.007
-0.966 0.015
-1.369 0.013
-1.399 0.010

Table C.2: Test CRPS results for all datasets, using the test setup and the models described in section 3.4 on all
datasets. Average PLL over all splits and the standard error is reported at both half and at the full n.o. epochs.
CUBN
BN
MCDO
CUDO
DO
MCBN
CRPS Std err CRPS Std err CRPS Std err CRPS Std err CRPS Std err CRPS Std err
400 epochs (Protein: 200)
Boston
1.561 0.014
1.599 0.014
1.580 0.014
1.581 0.016
1.625 0.016
1.676 0.017
Concrete 2.440 0.011
2.475 0.011
2.458 0.014
2.471 0.013
2.502 0.013
2.452 0.012
0.414 0.003
0.378 0.002
0.390 0.002
0.375 0.003
0.372 0.002
Energy
0.417 0.003
Kin8nm 0.042 0.000
0.041 0.000
0.041 0.000
0.046 0.000
0.045 0.000
0.043 0.000
Naval
0.001 0.000
0.001 0.000
0.001 0.000
0.001 0.000
0.001 0.000
0.002 0.000
Power
2.101 0.003
2.101 0.003
2.083 0.002
2.040 0.002
2.042 0.002
2.044 0.003
Protein
2.131 0.006
2.151 0.007
2.145 0.008
1.963 0.007
1.971 0.007
1.996 0.009
Wine
0.353 0.001
0.354 0.001
0.353 0.001
0.335 0.001
0.337 0.001
0.338 0.001
Yacht
1.019 0.011
1.100 0.013
1.039 0.012
0.451 0.005
0.469 0.006
0.530 0.006
800 epochs (Protein: 400)
Boston
1.579 0.014
1.617 0.014
1.631 0.016
1.546 0.016
1.597 0.016
1.656 0.017
Concrete 2.346 0.012
2.389 0.012
2.363 0.014
2.259 0.013
2.301 0.012
2.303 0.012
Energy
0.395 0.003
0.406 0.003
0.376 0.003
0.351 0.001
0.336 0.002
0.376 0.003
Kin8nm 0.042 0.000
0.042 0.000
0.041 0.000
0.045 0.000
0.045 0.000
0.043 0.000
Naval
0.001 0.000
0.001 0.000
0.001 0.000
0.001 0.000
0.001 0.000
0.003 0.000
Power
2.102 0.003
2.102 0.003
2.087 0.003
2.007 0.002
2.010 0.002
2.001 0.002
Protein
2.087 0.011
2.108 0.012
2.130 0.009
1.934 0.006
1.944 0.006
1.977 0.007
Wine
0.357 0.001
0.357 0.001
0.356 0.001
0.332 0.001
0.334 0.001
0.336 0.001
Yacht
0.832 0.007
0.824 0.007
0.851 0.008
0.441 0.005
0.464 0.006
0.479 0.006
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Table C.3: Test RMSE results for all datasets, using the test setup and the models described in section 3.4 on all
datasets. Average PLL over all splits and the standard error is reported at both half and at the full n.o. epochs.
MCBN (& const)
BN
MCDO (& const)
DO
RMSE Std err
RMSE Std err RMSE Std err
RMSE Std err
400 epochs (Protein: 200)
Boston
3.061 0.040
3.029
0.042
3.081
0.043
3.181
0.047
Concrete 4.631 0.026
4.588 0.032
4.658 0.032
4.510 0.029
Energy
0.743 0.005
0.683
0.004
0.675
0.005
0.673
0.004
Kin8nm 0.074 0.000
0.073 0.000
0.081 0.000
0.077 0.000
0.001
0.000
0.002
0.000
0.004
0.000
Naval
0.001 0.000
Power
3.826 0.007
3.796 0.006
3.727 0.006
3.726 0.007
Protein
3.971 0.019
3.916
0.016
3.636
0.016
3.692
0.018
Wine
0.634 0.002
0.632 0.002
0.608 0.002
0.611 0.002
Yacht
1.972 0.029
1.930
0.032
0.842
0.016
1.008
0.016
800 epochs (Protein: 400)
Boston
3.090 0.038
3.132
0.044
3.020
0.044
3.144
0.047
Concrete 4.453 0.028
4.410 0.033
4.291 0.036
4.269 0.031
0.679
0.006
0.599
0.003
0.677
0.005
Energy
0.727 0.007
Kin8nm 0.074 0.000
0.073 0.000
0.080 0.000
0.078 0.000
0.001
0.000
0.002
0.000
0.005
0.000
Naval
0.001 0.000
Power
3.821 0.007
3.793 0.007
3.675 0.006
3.657 0.006
Protein
3.891 0.033
3.912
0.019
3.597
0.015
3.665
0.017
Wine
0.640 0.002
0.638 0.002
0.604 0.002
0.611 0.002
Yacht
1.338 0.018
1.412
0.025
0.828
0.018
0.839
0.017
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Follow up experiment results

This section contains graphs displaying results of the follow up experiment described in section 4.2. The follow up experiment was performed on datasets where the results did not support MCBN outperforming CUBN in terms of PLL after 400 epochs, using the standard
models. These datasets were Kinematics 8nm, Naval Propulsion and
Power Plant (see table 4.1).
Fig. C.10 shows test PLL, CRPS and RMSE for Kinematics 8nm when
varying batch size in BN-models and Fig. C.11 shows results for the
same dataset when varying dropout rate in DO-models. Note that
these are test results. Best validation PLL was given at a batch size
M = 128 for MCBN, and a dropout probability pl = 0.01 for MCDO.
Fig C.16 shows a graph of the same type as in the standard evaluation (section 4.1), with these best validation parameters being used for
MCBN and MCDO respectively.
Results for Naval Propulsion are shown in Fig. C.12 (varying batch
size in BN-models) and Fig. C.13 (varying dropout rate in DO-models).
Best validation PLL was given at a batch size M = 768 for MCBN, and
a dropout probability pl = 0.001 for MCDO. Fig. C.17 plots the standard evaluation graphs using these validation-optimized parameters.
Results for Power Plant are shown in Fig. C.14 (varying batch size
in BN-models) and Fig. C.15 (varying dropout rate in DO-models).
Best validation PLL was given at a batch size M = 256 for MCBN,
and a dropout probability pl = 0.005 for MCDO (note that this was the
standard dropout probability for this dataset - see table 3.2). Fig. C.18
plots the standard evaluation graphs using these validation-optimized
parameters.
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Kinematics 8nm (BN models)

Figure C.10: Test PLL, CRPS and RMSE for the Kinematics 8nm dataset from the follow up experiment described
in section 4.2, when varying batch size M for BN models s.t. M ∈ {32, 64, 128, 192, 256} (corresponding to vertical
grid lines). One standard error is shaded around the PLL and CRPS estimates for MC-models.

Figure C.11: Test PLL, CRPS and RMSE for the Kinematics 8nm dataset from the follow up experiment described
in section 4.2, when varying dropout probability pl for DO models s.t. pl ∈ {0.001, 0.005, 0.01, 0.05, 0.1} (corresponding to vertical grid lines).

Kinematics 8nm (DO models)
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Naval Propulsion (BN models)

Figure C.12: Test PLL, CRPS and RMSE for the Naval Propulsion dataset from the follow up experiment described
in section 4.2, when varying batch size M for BN models s.t. M ∈ {32, 128, 256, 512, 768, 1024} (corresponding to
vertical grid lines). One standard error is shaded around the PLL and CRPS estimates for MC-models.

Figure C.13: Test PLL, CRPS and RMSE for the Naval Propulsion dataset from the follow up experiment described in section 4.2, when varying dropout probability pl for DO models s.t. pl ∈ {0.001, 0.005, 0.01, 0.05, 0.1}
(corresponding to vertical grid lines).

Naval Propulsion (DO models)
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Power Plant (BN models)

Figure C.14: Test PLL, CRPS and RMSE for the Power Plant dataset from the follow up experiment described in
section 4.2, when varying batch size M for BN models s.t. M ∈ {32, 64, 128, 256, 512} (corresponding to vertical
grid lines). One standard error is shaded around the PLL and CRPS estimates for MC-models.

Figure C.15: Test PLL, CRPS and RMSE for the Power Plant dataset from the follow up experiment described in
section 4.2, when varying dropout probability pl for DO models s.t. pl ∈ {0.001, 0.005, 0.01, 0.05, 0.1} (corresponding to vertical grid lines).

Power Plant (DO models)
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Kinematics 8nm (M , pl optimized)

Figure C.16: Test PLL, CRPS and RMSE for the Kinematics 8nm
dataset, using the optimal validation batch size M for BN-models, and
dropout probability pl for DO-models (from the follow up study described in section 4.2). Results are plotted each 50th epoch. One standard error is shaded around the estimates for MC-models.
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Naval Propulsion (M , pl optimized)

Figure C.17: Test PLL, CRPS and RMSE for the Naval Propulsion
dataset, using the optimal validation batch size M for BN-models, and
dropout probability pl for DO-models (from the follow up study described in section 4.2). Results are plotted each 50th epoch. One standard error is shaded around the estimates for MC-models.
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Power Plant (M , pl optimized)

Figure C.18: Test PLL, CRPS and RMSE for the Power Plant dataset,
using the optimal validation batch size M for BN-models, and dropout
probability pl for DO-models (from the follow up study described in
section 4.2). Results are plotted each 50th epoch. One standard error is
shaded around the estimates for MC-models.
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