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Abstract

Autonomous driving promises to revolutionise transportation by making it more effi-

cient, cheaper, safer and climate friendlier. Bringing autonomous vehicles onto roads

requires effectively sensing the surrounding environment and integrating derived in-

formation into a safe and efficient driving policy. This involves, amongst others,

capturing the intent of other traffic participants as signalled by turn lights. Con-

tributing to the development of autonomous systems as part of the publicly funded

MEC-View project at Bosch, this thesis aims at detecting turn signals with an em-

phasis on oncoming vehicles at road intersections. Specifically, using images taken

from cameras attached to side mirrors of an autonomous vehicle, a Convolutional

LSTM Neural Network detects and classifies turn signals of approaching vehicles

during both day and night time. As such, this work differs in important aspects from

existing literature. Results obtained from experiments and detailed analyses of test

cases indicate that the devised model performs competitively despite data scarcity

and strong label imbalance, with a weighted F1 score of 80.8%. Hence, this thesis lays

promising ground work in the domain of autonomous driving and identifies potential

future improvements.

Swedish Abstract

Detta examensarbete syftar till att utveckla autonoma system som en del av det

offentligt finansierade MEC-View-projektet hos Bosch och upptäcker blinkersignaler

med tonvikt p̊a mötande fordon vid vägkorsningar. Specifikt, med bilder tagna fr̊an

kameror som är fästa vid sidospeglar p̊a ett autonomt fordon, upptäcker och klas-

sificerar ett LSTM-faltningsnätverk blinkersignaler för ankommande fordon under

b̊ade dag och natt. Resultat som erh̊allits fr̊an experiment och detaljerade analyser

av testfall indikerar att den planerade modellen presterar konkurrenskraftigt trots

dataknapphet och stark etikettobalans, med en vägd F1-score p̊a 80,8%.
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1 Introduction

This chapter introduces the concept of autonomous driving and its implications. In

particular, it briefly touches upon how that technology is linked to the general field of

Artificial Intelligence, especially Deep Learning. Lastly, the specific aspect of driving

that this thesis aims to automate, namely turn light detection, is described and its

relevance put in perspective.

1.1 Background

Autonomous driving is widely regarded as heralding a new era of more efficient, safer,

cheaper and climate friendlier modes of transportation [1]. Presently, more than one

million people die annually from traffic accidents worldwide [2] and a further roughly

three million deaths are caused by air pollution [3], a large share of which is at-

tributable to traffic. Congestion burdens the world economy, with a cost of $461

billion in Germany, Britain and the United States in the past year alone [4]. Not

to mention the opportunity costs imposed by reserving up to 50% of paved surfaces

for vehicles in some areas of the world [5]. Many of these severe implications of cur-

rent transportation modes are forecast to be considerably alleviated by autonomous

driving systems. Some predictions estimate that autonomous driving could reduce

congestion by 60%, vehicle related pollution by 80% and road accidents by 90% [6].

Materialisation of these projections depends, however, on carefully planned policies,

well regulated adoption [7] and significant progress in current technologies [8].

Partially automated driver assistance systems have been around for some time and

have already found their way into mass consumer markets, including adaptive cruise

control and lane keeping support. These systems are limited to a specific operational

design domain (ODD), such as highways, and take over certain dynamic driving tasks

(DDT), such as speed or steering angle. However, a human driver is ultimately re-

sponsible for performing other driving tasks or take over control completely. As such,

the Society of Automotive Engineers (SAE) defines these systems as belonging to

SAE Level 2 or lower [9]. Hence, they are at most partially autonomous. The current

challenge is to develop systems that are conditionally and finally, fully autonomous.

Such technologies would perform the entire DDT with the expectation that drivers

respond to intervention requests (SAE Level 3), without such expectations under lim-

ited ODD (SAE Level 4) and finally without such expectations under any ODD (SAE

Level 5). This final level of automation is commonly behind the term autonomous

driving and thus holds the potential to usher in a new era of transportation.

Successfully developing and implementing such autonomous systems depends fun-

damentally on the effectiveness of sensing the surrounding environment and integrat-

ing derived information into a driving policy [10]. While traffic rules and guidelines

as to how to behave on roads exist, stochastic elements are pervasive. Pedestrians

unattentively crossing roads; road conditions unexpectedly changing due to weather

influences; or objects suddenly falling onto roads. These scenarios and many more

render systems operating solely on derived rules inadequate to function safely and

effectively in the real world. Therefore, any devised system must be intelligent in the

sense that it is capable of reacting quickly and appropriately to unforeseen situations.

Corner stones of this required intelligence are effectively acquired knowledge and its

use to inform future decisions when facing something not (entirely) encountered be-

fore.
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Allowing machines to acquire such abilities is what the field of Artificial Intelli-

gence (AI) envisions. In the words of Russell et al., AI is ”the study of agents that

receive percepts from the environment and perform actions” [11]. Not any actions

though, but those that would be deemed intelligent if made by humans [12]. However,

the term intelligence is somewhat elusive [13] as a machine could be explicitly pro-

grammed by a human to perform in certain ways, in which case machine intelligence

is just a result of transferring human domain-knowledge to a computing machine.

Machine Learning (ML), a subset of AI, on the other hand, aims at automating the

knowledge acquisition process by discovering and exploiting patterns in data [14]

through a process called training.

It is Machine Learning that has experienced an extraordinary progress in research

and applications in the new millennium and thus been responsible for many widely

known advances in AI. A majority of this success is attributable to Artificial Neural

Networks (ANN) made up of computing units [15], which are loosely inspired by

biological brains. Stacking multiple ANN layers is one example of an ML approach

referred to as Deep Learning (DL). Coupled with improvements in computational

devices, DL models have achieved performances surpassing those of humans on specific

tasks, many of which fall into the category of perception, such as image recognition

[16]. This is because their depth allows to learn representations of data with multiple

levels of abstraction [17].

Thus of no surprise, recent successes of DL hold great promises for autonomous

driving systems. Its effectiveness in discovering intricate structures in large-scale data

and deducing knowledge to perform actions alleviates the need for the careful and

explicit provision of a knowledge base. Given the vastly complex state and action

space of driving a vehicle, this is a fundamental requirement for any autonomous

system. Indeed, DL has already found its way into the domain of autonomous driving

by performing object detection (pedestrians [18], lanes [19, 20], vehicles [20], traffic

signs [21]) and controlling vehicles [22, 23], amongst other tasks. Therefore, this thesis

will focus on a DL approach to grant an autonomous vehicle (AV) the additional

capability of recognising signals originating from direction indicator lamps.

1.2 Research Question

This thesis aims at developing a Deep Learning model to recognise signals originating

from turn lights, also formally known as direction indicator lamps, under real-world

traffic conditions. Based on visual input provided by cameras attached to the AV’s

side mirrors (henceforth referred to as side cameras), the devised model will classify

oncoming vehicles’ turn light states, which can fall into four categories: active left

turn light, active right turn light, active warn lights and inactive turn lights. The

oscillatory behaviour of direction indicator lamps, i.e. switching between an on and

off-state according to certain frequencies, distinguishes them from other light sources

in traffic. Therefore, capturing temporal information is vital for classifying such sig-

nals and ultimately in informing the AV on other traffic participants’ intent. As

such, the considered problem is that of supervised video classification, whereby la-

belled video frames are used to train a devised model. The choice of DL rests mainly

on its ability to generalise well while jointly performing feature extraction and classi-

fication. Urban environments experience highly variable conditions (e.g luminance or

contrast variations, occlusions, etc.) and vehicles differ widely in appearance and to

some extent in turn signal frequency [24]. The need to only provide information on a
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limited number of vehicles and their state of turn lights makes solving this problem

in an efficient and effective manner tractable.

This thesis work is part of the MEC-View project and conducted at Bosch [25].

Funded by the German Federal Ministry of Economic Affairs and Energy, it eval-

uates the use case of infrastructure and systems supporting autonomous mobility.

The project especially focuses on urban environments, as they are characterised by

difficult navigation arising from complex interactions of different traffic participants.

Navigating in such settings requires the driving system of MEC-View’s AV to care-

fully sense and track its environment. Information gathered by the AV is used to

make retraceable and interpretable decisions on DDT, such as steering angle and ac-

celeration. However, a driving system typically does not derive its actions directly

from raw sensor inputs, but rather, data on the environment is processed by several

task-specific programs — such as pedestrian or damage detection systems amongst

others — and then provided to it.

One such task domain is the assessment of other traffic participants’ intents. In-

formation on this can decrease uncertainty about trajectories of other objects and

thus allows the autonomous driving system to plan more reliably and effectively. One

crucial intent to gauge is that of an oncoming vehicle to turn. In a not fully connected

world, without all vehicles being able to directly communicate by broadcasting mes-

sages (known as vehicle-to-vehicle or V2V communication), capturing this intent relies

on visually perceiving the state of turn lights. Even in a future with fully adopted

V2V communication systems, a fall-back to turn light detection based on visual per-

ception may still be relevant. Therefore, the task of detecting active turn lights using

visual inputs is imperative for a driving system to navigate under complex, real-world

conditions.

Scenarios where such importance becomes evident are numerous. One particular

example is that of an AV safely and timely entering a priority road at an urban

intersection. Such a scenario serves as the main testing ground for the MEC-View

project, with an intersection in the German city of Ulm-Lehr fitted with measuring

equipment to collect data and perform experiments. Figure 1.1a shows this very

intersection. One possible scenario for testing a turn light detection system is depicted

in Figure 1.1b. An oncoming vehicle (1 ) intents on turning right and hence leaving the

priority road. The AV might enter onto that road before another oncoming vehicle (2 )

approaches the intersection, instead of waiting for 1 to have fully completed entering

onto the side road.
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(a) (b)

Figure 1.1: Image 1.1a shows the urban intersection in the city of Ulm-Lehr, Germany,

which provides infrastructure to test autonomous driving systems as described in more

detail by [25]. Image 1.1b depicts an experimental scenario: The autonomous vehicle

(AV) is approaching the priority traffic sign and aims at turning right onto Loherstraße

(the priority road). If the oncoming vehicle (1 ) on that street is indicating to turn

right onto Mähringer Straße, the AV may proceed without waiting for that vehicle to

have fully left the priority road and before 2 approaches.

This concrete use case hints at further aspects of the considered problem state-

ment. Namely, it focuses on turn signals originating from the front of vehicles. How-

ever, the benefits of Deep Learning laid out earlier do not limit the applicability of

any devised model. In fact, any model can be generalised to detect rear-based turn

lights by incorporating such labelled data into the training process.

To summarise, the research question of this thesis concerns the viability and effec-

tiveness of Deep Learning for detecting turn signals in a highly variable environment.

Assessing this questions entails estimating and comparing performance metrics with

existing literature. A further aspect under consideration might be computational

speed in order to allow for the model to be applied in real-time. The hypothesis is

that a learning based approach accounting for both the temporal and spatial aspects

of the task performs competitively and uniformly under different environmental con-

ditions. This would allow the model to be incorporated into MEC-View’s AV and

help it navigate by anticipating actions of other traffic participants in the real-world.

1.3 Research Implications

Having introduced the concept of autonomous driving and the research questions, it

becomes evident that the objective pursued by this thesis has widespread implica-

tions, both ethically and environmentally. These arise from automating the control

of vehicles under real-world conditions by learning from data and are described in the

following sections.

1.3.1 Ethical Aspects

The steps involved when performing Machine Learning, from collecting data to basing

a decision making process on trained computer programs, raise many ethical concerns.

Specifically, the research work of this thesis raises two profound ones, namely privacy

and liability.
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Privacy

Detecting turn signals requires capturing visual information on the surrounding

environment by means of taking images. Hence, personally identifiable information

(PII) of people engaging in traffic related activities — either as pedestrians, drivers

or passengers — is inevitably contained in the collected data and processed by the

model. These privacy concerns can be addressed by removing all PII from the data, as

such information is not necessary for achieving the research objective. Nevertheless,

when deploying such a program in real-time, redacting PII before processing the data

may introduce too much latency. Hence, appropriate data storage and processing

guidelines ensuring the adherence to privacy laws must be put in place, as was done

in this thesis work.

Liability

Another critical aspect is that of attributing liability in case of system failures

that lead to accidents or inadequate or illegal behaviour by the vehicle. In the past,

ranging from accidents involving autopilots in aviation to tests of autonomous vehi-

cles, liability was ultimately attributed to the nearest human operator [26]. However,

by definition of autonomous vehicles according to SAE Level 5, humans are not re-

quired to assume control at all. Thus, human users cannot be considered the subject

of liability if they act according to vehicle instruction manuals and usage guidelines.

On the other hand, the liability of algorithms is currently unclear in many jurisdic-

tions [27] and may instead be shared by several legal entities, such as the vehicle

manufacturer, component manufacturer, software engineer and road designer in case

of intelligent road systems [28]. In the future, legal systems are envisioned to be

revised in order to accommodate autonomous systems and ultimately ensure their

wide-spread adoption. Whatever the resulting legal framework, scientists developing

autonomous systems and the algorithms they rely on, such as turn light detection

systems, need to consider ethical aspects and ensure the up-most safety standards for

any derived product.

1.3.2 Environmental Aspects

Storing and processing the data necessary for many information and communication

technologies (ICT) demands considerable resources, both in terms of materials and

energy. Whether positive implications prevail over negative ones is somewhat difficult

to assess [29] and some projections see the share of greenhouse gas emissions from

the ICT sector to grow to 14% by 2040, or around half of the current transport

sector’s share [30]. Specifically, equipping vehicles to be smart and connected in

addition to generally adopting Internet of Things (IoT) — all of which is required

for fully autonomous driving — will have profound environmental impacts. Further,

training highly parametrised Machine Learning models demands lots of energy, that,

depending on the energy source, releases large amounts of CO2 [31]. On the other

hand, once these measures are adopted and the algorithms trained, marginal and

usage costs are considerably lower. Hence, their environmental externalities may be

more than offset over a product’s life-cycle from resulting efficiencies.

Evaluations conducted by MEC-View’s industry partners on the effect of its au-

tonomous driving system on energy consumption and driving durations show signif-

icant improvements over conventional driving as laid out in Figure 1.2. Specifically,

these assessments refer to optimal driving scenarios as defined in Figure 1.3. The

relative efficiency gains of autonomous driving amount to an approximate reduction
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of 30% in driving time and of 65% in energy consumption. While these results are

limited to certain conditions and scenarios, they nevertheless hint at the potential

environmental benefits of AVs.

Scenario Time Energy

Conventional 100% 100%

Autonomous 70% 35%

Figure 1.2: Comparison between a conventional and autonomous driving scenario.

The latter is supported by MEC-View infrastructure and systems and the former

acts as a baseline. These numbers refer to measurements taken from 40 metres before

to 30 metres after the intersection in Ulm-Lehr with the vehicle setup shown to the

right. Further, measurements only apply to petrol cars driving according to Figure

1.3.
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(a) Conventional: Information about the oncoming vehicle is only available once the inter-

section is reached (vertical dashed line) and therefore planning in advance to merge before it

approaches is not possible.

−40 −30 −20 −10 0 10
0

3

6

9

dstop [m]

v
[ m s

]

−2

0

2

4

a
[ m s2

]

(b) Autonomous: Using information collected from vehicle and infrastructure sensors, it is

possible to plan entering the intersection before the oncoming vehicle approaches.

Figure 1.3: Considered scenarios for conventional and autonomous vehicles approach-

ing and entering the intersection at Ulm-Lehr with the positions of vehicles as shown

in Figure 1.2. The axes show velocity v, acceleration a and distance to intersection

dstop of the vehicle in question.
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2 Literature Review

Given the research question, published literature on this specific and similar tasks

is consulted to obtain an overview of existing methodologies, inform on possible ap-

proaches to solving it, and help interpret obtained results in a comparative manner.

2.1 Brake/Turn Light Detection

Detecting turn signals is closely related to identifying vehicle lights in general, from

headlights to brake and reverse lights. As such, a wide ranging body of literature on

the general task of light detection exists. Early research focuses on the separation

of colour. The method put forward by [32] separates white, red and orange colours

in L*a*b* colour space to detect vehicle lights, including turn lights, under reduced

visibility conditions. The authors apply subjectively defined thresholds on with a

median filter de-noised image in order to extract light blobs. Detection rates of

the proposed approach are rather low for red and orange lights with 48% and 64%,

respectively. Further, this method does not attribute light blobs back to vehicles and

thus is unaware of which vehicle signals what state.

Similarly, HSV colour space is used by [33] for finding an appropriate red colour

threshold to detect and track rear lights during night time. To address variation in

appearance of rear lamps, the authors propose custom camera configurations derived

from automotive regulations, allowing the control of saturation levels. Extracted light

blobs are then filtered using normalised cross correlation on the RGB channels under

the assumption of symmetry so as to obtain a given vehicle’s pair of rear lamps.

Tracking is performed by a Kalman filter with the additional benefit of allowing to

retain detections from one frame to the next in case symmetry based cross correlation

fails due to perspective distortions. Detection rates are above 96%, with the lowest

in urban environments. This hints at the model’s difficulties in dealing with light

variations and other light sources.

Brake lights are detected in the frequency domain by [34], alleviating the need

of heuristic features, such as symmetry, due to the invariance properties of Fourier

transformations. Images taken during dark hours are first converted to the YCbCr

colour space. Then, weighted averages of colours for each pixel are transformed using

Fast Fourier Transform. Differential of Gaussian is used to remove noise. Finally,

the change between the logarithm of the maximum frequency spectrum value from

one frame to the next is used to detect brake lights. This relies on subjectively set

thresholds to deal with interferences from noise and other sources. This approach does

not use any visual cues apart from colour and hence may be vulnerable to noise in

illumination outside rear light regions, since the entire frame is considered. Detection

rates are between 71% and 76%, depending on the data set.

In addition to detecting brake lights, work by [35, 36] captures turn signals as

well. Vehicle lights in a video frame are located using soft thresholds for red and

white colours in Y’UV colour space. Coordinate symmetry and colour correlation

tests ensure that identified lights belong to the same car and help filter out noise. In

addition, Bhattacharyya coefficients are computed on colour histograms to confirm

matches. Tracking lights across frames is subsequently achieved by a linear Kalman

filter. The status of turn lights for a given tracked vehicle is inferred from a change

in the running average of luminance. After at least 1.5 seconds into a vehicle’s video

sequence, a prediction is produced based on an empirically set trigger criterion. Ap-

plicable during both day and night, the proposed methodology is more generalisable
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than the literature presented thus far and depending on lighting conditions, achieves

detection accuracy rates of 68% or higher.

A symmetry and colour based approach for detecting active brake lights is pro-

posed by [37]. Vehicles are located using consecutive boosted classifiers based on

Histograms of Oriented Gradients. Temporal information from previous frames is

considered to supplement vehicle detection by providing guidance as to where the ob-

ject might be. Tail lights are then extracted in L*a*b* using thresholds and resulting

regions are filtered by distance and size tests, which assume certain tail light shapes

and require setting weights and defining score thresholds. Areas corresponding to

rear lights are further isolated by means of a fast radial symmetry transformation,

which detects radially symmetric blobs. The number of high intensity pixels in these

blobs is obtained and normalised by vehicle width. Break lights are deemed active

if this value is above a defined threshold. More than 87% of frames are correctly

classified, with a false positive rate of less than 2%. The proposed method only works

during day time and requires setting several parameters and thresholds carefully.

Another approach by [38] detects and tracks rear lights using a Viola-Jones cas-

cade detector. Consecutive frames of identified objects are aligned by computing

correspondences obtained from a Lucas-Tomasi feature tracker in order to isolate

changes in illumination from spatial changes. Under this approach, Random Sample

Consensus is used to compute point correspondences considering translational, rota-

tional and scaling transformations. In addition, background subtraction is applied to

exclude pixels with outlying depth information as provided by the used stereo camera

system. This limit is defined as one metre from the median distances of each pixel.

Temporal differences of frames and their corresponding frame half a flashing interval

prior are fed to a Gaussian mixture model to locate light sources. Flashing inter-

vals are assumed to have a frequency of 1.5 Hz as set by EU traffic regulations and

any formed clusters should relate to flashing lights. Next, the average pixel intensity

corresponding to these clusters is calculated. Three features are extracted by con-

catenating these average intensities across three intervals, one 1.5 Hz long, another

3 Hz long and the last 4.5 Hz long. Each of these vectors is transformed into the

frequency domain and then concatenated into a single feature vector to be classified

by an AdaBoost algorithm. Manual feature extraction requires image alignment and

background subtraction, which can introduce errors leading to misclassifications. To

overcome this shortcoming, the authors apply temporal smoothing of predictions by

considering a turn light active in a given frame if more than 50% of frames in the

interval leading up to that frame are classified as such. The authors achieve a true

positive rate of 87% albeit with a similar high false positive rate.

In a different manner, the approach proposed by [39] relies on colour information to

detect turn signals during day time. First, vehicles are detected using a Deformable

Part Model. The HSV colour space is used to filter pixels corresponding to red

colours using empirically set thresholds. These pixels are then clustered by a density-

based algorithm called OPTICS. To extract the two highest density clusters assumed

to correspond to rear lights, a threshold derived from a data set comprised of 100

vehicles is used. Tail light regions, represented as convex hulls, are then inferred

from these clusters and average luminance values of pixels within them calculated.

Next, a bounding box containing the tail lights and their surrounding pixels is created

to consider further variances in external colour and illumination sources. Different

level representations of these objects are obtained by Spatial Pyramid Max Pooling

and normalisation. These representations serve as an input into a K Singular Value
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Decomposition coupled with an Orthogonal Matching Pursuit algorithm to extract

sparse features. Classification is then performed by a Support Vector Machine (SVM)

together with information on luminance variation and vehicle orientation. The model

achieves a recall rate of 91% with 9% of turn lights being misclassified as inactive.

In the recent past, ANNs using convolutions, especially when stacked to form

deep structures, have shown impressive success at complex computer vision tasks

[40, 41] as spurred by [42]. Gained insight shows that these model are effective at

automatically learning spatially complex features of images at different hierarchical

levels. Specifically, layers show to hold properties related to object compositions,

invariance and discrimination [43]. Generally, shallow layers appear to learn generic

features while deep layers focus on more intricate ones. Due to the fact that features

are learned instead of crafted manually, this approach is more invariant to varying

conditions than the research listed hitherto. Specifically, it addresses many of the

previous methods’ limitations as listed in Table 1. However, it also implies that

collecting diverse and numerous data for learning such representations is paramount.

Provided by this insight, the methodology of [44] employs a Fully Convolutional

Neural Network (FCNN) to identify rear light areas and subsequently a SVM to detect

brake lights. A Fast Region-Based Convolutional Neural Network (Fast R-CNN) is

used to identify vehicles, which are tracked by a kernel correlation tracking algorithm

in order to improve detection accuracies and provide vehicle tracks. Bounding boxes

satisfying defined aspect ratios are then passed to a FCNN in order to segment out

tail lights. From those segments, brake light regions are isolated in the LAB colour

space using empirically determined thresholds, which are informed by automotive

regulations. Morphological close operations reduce noise. Thereafter, the authors

propose two approaches for obtaining features. Under the first proposition, invariant

colour features are computed from these filtered pixels, such as normalising RGB

and computing transformed colour distributions. Another suggested option involves

obtaining hierarchical features from a deep Convolutional Neural Network (CNN),

specifically a subset of VGG-16 layers. Under this setting, Spatial Pyramid Pooling

(SPP) is applied. SPP divides the input image into a grid, with each tile being

processed separately by the CNN in addition to the entire, undivided image. This

way, details and smaller objects are supposed to be captured in a more effective

manner. To obtain features related to the brake light regions, the output of each

selected VGG-16 layer is resized to the original image input size of 512 × 512 pixels

and elements corresponding to pixels in the isolated light blobs extracted. Average

pooling is used to obtain a single feature vector. An SVM is then trained on the

resulting features, which achieves accuracy levels of 92%. As the researchers note,

using CNN image features and employing SPP increase the model’s performance by

a margin of nearly 6 percentage points. It appears that limiting the CNN to brake

light regions acts as an enforced prior. However, it seems a rather strong one since

the model is not allowed to adjust the region of interest should colour thresholding

be inaccurate.

An approach fully reliant on ANNs to detect brake lights is proposed by [45].

Firstly, vehicles are detected in frames obtained by a high dynamic range (HDR)

camera using a pre-trained single shot detector. Then, the resulting data is augmented

by randomly shifting the centre of frames and resizing them under some probability

before resizing them again to a fixed size of 224 × 224 pixels. Training data is then

used to fine-tune a pre-trained AlexNet model. Each vehicle is described by its
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image’s HDR dark channel and is predicted to have its brake lights on or off. The

researchers report an accuracy rate of 98% while working on speeds of up to 70 frames

per seconds.

Similarly, the use of an ANN to detect both brake and turn lights is put forward by

[46]. As a preprocessing step for turn light detection, scale-invariant feature transfor-

mation aligns consecutive frames and after obtaining their absolute difference, regions

of interest (ROI) corresponding to left and right tail lights are extracted. These ROI

are constant and are 2/5 of both height and width of a vehicle’s image, taken from

its left and right side. This aims at capturing inherently small turn lights more ef-

fectively. The two regions of interest form two different CNN inputs. In addition,

a separate CNN for brake light detection takes the entire frame image as input. In

both cases, Long-Short-Term-Memory (LSTM) cells then take CNN outputs to cap-

ture temporal information pertinent to determining dynamic flashing states. To train

the ANN architecture, each frame is given the ground truth label of its corresponding

video sequence of 16 frames, each of 227 × 227 pixels. This video length allows to

capture at least one turn signal cycle. Classifying a frame is done by combining the

outputs of the entire RGB frame and absolute differences for the left and right ROI.

Labels consist of three letters, capturing all possible combinations of brake and turn

light statuses. The label of a sequence’s last frame is used as label for the entire

video. The model achieves accuracy rates above 88% and the researchers find that

using ROI, frame differences and memory cells provides a considerable performance

gain.

Despite their strength over earlier non-Deep Learning based methodologies, the

above cited papers do face several limitations. These are elaborated in Table 1.

2.2 Video Classification

Given the limited amount of Deep Learning approaches for turn light detection, espe-

cially when considering non-highway settings and the use of side-cameras, a relevant

subset of research on video classification is explored. The following papers propose

novel approaches that could be considered or provide constructive insight. For a

more thorough overview of Deep Learning for video classification, interested readers

are referred to [49, 50].

A multi-resolution CNN architecture is introduced by [51]. It consists of two

streams processing the same video. The context stream uses low-resolution frames

down-sampled to 89×89 pixels as input whereas the fovea stream uses frames’ centre

cropped to 89 × 89 pixels at full resolution. The choice of using image centres is to

address the inherent bias of recordings whereby the object of interest is usually in the

centre region of a frame. Motion awareness and thus capturing temporal information

is achieved by fusing the output of CNN layers across frames. Early fusion allows the

first convolutional kernel to slide across the spatial and temporal dimensions. Hence,

the kernel has four dimensions, with the last one specifying the number of frames

considered by the convolutional operation. Late fusion merges the CNN’s output

of the first fully connected layer from the first and last frame of a video sequence.

Finally, slow fusion is a hybrid approach, allowing intermediate layers to convolve

across the temporal dimension and to introduce global information gradually. It is

this type of fusion that performs best, predicting the correct label amongst its top

five predictions 80% of the time. Inference is done by randomly sampling 20 frames

from a video sequence and averaging their scores to obtain a label for the entire video.
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Limitations Publications

Colour threshold dependent methods may not work well un-

der different scenarios, such as those experiencing high vari-

ance in luminance [44] or saturated contrasts. Examples are

scenes under bright daylight and interfering colour sources

(e.g. vehicle’s exterior). These methods generally introduce

noise and are difficult to use during both day and night time.

[32],[33],[35],[37],

[39],[44]

Methods reliant on empirically set parameters and thresh-

olds for filtering out noise by, for example, considering

shapes or assigning classification labels are difficult to define.

Further, the methodology can grow complex very quickly

when, for example, several aspects of vehicle lights are de-

fined manually as these can vary widely across markets and

manufacturers. All these limit generalisability.

[34],[35],[36],[37]

Methods based on symmetry assumptions are less effective

when using side-facing rather than front-facing cameras, es-

pecially in urban settings, due to the presence of multiple

objects, occlusions and perspective distortions. Symmetry

assumptions are weakened when vehicles are not roughly

pointing in the same direction and when foreshortening is

not negligible [47].

[33],[35],[36],[37]

Temporal dependencies for detecting brake/turn lights are

not properly dealt with. Either these characteristics are ig-

nored or captured by means of manually combining features

across time. For turn light detection, these approaches are

inappropriate measures as turn signals are dynamic and not

easily recognisable within a single frame window. Even for

brake light detection, incorporating temporal information

may be beneficial if there are strong illumination variations

across frames.

[32],[38],[45]

The calculation of frame differences to explicitly capture or

complement temporal information is prone to be noisy, even

if images are aligned and especially if frame rates are low.

Further, RGB differences are found to be unstable in de-

scribing motions [48].

[38],[46]

Isolating vehicle lights by means of fixed ROI reduces the

model’s generalisability. That is because shapes of vehicles

and locations of lights differ widely, e.g. motorcycles and

buses versus passenger cars. On the other hand, considering

the entire frame and extracting insufficient visual cues can

lead to focusing on misleading or irrelevant features.

[34],[46]

Table 1: Identified limitations of studied brake/turn light detection methodologies.

11



To reduce the extent of overfitting, the authors augment data by resizing frames and

cropping a random 170 × 170 pixel wide region, which is flipped horizontally with

some probability. Each frame of a certain video sequence is subject to the same

random augmentation. All frames have the data-wide mean pixel value subtracted.

A temporal segment ANN designed by [48] similarly consists of a spatial and

temporal CNN stream. The former takes RGB images as input while the latter

stacked optical and/or warped optical flow. Both streams are based on a sparsely

sampled number of snippets for a given video. These are obtained by dividing a

video into a number of uniformly spaced segments of equal length. From those,

snippets are randomly taken. This sparse sampling of frames reduces computations

and usage time of the algorithm and is justified whenever consecutive frames are

highly redundant, which is especially true for high frame rates. The first step in

obtaining a prediction for a given video is to apply an aggregation function so as to

obtain a consensus based on each classification label of its snippets. This function

is chosen to be an un-weighted averaging operation as it allows for the computation

of sub-gradients. To obtain the final label of a video, the weighted average of both

streams is taken. In line with previously mentioned literature, pre-trained CNN

architectures are used as bases for the proposed ANN. However, inputs and pre-

trained weights for the temporal stream must be modified to allow for this. To

this end, optical flow values are forced into the range of RGB values by means of

a linear transformation and pre-trained weights of the first convolutional layer are

averaged across RGB channels and replicated by the number of defined temporal input

channels. Thus, a CNN pre-trained on images is re-purposed to take in optical flow

information. Further, all Batch Normalisation layers of the temporal stream except

the first one are kept constant since optical flow values have different distributions

than RGB images. Dropout is used to address the issue of overfitting in addition

to data augmentation, which employs scale and aspect ratio jittering to produce

cropped frames of 224 × 224 pixels. The temporal segment ANN achieves accuracy

rates between 69% and 94%, depending on the data set considered. Experiments

show that Partial Batch Normalisation, Dropout and pre-trained CNNs all improve

performance. On the other hand, using RGB difference decreases accuracy rates,

which the authors conjecture is due to its unstable nature when describing motions.

Combining some aspects of the previous two papers, the work conducted by [52]

uses another two-stream CNN architecture, where late fusion is performed by a lin-

ear SVM. Again, the spatial stream uses a pre-trained CNN architecture and takes

single frames as input. For the temporal stream trained from scratch, the authors

experiment with different means of capturing motion: stacked optical flow, trajectory

stacking, mean flow subtraction and combinations thereof. Under the first method,

optical flow of consecutive frames is calculated and combined with that of previous

frames to form an input tensor containing both spatial and long-term temporal in-

formation. A bi-directional version also considers displacement fields backwards in

time. On the other hand, trajectory stacking involves calculating displacement not

along locations but motion trajectories. Lastly, mean flow subtraction attempts to

address camera motion by subtracting the mean displacement across a time window.

The combined ANN is trained on individual RGB frame and stacked motion infor-

mation per video, where each input’s spatial dimension is of 224 × 224 pixels. Data

augmentation includes random cropping, flipping and RGB jittering. To predict a

video’s label, a fixed number of its frames are sampled in equal time distances and

their scores averaged. The authors find that uni-directional optical flow stacking with
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mean flow subtraction performs best with 59% to 88% accuracy, depending on the

data set. Stacking multiple displacement fields improves accuracy rates as it pro-

vides long-term motion information, while mean flow subtraction effectively reduces

global motion across frames. However, the ANN’s spatial pooling ignores trajectories

provided by optical flow. By analysing learnt representations, the authors provide

evidence that the ANN generalises hand-crafted features used by many of the early,

non Machine Learning based methods in this field.

An additional proposition for capturing temporal information is made by [53].

Other than applying a CNN to each frame and pooling layers at different levels of the

ANN to combine frame-level features into a classification label, the authors propose

to use several LSTM layers on top of a CNN base. This has the benefit of not being

order invariant compared to the former approach. However, LSTM cells still rely on

optical flow to capture motion information explicitly, which is computed from two

adjacent frames. Hence, the ANN architecture features two streams, one based on

raw images while the other takes in optical flow information. The CNN base for

both is pre-trained and its structure equals that of either AlexNet or GoogLeNet,

followed by five LSTM layers with 512 memory cells each. Data augmentation resizes

images and then randomly crops areas of 220 × 220 pixels, flipping them with some

probability. This is done before optical flow is calculated, which is pre-processed akin

to [52] in order to allow the use of pre-trained models. When training the two LSTM

Neural Networks, a gain, which increases as the video progresses towards its end,

is applied to the back-propagated loss of each frame. This is done to value correct

predictions at later frames more highly as it is shown empirically that this increases

accuracy rates. To obtain the final label, late fusion similar to [52] combines scores

of the two streams for a given frame. Then, frame predictions are linearly weighed

over time and the maximum value returned. The strength of this approach is that

videos of arbitrary lengths can be labelled. The proposed model predicts the correct

label amongst its top five predictions 91% of the time and benefits from fine-tuning

pre-trained blocks. Further, using optical flow information increases accuracy by a

single percentage points. More strikingly, the LSTM based model outperforms the

convolutional pooling based one by almost 20 percentage points.

While not presented as a video classification algorithm, a convolutional LSTM

as a recurrent neural unit within an ANN to perform object detection was proposed

by [54]. This approach eliminates the need to calculate optical flow and allows the

backpropagation of gradients through time even within convolutions. The framework

is a single shot detection model based on MobileNet’s architecture, where depth-wise

separable convolutional layers replace conventional convolutions. To further reduce

computational costs, convolutional LSTM layers are placed only at a certain depth.

This type of LSTM is more efficient than standard versions if the output has less

than three times as many channels as the input. Since this type has convolutional

structures both in input-to-state and state-to-state transitions, spatial information

is not lost as no unfolding of the data into a single dimension occurs as compared

to conventional LSTM layers [55]. Due to its optimised structure, the ANN allows

real-time inference on a mobile CPU running at up to 15 frames per second. Given

its benefits compared to the limitations faced by some of the above mentioned re-

search (see Table 2), re-purposing the authors’ model for turn light detection could

be considered.
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Limitations Publications

Predicting labels for a sequence by combining class scores

for selected frames (by means of averaging, taking the max-

imum, etc.) is likely inadequate for turn light detection and

for video clips in general, where actions or scenes are mul-

tifaceted. Even combining outputs from LSTM cells when

going from a frame level to a video level can run such risks.

Further, sparser sampling of frames is shown to be linked to

lower performance [53].

[48],[51],[52],[53]

Optical flow alone might be less effective at capturing long-

term temporal information as compared to Recurrent Neural

Networks with their dynamic memory capacity. In addition,

estimating optical flow might be prone to errors if the area

of interest is relatively small and the change of interest is not

that of motion but that of luminance as in the case of turn

lights. This is especially true since optical flow assumes that

pixel intensities do not change [56]. Further, it is difficult to

obtain accurately and in a computationally cheap manner

[54].

[48],[52],[53]

Introducing motion awareness by means of temporal convo-

lution leads to under-performance when camera motion is

present and is order invariant. Even when capturing motion

more explicitly by optical flow and applying mean flow sub-

traction, camera motion is a potential issue. Both the AV

and any oncoming vehicles are generally moving to some ex-

tent. Hence, these methods could potentially under-perform

to a considerable extent when detecting turn lights under

real-world traffic conditions.

[51],[52]

Capturing smaller objects more effectively by means of fixed

ROI is suboptimal and may not have the desired effect. This

is especially true for turn light detection because of large

differences in light shapes and locations across vehicles.

[51]

Simply combining LSTM cells with convolutional layers does

not allow the backpropagation of gradients along the tem-

poral dimension throughout the ANN. For this, Recurrent

Convolutional Neural Networks are needed, which may cap-

ture more preferable representations.

[53]

Table 2: Identified limitations of studied video classification methodologies.
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2.3 Summary

Literature research revealed first and foremost the severe limitations of manually

constructing features and explicitly specifying rule-based detection processes. Em-

pirically set thresholds or model parameters and assumptions on object appearances

all reduce generalisability as applications are constrained to certain settings, such as

day time or vehicles facing same directions. An urban traffic environment is highly

diverse and so are vehicles themselves. Capturing and accounting for this variety with

a small number of carefully set parameters is prone to suffer from severe constraints,

potentially leading to high rates of misclassification.

Deep Learning based approaches, to a large extent, overcome these limitations

as, for example, a deep ANN of numerous layers and neurons is able to automat-

ically learn inherent characteristics of data and effective decision-making processes

for classifying them. In other words, these models jointly learn features and perform

discrimination purely by observing data [41, 57, 58]. Key to this success is obtaining

a large volume of diverse observations, covering a variety of aspects encountered in

the real world. Thus, data augmentation is crucial, as emphasised by its application

throughout the studied Deep Learning based literature. Inextricably linked is the

incorporation of pre-trained models into devised architectures. As these models are

trained on a large corpus of somewhat related data, their learned parameters can be

transferred to a new task and, if desired, be fine-tuned [59]. Hence, smaller data sets

for a new task are less of a restriction and convergence is achieved faster [40].

With respect to the task of turn light detection in specific, two aspects repeatedly

arise in the explored literature and are tackled in various ways.

First, vehicle lights are small compared to vehicles themselves. Their small details

may get crowded out by patterns in the background or noise. Some papers propose

training ANNs solely on isolated vehicle lights. Others decide to crop out fixed image

regions where vehicle lights are assumed to be. Another subset of papers propose

to process smaller parts of an image at a time and combine the obtained output,

e.g. by means of SPP. The latter is more flexible as it handles different scales, sizes

and aspect ratios at comparable performance and speed [60]. A different approach

to tackling this issue would be to isolate vehicle lights based on object detectors

(see [61] for an overview). However, this requires the availability of a database on

vehicle lights as labelling them from collected data as part of this thesis is infeasible.

Further, adopting object detection may render the final model to run considerably

slower compared to other options.

Second, capturing temporal information is paramount when detecting turn signals.

Temporal convolutions are order invariant and less powerful than Recurrent Neural

Networks, such as LSTM models. However, even they benefit from the explicit pro-

vision of motion awareness, as obtained, for example, by optical flow. Given the

limitations of computing optical flow, especially when change in illumination rather

than motion is of importance, convolutional LSTM cells are very promising as laid

out by [54, 55]. Further, LSTM based models outperform other recurrent structures

on a variety of tasks [62, 63].

The final, important insight gained is that of ensuring computational efficiency

and speed. Deep Learning approaches are generally very computationally intensive

[64]. Therefore, ensuring real-time inference on an AV likely requires further consid-

eration. Some researchers argue that frames could be sparsely sampled as there exist
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large overlaps in information across adjacent frames. This is even more applicable

for higher frame rates. Careful sampling of frames in accordance with the frequency

spectrum of turn signals may be considered by this thesis. Other than restraining

input data, another approach aims at limiting the number of parameters while still

ensuring high accuracy rates. One way to accomplish this would be to substitute con-

ventional convolutional layers with depth-wise separable ones. The latter’s benefit

lies in the fact that each input depth is first convolved independently and then fol-

lowed by a point-wise convolution, thus removing redundancies without measurable

sacrifice in performance [65]. Since this type of convolution requires less parameters,

pre-trained models without them cannot be readily used. A possibility to overcome

this limitation would be to use pre-trained architectures with Inception modules [66].
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3 Concepts

With an overview of existing methodologies, this chapter turns to the most relevant

concepts as they are ultimately incorporated into this thesis work. What follows are

concise overviews of certain Machine Learning terminologies and models, including

crucial aspects of their structures and learning processes. However, certain aspects

will not be elaborated in detail as a matter of keeping overviews succinct. Rather,

readers will be referred to the respective literature where relevant.

3.1 Machine Learning

Machine Learning applications are succinctly defined as algorithms learning ”from

experience E with respect to some task T and performance measure P” that improve

on T with respect to P while gaining E [67]. In light of this, the Machine Learning

approach considered by this thesis is characterised as follows:

• Task T is that of predicting multiple, mutually exclusive categorical labels.

Tasks like these are referred to as multi-class classification.

• Experience E contains both features of the collected data as well as correspond-

ing target labels. These are typically provided by domain experts — as is the

case in this thesis — and guide the model’s learning process. Such an experience

is referred to as supervised learning.

• Performance P commonly has two aspects. One is expressed in terms of a loss

function that allows the algorithm to adjust its parameters. These functions

have desirable mathematical properties and are inextricably linked to the second

aspect, which provides a more intuitive interpretation of a model’s performance.

For classification problems, the latter is very commonly prediction accuracy.

This metric gauges the proportion of correctly predicted instances of data not

for learning.

Various Machine Learning algorithms, also known as models, exist to achieve

such tasks T given experience E and performance metric P. Deep Learning models

are a subset of those and are concerned with hierarchical models capable of learning

high-level features in data [68].

3.1.1 Performance Metrics

Many performance metrics exist to measure the how well models perform on classifi-

cation tasks [69]. A very simple and common metric is accuracy [69], which measures

the share of correctly classified data points. Formally, it is defined as

Accuracy =

∑N
n

∑K
k y(n, k)t(n, k)

N

where y(n, k), t(n, k) are indicator functions that behave as follows

y(n, k) = t(n, k) =

{
1, if data point n is of class k,

0, otherwise.

and y refers to predicted values and t to the ground-truth, i.e. target value. Note

that very frequently, models return the estimated probability of an instance n ∈ N
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belonging to class k, which is denoted here as ỹ(n, k) ∈ [0, 1]. Commonly, the class

corresponding to the maximum probability is taken to be the predicted label.

A shortcoming of the accuracy metric is its bias towards most frequent classes. An

example of relevance to this thesis is if 90% of all instances have inactive turn lights

and are correctly classified as such, while active signals are completely misclassified.

In such a case, accuracy would be 90% even though no turn light was successfully

detected and classified.

It is therefore critical to account for unbalanced data, such as by means of Pre-

cision and Recall [70]. The former captures how many of the instances predicted as

belonging to class k actually belong to it, i.e.

Precisionk =

∑N
n y(n, k)t(n, k)
∑Nk

n y(n, k)
=

TP

TP + FP
,

where Nk =
∑N

n t(n, k). The latter, on the other hand, captures how many of the

instances belonging to class k have been identified as such. Mathematically, this can

be written as

Recallk =

∑N
n y(n, k)t(n, k)

Nk
=

TP

TP + FN
.

Thus, these two measures allow the assessment of a model’s performance with

regard to a crucial aspect, namely the balance between false positives (FP) and false

negatives (FN) [69]. Given a class k and an instance n, positives refer to y(n, k) =

1 whereas negatives refer to y(n, k) = 0. The adjective false indicates that the

prediction is wrong, i.e. y(n, k) 6= t(n, k).

Different problems may require balancing these two metrics differently. For ex-

ample, failing to detect a turn signal of oncoming vehicles in the scenario shown in

Figure 1.1b would hinder the AV to timely enter the priority road. On the other

hand, detecting a right turn signal when there is in fact none could lead to a collision.

To measure the sensitivity between false negatives and positives, the Fβ-score [71]

is calculated, which is defined as

Fβk = (1 + β2) · Precisionk · Recallk
β2 · Precisionk + Recallk

.

The parameter β controls the trade-off between the two concepts and is commonly

set to 1, in which case one speaks of a F1 score. Aggregating this measure across

classes in a weighted fashion allows to measure performance more appropriately by

considering under-represented classes and focusing on the most important type of

misclassifications. The loss function used in this thesis for these accuracy based

performance metrics is the Cross-Entropy loss [72], defined as

L = − 1

N

N∑

n

K∑

k

tnln(ỹn).

3.1.2 Hyper-Parameters

Machine Learning algorithms optimise their parameters given a performance metric

and its related loss function. However, many models have parameters that affect their

structure and in result their learning behaviour and performance. These parameters

are not subject to a model’s optimisation procedure, but are rather exogenous. Such
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variables are referred to as hyper-parameters and examples include learning rates and

the number of hidden layers for ANNs, which are introduced in Section 3.2, 3.3 and

3.5.

Given their considerable impact on performance, optimising hyper-parameters is

an integral part in devising any Machine Learning model. Exploring every possible

combination of hyper-parameter settings is infeasible since this approach suffers from

the curse of dimensionality, with the number of possible combinations increasing

exponentially as the set of parameters and their values considered grows [73, 74].

Especially for Deep Learning models, the hyper-parameter search space is gener-

ally of high dimensionality. Therefore, a common optimisation strategy is to subset

the hyper-parameter space using domain knowledge [75] and explore different com-

binations within this subspace. Such a strategy is commonly applied and referred to

as manual search followed by grid search. However, due to the curse of dimension-

ality, whenever few hyper-parameter values have a strong impact on performance,

computational resources and time can be wasted on exploring irrelevant subspaces.

To overcome this issue, random exploration of the hyper-parameter space can be

employed, which outperforms manual and grid search for several models, including

ANNs, while requiring less computational time [74]. Nevertheless, the exploration of

subspaces can further be improved by focusing on those parameters and values that

most likely lead to better performance given past observations on model evaluations.

Such approaches employ Gaussian Processes or Tree-structured Parzen Estimators

[76, 77].

These search strategies have been found to perform better in terms of expected

improvement per second of computing time. Indeed, experiments show that optimisa-

tion is achieved quicker and discovered hyper-parameter lead to better performances

[76].

3.1.3 Training, Validation and Test Data

In order to select optimal model settings, such as hyper-parameters, performance has

to be measured in an unbiased fashion on unseen data. To this end, data is split into

three, mutually exclusive sets. Training data is provided as an experience to the model

to fit parameters. Validation data is held-out and only used for inference purposes

to compare different model settings. Given some performance metric, the optimal

setting as measured on the validation set is selected. Finally, data unseen during any

optimisation and validation procedure is used to assess a model’s performance and

generalisability. This data set is referred to as test data.

3.1.4 Overfitting

The ultimate goal of a learning algorithm is to perform well on unseen data. How-

ever, training a model, especially a highly parametrised one, can lead to fitting the

intricacies of training data, including noise, rather than finding general patterns and

predictive rules [78]. This phenomena is called overfitting. Models that suffer from

it do not adhere to the principle of Occam’s Razor, which prefers simplicity over

complexity, ceteris paribus [79]. In other words, models should contain only what is

necessary to accomplish a task. As such, two types of overfitting can be identified

[80]: (1) using too complex models; and (2) using models with irrelevant components.

The effect of overfitting is poor generalisability (amongst others shortcomings [80])

19



as shown in Figure 3.1. Approaches to combating overfitting vary depending on the

model chosen and some are introduced in sections 3.2.3 and 3.2.4.

Training

Test

Complexity

Accuracy

Figure 3.1: Evidence of the presence of overfitting : Accuracy rates on training and

test data diverge as model complexity increases.

3.2 Artificial Neural Network

Artificial Neural Networks (ANN) are very prominent models in the field of Deep

Learning. ANNs abstractly simulate how a biological brain perceives and acts upon

information. They are hierarchical structures of layers, which are formed by comput-

ing units referred to as neurons. Each neuron within a layer is both directly connected

to every neuron in the immediately preceding and succeeding layers. The strength of

these connections is captured by weights, which are parameters to be learned. Similar

to biological neurons and their action potential, these artificial resemblances can be

activated by signals from incoming connections. The biological paradigm of artificial

neurons is thoroughly described by [81]. Activating a neuron involves weighing in-

coming connections by their corresponding weight and passing the result through an

activation function, which is typically non-linear and differentiable. Non-linearity is

essential for achieving depth as otherwise the ANN would remain a generalized linear

model [82]. Differentiability, on the other hand, is necessary for updating weights as

will become evident in Section 3.2.2. The goal of weight updates is the minimisa-

tion of a loss function, which captures the difference between desired and predicted

outputs given an input. The process of minimising this loss function with respect to

parameters is referred to as training.

3.2.1 Feed-Forward Neural Network

For a more detailed view on how an ANN works, consider the application of a simple,

feed-forward, multi-layer ANN for solving a multi-class classification task similar to

the one considered by this thesis. The attribute feed-forward refers to nodes not

having closed directed cycles as opposed to Recurrent Neural Networks introduced

later. The example of an ANN considered here has only one hidden layer besides an

input and output layer. A deeper ANN has essentially just many more hidden layers.

The attribute hidden refers to trainable layers whose units are not inputs or outputs.

Such a simple ANN is visualised in Figure 3.2. Let’s consider a real-valued input
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vector xn ∈ RD×1 with xi containing the input feature value in one dimension of D

for a single observation n ∈ N . The variables wji and vkj refer to the hidden and

output layer’s weights respectively, while hj is one of j ∈ H hidden neurons. Finally,

ỹ ∈ RK×1 is the prediction, with ỹk referring to a specific output dimension. In this

example, it captures the probability of an input belonging to class k ∈ K. Hence the

parameters θ are as follows: W ∈ RH×D, V ∈ RK×H , b ∈ RH×1 and c ∈ RK×1,
with b, c being bias terms.

xi

hj

ỹk

wji

vkj

Figure 3.2: A simple, two layer feed-forward ANN with two neural connections high-

lighted.

Training this simple ANN firstly involves obtaining a prediction by forward prop-

agating input information defined as

zj =

N∑

i

wjixi + bj

hj = σ(1)
(
zj
)

ỹk = σ(2)
( H∑

j

wkjhj + ck

)
.

Here, σ(l)(·) for a given layer l is an appropriate non-linear and differentiable acti-

vation function. The choice of activation functions depends on the problem statement,

especially for the output layer. For multi-class classification, the activation function

for the output layer σ(2)(·) is a softmax function as it produces normalised probability

estimates used for computing the Cross-Entropy loss. Different activations functions

are introduced in Section 3.2.5. In vector notation, this can be written as

ỹn(xn,θ) = σ(2)
(
V σ(1)

(
Wxn + b

)
+ c
)
.

Next, the prediction ỹn is compared to the target tn by means of the Cross-

Entropy loss

L(θ) = − 1

N

N∑

n

tnln
(
ỹn(xn,θ)

)
.
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Training is effectively the process of minimising this loss function with respect to

weight parameters and formulated as

θ? = argmin
θ
L(θ).

The minimum occurs when the gradient of this loss function with respect to the

parameters vanishes. However, finding an analytical solution is almost always in-

tractable and hence iterative numerical procedures are applied [72].

3.2.2 Parameter Optimisation

Gradient descent is a very popular iterative technique to find parameters that min-

imise the loss. It does so by updating parameters in the opposite direction of the loss

function’s gradient with respect to the parameters, referred to as ∇θL(θ). Gradient

descent is terminated given some convergence criterion, which, for example, is the

average change in loss over some number of iterations or after a maximum number

of epochs. An epoch is completed when all training observations have been used for

updating the parameters.

Amongst the many gradient descent techniques, Stochastic Gradient Descent

(SGD) [83] is very popular. SGD computes gradients based on a sample of data

points, also referred to as a mini-batch (m) or a single data point at a time and is

defined as

θ(τ) = θ(τ−1) − η∇θL(m)(θ(τ−1)),

where the step size η is also referred to as the learning rate and τ marks an iteration

step. Back-Propagation (BP) is used to efficiently compute the derivatives [84]. Using

mini-batches as opposed to individual data points has two main advantages. Firstly,

the precision of gradient estimates increases with the number of data points considered

and secondly gradient estimations are computationally more efficient in this setting

[85].

SGD has been shown to almost certainly converge to a local or global minimum

for (non-)convex optimisation [83]. However, achieving optimal convergence in the

presence of local minima is challenging. This is due to the noise arising from sampling

data as well as the difficulty of choosing appropriate learning rates, adjusting them

over the course of the training process and varying them across parameters [86].

Further, SGD is prone to be trapped at saddle points [86]. Hence, several alternatives

have been proposed [83].

Momentum, for example, aims at stabilising SGD updates by incorporating infor-

mation on previous updates [87] and is defined as

ω(τ) = γω(τ−1) + η∇θL(θ(τ−1))

θ(τ) = θ(τ−1) − ω(τ).

As such, momentum allows to increase update magnitudes whenever gradients

point in the same direction and reduce them when directions differ. This reduces

oscillation in updates and speeds up convergence.

However, enforcing gradient updates in a given direction can result in taking

too large steps and missing an optimal point. To address this, Nesterov accelerated

gradient (NAG) allows to approximate the parameter values resulting from a potential
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update and factor that in when calculating the gradient [88]. Nesterov’s approach is

defined as

ω(τ) = γω(τ−1) + η∇θL(θ(τ−1) − γω(τ−1))

θ(τ) = θ(τ−1) − ω(τ).

Convergence can further be improved by allowing to individually adapt learning

rates of each parameter as it provides more flexibility when exploring the parameter

space. A very prominent optimisation algorithm falling into this category is Adaptive

Moment Estimation (Adam) [89]. It adjusts individual gradient updates by account-

ing for the average m and estimated variance v of past gradient magnitudes, which

are defined as

m(τ) = β1m
(τ−1) + (1− β1)∇θL(θ(τ))

v(τ) = β2v
(τ−1) + (1− β2)

(
∇θL(θ(τ))

)2
.

As these measures are biased towards zero, they are adjusted in the following way

m̂(τ) =
m(τ)

1− βτ1

v̂(τ) =
v(τ)

1− βτ2
,

to allow the parameters to be updated according to

θ(τ+1) = θ(τ) − η√
v̂(τ) + ε

m̂(τ).

This technique has been shown to perform well compared to other stochastic

optimization methods as it effectively deals with sparse and noisy gradients as well as

allows to naturally reduce the learning rate over time [89]. In effect, the algorithm can

be seen as combining the advantages of two other adaptive optimisation algorithms,

namely AdaGrad [90] and RMSProp [91]. More recently, an approach combining

Adam with NAG, referred to as Nadam, was shown to further increase convergence

speed and performance [92]. Its update rule is defined as

θ(τ+1) = θ(τ) − η√
v̂(τ) + ε

(
β1m̂

(τ) +
(1− β1)∇θL(θ(τ))

1− βτ1
)
.

Overall, adaptive optimisation algorithms are recommended for Deep Learning

models [83]. Nevertheless, successfully training such models requires further consid-

erations of several important aspects. Firstly, deep ANNs have many parameters,

typically on the magnitude of millions. Such model complexity increases the risk of

overfitting. Secondly, the process of learning can be very sensitive to the choice of

hyper-parameter values, such as learning rates or parameter initialisations [85]. Many

remedies have been proposed in literature, of which the most important and common

ones are discussed next.
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3.2.3 Dropout

Dropout is one approach to combat overfitting and essentially amounts to regularising

a model. Proposed by [93], the method involves temporarily removing neurons and

their connections during training with some probability 1 − p, which is independent

across neurons. Continuing with the prior example of a simple Feed-Forward Neural

Network, this would modify the forward pass for a hidden neuron at layer l as follows:

r
(l)
j = Bernoulli(p)

h̃
(l)
j = r

(l)
j h

(l)
j

h
(l+1)
j = σ(l+1)

( H∑

i

w
(l+1)
ij h̃

(l)
i + b

(l+1)
i

)
.

Put differently, Dropout amounts to sampling many smaller sub-Neural Networks

by removing nodes from the original architecture. Thus, it aims at breaking up co-

adaptations in neural connections that arise from noise in the data. Then, to combine

the predictions of these sub-Neural Networks during inference, outgoing weights of all

neurons are multiplied by their respective probability of not being dropped. Training

an ANN with Dropout requires no modification to optimisation algorithms. The

technique has been shown to substantially lower generalisation errors across a variety

of tasks and models, especially when training data sets are small [93].

3.2.4 Batch Normalisation

Batch Normalisation is another technique to speed up training convergence and reduce

the need for carefully initialising parameters. An additional benefit of this technique

is its ability to regularise models. Proposed by [85], Batch Normalisation normalises

inputs to a ANN’s layer to have zero mean and unit variance. This normalisation

operation aims at preventing internal covariate shifts, which are changes in a layer’s

input distribution due to updates to the ANN’s parameters. Such internal covariate

shifts force layers to continuously adapt to input distributions and lead to a slower

training progress. When performing Batch Normalisation, each dimension d of a layer

h(l) = (h
(l)
(1), ..., h

(l)
(d)) is normalised separately to yield a normalised output q(l), which

will be used to activate neurons. Specifically, the steps are the following

ĥ
(l)
(d) =

h
(l)
(d) − E

[
h
(l)
(d)

]
√

Var
[
h
(l)
(d)

]
+ ε

q
(l)
(d) = γĥ

(l)
(d) + β

h
(l+1)
(d) = σ(l+1)

(
q
(l)
(d)W

(l+1) + b(l+1)
)
,

where h
(l)
(d) represents dimension d of a mini-batch m for the hiddent neuron h at layer

l. The notation for mini-batches has been omitted in the formulas for clarity. For

convolutional layers, normalisation is carried out on a feature map level rather than

on a neuron level. The parameters γ, β are optimised together with other model pa-

rameters by including their gradients into the BP algorithm when optimising. Finally,

to perform inference, the entire data set is used to calculate the mean and variance.
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3.2.5 Activation Functions

Another approach to increase the effectiveness of a Deep Learning model in terms of

convergence speed and performance is the careful choice of non-linear and differen-

tiable activation functions.

Early ANNs commonly employed the sigmoid activation function [94] due to its

straightforward derivative and its usefulness in modelling binary probability distribu-

tions. However, the sigmoid function is prone to slowing down the learning process

due to its non-zero mean [95]. In addition, the function saturates at increasing depths

when weights are randomly initialised, which blocks the gradient flow through the

ANN and thus impedes the learning process [96] due to vanishing gradients. There-

fore, attention shifted to the tanh activation function, which, centred at a zero-mean,

achieves better performance [97] albeit not being able to fully overcome the vanishing

gradient problem as activations still saturate [98].

The Rectified Linear Unit (ReLU) introduced by [99] finally addresses vanishing

gradients as the upper bound does not saturate and the gradient is constant in this

region. Further benefits are (1) cheaper and quicker computations as only thresh-

olding is involved and no exponential terms or divisions; (2) introduced sparsity and

thus some degree of regularisation; and (3) faster convergence [42]. One consider-

able disadvantage of ReLU is that neurons are rarely, if at all, updated once they

turn negative as their activation and gradient are then effectively zero. This issue is

commonly referred to as neurons dying out. Nevertheless, experiments conducted by

[100] show that ReLU lead to superior performances compared to tanh activations

and reduce the need for carefully initialising parameters, such as by unsupervised

pre-training. However, several alternatives have been proposed to evade the problem

of dying neurons, such as the Exponential Linear Unit (ELU) [101] and Scaled Expo-

nential Linear Unit (SELU) [102], amongst others. The latter of those has additional

normalising properties that reduce the need for Batch Normalisation.

While the activation functions mentioned so far are mainly used in hidden layers

— with the exception of the sigmoid — it is important to mention the most common

activation function for output layers in multi-class classification ANNs. The softmax

transforms inputs into a probability distribution that describes the likelihood of an

input belong to each of the possible classes. Its output can thus be used to compute

the Cross-Entropy loss.

The mentioned activation functions are defined and visualised in Table A.0.

3.3 Convolutional Neural Network

Convolutional Neural Networks (CNN) are Feed-Forward Neural Networks for which

neurons convolve rather than multiply weights and incoming signals. These convolu-

tional structures are again inspired by biology, namely by the visual cortex of brains.

As such, they serve as feature extractors well suited for multidimensional input data,

such as images, and have become the leading architectures in computer vision tasks

[40]. CNNs effectiveness stems mostly from (1) their sparse connection as kernels are

of smaller dimensions than incoming signals; (2) their sharing of parameter within

layers; and (3) their invariance to translation [103]. These characteristics increase

computational efficiency and generalisability. Further, assumptions made by CNNs,

such as the locality of pixel dependencies, have been found to be in line with the

characteristics of real-world images [42].
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(a) An image (blue shaded grid) is convolved with a kernel (dark blue shaded grid) to create

a new feature map (green shaded grid). Image taken from [104].

(b) Feature maps resulting from each convolutional operation for a given layer are stacked

into one tensor, forming a single feature map.

Figure 3.3: Visualisation of convolutional operations.

3.3.1 Convolutional Layer

The main building block of CNNs are convolutional layers. By convolving an input

signal with weights, also referred to as kernels, these layers are responsible for feature

extraction. For example, the formula for obtaining a feature map g ∈ RU×V by

convolving a kernel h ∈ RK×L×D with an image f ∈ RW×H×D is

g(u, v) =
K∑

k=−K

L∑

l=−L

D∑

d=1

f(k, l, d)h(u− k, v − l, d).

This process is visualised as a simple example in Figure 3.3a, where a kernel

moves along an image with D = 1 one pixel at a time, i.e. stride s = 1. The concept

of strides will be explained later on. Typically, a convolutional layer uses multiple

kernels to convolve an input signal. The various resulting feature maps are then

simply stacked together to form a single output as shown in Figure 3.3b. As in any

other ANN, the neurons in the resulting feature map are individually activated by

some chosen activation function.

3.3.2 Pooling Layer

While convolutional layers are already computationally lightweight on the same task

as compared to fully connected layers of general feed-forward ANNs, pooling layers

are used to further reduce the spatial resolution of data and typically follow convo-

lutional ones in the ANN architecture. Another benefit of the pooling operations

performed by such layers is the achievement of spatial invariance to input distortions

and translations [105]. Again, this improves generalisability as the model focuses on

whether some feature is present rather than where it is. In essence, pooling operations

summarise values over a given neighbourhood. As with convolutions, pooling opera-
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tions use kernels that define the spatial extent of such neighbourhoods. However, they

typically are not described by parameters that are subject to optimisation. Varying

types of pooling operations exist with different implications on a CNN’s performance

[106, 107]. One such example is Max-Pooling, which is visualised in Figure 3.4. This

pooling variant has been shown to lead to faster convergence, superior features and

improved generalisation compared to other types [105].

Figure 3.4: Max-Pooling with a kernel of size 2 × 2 on an input signal of size 4 × 4

and stride s = 2.

3.3.3 Striding & Padding

In order to apply kernels, either for convolutional or pooling operations, to different

locations within an input signal, two concepts need to be introduced. Firstly, a kernel

slides across an input signal and performs its intended operation at each location. The

sliding behaviour is described by a stride, which defines the number of locations or

grid cells a kernel moves in a given direction. This concept is again best introduced

in the context of images and depicted in Figure 3.5, where a kernel moves one pixel at

a time across an image. This is referred to as stride s = 1. Frequently, when working

with images, kernels are squares and are made to slide with the same stride across

both x and y dimensions of an input image.

Figure 3.5: A kernel (grey shaded tile) moves along an image (blue shaded grid) one

pixel at a time, i.e. stride s = 1. The dashed cells at the border indicate padded

values and allow the feature map (green shaded grid) to have the same shape as the

input. Image taken from [104].

The application of kernels to a given signal with certain size and stride will cause

the output dimension to shrink as was seen in Figure 3.3a. Specifically, when con-

volving an input signal of size W ×H×D with a kernel of size K×K×D, the output

dimension W ′ ×H ′ ×D is governed by the following relationship:
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W ′ = (W −K)/s+ 1

H ′ = (H −K)/s+ 1

In order to prevent signals from shrinking in size as they progress through the

CNN, padding is introduced. This operation adds additional dimensions to an input

signal that are populated by some chosen value, frequently zeros, in which case one

speaks of zero-padding. These additional dimensions are visualised in Figure 3.5 as

cells with dashed contours. The effect of padding is either to allow a certain kernel at

a given stride to operate on an input or to prevent a kernel operation from reducing

dimensions of an input. Padding thereby allows to independently control kernel and

output sizes.

3.3.4 Parameter Optimisation

Similar to other feed-forward ANNs, CNNs can be trained with any of the optimisa-

tion techniques outlined in Section 3.2.2 using BP to compute the gradients. Since

convolution is a linear operation, it can be expressed in matrix formulation and thus

be implemented in a computationally efficient manner. Detailed derivations are pro-

vided by [108].

3.4 Autoencoder

Autoencoders are ANNs that learn to encode an input into a latent feature space

and subsequently decode it back with minimal information loss. Autoencoders that

project data onto a latent feature space of smaller dimension than of the input data

are called Undercomplete Autoencoders, of which a simple abstraction is shown in

Figure 3.6. Such ANNs have been shown to learn useful features about data and

can be used for dimensionality reduction and feature learning if their capacity is ad-

equately regularised [103]. While there exist many variations, this thesis focuses on

Convolutional Autoencoders. The reason lies in the fact that learned weights can be

transferred to convolutional layers of a devised Deep Learning model. The benefits

of using an Autoencoder to pre-train weights is that lower-dimensional representa-

tions can improve model performance and reduce the consumption of computational

resources by speeding up convergence [103]. Indeed, research by [109] shows that

unsupervised pre-training helps finding minima with better generalisation properties

akin to regularisation.

3.4.1 Convolutional Autoencoder

A Convolutional Autoencoder differs from other Autoencoders in as much as it uses

convolutional layers to encode and transposed convolution layers to decode the latent

feature space. Transposed convolutions, first introduced by [110], swap the forward

and backward passes of the standard convolutional layer to allow going from smaller

input to larger output dimensions while retaining the connectivity of receptive fields

[104]. A computationally less efficient but more intuitive way to emulate this swapping

of forward and backward passes is to simply zero-pad an input signal before convolving

it normally. This is visualised in Figure 3.7.
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Figure 3.6: A simple abstraction of an Undercomplete Autoencoder’s structure. Z

refers to the latent feature space, which is of lower dimensionality than that of the

input X. Image adapted from Chervinskii (CC-BY-SA-4.0).

Figure 3.7: Computationally less efficient but more intuitive implementation of a

transposed convolutional operation. The input signal (small, blue shaded greed) is

padded with zeros (dashed cells) before being convolved by a kernel (grey shaded

grid) to produce the output (larger, green shaded grid). Image taken from [104].

3.4.2 Parameter Optimisation

The Convolutional Autoencoder is trained to encode and decode input images by

way of projecting input signals to a much smaller, latent feature space. The model is

trained in an unsupervised fashion as the labels are effectively the pixel values of the

original input. Therefore, the Mean-Squared-Error (MSE) is used as a loss function

[82], which is defined as

L =
1

P

P∑

p

(xp − x′p)2,

with p being a pixel. Optimising this loss with respect to the parameters is performed

with the techniques from Section 3.2.2 and BP.
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3.5 Recurrent Neural Network

Recurrent Neural Networks (RNN) differ from Feed-Forward Neural Networks in as

much as they allow cyclical neural connections. These connections let information

from previous time steps influence states of neurons in ensuing time steps. Similar to

parameter sharing in CNNs, RNNs share weights across time, in effect making them

practical for processing data sequences of various lengths. Figure 3.8 depicts a simple

RNN with a single hidden layer. Unfolding such a computational graph clearly shows

that RNNs with few hidden layers can actually be very deep ANNs depending on the

temporal dimension’s extent.

x

h

y

Unfold

x(t−1) x(t) x(t+1)

h(t−1) h(t) h(t+1)

y(t−1) y(t) y(t+1)

Figure 3.8: A simple, single layer RNN and its unfolded computational graph. The

recurrent connection is shown as a black square in the folded graph.

For this simple example, compared to ANNs in Section 3.2.1, forward propagation

incorporates information across time steps t by learning recurrent weights U ∈ RH×H

z(t) = Wx(t) +Uh(t−1) + b

h(t) = σ(z(t))

ỹ(t) = σ(V h(t) + c).

This RNN maps an input to an output of the same sequence length. Exactly

such a type is considered in this thesis work. In terms of parameter optimisation,

the temporal aspect of these ANNs demands a slightly different way of computing

gradients. Commonly, this is the Back-Propagation Through Time (BPTT) algorithm

[111]. It involves applying BP to the unfolded computational graph as detailed in

[103]. However, when modelling temporal dependencies over long time horizons,

gradients tend to either explode or vanish, impeding the learning process of RNNs

[112]. That is because weights are shared across time steps and thus are multiplied

repeatedly when propagating information forward and gradients backward using the

chain rule. Hence, recurrent weights are raised to the power of the sequence length

and can, depending on their initial values, grow boundlessly or disappear. In search

for a solution to this problem, the idea of a Long-Short-Term-Memory (LSTM) cell

was put forward by [113].

3.5.1 Long-Short-Term-Memory Neural Network

Long-Short-Term-Memory (LSTM) models fall into the category of gated RNNs and

have been shown to be one of the most effective sequential models [103]. The crucial
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contribution of this model is the introduction of a Constant Error Carousel (CEC).

As the name implies, it is this linearly self-connected cell that ensures a constant

error flow to prevent error signals from vanishing or exploding. This is achieved by

parametrising the cell’s recurrent connection with fixed weights. To allow for the

dynamic adjustment of the error flow and thus enable the cell to learn, additional

recurrent connections are introduced, which are gated by parametrised units. Thus,

the memory cell is formed, which is visualised alongside a simple recurrent unit in

Figure 3.9. These gated connections control whether memory information is updated,

deleted or returned and are referred to as input, forget and output gates respectively.

Thanks to these entities, the model is capable of learning over a long-term horizon in

addition to a general RNN’s short-term time horizon. Hence the model’s name. Its

forward pass is defined as

z(t) = σg(Wzx
(t) +Uzỹ

(t−1) + bz)

i(t) = σi(Wix
(t) +Uiỹ

(t−1) + bi)

f (t) = σf (Wfx
(t) +Uf ỹ

(t−1) + bf )

c(t) = z(t) � i(t) + c(t−1) � f (t)

o(t) = σo(Wox
(t) +Uoỹ

(t−1) + bo)

ỹ(t) = σh(c(t))� o(t)

and its derivatives are detailed in [114].

As LSTM Neural Networks are capable of scaling and effectively learning long-

term relationships in data beyond 10 time-steps as opposed to conventional RNNs

[115], these architectures are promising in solving the research question considered

by this thesis as will become evident in Section 4.1.

Figure 3.9: Left: Recurrent unit with activation function g. Time lag is shown as a

black square and the recurrent connection as a dashed lines. Right: LSTM cell with

several activation units of which those labelled σ acting as gates. The blue shaded

region refers to the Constant Error Carousel (CEC). Visualisation is inspired by [114].
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3.5.2 Parameter Optimisation

LSTM Neural Networks can be trained either using exact gradients [116] or truncated

[113] ones by combining BPTT with Real Time Recurrent Learning (RTRL) [117].

There exist trade-offs between the two versions, with the former enjoying higher

precision and the latter allowing the RNN to operate online [118]. The steps needed

to update model parameters under an exact and truncated algorithm are concisely

summarised in [114] and [113], respectively.
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4 Methodology

This section outlines the steps taken to process data and describes the devised Deep

Learning model’s architecture. Some aspects of the research methodology are guided

by data attributes and therefore, this section intertwines both data analysis and

methodology in order to outline how the former guided the latter. However, it is

important to note that while some design choices were made due to certain data

characteristics, this thesis can readily be extended to data with different attributes.

Specifically, the assumptions and limitations of this work with regards to (1) the AV

being stationary while recording video; (2) camera settings such as field of view and

image size; and (3) the research question focusing solely on front facing vehicles can

be addressed by collecting corresponding data in the future.

4.1 Data Collection

Vehicles were recorded under real-world traffic conditions using the AV’s side cameras

whenever the vehicle itself was not in motion. Initially, the cameras’ field of view was

45°, which was extended at a later stage to 90°. The cameras record 15 frames per

second using a Bayer filter, each having a resolution of 1936 × 1000 pixels. These

images are stored using the Robot Operating System (ROS) [119] and later extracted

and converted to the RGB colour channel. Recordings were made over several days at

two distinct intersections, one of which is MEC-View’s testing ground in Ulm-Lehr.

Varying degrees of lighting conditions were captured, from dawn to overcast to bright

daylight. In total, roughly 208 minutes worth of video (ca. 187, 000 frames) were

captured, containing several different vehicles types and models.

4.2 Data Processing

Given these video recordings, captured vehicles are tracked and their instances la-

belled according to their visible turn light state. This procedure is described in the

following sections.

4.2.1 Tracking

Since a given video frame can contain more than one vehicle, each must be detected

and tracked separately. Individual vehicles are detected using a pre-trained Fast

R-CNN, specifically [120], which outputs a bounding box for each detected vehicle.

These bounding boxes are tracked by a simple matching algorithm across subsequent

frames using convolutional features obtained from a pre-trained VGG [121] and frame

characteristics, such as aspect ratio and temporal distance of consecutive frames.

While this step is devised and implemented, it is not the focus of this thesis and

hence not discussed further.

The output of this detection and tracking algorithm are sequences of every identi-

fied vehicle, with frames cropped to only show corresponding vehicles. Such uninter-

rupted vehicle sequences are given a unique Tracking Identifier (Tracking-ID) as seen

in Figure 4.1. A sequence is considered interrupted if a given vehicle is not visible

for more than two consecutive frames before reappearing. This could be either due

to occlusion or an incorrect detection or tracking result. In such an instance, the

sequence is terminated and a new one with a different Tracking-ID initiated once the

vehicle reappears.
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Video

Tracking-ID x1

Tracking-ID xN

Figure 4.1: Output of the detection and tracking algorithm. The video snippet in

this example shows three vehicles (N = 3) and their bounding boxes in red. Each

sequence of a tracked bounding box corresponding to a detected vehicle is given

a unique Tracking-ID. Tracking-ID x2 is not shown, but depicted as solid dots for

clarity.

Additionally, cropped frames of sizes smaller than 30×20 pixels in both dimensions

are dropped as these refer to vehicles at too large distances (∼ 35 metres) and thus

have too low resolution. Next, Tracking-IDs with fewer than 15 frames are deleted

as these sequences are too short to detect a full turn light cycle given regulations

requiring frequencies to be in the range of 1.5± 0.5 Hz [24]. In total, roughly 2, 100

Tracking-IDs are identified in the recorded data, which amount to approximately

208, 000 frames that are subsequently labelled.

4.2.2 Labelling

As one Tracking-ID shows a single vehicle, each frame in that sequence is labelled

according to the different states that a turn light can assume. While recordings

contain both front and some fewer rear facing vehicles, the main focus of this thesis

is to classify oncoming traffic. Therefore, going forward, only front facing vehicles are

considered. Nevertheless, this methodology can be extended to cover rear lights if

additional data were to be collected. Focusing on headlights, there are four possible

signals to distinguish amongst as laid out in Table 3.

Turn Light State Label

Only right turn light is active Right

Only left turn light is active Left

Warn lights are active Warn

No turn lights are active Not Active

Table 3: Possible turn light states and their associated label.
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Labelling video frames of Tracking-IDs provides an opportunity to manually assess

the detection and tracking quality. It further allows to filter out corrupted sequences,

such as, for example, those falsely containing images of other similar vehicles. Mixing

up similar vehicles can lead to a Tracking-ID being interrupted as two consecutive

frames of the correct vehicle are too far apart in time. In addition, instances are

dropped where a cropped frame shows more than one vehicle with active turn lights.

This occurs very infrequently when vehicles queue up at the intersection and are

captured at a certain angle which causes lights of vehicles in the back to be visible in

another vehicle’s Tracking-ID.

Hence, labelling is combined with further data cleaning. Each labelled and valid

Tracking-ID is given a Sequence Identifier (Sequence-ID). An example of this process

is depicted in Figure 4.2. After cleaning the data further and dropping tracks corre-

sponding to rear facing vehicles, ca. 1430 Sequence-IDs remain. Figure 4.3 visualises

the distribution of labels on a sequence level as defined by the unique turn light(s)

that occur within that sequence.

Figure 4.2: An example of converting a Tracking-ID to Sequence-IDs. Due to a mix

up of similar vehicles in the tracking process, the first few frames show a different

vehicle. Further, as the tracked vehicle approaches the intersection with an immediate

car behind, turn lights overlap in some frames.

Figure 4.3: The number of Sequence-IDs and Sequence-Part-IDs and their aver-

age length in seconds broken down by their unique turn signal. The breakdown

of Sequence-Part-IDs was created using L = 15 and S = 15.

As suspected, warn signals are relatively rare under regular driving conditions.

Indeed, the only vehicles to have them activated were those operated by Bosch em-

ployees, which was done to enrich the data. Since they were instructed to activate

turn lights for a prolonged time, this explains the high average sequence length. Due

to the scarcity of warn signals in the data set, this thesis does not attempt to model
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such signals.

Most drivers do not activate the indicator lamps at all, while left and right turn

signals do not occur similarly often (see Figure 4.4 for a detailed view). Therefore,

this label imbalance must be taken into account when modelling the data.

Figure 4.4: Breakdown of frames by labels.

As sequences are of various lengths, they are broken down into several, potentially

overlapping, snippets of a set length L ∈ [15,∞[⊆ Z in order to create video sequences

of constant length. Ensuring fixed data dimensions is a requirement for training the

convolutional recurrent model described in Section 4.3. Its implementation (refer

to Section 5.1) uses efficient matrix notation to perform parameter optimisation,

requiring both uniform image shapes and video lengths.

The amount of overlap across subsequent snippets is defined by the stride param-

eter S ∈ [0,∞[ ⊆ Z. This parameter helps ensure that transitions between inactive

and active turn lights are captured well. A further benefit is that setting it to a value

less than L increases the number of video snippets available for further augmenta-

tion (see Section 4.2.3). The process of slicing Sequence-IDs is visualised in Figure

4.5. However, not all sequences can be split evenly and thus the remainder of frames

form the last snippet. Hence, the last snippet’s overlap with the pen-ultimate one

may differ from prior overlaps. Ultimately, each resulting snippet of a Sequence-ID is

given a unique identifier based on the sequence identification and partition number.

This identifier is referred to as a Sequence Partition Identifier (Sequence-Part-ID).

Figure 4.5: The process of splitting a Sequence-ID into Sequence-Part-IDs given the

parameters for snippet length L and stride S with L = 15, S = 10.
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4.2.3 Data Augmentation

In order to deal with the scarcity of data and improve generalisation, collected data is

augmented so as to increase the inherent variation. Specifically, this process involves

transforming each frame in a given sequence partition using the same operation,

which is chosen and parametrised randomly. The functions considered are common

in computational photography and computer vision and use information on bounding

boxes of detected vehicles to transform cropped frames. The following list details

the specific function and parameters considered. The latter are chosen empirically

to ensure that images are not transformed too drastically but rather follow a similar

distribution to the one that governs the data collection process.

1. Shift: Shifts the bounding box of a detected vehicle along both the x and y

axis with respect to the original video frame. The extent of change ∆x,∆y is

independently chosen for each dimension of the bounding box and selected from

the interval ∆x ∈ [−0.1x, 0.1x] ⊆ Z. The same holds for ∆y. The variables x

and y represent the number of pixels in the x and y dimension of the bounding

box, respectively.

2. Zoom: Enlarges the bounding box and hence effectively zooms out of the de-

tected vehicle, making it appear smaller. This is assumed to help model objects

of varying sizes better. Each bounding box dimension is enlarged indepen-

dently and redefines the maximum and minimum coordinates in each dimension

(minx,maxx) of the bounding box (updated values are referred to by ′). This

is governed by the following formula

minx′ = minx ∗ (1− zf )

maxx′ = maxx ∗ (1 + zf ),

with zf ∈ [0, 0.02] ⊆ R being the zoom factor. The same holds for y.

3. Rotate: Rotates the bounding box at a specified angle α ∈ [−8◦, 8◦] ⊆ R.

4. Flip: Flips the cropped frame around its y-axis. Since this effectively switches

sides, labels Right and Left are updated accordingly.

5. Histogram Adjustment: Adjusts the exposure of images by modifying RGB

histograms. Specifically, these functions include (adaptive) histogram normali-

sation and gamma correction [122]. One candidate is randomly chosen amongst

these functions, with the amount of gamma correction sampled from the inter-

val γ ∈ [0.7, 1.8] ⊆ R. These operations add additional variance in lighting

conditions to the data set.

6. Gaussian Filter: Blurs the image and thus reduces the sharpness of edges and

contours [122]. This allows the modification of an image’s resolution and is thus

assumed to help deal with frames of vehicles at increased distances as well as to

allow the model to focus on general patterns of turn lights and not their details.

The standard deviation of the Gaussian filter is defined as σ ∈ [0.6, 0.9] ⊆ R.

7. Gaussian Noise: Adds random noise to the frame drawn from a Gaussian

distribution [122] with mean µ = 0 and variance σ2 = [0.0004, 0.0007] ⊆ R.

This operation is hypothesised to add robustness to the model considering the

possibility of naturally occurring measurement errors.
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The randomness in the augmentation process allows to use a given Sequence-Part-

ID multiple times as each instance is different. This is further ensured by choosing

up to three of the above transformation when augmenting a given Sequence-Part-

ID. Hence, the amount of available data is increased by a set augmentation factor.

However, since sequences without any active turn lights comprise the majority of data

points (refer to Figure 4.3), these are only augmented once. Further, to ensure that

a given Sequence-Part-ID occurs not too often, it is augmented again only once all

other Sequence-Part-IDs of the same sequence label have been augmented as well.

Examples of such augmented frames are visualised in Figure A.1 in the Appendix.

Finally, as with fixed sequence lengths, the model devised in Section 4.3 requires

a fixed image size. Looking at Figure 4.6, it becomes evident that most frames

are roughly the shape of 60 × 40 pixels, albeit slightly larger images of the same

aspect ratio are quite common as well. To reduce the loss of information when down-

sampling images and the addition of noise when up-sampling, frames are resized to

64 × 48 for mathematical convenience. Lastly, images are normalised to a range of

[0, 1] by dividing by the maximum RGB value of 255.

Figure 4.6: Heatmap visualising the frequency in percentage terms of frame shapes

rounded to the closest multiple of 20 pixels. Shapes larger than 200× 200 pixels are

not shown as they are very infrequent.

4.3 Artificial Neural Network Architecture

The research question considered by this thesis requires the capturing of both spatial

and temporal information content of data. Therefore, the Deep Learning model

architecture is composed of a Convolutional Neural Network, which acts as a base

that extracts visual cues from a video, and a Recurrent Neural Network to capture

characteristics inherent to turn signals.

As discussed in Section 4.2.1 and 4.2.2, pre-processed video sequences are com-

prised of at least 15 time steps. In light of the strengths of LSTM cells over general

RNN ones (see Section 3.5), they are chosen to process features from the convolutional

base. Given the benefits of directly incorporating spatial information into recurrent

operations [54, 55], convolutional LSTM cells are used.
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A further aspect to consider is the amount of available data. To reduce the risk

of overfitting, model complexity should be constrained. In other words, the amount

of model parameters must be limited. This has the further advantage of reducing the

amount of computational resources needed when deploying the model in real-time in

AVs.

Many of the popular and widely available pre-trained Deep Learning models have

many millions of parameters which makes fine-tuning them expensive. In addition,

the images used for training them likely differ in many aspects from the data of this

work. For example, classification models, such as VGG [121] trained on ImageNet

[123], learn representations to distinguish different objects — from cats to airplanes

— rather than characteristics of turn lights and signals across vehicles. Hence, their

learned parameters cannot just straightforwardly be transferred.

In consideration of all these aspects, the devised Deep Learning model, henceforth

referred to as Convolutional LSTM Neural Network (Conv-LSTM Neural Network),

has two convolutional blocks, which are pre-trained using a Convolutional Autoen-

coder and are followed by a convolutional LSTM block. Finally, the output layer is a

fully connected layer with three neurons to represent all three considered labels (warn

signals are not modelled due to data scarcity). This structure is visualised in Figure

4.7 and detailed in Table A.1. Specifically, the choice of constant kernel sizes of 3× 3

rests on the insight that this is the minimum size for a receptive field to capture

notions of relative directions and locations within an image [121]. In addition, this

set-up requires fewer parameters than larger kernels.

All layers of the devised ANN are distributed across time, i.e. take an individual

frame as input, with the exception of the convolutional LSTM layer, which connects

information across frames of a video snippet as it is a recurrent layer. Given this ar-

chitecture, only activation functions, number of filters and the probability of Dropout

are considered hyper-parameters and thus subject to optimisation.

Lastly, the Convolutional Autoencoder used to pre-train the convolutional base

is composed of input, block 1 and block 2 as its encoder and the corresponding

transposed convolution blocks with the same parameters as its decoder. The output

layer is a convolutional layer with ks = 3× 3, s = 1, nf = 3 and no padding to match

the output with the input dimensions of RGB frames.

Figure 4.7: Architecture of the devised Conv-LSTM Neural Network with details

provided in Table A.1. Visualisation created with PlotNeuralNet [124].
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4.4 Converting Detection from Frame to State Level

The purpose of detecting turn signals is to capture the intent of other traffic par-

ticipants. Thus, the autonomous driving system requires the inference of a vehicle’s

current behaviour and extrapolate it into the future rather than detecting a vehicle’s

state at a single moment in time. Therefore, classifications on a frame basis need

to be converted to a vehicle state level, such that even if a direction indicator lamp

is not active during an off-cycle of the turn signal, the model correctly classifies the

vehicle as having active turn lights.

To illustrate this, consider classified frames of a Sequence-ID as shown in Figure

4.8. Given that the longest turn signal cycle is allowed to last 1 second as postulated

by regulation [24], one can only be sure the signal has ceased if at least k = 7

consecutive frames are labelled as Not Active, assuming that off and on-cycles last

equally long. When detecting turn light states in real-time, one cannot know a priori

whether the vehicle in Figure 4.8 has effectively turned off its right turn signal at

t = 20. This only becomes evident after having observed the future. Hence the

visible lag between frame and state detections in the interval t ∈ [20, 27] captures this

uncertainty. Further, so as to not falsely classify a vehicle as having active turn lights,

turn light state detections are only triggered after j consecutive frames are labelled

correspondingly. With rare detection errors, the parameter can be set to j = 1 and

higher values smooth out these individual errors at the expense of introducing a lag

at the start of a vehicle activating its indicator lamps as seen in the intervals t ∈ [2, 5]

and t ∈ [28, 31].

For assessing accuracy levels after converting model predictions to turn signal

states, labelled frame information is converted using j = 1 and k = 7. These values

correspond to the optimal scenario in which a turn signal is detected once the turn

light is active for the first time. Detecting a signal’s end, however, is only possible

after having observed at least half of the longest turn signal cycle and thus k = 7.

0 10 20 30 40

Frame f

Right

Not Active

Left Frame Detection

State Detection

Figure 4.8: Frame and state detections of a vehicle sequence with k = 7 and j = 3.

4.5 Detection in Real-Time

The devised Deep Learning model takes in sequences of fixed length L. Applying it

in real-time requires some modifications to how a video is processed and fed to the

model. Given a detected and tracked vehicle, each subsequent video frame is added

to a First-In-First-Out (FIFO) queue [125], containing a maximal number of frames

40



equal to L. For the first L − 1 frames of a tracked vehicle, this queue has fewer

than L entries and the remaining, missing ones are substituted by black images. This

procedure is visualised in Table 4. Thus, for each time step, the corresponding FIFO

queue is fed to the model and the classification result of the last non-missing frame is

used as a frame label for that time step. To obtain a state detection, the procedure

outlined in Section 4.4 is applied.

Time t L1 L2 L3 L4 L5

t1 f1 • • • •
t2 f1 f2 • • •
t3 f1 f2 f3 • •
t4 f1 f2 f3 f4 •
t5 f1 f2 f3 f4 f5
t6 f2 f3 f4 f5 f6
... . . .

Table 4: Visualisation of real-time detection using a FIFO queue to populate entries

in a video snippet of length L. In this example, L = 5 and fi refers to the frame

captured at time step ti. Black images, which act as padding, are shown as • symbols.
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5 Results

This chapter details the tools used for implementing the devised methodology and

reports on obtained results after optimising both hyper- and model parameters.

5.1 Computing Environment

The methodology described in previous sections is implemented in Python due to its

many advantages in scientific computing [126]. Of especial usefulness are its numerous

open-source libraries that allow the quick implementation and prototyping of many

algorithms and functions, many of which are used throughout this work, notably

scikit-image [127], pandas [128] and the scipy computing library [129]. Further,

Keras [130] is chosen to implement the Deep Learning model using Tensorflow [131]

as backend. Keras is a high-level Application Programming Interface for lower-level

Machine Learning libraries, such as Tensorflow. As such, it allows both flexible and

quick prototyping as well as high degrees of customisation and optimisation.

The Keras library provides all the necessary functions to implement concepts

introduced in Section 3, such as BP for CNNs and truncated BPTT for RNNs. As it

performs optimisation using matrices, data points must be of the same shape across

the data set. This requires video frames to be of the same shape and video sequences of

the same lengths. The length of sequences for RNNs implemented in Keras is in effect

the number of steps for which the computational graph is unfolded (refer to Figure

3.8). Lastly, the Keras model’s hyper-parameters are optimised using Hyperas [132]

and Talos [133] as they allow guided random search strategies inspired by [76, 77].

5.2 Hyper-Parameter Tuning

The Conv-LSTM Neural Network is composed of two parts: the convolutional base

and the recurrent top. The former is optimised first and its optimal parametrisation

used to tune the recurrent top’s hyper-parameters. In both cases, limited sub-spaces

of relevant hyper-parameter values are considered due to computational and time

constraints. These are detailed in Table 5. Specifically, for the Autoencoder, only

scaled versions of fixed numbers of filters are considered as it is common for CNNs to

increase the number of filters as feature dimensions decrease. Therefore, parameter

zf is sampled to scale the fixed number of filters for each convolutional layer in the

Autoencoder’s encoding and decoding part, nf = [32, 64, 128, 256]× zf ⊆ Z. For the

decoding part, the order of elements in nf is simply reversed.

Part Hyper-Parameter Values Considered

Convolutional Base zf {0.5, 0.8,0.9, 1, 1.1, 1.2, 1.5}
σ {Relu, Selu,Elu}
Optimiser {Adam,Nadam}

Recurrent Top nf {8, 16,32, 64, 128, 256}
σ {Relu, Selu,Elu}
p {0, 0.2, 0.4,0.6, 0.8}
Optimiser {Adam,Nadam}

Table 5: Considered hyper-parameter values for the optimisation procedure. Optimal

settings are highlighted in bold.
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The optimal hyper-parameters for the Autoencoder according to the MSE metric

on the validation data are highlighted in bold. Similarly, optimal values for the

recurrent top according to the weighted validation F1 score are highlighted. Adam

optimiser is parametrised by a learning rate of η = 0.001, β1 = 0.9, β2 = 0.999 and

no decay. Data is processed with video snippets length of L = 20 and stride S = 15

with the augmentation factor set to 1.4. This implies that the number of Sequence-

Part-IDs with active turn signals is increased by 40%. Lastly, the batch size during

training is set to M = 15. The resulting model is referred to as the baseline model.

Further parameter tuning using a coarse-to-fine approach is not pursued and left for

future work.

5.3 Experiments

Having established the optimal ANN settings under the considered ranges of values,

several relevant experiments are conducted to gauge the effect of different design

choices on model performance, which are reported in Table 6 and described in the

following subsections.

Experiment Weighted F1 score

L = 10 81.1%

Baseline 80.8%

LSTM 80.1%

L = 15 80.0%

Excluding Not Active 78.3%

Not Augmenting Data 76.0%

Table 6: Results of experiments as measured by weighted validation F1 score averaged

over ten repetitions.

Balanced Label Distribution

Many vehicles approach and enter the recorded intersections without activating

their direction indicator lamps. Further, every turn signal features an off-cycle with

its respective frames labelled as Not Active. Therefore, Not Active is by far the

most common label. Specifically, such labelled frames make up roughly 54% of all

augmented Sequence-Part-ID’s frames (see Table 7). To further soften the potential

detrimental effect on performance stemming from this label imbalance, all Sequence-

Part-IDs without a single active turn light are excluded from the data. This leads to a

slight reduction in the share of Not Active frames to 48%. The resulting performance

from training a model on this sub-setted data is then compared to that of the baseline

model as shown in Figure 5.1. As can be seen, even this slight balancing attempt

causes a significant increase in the misclassification rate of Not Active states. These

instances are now more often wrongly classified as Right, the rarest label. As Right

and Not Active labelled frames co-occur in any given sequence with an active right

direction indicator lamp, less information is available for the model to distinguish

between the two as instances of Not Active are reduced. Analogously, this too holds

for Left labels. All in all, this experiment hints at the potential benefits that additional

data could bring.

43



Label Number of Frames

Keep Drop

Left 25, 100 25, 100

Right 20, 400 25, 400

Not Active 54, 000 42, 000

Table 7: Number of augmented frames by label when keeping and dropping Sequence-

Part-IDs containing only Not Active labelled frames.

Figure 5.1: Effect on model performance of excluding Sequence-Part-IDs that only

feature frames labelled as Not Active.

Data Augmentation

It is hypothesised that augmenting data improves the model’s ability to generalise

to unseen data. Especially when working with limited amount of data, augmentation

procedures help deal with the risks of overfitting [134]. To investigate this claim,

the model is trained both on augmented and non-augmented data. Training on non-

augmented data results in very strong performance on Not Active labels with an

accuracy of almost 94% while misclassifying the vast majority of active right turn

lights. Reducing the inherent label imbalance by sampling only a fraction of snippets

showing inactive turn lights worsens the performance considerably. These results

suggest that the effects of data scarcity are quite strong as the small data-set does

not contain enough variation, especially on active turn light instances, to help classify

unseen vehicles.

Regular LSTM Cells

Convolutional LSTM cells have been shown to improve performance when mod-

elling temporal and spatial data as gradients can flow along both dimensions, allowing

the two information streams to be combined [55]. As successful detection of turn sig-

nals requires both spatial and temporal awareness, such convolutional memory cells

are hypothesised to outperform regular LSTM cells that fail to capture spatial cues

appropriately. To test this, the convolutional LSTM layer is substituted by a regular

one with similar memory capacity as measured by the number of parameters. This

amounts to 27 memory units. As can be seen in Table 6, the additional spatial aware-

ness introduced by convolutional LSTM cells improves the performance only slightly
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by 0.7 percentage points. The narrowness of this performance gap may likely be due

to strong image features produced by the convolutional base and the non-existence of

camera movement, which reduces the amount of motion that needs to be accounted

for.

Length L of Sequence-Part-IDs

Finally, the effect of the model’s memory extent on performance is investigated.

Here, memory extent is measured by how far back in time the recurrent model can

access information from as defined by the snippet length L. As established previously,

a minimum of 15 frames is required to capture any turn signal’s full cycle. However,

allowing the model to incorporate information from more frames may allow it to

better learn the pattern of active turn lights and subsequently distinguish them from

other light sources. To this end, different values of L are considered with S = L− 5.

These stride values correspond to an overlap almost equal to the maximum signal

frequency. Similar to prior experiments, the limited amount of data again influences

the impact on performance for the variable under consideration. Smaller values allow

shorter sequences to be incorporated into the training data. Indeed, the additional 193

Sequence-IDs when considering sequences as short as L = 10 more than balance out

the possible short-comings of observing shorter turn signal cycles. Given the average

turn signal frequency of 1.5 Hz, 10 frames are enough to capture a full cycle for some

vehicles, especially, as it appears, for those in the data set. However, without limiting

data constraints, it is hypothesised that L = 20 would lead to better generalisation

and thus this setting is preferred.

5.4 Optimal Model

Additional insights gained from conducted experiments show that the optimal ANN

and data structure is that of the baseline model. What follows is a detailed evaluation

of this best performing model with regards to several aspects.

First and foremost, state detection accuracies are investigated. State detection

accuracies largely depend on frame level performance but are also influenced by ad-

equately choosing j and k (see Section 4.4). Figure 5.2 indicates that the optimal

values are j = 4 and k = 7 as measured against the ground truth transformed with

j = 1, k = 7. The choice of these parameter values introduces trade-offs, however. A

larger value for j reduces the risk of falsely triggering an active turn state detection

at the expense of an increased lag in detecting the start of a turn signal. Specifically,

setting j = 3 and k = 7, the next best setting, actually increases turn signal accura-

cies when converting to state detections, but at the expense of dropping the accuracy

rate on Not Active further. This is because smoothing out individual misclassifica-

tions at j = 4 actually more than offsets longer lags at the beginning of turn signals.

Since false positives for turn lights have a more severe implication in the real-world,

state detection conversion using j = 4 is preferred.
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Figure 5.2: The effect of various values of j and k on state detection performance as

measured by validation F1 score. Tiles coloured in white correspond to an F1 score

of 50% or lower.

All in all, converting frame to state detections leads to a drop in accuracy for

Not Active labels from 84.4% to 80.1% as seen in Figure 5.3. The biggest part of

this 4.3 percentage point drop is caused by misclassifying them as Right, which is the

least frequent label. Hence, collecting more data on active turn signals is likely to

lead to a smaller drop in accuracies when converting from frame to state detections

as this would allow to reduce the value of j. An additional useful insight is that

the model performs well in distinguishing left from right turn signals. This suggests

that the ANN effectively incorporates spatial information, such as relative locations.

The biggest confusion occurs between inactive and active turn lights, suggesting that

capturing certain aspects of indicator lamps, such as variations in signal frequencies

and colours across vehicles, could be improved.

Figure 5.3: Performance of optimal model on both a state and frame detection level.

Secondly, performance by vehicle distance is investigated. Since no depth infor-

mation on objects is available, the size of a detected vehicle’s bounding box is used as

a proxy for the distance from the AV. Vehicle distance is assumed to have an effect in

two ways. First, vehicles at greater distances are represented by small frames, which

are of low resolution and thus contain less information. More noise is likely to be

introduced when up-sampling them to an uniform image size. Second, large frames
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show vehicles at close distances and down-sampling them may introduce significant

aliasing. Both noise and aliasing are likely detrimental to classification performance.

While detecting turn signals of vehicles several tens of metres away is not necessary

for entering an intersection in time (there is enough space and time to do so with-

out capturing the oncoming vehicle’s intent), it becomes crucial at close distances.

Nevertheless, it is insightful to investigate the model’s performance by distance as it

informs on possible considerations to be taken when using it in the real-world. To

this end, Figure 5.4 breaks down classification accuracy by frame size and label for

the validation data. Overall, no clear relationship emerges. This is partly due to the

lack of data, especially for larger frames. Indeed, the misclassification of the largest

frames labelled as Right regard a single vehicle, namely a bus. Therefore, further data

needs to be collected to evaluate the relationship between distance and performance.

Figure 5.4: Accuracy by frame size rounded to the closest multiple of 15 pixels within

the considered range of up to 400 pixels. 30 × 20 pixels correspond to vehicles at

an approximate distance of 35 metres while frames of 400 × 280 pixel correspond to

oncoming vehicles entering the intersection and are thus at close distance. Outliers,

such as very wide vehicle frames due to oncoming vehicles leaving the intersection,

are clustered at the maximum x value. Only tiles corresponding to frame sizes with

available data are coloured.

Lastly, the effect of luminance levels on performance is looked into. As data was

collected both before and after dawn, one can gauge the effect night or generally darker

luminance settings has on performance. Bright daylight can cause vehicle lights to

be less visible as the luminance contrast between ambient and other light sources

is less stark. Analogously, during darker hours, active vehicle lights stand out from

dark surroundings. However, this also implies that reflections on a vehicle’s exterior
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from external sources such as other vehicles or street lights become more apparent.

Possible effects on performance are thus multi-faceted and dependent on the interplay

between vehicle light and external light sources. Results shown in Figure 5.5 indicate

that active turn lights are correctly classified less frequently during darker hours than

during day time, with the median accuracy close to 80% versus 90%, respectively.

However, the limited amount of data taken during dark hours requires a cautious

interpretation of these results. But one possible explanation of this phenomenon

is the chosen camera setting. As will become evident in specific examples shown

later, the camera’s large aperture results in images to be over-exposed under dark

lighting conditions. Hence, headlights shine so bright as to hide active turn lights in

some instances. This also partly explains the high accuracy for Not Active. Further,

reflections of sunlight may reduce the classification accuracy for Not Active under

day light settings as these are mistaken for turn lights. Specific examples shown later

support this hypothesis.

Figure 5.5: Accuracy by luminance on a Sequence-ID level. Observations correspond-

ing to darker ambient light were taken before and around sunrise. Those categorised

as bright were recorded at least 30 minutes afterwards. 145 validation Sequence-IDs

were recorded in bright daylight and 62 under less bright settings.

5.5 Detailed Evaluation

Concrete test examples are evaluated to highlight the model’s strengths and weak-

nesses that may be considered when deploying it in the real-word. While data limita-

tions faced by this project demand a cautious interpretation of results, useful insights

nevertheless emerge.

Reflections from external light sources

An important insight is the general confusion between active and inactive turn

lights, which is further pronounced by converting frame to state detections. Such

cases are largely due to difficult lighting conditions, such as sunlight reflections. This

is especially true if they are subtle and illuminate headlights in a warmer, yellow to

orange colour tone. Specifically, Figure 5.6 depicts a concrete example where illumi-

nation during sunrise causes the model to falsely detect a left turn signal. Contrast

this with the example shown in Figure 5.7 where reflections cause bright spots all

over the right headlight in a colder colour tone that are not mistaken for turn lights.

Further, sun light exposure increases the difficulty of detecting active turn signals.

Indeed, even for humans this can be challenging if the decision is based on captured

images as shown in frames f118 and f119 in Figure 5.7.
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Figure 5.6: Not Active labelled frames are misclassified due to exposure and reflec-

tions from sunlight (frames f43, f44). Further, some part of the right headlight flickers,

either due to noise or vehicle characteristics (frames f56, f57). This too causes mis-

classifications as these yellow and orange coloured instances are mistaken for turn

signals.

Figure 5.7: Sun reflections in a colder colour tone less frequently cause misclassifica-

tions (e.g. frame f58). Nevertheless, additional circumstances, e.g image distortions

or highly tilted headlights, can cause detection errors (frame f159). Additionally,

exposure to direct sunlight can cause turn signals to be missed (frames f118, f119).
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Figure 5.8: Some rare instances of flickering headlights are detected correctly. Es-

pecially when colour tones and appearance are sufficiently different from turn lights

(left headlight in frames f21, f22). The subsequent turn signal is correctly detected

(f68). Occlusions can cause false classifications, specifically if caused by other vehicles’

illuminated head or tail lights (f36).

Flickering Headlights

Misclassifications can be aggravated by certain types of flickering headlights. The

vehicle shown in Figure 5.6 has a subtle, flickering yellowish light as part of its head-

lights. Such lights rarely occur in training data and thus easily cause erroneous

detections. On the other hand, less ambiguous flickering headlights are not of an

issue as shown in Figure 5.8, especially since they are of a colder colour tone and thus

cause less confusion with typical turn light colours.

Occlusions

Occlusions are generally handled well, especially if the occluding object is not

another vehicle’s head or tail light (Figure 5.8). Figure 5.9 depicts such a correctly

handled occlusion and further confirms the emerging pattern that reflections and

interplays between sunlight and shadows do not cause increased difficulties if the

involved colours do not have a yellow or orange tone. This suggest that besides

factoring in turn light shapes, location and frequencies, the model also focuses on

colour tones.
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Figure 5.9: Interplays of light and shadow, causing variation in exposure, do not

impose much difficulty during classification (frames f13, f19). Again, this behaviour

is hypothesised to depend on the colour tones’ similarity to turn signals. Occlusions

due to non-illuminated objects occlusions are handled appropriately (f3).

Low ambient light

Detections during dark hours, such as before dawn, highlight some additional

interesting aspect of the devised Deep Learning model. Namely, detecting turn sig-

nals originating from light sources located at rare and subtle positions, such as on

side mirrors, imposes difficulties. As the vehicle in Figure 5.10 approaches, both its

contours and the main turn lights located within headlights become more apparent.

At this point, the model correctly detects the turn signal. Failure to detect such a

signal in earlier frames may be linked to the previously mentioned cameras’s aperture

setting. Headlights are visibly over-exposed, which suppresses details in other parts

of the image. Interestingly, turn signal detection is correct despite strong reflections

on the right side of the vehicle. This is likely due to the fact that such reflections are

not close to headlights and that the left turn light is active, which provides a more

convincing visual cue.
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Figure 5.10: Difficult lighting conditions (e.g. before dawn) do not significantly im-

pede performance. However, camera settings appear to over-expose light-sources.

Details, such as smaller, active turn lights, can be obscured (frame f11). Better

exposure levels once the vehicle approaches improve detection, especially as vehicle

contours become more apparent (f33). Turn signals originating from side mirrors

rarely occur in data and thus detection rates are low (f11).

Rare vehicle types

Certain vehicles are edge-cases as their head and turn lights differ in several im-

portant aspects from that of the average vehicle recorded. One specific example are

trucks, which occur rarely and their direction indicator lamps are often located differ-

ently from headlights. Nevertheless, the model is frequently able to correctly detect

turn signals, especially if turn lights are not subtle, as is shown in Figure 5.11. In this

particular example, detection accuracy is high despite light from the sunrise causing

some misclassifications every now and then, which are effectively smoothed out when

converting to state detections.

Non-edge cases

Frequently occurring vehicle models, such as Bosch’s test vehicles, and instances

of clear turn lights are classified quite well (see Figure 5.12 and 5.13). This again

suggests that more data may improve performance and that important aspects of

turn lights are captured rather well for some cases. Further, as is the case in many of

the prior examples, consistent sources of detection errors occur at the start and end of

a turn signal. This is due to the lag introduced by the parameter j and the fact that

vehicles towards the end of their turn are heavily tilted away from the camera. In the

latter case, turn lights are not clearly visible and perspective distortions quite strong.

A good example is shown in frames f59 and f193 of Figure 5.12 and 5.13, respectively.

This certainly raises the question whether such instances should factor into measuring

performance as vehicles at this stage are not relevant for turn light detection any more.

Lastly, as Figure 5.12, the model is capable of capturing transitions between different

active turn signals in a timely and correct manner.
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Figure 5.11: Detection accuracy is quite high even for vehicles with rare head and

turn light characteristics, especially if turn lights stand out. Distinctive attributes

of rarely occurring trucks, such as appearance or turn light locations are handled

effectively (frame f5). Minor frame misclassifications caused by sunlight exposure are

dealt with appropriately by converting to state detections (f30).

Figure 5.12: Turn signals of common vehicle models, such as Bosch’s test vehicles as

shown here, are detected correctly in a consistent manner (frames f16, f24, f45). These

instances highlight that many state misclassifications are due to lags at the start of

a signal. Further, failures to correctly detect the very end of a signal are mainly due

to tilted vehicles for which visibility of turn lights is reduced (f59).
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Figure 5.13: Clearly visible turn lights are detected with high accuracy. Here, turn

lights are distinct from headlights and starkly stand out (frame f33) while noise from

reflections is relatively weak (f9). Heavily tilted vehicles generally reduce classification

accuracy, as is the case here (f193).
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6 Conclusion

This thesis, conducted at Bosch, investigates the effectiveness of Deep Learning in

detecting turn signals under real-world traffic conditions using side cameras as part of

the publicly funded MEC-View project. The purpose of this research is to allow au-

tonomous driving systems to capture the intent of other traffic participants and make

driving decisions accordingly. Real-world use cases involve AVs entering intersections

in a timely, efficient, and safe manner under various traffic conditions.

Early approaches for turn as well as brake and tail light detection rely on manually

crafted image features and empirically set thresholds for classifying data. In contrast,

the devised DL model automatically performs feature extraction and classification.

It does so by learning from data, without the need to explicitly provide domain

knowledge other than labelled observations. This approach allows for solving the

considered task in a tractable manner given the large degree of variation observed in

the real-world, from varying lighting conditions to different turn light characteristics

across vehicles.

Indeed, results indicate that the devised Conv-LSTM Neural Network performs

very competitively compared to approaches based on standard statistical and Ma-

chine Learning techniques. Even compared to more recent literature adopting Deep

Learning, classification performance is within range, with a weighted F1 measure of

80.8%. However, comparing results is somewhat complicated by the fact that data

collection processes differ. This work uses images taken from side cameras during

both day and night time while examined literature uses front facing cameras and

mostly focuses on single lightning conditions. Data used by this research is of greater

variation in terms of luminance, viewing angles and perspective distortions. On the

other hand, camera movement is not modelled as images were taken when the AV

was not in motion.

In addition, experiments are conducted and individual test cases analysed to

obtain a more detailed insight into the model’s performance, from which several

strengths and weaknesses emerge. First and foremost, data scarcity imposes severe

limitations in terms of risks of overfitting and lower generalisation accuracy. In ad-

dition, a severe imbalance in labels is present as active turn lights occur much more

rarely than inactive ones. These issues are partially addressed by augmenting data,

which has a positive effect on performance. Hence, collecting more data in the future,

especially on active turn lights, is likely to improve detection accuracies. Further, sev-

eral test cases indicate that the model focuses on signal frequency, colour tones, shape

and location of turn lights. Indeed, the latter is captured well as the model rarely

confuses left with right turn signals. This, however, is less the case between active

and inactive turn lights. Frequently, light reflections in a warmer, yellow to orange

tone are easily mistaken for active turn lights if they appear close to headlights. In

this regard, the model is somewhat susceptible to noise and light reflections, which

suggests that attention on frequency and colour tones could be improved. However,

overall, the model performs well and provides a useful foundation for future work.
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7 Future Work

The ground work established by this thesis results in a promising turn light detection

system. Besides benefiting from more extensive data collection, several future avenues

of improvement could be explored to ultimately produce an algorithm capable of

running in real-time with accuracies on par with humans.

For example, fusing information from infrastructure and vehicle sensors could im-

prove the detection and tracking of vehicles. Specifically, depth information could

be used to produce bounding boxes of higher quality that further trace out vehicle

contours instead of simply being rectangular. This would reduce the area of overlap

across detected vehicles as well as lower the amount of irrelevant background infor-

mation. All of these would increase the amount of usable data and allow the model

to focus on the most relevant image features.

Next, processing and modelling label information could be enhanced. In this

work, every instance of a visibly active turn light was labelled as such. In contrast,

one could label instances as being active only when turn lights are close to their

peak brightness. This could reduce the rate of misclassifications between active and

inactive turn lights as noise from unrelated light sources would less be likely mistaken

for turn signals. Such instances are usually not as bright as active turn lights and

thus converting frame to state detections would result in higher accuracies.

Further, the conversion from frame to state level could be achieved differently.

Firstly, one could analyse the distribution of turn signals and identify the shortest

frequency of properly activated turn lights. Turn signal detection would then be

triggered if the majority of frames within that period are classified correspondingly.

This way, setting parameter j would be directly informed by data. Additionally, under

this approach, it becomes clearer that there is an increased uncertainty associated

with classifying turn signals early on. Introducing a lag is actually more in line with

how humans react to turn signals, i.e. they too wait to verify that activated turn

lights actually correspond to a proper turn signal. Secondly, this simple conversion

approach could be made more sophisticated, by, for example, directly incorporating it

into the ANN. This would allow the possibility to take a specific vehicle’s turn signal

frequency into account. One way to accomplish this would involve using labels on a

state level to train a model on single, complete vehicle sequences (Sequence-ID) at

a time. However, this requires more data and further considerations as training on

single batches can lead to strongly fluctuating gradient updates [85].

On a similar note, labelling was performed manually by a single person. Hence,

erroneous labels inevitably occur. One way to address this issue is to manually inspect

frames where probability estimates ỹ differ strongly from corresponding ground truths

t. Such instances may then be corrected if labelling errors are at fault. Another

possibility would be to adjust the model to learn both optimal parameters and error

distribution of labels by means of incorporating Expectation-Maximisation into BP

[135], amongst other approaches [136].

Another important aspect is that data was collected by side cameras of a parked

AV. However, in the real world, both object and camera movement will inevitably

occur as the AV will be in motion. Any future work must take this into account,

which will likely entail adjustments to the model architecture and the collection of

new training data in order to better deal with resulting intricacies.

Finally, classifying a video stream in real time will require highly optimised algo-

rithms. The speed of performing inference is directly related to a model’s complexity,
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amongst others. Keeping the amount of depth and parameters at a minimum will

be advantageous. For example, one approach would be to trim a model so as to in-

clude only its most relevant parameters after training. Recent work by [137] outlines

how pruned ANNs can be obtained by deleting small weights and re-training them.

The resulting sparse models could lead to a boost in performance, both in terms of

classification time and accuracy.

All in all, this thesis work and the identified, potential improvements hold great

promises in helping to usher in a more automated driving experience.
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A Appendix

A.1 Concepts - Activation Functions

Name Definition Visualisation

Sigmoid f(x) =
1

1 + e−x

Tanh f(x) =
ex − e−x
ex + e−x

ReLU f(x) = max(0, x)

ELU f(x) =

{
x if x > 0

α(ex − 1) if x ≤ 0

SELU f(x) = λ

{
x if x > 0

α(ex − 1) if x ≤ 0

Softmax f(xi) =
exi∑
j e

xj

Table A.0: Relevant activation functions, their definition and visualisation. SELU is

parametrised with λ = 2 and α = 1 in this example.



A.2 Methodology - Data Augmentation

Figure A.1: Example of transformed images as part of augmenting data.



A
.3

M
e
th

o
d
o
lo

g
y

-
A

rt
ifi

ci
a
l

N
e
u
ra

l
N

e
tw

o
rk

A
rc

h
it

e
ct

u
re

P
a
ra

m
e
te

rs
D

im
e
n

si
o
n

s

B
lo

ck
L

a
y
e
r

F
ix

e
d

H
y
p

e
r

C
o
lo

u
r

In
p

u
t

O
u

tp
u

t

1
C

o
n
vo

lu
ti

on
al

(2
×

)
k
s

=
3
×

3,
s

=
2

σ
,
n
f

Y
el

lo
w

(M
,

L
,

64
,

4
8,

3)
(M

,
L

,
1
2,

16
,
n
f
)

B
at

ch
N

or
m

al
is

a
ti

o
n

B
lu

e
(M

,
L

,
1
2,

16
,
n
f
)

(M
,

L
,

12
,

1
6,
n
f
)

M
ax

P
o
o
li

n
g

k
s

=
3
×

3,
s

=
1

R
ed

(M
,

L
,

1
2,

16
,
n
f
)

(M
,

L
,

1
2,

16
,
n
f
)

2
C

o
n
vo

lu
ti

on
al

(2
×

)
k
s

=
3
×

3,
s

=
2

σ
,
n
f

Y
el

lo
w

(M
,

L
,

12
,

1
6,
n
f
)

(M
,

L
,

3
,

4
,
n
f
)

B
at

ch
N

or
m

al
is

a
ti

o
n

B
lu

e
(M

,
L

,
3
,

4
,
n
f
)

(M
,

L
,

3
,

4
,
n
f
)

M
a
x

P
o
ol

in
g

k
s

=
3
×

3,
s

=
1

R
ed

(M
,

L
,

3
,

4
,
n
f
)

(M
,

L
,

3
,

4
,
n
f
)

3
C

o
n
vo

lu
ti

on
al

L
S
T

M
k
s

=
3
×

3,
s

=
2

σ
,
n
f
,
p

G
re

en
(M

,
L

,
3,

4,
n
f
)

(M
,

L
,

2,
2,
n
f
)

B
at

ch
N

or
m

al
is

a
ti

o
n

B
lu

e
(M

,
L

,
2
,

2
,
n
f
)

(M
,

L
,

2
,

2
,
n
f
)

F
la

tt
en

P
u

rp
le

(M
,

L
,

2,
2,
n
f
)

(M
,

L
,

4
×
n
f

)

O
u

tp
u

t
F

u
ll

y
C

o
n

n
ec

te
d

H
=

3
,
σ

=
so

ft
m

ax
p

O
ra

n
ge

(M
,

L
,

4
×
n
f
)

(M
,

L
,

3)

T
ab

le
A

.1
:

A
rc

h
it

ec
tu

re
o
f

th
e

d
ev

is
ed

C
on

v
-L

S
T

M
N

eu
ra

l
N

et
w

or
k

p
ar

am
et

ri
se

d
w

it
h

th
e

fo
ll

ow
in

g
va

ri
a
b

le
s:

k
er

n
el

si
ze
k
s
,

st
ri

d
e
s,

ac
ti

va
ti

o
n

fu
n

ct
io

n
σ

,
n
u

m
b

er
of

fi
lt

er
s
n
f
,

D
ro

p
o
u

t
p
,

n
u

m
b

er
o
f

h
id

d
en

n
eu

ro
n

s
H

,
m

in
i-

b
at

ch
si

ze
M

an
d

v
id

eo
le

n
g
th
L

.
A

ll
in

p
u

t
si

gn
al

s
ar

e
p

a
d

d
ed

su
ch

th
a
t

th
e

ke
rn

el
s

fi
t

g
iv

en
th

e
st

ri
d

e,
w

h
ic

h
is

re
fe

rr
ed

to
as

”
sa

m
e
”

p
ad

d
in

g.
T

h
e

co
lu

m
n

C
o
lo

u
r

re
fe

rs
to

th
e

la
ye

r
co

lo
u

rs
in

F
ig

u
re

4
.7

.



References

[1] The Economist. Reinventing Wheels: A Special Report on Autonomous Driv-

ing. The Economist Newspaper, 2018.

[2] World Health Organization. Global Status Report on Road Safety. World

Health Organization, 2015.

[3] World Health Organization. Ambient Air Pollution: A Global Assessment of

Exposure and Burden of Disease. World Health Organization, 2016.

[4] INRIX. Global Traffic Scorecard. INRIX, 2018.

[5] Jonathan Mingle. A New Lens on Suburbia. Center for Advanced Urbanism

Conference Explores the Suburbs’ Sustainable Future. MIT News, 2016.

[6] Antonella Mei-Pochtler Thomas Dauner Satoshi Komiya Xavier Mosquet Niko-
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