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Abstract
Depth estimation from 2D images is a fundamental problem in Computer Vi-
sion, and is increasingly becoming an important topic for Autonomous Driv-
ing. A lot of research is driven by innovations in Convolutional Neural Net-
works, which efficiently encode low as well as high level image features and
are able to fuse them to find accurate pixel correspondences and learn the
scale of the objects. Current state-of-the-art deep learning models employ a
semi-supervised learning approach, which is a combination of unsupervised
and supervised learning. Most of the research community relies on the KITTI
datasets for benchmarking of results. But the training performance is known to
be limited by the sparseness of the lidar ground truth as well as lack of training
data.

In this thesis, multiple stereo datasets with increasingly denser depth maps
are generated on the corpus of driving data collected at the Audi Electronics
Venture GmbH. In this regard, a methodology is presented to obtain an accu-
rate and dense registration between the camera and lidar sensors. Approaches
are also outlined to rectify the stereo image datasets and filter the depth maps.
Keeping the architecture fixed, a monocular and a stereo depth estimation net-
work each are trained on these datasets and their performances are compared
to other networks reported in literature. The results are competitive, with the
stereo network exceeding the state-of-the-art accuracy. More work is needed
though to establish the influence of increasing depth density on depth estima-
tion performance. The proposed method forms a solid platform for pushing
the envelope of depth estimation research as well as other application areas
critical to autonomous driving.
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Sammanfattning
Djupberäkning från 2D-bilder är ett grundläggande problem i datorseende och
blir alltmer ett viktigt ämne för autonom körning. Mycket forskning drivs av
innovationer i faltningsnätverk, som effektivt kodar bildfunktioner på låg såväl
som hög nivå och är i stånd att kombinera dem för att hitta exakta pixelkorre-
spondenser och lära sig objektens skala. Nuvarande moder- na djupinlärnings-
modeller använder en semi-övervakad inlärningsmetod, som är en kombina-
tion av oövervakat och övervakat lärande. Större delen av forsk- ningssamhället
förlitar sig på KITTI-dataset för att jämföra resultat. Men trä- ningsprestanda
begränsas av glesheten i lidars ground truth samt brist på träningsdata.

I det här examensarbetet genereras flera stereo-datauppsättningar med allt
tätare djupkartor påmängden av kördata som samlats in påAudi ElectronicsVen-
ture GmbH. I detta sammanhang presenteras en metodik för att erhålla en pre-
cis och tät registrering mellan kameran och lidarsensorer. Metodik beskrivs
också för att korrigera stereobild-dataseten och filtrera djupkartorna. Medan
strukturen hålls fixerad tränas nätverk för vardera monokulär- och stereo- dju-
pupskattning på dessa dataset och deras prestanda jämförs med andra nätverk
rapporterade i litteraturen. Resultaten är konkurrenskraftiga och stereonätver-
ket överträffar den senaste tekniken. Mer arbete behövs för att fastställa på-
verkan av ökande djuptäthet på djupuppskattningsprestanda. Den föreslagna
metoden utgör en solid plattform för att flytta gränserna för djup- beräknings-
forskning såväl som andra tillämpningsområden som är kritiska för autonom
körning.
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Chapter 1

Introduction

Autonomous driving is bound to be the first large scale application of mobile
robotics in the open world. A self driving car must work with a high level of re-
liability in a variety of scenes (day, dusk, night etc.), weather conditions (rain,
snow, dusty etc.) and surrounded by many different kinds of objects (pedestri-
ans, bicyclists, traffic signs and other vehicles etc.) To enable it to operate in so
many scenarios a car has a multitude of sensors placed all around it. The avail-
able sensors can broadly be divided into two categories: proprioceptive (like
wheel speed, IMU etc.) and exteroceptive (Cameras, LiDARs, RADARs, Ul-
trasonics, GPS etc.). These sensors cover different bands and modalities. The
data from all sensors is combined by the on-board computer and processed to
give the car an unprecedented view of its environment.

There are many pressing challenges that need to be tackled before au-
tonomous vehicles can be allowed unconstrained on the roads. One such chal-
lenge is 3D object detection and localization. The vehicle should be able to
detect pedestrians and nearby vehicles well in advance to initiate a safe reac-
tion. Another example is semantic segmentation of sensor input, where every
pixel/data point is provided with a label of the object it represents. This could
be used to construct the allowable area where vehicle can drive safely. A third
example is SLAM (Simultaneous Localization and Mapping) which involves
constructing a geometrically consistent 3D model of the car’s environment.
Although the camera sensor plays a major role here by providing extremely
rich semantic and color information at a high frame rate, all these tasks require
a high level of accuracy in order to avoid the risk of collision. Traditionally
the vehicles rely on highly accurate but sparse 3D range sensors like lidars or
radars to get the depth. For instance, the VelodyneTM VLP-16 lidar provides
depth on 29,000 points at an accuracy of 0.03 meters at a typical frequency of

1
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10 Hz [1], whereas most camera setups provide sparse depth only up to a few
meters [2].

Dense depth Estimation from images is a fundamental problem in Com-
puter Vision. It involves estimating a depth label for every pixel of the image.
and finds application in areas like robotics, medical imaging, space and under-
water exploration etc. It’s particularly important for improving the robustness
and redundancy in context of autonomous driving. This is because the oper-
ational range of a camera complements most of the traditional range sensors.
Also, a high resolution camera is triggered at least thrice as fast as a lidar and
can potentially provide information on roughly 2 million data points (for a
typical resolution of 1920× 1080). If depth can be accurately computed from
images, then a much denser view of the world could be obtained at a much
higher rate.

This problem has been extensively explored in closed spaces and indoor
environments where the objects are often densely packed and hence easy to
recognize and process. Traditional image analysis based approaches do patch-
based matching and refinement or re-formulate the problem as an energy min-
imization problem across the image. But in doing so, researchers make major
assumptions or introduce many hand-made solutions and filtering techniques
which never generalize to outdoor scenarios. Recently convolutional neural
network (CNN) based approaches have dominated the research landscape and
have consistently produced top-performing results. CNNs have multi-scale
convolution filters can extract features from raw pixels at coarse as well as fine
level. A large number of such filters, stacked together give CNNs the ability
to generalize substantially, which means even highly non-convex optimization
problems can be converted into approximately convex problems. The weights
of these filters form the variables in this optimization, which is solved using
the stochastic gradient descent method.

1.1 Research Question
Recent CNN architectures in literature are able to predict dense depth from raw
image pixels. These methods leverage accurate depth provided by range sen-
sors and are able to formulate a supervised loss from them. Although methods
exist which can train from using images alone (by learning to extract structure
of the complimentary image), supervision by depth sensors yield many of the
state-of-the-art deep learning methods. But this requires an accurate calibra-
tion between the cameras and the range sensors, which is difficult and expen-
sive to accomplish. Hence the currently available depth maps are very sparse
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and very few image pixels are able to get depth supervision for learning. These
factors motivate the following research questions:

1. Keeping the neural network architecture fixed, if the depth map density
is increased will the accuracy of depth estimation improve?

2. How will accuracy wary with increasing density of the depth maps?

While investigating these questions, the thesis will restrict itself to outdoor
automated driving scenarios in urban environments. Secondly, no real-time
constraints are imposed on the algorithms. Thirdly, the data is captured before-
hand and processed offline. Lastly, the data is time-synchronized and pre-
processed, as will be described in the ensuing chapters.

1.2 Thesis Outline
The thesis is divided into following sections:

• Chapter 1 introduces the topic and motivates the research question.

• Chapter 2 outlines the theoretical concepts utilized in the project.

• Chapter 3 covers the related work in literature around the topic of depth
estimation from RGB images.

• Chapter 4 lays a methodology to obtain a dataset of denser depth maps.

• Chapter 5 describes the generated depth dataset. It also describes the
neural network training experiments and discusses the results.

• Chapter 6 covers the conclusions, future work and ethical aspects of
the research.



Chapter 2

Theory

This chapter lays down the theoretical principles utilized in this thesis. In
particular, the method of creating a 3D model of the environment involves
a process called Simultaneous Localization and Mapping (SLAM), which is
covered in Section 2.1. This method uses the Iterative Closest Point algorithm
to efficiently match successive point-based scans. This algorithm is briefly
described in Section 2.2. Thereafter Section 2.3 gives details of clustering
algorithms which are useful for filtering point estimates. Lastly Section 2.4
covers how camera forms an image and how depth is estimated from images.
This part is adapted from the work of Hartley and Zisserman [3] and Szeliski
[4].

2.1 Simultaneous Localization and Mapping
As the name suggests, SLAM is a set of algorithms by which an agent is able to
locate itself in the world while simultaneously building a map of its surround-
ings. In order to formulate the SLAM problem mathematically, consider the
agent to be an autonomous car driving in a scene. The car is equipped with
cameras and lidars in a known and calibrated configuration. Consider the vehi-
cle view, a coordinate frame, to be arbitrarily placed in the middle of the front
axle of the car. The position of vehicle view at time t = 0 is considered to be
the origin of the global frame of reference. Concretely, SLAM is the process
of estimating:

p(X0:k,M |Z0:k, U1:k) (2.1)

Where

4
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• p is the joint posterior (probability distribution) over all the poses and
the map, given the measurements and the control signal. Formally:

X0:k = {x0, x1, ....xk}
Z0:k = {z0, z1, ....zk}
U1:k = {u1, u2, ....uk}

• xk is the state/pose of the system at time k. It represents a general rigid
body motion in 3D and can be expressed with six degrees of freedom.
It is described by a vector:

xVk
= xk =



x

y

z

α

β

γ

 (2.2)

Where the first three elements of the vector are for translational motion
(i.e. Cartesian coordinates) and the last three are for rotational motion
(the Z-Y-X Euler angles [5]) with respect to chosen coordinate frame.
Here xVk

(pose of vehicle view of the car) and xk are used interchange-
ably. An alternate way of representing this vector is a 4×4 homogeneous
transformation matrix:

V0TVk =0 Tk =

(
0Rk

0tk
0 1

)
(2.3)

V0TVk =0 Tk =


r00 r01 r02 x

r10 r11 r12 y

r20 r21 r22 z

0 0 0 1


where V0TVk (or alternatively 0Tk), 0Rk and 0tk respectively are the trans-
formation, orientation and position of vehicle view at time k to vehicle
view at time k=0 (the chosen origin). Although this representation has
double the number of elements compared to (2.2), it removes ambigu-
ities in rotation order and is more robust. Hence this was the chosen
representation to denote pose in this thesis.
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• zk is the measurement from the environment at time k. Here the most
accurate range sensor (typically lidar) is chosen formeasurement. Hence
zk is a motion-corrected point cloud from a single scan of all the lidars
on the vehicle merged together. Furthermore Map M is a set contain-
ing all points in combined point cloud and their position with respect to
origin V0.

MV0 =M = {p1, p2, ....pNk
} (2.4)

• uk is the odometry of the system at time k. In particular, it is represented
by VkTVk−1

, the transformation of vehicle view from time k-1 to time k.

• Note that k and t are used respectively to indicate the index of time and
its duration in seconds. Time increment happens with respect to the
slowest sensor (in this case the lidar which usually works at around 10
Hz). For instance, k = 2 would translate to t = 0.2 seconds.

The SLAM problem is usually formulated in two ways. The first is shown
in (2.1) and is referred to as the full SLAM problem. This involves estimating
all the poses of the agent along with map M . The second way is called the
online SLAM problem and involves estimating only the latest pose along with
the map. The posterior for online SLAM is given by:

p(xk,M |Z0:k, U1:k) (2.5)

The classical methods established the probabilistic framework of SLAM,
and introduced approaches like Extended Kalman Filters, Rao-Blackwellized
Particle Filters, and maximum likelihood estimation. These are covered ex-
tensively in the work of Thrun, Burgard, and Fox [6]. But these techniques
made a lot of assumptions, worked well only in simple environments and of-
ten generated sparse maps.

In contrast, the architecture of a modern SLAM system consists of two
main parts. The front-end extracts raw sensor data or some features from it.
The second part, referred to as back-end reads the features from front-end and
solves SLAM as a maximum a-posteriori estimate (MAE) problem. This for-
mulation is visualized effectively under the framework of probablisitic graph-
ical models. As shown in Figure 2.1 , every node represents a unique random
variable. The edges (or arrows) form constraints between these random vari-
ables. The direction of the arrows encode the dependency between the nodes.
Through the Markov Assumption it is known that the state xk+1 depends only



CHAPTER 2. THEORY 7

on the previous state xk and the odometry uk. The measurement zk is fully de-
termined by the state xk and the model of the environmentM . Assuming the
measurements to be independent and modelling the noise as Gaussian reduces
the MAE problem to non-linear least square optimization which is solved eas-
ily [7].

Figure 2.1: Probabilistic Graph Model for SLAM. The gray nodes are known
and the white nodes are to be determined. Arrows indicate dependency.

SLAM front-end is also responsible for matching each measurement to
its corresponding landmark in the environment, a process referred to as data
association. A mismatch can cause the back-end to correlate incorrect mea-
surements as related and converge to an incorrect solution. Data association
is of two types. The short term data association tries to match landmarks in
subsequent frames or time steps. The long term data association, also referred
to as loop closure, occurs when the robot returns to a location it visited long
back. This requires the front and back end to work in tandem to correlate
measurements over long term.

2.2 Iterative Closest Point Algorithm (ICP)
Proposed by Besl and McKay [8], the Iterative Closest Point (ICP) algorithm
is used to compute a rigid transformation between two point clouds. The ef-
fectiveness of ICP stems from the fact that it can be used on raw point clouds,
which removes the need for pre-processing (although pre-processing improves
the results). The most basic version of this algorithm iterates between two
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steps. The first step computes a point correspondence set between the source
and the target point cloud. This can be achieved using a nearest neighbor
search for instance. The second step tries to compute a transformation T which
minimizes an objective function formed using the correspondence set. Wang
and Zhao [9] in their survey on ICP noted different variations to this algo-
rithm. These include feature metrics and strategies for correspondence search
and methods to weigh specific point pairs and compute the transformation.
The two most widely used ICP methods, based on different feature metrics,
are listed below:

• Point-to-point ICP: This method formulates the objective function as
the euclidean distance between all points in the correspondence set (K).

E(T) =
∑

(p,q)εK

‖p− Tq‖2 (2.6)

• Point-to-plane ICP: This method uses the normal distance between
points in the target set and tangent to the points in the source set as the
objective function.

E(T) =
∑

(p,q)εK

((p− Tq) · np)
2 (2.7)

The point-to-point method is generally more accurate, but it may lead to
errors when the scene has moving objects. On the other hand the point-to-
plane method is more robust to moving objects, requires fewer iterations and
can converge faster. But it also requires normals to be computed for each point
which might not be possible always. For instance, in outdoor driving scenarios
the point cloud from a laser scan is not dense enough for accurate normal
computation. Also normal estimation isn’t accurate at the edge of the point
cloud. For these reasons the point-to-point ICP was chosen for this analysis.

2.3 Clustering Algorithms
Clustering aims to divide data into meaningful partitions. This field has been
widely explored with many works laying down the taxonomy and comparisons
of various approaches [10] [11]. This section briefly covers two well-known
algorithms which differ depending on if the number of clusters need to be pre-
specified or not.
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2.3.1 KMeans Clustering
In this algorithm the aim is to find K cluster centers dividing N points such
that every point is assigned a label corresponding to the nearest mean of the
clusters. This distribution tries to minimize the sum of squared distance be-
tween points inside the clusters and their respective cluster centers. Here the
number of clusters are chosen beforehand. The steps are outlined below:

Consider a set of N points X = {x1, x2, ...xN}

1. ChooseK cluster centers µ1:K at random.

2. For every point xi find a label yi ε [1, K] assigning it to one of the clusters
according to proximity with cluster centers.

yi = argmin
j

(xi − µj)2

3. Update the location of cluster centers according to newmean of the clus-
ter set.

µj =
1

Nj

∑
x ε ωj

x

where ωj is the set of points with label j

ωj = {x1, x2, ...xm} s.t. ym = j

and Nj is the number of points inside the set ωj .

4. Repeat steps 2-4 till cluster centers converge.

2.3.2 MeanShift Clustering
The algorithm, proposed by Comaniciu and Meer [12] is a non-parametric
method which assumes the data to be a probability density function (PDF) of
certain dimensionality. The goal is to find all the modes in this distribution.
It does so by first estimating the kernel density at a point. Next it iteratively
moves up along the gradient of the density function (gradient ascent) till it
reaches the peak (local maxima). These steps are repeated for all the points
till all the peaks are found. Lastly, the cluster sets are easily found by com-
puting proximity to the peaks (similar to step 2 in Section 2.3.1). This way
it doesn’t assume the number of clusters beforehand. The steps are described
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below:

In this example the algorithm tries to segment a set of pixels in an image. In
general, the approach can be extended to other scenarios as well. Let the set
of N pixels in an image be denoted byX = {x̂1, x̂2, ...x̂N}. The points lie in a
five dimensional space, where the first two dimensions are given by the spatial
coordinates (u, v). The next three dimensions are given by the color value of
the point (r, g, b).

1. For a point x̂ ε X , compute the density function

f(x̂) =
1

N

N∑
i=1

K(x̂− x̂i)

where K(x̂) is the kernel density function. A common choice is the
gaussian kernel:

K(x̂) = exp

(
− x̂

T D−1 x̂

2

)
and D is a diagonal matrix of variances (bandwidths) for positions and
colors

D = diag(σ2
u, σ

2
v , σ

2
r , σ

2
g , σ

2
b )

2. Update the position according to increasing gradient of density function

x̂←
∑N

i=1 x̂i K(x̂− x̂i)∑N
i=1 K(x̂− x̂i)

3. Repeat step 2 till convergence and note the position of peak p̂

4. Repeat step 1-3 for all points x̂ ε X

5. Post-process all peaks p̂ to remove near duplicates.

2.4 Image Formation and Depth Estimation

2.4.1 Camera Geometry
The Pinhole Camera Model

A camera serves as a mapping between the 3D space (object space) and the
a 2D Image. The simplest model describing this relationship is the Pinhole
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Camera Model. This model works well for CCD (Charged coupled device)
cameras, which are the most commonly used imaging devices. It involves
performing a central projection, a process in which a ray is drawn from a point
in 3D space to a fixed point in space, called the center of projection. All points
in 3D space can be projected to this fixed point this way. This ray intersects a
chosen plane, called the image plane at a point which represents the image of
the point. This model is in good agreement with how an actual camera works,
in which a ray of light from a point in 3D space passes through the lens of a
camera and hits the film (or the circuit) producing the image. Although in the
physical camera, a mirror image is formed behind the camera center. However,
for depiction, this virtual image plane is shown to be in front of the camera
center. Assuming a perfect focus and ignoring lens thickness, it is possible to
approximate that all the rays pass through the center of the lens.

(a) (b)

Figure 2.2: The Pinhole Camera Model

Assume the center of projection is the origin of a euclidean coordinate
system and consider the plane z = f to be the image plane or focal plane
(intuitively the focal plane will be the position of center of the lens). Then
according to pinhole camera model, a point X = (x, y, z)T in 3D space is
mapped to the point x = (u, v)T in image plane, as shown in Figure 2.2. By
similar triangles:

u = f
x

z
v = f

y

z
(2.8)

The line perpendicular to the image plane and passing through the camera
center is called the principal axis and it intersects the image plane at the prin-
cipal point. The camera’s origin usually doesn’t coincide with the principal
point. If the coordinates of principal point in the camera’s frame are (cx, cy),
then above equations are modified as:



12 CHAPTER 2. THEORY

u = f
x

z
+ cx v = f

y

z
+ cy (2.9)

Homogeneous Coordinates

Homogeneous coordinate is a representation used often in projective geometry
to simplify mathematics compared to Cartesian coordinate system. A pointX
is a homogeneous coordinate of an object if X and λX represent the same
object for all λ 6= 0.

X =


λx

λy

λz

λ

 =


x

y

z

1

 ∀λ 6= 0 (2.10)

The above equation encodes a 2D representation of the 3D space. This is
shown by the fact that pointX in the 3D space can lie anywhere along the ray
for varying values of λ. Moreover, λ = 0 represents a point at infinity, which
is not possible to do in cartesian coordinates.

Intrinsic and Extrinsic matrices

Using the matrix notation Eq. (2.9) can be written in homogeneous coordi-
nates as:

uv
1

 =

fx 0 cx 0

0 fy cy 0

0 0 1 0



x

y

z

λ

 (2.11)

or more generally,

x = K [I | 0] Xcam = pixelTcam Xcam

whereK is the Intrinsic camera matrix [3] and Xcam is the position of object
with respect to the camera’s coordinate frame. pixelTcam describes the trans-
formation from camera to pixel coordinates. In general, the camera is also
positioned suitably in a world coordinate system. If the position (C) and ori-
entation (R) of the camera coordinate system is known in the global frame, the
image/pixel coordinates of a pointXworld = (X, Y, Z, 1) located in the global
frame is given by:
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uv
1

 = K [I | 0]
[
R −RC
0 1

]
X

Y

Z

1

 (2.12)

x = pixelTcam
camTworld Xworld

The matrix in the middle, camTworld, is called the Extrinsic camera matrix,
which is the transformation from world coordinates to the camera coordinates.

Homography

The homography is a 3× 3 matrix which warps an image I to another image
I ′ such that the lines are preserved, i.e. three collinear points on I remain
collinear in I ′. The pixel x = (u, v, 1) on I is related to the warped pixel
x′ = (u′, v′, 1) on I ′ as:

x′ =M x

Where

M =

m11 m12 m13

m21 m22 m33

m31 m32 m33


M represents a general projective transform with eight degrees of freedom

(DoF). These include two each for rotation, translation, scaling and shearing
along the u and v axes respectively. This matrix can be further broken down
into a family of 2D transformations depending on which degrees are restricted.
For instance a 2D rigid body transformation has three DoF (one along rotation
and two along translation).

2.4.2 Stereo Matching
From Eq (2.10), it was understood that a pixel coordinate (2D) can represent
infinitely many points in the world (3D) using the homogeneous coordinates.
To get the depth, the position of the point along the ray needs to be uniquely
identified. If the camera is able to capture multiple views of the scene from
different locations then it is possible to locate the point by computing inter-
sections of all rays corresponding to point P . This technique falls under the
purview of Multi-view geometry. But a vehicle is a non-holonomic system,
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which means its degrees of freedom are restricted. Hence it is often not pos-
sible to get multiple views of the same scene while driving. This can be over-
come by putting a second camera adjacently. This way at every instance, the
scene is captured simultaneously by both the cameras (assuming they are trig-
gered at the same time). Such a setup is called a Stereo camera. The point P
can be uniquely located by computing for correspondences/ ray intersections
in both the camera images.

To compute depth of point P from these correspondences, consider a sim-
plified stereo camera setup observing a point P = (X, Y, Z) as shown in Fig-
ure 2.3. xl and xr are pixel coordinates of point P in left and right camera
respectively. The principal axis of both the cameras are parallel and they have
identical focal length f . The left camera is located at the origin and the right
camera is placed at b units along the x axis. b is called the baseline of the
stereo camera. For the left camera:

xl = f
X

Z
yl = f

Y

Z

Similarly, for the right camera:

xr = f
X − b
Z

yr = f
Y

Z

Define Stereo disparity, d as

d = (xl − xr)

d = f
X

Z
− f X − b

Z

d = f
b

Z
(2.13)

Here both b and f are known design parameters. Disparity d can be under-
stood as the displacement along the image plane in pixel units between xl in
left image and its correspondence xr in right image. If such correspondences
(xl ↔ xr) are known for all the points in the scene, then it is possible to com-
pute the dense disparity field for the scene. Thereafter Eq. (2.13) is used to get
the dense depth field from the disparity field. Thus the problem of comput-
ing dense depth from images can be reformulated as a problem for computing
dense pixel-pixel correspondences between two stereo image pairs.
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Figure 2.3: A simplified stereo setup. The left and right cameras have centers
of projection O and O′ and same focal length f . The baseline is b. A point P
in 3D forms a pixel xl and xr on left and right cameras respectively.

2.4.3 Epipolar Geometry
The setup outlined in previous section made a lot of simplifying assumptions.
In practical scenarios, the principal axis of two cameras do not align perfectly.
One big consequence of this is that the correspondences xl and xr do not lie
on the same axis horizontally, as they did in Figure 2.3. This general scenario
is shown in Figure 2.4. A point P in 3D space forms an image at pixel x on the
left image. For all possible positions of P along the ray r, the corresponding
pixel position of P on the right image, given by x′ lies along a line l′. Similarly
x′ corresponds to a line l in the left image. l and l′ are known as Epipolar lines.
The center of left camera forms a point e′ on right image plane and is called
an Epipole. Similarly, the center of right camera forms an epipole e on left
image plane. All the epipolar lines in an image pass through the epipole.

The fact that every point in the left image projects to a line in the right
image is captured by the Fundamental matrix proposed by Longuet-Higgins
[13]. It is a 3× 3 matrix represented by F . In particular, if x↔ x′ is a set of
matching points, the point x′ lies on the line Fx. This gives:
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Figure 2.4: Epipole geometry in a general stereo setup.

x′T F x = 0 (2.14)

The fundamental matrix is an algebraic representation of the epipolar ge-
ometry of a stereo camera pair and is independent of the scene. Moreover, it
also encodes the intrinsic camera parameters of both the cameras as well as the
relative rotation and translation between them (refer to [13] for more details).
In particular:

F = K
′−T [tx] R K−1 (2.15)

WhereK andK ′ are the intrinsic camera parameters for the left and right
cameras respectively. The position of the right camera is represented with
respect to the left camera by a rotation R and a translation t. [tx] is a skew-
symmetric matrix used to represent a vector t = (tx, ty, tz)

T .

[tx] =

 0 tz −ty
−tz 0 tx
ty −tx 0


2.4.4 Image Rectification
The fundamental matrix contains all the information necessary for pairwise
calibration of the stereo camera. If F is known accurately, then computing
dense pixel correspondences converts from a 2D search in image space to a 1D
search along the epipolar lines. Although this simplifies the disparity compu-
tation, one still needs to store information about epipolar lines of all the pixels
in both the image pairs, which can become data-intensive. A simple solution
to this is to map the epipoles to infinity, or in other words make the epipolar
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lines horizontal. This process is called Image rectification. This way not only
is the correspondence search a 1D problem, but the matching points x ↔ x′

lie along the same horizontal line, which reduces the complexity massively.
Hence the process of rectification is important before any disparity search al-
gorithm can be envisaged.

In reality, F is not known before-hand. A lot of research in image recti-
fication is focused on using image-based feature matching to form an initial
estimate of the fundamental matrix (F ). This estimate of F along with the
feature matches are fed to an optimization algorithm to compute homography
matrices for both image pairs. The most widely used algorithm for computing
homographies for rectification was proposed by Hartley [14]. The author first
computes the projective transformationH ′ for the right image which takes the
epipole p′ to infinity, where H ′ is constrained to be a rigid body transforma-
tion in neighbourhood of the center of the right camera. The matching pair
of transformation H for the left image is chosen such that it minimizes the
euclidean distance between transformed pair of all matching points. Further-
more, the author proved thatH is an affine transformation ofH ′ which reduces
the minimization problem to a linear least square parameter minimization.

The homographies (H andH ′) warp the left and right images respectively
so as to map the epipoles to infinity. Another way to understand this is that the
projective transformation tries to translate, rotate and stretch the image so as
to align most of the chosen image features horizontally. The steps are outlined
in Algorithm 1.
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Algorithm 1: RectifyPair
Input: Left image imgL and right image imgR
Output: Left rectified image rimgL and right rectified image rimgR
// Extract feature descriptors like SURF, ORB

etc.
1 kpL, desL ← detectFeatures(imgL)
2 kpR, desR ← detectFeatures(imgR)

// Find keypoint matches between kpL and kpR
3 ptsL, ptsR ← findMatches(kpL, kpR, desL, desR, imgL, imgR)
4 F ← estimateFundamentalMatrix(ptsL, ptsR)

// use method proposed in [14]
5 HL, HR ← findHomography(ptsL, ptsR, F )

// Apply homography to warp original images
6 rimgL ← warpImage(imgL, HL)

7 rimgR ← warpImage(imgR, HR)

8 return rimgL, rimgR
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Related Work

This chapter covers related work in the area of depth estimation from images.
It also surveys the various datasets in literature used for training new deep
learning based models.

3.1 Traditional Approaches
In this section variousmethods to compute dense pixel correspondences from a
pair of stereo images using classical computer vision techniques are reviewed.
It is assumed that the images are pre-rectified. Most researchers choose to
represent the correspondences in form of the disparity field d(x, y). As seen
in the previous chapter, depth being inversely proportional to disparity is easily
derived. Yang, Yuille, and Lu [15] proposed the concept of Disparity Space
Image (DSI), which is a three dimensional space comprised of the image space
and the disparity. Here (x, y) is a point in the reference image, chosen to be the
left image by convention. d(x, y)maps the point to its correspondence (x′, y′)
in the right image. This gives:

x′ = x+ d(x, y) y′ = y (3.1)

The optimal disparity function d∗(x, y) maps every point P = (x, y) in
reference image to a point P ′ = (x′, y′) in the right image so as to maximize a
similarity measure (minimize the cost) between them. The choice of similarity
measures divide the methods into two types: Local and Global. Moreover
Scharstein and Szeliski [16] in their detailed survey established the following
algorithmic building blocks in all stereo matching methods:

1. Cost computation

19
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2. Cost aggregation

3. Disparity computation and optimization

4. Disparity refinement

3.1.1 Local methods
For a given d, the local methods compute cost measures such as squared inten-
sity differences (SD), absolute intensity differences (AD) etc between P and
P ′. Thereafter the aggregation step involves summing or averaging costs over
a window or a support region around P and P ′. Other aggregation techniques
include weighing the points in the support region using 2D or 3D convolu-
tions, varying the window sizes, shape, variable disparities etc. This yields
a suitable DSI where the value at every point (x, y, d) is the aggregated cost
C(x, y, d). The selected disparity at each point is the one with minimum ag-
gregated cost. The refinement step includes curve-fitting or interpolation to
remove discretization effects and hole filling in occluded areas using cross-
checking (i.e. repeating the process with right image as the reference) and
surface-fitting. Median filtering can also be used to remove tiny mismatches.
A drawback of local methods is the lack of unique matches even after cross-
checking. Also the process is performed pixel-wise and can be computation-
ally intensive.

3.1.2 Global Methods
The global methods on the other hand formulate objective functions with re-
spect to d(x, y), and try to minimize it. The objective may take the following
form:

E(d) = Ed(d) + λEs(d) (3.2)

Where
Ed(d(x, y)) =

∑
(x,y)

C(x, y, d(x, y))

Ed(d(x, y)) measures the aggregated cost as the function of disparity for
the entire image space. Es(d) contains additional functions to constrain the
objective, for instance preserving smoothness in disparity and intensity etc.
Some of the methods on these lines include Dynamic Programming [17], Sim-
ulated Annealing [18], Graph cuts [19] etc. Klaus, Sormann, and Karner [20]
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first try to segment image into superclusters or planes and use a combination
of local methods, plane-fitting and to form and solve a Markov Random Field.

Many of the traditional algorithms based on local as well as global ap-
proaches performed well on the Middlebury dataset proposed in the work of
Scharstein and Szeliski [16], which was one of the few datasets at the time
with accurate dense ground truth disparities. But these methods ultimately
had many shortcomings. First and foremost, they involved lots of hand-tuned
parameters which required careful manual tuning. This made it difficult for
algorithms to generalize to unseen data or different environments. Secondly
most of these methods were designed specifically for indoor scenarios, par-
tially due to lack of accurate outdoor datasets. But outdoor scenarios have a
lot more variety in the type of objects, textures and colors. At the same time,
this information is sparsely distributed among large regions with occlusions
and texture-less surfaces. This makes it difficult to establish accurate matches.
Also, many of the traditional methods which relied on creating 3D models of
known objects and fitting them in the disparity image failed here.

3.2 Deep Learning based Approaches
Approaches to depth estimation using deep learning can be divided into two
main categories:

• Single Image Depth Estimation

• Stereo Disparity Estimation

These categories can be further sub-divided depending on the inputs needed
during training phase. The Supervised methods compare the depth estimated
from a single image with the ground truth obtained from range sensors to for-
mulate a training loss. On the other hand Unsupervised methods try to incor-
porate a loss by comparing depth estimates from left and right images without
using a ground truth depth. Lastly the Semi-supervised methods use a combi-
nation of supervised and unsupervised methods. The sections below provide
an overview of related works in these classes.

3.2.1 Single Image Depth Estimation
These methods might use both the left and right images in a stereo pair com-
binedwith their depth during training phase. But during inference they only re-
quire a single image as input. A non-deep learning precursor to these methods
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was developed asMake3D by Saxena, Sun, andNg [21]. The authors first over-
segment the image and each super-pixel is assumed to be a plane. These 3D
planar features are predicted by formulating a Markov Random Field (MRF),
which is trained in a supervised manner using a laser scan dataset. Eigen,
Puhrsch, and Fergus [22] used a two-stage deep neural network stack to pre-
dict pixel-wise depth from an image. The first stage consists of convolutional
layers followed by two fully connected (FC) layers to make a coarse global dis-
parity prediction for the entire image. This prediction is concatenated to the
features in the second stage, which allows refinement by taking into account
local cues. The network is also trained using single image and its depth. Laina
et al. [23] proposed a ResNet encoder-decoder based Fully Convolutional Net-
work (FCN) to learn the dense mapping between a single RGB image pixels
and its ground truth depth. They also proposed novel memory efficient up-
sampling blocks inspired by semantic segmentation [24] and residual learning
networks [25] to increase the resolution of feature maps while preserving the
details. Lastly, they propose using reverse Huber loss over L2 loss as it focuses
the training on points with higher errors.

Within the unsupervised methods, the Deep3D network [26] predicts the
right view given the reference image. By formulating an image reconstruc-
tion loss between the predicted and actual right image, the network learns to
internally estimate the probability distribution over disparity for every pixel.
Garg et al. [27] uses an encoder-decoder with upsampling, based on AlexNet
to predict the disparity from reference (left) image. The disparity is combined
with the right image and a first-order taylor expansion is used to model a pre-
diction of the reference image. This process is called inverse warping of the
target (right) image. The photometric loss between the predicted and actual
reference image is used for training. Godard, Mac Aodha, and Brostow [28]
follows a similar approach, except it outputs both the left and right disparities
given the reference image alone. They use bilinear sampling instead of tay-
lor approximation for inverse warping. They also propose a novel left-right
consistency loss which constrains the left and right disparities to be similar.
Also, their network outputs disparities at four different scales which facilitates
training at multiple levels.

One of the first semi-supervised networks was proposed by Kuznietsov,
Stuckler, and Leibe [29]. The network predicts disparity individually for the
left and right image. This disparity is compared with the sparse depth map
from a range sensor (eg. lidar) to formulate a supervised loss. This is com-
bined with the unsupervised image similarity loss seen in previous networks.
The authors found that adding long skip-connections between encoder-decoder
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blocks improved performance. Amiri, Loo, and Zhang [30] added a super-
vised loss term to the network proposed in [28] and achieved good results.
They also added a ternary census term to the unsupervised loss to learn the
change in illumination.

3.2.2 Stereo Disparity Estimation
These methods build on the concepts of stereo matching covered in Section
2.4, where every step (1-4) can be systematically replaced by convolutional
neural networks (CNNs). They require both the left and right images as in-
put to the network during inference and output the disparity computed for the
reference (left) image. Zbontar, LeCun, et al. [31] first used a Siamese Net-
work to compute matching costs. This involved passing both the left and right
images through a CNN and comparing the output features for similarity of
image patches. Inspired by the FlowNet [32] architecture, Mayer et al. [33]
proposed an end-to-end encoder-decoder network with skip connections for
predicting disparities, called the DispNet. Kendall et al. [34] use 2D convo-
lutions for feature extraction followed by cost volume formation. Thereafter
they propose regularization of cost volume using 3D convolutions followed by
soft arg-max layer for sub-pixel disparity estimation. They found that 3D con-
volutions allowed incorporating context information leading to improved per-
formance. Another approach for gathering global context is Spatial Pyramid
Pooling (SPP) [35], which involves concatenating multi-level pooled features
and thereby generates fixed-length features regardless of input size. This idea
was used quite successfully in solving semantic segmentation problem [36]
[37]. Chang and Chen [38] combine 2D convolutions with SPP for multi-scale
feature extraction. Similar to the work in [34], they combine the left and right
feature maps to form a cost volume, which is passed through a 3D convolu-
tion layer. This layer is composed of three cycles of encoder-decoders called
stacked hourglass networks and generates disparities at three levels. These
disparities are regressed using a ground truth map.

3.3 Datasets for Deep Learning
The Neural Network learning is only as good as the data it is trained on. Many
datasets have been proposed over the years to train stereo matching and depth
estimation algorithms. The Middlebury dataset [39] was one of the first to
provide stereo maps. But apart from containing too few samples it only pro-
vides ground truth for certain labels (like bicycle, classroom etc.). The NYU
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Depth [40] and the ETH3D [41] datasets provide dense stereo maps but are
constrained to indoors or limited outdoor scenes and as such not suitable for
autonomous driving. The Scene Flow [33], virtual KITTI [42] and Sintel [43]
datasets leverage developments in computer graphics and provide dense dis-
parity maps in simulated scenes. Although these provide a fine platform for
pre-training the networks, it is not prudent to rely solely upon simulations
when testing systems aimed at real-world. This is because simulations are
still a long way from capturing the diversity and edge-cases presented in the
real-world.

The most widely used dataset for autonomous driving is the KITTI dataset.
In these datasets, first an accurate calibration is established between the cam-
era and lidar sensors by matching some manually annotated correspondences.
The KITTI Raw [44] dataset contains around 42,000 rectified stereo pairs from
a total of 61 scenes and raw (single) velodyne scans reprojected on the image
plane. Their Stereo 2012 benchmark stitches together 11 lidar scans using
ICP (5 frames ahead and 5 frames behind the reference frame) and ambigu-
ous regions are removed manually. To select images with static environment,
the dataset is clustered into 400 clusters and images closest to the center are
chosen. Here every image is described using a novel 144 dimensional im-
age descriptor. In the Stereo 2015 benchmark [45], the authors aim to com-
pute disparities for dynamic scenes. They stitch together 7 lidar scans using
a combination of odometry and ICP and remove dynamic objects by using
manual bounding box annotations. Thereafter they fit CAD models on dy-
namic objects and optimize their shape using laser scans, manual annotations
and a weak prior provided by the SGM algorithm. KITTI Depth Prediction
benchmark [46] contains 93,000 frames with semi-dense depth ground truth.
Similar to Stereo 2012, 11 lidar scans are accumulated temporally. To remove
outliers due to dynamic objects, the authors use a dense but noisy depth re-
construction obtained by Semi-Global Matching (SGM) algorithm to create
an alternate disparity map. They then enforce consistency between both maps
to remove outliers in ground truth disparity. Figure 3.1 shows a sample from
the depth prediction benchmark.

Most state of the art networks for image based depth estimation require
supervision from range sensors. Increasing the density of depth map could
improve the supervised component of the learning. Even for unsupervised
methods, denser depth maps would pose as a more stringent evaluation mea-
sure. The depth/disparity map density in the KITTI dataset is too sparse to
be used for effective neural network training and evaluation. Also, the sen-
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(a) Left RGB Image (b) Right RGB Image

(c) Left Depth Image (d) Right Depth Image

Figure 3.1: A sample from KITTI Depth Dataset [46]

sor setup consists of only front facing cameras and one horizontally mounted
Lidar. This limits the maximum height and the field of view mapped by the
sensors.

A rapid expansion in Deep Learning capabilities calls for more extensive
datasets in terms of quantity, resolution and the variety of scenes captured.
Recently, many of the commercial automotive companies have released open
datasets with their own sensor setups. Most of these datasets prioritize pro-
viding large number of the 3D bounding box labels and semantic labels on
images and point clouds over depth jmaps [47] [48] [49] [50]. Wang et al.
[51] provide 5,165 image pairs and their dense disparity maps whch they ob-
tained by stitching together lidar scans and fitting 3D CAD models to moving
vehicles. Yang et al. [52] generate a large dataset containing around 180,000
stereo image pairs and their sparse disparity maps collected in 42 sequences.
They use a novel two stagemodel guided strategy, where the first stage involves
fusing lidar scans temporally to create a dense but noisy disparity map. A
dense estimate is simultaneously generated by a light-weight version of Disp-
Net (called GuideNet) pretrained on FlyingThings3D dataset [33]. An inter-
section of these two maps yields first stage of filtered disparity map. This
map is fed to finetuned GuideNet and the intersection process is repeated to
enhance the filtered disparity estimates.



Chapter 4

Method

To recall, the first research question in this thesis askswhether depth estimation
from neural networks improves by increasing the density of depth maps. To
answer this question, a suitable method needs to be developed to obtain dense
depth maps. Moreover the density of these maps should be controllable to
analyze the second question, i.e. whether the accuracy of depth estimation
improves while increasing the density of depth maps.

The depth maps in question can be obtained through a dense correspon-
dence (or registration) between the camera and the lidar sensors. This process
involves pairing pixels in the camera images to suitable points captured by the
lidar sensors. This methodology is described in detail in Section 4.2. The
objective is to obtain a training dataset of stereo image pairs and their cor-
responding depth maps. The primary requirement is that the new dataset be
similar in structure but denser compared to KITTI dataset (Figure 3.1). The
first step in this process is to create an accurate 3Dmodel of the environment as
the car drives, and is covered in Section 4.2.1-4.2.2. Thereafter Section 4.2.3
involves capturing an instance of this model on the 2D plane of the camera to
get the depth maps. Section 4.2.4 proposes an approach to repeat these steps in
a sliding-window fashion to process an entire driving sequence. Lastly, Sec-
tion 4.3-4.4 cover pre-processing steps as necessary. Once a dataset of these
correspondences is established, representative neural networks are trained on
this dataset in Chapter 5 and their performance is compared with the results
reported in literature.

It is important to note that the method for Section 4.2.1-4.2.3, including the
algorithms as well as the code, was implemented by Audi Electronics Venture
GmbH (the host company) and used as-is in this thesis.

26
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4.1 Dataset of Choice
Every driving dataset has its own unique sensor setup. Hence before intro-
ducing the method, it is worth while to focus on one particular dataset for
development.

The A2D2 dataset provided by Audi Electronics Ventures GmbH (AEV)
consists of data from five lidars and six high resolution cameras covering a
360% multimodal view. A high-speed inertial measurement unit (IMU) pro-
vides information about the movement of the car. Additional to raw sensor
data, the dataset provides semantic as well as 3D bounding box labels of its
surroundings. Figure 4.1(a) shows a sample from this dataset. The setup is
described in detail in [48].

(a) (b)

Figure 4.1: Comparison of Camera-Lidar registration for (a) A2D2 dataset,
taken from [48] and (b) Waymo dataset [49]. Note the difference.

Compared to other datasets, A2D2 dataset uses a larger number of lidars.
This makes it possible to obtain high number of ground truth points per scan.
Also, each lidar is positioned at an oblique configuration. This allows the car
to obtain a higher altitude of measurements and as result perform more ac-
curate scan-to-scan matching. For instance, Figure 4.1 shows registration in
a typical urban scene for A2D2 and Waymo datasets. Compared to Waymo
dataset which consists of horizontally placed lidars, A2D2 dataset is also able
to capture upper floor of tall buildings. On the other hand due to a high alti-
tude distribution, the registration in A2D2 dataset is sparser compared to other
datasets. But following an approach inspired by [44] and [46] (described in
section 3.3 ), it is possible to stitch together various lidar scans temporally
to first create a denser point cloud. Projecting this dense point cloud on the
image plane can yield a very dense depth map for every camera. Consider-
ing all these factors, Audi’s A2D2 dataset was chosen for development in this
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project. The front left and front right cameras with a baseline of 1.16 meters
were chosen to form a stereo pair. Their intrinsic parameters are given as:

KL =

825.299 0 956.356

0 822.442 640.731

0 0 1

 (4.1)

KR =

815.103 0 998.720

0 814.451 650.285

0 0 1

 (4.2)

4.2 Dense Camera-Lidar Registration
Consider a vehicle driving in a scene. As mentioned in the theory section,
the position of the vehicle view at time t = 0 is considered to be the origin
of the global frame of reference. The goal is to capture a 2D snapshot of the
environment as a depth map on the image plane of the stereo camera pair at
any time t. For this, first a 3D model of the environment is created using the
SLAM process, as described in Section 2.1. But since a camera has a limited
visual range, it will only be able to capture a small subset of the whole driving
environment at an instance. This means for an image captured at time t, the
posterior only needs to be calculated within a small window of time t + δt.
Here the window of time is the time in which the car is in the environment that
is seen in the image. This is in contrast to the full SLAM and online SLAM
problems described previously, where the posterior was estimated over the
entire trajectory of the car (Eq. (2.1)) or only over the latest pose of the car
(Eq. (2.5)). As such, the problem in consideration falls somewhere between
full SLAM and online SLAM. The posterior in this case is hence written as:

p(Xj:k,M |Z0:k, U1:k) (4.3)

Where

• xj is the pose of the vehicle view during first projection

• N = k − j is the length of the window (equivalent to the number of
stitched lidar chunks).

The problem of estimating posterior (4.3) is addressed in two steps. com-
putes a coarse estimate of vehicle’s instantaneous pose and the map. This can
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be obtained by integrating odometry and scan-to-scan matching using the Iter-
ative Closest Point (ICP) algorithm. The second part refines the pose and map
estimates. This refined map can be then projected on to P successive image
planes to get dense depth maps.

The entire approach is proposed in Algorithm 2. The main input to the
algorithm is the data collected during the driving sequence. This includes
lists of (pre-filtered) lidar chunks, camera images and odometry captured at
10 Hz, 30 Hz and 100 Hz respectively. The steps in this algorithm are defined
in detail through section 4.2.1-4.2.3. Note that the number of projections, P ,
can be chosen independently of the number of stitched lidar chunks, N . For
instance, if 1 second of driving data is processed, then N is given by 10 and
P can be up to 30.

Algorithm 2: RegisterCameraLidar
Input: Start time tstart

Window Size N
Number of Projections P
Lidar data L0:End

Camera data C0:End
Odometry data O0:End

Output: Set of left and right RGB images
I = {I tstartL , I tstart+1

L . . . I tend
L , I tstartR , I tstart+1

R . . . I tend
R }

and set of left and right Depth images
D = {Dtstart

L , Dtstart+1
L . . . Dtend

L , Dtstart
R , Dtstart+1

R . . . Dtend
R }

1 tend ← tstart +N

2 X ′,M′ ← OdometryAndMapping(tstart, tend,L,O, I4) // M′

is a coarse map. X ′ is a set containing coarse
location or estimate of poses

3 X ,M← RefineScans(X ′,M′) // X and M are
refined set of poses and Map respectively

4 Itstart:tend ,Dtstart:tend ← ProjectScans(tstart, C, P,X ,M)

// Get images and depth maps
5 return I,D

4.2.1 Odometry and Mapping using Lidar
The approach adopted in this section has similarities to the work of Zhang and
Singh [53]. The authors divide the SLAM problem in two parts: high fre-
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quency odometry and low frequency mapping. The odometry phase involves
online feature extraction, its back-projection (to previous feature frame) and
feature matching. The edge and planar features between subsequent scans are
matched and the correspondences obtained are used to formulate weights for
a non-linear optimization. In mapping phase a similar process is repeated at
high fidelity for accurate scan-to-map matching. In this way they are able to
perform joint motion estimation (localization) and point cloud un-distortion
(mapping) in real-time (approximately 10 Hz).

In the present work, the entire process can be performed offline. This al-
lows the ego-motion correction to be performed independently from from fea-
ture matching. The steps involved are listed sequentially in Algorithm 3. At
every instance, a merged lidar chunk is obtained in the coordinate frame of the
vehicle. The scans from individual lidar sensors are merged, ego-corrected
and transformed to present vehicle view. This involves first aligning all scans
to a common timestamp and then computing point transformations obtained
from themotion estimation of the car. These steps are encapsulated in the func-
tion ReadLidarChunk and considered to be outside the purview of this thesis.
Thereafter this lidar chunk is compared with a previous chunk (also trans-
formed to present vehicle view). A rigid transformation (tT icpt ) is computed
using the Iterative Closest Point Algorithm and applied to the latest lidar chunk
to correctly align it with respect to the previous lidar chunk. The new chunk
is added to the MapM. Lastly, vehicle’s future movement is estimated by in-
tegrating the odometry between current lidar scan and the next scan (tT odomt+1 ).
The transformation estimated by ICP is also added to this movement.

Figure 4.2: k = 0: x0 is at origin, u0 = 0, z0 is the lidar scan (yellow)

Amotivating example is shown in Figures 4.2-4.5. and discussed hereafter.
In Figure 4.2, the car is at the origin at t = 0. Since nomotion is performed, the
scan is directly added to map. Thereafter the car makes a movement between
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Figure 4.3: k = 1: u0:1 is used to form a hypothesis x′1

Figure 4.4: k = 1: New measurement z1 (blue) arrives

Figure 4.5: k = 1: z1 is used to correct x′1 to x1 and process is repeated
feed-forward.

two subsequent lidar scans. Odometry obtained from the IMU (O) is used to
form a hypothesis about the next pose of the vehicle, denoted by x′ and shown
in Figure 4.3. The next lidar chunk forms a new measurement. It allows the
car to compute a "goodness" measure for the hypothesis x′ and thereby correct
it. This is done by computing the point-to-point ICP transformation between
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the previous chunk and the new chunk. The correction x is a better estimate
of the vehicle’s pose. This process is iterated in a feed-forward manner to get
an estimate of vehicle’s poses (X ′) and the map (M′).

Algorithm 3: OdometryAndMapping
Input: Start time tstart

End time tend
Lidar data L0:End

Odometry data O0:End

Initial transform Tinit
Output: A coarse mapM′ and a set containing coarse location or

estimate of poses X ′
1 Function ReadLidarChunk(t,L,O):
2 St ← ReadAndMergeScans(t,L)
3 L

′
t ← CorrectEgoMotion(St,O)

4 return L′t
5 while t ≤ tend do
6 L

′
t ← ReadLidarChunk(t,L,O)

7 if t = tstart then
8 tT icp

t ← I4
9 tstartTt ←tstart Tt · Tinit

10 else
11 L

′
prevt

← L
′
prevt−1 ·

tT odomt−1

12 tT icp
t ← ComputeICP(L

′
t, L

′
prevt

)

13 L
′
t ← L

′
t · tT

icp
t

14 L
′
prevt

← L
′
t

15 L
′
tstart ← L

′
t · tstartTt

16 M′ ←M′ ∪ {L′tstart}
17 tT odomt+1 ← IntegrateOdometry(t, t+ 1,O)
18 tstartTt+1 ←tstart Tt · tT icp

t · tT odomt+1

19 X ′ ← X ′ ∪ {tstartTt+1}
20 t← t+ 1

21 returnM′,X ′
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4.2.2 Scan Refinement
The scan-to-scan ICP in previous algorithm only matches two consecutive
scans and hence doesn’t take into account the global context. Also, the ini-
tial estimate of the vehicle pose involves integrating the odometry. These two
steps are bound to introduce drift going forward. Hence a refinement step is
necessary to improve the pose and map estimates. A naive way to do this is
to perform pair-wise matching between each lidar chunk. This can be posed
as a subset of surface reconstruction problem. Choi, Zhou, and Koltun [54]
solve this problem by formulating a pose graph. The global pose estimates
act as nodes and their pair-wise registration error/cost forms the edge weights.
A global least-square optimization allows eliminating false pair-wise align-
ments to get accurate and robust global reconstruction. The problem with
this approach is that the number of pairs grow with N , which increases the
computation cost. Also, the method assigns edge confidence in binary terms
(high or low) which might end up neglecting the global context. For instance
the method is effective for indoor reconstruction problems, where the agent’s
movement in confined space produces a lot of overlap. However, in the out-
door driving scenario the car often moves forward, yielding less overlap on a
global scale and hence poor registration.

An alternative way is to represent the sequence of lidar chunks as a Binary
Search Tree (BST). A BST is a binary tree with property such that given a root
node, all elements belonging to the left sub-tree are less than the elements
in the right sub-tree. The hierarchical structure inherently preserves the local
as well as global relationship between chunks. Additionally a height-balanced
BST, defined as a binary search treewithminimumpossible height, reduces the
computational cost of performing a search operation. A possible refinement
approach involves an in-order traversal of this balanced BST and iteratively
performing pair-wise scan matching and merging from lowest level (leaves)
to the highest level (root node). The in-order traversal is a depth-first search
where first the left sub-tree is searched recursively. This is followed by the root
node and lastly the recursive search of the right sub-tree. The steps are listed
in Algorithm 4.

Figure 4.6 shows this procedure for a sequence of 10 lidar chunks arranged
into a height balanced BST. The first step in the in-order traversal involves
scan-matching between lidar chunk 0 and chunk 1. The resulting transform
is applied to lidar chunk 1 which is followed by merging both the chunks to
root node. This means chunk 1 now contains merged points from chunk 0 and
chunk 1. This process is repeated to scan match chunks 1 and 2 and so on. The



34 CHAPTER 4. METHOD

final result of refinement is shown in Figure 4.7. Here the refined point cloud
is colorized by projecting the colors of the RGB image onto the point cloud.
The colorization is technically performed after the scan projection step, which
is covered in the next section.

4.2.3 Scan Projection
Consider a refined map with origin (V0) as shown in Figure 4.7a. Let Vk and
CFL
k be the vehicle pose and the front left camera pose at time k. The objective

here is to project the refined mapMV0 to the image plane of a camera, in this
case the front left camera. An intuitive way to understand this process is to ask:
how does the camera see the world at time k? This first involves transforming
the map point coordinates from the world/global frame (V0) to local frame of
the vehicle (Vk). This is obtained by:

MVk =MV0
CkTVk

VkTV0 (4.4)

Next, recall that Equation 2.11 relates every point in the world to it’s loca-
tion in the image plane through the intrinsic camera matrix. This equation is
utilized to back-project every point from 3D to 2D. This process can be visu-
alized as tracing a ray out from the optical center of the camera to a point in
the world. The point of intersection of the ray with the image plane forms the
pixel coordinate for this point in the world. But it may very well be that the
ray intersects multiple points in the world along its path. This is observed in
Figure 4.8, where the ray r1 intersects points P1 (on the car) as well as P2 (on
the ground) for the same pixel coordinate x. In this case, point P1 is chosen
for projection as it occludes point P2.

This process of ray tracing is repeated for every pixel in the image plane.
Naturally, points outside the image plane are excluded from this process. Fig-
ure 4.9 shows the RGB images for the front left and front right cameras and
their corresponding depth images obtained as a result of projection.

4.2.4 Sliding Window SLAM
In the beginning of this section, an approximation was introduced for esti-
mating posterior in Eq. (4.3). That was the price that allowed for simplicity
over global consistency. In practice though, Algorithm 2 works accurately for
around 15 seconds, but starts diverging thereafter. Furthermore, the algorithm
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Algorithm 4: RefineScans
Input: Coarse estimate of mapM′ = {L′ tstarttstart , L

′ tstart+1
tstart . . . L

′ tend
tstart}

and poses X ′ = {tstartTtstart , tstartTtstart+1 . . .
tstart Ttend

}
Output: Refined estimate of mapM and poses X

1 Function ICPAndMerge(L
′ source, L

′ target):
2 targetTsource ← ComputeICP(L

′ source, L
′ target)

3 L
′ source ← L

′ source · targetTsource
4 L

′ source ← L
′ source ∪ L′ target

5 return L′ source

6 Function RefineInOrder(tree):
7 if tree 6= ∅ then
8 rootInd← tree.root

9 leftInd← RefineInOrder(tree.left)
10 if leftInd 6= ∅ then
11 L

′ rootInd
tstart , leftIndTrootInd ←
ICPAndMerge(L

′ rootInd
tstart , L

′ leftInd
tstart )

12 T ← T ∪ leftIndTrootInd

13 rightInd← RefineInOrder(tree.right)
14 if rightInd 6= ∅ then
15 L

′ rootInd
tstart , rightIndTrootInd ←
ICPAndMerge(L

′ rootInd
tstart , L

′ rightInd
tstart )

16 T ← T ∪ rightIndTrootInd

17 result← rootInd

18 else
19 result← ∅
20 return result
21 tree← CreateBalancedBST(X ′,M′)

22 RefineInOrder(tree)
23 X ← GetRefinedPoses(tree, T )
24 M← GetRefinedMap(tree)
25 returnM,X
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

(i) (j)

Figure 4.6: Step-by-step scan-refinement for a sequence of 10 lidar scans. The
red arrow indicates ICP from source to target. The oval shapes indicate scans
merged to root node (the top-most node).
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(a)

Figure 4.7: Qualitative result of scan refinement process (Algorithm 4). The
map is colorized for viewing.

Figure 4.8: Projecting points frommap back to image plane. The ray intersects
the car as well as the ground. The point on the car is chosen for projection.
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(a) Left RGB Image (b) Right RGB Image

(c) Left Depth Image (d) Right Depth Image

Figure 4.9: A sample resulting from camera-lidar registration in the A2D2
dataset [48].

doesn’t work in scenarios where the vehicle encounters an intersection or vis-
its the same scene again. This is so because it doesn’t including detecting and
correcting loop closure. A third problem is practical in nature, in that the al-
gorithm’s run-time increases substantially with the duration of SLAM. This
is especially due to the refinement step. It is important to investigate how Al-
gorithm 2 can be modified to process an entire driving sequence of say 500
seconds (containing 15,000 images). Moreover, it must be ensured that every
image in the sequence is registered equally densely.

A practical modification to Algorithm 2 is presented hereafter as Algo-
rithm 5. The idea is to slide the window while running Algorithm 2. Let’s
assume that every image in the sequence needs to see 5 stitched lidar chunks
in front of it (this parameter decides the density of registrations). For this,
let’s choose the window size N (the number of stitched lidar chunks) to be
10. The first step is to stitch together lidar chunks, refine them and project as
usual. Table 4.1 shows this process step-by-step. The next step is to stitch 5
more lidar chunks. But in order for the new meta-chunk (10-14) to be aligned
accurately with the previous meta-chunk (0-9), a scan-to-scan matching is first
performed at the junction, i.e. between chunk 9 and 10. Next, the new meta-
chunk needs to be refined. For this, a small part of the previous meta-chunk



CHAPTER 4. METHOD 39

(8-9) is joined with the new meta-chunk. This way chunks 8-14 are refined.
Now both the meta-chunks can be joined and 5 more projections can be per-
formed. The first few chunks are removed from memory in order to keep the
process online and as they are no longer needed. Steps 4-8 from Algorithm 5
are repeated thereafter till the whole sequence is processed.

SLAM0:9

Refine0:9

Project0:9

ICP9−10 → SLAM10:14

Merge8−14

Refine8:14

Merge0−14 → Project5:9

Delete0:4 → SLAM15:19

Table 4.1: Step-by-Step process in Sliding SLAM Algorithm. The red, green
and blue arrows indicate the index of SLAM, Refinement and Projection re-
spectively. The grey and light blue indices indicate unrefined and refined
chunks respectively.

4.3 Image Rectification
In Section 2.4 the concept of epipolar geometry was briefly introduced. The
key insight was that image rectification simplifies the disparity correspondence
search problem by converting it from 2D (image space) to 1D (horizontal
epipolar line along the matching row). Most of the deep neural network archi-
tectures for depth estimation implicitly assume rectified image pairs as input.
On the other hand the front left and front right cameras in the Audi’s sensor
setup hadn’t been calibrated with respect to each other. Hence the images in
the A2D2 dataset [48] have to be rectified before they can be used for training
of deep neural networks.

Algorithm 1 as described in Section 2.4 is applied to this dataset and the
results are shown step-wise in Figure 4.10. This algorithm is applied to vari-
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Algorithm 5: SlidingWindowSLAM
Input: Start time tstart

Window Size N
Number of Projections P
Lidar data L0:End

Camera data C0:End
Odometry data O0:End

Output: Set of left and right RGB images
I = {I tstartL , I tstart+1

L . . . I tend
L , I tstartR , I tstart+1

R . . . I tend
R }

and set of left and right Depth images
D = {Dtstart

L , Dtstart+1
L . . . Dtend

L , Dtstart
R , Dtstart+1

R . . . Dtend
R }

1 tend ← tstart +N

2 X ′,M′ ← OdometryAndMapping(tstart, tend,L,O, I4)
3 X ,M← RefineScans(X ′,M′)

4 Itstart:tend ,Dtstart:tend ← ProjectScans(tstart, C, P,X ,M)

5 while tstart +N ≤ End do
6 tstart ← tstart +N + 1

7 tend ← tstart +N

8 tstartT icp
tstart ← ComputeICP(Ltstart , Ltstart−1)

9 X ′1,M′
1 ← OdometryAndMapping(tstart, tend,L,O,tstart T icp

tstart)

10 X ′2 ← X ′1 + X tstart−λ:tstart−1

11 M′
2 ←M′

1 +Mtstart−λ:tstart−1

12 X2,M2 ← RefineScans(X ′2,M′
2)

13 X ← X ∪ X2

14 M←M∪M2

15 Itstart:tend ,Dtstart:tend ← ProjectScans(tstart, C, P,X ,M)

16 X ← X −X tstart−N−1:tstart−1

17 M← X −Mtstart−N−1:tstart−1

18 return I,D
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ous image pairs in one of the Audi’s recorded sequences and yields results as
shown in Figure 4.11. It’s observed that different image pairs produce different
values of homographies, which essentially means the rectification parameters
change while driving. But assuming the sensor setup is left untouched after
final calibration, there must exist a single global homography matrix for each
camera in the stereo pair which should be able to rectify all the images in all
the data sequences recorded. The main reason for this problem can be traced
to the image based feature matching. Firstly the process is often error-prone.
Although this can be overcome by increasing the number of features, this also
increases the mis-matches. The upper limit to the number of extracted features
was empirically found to be of the order of 103 and was observed to be insuf-
ficient in proportion to the noise due to mismatches. Thirdly, the matching
process is not robust to changing scenes (involving lack of texture and inten-
sity). Figure 4.10b shows the feature matches as well as mis-matches for the
same set of image pairs. This leads to a wrong fundamental matrix estimation
and a sub-optimal solution to homography estimation.

Using Camera-Lidar Registration for Rectification

Then the problem of estimating the global homography parameters for a dataset
of unrectified stereo pairs is non-trivial. One possible way to solve this is to
modify Algorithm 1 in order to do batch optimization over several image pairs.
But there exists an easier way to achieve this, through the dense registration
between camera and lidar established in Section 4.2.1-4.2.3. A key observa-
tion here is that the depth images from the front left and front right stereo pair
are a subset of the same point cloud. This means that the point-to-point cor-
respondences for the front left and the front right depth images are implicitly
established. At the same time the pixel-to-point correspondences are known
through methods established in preceding sections. These two relationships
can be leveraged to get the pixel-to-pixel correspondences between the left
and right image pairs. Moreover, these correspondences need to be computed
for only one stereo pair and no batch optimization is needed. Using this, it’s
possible to get of the order of 106 error-free pixel-to-pixel correspondences for
a single stereo pair. Figure 4.12 shows 50 randomly selected matches for such
a pair. These matches are fed to step 5 of Algorithm 1 to yield an accurate
estimation of fundamental matrix as well as the homography matrices. Figure
4.13 shows the result of this rectification process. It can be observed that the
pixels indicated by the arrows are better aligned horizontally. But the images
are warped and hence zero-padded at boundaries, which can lead to steep gra-
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(a) Extraction of SURF features

(b) Finding point-matches based on similarity of feature.

(c) Estimating homographies and applying them to get rectification.

Figure 4.10: Step-wise results from applying Algorithm 1.

dients in these regions. Hence after the rectification process, the stereo pairs
are cropped suitably (40% from the top, 20% from the bottom and 10% from
both sides).

4.4 Depth Filtering
Although the depth image obtained by aggregating lidar scans is extremely
dense, it is far from being perfect for use in any form of Neural Network learn-
ing. This is because the aggregated scans end up capturing a bird’s eye view
of its surroundings in contrast to cameras which capture a perspective view.
Projecting these aggregated lidar chunks to image plane still retains properties
from the bird’s eye view. This can lead to camera being able to see behind
the objects in the depth map. Figure 4.14 shows an RGB image taken from
the front left camera and its associated depth image. Although the house in
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Figure 4.11: Results from Algorithm 1 for various image pairs. Each image
pair is rectified differently suggesting resulting homographies are not globally
consistent.

top left corner is blocked by a tree in front, the depth map gets many pixels
from the house. This phenomenon is referred as back-projections. Another
major problem is caused by presence of moving objects. In the figure, a car
can be seen coming out of the parking in front of the ego-vehicle. Its depth
map though shows the road (present behind the car). This is because the car
has moved during the SLAM process. Instead, its motion is captured by the
SLAM in form of streaking artifacts [46], which are visible in the depth im-
age. These two problems cause sharp local discontinuities in the depth map
which can confuse the Neural Network during training. Hence it is imperative
to filter these local discontinuities out of the depth images before any learning
can be performed.

One way to filter the depth images is to observe that the camera’s perspec-
tive view in the depth image provides a strong prior about the desired distri-
bution on depth. Figure 4.15 shows the depth distribution in a small 10 × 10

kernel. Although this region represents a pedestrian in the RGB image the dis-
tribution in depth image is multi-modal as shown in the histogram in Figure
4.15c. This for instance seems to suggest that the pedestrian is located at 17
m, 20 m, 29 m as well as 50 m. Clearly, the actual depth of the pedestrian is
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Figure 4.12: 50 randomly chosen samples obtained using dense camera lidar
correspondences.

the minimum of all these values and the other modes are outliers. So the fil-
tering problem can be remodeled as minimizing the variance of a multi-modal
distribution in small kernel regions throughout the depth image. In particular,
the minimum mode needs to be preserved and all the other modes in the depth
distribution need to be removed as outliers.

The outlier removal can be achieved through clustering. The algorithm
needs to be general enough to handle a variety of depth distributions. Sec-
ondly, the algorithm can not assume the number of clusters before hand. In
this regard, the Mean Shift Clustering algorithm, which was discussed in Sec-
tion 2.3 is a good candidate.

The filtering algorithm described henceforth selects a small kernel in the
depth image. The kernel moves through the image with strides equivalent
to the kernel size and calls the Mean Shift algorithm. The algorithm assigns
cluster ID as a label to every pixel in the kernel. The label with minimum non-
zeromean depth is chosen as the result. In practice, multiple iterations ofMean
Shift might be needed for convergence, which means the result from previous
iteration is fed as input to next iteration. There are two ways the algorithm can
converge. One way is to fix the number of iterations as a design parameter.
The second way is to choose an acceptable variance threshold below which
the algorithm terminates, as a design parameter. In both cases choosing a
value is a non-trivial problem as the depth distribution varies from kernel to
kernel. For instance, keeping the iterations too low gives an unsatisfactory
clustering, whereas too many iterations cause the algorithm to start removing
useful points. Although the variance threshold gives better results, it suffers
from some drawbacks. For instance, applying Mean Shift on the kernel from
Figure 4.15 with a variance threshold of 1.5 removes mode C and D but not
mode B.

To counter this, the variance threshold can be reduced gradually with ev-
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(a) Unrectified stereo pair.

(b) Rectified stereo pair.

Figure 4.13: Comparision of stereo pair before and after rectification. The left
and right images are overlaid on top of each other.

ery iteration. Interestingly, it was observed that even for a very low variance
threshold, the Mean Shift Algorithm always clusters mode A and B together,
suggesting that it cannot distinguish between them. Outliers like mode B are
referred to as Weak Outliers. To remove the weak outliers, the KMeans Clus-
tering algorithm, which was also described in Section 2.3 can be used. The
number of clusters should be known before hand. This is now possible because
the depth distribution at this stage contains only the weak outliers and inliers.
Hence the number of clusters for KMeans is three (including the background
with all zero depths). As before, multiple iterations of KMeans are used.

The resulting filtering algorithm is described in Algorithm 6. It uses two
variance thresholds/cutoffs as design parameters (denoted by σlow and σhigh).
While the kernel variance (denoted by σkernel) is greater than σhigh, Mean
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(a)

(b)

Figure 4.14: An RGB image and its depth map, illustrating problems with
unfiltered depth.

Shift Clustering is called iteratively. When σkernel is between σhigh and σlowl,
the KMeans Clustering is called iteratively. The value for σlow and σhigh was
found empirically. The value of σhigh and σlow was chosen to be 1.0 and 0.75.

4.4.1 Semantic Filtering
A comparison of un-filtered image and its filtered form obtained using Algo-
rithm 6 is shown in Figure 4.17c-4.17d. It can be seen that the algorithm suc-
cessfully removes all the back-projections. But in the process, it also removes
lots of useful points. This is because different parts of the image have different
variance bandwidths depending on what it represents. For instance a kernel
representing part of the road is expected to have a higher variance, whereas a
kernel placed on a building is expected to have a lower variance bandwidth.
Choosing a fixed value of σhigh and σlow for the whole image leads to removal
of entire horizontal strips from road region and vertical strips from far-away
buildings, as visible in Figure 4.17d.
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Figure 4.15: Clockwise from top: (a) RGB image with depth overlaid. A
10 × 10 kernel (K1) is chosen.(b) Kernel K1 zoomed in. (c) Histogram of
depth in Kernel K1.

A solution to this challenge is to consider the image semantics while choos-
ing the variance bandwidths. A semantic image is an image where every pixel
has a label corresponding to the entity it represents in the real world. Figure
4.17 shows an RGB image and it’s corresponding depth image and semantic
image. The semantic image was extracted using the PSPNet network [37] and
contains around a dozen classes color coded for visualization. It’s important
to note that training the semantic segmentation network is out of the scope of
this project, and its development was carried out by Audi Electronics Venture
GmbH (the host company). Inference from a previously trained network is
used to compute semantics for the entire sequence beforehand. Having done
that, the whole image is divided into four semantic regions or super-clusters.
This makes it possible to call Algorithm 6 with separate parameter settings for
each of these image regions, including different variance bands, kernel size,
shapes etc.

1. The first region consists of horizontal (low variance) parts and includes
labels 1, 6, 10, 11 and 18. This region is left unprocessed.

2. The second region consists of vehicles and includes labels 5 and 12.
The vehicles have to be treated separately as they all have glass win-
dows which allow multiple lidar beams to pass through, causing depth
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Algorithm 6: DepthFiltering
Input: Depth Image Dheight×width

Kernel Size e
Variance Upper Limit σhigh
Variance Lower Limit σlow

Output: Filtered Depth Image DF
height×width

1 DF ← 0height×width
2 for row ← 0 to height by e do
3 for col← 0 to width by e do
4 kernel← D(row:row+e)×(col:col+e)
5 kernel′ ← kernel

6 σkernel ←
√

CalculateVariance(kernel′)
7 while σkernel ≥ σhigh do
8 kernel′ ←MeanShift(kernel′)

9 σkernel ←
√

CalculateVariance(kernel′)

10 while σkernel ≥ σlow do
11 kernel′ ← KMeans(kernel′)

12 σkernel ←
√

CalculateVariance(kernel′)

13 DF
(row:row+e)×(col:col+e) ← kernel′

14 return DF
height×width

discontinuity. Additionally, as a vehicle gets closer and closer to the
ego-vehicle, the back projections get stronger while the total point den-
sity gets sparser. Filtering with a larger rectangular kernel (50 × 10)
proves beneficial by aggregating more points.

3. The third region represents the sky (label 2) and is processed to remove
spurious points which might appear as anomalies during the SLAM
process. At the same time, it might also contain valuable points mis-
classified as sky. Hence the region is also passed through an iteration of
KMeans clustering with a larger kernel (same as for vehicles).

4. This region consists of vertical (high variance) parts and includes rest
of the labels. For this, Algorithm 6 is used with a smaller kernel size of
5× 5.

The intermediate stages of processing for two semantic classes are shown
in Figure 4.16. Notably, the depth estimates from semantic filtering are made
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denser by performing linear interpolation along line kernels (3× 1 and 5× 1).
The density gained by interpolating compensates for the loss due to semantic
filtering. The result of the final semantic filtering is shown in Figure 4.17(e).
The algorithm is now able to successfully get rid of back projections while
preserving useful parts of the image. On the other hand, the algorithm is still
unable to get rid of the streaking artifacts encountered due to moving objects.

(a) Depth map representing buildings

(b) Depth map representing vehicles

Figure 4.16: Comparison of unfiltered (top) and filtered (bottom) semantic
instances.
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(a)

(b)

(c)

(d)

(e)

Figure 4.17: (From top): A sample from left camera containing (a) RGB, (b)
depth and (c) semantic image. (d) Result of filtering using Algorithm 6. (e)
Result using Semantic Filtering Algorithm followed by linear interpolation
using line kernel.



Chapter 5

Experiments

5.1 Dataset for Depth Estimation
The methods formulated in Chapter 4 are executed step-by-step on two driv-
ing sequences collected on Audi’s setup to form a dataset of stereo images
and their depth maps. These sequences contain containing around 530 sec
and 280 seconds of driving data respectively. For a particular sequence, first
Algorithm 5 is used to compute dense camera-lidar registrations. Thereafter
the homography matrices (HL and HR) computed in Section 4.3 are applied
to the whole dataset to rectify the stereo pairs. Lastly, the depth maps are fil-
tered using the Semantic Filtering Algorithm (Section 4.4.1). This results in
a dataset where each sample contains a stereo image pair coupled with their
depth maps. Moreover as the number of lidar scans to be stitched (or the win-
dow size N ) determines the density of the resulting depth maps, three such
datasets were created by stitching together 15, 45 and 75 respectively. These
datasets are henceforth known as AEV15, AEV45 and AEV75 respectively.
It is important to observe that these datasets are not part of the official A2D2
dataset [48].

At the outset, its worthwhile to note that the ICP in the SLAM diverges
considerably when driving on highways, rural areas or in absence of build-
ings. For these scenarios the environment lacks diversity and ICP doesn’t have
enough points for robust matching. Hence the driving sequences are selected
to be in urban or sub-urban areas. Also, the driving sequences are chosen
such that for a sufficient part of the data recording, the environment is ob-
served to be almost static. This is because when stitching together lidar scans
where the vehicle encounters moving objects, a trail is left on the depth map
which is not possible to remove using the Semantic Filtering Algorithm. All

51
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the frames containing these streaking artifacts have to be excluded from the
depth dataset. This was accomplished by manually annotating all the driving
sequences frame-by-frame for presence of these artifacts. Even after doing so,
it is impossible to get rid of the noise completely. Also as the number of lidar
scans stitched together increase, so do the frames with these artifacts. This
means the size of AEV75 dataset comes out to be much smaller compared to
that of AEV15 dataset. Since an important objective of this analysis is to as-
sess the influence of depth map density, the frames chosen to be included in
the datasets are the ones which form the largest common subset in all the depth
datasets. This results in a total of 9,704 frames, which are further sub-divided
into a training, validation and test sets in a standard ratio of 64%, 16% and
20% respectively. The total time taken for computing dense camera-lidar reg-
istrations, rectification and filtering is more than 600 hours or approximately
80 seconds per image.

A comparison between AEV datasets and the KITTI datasets is shown in
Table 5.1. In order to calculate the average density of depth maps 1000 sam-
ples are randomly chosen for AEV datasets. On the other hand for Stereo 2015
and Raw datasets the training and validation sets are used respectively. For
KITTI Depth dataset the numbers are as reported in the paper. The first thing
to observe is that AEV datasets are the most balanced in terms of training-
validation-test distribution. In particular, they have the highest proportion
allotted to testing compared to other datasets. Secondly, the AEV datasets
have the highest depth map density. Moreover the density is controlled and
established in a semi-automatic manner. In comparison, Stereo 2015 dataset
comes close, but it has only 400 samples in total which were obtained by man-
ually augmenting CADmodels tomoving objects. AlthoughKITTI Depth was
also established in an automatic process (refer to [46] for details), the method
doesn’t seem to scale well with the number of lidar scans accumulated. On the
contrary, as noted before, the AEV datasets might have slightly higher noise
in their depth maps compared to KITTI dataset and the noise increases with
increase in number of lidar scans stitched. Lastly, AEV75 is only about 2%
denser than AEV45. This slight improvement in depth density is expected, as
regions farther away from the camera form a smaller part of the image. Figure
5.1 shows representative images from the AEV datasets.



CHAPTER 5. EXPERIMENTS 53

(a)

(b)

(c)

Figure 5.1: Representative image from (a) AEV15, (b) AEV45 and (c) AEV75
datasets

5.2 Experiments
TheAEVdatasets are used to train two deep neural networks. The first network
is a semi-supervised monocular depth estimation network proposed by Amiri,
Loo, and Zhang [30]. The second network is a stereo disparity estimation
network known as PSMNet [38]. These networks are chosen for their imple-
mentation and architecture, which are well established and documented in the
research community. The neural network architectures are kept untouched and
the hyperparameters for training are kept as close as possible to original im-
plementations. The parameters are summarized in Table 5.2 and the changes
are highlighted in bold. For instance, the weight for the lidar loss for monoc-
ular network was increased from 15.0 to 50.0 to accommodate for increased
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Dataset Training Validation Test Total Density (%)
AEV15

6,211 1,552 1,938 9,704
28

AEV45 52.32
AEV75 54.77

KITTI Raw
(K) [44] 22,600 888 697 24,185 4.21

KITTI Stereo
2015 (KS)

[45]
200 - 200 400 19.37

KITTI Depth
(KD) [46] 22,600 888 697 24,185 16

Table 5.1: A comparison between AEV and KITTI Datasets. For Raw and
Depth datasets the distribution is according to Eigen split [22], as used by
Godard et al. [28]

density of the dataset. The number of epochs for the stereo network is reduced
from 300 to 150 as the training set is much larger compared to KITTI 2015
Stereo. The networks are trained on four Nvidia Titan-XpGPUs (12 Gigabytes
each). The training process for monocular and stereo network takes around 17
and 50 hours respectively.

Evaluation Metrics

Both the monocular and stereo networks output a dense scaled disparity d(xi),
which is compared to the ground truth depth map z(xi) obtained from lidar
sensors to compute the accuracy of prediction. There are two broad ways to
evaluate these networks in literature. For the monocular network, the depth
based metrics proposed by Eigen [22] are used, whereas the stereo networks
are often evaluated using the 3-pixel error proposed by Gieger [44]. These
metrics are summarized in Table 5.3. It’s important to note that only those
pixels are included for evaluation for which the ground truth is available. Also,
the Threshold (%)metric is not included in the present analysis, as most of the
values are too similar to derive a meaningful insight.

Now, a question arises as to which of the AEV datasets should actually
be used as the ground truth. To resolve this, two versions of ground truth are
chosen. All the AEV datasets provide different versions of the same ground
truth, with increasing resolution. This means for a given sample, the AEV15
dataset contains fewer ground truth pixels and by extension, fewer evaluation
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Attribute Monocular Depth Estimation Stereo Disparity Estimation
Architecture SemiDepth [30] PSMNet [38]
Training Data 1. AEV-15

2. AEV-45
3. AEV-75

Number of
Epochs 50 150

Learning
Schedule 10−4 for first 30

epochs, thereafter
halve the learning
rate every 10 epochs.

10−3 for 100
epochs, thereafter
10−4.

Loss Weights λlidar = 50.0

λImage = 1.0

λsmoothness = 0.1

λLR = 1.0

As in Paper.

Finetuned on Cityscapes [55] Scene Flow [33]

Table 5.2: Hyperparameters for Neural Network Training.

points compared to AEV45. Hence it is reasonable to expect that evaluating on
AEV15 gives lower errors than that on AEV45. In other words, AEV15 forms
a milder or lower bound on evaluation. For the upper bound, AEV45 is chosen
over AEV75 as the latter was found to have noisier depth maps on account of
increased moving objects. Hence AEV45 forms the upper or stricter bound on
the ground truth.

5.3 Results and Discussion
Disparity Estimation

Table 5.4 shows that the 3-pixel error for networks trained and evaluated on the
AEV datasets are much higher compared to other networks in literature trained
onKITTI Stereo 2015. This could either mean that the neural network learning
was inadequate, or that the AEV dataset was difficult to train on. To get an
objective view, the PSMNet network is also evaluated using the depth based
metrics in the next subsection. Analysing within the AEV datasets, the upper
bound error rate is always larger than the lower bound, as expected. Secondly,
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Network
Type Attribute Mathematical Expression

Monocular
Depth
Estimation

Absolute Relative
Difference
(ARD)

1
F

∑F
i=1

|d(xi)−1−z(xi)|
z(xi)

Squared Relative
Difference (SRD)

1
F

∑F
i=1

|d(xi)−1−z(xi)|2
z(xi)

Root Mean
Square, linear
(RMSE)

√
1
F

∑F
i=1 ‖d(xi)−1 − z(xi)‖22

Root Mean
Square, log
(RMSElog)

√
1
F

∑F
i=1 ‖log(d(xi)−1)− log(z(xi))‖22

Threshold (%) % of xi s.t. max(d(xi)
−1

z(xi)
, z(xi)
d(xi)−1 ) = δ < thr

∀ thr = {1.25, 1.252, 1.253}
Stereo
Disparity
Estimation

3-pixel Error (%) % of xi s.t.
| (d(xi)− z(xi)−1) | > 3 or

| (d(xi)− z(xi)−1) | > 0.05× z(xi)

Table 5.3: Metrics for evaluating monocular and stereo networks employed in
literature.

for a given distance cap the error rate first goes down with increase in density
(from AEV15 to AEV45) but increases again with further increase in density
(from AEV45 to AEV75). This might be so because AEV15 is sparser and
AEV75 has some noise which misleads the neural network learning. Thirdly,
as most data points in a depth map are empirically observed to be within 30
m, the 3-pixel error doesn’t change much with increase in distance caps.

Depth Estimation

The results of evaluation on depth-based metrics for monocular and stereo
networks are summarized in Table 5.6 and 5.5 respectively. Some qualitative
results are displayed in Figure 5.2 and 5.3. The errors along all parameters
decrease with decrease in distance cap as expected and the reduction is quite
prominent for the RMSE error. This indicates that it is the single most im-
portant parameter when analysing the accuracy of depth estimation. The per-
formance of the monocular network trained on AEV dataset is comparable to
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Method Dataset Cap

3-px Error
(D1-all)

(Lower Bound /
Upper Bound)

PSMNet [38]
SF + AEV15 150 m 10.98 / 13.34
SF + AEV45 150 m 10.24 / 11.07
SF + AEV75 150 m 11.64 / 12.39

PSMNet
SF + AEV15 80 m 10.99 / 13.37
SF + AEV45 80 m 10.23 / 11.08
SF + AEV75 80 m 11.63 / 12.41

PSMNet SF + KS 80 m 2.32
GC-Net [33] KS 80 m 2.67
CSPN [65] KS 80 m 1.74
GANet [66] KS 80 m 1.81
AMNet [67] KS 80 m 1.84

PSMNet
SF + AEV15 50 m 11.05 / 13.54
SF + AEV45 50 m 10.22 / 11.21
SF + AEV75 50 m 11.61 / 12.56

PSMNet
SF + AEV15 20 m 10.78 / 13.26
SF + AEV45 20 m 10.14 / 11.47
SF + AEV75 20 m 11.43 / 12.75

Table 5.4: Results for disparity estimation from stereo networks. SF denotes
the Scene Flow dataset, KS is KITTI Stereo 2015 dataset. A lower value indi-
cates better performance.

other state of the art networks, but the errors are higher compared to when the
same network is trained on KITTI Depth dataset. One reason might be that the
monocular network training is data hungry and the KITTI’s training set being
much larger compared to that of AEV proves better for learning. Secondly, as
seen in Table 5.2, the importance assigned to lidar loss for monocular network
training is much higher than other losses. This means the training is highly
sensitive to noise in depth maps.

For depth estimation, the stereo networks are expected to almost always
perform better compared to the monocular networks [56]. This is also ob-
served in the qualitative results. For stereo networks, the depth projected in
3D aligns quite well with the ground truth. On the other hand, the projection
for monocular networks aligns poorly with the ground truth. This is because
stereo networks have twice the amount of information (both the left and right
image) from which to draw correspondences. Monocular networks face a fun-
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damental challenge of estimating scale from a single view. Even then, sur-
prisingly few researchers report the performance of stereo networks on depth
estimation. Overall, the PSMNet trained on AEV datasets performs much bet-
ter on all the metrics and across all distance caps compared to monocular or
stereo networks trained on other datasets. In fact, the RMSE error for the best
performing stereo network trained on AEV dataset is almost 30% less than the
state of the art reported on the KITTI dataset (2.727 at a distance cap of 80 m
for DORN [57]). This does seem to suggest that increasing the depth density
leads to better neural network learning. But an important point to note is that
the AEV dataset was created using only two driving sequences compared to
KITTI dataset, which uses around 30 driving sequences. This means the test
set for AEV dataset even though larger and diverse in itself, may have scenes
which are quite similar to the training set. This high correlation between the
training and test set might serve as an alternate explanation for such high ac-
curacy values.

Next, the performance betweenAEV datasets is compared. For themonoc-
ular network, increasing depth density seems beneficial over larger distance
caps (150 m, 80 m) but not for lower ones (50 m, 20 m). It also emerges that
the stereo network trained on AEV15 performs better than the one trained on
AEV45 on almost all metrics when evaluated using the lower bound. On the
other hand the performance is reversed when considering the upper bound.
One might say that upper bound gives a stricter evaluation and hence must
be given higher importance. But that doesn’t explain why the stereo network
seems to learn more from a sparser dataset when looking at the lower bound.
As such, increasing the depth map density doesn’t increase the performance
conclusively either for the monocular or stereo network.
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Method Dataset Cap ARD SRD RMSE RMSElog

(Lower Bound / Upper Bound)

PSMNet [38]
CS + AEV15 150 m 0.0341 / 0.0405 0.1369 / 0.2018 1.900 / 2.358 0.079 / 0.086
CS + AEV45 150 m 0.0371 / 0.0389 0.1600 / 0.1724 1.990 / 2.053 0.087 / 0.085
CS + AEV75 150 m 0.0402 / 0.0415 0.1787 / 0.1875 2.067 / 2.090 0.090 / 0.087

PSMNet
CS + AEV15 80 m 0.0338 / 0.0402 0.1303 / 0.1924 1.738 / 2.151 0.078 / 0.085
CS + AEV45 80 m 0.0369 / 0.0386 0.1508 / 0.1624 1.770 / 1.807 0.086 / 0.084
CS + AEV75 80 m 0.0400 / 0.0412 0.1690 / 0.1781 1.837 / 1.851 0.089 / 0.086

CSPN [65] KS 80 m 0.044 - 2.977 -

PSMNet
CS + AEV15 50 m 0.0331 / 0.0393 0.1135 / 0.1719 1.420 / 1.805 0.075 / 0.083
CS + AEV45 50 m 0.0361 / 0.0379 0.1284 / 0.1450 1.363 / 1.464 0.083 / 0.082
CS + AEV75 50 m 0.0391 / 0.0404 0.1463 / 0.1616 1.429 / 1.521 0.085 / 0.084

PSMNet
CS + AEV15 20 m 0.0299 / 0.0348 0.0817 / 0.1151 0.868 / 1.040 0.068 / 0.074
CS + AEV45 20 m 0.0342 / 0.0362 0.1088 / 0.1274 0.889 / 0.971 0.078 / 0.079
CS + AEV75 20 m 0.0370 / 0.0385 0.1247 / 0.1428 0.921 / 1.002 0.080 / 0.081

Table 5.5: Evaluation results on depth-based metrics for Stereo networks. A
lower value indicates better performance.

Method Dataset Cap ARD SRD RMSE RMSElog

(Lower Bound / Upper Bound)

Jahani et. al. [30]
CS + AEV15 150 m - - - -
CS + AEV45 150 m 0.086 / 0.095 0.597 / 0.813 4.725 / 5.863 0.148 / 0.165
CS + AEV75 150 m 0.086 / 0.095 0.587 / 0.772 4.531 / 5.521 0.145 / 0.158

Make3D [21] K 80 m 0.280 3.012 8.734 0.361
Eigen et. al. [22] K 80 m 0.190 1.515 7.156 0.270
Godard et. al. [28] CS + K 80 m 0.114 0.898 4.935 0.236
Kuzneitsov et. al.

[29] K 80 m 0.113 0.741 4.621 0.189

DORN (VGG) [57] K 80 m 0.081 0.376 3.056 0.132
DORN (ResNet) [57] K 80 m 0.072 0.307 2.727 0.120

Jahani et. al.

CS + K 80 m 0.078 0.417 3.464 0.126
CS + AEV15 80 m - - - -
CS + AEV45 80 m 0.084 / 0.093 0.513 / 0.656 3.86 / 4.55 0.140 / 0.151
CS + AEV75 80 m 0.085 / 0.093 0.512 / 0.631 3.722 / 4.255 0.138 / 0.146

Garg et. al. [27] K 50 m 0.169 1.080 5.104 0.273
Godard et. al. CS + K 50 m 0.108 0.657 3.729 0.194

Kuzneitsov et. al. K 50 m 0.108 0.595 3.518 0.179
DORN (VGG) K 50 m 0.079 0.324 2.517 0.128
DORN (ResNet) K 50 m 0.071 0.268 2.271 0.116

Jahani et. al.
CS + AEV15 50 m - - - -
CS + AEV45 50 m 0.081 / 0.089 0.402 / 0.488 2.812 / 3.182 0.126 / 0.134
CS + AEV75 50 m 0.083 / 0.090 0.427 / 0.516 2.879 / 3.235 0.128 / 0.135

Jahani et. al.
CS + AEV15 20 m - - - -
CS + AEV45 20 m 0.072 / 0.073 0.271 / 0.319 1.695 / 1.868 0.109 / 0.115
CS + AEV75 20 m 0.073 / 0.078 0.283 / 0.335 1.728 / 1.906 0.109 / 0.116

Table 5.6: Evaluation results on depth-based metrics for Monocular networks.
A lower value indicates better performance.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 5.2: Qualitative results for depth estimation (< 80 m). (a) Left RGB
Image. (b) Ground Truth. (c) and (d) Disparity predicted by monocular and
stereo network respectively. (e) and (f) Top view of 3D projection of depth
from monocular and stereo network respectively. (g) and (h) Bird’s eye view
of 3D projection of depth from monocular and stereo network respectively.
Blue points are the ground truth from lidars.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 5.3: Qualitative results for depth estimation (< 80 m). (a) Left RGB
Image. (b) Ground Truth. (c) and (d) Disparity predicted by monocular and
stereo network respectively. (e) and (f) Top view of 3D projection of depth
from monocular and stereo network respectively. (g) and (h) Bird’s eye view
of 3D projection of depth from monocular and stereo network respectively.
Blue points are the ground truth from lidars.



Chapter 6

Conclusions

6.1 Conclusions
In this thesis, the problem of accurate estimation of depth from images us-
ing deep learning is targeted for outdoor automated driving scenarios. The
contributions of this thesis are as follows:

• Amethodology is proposed to stitch together successive lidar scans and
refine them to create an accuratemodel of the environment. These points
are then projected on the image plane of the cameras to obtain a dense
registration between camera pixels and lidar points.

• An algorithm is derived to compute dense camera-lidar registrations for
extended sequences of data in a sliding-window fashion.

• A novel technique for rectification (or pair-wise calibration) of the front
left and front right cameras of the Audi’s driving is proposed. The tech-
nique utilizes the point correspondences of the depth maps to compute
the pixel correspondences in the image pair. This method leads to more
than 106 accurate pixel matches in the left-right image pair (compared to
about 103 using image feature matching), yielding accurate and robust
rectification.

• A novel technique for filtering the depth maps to remove the back pro-
jections is proposed. An improvement utilizing the semantic context of
the image is derived yielding high fidelity depth maps. This technique
though is not able to remove the streaking artifacts caused by moving
objects, and samples containing them have to be manually removed.

62
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• The methodology of dense registration, image rectification and seman-
tic filtering is used on two driving sequences captured by Audi to create
three datasets containing a stereo image pair and their corresponding
depth maps with varying depth density. The entire process is semi-
automatic. It is observed that these datasets are denser and more bal-
anced compared to other widely used datasets existing in literature.

• Two neural networks (onemonocular and one stereo network) are trained
on these three AEV datasets and their performance is evaluated with re-
spect to top-performing networks in literature trained onKITTI datasets.

The research questions that this thesis tries to answer are as follows:

1. Keeping the neural network architecture fixed, if the depth map density
is increased will the accuracy of depth estimation improve?

2. How will accuracy wary with increasing density of the depth maps?

With regards to the first question, the results of the neural network training
are comparable on the depth based metrics but not on the 3-pixel error met-
ric. The reason for this deviation is not well understood. In particular for the
stereo network, training on AEV datasets leads to substantial increase in ac-
curacy across all metrics in comparison to networks trained on other datasets.
There are two caveats though. Firstly, for a completely objective comparison
of neural network performance, the networks have to be fine-tuned on the same
dataset, which is not the case here. Secondly, its not clear whether the gains in
accuracy obtained by training on AEV datasets are indeed due to denser depth
maps, or higher correlation between the training and test sets.

For the second research question, increasing the depth map density within
the AEV datasets is found to give inconclusive results with respect to accuracy.

Nevertheless, even if it is assumed that the neural networks are overfit-
ting, they indeed learn a much more accurate representation of the 3D world.
This is backed by the excellent qualitative and quantitative performance of the
networks, which pave way for a plethora of exciting future research.

6.2 Future work
Expanding the dataset

The immediate goal should be to increase the diversity and size of the AEV
dataset by processing other driving sequences. This is important to de-correlate
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the samples in training and test set to see if the gains in depth estimation accu-
racy are indeed due to increased depth density. But this may be tricky as most
of the driving data is recorded on highways or roads with a lot of traffic (mov-
ing objects), which corrupts the depth maps. This requires separate research in
tracking moving objects in the lidar space in order to merge the moving points
or remove them. Alternatively, close-ranged depth estimates from networks
trained on existing AEV dataset can also be used to remove the moving object
trails. This can be done by enforcing consistency between the prediction by
the neural network and the stitched lidar scans, similar to the method used in
[46]. This can be visualized as the network providing a feedback, which is in
turn used to create more training data and improve the neural network learning
further.

Forming new baselines

In this thesis, the performance of networks trained on different datasets was
considered. But this doesn’t make for an objective comparison. The next step
would be to train top-performing architectures for monocular and stereo net-
works listed on KITTI’s evaluation server on the AEV datasets. It is expected
that the denser depth maps combined with larger diversity and size of the AEV
datasets would make them a better platform for forming new baselines.

Are the AEV datasets good for network pre-training?

Another question to consider is if training on AEV datasets improves the learn-
ing of the neural network? To analyze this hypothesis a test can be performed
considering two versions of PSMNet. The first version is trained on the Scene
Flow dataset (like the original implementation) whereas the second version is
trained on the AEV datasets. Thereafter both the versions are finetuned on
KITTI Stereo 2015. Their performance on KITTI’s evaluation server will also
allow comparison on which dataset is better for pre-training. This can be also
be extended to include other datasets like Cityscapes, Driving Stereo or other
network architectures.

Extending to other datasets

The methodology presented in this thesis is general enough to be extended
to any dataset captured in outdoor scenarios. For instance, KITTI Odome-
try dataset [44] provides images, lidar points as well as high quality ground
truth odometry which can be used to create a denser version of KITTI Depth
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dataset. It would be interesting to pre-train networks on this datset followed
by usual fine tuning on KITTI Stereo 2015, which could potentially lead to
state of the art results in depth estimation. Another interesting investigation
could be to compare the generated dense depth maps to ground truth provided
by KITTI. This would allow measuring the noise induced by stitching together
lidar scans.

Impact on other applications

In Chapter 1, it was mentioned that improving depth estimation from images
has many trickle down effects on applications critical in intelligent perception.

• 3DObject Detection: A more accurate depth would add more informa-
tion to existing methods for detecting and localizing objects in an image.
As an example, Wang et al. [58] use the projected depth from a stereo
pair in 3D (aptly called the pseudo-lidar) and report a three fold increase
in detection accuracy using images only.

• Semantic Segmentation: It is well known that most of the seminal net-
works for depth estimation were inspired by corresponding work in the
area of semantic segmentation of images. Hence improvement in both
the areas is coupled [59] [60] [61] [62].

• 3D visual SLAM and Odometry: Here the objective is to extract the
inherent structure of the scene from images and use it to compute rigid
body transformation from frame-to-frame. Potential areas of research
include using depth to improve feature matching [63] which could be
beneficial for all the traditional visual odometry pipelines. This would
nevertheless lead only to sparse mapping. The holy grail in this area
is to be able to fuse predicted dense depth maps from subsequent im-
age scans, using a technique similar to section 4.2.1, to obtain a truly
dense map. For this to happen the depth estimation errors needs to go
down further. At the same time more research is needed to improve the
reliability of estimation, like investigating the influence of brightness,
contrast, color or differential scene change on depth estimates. It would
also be interesting to see if the uncertainty of depth estimates could be
predicted using Bayesian inference [64] [65].



Appendix A

Societal Aspects

A.1 Social Relevance
Presently, the automobile industry is at the cusp of witnessing seismic changes
not seen since the first days of mass-manufacturing brought in by Henry Ford.
The two key technologies enabling this are vehicle electrification and automa-
tion. The present work is relevant to the latter and in particular to level 3-5
of automation, according to standards defined by SAE International [66]. As
discussed in Chapter 1, an improved estimation of depth from images allows
pushing the limits of scene understanding for a vehicle. But the wider prob-
lem of 3D reconstruction of the environment from images is also applicable
to many other areas like warehousing, drone photogrammetry, video-gaming,
home automation etc. Today’s world relies heavily on smart phones equipped
with high resolution cameras and a variety of interesting applications may be
designed for increasing user comfort and interaction.

A.2 Sustainability
The world today is facing problems ranging from those affecting comfort to
those challenging the very survival of all the species. When automobiles were
first introduced they heralded a new era of human expansion, where it was no
longer impossible to travel hundreds of kilometers in a single day. Over the
next decades, the focus shifted on increasing the fuel efficiency and passenger
safety as well as comfort. Today there are more than a billion vehicles on the
road, Although the vehicles themselves contribute to a small percentage of the
overall green-house emissions, they rely on the fossil fuel industry which his-
torically is the prime cause of the climate emergency. Vehicle automation at

66



APPENDIX A. SOCIETAL ASPECTS 67

its core is an optimization problem aiming to extract the maximum informa-
tion from the vehicle’s surroundings to take the best action at every instance.
These micro-improvements at scale could lead to optimization of the traffic
networks not only reducing the travel time but also the fuel consumption. Ve-
hicle platooning is a good example of this. Moreover, intelligent vehicles are
not only able to react quicker than humans but communicate within themselves
to mitigate risky movements. This could ultimately lead to a dramatic reduc-
tion in road accidents. There is a concern though that this technology could
lead to increased number of vehicles on the roads and needs to be addressed
at a policy level.

In terms of other applications, improved photography using drones can
contribute to early detection of forest-fires, tracking of vulnerable species and
even designing systems for agriculture or automatically planting trees.

A.3 Ethics
The increasing pace of development in autonomous systems has posed many
questions for the policy makers. The over-arching issue here is that although
Neural Networks have been at the heart of many of the breakthroughs in Arti-
ficial Intelligence, the researchers still don’t fully understand how they work.
Most of the networks still learn using a process called the gradient descent and
there is no theory which concretely explains how a network converges to a par-
ticular solution amongst an envelope of infinitely many feasible ones. What
this means is that the prediction from a network is not fully controlled, espe-
cially for many edge-cases found in real-life applications for which the network
may not be even trained. This is exemplified by the recent incidents involving
driver-assistance systems causing accidents due to wrong (or in some cases
missing) detections. The impact of these cases on liability is not completely
established [67].

Recently it has also been found that although deep neural networks have
a powerful abillity to generalize, it is equally easy to trick them. Heaven [68]
in his article notes that tiny changes to the shape of traffic signs or a carefully
generate white-noise can throw the network predictions off the track. Who
is to blame if such a system starts predicting cancer incorrectly just because
someone maliciously corrupted certain pixels in the images? The suscepti-
bility of these safety critical systems to outside intervention poses a serious
risk with regards to cyber security. Alas lot more research needs to be aimed
at increasing the reliability and estimating the uncertainty of neural network
predictions.
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