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We investigate the effect of modular architecture in an artificial neural network for a 
reinforcement learning problem. Using the supervised backpropagation algorithm to 
solve a two-task problem, the network performance can be increased by using 
networks with modular structures. However, using a modular architecture to solve a 
two-task reinforcement learning problem will not increase the performance compared 
to a non-modular structure. We show that by combining a modular structure with a 
modular reward signal the network learns significantly faster.  

Introduction 

The training of an artificial neural network is performed by repeatedly adjusting the value of 
the connection weights between the nodes to get the correct output for a given input. If the 
network has to learn two (or several) tasks and a specific weight takes part in both, there 
may be a conflict between the two tasks. One task may want to increase the value of the 
weight and the other may want to decrease it. This is referred to as interference [4,5]. By 
modularising the networks the interference problem can be avoided. Modularising results in 
that different parts of the network are used to solve different tasks. If each weight is only 
engaged in one task there will not be an interference problem.       

What-where problem 

An example of modularity in biology is the primate vision system in the brain.  It is divided 
into two pathways or modules, where one performs the task of recognizing an object (the 
what-task) and the other of identifying its location in space (the where-task). This system 
has been used as a model when investigating the effect of modularity in artificial neural 
networks when solving two tasks in parallel [2,3,6]. Rueckl et al. [6] investigated the what-
where problem and compared the performance for modular and non-modular networks using 
the backpropagation algorithm. The network learned to recognize both the identity and the 
position of the object. Each cycle the network was presented with one of 9 different objects 
at one of 9 positions. The input was a binary 3x3 pattern placed on a 5x5 grid representing 
the retina of the eye. They trained a network with 25 input nodes, 18 hidden nodes, and 18 
output nodes. Each input node represented one position in the 5x5 grid. The output nodes 



were separated in two groups of 9; one group encoded the type of object and the other its 
position in the grid. They ran simulations on two different architectures, non-modular and 
modular. In the non-modular network the output nodes of both tasks were connected to all 
hidden nodes, while for the modular network the hidden nodes were divided in two groups 
or modules. The output nodes for the what-task were connected to the hidden nodes in one 
of the modules and the output nodes for the where-task were connected to the hidden nodes 
in the other module (Figure 1). Thus, the network had two modules, one that solved the 
what-task and one that solved the where-task. The modular network that performed much 
better than the non-modular network had 14 hidden nodes connected only with the what-task 
output nodes and the remaining 4 nodes connected only to the where-task output nodes. The 
interference that can occur is avoided with the modular network. Each hidden node is only 
engaged in solving one of the tasks. The error that is backpropagated from the output nodes 
for the what-task will only affect the connection weights to and from the hidden nodes in the 
what-module, and the same is true for the where-task. This is a property of the 
backpropagation algorithm, which makes it a very beneficial learning algorithm to use with 
modular structures.  
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Figure 1. In (a), a non-modular network is shown where the layers are fully connected. 
In (b), a modular network with two modules is shown. One module is used to solve the what-
task and the other module the where-task.  

 
The backpropagation algorithm requires the correct output for each output node to be 

known.  For reinforcement learning problems much less information is required. The 
learning system only needs to receive a scalar signal between 1 and 0 as feedback, where 1 
means that the output was correct and 0 that the output was wrong [7].      

We investigate the effect of modular networks for solving reinforcement learning 
problems. This means that instead of backward propagation of the error each node produces 
as in the backpropagation algorithm, the network is trained with a scalar reward signal using 
the Associative Reward Penalty algorithm (Ar-p) [1].  It is an algorithm used to train 



networks of stochastic nodes, which produces an output of 1 with a probability given by the 
logistic function of the summed weighted inputs and an output of 0 otherwise. 

Experiment 

To investigate the effect of modular networks for reinforcement problems we created a two-
task problem, similar to the what-where task, and solved it with networks with different 
architectures. The goal was to solve two independent mapping tasks in parallel. The tasks 
had the same input vector of eight binary bits and the goal was to map the input to the 
correct eight binary bit output vector for each task. The network had 8 input nodes, 20 
hidden layer nodes, and 16 output nodes.  We compared the learning time between a non-
modular network, where the layers were fully connected, and a modular network where the 
hidden layer had two separate modules (Figure 1 (b)) each with 10 nodes. The eight output 
nodes belonging to the where-task were connected to the first module and the eight nodes of 
the what-task were connected to the second module. The reward signal r was calculated as, 
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where bc is the number of correct output nodes, Nout the total number of output nodes, and 

G≤1 is a parameter controlling the shape of the reward curve. A completely correct output 
pattern gives a reward of 1.0 and a completely wrong a reward of 0. 

 We trained the network with 8 different input patterns for 300,000 cycles. For each cycle 
one input pattern was randomly selected. We compared the learning curve for the modular- 
and non-modular networks (Figure 2). There was no increase in performance due to the 
modular structure of the connections weights. In fact, there was even slower learning using a 
modular network. The learning parameters were chosen to give the fastest learning curve for 
each method.  

The reason for the decreased performance of the modular network is that each module 
receives a feedback calculated not only on its own separate performance, but on the 
performance of both modules. This means that a module receives feedback from something 
it cannot affect, which may guide the connection weights in the wrong direction. 
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Figure 2. The networks were trained with 8 different input patterns. The average reward 
for the last 100 pattern presentations is shown for the non-modular (a) and the modular (b) 
network. The performance of the non-modular network was higher than for the modular 
network with two modules. In the simulation we set Nout=8 and G =0.2.  

 
 

So far both modules in the modular network were trained with the same reward signal. 
Next, we created a modular reward signal. Instead of giving the same reward to all 
connections we used two reward signals, each calculated from the performance of only one 
of the tasks according to (1.1). The reward signals calculated for the what-task and where-
task are referred to as the what-reward signal and where-reward signal respectively. We 
performed the same simulations as above for the modular network, except that the what-
module received the what-reward signal, and the where-module received the where-reward 
signal. The performance was significantly increased for the modular network when using 
modular reward signals (Figure 3). We can define two types of modularity. Using a single 
reward signal the modular network is modular in the sense that the connections are arranged 
in a modular way, referred to as connection modularity, but the reward is not given to the 
network in a modular way. With a modular reward signal the network is also trained in a 
modular way, referred to as training modularity.  
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Figure 3. The networks were trained with 8 different input patterns. The percentage of 
correct answers for the last 100 pattern presentations is shown for the modular (a),(b) and 
the non-modular (c) network. In (a) a modular reward signal where each module receives a 
separate reward is used and in (b) the same reward signal is used by both modules. The 
modular network with a modular reward (a) has the best performance while the modular 
network with a single reward signal (b) performs even worse than the non-modular network 
(c).   

Conclusion 

Training modular and non-modular networks with a single reward signal showed that not 
only did the modular structure not increase the performance, there was even a decrease in 
performance resulting from modularising the connection architecture. The interference when 
solving the two tasks simultaneously does not come from the specific connection structure 
but originates primarily in the reward signal. A single reward signal will give reward to all 
connections measuring the performance of both tasks, which means that all connections are 
engaged in both tasks. We cannot avoid the problem of interference by just changing the 
connection architecture. Instead the architecture and reward structure should be constructed 
together, where a modular reward signal is important to avoid interference. We showed that 
by using a modular reward signal together with a modular network the performance of the 
network was increased.  
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