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Abstract
A key challenge in multi robot systems is performing distributed SLAM (Si-
multaneous Localisation and Mapping). The aim of this thesis is to be able to
perform visual SLAM in a decentralised manner across multiple autonomous
agents while minimising the inter-agent communication bandwidth require-
ment. For this purpose, the distributed multi-agent system communication
protocol, Contract NET protocol has been suitably adapted to define the inter-
action between the autonomous agents [38]. The agents in this context could
be mobile devices such as robots or autonomous cars. The agents commu-
nicate with one another by means of proposals and bids wherein each agent
attempts to minimise the resources it has to spend while attempting to max-
imise the benefit derived from interacting with another agent in the system.
Keeping this in mind, a set of rules have been defined for the agents to logic
and reason independently based on the state information available to them so
that they can take appropriate decisions by themselves without the need for
an external intervention. This thesis work is directed towards the design and
execution of a visual SLAM system in a multi-agent architecture that aims to
improve the accuracy of the pose estimates of the agents, maximise the map
area exploration and the accuracy of the map copies possessed by the agents
while attempting to minimise the bandwidth required for the data exchange
between them. The proposed multi agent system has been thoroughly studied
and evaluated with multiple datasets to analyse its performance with respect to
bandwidth requirements, stability, consistency, scalability, map accuracy and
usage of temporal information.
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Sammanfattning
En av de största utmaningarna med multirobotsystem är att utföra distribuerad
SLAM (Simultaneous Localisation and Mapping: Samtidig Lokalisering och
Kartläggning). Målet med detta arbete är att kunna utföra visuell och decent-
raliserad SLAM över flertalet autonoma agenter och samtidigt minimera kra-
vet på bandbredd. För detta ändamål har systemkommunikationsprotokollet
Contract NET protocol för multiagentsystem anpassats för att definera sam-
spelet mellan de autonoma agenterna [42]. I detta sammanhang kan agenterna
vara mobila enheter såsom robotar eller autonoma bilar. Agenterna kommu-
nicerar med varandra genom att skicka förslag och anbud sinsemellan medan
varje agent jobbar för att minimera sin resursförbrukning och samtidigt max-
imera fördelarna av att interagera med en annan agent i systemet. Med detta i
åtanke har ett antal regler tagits fram, för att låta robotarna använda logik för
att resonera oberoende av varandra baserat på den tillgängliga tillståndsinfor-
mationen så att de kan fatta egna lämpliga beslut utan yttre inblandning. Detta
examensarbete är inriktat på designen och utförandet av ett visuellt SLAM-
system i en multiagentarktitektur ämnad att förbättra nogrannhet hos agenter-
nas uppskattade positionen och orienteringen, maximera den upptäckta arean
av kartan och exaktheten hos kartkopiorna varje agent innehar och samtidigt
försöka minimera bandbredden som krävs för datakommunikationen agenter-
na emellan. Det föreslagna multiagentsystemet har studerats och utvärderats
utförligt med hänsyn till bandbreddskrav, stabilitet, konsistens, skalbarhet, kar-
tans nogrannhet och användning av temporal information.
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Chapter 1

Introduction

1.1 Area Background
For an autonomous mobile agent, a key challenge is to understand its environ-
ment. The first step to understanding its environment is obtaining a map of
it. For this purpose, the mobile agent explores the environment and collects
information with the help of sensors and processes this information to gener-
ate the map. When the agents start moving in an unknown environment, the
next challenge is to identify its location within its estimate of the map of the
environment. This is called localisation. In most cases, mapping and local-
isation need to be performed simultaneously and this poses additional chal-
lenges. This is similar to a a chicken and egg problem, since, the agent needs
to know its position in world reference to build an accurate map while it can-
not know its world position unless it already has a map of the environment.
Efficient filtering, statistic and probabilistic estimation techniques are usually
used to process the observations and measurements in order to the map and
location simultaneously on the go. The SLAM problem has been studied and
researched in depth in recent years. Preliminary work on SLAM was done by
R.C. Smith and P. Cheesaman in 1986 [39] and [40]. More pioneering work
in this field was done by F. Durrant-Whyte in the early 1990s [30]. In early
2000s, self-driving cars STANLEY and JUNIOR, led by Thrun et al. came
first and second in the DARPA Urban challenge and this brought SLAM to the
limelight worldwide and active research has been going on since.

In this thesis work, the type of SLAM performed is visual SLAM. In visual
SLAM, camera images from either a RGB camera or RGB-D or stereo camera
are provided as input. Visual SLAM has 4 key components: Feature detec-
tion/matching, visual odometry, place recognition and pose graph optimisa-
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2 CHAPTER 1. INTRODUCTION

tion. A camera image is first processed, wherein, the features of the images
(called, keypoints) are extracted. These keypoints are tracked and matched in
consecutive images and the relative displacement between the frames is de-
termined using geometric projection. Using the matched keypoints between
camera images, the camera trajectory is estimated with time and a sparse or
dense map of the environment is developed. Keypoint matching is essential for
place recognition and loop closure. If a particular location has already been
visited in the past, then, it should be identified and the corresponding section
of the estimated trajectory should be recomputed to accommodate the discov-
ery of the loop. The camera parameters and the motion model of the agents
must be adjusted and updated on the go. This is done using pose graph opti-
misation. In this step, the motion model and camera parameters are tuned, so
to minimise the reprojection error between key-points of a pair of frames that
are depicting the same scene from different viewpoints. This step is usually
carried out in parallel to the other processes.

In continuation to the discussion so far, instead of just a single autonomous
agent, there could be multiple such agents interacting in an environment. For
example, consider a dynamic environment such as underground mining sce-
nario wheremultiple robots are operating individually. Or a fleet of drones per-
forming outdoor surveillance. In both the scenarios, the autonomous agents in
reference must perform SLAM at all times to ensure smooth operation. This
gives rise to a multi-agent scenario where the interaction between the agents
must be defined so that the agents communicate useful information with one
another while performing their individual tasks uninterruptedly. The informa-
tion exchanged could be, observations of one another, thus, helping in locali-
sation or fresh maps of unexplored territories or updates of previously visited
sections of the environment.

In a multi-agent scenario, for autonomous operation, each of the agents
must have a map of its environment and localise themselves within it while
also maintaining interactions with one another. The agents must also learn
the positions of the other agents in the environment. This poses additional
challenges and potentially increases the complexity of the SLAM problem.
Multi-agent SLAMcould be performed for each of the agents individually or in
combination. Each of the approaches have their own complexities, advantages
and disadvantages. In the former case, ground breaking research has been done
by Fox et al. andHoward et al. [22] and [26]. In the latter case, the state-of-the-
art approaches include work by Cuningham et al. [10] and Davide Scaramuzza
et al. [12].

Whether individual SLAM or combination SLAM is employed, establish-
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ing a decentralised system where each of the agents are autonomous requires
an additional communication protocol between the agents for them to commu-
nicate with one another. An individual agent logic must be employed for the
agents to be able to make necessary decisions regarding the kind of operation
that must be performed, the data necessary to be transmitted and received and
the cost of performing the chosen operation. Popularly available solution for
multi-agent architectures include Contract Net Protocol (CNP) that deals with
negotiating deals between participating agents [38]. Another commonly used
solution is the consensus based auction algorithms wherein the agents must
first agree on the state of the distributed system before executing a task jointly
[9] [20].

1.2 Research Question and Scope
The work of this thesis focuses on performing Simultaneous Localisation and
Mapping (SLAM) for multiple autonomous agents as a distributed and decen-
tralised multi-agent system using a suitable adaptation of the contract net pro-
tocol [38]. These agents could be mobile robots, autonomous vehicles or any
device with suitable hardware such as camera, processor, encoders and a data
exchange mechanism. The thesis falls under the domain of robotics, computer
vision and distributed systems. A primary objective is to improve the position
estimates of the individual agents, and enable them to build an accurate map
of their surrounding by means of exchanging map information amongst each
other. The area of map coverage is aimed to be maximised while the data ex-
change and the number of computations required is minimised. The proposed
thesis work would be highly useful for performing SLAM in mobile robots
and would also find crucial applications in autonomous driving and Virtual
Reality/Augmented Reality.

The state-of-the-art work by Cieslewski et al titled, "Data-Efficient Decen-
tralised SLAM" addresses a part of the aforementioned problem wherein they
combine individual state-of-the-art decentralised SLAM components and put
forth a complete SLAM system that focuses on minimising the data exchange
between the individual participating robots [12]. This data exchange pertains
to the actual information exchange (measured in megabytes) between robots
for the purpose of pose estimation and map optimisation. The key question we
aim to examine here is whether implementation of the concepts of multi-agent
systems to the state-of-the-art is a valid extension and could it lead to a better
system in terms of stability, scalability, computational complexity, size of map
exploration area, rate of exploration and communication bandwidth.
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1.3 Objectives and Challenges
The objective of this thesis work is to perform multi-agent visual SLAM in a
decentralised, distributed and data efficient manner. A decentralised system
implies that there is no central deciding authority that determines the actions
of the system. Rather, each of the agents is autonomous and the information
collected by them should be shared for mutual benefit. A decentralised system
poses the advantage that all the agents can function individually and carry out
their own processes and operations independently. Furthermore, to implement
a distributed system, all the operations need to be carried out by themselves
and the necessary data for these operationsmust be communicated between the
agents. The computational requirement of the system gets distributed amongst
all its agents. Such a system promises overall robustness, individual agent
autonomy and efficiency of operations.

But, this can also mean that their individual accuracy is compromised.
There is also a communication overhead as the agents need to physically com-
municate data and share knowledge amongst each other. Data such as an
agent’s pose updates, observations of new sections of the environment or ob-
servation of another agent in its trajectory needs to be communicated to other
agents at frequent intervals. This data could be represented as arrays or vec-
tors and could occupy anywhere between few bytes to several megabytes in
memory size. Thus, frequent communication poses a high data exchange re-
quirement. It is necessary to make the system data-efficient wherein maximum
utility is obtained with the least data exchange to ensure scalability and sus-
tainability of the system. The presence of a communication channel between
the agents again poses additional complexities such as interruption in commu-
nication due to data loss, corruption and delay. This will adversely affect the
system’s performance.

The usage of visual SLAM poses its own advantages and challenges. The
main advantage of visual SLAM is accuracy, it is more accurate than wheel
based odometrymethods [41]. Withmodern sensors and advanced algorithms,
the performance of visual SLAM is close to optimal. However, the extraction
of feature descriptors is usually computationally expensive and their utility
could be limited in scenarios of poor illumination, identical background and
foreground, symmetric environments amongst other reasons. Sometimes, the
descriptors aren’t rich enough for performing relocalisation or for loop clos-
ing. In some SLAM algorithms, an accurate manual initialisation is needed.
Additionally, while performing visual SLAM, there can be scaling and drift
issues and failure of place recognition or loop closure leading to significantly
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worse results.
In a multi-agent system, these challenges could either be compounded or

become simpler through collaboration between the agents. Some of the most
common approaches for defining inter agent collaboration has been described
in Section 2.1. In this implementation, the collaboration has been defined by
means of proposals and bids amongst the agents by suitably adapting the con-
tract net protocol (CNP) [38]. Each agent submits a proposal for a particular
operation with its details and the agents that are invited to participate. The
interested agents study the proposal and submit their bids showcasing their
willingness to participate or abstain from the operation.

In the multi-agent SLAM system described above, at the time of initialisa-
tion, none of the agents are aware of their own position in the world frame of
reference or the position of other agents in the system. By means of exchang-
ing frame information during exploration can an agent learn about another
agent’s location and perform localisation. For this purpose, if the frame infor-
mation of each agent had to be shared with every other agent in the system, the
communication overhead would be very high. Thus, it is necessary to choose
which agent to connect with and at what point of time. Also, it is important to
determine what is the most useful information that must be sent by one agent to
another. The aforementioned challenges are tackled in the decentralised place
recognition (DVPR) module. When a pair of agents cross paths, then their in-
dividual visual information at this point would be identical and they would get
a place recognition match and a new constraint is imposed on their locations
based on where they observe each other. Such a constraint is executed in the
system by means of the decentralised optimisation (D Opt) module. However,
to perform decentralised optimisation, the complete pose graph (list of poses
traversed, constraints connecting the poses) of the participating agents needs
to be available accurately. If some of the agents are unwilling to participate,
then the optimisation result could be inaccurate leading to incorrect pose es-
timates for the agents undergoing the optimisation process. The decentralised
visual place recognition and decentralised optimisation module is elaborately
discussed in the Section 3.1.

The agents must also build a map of the environment it has explored and
try to expand its map by obtaining useful and accurate map information from
the other agents. When it comes to map building and expansion, it is essen-
tial that each agent has an accurate and consistent copy of the map. For this
purpose, each agent must find a suitable agent to buy this agent’s map and pre-
vent redundant map merging. If the map bought is redundant or outdated, then
it is no longer useful for the agent and the agent must update it again. At the
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same time, the obtained map must be aligned to the agent’s frame of reference.
Thus, suitable agent logic and reasoning must be implemented in order to en-
sure the efficiency and optimality of the system. In a distributed multi-agent
system, the convergence of the system and the time taken for convergence is
an important parameter to be studied and these aspects would be discussed in
the results section of this report.

1.4 Methodology
The visual SLAM pipeline of the existing state-of-the-art implementation was
converted to resemble the functioning of an autonomous distributed multi-
agent system by incorporating Contract Net Protocol(CNP)with suitable adap-
tations [38] [12]. Additionally, map building, sharing and merging function-
ality amongst the agents was also developed. The proposed solutions were
tested with multiple datasets (KITTI and CARLA) [24] [19] and the results
were thoroughly studied and compared with the existing solutions.

1.5 Societal Impact
A team of robots can be deployed in a range of scenarios dull, dirty or dan-
gerous jobs, thus, reducing or eliminating the need for human intervention
in such scenarios. For example, multi-robot systems can be used in search
and rescue operations, underground mining, underwater exploration, military
surveillance, warehouse automation amongst other applications. The use of
robots in such scenarios can save several precious human lives. Furthermore,
the research done as a part of this thesis can be applied to the development of
autonomous cars. A fleet of autonomous cars could co-ordinate with one an-
other and trademap information of their environment and increase their knowl-
edge of the global scene. For example, an autonomous car could be informed
in advance about a potential road block in its path by another agent participat-
ing in the system in advance, thus, improving the safety and efficiency of its
operation.

1.6 Sustainability
Robotics and autonomous systems is a rather recent field of technology and
has shown tremendous scope for development and brought about major revo-
lutions in several industries including manufacturing, medicine, military and
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agriculture. The use of multi-robot systems in the manufacturing industry can
significantly improve the efficiency of the operations by needing lesser raw
material, lowering power requirements, increasing the quality of the manu-
factured product and adding flexibility and reliability. One of the key sus-
tainability challenges is global warming caused due to vehicular emissions.
Autonomous cars aim to address this challenge by providing sustainable mo-
bility by reducing the number of vehicles on road, improving fuel consumption
efficiency and road safety.

1.7 Ethical Considerations
While robotics and autonomous systems could create a positive difference and
contribute to a better world, there is also some danger associated with their im-
plementation and usage. The main ethical issue associated with the usage of
this modern technology is the loss of livelihood and workmanship for people
whose jobs have been replaced by a robot or an autonomous agent. Large scale
industrial automation could reduce the size of human workforce required and
lead to a rise in employment. Such a scenario could be prevented through effi-
cient planning and redirection of available manpower to other suitable fields.
Another danger associated with the use of robotics and autonomous systems is
the potential harm to human lives through misuse or failure of these systems.
Sufficient security and safety checks need to be in place to prevent any such
situations.

1.8 Outline of the report
The associated literature and existing solutions to the challenges addressed in
this thesis are discussed in detail in Section 2.1. After this section, the im-
plementation details, key methods, algorithms, organisation of the system and
design decisions are described in the Section 3.1 of the report. The results
produced are listed and discussed in detail in the Results and Discussion sec-
tion of the report. The findings, conclusions and ideas for future work are then
elaborated in the Sections 4.1 and 5.1.



Chapter 2

Related work

2.1 Background
The key algorithms in this thesis implementation pertain to SLAM, Visual
Odometry using ORB - SLAM2, NetVLAD feature vector extraction, dis-
tributed mapper and Contract Net Protcol (CNP). These concepts would first
be elaborated and discussed before proceeding on to a review of the state-of-
the-art relevant to the defined problem.

2.1.1 SLAM
As discussed in the introduction, SLAM is one of the most challenging prob-
lems for an autonomous mobile agent. SLAM involves the building of a map
of the environment while localising oneself in it. Thus, the agent’s pose and
the environment’s map are the states (xt) that need to be estimated here. The
sensor measurements are denoted by zt. Since both the location and the map
are unknown, a probabilistic approach is taken to estimate both at the same
time. Several SLAM algorithms involve the use of a Kalman filter or a par-
ticle filter or a combination of both with suitable variations, assumptions and
adaptations.

In order to perform SLAM, two essential components that need to be de-
fined are the sensor model and the motion model. The sensor model gives
the relation between the observation (zt) and the state (xt), denoted by the
probability P (zt|xt). The motion model defines how the states evolve, that
is, it defines the probability of state transitions for successive time instants
P (xt+1|xt). Using the output of these two models and the real world measure-
ments, estimates of the state of the system are found.

8
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2.1.2 Visual SLAM
A visual SLAM system consists of a front-end and a back-end. The front-end
works with processing the input images and estimating the motion while the
back-end deals with global optimisation of the pose estimate and performing
bundle adjustment. The over-view is illustrated in Figure 2.1. As seen from
the figure, the camera sensor provides the image input to the system. This
image is processed through a feature detection step where the features present
in the image are identified. These features are then tracked formatching similar
frames and performing loop closure as explained in Subsection 2.1.2. The
camera pose and the map of the environment is also estimated simultaneously.
At the back-end, the necessary optimisation is performed as elaborated in 2.1.2
to refine the pose estimates. Then, finally, a continuous pose estimate and
an incremental map of the environment explored is obtained as output of the
algorithm.

Figure 2.1: A general SLAM pipeline based on Raul Mur-Artal and Juan D.
Tardos [34]

Feature Detection

Feature detection is the first step in the visual SLAM pipeline. Here, the in-
coming input images are processed to obtain the features such as lines, edges
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and corners, present within the image. These features are encoded as unique
descriptors for easy retrieval and comparison in the upcoming steps. These
features are used to build a feature map which could either be sparse or dense
based on the type of algorithm used. A very simple approach to creating these
descriptors is being using the color intensities surrounding the feature, how-
ever, this is insufficient to capture the spatial variation of the features. Some
of the commonly used features are SIFT, SURF and ORB. The idea of SIFT
descriptors was developed by D. Lowe in 1999 [31]. The advantage of SIFT
descriptors are that they are both rotation and scale invariant, which means
that, even upon rotation or scaling of an image, the same descriptors can still
be detected as in the original image.

SURF (Speeded Up Robust Features) descriptors are partially inspired by
SIFT descriptors and its computation and matching is much faster than the
SIFT descriptor.

ORB (Oriented FAST and rotated BRIEF) descriptors were developed in
2011 in OpenCV labs as an efficient alternative to SURF and SIFT descrip-
tors. ORB builds upon FAST (Features Accelerated and Segmented Test) and
BRIEF (Brief Robust Independed Elementary Feature) key point descriptors
and is as good as SIFT descriptor and better than SURF descriptor. ORB de-
scriptors are faster to compute as compared to SIFT or SURF [35].

Feature Matching and Tracking

Once the key-points are computed in each frame, they need to be matched
across frames firstly, for pose estimation, and secondly, for loop closure. The
difference in position of the same key-point in different frames is dependent on
the camera motion between these two frames. This is governed by the epipolar
constraint for the location of the features in the two frames. Thus, by identi-
fying matching key-points across frames and computing a transformation ma-
trix that minimises this position difference, the relative camera motion can be
computed. If the 2D image co-ordinates are mapped between the matching
key-points, an essential matrix is computed. If the 3D triangulated poses of
the key-points are available, iterative closest point matching can be used to find
the transformation matrix that minimises the distance between the two points.
For a 2D - 3D mapping, Perspective from n Points (PnP) is used to compute
the transformation matrix that minimises the reprojection error. Thus, local
motion estimation is performed this way. Feature tracking is also used for de-
tecting loops wherein a new incoming frame corresponding to a scene in the
environment is first checked to see if it matches any of the past scenes. This
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is to identify if the same section of the environment is being visited again, es-
sentially meaning that the agent has completed a loop about this point. This
introduces additional pose constraints in the system and ensures consistency
of the SLAM estimate.

Pose Graph Optimisation and Camera Pose estimation

The camera pose is represented as a pose graph. In a pose graph, pose of the
camera is represented as a node and the link between the nodes represents the
relative transformation between the poses. Additional constraints related to
place recognition, loop closure can be represented as links between the corre-
sponding poses. The entire pose graph as a whole is optimised in the back-end
in synchronisation with bundle adjustment. During bundle adjustment, the 3D
reprojection errors are minimised by adjusting the motion model and camera
parameters and the edges of the graph are estimated accordingly. This is repre-
sented by equation 2.1, where Pi, represents pose, Tij represents the transfor-
mation matrix between a pair of poses (Pi, Pj) and eij represents the edge that
minimises the reprojection error between the poses. Thus, the pose estimate
of the camera and the adjoining maps are incrementally built and corrected
throughout the visual SLAM process.

eij =
∑
||Pi − TijPj|| (2.1)

2.1.3 ORB - SLAM2
As the name suggests, ORB - SLAM2 makes use of ORB descriptors elabo-
rated in 2.1.2 for feature extraction and matching. It makes use of the visual
SLAM same pipeline as described before. For initialisation purpose, the rel-
ative pose between two consecutive scenes is computed using two geometric
models, one being homographic to represent planar scene change and another
being a fundamental matrix to represent a non-planar scene. One of themodels
is adopted in the consecutive steps based on a scoring between them.

An essential element in the ORB-SLAM2 algorithm is key-frame selection
and co-visibility graph. A key-frame contains significant scene information
and is used to approximate the scene around a region. The tracking component
localises the camera and decides when a new frame entering the system is
to be chosen as a key-frame. In ORB-SLAM2, the number of key frames
is kept at a sustainable level by introducing several key-frames at once and
continuously removing the redundant key-frames to ensure that their number
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does not grow unbounded [34]. A new key-frame is created when at least
20 frames have passed since the last key-frame and last global relocalization.
The frame must track at least 50 points of which less then 90% should be
from the reference key-frame [34]. The co-visibility graph is a pose graph
whose nodes are formed by the poses corresponding to the key frames and the
edges represent the transformation between them. During bundle adjustment,
the current key-frame and all the connected key frames are optimised. The
algorithm also keeps track of an essential graph which is a sparser sub-graph
of covisibility graph with fewer edges. The essential graph is used in loop
closing since the reduced number of links and connections reduces the overall
optimization time required.

In ORB-SLAM2, for the purpose of place recognition and feature match-
ing, a bag-of-words representation of the feature vectors is used as provided
by DBoW2: Bags of Binary Words for Fast Place Recognition in Image Se-
quences [23]. In a bag of words representation, each feature vector has an
unique index with which it can be identified. ORB-SLAM2 stores these in-
dices and the invert index (the frame number in which the feature vector oc-
curs) for the purpose of matching frames and looking for place recognition and
loop closure.

2.1.4 NetVLAD vector extraction and usage
In the state-of-the-art visual SLAM implementation, instead of using DBoW2
with ORB descriptors, NetVLAD feature vectors are used for place recogni-
tion and matching. NetVLAD is a convolutional neural network architecture
that is trainable in an end to end manner and can be used for the purpose of
visual place recognition [3]. When an image is passed through this network, it
generates and aggregates convolutional features into a compact single vector
representation that can be easily indexed.

2.1.5 Multi-robot SLAM using Distributed Mapper
In order to perform decentralised optimisation of the agents’ poses simulta-
neously, this thesis work makes use of a distributed mapper package [11][10]
[17]. The distributed mapper package further derives from the GTSAM (Geor-
gia Tech Smoothing and Mapping) framework. This framework is based on
the solution proposed by Chaudhary et al to the multi-robot mapping problem
[11] [10]. Instead of sending all the robot data to a central server, the robots ex-
change partial and noisy information to reach a consensus on the pose graph
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configuration. The authors state that their work can be considered as a dis-
tributed implementation of the two-stage solving process provided by Carlone
et al [7]. Successive Over-Relaxation (SOR) and the Jacobi Over-Relaxation
(JOR) approximation methods are used to split the computation between the
robots and simultaneously calculate the pose of multiple robots.

2.1.6 Contract Net Protocol
The Contract Net Protocol (CNP) is a task-sharing protocol for multi-agent
systems and was first introduced in 1980 by Reid G. Smith [38]. It is used
to allocate tasks among autonomous agents in a distributed scenario. CNP
functions with the help of a proposal - bid mechanism wherein an agent (as-
suming the role of a "manager") creates a proposal and sends it out to a group
of agents (this is called CFP, Call For Proposal) regarding a service and the
interested agent/agents respond to it (therein, become the contractors). This
process is illustrated in figure 2.2. The manager then allocates the service to
the agent/group of agents that have offered the best bid. In this manner, the sys-
tem tasks are executed in a decentralised and distributed manner where each of
the agents are autonomous. The Contract Net Protocol forms the basis of the
design and development of the multi-agent communication protocol proposed
in this thesis.

2.2 Literature Review

2.2.1 Extending SLAM for multiple robots
The SLAM problem becomes especially tricky when it comes to multiple
robots because the number of unknown variables becomes much higher in
this case. It is possible that the robots are observing the same section of the
environment and meet each other, enabling them to benefit from one another
due to overlapping trajectories or they are observing different regions of the
environment and they never meet each other. Given the number of possibili-
ties, it becomes challenging to converge to the right estimates. Amongst the
first initiatives on multiple-robot systems was the Autonomous Vehicle Aerial
Tracking and Reconnaissance (AVATAR) project, developed by Defence Ad-
vanced Research Projects Agency (DARPA) [37]. This project targeted mil-
itary surveillance and demonstrated the effectiveness of a multi-robot system
in cooperative localization and surveillance [36].



14 CHAPTER 2. RELATED WORK

Popular solutions include the multi-robot visual SLAM algorithm pro-
posed by Gil et al. [25]. This algorithm implements the FASTSLAM1.0 [33]
to multiple robots in a feature-based environment and the robots are equipped
with a stereo camera. In this method, the data association and map upda-
tion stage takes into consideration the noise present in the camera input and
the visual descriptors. A very common type of visual SLAM, GraphSLAM
is a smoothing approach. It is considered as a least squares error minimisa-
tion problem. GraphSLAM has been used for multiple robots,for example,
C-SAM, a batch algorithm for feature-based map merging [2], Decentralized
SLAM by Cuningham et al [15]. Kim et al, extends incremental smoothing
and mapping approach to multiple robots where in they propose a relative for-
mulation for the relationship between the pose graphs of each robot to avoid
the initialisation problem and reach an efficient solution [4].

2.2.2 Distributed Multi-Robot SLAM
SLAM across multiple robots could either be done in a centralised or a dis-
tributed manner. Performing SLAM in a distributed manner poses its own ad-
vantages such as ease of computation, robustness to communication failures
and privacy in communication. A ground-breaking approach in distributed
multi-robot SLAM was by [22]. The paper explains how teams of robots ef-
ficiently explore environments from different, unknown locations. In order to
ensure consistency when combining their data into shared maps, the robots
actively seek to verify their relative locations. The robots use shared maps
to co-ordinate their exploration strategies and maximise exploration. The ap-
proach described enables the team of robots to efficiently build highly accu-
rate maps of unknown environments even the initial locations of the robots are
unknown. The exploration system was evaluated under real world conditions
and the maps generated during several runs were virtually identical, indicating
high accuracy and robustness. However, the authors also stated that the com-
munication mechanism used was very primitive and would not scale well with
increasing the number of robots and richness of map information exchanged.
Thus, reinforcing the need for a sophisticated communication model in place
that supports scalability, robustness and efficiency in data exchange.

2.2.3 The state-of-the-art
One of the approaches that aimed to address the data-efficiency problem in
multi-robot SLAM problem has been proposed by Delleart et al. [17]. Multi-
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ple approaches have been looked at, that factorize either the information ma-
trix or the measurement Jacobian into square root form. These techniques
have several significant advantages over the EKF as they could be faster, offer
better linearisation and operated at a lower cost for several SLAM problems.
This paper presents the theory underlying these methods. These ideas have
been further developed and incorporated into [15] that introduces constrained
factor graphs (CFG) as an extended graphical model. It describes an asyn-
chronous distributed model that can handle changing network topology, robot
failure and provide scalability has been developed. While this paper elabo-
rately described the back-end optimisation of multi robot SLAM problem, it
did not discuss the front-end data association that is necessary for a completely
distributed SLAM formulation.

This problem is addressed in the work by Cunningham et al. [16]. They in-
troduce a front-end data association technique for performing inter-robot data
associations and initialising relative frames of reference and use RANSAC for
this purpose. RANSAC is a technique for performing data association in the
presence of outliers in computer vision approaches. Here, the multi-robot data
association uses a triangulation based robust estimator. The algorithm boasts
of good accuracy in data associations and provides reliable estimates for robot
frame references.

In the work described so far, there is a possibility of information double-
counting during the map exchange between neighbouring nodes. It is possible
that a particular robot receives the same information frommore than one robot
resulting in over confidence of the information as it propagates through the net-
work. This problem is overcome using an anti-factor down-dating approach to
subtract repeated information from the local factor graphs to enforce stability
of themapmerging algorithms [14]. Here, the summarisedmaps replace infor-
mation from previous time stamp. Also, instead of transmitting the complete
summarised maps as in the work by Cuningham et al, here only the Gaussian
marginals are transmitted [16]. This also makes the map combination and
updation step easier.

The next improvement in this series of related work aims to provide a
technique for pose graph optimisation and makes use of Successive Over-
Relaxation and Jacobian Over-Relaxation to perform the distributed computa-
tion, presented in [10]. A second contribution of the paper is to provide algo-
rithms that work with object-based map models derived from semantic map-
ping which avoids the exchange of data intensive sensor information. Here,
the goal of each robot is to estimate its own trajectory using the available
measurements while carrying out occasional communication exchange with
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other robots. For this, a two stage pose graph optimisation is performed. The
pose estimation problem is represented as an optimisation problem that has
a quadratic objective and a relaxed version of this is solved to get a rotation
update estimation of all the robots. Then, the complete pose is obtained with
a Gauss-Newton iteration. The approach has the advantage that it doesn’t re-
quire an initial guess and can converge even when the initial trajectory estimate
is inaccurate. The resulting map estimates are quite accurate but the amount
of data exchanged is pretty high as point clouds are exchanged between the
robots.

Titus Cieslewski et al. identify the shortcomings in the previous meth-
ods to some extent and proposes better solutions [12]. The first optimisation
they offer is to make use of compact full-image descriptors that are generated
using NetVLAD convolutional neural network architecture. NetVLAD archi-
tecture performs significantly better than non-learnt image representations and
off-the shelf CNN descriptors and improves over current state-of-the-art com-
pact image representations on standard image retrieval benchmarks [3]. For
optimisation, it makes use of a decentralised pose graph optimisation method
that exchanges minimum data which is linear in terms of the trajectory over-
lap is used. In this case, the data exchange needed for place recognition is as
low as 2 megabytes. A fully decentralised visual SLAM method is proposed.
The architecture used in this algorithm is illustrated in Figure 2.3. This algo-
rithm makes use of both inter-robot as well as intra-robot measurements. The
novel contributions of their work is the decentralised visual place recognition
(DVPR) for obtaining place matches between robots, Decentralised Optimi-
sation (DOpt) for simultaneously updating the poses of multiple robots based
on constraints and the Relative Pose optimisation (RelPose) component that
is used to obtain the transformation matrix for describing the relative pose of
one of the robots with respect to another. These components have been imple-
mented in a distributed manner.
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Figure 2.3: The modules in the data efficient decentralised SLAM algorithm
[12]. The camera image sequence is used to generate the visual odometry (VO)
data and NetVLAD vectors. The VO data is used for SLAM while NetVLAD
vectors are used in DVPR for place recognition. RelPose is used to identify
the valid place recognition matches which are then fed to the DOpt module as
additional place constraints to update the poses of the agents involved.

The results state that the algorithm is quite data efficient. RelPose and
DOpt modules require high communication bandwidth as shown in Figure 2.4.
The RelPose data traffic can be reduced by reducing the number of dimensions
of NetVLAD and also if the overlap between the robot trajectories is less.
The pose estimates show a major improvement upon every RelPose and DOpt
execution. Overall, the average trajectory error (ATE) is roughly 4 metres
which is well below 1% of the overall trajectory length for KITTI dataset. The
results however depend on the dataset used for testing. The algorithm performs
poorly on STATA dataset [21]. This work has been used as a state-of-the-art
baseline for the development of this thesis.
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Figure 2.4: The data requirement on running the state-of-the-art system with
10 agents [12]. As seen from the picture, DOpt and RelPose operations are
the most data intensive while their DVPR algorithm implementation requires
less than 1MB of data.

2.2.4 Map-Merging
Map merging is the process of combining the individual map of an agent with
another agent/agents map. Themapmerging problemwas primarily addressed
by Fox et al. wherein the unknown environment is divided into frontiers and
the decision on the next area of exploration is determined with the help of the
global map [22]. The map-merging problem becomes involved when the ab-
solute pose transformation between the robots are unknown and only relative
pose transformations are available. Then, the maps need to be aligned and
shifted and scaled according to the relative transformation between the pair of
agents. Blanco et al. propose a map merging solution that takes into account
the uncertainty between the maps to be merged [5]. The published work deals
with the problem on unknown relative poses and uncertain relative poses and
proposes a modified RANSAC algorithm to compute a consistent set of feature
pairings [5]. Determining the right time of map merging is also essential to
prevent merging outdated or inaccurate maps. This problem is addressed by
Dinnissen et al wherein robots are trained using a reinforcement learning ap-
proach [18]. Carpin et al. proposes a map merging algorithm that makes use
of Hough spectrum matching and proposes a solution to the unknown relative
pose problem [8].

2.2.5 Communication Protocols
In a distributed system, it is very important to have an efficient communication
mechanism. Common communication protocols that could be applied in dis-
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tributed robot include Contract NET protocol and consensus based algorithms
amongst others [38] [6].

Contract NET protocol makes use of a negotiation process where the dis-
tributed agents assume the role of either initiators or participants. The method
is quite primitive and several improvements have been suggested by Smith
himself, such as, immediate response bids, directed contracts, request and in-
formation messages available node signals [38].

More recent improvement suggestions include:

• Citizen Approach: Considers the effect of agent deaths, fraudulent par-
ticipants/initiators and resource poaching [27].

• Contract Net with Confirmation Protocol (CNCP): Instead of making
the commitment in the bidding stage, the participant only commits at
the time of sending the agree message [28].

• Replace basic CNet primitives (Bid, Accept and Reject) with new ones
(PreBid, PreAccept, PreReject, DefinitiveBid, DefinitiveAccept, Defini-
tiveReject) [1].

However, the stability of the system using these communication protocols
is not guaranteed and more recent and better approaches are available. These
include consensus based algorithms such as consensus based bundled algo-
rithms and consensus based auction algorithms that make use of the concept
of market economy to select agents and compute the sequence in which the
tasks must be executed in order to reap maximum reward for the system [6]
[9] [20]. These offer several advantages such as robustness in handling large
teams of robots, convergence and optimality. Consensus algorithms are used
to converge on the task specific information before task allocation and then a
conflict free solution is sought i.e. no more than one robot is allocated any one
task [9] [20].
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Figure 2.2: Call for Proposal (CFP) and bidding mechanism in CNP [38]



Chapter 3

Method

The implementation of this thesis has been done over and above the state-
of-the-art work done by Cieswelski et al titled, DDF-SLAM: Data Efficient
and Decentralised SLAM [12] for which the code has been made available for
public use on Github. Their work and results have been used as the basis for
development, improvement and experimentation. The important components
of their implementation are, Decentralised Visual Place Recognition (DVPR),
Relative Pose Verification (RelPose) and Decentralised Optimisation (D Opt),
as shown in the Figure 2.3. Another primary component of their implementa-
tion was of visual odometry data generation using ORB-SLAM2. These parts
have been briefly described in the sections ahead and serve as the basis for un-
derstanding the additional contribution of this thesis work. This thesis work
implements a novel system for autonomous operation of individual agents and
additionally proposes a map merging component and finally brings together
the aforementioned components in a multi-agent architecture. Each of these
components and their interaction in the proposed multi-agent system are ex-
plained in detail within this section.

3.1 Overview
The overall operation flow is given in Figure 3.1. In brief, the system is imple-
mented with agent autonomy at the heart of it. An Environment class plays a
passive role wherein it initalises the agents with the necessary data and enables
them to interact with one another, much like a real world environment-agent
interaction. The agents make use of a set of governing rules to decide their
actions necessary for performing SLAM. These rules are introduced in the
Section 3.9. The agents interact with one another by means of Call for Pro-

21
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posals (CFP) and bids as shown in the Figure 3.1. This aspect is described
in the Section 3.8. The visual SLAM pipeline by itself is composed of indi-
vidual modules namely, decentralised visual place recognition (DVPR), De-
centralised Optimisation (D Opt), Geometric Verification (RelPose) and de-
centralised map-merging where the first three modules are adaptations of the
state-of-the-art implementation. Each of these modules are discussed in detail
in the coming sections.

Figure 3.1: The flow of operations in themulti-agent SLAM architecture. Dur-
ing initialisation, each of the N agents participating in the system are initialised
with the VO and NetVLAD data for the sequence of frames along their indi-
vidual paths. Then, as they progress from one frame to another (equivalent to
physically moving in the world), the agents engage in the operations described
(decision making, drafting proposals and submitting bids, DOpt, DVPR, Rel-
Pose, Map Merge) and proceed as shown in the diagram.
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3.2 Dataset
The decentralised visual SLAM system has been tested and evaluated on the
popular KITTI dataset and the CARLA dataset [24] [19]. Specifically, it has
been run onKITTI sequences 00, 05 and 08 since they are challenging and pro-
vide for testing and understanding the effect of the decisions taken in the devel-
opment of this system. The aforementioned sequences have been recorded in
an unknown environment, and are sufficiently long and contain loop closures
of significant difficulty. Furthermore, the ground truth data is available for
these sequences making them suitable for testing and development. The final
optimised system was further tested on a set of unknown sequences generated
using the CARLA simulator to evaluate the system on an unknown environ-
ment [19].

3.3 Visual Odometry Data Extraction using
ORB-SLAM2

For visual SLAMsimulation, development and testing purposes, ORB-SLAM2
is used to precompute the visual odometry data necessary for the remaining
steps. The original ORB-SLAM2 code is modified by attaching a call back to
the key frame creation function to store the visual odometry data associated
to that key frame. The entire image sequence is fed to the ORB-SLAM2 al-
gorithm with loop-closure disabled (so that, we get a continuous trajectory).
Upon completion of this step, 5 text files with the visual odometry information
are available as output. This information includes computed camera trajectory
for the key-frames, 3D poses of map-points and their corresponding ORB de-
scriptors and DBoW2 indices for each of the key-frames.

ForKITTI dataset, the visual odometry data is generated on one continuous
image sequence (results for sequences 00, 05 and 08 have been reported). In
order to use split this data for multiple agents for multi-agent SLAM, the entire
sequence is divided into N sequences, where N is the number of agents. In
order to ensure some continuity in the smaller sequences, there is a small over
lap of key-frames between them. In this implementation, the overlap is set to
either 3, 8 or 10 arbitrarily depending on the nature of the sequence and doesn’t
affect the performance of the system. On the other hand, for CARLA dataset,
seperate sequences were recorded from the same map for each of the agents,
thus, avoiding the need to split a single long sequence into multiple smaller
sequences like for KITTI.
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simW,O 4x4 identity matrix representing the world coordinates
to origin coordinates transformation, initialised with
identity if the world origin is unknown. This matrix
could be used to transform a given pose from local to
world co-ordinate system.

simO,C 4x4 rotation matrix representing the transformation of
agent’s pose from origin to local co-ordinates for the
corresponding key-frame

simCprev,C 4x4 rotation matrix representing the relative transfor-
mation between the previous and current pose of the
agent

netvlad The netvlad vector of specified dimensions for the cor-
responding key-frame

descs The ORB descriptor vector for the map-points present
in the key-frame

gtW,O The ground truth poses in world coordinates trans-
formed to origin coordinates. These correspond to the
image sequence obtained from the original dataset.

Table 3.1: Components of an agent’s state and physical explanation.

Each of the agents are initialised with each of the smaller sequences ob-
tained in the previous state. The visual odometry data associated with each
of the smaller sequences are stored as variables of an object that reflect the
state of the agent. The most useful variables amongst them and their physical
meanings are summarised in Table 3.1 and used in the explanations ahead.

3.4 NetVLAD feature extraction
In the next step, for each of the images in the image sequence, their correspond-
ing NetVLAD feature vectors that are descriptive of the image are extracted
by feeding the entire image as an input to a convolutional neural network with
saved weights. The network used here is vd16_pitts30k_conv5_3_vlad_preL2
_intra_white.mat [3]. For the set of key-frames appended to each of the agents,
the corresponding NetVLAD vectors are stored for use in the rest of the appli-
cations. These vectors are used to describe the features observed in the images
and are primarily used in the decentralised visual place recognition module.
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3.5 Decentralised Visual Place Recognition
(DVPR)

This is an essential component in the visual SLAM pipeline. The purpose
of this module is to identify whether to perform place matching for a pair of
agents or to perform loop closure for a single agent. By place matching for a
pair of agents, it means that the two agents have observed the same scene at
different points of time. Since it corresponds to the same scene, both the agents
in context must observe similar visual information. In other words, the corre-
sponding frame information recorded by both the agents for that scene should
be close enough. On the other hand, loop closure is checked for a single agent.
It refers to the situation in which an agent visits a place that it has already vis-
ited in the past, thus, the agents’ frames corresponding to these instants must
be similar. Two frames are said to be similar when the Euclidean distance
between the NetVLAD vectors of a pair of images is less than a predefined
threshold distance (similar to the state-of-the-art, set to 0.02 in the current im-
plementation). Higher the threshold distance, more false positives would be
detected. When a match is obtained between a pair of frames, relative pose
geometric verification (in short, RelPose) is invoked for the identified match
to determine if the match is valid or a false positive. In the geometric veri-
fication step, for each of the frames under consideration, the 3D poses of the
matching map points in the frames are triangulated and the number of inliers
(the number of common map points from the matching frames that satisfy the
triangulation) are determined. If the number of inliers exceeds a threshold, the
RelPose is said to be successful. The geometric verification executable returns
a similarity transformation matrix (simM,Q) that describes the geometric pose
constraint connecting the match and query frame. When the transformation
matrix, simM,Q, is multiplied with the match frame’s pose (simO,C), the cor-
responding query frame’s pose (simO,C) is obtained. Once an agent receives
a place match with another agent, they are then said to be grouped with each
other, indicating that they have received a valid place recognition match with
one another. These place match constraints are further executed in the Decen-
tralised Optimisation module.

So far, the sequence of steps leading to a valid place recognition has been
discussed. Given an agent that wishes to perform DVPR for its latest frame,
the approach adopted for selecting the agents to query differs in the state-of-
the-art implementation by Cieswelski et al and this thesis implementation [12].
The former employs the approach described in their previous work [13]. This
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approach involves the use of NetVLAD vectors and K-means clustering. The
entire feature vector space is clustered usingK-means clustering and the cluster
centers are assigned to each of the agents present in the system. Thus, when
a new frame is received by an agent (query frame), it determines which is
the closest cluster center to the query frame (i.e. least Euclidean distance)
and the query frame is forwarded to the agent corresponding to that cluster
center. This agent then identifies the closest frame it has and replies with it
while logging this data for future reference. If this agent does not contain the
matching frame, then using the past query information, it redirects the query
to the correct robot. Thus, a query NetVLAD vector needs to be sent to only
one or two (as in the second case) other robots, limiting the DVPR data traffic
considerably. However, there are several limitations of this method. Firstly,
the feature vector space should be quite generic, if it is not broadly applicable,
then assigning its clusters to agents wouldn’t offer significant improvement
in performance. Rather, it limits the flexibility and its utility becomes data
specific. The feature vector space for their work is derived from Oxford Car
Dataset while the method was tested on KITTI dataset [24] [32]. Another
striking drawback is that, during deployment, the features could be similar
to only a subspace of the trained vector space leading to a high load on the
robot containing this cluster. A solution to mitigate the load balance is training
several clusters per robot, however, this would reduce the utility of the method
by making matching and recall difficult.

Keeping these drawbacks in mind, to ensure optimal performance, this the-
sis implementation deviates from the previouslymentionedmethod and reverts
to the use of a simple approach of querying all the participating agents in broad
phase. When an agent wishes to perform DVPR for its latest frame, it simply
queries all the other agents in the system. Although this increases the data
consumption, it overall makes the system more flexible and robust. Several
optimisations have been introduced to make broad-phase querying function
with less data requirement and higher efficiency , the details of which follow
in Section 3.9. The key contribution that brings about this difference is the
proposed agent policy that determines when DVPR needs to be invoked and
the set of agents that need to be queried at that instant. Thus, DVPR is invoked
only when necessary and prospective candidates for matching are chosen prob-
abilistically to ensure higher chances of a successful place recognition match.
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3.6 Decentralised Optimisation
As an agent moves and its pose is updated, the pose estimates of the agent
are stored in the form of a pose graph, wherein the nodes of the graph rep-
resent the pose estimates (simO,C) and the links between them represent the
pose constraints between the successive poses (simCprev,C). Place recogni-
tion matches between a pair of agents poses an additional constraint (simM,Q)
between the corresponding poses for the matching agents while a loop clo-
sure detection introduces the constraint between a pair of frames for the same
agents. In the decentralised optimisation (DOpt) module, the complete poseg-
raphs of the agents involved are optimised simultaneously wherein the pose
estimates of all the participating agents are corrected by taking into account
all the pose constraints (simCprev,C) and place match constraints (simM,Q) up
to that point for all the agents involved. Decentralised optimisation is done us-
ing the distributed-mapper package. It is an implementation of the algorithm
described in Distributed Trajectory Estimation with Privacy and Communica-
tion Constraints: a Two-Stage Distributed Gauss-Seidel Approach [10].

For each of the agents, following three parameters are needed for the opti-
misation process.

• The continuous poses (simO,C) of the agents from the beginning until
the query/match frame.

• The pose constraints (simCprev,C) for the previously provided poses that
indicate the transformation between the consecutive frames.

• The geometric matching constraint (simM,Q) for the place recognition
matches that the agent has seen until then.

A key modification introduced in this thesis is regarding a decision made
as to whether all the grouped with agents (i.e. the ones who have received a
place match amongst each other) would undergo optimisation together or just
the query and match agent pair would undergo optimisation. The results pro-
duced in each of the scenarios are significantly different. When all the matched
agents are co-optimised in groups, the pose estimation is more accurate as the
number of constraints (that define the relative position of one agent with re-
spect to another) are higher. In this case, the absolute positions of the agents
can be deduced and they eventually merge to the ground truth estimates. This
is shown in Figure 3.3. However, when only peer-to-peer optimisation is done
based on a match from DVPR, the pose estimates of the matched pair, though
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accurate relative to each other, could be wrong with respect to other agents,
potentially making them wrong in the world reference system. This results in
inaccurate maps. This is illustrated in the Figure 3.2.

The idea of introducing a choice for the agents to either do peer-peer opti-
misation or co-optimise with all matched with agents is that, in a MAS, all of
the agents that are grouped with each other may not be willing to participate
in the optimisation process at once. Furthermore, in a practical system, the
agents’ information may not be available completely. In some cases, a group
co-optimisation doesn’t provide significant update of the pose estimates if it
is done repeatedly with only little new information. The data-exchange be-
tween the agents is also significantly high when all the grouped with agents
are involved in optimisation at once. Thus, an option of performing peer-to-
peer optimisation between the matched agents prevents redundancy and adds
additional flexibility to the agents.

Figure 3.2: Left: Plot of all the trajectories, Right: Plot of individual agent
maps. When optimisation is done only peer to peer. The relative positions of
the agents are correct while the absolute positions are off. In this figure, the
dotted lines indicate the ground truth of the agents’ trajectories while the black
dots correspond to places where two agents have obtained a place recognition
match

3.7 Map-Merging
Agents benefit by merging maps and communicating map information. This
feature has been added newly over and above the state-of-the-art. By combin-
ing maps, agents can increase their area of exploration without actually visit-
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Figure 3.3: Left: Plot of all the trajectories, Right: Plot of individual agent
maps. When optimisation is performed for a group of matching agents. This
has been depicted on KITTI 00.

ing the entire environment. Additionally, the agents can be informed about the
changes that occur within the environment. This would especially be useful
in an autonomous driving scenario where the environment is dynamic and the
cars will benefit from an early map updation.

The map merging algorithm works as described in Algorithm 1. An agent
that wishes to merge its map with another agent "buys" its frame information
until the point of merging. An agent is said to buy information because there is
an expense involved in this operation in terms of the communication overhead.
This includes the trajectory (the sequence of poses indicated by simO,C and
their relative transformations simCprev,C) and the map information (refers to
the sparse map produced in the visual odometry data extraction step) including
place matches (use of buying place matches would be discussed in the sub-
section 3.9.3. This is referred to as a sub-map. For an incoming map, first,
the receiving agent checks if it already has a copy of it. If so, it updates the
copy, else appends the incoming map as a new sub-map. The receiving agent
follows the same procedure before appending sub-maps from the selling agent,
as shown in Algorithm 1. Certain optimisations were introduced in the map-
merging algorithm and these optimisations would be discussed in Section 3.9.

3.8 Decentralised Multi-Agent Architecture
In the state-of-the-art implementation by Scaramuzza et al., the multi-agent
SLAM process is carried out in an centralised automatic manner without any
initiation from the agents [12]. In this thesis, the individual components de-
scribed previously (DVPR, D Opt, Map-Merging) have been implemented in
a decentralised multi-agent system (MAS) based on the Contract Net Protocol
[38]. In this system, there is no central deciding authority, rather all the agents
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Algorithm 1 Map Merging for an Agent
1: procedure MapMerge
2: selected_agents← Other agents whose maps are selected for merging
3: for agent in selected_agents do
4: top:
5: for map in stored_sub_maps do . Go through own

sub-map copies
6: if map_id == agent_id then
7: The agent’s map is already present, update the copy
8: else
9: Append the agent’s map newly
10: end if
11: if agent contains sub-maps then
12: Retrieve agent_id of the sub-map
13: go to top .Merge the agent’s sub-maps also
14: end if
15: end for
16: end for
17: end procedure

themselves are independent and autonomous and take decisions by themselves.
As described earlier, the entire system is divided into two primary sections,
Agent and an Environment. The Agent class contains all the variables, flags
and helper functions needed by an agent to store its information, draft propos-
als for other agents, process the responses received and invoke the necessary
operations. The Environment class is compact and powerless on the other
hand and is simply used to initiate the agents in the environment and deter-
mine when the system should be terminated. These classes are described in
greater detail in following subsections.

3.8.1 The Environment
The Environment performs only two functions, first, it is used for initialising
the agents and secondly for executing proposals and bids amongst the agents
in the system. This mechanism is explained in the Agent class. After the
proposal-bidding mechanism is over, the individual agent maintenance tasks
such as exploration or invoking optimisation or map merging with the respon-
dents is performed.
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3.8.2 The Agent
When an agent wishes to perform an operation involving another agent, it
should first create a proposal for the same by writing the necessary informa-
tion in the call for proposal and raising the active proposal flag. This proposal
is added to the pool of active proposals received from all the agents. In the
base system, as an agent explores and traverses new frames, it invokes DVPR
operation for its latest frame by involving all other agents in the system. Thus,
the corresponding proposal_0_CFP lists all of these agents. If there is a suc-
cessful place recognition match or a loop closure as a result of the previous
operation, the agent proceeds to decentralised optimisation (D Opt) for updat-
ing pose estimates. For this purpose, if it wishes to co-optimise with all the
grouped with agents, then its CFP (proposal_1_CFP) is sent out to all of them.
Else, if it wishes to engage in peer-to-peer optimisation, only the matched
agent will receive the CFP. The agent can further invoke map-merging based
on the satisfaction of certain criteria such as, successful DVPRmatch or recent
completion of decentralised optimisation and sends out proposal_2_CFP to its
recent match agent in order to obtain its latest map.

An idle agent goes through the pool of active proposals and inspects a
proposal from another agent if it has been mentioned in its call and decides
whether to submit a bid in response or not. In a bid, it includes its state infor-
mation that is necessary for the operation.

After this stage, the agent that created a proposal previously evaluates all
the bids it has received as responses and decides the best bid. Correspondingly,
with the involvement of the agreeing agent/agents, invokes the necessary op-
eration.

Every agent has to keep track of the operations executed, current state in-
formation, propose bids and evaluate the responses received from the other
agents.

3.9 Optimisation and Improvements
The decentralisedMAS discussed so far mimicked the functioning of the state-
of-the-art without an independent logic for each of the agents. For a fully func-
tioning decentralised MAS, it is important for the agents to be autonomous so
that they can make decisions of their own and act suitably based on the in-
formation they possess. Thus, suitable agent logic was formulated that would
make the MAS overall function in a more robust and efficient manner. The
functioning logic for the agents, the policies defined, procedures with respect
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to map merging and the motivation behind the decisions are elaborately dis-
cussed in this section.

3.9.1 Agent Logic
In order to make the agents autonomous, the agents must be able to decide
which operation must they undertake and define the parameters of the decided
operation based on the information they possess at that point. The agents take
these decisions based on a set of rules which become their source of logic and
reasoning. This logic could be commonly defined for all the agents or differ-
entiated for each of the agent depending on the agent’s purpose. In the current
implementation, all the agents use the same logic which is defined by the set of
rules described in Algorithm 2. This algorithm employs a minimisation func-
tion that tries to minimise the resources needed to be spent by the agent for
an operation in terms of needing information from other agents in the system
while maximising the potential reward that the agent could possibly get from
the operation. This is described by the last line of Algorithm 2.

The parameters that are determined by each agent before sending out a
call for proposal is the number of agents it must invite for co-optimising poses,
number of agents to request for a mapmerge and the number of agents it should
request for a place recognition match. These are represented by parameter1,
parameter2 and parameter3 respectively. Each of these parameters are as-
signed a weight based on whether they should be allowed to grow or diminish
and the optimal value of the parameters is found by minimising a cost func-
tion formulated using these weights. If an agent has an increase in its place
matches, then it must strive to perform optimisation with this new constraint
and further on perform map-merging, thus, the weights of parameter1 and
parameter2 are made negative in order to encourage a higher value selection
on this parameters. At this time, the number of agents selected for place recog-
nition matching should be lower to prioritise optimisation and mapping oper-
ations. Thus, the corresponding weight is made high and positive. Another
crucial bit of state information that is made use of in the decision making pro-
cess is the number of other agents that the agent in reference is grouped with
(an agent is grouped with another agent when they have received a place match
in the past). If an agent is grouped with several agents, then, it means that it has
received a high number of place matches and a high confidence of its global
position, thus, it should strive to perform optimisation and map-merging op-
erations. This is because, for an agent, for every unique place match with
another agent, it leads to unique confirmation of its position with respect to
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that agent, leading to increase in confidence of its global position estimate.
Thus, a high value of parameter1 and parameter2 are returned under such
a condition. On the contrary, when an agent doesn’t have an increase in its
place matches or isn’t grouped with several agents, then, it must strive to get
more place matches and this can only be done by strive for place recognition
matches through DVPR. Thus, parameter3, indicative of number of agents to
select for DVPR, is given a negative weight making it favourable and it obtains
a value close to the upper bound.

Since the minimisation function would ideally choose values close to the
lower bound for the parameters to minimise the cost function, it is impor-
tant to introduce a constraint on the least possible values of the parameters.
The lower limit of the sum of the parameters is imposed in the first constraint
as can be seen in Algorithm 3. The flag, pm_increase, indicates whether
there is an increase in place matches from the previous iteration or not. When
pm_increase > 0, parameters 1 and 2 (for optimisation and map-merging)
should be high and each of them should at least be equal to the number of
grouped with agents so as to ensure maximal optimisation and merging. This
limit can be seen in line 23 in the algorithm. However, when the agent is striv-
ing for more place matches, parameter3 should be high, thus, the lower limit
is made even higher and equal to the sum of number of robots in the system
(to accommodate a high value on parameter1) and a quarter of the grouped
with size (to accommodate non-zero value range of parameters 1 and param-
eter 2). Furthermore, it is necessary that map-merging follows pose estimate
updation through the D Opt operation. Thus, the number of agents chosen for
map-merging (parameter2) should always be lesser than the number of agents
selected for optimisation (parameter1). This is reflected by the second con-
straint in the system. Apart from using the parameter values to determine the
list of agents that must be included in each of an agent’s call for proposals, the
parameters are used while drafting bid responses. When an agent is studying
a proposal, it refers to these parameters to decide whether to participate in the
proposal and bid or not. If the number of optimisations allowed is only 2, then
the agent bids with peer-to-peer (only for 2 agents) rather than a group opti-
misations. The difference between the two methods was discussed in Section
3.6.

The minimisation function in this implementation makes use of SQSLP
method (sequential least-squares programming), originally implemented by
Kraft et al. [29]. It minimizes a function of several variables with any com-
bination of bounds, equality and inequality constraints. This method can even
handle the value infinity by representing it as a large floating number. It is
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suitable for the minimisation problem present here and is stable, thus, selected
for use in this thesis.

3.9.2 Selecting Agents for Place Recognition
In the previous section, the logic adopted to select the number of agents amongst
the pool of available agents at any point of time was described. However, the
method to select these agents was not discussed. Given the maximum limit on
the number of agents that can be selected for DVPR, the algorithm described in
Algorithm 4 is used to determine the individual agents that must be selected for
that operation. Initially, an agent assigns uniform probability selection for all
the other agents in the system (line 3). Then, it goes through the list of agents
it is grouped with and increases its weight so that these agents get picked with
a higher probability. This is described in line 6 of the algorithm. The idea
behind this decision is that if an agent has already been grouped with another
agent in the past, then, it means that their paths have overlapped at some point
in the past and could likely intersect again leading to a higher chance of place
recognition match. However, it is not necessary that the same set of agents
lead to a match again, thus, it is important to consider whether selecting these
agents could be more rewarding. For this purpose, first the result of the pre-
vious selection is used to decide whether selecting the agent again could be
useful. The NetVLAD distances for the previous matching cycle is stored by
the agents and every agent is ranked by how close was it the previous time.
The agent with the lowest distance is given the highest weight while the agent
whose NetVLAD vector was the least matching (leading to a high distance) is
given the least weightage. This is denoted by the distance_factor. However,
if the difference between the distances is arbitrarily small (for example, lowest
being 0.25 and highest being 0.3), then it means that all the agents proved to
be somewhat similar. The one with the highest distance needn’t have been a
very bad match as compared to the least distance one. Thus, going by just how
close was the agent’s NetVLAD vector to the agent in picture isn’t sufficient. It
is essential to take into account the difference between the highest and lowest
distance. Therefore, an additional index_factor is introduced to adjust the
weights of the agents according to the difference between their NetVLAD dis-
tance and the worst distance. This is described by lines 8-14 of the algorithm.
In spite of the above criteria for agent selection, it is possible that relevant
agents do not get included in the new pool. This is because, the agents could
move in random directions and encounter new agents that they have never en-
countered before. Thus, in order to ensure maximum coverage, agents that
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Algorithm 2 An Agent’s Decision Making Logic
1: parameter1← num. of agents for co-optimising with
2: parameter2← num. of agents to choose for map-merging
3: parameter3← num. of agents to choose for DVPR
4:
5: if place_match_change > 0 then
6: pm_increase = 1 . If there is an increase of place

matches from the previous iteration
7: else
8: pm_increase = −1 . If there was no increase of place

matches from the previous iteration
9: end if
10: if group_size_change > 0 then
11: group_size_increase = 1 . If there is an increase of grouped

with size from the previous iteration
12: else
13: group_size_increase = −1 . If there was no increase in grouped

with size from the previous iteration
14: end if
15: lower_bound = [0, 0, 0]

16:
17: upper_bound= [group_size+ 1, group_size, number_of_agents− 2]

weight_per_parameter = [−pm_increase− sqrt(group_size+ 1),

− pm_increase− group_size_increase,
pm_increase]

18: initial_parameter_guesses =
lower_bound+ upper_bound

2
19: function cost(guesses)

cost = guesses[0] ∗ weight_per_parameter[0]

+ guesses[1] ∗ weight_per_parameter[1]

+ guesses[2] ∗ weight_per_parameter[2]

return cost
20: end function

final_parameter_values = minimize(COST, initial_parameter_guesses,
bounds,constraints,method =′ SLSQP ′)
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Algorithm 3 Constraints for the Parameters in the Agent’s Decision Making
Logic
1: function constraint_1(guesses)
2: if pm_increase = −1 then
3: minimum = 2 ∗ group_size
4: else
5: minimum = number_of_robots+ group_size− 4

6: end if
7: return guesses[0] + guesses[1] + guesses[2]−minimum

8: end function
9:
10: function constraint_2(guesses)
11: return guesses[0]− guesses[1]

12: end function

were not selected in the previous pool should be polled again to determine if a
potential match occurs. Thus, agents not present in the previous pool are also
given a higher importance as described in line 8 of the algorithm. Once the
final weights of all the agents is determined, the weights are normalised to de-
termine the final probability of selection of each of the agents. This probability
distribution is then used to randomly sample the new agents pool.

3.9.3 Map Alignment
During the environment exploration process, the agents do not know each oth-
ers’ absolute positions and learn their relative positions with respect to each
other only if they have received a place match with one another in the past.
Thus, when an agent buys another agent’s map post a successful place match
recognition, then initially the newly obtained map would be correctly aligned
with respect to the agent. However, when the agent’s own position is updated
during an optimisation process, an old map that was placed with respect to its
previous position wouldn’t be correctly placed with respect to its new posi-
tion. It is essential that the agent’s maps are shifted and aligned according to
the agent’s own position updates to ensure consistency and accuracy until the
time that the agent explicitly updates the map from the original agent with the
new correct relative position between each other. The output of the alignment
procedure is illustrated in Figure 3.4. This simple map alignment procedure is
applied to move the maps along with the agent post an optimisation process.
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Algorithm 4 Selection Logic of an Agent for DVPR
1: N ← Number of agents in the system excluding the agent in context
2: for all agents do
3: weight =

1

N
. Initialising all the agents with uniform weight

4: end for
5: for grouped with agents do
6: weight := weight× 6 . Increasing the weights of

grouped with agents
7: end for
8: Nprev ← Total number of agents included in the previous selection
9: max_distance = maximum(previous_dvpr_result)
10: for previously_selected_agents do
11: index← Index of the agent in sorted list distances in previous result
12: index_factor = (Nprev−index)

Nprev

13: distance_factor = selected_agent_distance−max_distance
max_distance

weight := 4× index_factor×
distance_factor × weight

14: end for
15: for agents not in previously_selected_agents do
16: weight := 6× weight

17: end for
18: final_probability_distribution← normalised weights for the agents

selected_agents = random_sampling(final_probability_distribution,
replace = True)
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(a) (b)

Figure 3.4: Sub-figure (a) shows a section of an agent’s trajectory (represented
in yellow) and its sub-map’s trajectory (represented in brown) prior to applying
map alignment while sub-figure (b) has been obtained with the same set of
agents after applying map alignment procedure.

Sub-Map Consistency Check

During the map-merging stage, along with the sparse map information already
mentioned in Section 1, the place matches for corresponding frames included
in the map are also bought by the agent. In the sub-map consistency check,
for each of the sub-maps connected to the agent, the agent retrieves all the
place matches corresponding to frames present in the sub-map. If there is
a place match in the agent’s record, then this is used to check if the map is
correctly aligned with itself or not. This is done with the help of the similarity
transformation matrix TMQ obtained at the point of the place match, expressed
in Sim3 representation. A Sim3 transform matrix representation includes the
rotation transformation, linear translation and the scale of the transformation
as given in equation 3.1. For amatch and query frame pair in a successful place
recognition match, the matrix, TMQ, denotes the transformation that must be
applied to thematch frame’s 3D pose co-ordinates in order to retrieve the query
frame’s 3D pose co-ordinates. This relation is used for checking consistency.

For an agent, first, from the place match record, the match frame ID be-
longing to the agent or one if its sub-maps is retrieved. The corresponding
3D camera pose is denoted by TOM . Next, from the same place match record,
the 3D pose of the corresponding query frame ID for which this match was
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obtained is retrieved. This corresponds to a frame in the sub-map of the agent.
This is denoted byTOQ. These 3D poses are 4×4matrices which are composed
of the rotation and translation components of the pose as shown in 3.1. The
Euclidean distance of the x, y, z (translation components) of the two 3D poses
is computed as shown in 3.3 to determine how far away are the two 3d points
with respect to each other. If this value is below a threshold (arbitrarily cho-
sen as 100 metre), then, the two poses are quite close in 3D co-ordinates and
the sub-map needn’t be realigned with the original agent’s trajectory. Else, it
needs to undergo the alignment procedure. This is because, a query and match
frame pair corresponds to the observation of the same scene in the environ-
ment by the associated agents, the x, y, z position estimates for the matching
frame should be close. In other words,the Euclidean distance between the cor-
responding translation components of their 3D poses should be small (ideally,
0). However, due to the sensor noises, this value is always above zero.

T =


tx

R ty
tz

0 0 0 s−1

 (3.1)

R ∈ SO(3), t ∈ R, s ∈ R (3.2)

translation_distance = EuclideanDistance(tOM , tOQ) (3.3)

TOM ′ = TOM × TMQ
−1 × TOQ (3.4)

T t+1
OC = T t

OC × T t
rel. (3.5)

T t
OC = T t+1

OC × T t
rel.
−1 (3.6)

Now, based on the previous procedure, if it has been identified that a sub-
map needs to be aligned with the original agent’s map, then the first place
match connecting the frame from the agent’s map and the frame from the sub-
map is retrieved and the corresponding transformation matrix pair SimMQ is
used in the steps ahead. First, the transformation that must be applied to the
match frame pose TOM in the sub-map to transform it to the same point as
where it originally should have been with respect to the query frame’s pose
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TOQ in the agent’s map is obtained as shown in Equation 3.4. Then, this trans-
formation (TMQ) is applied to TOM point to transform to the agent’s query
frame’s local co-ordinates in order to align it with respect to the agent’s map.

Once the sub-map’s match frame is aligned, then the rest of its poses also
need to be aligned in order to maintain the consistency. For this purpose,
the relative transformation matrix (Trel) is used to continuously transform the
sequence of poses in the entire trajectory. The poses after the match frame are
transformed as shown in 3.5, i.e. the successive pose is obtained by applying
the transformationmatrix to the current pose. On the other hand, for the frames
before the match frame, their poses are computed using Equation 3.6 where
the current pose is multiplied with the inverse of Trel to retrieve the pose before
it.

Redundancy and Accuracy Check

The above mentioned transformations can also be used to identify and cancel
redundant map updation operations. For an incoming map, if there is already
a copy of it, then, redundancy and accuracy check is performed on it before
accepting the update. For the incoming map, the agent’s own corresponding
sub-map is used for the verification purpose. The sub-map’s frames that have
been place matched to the agent in the past are first checked for consistency
the same way as in Equation 3.3 with a lower threshold of just 5m. If all the
poses corresponding to these match frames are consistent, then it means that
the incoming map is the same as the agent’s old copy of the map. Thus, it need
not be updated. Note that, if the incoming map has new frame information,
then this is alone copied. Thus, avoiding redundant map updates.

Using the same procedure described above, if it is found that none of the
poses of the match frames are consistent, it means that the incoming map is
inaccurate or wrong and should be rejected as a place match condition must be
satisfied at all times. This is because, as described earlier, a place match means
that the agents whose frames have been place matched have physically visited
the same scene in the environment. So, the difference between the translation
components of their individual poses at the point of place-match has to be
small. In this way, the accuracy and consistency of the sub-map copies of the
agent are preserved.
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3.10 Metrics Computation
In a multi-agent system, since there is no common knowledge and every agent
has its own understanding of the environment, the convergence and stability
of the system needs to be critically analysed. For the purpose of testing and
evaluation of the system, it is necessary to identify useful metrics that help
recognise the strong and weak points of the system. In order to test the ac-
curacy of the visual SLAM system, the ATE (Average Trajectory Error) of
the individual agents and the average ATE of each of their maps is computed,
since this would directly correspond to the accuracy of the SLAM output. In
order to understand the effectiveness of the map exploration strategies, the
map-exploration percentage of each of the agents is calculated. Higher the
map-exploration percentage, more the map information exchange between the
agents and enhanced global knowledge of the agent. Finally, to determine the
data-efficiency of the MAS, the data-exchange involved in each of the major
operations that occur agents (DVPR, RelPose, DOpt, Map-Merge) is computed
at the end. The total data exchange is calculated in mega bytes. Ideally, the
data exchange should be as low as possible. The computation of each of these
metrics is shown as in Table 3.2.
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Metric Computation

Agents’ Original Trajectory ATE Average The final average of individual agent’s ATE

Agents’ Maps ATE Average The ATE of each of the agents’ map’s 2d pose trajectory is
calculated and averaged. Further on, this value is averaged
amongst all the agents in the system. This error is indicative
of the error of the map’s accuracy.

Exploration Percentage For each of the agents, the percentage explored is the length
of the agent’s own map and sub-maps combined in terms of
number of frames divided by the total number of frames in
the system expressed as a percent

DVPR Data Exchange For each agent, it is the sum of size in bytes of the NetVLAD
vectors it has received from the other agents. For the entire
system, it is the sum of each of the individual agents’ data
exchange.

RelPose Data Exchange For each RelPose operation, it is the sum of the size in bytes
of the descriptors and descriptors 3D poses of the query and
match agent participating in the operation.

Decentralised Optimisation Data Exchange This is obtained from the distributed mapper module which
provides the total data exchange between all the agents dur-
ing the optimisation operation.

Map-Merge Data Exchange For each agent, it is the size in bytes of the map information
received (such as simO,C , simCprev,C , Place_Match, descs)

Table 3.2: Evaluation Metrics and their Computation
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Results and Discussion

In this section, first, the state-of-the-art work is analysed and the results are
reported. The entire implementation was converted to resemble the function-
ing of a distributed multi-agent system. This stage is referred to as the default
system, which is discussed next. Then, the optimisations and enhancements
discussed in Section 3.9 were implemented to give rise to the optimised multi-
agent system. Python was the language of development. The Python program
was tested and run on Dell Inspiron Core i7 laptop with NVIDIA GeForce
940MX GPU with Ubuntu OS platform. The performance and stability of the
proposed default and the optimised multi-agent system will be studied as a
whole. The effects of each of the decisions taken in the design and develop-
ment of the system will be thoroughly analysed and evaluated in this section.
Two distinct datasets, KITTI and CARLA, are used for this purpose [24] [19].

4.1 State-of-the-art
The state-of-the-art by Davide Scaramazza et al. titled Data Efficient Decen-
tralised Visual SLAM was used as the baseline for comparison [12]. The re-
sults of their work on the KITTI 00 sequence shows that the ATE (average
trajectory error) for 10 robots settles around 4 meters which is well below 1%
of the total trajectory length. Furthermore, the data transmission requirement
of the individual components is quite low and well below 8 MB for each of
the individual components (DVPR, RelPose and D Opt). However, for the
purpose of decentralised optimisation of the poses of multiple agents simulta-
neously, the system assumes that the complete state information of the agents
involved would be available and all the agents would consent for the operation,
thus, overriding the individual autonomy of the agents. Also, the individual

43
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agents aren’t autonomous and the common running environment initiates and
terminates all the operations. Furthermore, in this system, while the individ-
ual agents build sparse maps of their environment, there is no combination of
map information in the form of map merging.

The use of k-means clustering of descriptors and querying for cluster match
amongst other robots as described by Scaramuzza et al [13] significantly re-
duces the data exchange needed for the place recognition process. However,
this method has several significant drawbacks of using while applying it on
general data [13], as already discussed in Section 3.5.

Results identical to what was reported could not be regenerated upon run-
ning the state-of-the-art code with the default parameter values. This could
be due to improper reporting or randomness present in the method in the data
sequence generation step. However, with a different set of parameter values
(mentioned as default in the publicly available code), the system has been run
on the same KITTI sequences (00, 05 and 08) and the results obtained have
been tabulated. For KITTI sequence 00, the reproduced results and the origi-
nally reported results vary significantly. The variation occurs in the reported
data exchange (which is nearly 30% less than the reported results). The com-
parison of the reported results and the obtained results is done in the Figure
4.1. Upon testing the system with sequences 05 and 08, with different num-
ber of agents, the results are uniform. The ATE of the connected component
varied between 7m and 40m, where the sequence 05 showed the least value of
7m approximately when run with 4 agents while most of the sequences had a
final connected component ATE around 20m. The data exchange was small as
well, with the maximum data requirement for an individual component in the
system being around 8 MB approximately. There is no reported map-merging
across the agents.

4.2 Default Multi-Agent System
The state-of-the-art system in the previous section has been represented as a
multi-agent systemwhere each of the agents are autonomous and communicate
with one another based on independent decisions resulting from sequential
proposals and bids. The place recognition method is broad-phase query unlike
the method used by David Scaramuzza et al [12]. Thus, in this system, the data
requirement for place recognition is high since an agent transmits its query
NetVLAD vector to all the other agents in the system for a match. The data
requirement increases with the number of agents in the system as can be seen
from the Table 4.1. For the sequence KITTI 00, the DVPR data requirement
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(a) Data transmission plot from the state-of-the-art [12]
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(b) Corresponding data transmission plot upon reproduction

Figure 4.1: Sub-figure (a) has been obtained from Scaramuzza et al [12] while
sub-figure (b) has been obtained upon reproducing the code for the same se-
quence KITTI 00 with 10 agents.

for 20 agents is greater than 60 MB. This is because, for place recognition, an
agent must receive the entire NetVLAD vectors from all the other agents that
it wishes to perform a place recognition match with (all the other agents in this
system in this implementation).

The data requirement for RelPose and DOpt is predominantly the same
as the state-of-the-art since there is no modification of the implementation of
these operations. The newly formulated functionality, map-merging provides
an interesting case. The operation is quite data efficient (under 3 MB for most
cases) indicating its feasibility and utility.

On the other hand, the ATE of the combined maps of the agents is quite
high as can be seen for KITTI 05 and KITTI 08 sequence mainly. Further-
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more, the map exploration percent of each of the individual agents is quite
low (mostly below 70%) indicating the inefficiency of combination. Also, the
combined maps are not consistent indicating that the order of buying and up-
datingmaps and the frequency of occurrence of these operations is not suitable
for efficient map building. This calls for deeper investigation into the cause of
the high trajectory error and low map exploration percentage of the agents.
This has been addressed in the optimised MAS and would be analysed in the
next section. An important aspect to be noted and studied in the results is the
high ATE of the agents as a general trend for all the sequences and number
of agents. The individual agents ATE predominantly depends on the ORB-
SLAM visual odometry data generation. Thus, an increase of the ATE in the
multi-agent system could indicate the absence of stability or convergence in
the system. The rapid fluctuation of the individual agents ATE has been de-
picted for in Figure 4.2 obtained by running the sequence KITTI 00 on the
MAS with 4 agents in the system. As can be seen from the figure, there is
huge jump in the ATE of the individual agents as well as their corresponding
maps whenever the agent undergoes an optimisation. Although the variation
is high, the final ATE is still quite low around 40m. The combined trajectory
maps and the individual agent map plots are shown in Figure 4.3.

In all the sequences, as the number of agents becomes lesser, the overlap
between the individual trajectories is less, leading to fewer place matches and
optimisations. However, for the case of 20 agents, the individual agent tra-
jectories would have higher overlap leading to better trajectory correction and
updation. Thus, the accuracy of the system is maintained and it is able to scale
well with the number of agents as can be seen from the results listed in the Ta-
ble 4.1, as the ATE for running the system on sequences with 20 agents is infact
lower than running with 4 or 10 agents. However, the map-exploration percent
is poor. It is important to mention here that the agents average ATE reported
here is however different from the connected ATE reported in the state-of-the-
art, thus, a direct comparison cannot be made. However, in some cases, both
could be identical. Connected ATE is calculated as follows: For every set of
agents that have received a DVPR match amongst each other, they are said to
be grouped with another. For every such group, the ATE is calculated and
the overall average for all the groups is calculated to determine the connected
ATE.
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ATE (m) Data Exchange (in MB)

Sequence Number of
Agents

Average
ATE for
Agents
Trajectories

Average
ATE for
Agents
Maps

DVPR RelPose D Opt Map-Merge Map Exploration %

KITTI00 4 44.82 40.79 31.12 2.54 0.443 3.05 72

10 76.21 89.27 46.65 2.52 0.303 1.95 35.57

20 38.11 74.45 63.81 2.98 1.288 2.441 44.85

KITTI05

4 43.82 119.1 8.548 1.726 0.073 1.662 63.95

10 212.25 150.32 19.55 2.03 0.228 0.99 59.75

20 125 19.33 23.76 1.909 0.3831 1.0626 31.04

KITTI08

4 254 1789.21 47.59 3.45 0.001 0.027 50.02

10 183.67 149.27 60.09 3.56 0.018 0.23 42.00

20 135.20 23.1 68.41 3.35 0.091 0.439 24.95

Table 4.1: Results obtained on the Default Multi-Agent System

4.3 Optimised Multi-Agent System
In the optimised multi-agent system, the agent logic described in the Algo-
rithm 2 has been applied to each of the agents so that they function indepen-
dently and take their own decisions regarding the number of agents that should
be contacted for place recognition matching and decentralised optimisation.
Furthermore, the consistency of combined maps is improved by using the sub-
map consistency check and alignment algorithms defined in subsections 3.9.3
in the method section of this report.

In themodified place recognitionmethod used here, during the broad phase
query search amongst the agents, an agent tries to match its latest 5 frames
NetVLAD vectors with the selected agents instead of simply trying to match
its latest frame. If an agent is simply checking the NetVLAD distances only
for the latest frame, then, a miss due to a high threshold for geometric ver-
ification could be costly for the place recognition process. If the incoming
NetVLAD vectors from other agents are matched with the latest 5 frames,
then the probability of place matching increases tremendously while ensuring
that the communication overhead is the same as before. Thus, the robustness
of the system post the introduction of the previously discussed optimisations
is maintained.
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ATE (m) Data Exchange (in MB)

Sequence Number of
Agents

Average
ATE for
Agents
Trajectories

Average
ATE for
Agents
Maps

DVPR RelPose D Opt Map-Merge Map Exploration %

KITTI00 4 57.12 59.81 30.141 8.27 1.84 3.27 71.3

10 499.51 588.73 37.06 9.305 1.68 7.38 90.1

20 34.85 76.38 63.81 2.98 1.288 2.441 95.2

KITTI05

4 60.57 39.79 7.447 5.157 0.556 3.7229 75.3

10 165.10 214.31 15.215 7.53 0.704 3.815 90.71

20 56.73 96.15 21.905 8.503 1.33 10.626 95.92

KITTI08

4 1018.6 2850.16 24 7.83 0.012 0.043 75.10

10 152.74 304.72 42.48 11.05 0.083 1.482 90.79

20 180.25 195.1 63.52 12.71 0.3101 3.081 44.95

Table 4.2: Results obtained on the Optimised Multi-Agent System

In an effort to improve the consistency of the merged maps and conver-
gence of the system, after the completion of exploration phase of the agents
and the execution of all the active proposals and bids, the agents sub-maps are
once again checked for consistency to determine if additional map-merging is
necessary. The optimised multi-agent system indeed improves upon the de-
fault MAS in certain metrics while it shows no improvement in others. The
results have been enumerated and listed in Table 4.2. The map merging shows
significant improvement from the default system (refer to Figure 4.3a) as can
be seen in Figure 4.4. The resulting maps for more tougher sequences KITTI
05 and KITTI 08 are seen in the Figures, 4.5 and 4.6. Further, the map explo-
ration percent for each of the sequence combinations shows more almost a 50
percent improvement. However, the DVPR data requirement is still quite high.
This problem is addressed by addressing a selection policy for agent selection
to reduce the number of agents necessary performing place recognition.
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4.4 Using selection policy for place recogni-
tion

In the previously discussed optimised multi-agent system, it was found that
there was no improvement in the data-efficiency front. For 20 agents, the
DVPR data requirement is quite high and it could potentially increase pro-
portional to the number of agents participating in the system. For an agent,
based on its own position in the world frame of reference and agents that it has
matched with in the past, some of the agents become more relevant and useful
compared to others, thus, eliminating the need to poll every other agent in the
system. Thus, the use of the selection policy (described in Sub-Section 4) for
choosing which agents to poll for place match becomes relevant. The use of
selection policy for the agents for place recognition match tremendously im-
proves the communication over head as there is a 50% reduction in the DVPR
data exchange. At the same time, there is no drop in the efficiency of the
system proving that probabilistic selection of most suitable agents gives good
performance and a significant improvement. The results in this case has been
listed in the Table 4.3. As can be seen from the table, for KITTI 00 sequence
with 20 agents, the data requirement dropped to 34.75MB as opposed to 63.81
MB in the optimised system. The rest of the data requirements remain nearly
the same. Another key observation is that the drop in data requirement be-
comes more pronounced with higher number of agents (10, 20) indicating its
usefulness in improving the scalability of the system.

4.5 Comparison of results
While the RelPose, DOpt and map merge data are somewhat comparable in
the 3 systems described earlier, the primary improvement in comparison to
the state-of-the-art is observed in the data exchange and map exploration met-
rics. The gain in implementing more effective DVPR data exchange policies
(system described in Section 4.4) becomes more prominent as the number
of agents in the system increases from 4 to 20 as can be seen in Figure 4.7.
Though the effect of the improvement policies is not consistent on the ob-
served ATE for the 3 systems, the map exploration % of the agents shows a
steady improvement while going from the default system to the optimised sys-
tem as shown in Figure 4.8.
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Figure 4.7: Plots of Data Exchange (MB) for KITTI 00 sequence for the De-
fault Multi-Agent System, Optimised Multi-Agent System and the Optimised
Multi-Agent System with Selection Policy for Place Recognition when the
number of agents are 4, 10 and 20 respectively

Figure 4.8: Plots of Map Exploration (%) for KITTI 00 sequence for the De-
fault Multi-Agent System, Optimised Multi-Agent System and the Optimised
Multi-Agent System with Selection Policy for Place Recognition when the
number of agents are 4, 10 and 20 respectively
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ATE (m) Data Exchange (in MB)

Sequence Number of
Agents

Average
ATE for
Agents
Trajectories

Average
ATE for
Agents
Maps

DVPR RelPose D Opt Map-Merge Map Exploration %

KITTI00 4 48.64 48.83 17.07 6.98 1.614 2.58 75.18

10 207.28 783.6 23.71 8.45 2.75 6.84 85.45

20 48.51 191.5 34.75 11.15 1.77 15.74 89.95

KITTI05

4 43.82 119.19 6.101 5.023 0.652 3.19 65.3

10 165.10 214.31 9.99 6.96 0.8 3.226 89.83

20 251.5 223.68 12.84 7.68 1.14 3.87 86.67

KITTI08

4 1018.6 1115.16 22.18 7.425 0.015 0.002 62.66

10 355.59 464.72 27.99 9.47 0.08 0.71 63.13

20 63.52 12.71 33.85 10.962 0.292 1.369 48.2

Table 4.3: Results obtained on the Optimised Multi-Agent System using Se-
lection Policy for Place Recognition

4.6 Testing the Optimised System with CARLA
data sequences

Additional to KITTI dataset, the system has also been tested on a dataset cre-
ated using the CARLA open source simulator. It is an open source simulator
developed for the purpose of autonomous driving research and can be used
to generate datasets with different driving environments, layouts and flexible
sensor suites [19]. The dataset used in this simulation is derived from 10 se-
quences generated from a predefined CARLA map shown in the Figure 4.9.
The system has been run with 10 agents where each of the agents run with a
sequence that has been generated at a specified starting point in the map in the
Figure 4.9. The real area of the map in the figure is 300m × 300m. The list
of agents and their starting points in the CARLA map has been enlisted in the
Table 4.4. Since the agents are moving in the same map, they cross each others
paths, communicate map information and merge their maps and have success-
fully explored the entire environment. The final combined trajectories of all
the agents is seen in Figure 4.10. The agents trajectories cover two-third of the
entire map in the original map in Figure 4.9. From the figure, it is seen there
is significant drift in the visual odometry estimate from ORB-SLAM2 which
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Agent Number Corresponding Starting Point
0 7
1 10
2 18
3 20
4 27
5 46
6 50
7 56
8 57
9 69

Table 4.4: Agent numbers and their starting points in the CARLA Map in
figure 4.9

is why the individual trajectories of the agents are not perfectly aligned. Fur-
thermore, certain overlapping sequences such as that of agents 1 and 4 do not
receive place recognition matches. This could be due to imperfect NetVLAD
vector settings (dimensions of the NetVLAD vector and threshold for a place
match to be valid). Despite this, the overall map-merging is successful. The
individual map copies of the agents are depicted in Figure 4.11. As can be seen
in the figure, the individually collected maps are quite consistent and contains
relevant information with respect to the agent. The total DVPR data exchange
between the 10 agents for traversing this map is only 48 MB, while the Rel-
Pose and DOpt data exchange is as low as 8 MB, indicating that the optimised
multi-agent system is efficient.
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Figure 4.2: The ATE variation with time for each of the individual agents and
their maps for KITTI 00 with 4 agents
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(a) Combined trajectory plots for KITTI 00 with 4 agents

(b) Individual trajectories together with sub-plots for each of the agents

Figure 4.3: The combined trajectory plots and individual trajectory plots and
maps of each of the agents running on sequence KITTI 00



CHAPTER 4. RESULTS AND DISCUSSION 55

Figure 4.4: Individual agent map copies for the sequence KITTI 00 with 10
agents after introducing map alignment and consistency check
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Figure 4.5: Individual agent map copies for sequence KITTI 05 with 4 agents
after introducing map alignment and consistency check
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Figure 4.6: Individual agent map copies for sequence KITTI 08 with 10 agents
after introducing map alignment and consistency check
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Figure 4.9: The actual CARLA map used to generate individual sequences.
The numbers in the red circles indicate the starting points
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Figure 4.10: The combined map generated from CARLA datasets using 10
agents for exploration
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Figure 4.11: The individual maps for CARLA with 10 agents



Chapter 5

Conclusion

5.1 Conclusion
In this work, we have proposed a novel multi-agent system for distributed si-
multaneous localisation and mapping (SLAM) in a generalised environment.
The system is completely decentralised wherein each of the agents are au-
tonomous and make independent decisions. The proposed system build upon
the state-of-the-art approach and addresses some of the drawbacks of the ex-
isting work. Each of the agents build their own map and correct their own
pose co-ordinates and verify the accuracy of their maps with the help of place
recognition matches with other agents present in the system. The agents com-
municate with one another with the help of proposals wherein the agents send
out proposals for the operation that they wish to perform together with the
specifications of the operation. For the active proposals, the interested agents
respond with bids to the agents and the best bid is chosen and executed.

A major addition is the proposed map-merging module that ensures that
the agents have updated copies of the map and this is additionally verified
by performing frequent map alignment and consistency check as discussed
in the Sections 1 and 3.9.3. Furthermore, a concise individual agent policy
has also been proposed. This enables the agents to easily process their state
information and make quick decisions regarding which operation it must do
and determining the agents that it must invite to participate for this operation,
as discussed in Section 3.9. The presence of these modules greatly improves
the practical applicability of the multi-robot SLAM system as the agents can
operate autonomously with limited communication and greatly benefit from
accurate knowledge of its environment.

The proposed has been tested on multiple datasets and evaluated for its

61
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performance on multiple fronts, such as, bandwidth requirements, stability,
consistency, scalability and map accuracy. In the multi-agent system, after
thorough experimentation, it has been found that the stability and convergence
is not guaranteed. Different runs of the same experiment could lead to signif-
icantly different results. Absence of a stability and convergence guarantee is
the primary limiting factor of the system.

5.2 Future Work
The seminal work on multi-agent based distributed SLAM for multi-robot sys-
tems has significant scope for improvement. The stability and convergence of
the multi-agent system could be addressed by implementing consensus based
algorithms [6] [9] [20] to ensure that the agents converge and agree upon their
estimate of the actual state of the system. Furthermore, the agents could pre-
dict each other’s behaviour to create better proposals and bids and increase
their chance of a successful proposal-bid execution. Based on the proposal re-
sponses, the agents could curate their future bids. The agents could also keep
track of their neighbors and find the shortest routes to the agents that they
wish to communicate with, in order to reduce the communication overhead
and latency. Additionally, the robustness of the system to discrepancies such
as data loss, delay or corruption would be worth investigating in the future.
Furthermore, the performance of the system and SLAM accuracy can further
be improved by fusing data frommore external sensors such as LiDAR or GPS
together with the camera input in the odometry phase of the visual SLAM
pipeline.
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