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Abstract
In this thesis a new fully automatic process for radiotherapy treatment plan-
ning with the Leksell Gamma Knife is implemented and evaluated: First, a
machine learning algorithm is trained to predict the desired dose distribution,
then a convex optimization problem is solved to find the optimal GammaKnife
configuration using the prediction as the optimization objective.

The method is evaluated using Bayesian linear regression, Gaussian processes
and convolutional neural networks for the prediction. Therefore, the quality
of the generated treatment plans is compared to the clinical treatment plans
and then the relationship between the prediction and optimization result is
analyzed.

The convolutional neural network model shows the best performance and pre-
dicts realistic treatment plans, which only change minimally under the opti-
mization and are on the same quality level as the clinical plans. The Bayesian
linear regression model generates plans on the same quality level, but is not
able to predict realistic treatment plans, which leads to substantial changes to
the plan under the optimization. The Gaussian process shows the worst per-
formance and is not able to predict plans of the same quality as the clinical
plans.
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Sammanfattning
I detta examensarbete implementeras och utvärderas en ny helautomatisk pro-
cess för strålbehandlingsplanering med hjälp av Leksell Gamma Knife: Till en
början tränas en maskininlärningsalgoritm för att förutsäga önskad dosmängd.
Med hjälp av den genererade prediktionen som optimeringsmål hittas sedan
en lösning på ett konvext optimeringsproblemmed syftet att hitta den optimala
Gamma Knife - konfigurationen.

Metoden utvärderas med hjälp av Bayesiansk linjär regression, Gaussiska pro-
cesser och neurala faltningsnätverk för prediktionssteget. Detta görs genom att
jämföra kvalitetsnivån på de genererade behandlingsplanerna med de klinis-
ka behandlingsplanerna. Slutligen analyseras förhållandet mellan prediktions-
och optimeringsresultaten.

Bäst resultat fås av det neurala faltningsnätverket som dessutom genererar
realistiska behandlingsplaner. De av modellen generade behandlingsplaner-
na förändras minimalt under optimeringssteget och ligger på samma kvali-
tetsnivå som de kliniska behandlingsplanerna. Även den Bayesianska linjä-
ra regressionsmodellen genererar behandlingsplaner på liknande kvalitetsnivå
men misslyckas med att generera realistiska behandlingsplaner, vilket i sin
tur leder till markanta förändringar av behandlingsplanen under optimerings-
steget. Av dessa algoritmer presterar Gaussiska processer sämst och kan inte
generera behandlingsplaner av samma kvalitet som de kliniska behandlings-
planerna.
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Chapter 1

Introduction

Cancer is one of the biggest public health problems. Currently, one in three
women and one in two men in the US develop cancer in their life and the num-
ber of diagnosed cases is still rising due to a growing and aging population [1].
To treat these cases, three main therapy options are available: chemotherapy,
surgery and radiation therapy. Radiation therapy is one of the most common
treatments and often used in adjuvant therapy after surgery, but can also be
curative for some tumor types [2].

One of the leading systems for radio surgery is the Leksell Gamma Knife,
with more than 70,000 patients treated annually and more than 700,000 treat-
ments at over 300 sites worldwide [3]. The latest Gamma Knife uses 192
low-intensity radiation beams generated by cobalt-60 sources. While a single
beam has a very low intensity and does not damage the tissue it passes through,
all beams intersect in a single focus point (iso-center), which leads to higher
intensity and cell-damage in that point (see Figure 1.1).

While the Gamma Knife can deliver very sharp and precise doses to the pa-
tient, finding the optimal treatment plan is a complicated task. The theoret-
ically ideal treatment plan would deliver the prescribed dose precisely to the
tumor, while at the same time avoid any high doses outside the tumor. But,
due to physical constraints, the ideal treatment plan is normally impossible
to achieve. The task of the treatment planner is thus to find a good trade-off
between the different goals, which results in a treatment plan close to the the-
oretical optimum.

1
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Figure 1.1: Leksell Gamma Knife: Gamma rays intersecting in a focus point
(based on [3])

1.1 Problem statement
While recent planning software supports the creation of new treatment plans,
it is still a largely manual process. Often fine-tuning of the parameters and sev-
eral iterations of the plan are required to find a treatment plan that is clinically
acceptable. The primarily manual process, the large amount of parameters
to optimize and the different objectives lead to a high level of variability in
the treatment plan quality. Thus, treatment plans differ substantially between
different institutions and planners [4]–[6] and can pose a serious risk to the
patient. Moore et al. [7] showed that these variations can lead to inferior plans
and increase the risk of radio-induced complications significantly.

In the following thesis a new fully automatic approach to the treatment plan-
ning process is introduced and evaluated. Themethod is based on a probabilis-
tic interpretation of the dose distribution and incorporates knowledge transfer
from previous treatment plans through machine learning techniques. It is im-
plemented and evaluated on a dataset of Vestibular schwannoma cases (see
Chapter 2.1), which is a benign form of brain tumors and one of the main
diagnoses treated with the Gamma Knife.

The proposed approach consists of two steps:
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First, a machine learning algorithm is trained on a dataset consisting of the
patient geometries (delineated tumor and organs-at-risk, see Section 2.2.1),
as well as the corresponding treatment plans (radiation dose in each voxel).
For a new patient the algorithm is able to predict the desired dose in each
voxel, only based on the geometric features of the patient. In the second step,
an optimization process tries to find the optimal Gamma Knife configuration
(ray position, irradiation time), using the predicted dose distribution as the
optimization objective.

Three different machine learning algorithms are evaluated, while the optimiza-
tion step remains the same in all cases:

1. Bayesian linear regression, as a simple parametric approach

2. Gaussian processes, to evaluate if a non-parametric approach can im-
prove the performance

3. Convolutional neural networks, since they allow to take spatial features
into account

1.2 Research question
This new method of automatic treatment planning raises two main questions,
which are addressed in the following report:

1. Howwell do the threemachine learning algorithms perform in com-
parison to the clinical plans? To be applicable in practice the generated
plans have to be on the same level as the clinical plans and take a similar
trade-off between treating the tumor and sparing the healthy tissue.

2. What is the relationship between the prediction and the optimiza-
tion result for the different machine learning methods? Ideally, the
predicted dose distribution is achievable in practice and takes a realistic
trade-off between treating the tumor and sparing the healthy tissue. This
would greatly simplify the optimization step and should lead to minimal
changes from the predicted to the optimized plan. On the other side, a
prediction with an unrealistic trade-off between the different objectives
would lead to substantial changes to the plan during optimization. Due
to these big changes the prediction becomes less useful and the opti-
mization result less predictable, while the whole burden of finding a
good trade-off is put on the optimization.
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1.3 Thesis outline
After discussing the details of the treatment planning process as well as the
necessary background for the new method in Chapter 2, the method and ex-
perimental setup will be introduced in Chapter 3. In Chapter 4 the results of
the experiments will be presented, while Chapter 5 will discuss the results and
answer the research questions. Finally, Chapter 6 will give a short summery
of the thesis.



Chapter 2

Background

In the following, the treatment planning process is examined in more details
and previous planning methods are reviewed. Then the different machine
learning algorithms, such as Bayesian linear regression, Gaussian processes
and convolutional neural networks with MC dropout are introduced.

2.1 Vestibular schwannoma
The dataset for the following experiments consists of several patient cases of
Vestibular schwannoma, a benign tumor of the myelin-forming cells of the
vestibulocochlear nerve with an annual incidence rate of around 19-23 per
million [8]. Its most common symptoms are unilateral hearing loss, tinnitus
and balance problems.

There are generally three possible treatment options: careful observation, surgery
or radiotherapy [9]. Since vestibular schwannomas are benign tumors and
tend to be slow-growing, current studies suggest to observe small vestibular
schwannomas (1.5 cm or less) [8], while for bigger or fast-growing vestibular
schwannomas treatment can be necessary. The treatment is, however, a com-
plicated task, since vestibular schwannomas are close to the brain stem as well
as the facial nerves (see Figure 2.1).

To treat the tumor, different surgical treatment options are available, that differ
mostly in the entry point to the brain. The benefit of the surgical treatment is
the very good tumor control rate (98.7% according to Maniakas et al. [11]),

5
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Figure 2.1: Vestibular schwannoma (marked in blue) in close proximity to the
brain stem and the facial nerves (taken from [10], licensed under CC BY 3.0)

while depending on the entry point, side effects are permanent hearing loss1
or the risk of permanent headaches.

Considering these side-effects, stereotactic radiotherapy with a device like the
Gamma Knife can be a good alternative. A recent meta-analysis [11] shows
that surgery and stereotactic radiotherapy have similar tumor control rates
(98.7% vs. 96.2%), but radiotherapy is significantly better in preserving the
patients hearing function. Especially for tumors with diameters less than 3cm,
stereotactic radiosugery can be the treatment of choice [12]. Finding a good
treatment plan is, however, a complex task, which will be discussed in the
following.

2.2 Radiotherapy planning process
The treatment planning process is split into two phases: First, the different
structures of the patient geometry are delineated, then based on that a treatment
plan for the patient is generated.

1Since hearing loss is a common symptom of vestibular schwannoma, that might not be
an issue for patients, that already lost their hearing.
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2.2.1 Structures
The first step in the treatment process is to define and delineate the relevant
structures in the patient geometry:

1. Tumors / Targets

2. Organs at risk (OAR)

Figure 2.2: Delineation of the tumor (green) and the brain stem (organ at risk,
red) of a vestibular schwannoma patient

Typically MRI or CT images are used to identify these structures. Then the
outlines of each structure are drawn on the different slices of the volume,
which results in 3-dimensional target and organ at risk volumes (see Figure
2.2).

In the case of vestibular schwannoma there is normally exactly one tumor (tar-
get) that will be treated.2 Since it is the structure that we want to radiate, it is
usually called the target.

On the other side, there could be multiple organs at risk (OAR). Organs at risk
are particularly sensitive structures, e.g. the brain stem, that needs to be spared
during the treatment, to avoid negative or fatal consequences for the patient.
While there can be a large amount of organs at risk only the ones closest to
the tumor are normally delineated. Structures far away from the target will
receive a low radiation dose, due to the sharp dose distribution of the Gamma
Knife.

The process is limited by the imaging quality and can also vary significantly
between different planners [13]. This might lead to inferior plans and unneces-
sary exposure to high radiation doses for the healthy tissue or the organ at risk.

2Vestibular schwannomas could occur bilateral, but normally only one is treated at a time.
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For the following thesis, however, we assume that the delineation is optimal
and reflects the ground truth of the patient geometry.

2.2.2 Planning objectives
The goal of the planning process is to find a dose distribution, that results in a
high-enough dose inside the target and at the same time exposes healthy tissue
to the minimum dose possible.

The radiation dose for the target has to be defined by the planner, while for the
organs at risk guidelines for the maximal radiation dose exist (e.g. Benedict
et al. [14]). Based on these dose limits, different metrics can be calculated
and are used as the objectives during the planning process. Some of the most
common ones are [15]–[17]:

1. Coverage: Coverage is the percentage of the target volume that receives
a dose greater or equal to the prescribed dose. It thus quantifies howwell
the tumor is treated.

2. Selectivity: Selectivity is the percentage of the volume exposed to a
dose above the prescribed dose that lies inside the target. It thus quanti-
fies how precise the dose is delivered to the target and gives an indication
how well healthy tissue is spared.

3. Dose-volume histogram (DVH): A dose-volume histogram describes
the percentage of a structure that is exposed to a certain dose. While
this is one of the main criteria during treatment planning today, dose-
volume histograms are hard to interpret and difficult to optimize (e.g.
Deasy [18]).

While the optimal plan would deliver the prescribed dose precisely to the target
(coverage of 1.0) and no dose to all other tissue (selectivity of 1.0) this is
technically impossible, due to the physical limitations of the Gamma Knife.
Instead the planning process aims to find the optimal trade-off that is very
close to the ideal plan.

2.2.3 Treatment plan
After identifying the relevant structures, the next step is to create the treat-
ment plan. For the Gamma Knife, a treatment plan consists of several shots,
which are a combination of an isocenter position, sector settings and collima-
tor settings. The isocenter defines the position of the shot within the patient
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Figure 2.3: Different beam shapes, due to different sector configurations (grey
sectors are blocked) (based on [19])

geometry and is the intersection point of different rays. The collimator setting
defines the radius of each ray, while 8 different sectors for each shot can be
blocked and thus allow to shape the dose (see examples in Figure 2.3). To cal-
culate the dose distribution for each shot, dose rate kernels Φisc are calculated,
which map the irradiation time tisc for each isocenter i, collimator c and sector
s to a dose distribution over the whole patient volume.

2.2.4 Inverse planning
With the introduction of the GammaPlan 10 software, the so-called inverse
planning algorithm [19] is currently the standard to create treatment plans for
the Gamma Knife. For the inverse planning algorithm, only the planning ob-
jectives need to be specified, while the mathematical optimization will find the
optimal treatment plan. The algorithm is split into two steps: the fill step and
the optimization step.

Fill step

The goal of the fill algorithm is to find initial shot positions (see Figure 2.4),
which will be optimized in the next step. In an iterative process, shots with
gradually decreasing sizes are positioned. Each shot is placed so that it touches
the target periphery, but at the same time does not overlap with previous shots.3
If no shot position can be found, the shot size is decreased and the process is
repeated. Thus, the target is filled from the surface inwards using the largest
shots possible.

3Each shot is a dose distribution and does not have clear boundaries. The shot size here
refers to the isodose line of the prescribed dose.
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Figure 2.4: Inverse planning algorithm: Fill step (based on [19])

Optimization step

In the second step, position, weight and collimator setting of each shot are op-
timized based on an objective function. The number of shots, however, does
not change during the process. The objective function incorporates coverage,
selectivity, gradient index4 and irradiation time, while the influence of the gra-
dient index and irradiation time is controlled by a user-defined weight factor.
Organ at risk sparing is only handled indirectly through the selectivity.

Since calculating the accurate dose (called standard issue maximum rate) in
each step of the optimization is too slow, translation invariance for the shots
is assumed. Thus, dose kernels for each shot are only generated for the target
center and then translated to the actual shot position.

Since the optimization problem is non-convex, simulated annealing is used to
increase the chances of finding the global maximum, but it is a slow process
and not guaranteed to find the optimal solution.

While the inverse planning algorithm provides a certain degree of automation,
the parameters of the objective function still need to be fine-tuned by a human
planner. Furthermore, due to its non-convexity the optimization problem is
hard to solve and there is no guarantee that the optimal solution will be found
[20].

2.2.5 Advancements in automatic treatment planning
Automatic treatment planning is an open research topic and several new ap-
proaches have been proposed to improve automatic treatment planning as well

4The gradient index is a measure for the dose fall-off (see e.g. Sjölund et al. [20]). Gen-
erally, a sharp dose fall-off outside the target is preferred, which means that the tissue around
the target receives a lower and faster decreasing dose.
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as identifying inferior treatment plans that need improvement. Very few of
them, however, allow a fully automated planning process. In the following,
the most relevant approaches will be introduced briefly.

Voxel-based optimization

As seen with the inverse planning algorithm in the previous section, the opti-
mization constraints are usually defined on the organ level: A prescribed dose
is defined and then the treatment plans are optimized to achieve this dose in
each voxel of the target.

There is, however, a trend towards a finer level of control, called dose painting
or voxel-based optimization. The idea behind dose painting is to specify con-
straints on the level of single voxels (e.g. 1x1x1mm cubes), which gives more
granular control over the treatment plan and allows, for example, to prescribe
a higher dose to a structure that seems to be more radio-resistant.

Zarepisheh et al. [21] establish a newmathematical framework for voxel-based
optimization, to prove that voxel-based optimization outperforms optimization
with organ-level constraints: They show that the Pareto surface for voxel-based
constraints contains the Pareto surfaces of all possible organ-level constraints,
independent of the used objective function. Thus voxel-based optimization
should find a plan that is at least as good as the ones found based on organ-
level constraints.

The downside of voxel-based optimization is, however, the explosion of pa-
rameters. Previously, there were few constraints comparable to the number of
relevant organs. Now, a dose and a weight factor for each voxel are needed
for the optimization. This leads to thousands of parameters that cannot be
controlled by a human planner anymore.

Knowledge base treatment planning

As described in Section 1.1, the main problem of the current treatment plan-
ning processes is the high variability in the quality of treatment plans, which
can pose a risk to the patient. The first category of approaches tries to reduce
that problem by finding similar cases in a database of existing treatment plans
and uses the old treatment plans constraints and objectives for the new patient
case.

Wu et al. [22] use a knowledge base of previous treatment plans to find desired
DVH objectives for a new patient. The overlapping volume between the target
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and the organ at risk is calculated and used as a similarity measure. Based on
that metric the most similar plan is extracted from the database and its DVH
objectives are used for a new patient. While this approach is an improvement
over current practice and the paper clearly shows how this speeds up the plan-
ning in a clinic setting, it is a quite low level of automation. Furthermore, the
overlapping volume is not a very accurate similarity measure and only useful
if the target and the organ at risk are very close.

Chanyavanich et al. [23] use a more advanced similarity metric based on a
birds-eye view on the data to find previous cases with similar contours. A
database of hundred prostate cancer IMRT cases from the Duke University
Medical Center is used. For each new case, the most similar case in the
database is detected based on a mutual information metric as the similarity
measure. Then the constraints and parameters from the database case are taken
and used in the planning process for the new patient. Good et al. [24] shows
that this approach can be successfully applied to transfer expertise between
different clinics. However, as Chanyavanich et al. [23] points out, this ap-
proach has certain limitations since the geometry between patients needs to
be very similar. This is especially limiting since the delineation of the target
volumes and the organs at risk vary between different institutes. Furthermore,
the constraints discussed here are formulated on the organ level, not for each
voxel.

Dose volume histogram prediction

While the previous approaches tried to find similar cases in a database, the fol-
lowing approaches apply machine learning to the problem. Based on previous
treatment plans a DVH is predicted for the new patient. These DVHs can be
used as a reference to judge the quality of newly created treatment plans.

Zhu et al. [25] try to predict a DVH for new patients based on target size, or-
gan at risk size and the overlapping volume histogram. Therefore, each DVH
is characterized by 50 points. Then the dimensionality of the DVHs is re-
duced from 50 to 2 using PCA [26]. Afterwards, support vector regression
(e.g [26]) is used to predict those two parameters based on the patient fea-
tures. Even though the results are promising, the prediction falls short since
very few assumptions about the data are made [27], furthermore the reduction
to 2 dimensions is questionable.

Appenzoller et al. [28] propose a two-step parametric approach to predict the
DVH for the organ at risk (OAR). For sub-volumes of the organ at risk, with the
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same distance to the target, parametric distributions are fit to the sub-volume
DVH. Then, based on the sub-volume DVHs, the total DVH is calculated.
Moore et al. [29] show that this approach is able to identify inferior plans in a
clinical setting. However, Munter et al. [27] argue, that the central assumption
of having a fixed parameterization for capturing all features is an unnecessary
restriction.

Instead, Munter et al. [27] choose a completely different way of predicting the
DVH. Based on the probabilistic interpretation of a DVH from Zinchenko et
al. [30], a machine learning algorithm is created. Kernel density estimation
is used to predict the DVH of an organ at risk, based on the signed distance
to the target as a feature. Therefore, the joint probability distribution of the
dose and the input data is learned based on the training data. From that the
conditional probability of the dose based on the input data can be obtained
directly and is used for predictions on new patients. From the predicted doses
a DVH can be calculated and then be used as a reference plan. This approach
is unique since it is the only one that allows a probabilistic interpretation of
its predictions. But, similar to previous approaches, only the prediction of the
DVH is obtained.

3D dose prediction

While most of the approaches try to predict a DVH, Shiraishi et al. [31] predict
a 3-dimensional dose distribution. Since DVHs do not retain spatial informa-
tion [16], 3D predictions can give more informative predictions and can lead to
better treatment plans. A two-layer neural network (e.g. [32]) is trained to pre-
dict the dose in each voxel separately [31]. The neural network uses up to 12
features, including the target volume and the distance to the target and organ at
risk as well as geometrical information about the patient setting, to predict the
dose [31]. The prediction is then used to compare the predicted plan with the
newly created plan and a decision can be made if the plan needs improvement
or is clinically acceptable. The limitations of this approach are that the neu-
ral network does not use spatial information directly, that handcrafted features
need to be created and that the prediction is only used as a reference and not for
creating a new treatment plan. Shiraishi et al. [31] propose in their conclusion
that their prediction can be used to create a new treatment plan based on an
optimization problem, but the details are left open to further research.
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Linear programming approach to inverse planning

To solve the problems of the current inverse planning algorithm (Section 2.2.4),
Sjölund et al. [20] proposed a new approach to inverse planning, which shares
a lot of similarities with the approach of this thesis.

As described in Section 2.2.4, the main issue with the previous inverse plan-
ning algorithm is the non-convexity. To solve this issue, the isocenter positions
for each shot are fixed and only sector-duration optimization is performed,
which leads to a convex optimization problem [20].

The method is split into three phases: Isocenter placement, optimization and
sequencing. First the isocenter positions are picked. Different approaches
for that can be chosen and are not described as part of the method. Since
the isocenter positions are not changed during the optimization process, it is
important to pick good positions from the start. A higher number of isocenter
positions can be picked and will result in a higher quality plan, but make the
optimization slower.

After picking the isocenter positions, sector-duration optimization is performed.
Therefore, the collimator configurations are not packaged into shots and for
each isocenter position, collimator and sector the irradiation time is optimized
separately. The optimization problem is convex and is solved by a standard
linear programming approach. To speed up the optimization the voxels are
subsampled, which is possible since the doses tend to vary smoothly between
different positions [20].

The results of the optimization are irradiation times tisc for each isocenter,
sector configuration and collimator setting. To carry out the treatment plan,
these irradiation times need to be combined into several shots, which is done
in the sequencing step.

While the method is a clear improvement over the previous approach, by defin-
ing the treatment plan generation as a convex optimization problem and han-
dling the beam on time better, it still requires the manual specification and
fine-tuning of the optimization constraints and is not a fully automatic ap-
proach to treatment planning. Furthermore, voxel based optimization is not
supported by the approach.
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2.3 Machine learning
For the proposed automatic treatment planning method, the dose distributions
for new patients are predicted by a machine learning algorithm. As we will see
in Chapter 3.2, a probabilistic prediction, with mean and variance, is required
for the optimization process. To predict the desired dose distribution, different
machine learning algorithms could be used, of which Bayesian linear regres-
sion, Gaussian processes and convolutional neural networks with MC dropout
will be introduced briefly.

Describing the different algorithms, the following notation will be used:

• x represents an observation and y the observation target.

• The training data is represented by D = (X, Y ) with X = {xn},
Y = {yn} and n = 1, ..., N .

2.3.1 Bayesian regression
A linear regression model is a model of the form:

p(y|X,w, σ) = N (y|wTX, σ2I) (2.1)

While the model itself is always linear in w we can model a non-linear rela-
tionship of the data by introducing new features Φ(x). This results in a model
of the form:

p(y|X,w, σ) = N (y|wTΦ(X), σ2I) (2.2)

For a fully Bayesian approach, a prior distribution over the parameters w is
introduced:

N (w|w0, V0) (2.3)

Which leads to following posterior:

p(w|X, y, σ) = N (w|w0, V0) · N (y|wTΦ(X), σ2I) (2.4)
= N (w|wN , VN) (2.5)
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with

wN = VNV
−1

0 w0 + σ−2VNΦ(X)Ty (2.6)
VN = V −1

0 + σ−2Φ(X)TΦ(X) (2.7)

We can then calculate the predictive distribution bymarginalizing overw:

p(y|x,D,w, σ) =

∫
N (y|wTΦ(x), σ2)N (w|wN , VN)dw (2.8)

= N (y|wTNΦ(x), σ2
N(Φ(x)) (2.9)

σ2
N(x) = σ2 + Φ(x)TVNΦ(x) (2.10)

2.3.2 Gaussian processes
Gaussian processes are a popular non-parametric method in Bayesian machine
learning. In contrast to parametric approaches, a prior probability distribution
over all functions is defined directly. This is possible since the evaluation of
the probability distribution can be limited to the input points of the training
data [26].

To define a Gaussian Process a zero-mean Gaussian distribution p(f |X) =

N (f |0, Knn) over all functions is used as a prior. The covariance matrixKnn

is constructed from a kernel function k(x1, x2) which measures the similarity
between two points in the training set. There is a large number of common
kernel functions, but for the here presented method linear, RBF and Matern
kernels [33] are the most relevant ones:

• Linear kernel: k(x1, x2) = xT1 x2

• RBF kernel: k(x1, x2) = exp
(
− 1

2
(x1 − x2)TΣ−1(x1 − x2)

)
• Matern kernel: Cν(d) = σ2 21−ν

Γ(ν)

(
√

2ν d
ρ

)ν

Kν

(
√

2ν d
ρ

)
For a more in-depth description of these kernels, see for example Murphy [33]
or Bishop [26].

In addition to the prior, a Gaussian noise model p(y|x) = N (y|f, σ2I) is used
in standard Gaussian processes. By integrating out the function value f the
marginal likelihood can be obtained:
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p(y|X, σ) = N (y|0, Knn + σ2I) (2.11)

A new prediction is made by:

p(y|x,D, σ) = N (y|Kxn(Knn + σ2I)−1y,Kxx −Kxn(Knn + σ2I)−1Knx + σ2)

(2.12)

The central step of a Gaussian process training is the inversion of the covari-
ance matrix (Knn+σ2I), which has the computational complexityO(n3) with
n the number of training samples. Once the matrix is inverted, the predicted
mean can be calculated with O(n) and the predicted variance with O(n2).
The computational complexity makes standard Gaussian processes unusable
for large datasets, but there are methods and approximations to reduce com-
putational complexity.

Sparse Gaussian processes

There are many approaches to sparse Gaussian processes (e.g. Snelson et al.
[34]), mostly based on the selection ofm pseudo input points. This results in a
reduced computational complexity ofO(n2m), but can lead to over-fitting and
does not give a rigorous approximation procedure, since there is no distance
between the exact and the modified model that is minimized [35].

Titsias [35] provides an interesting new approach: A variational formulation
is introduced that treats the induced points as variational parameters and infers
them together with the kernel hyper parameter. The parameters are selected
by minimizing the KL distance between the variational distribution and the
exact posterior. This reduces over-fitting and allows to approximate the exact
posterior distribution [35].

The detailed description of the method can be found in Titsias [35]. In short,
themethod optimizes the following lower bound for the log-probability log p(y),
which can be computed in O(nm2):

log p(y) ≥ logN (y |0, Qnn + σ2I)− 1
2
σ−2tr(Knn −Qnn) = FV (Xm)

(2.13)
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WhereQnn is an approximation to the real covariance matrixKnn:

Qnn = KnmK
−1
mmKmn (2.14)

While the inducing points could be selected through gradient-based optimiza-
tion, this can be difficult in high dimension spaces and not all kernel functions
might be differentiable under the input. In these cases, an EM-like algorithm
can be used instead. In the first step, an inducing point is selected greedily from
the training data, then the hyperparameters (σ2, θ) are optimized. In contrast
to previous methods, like SPGP [34], FV (Xm) increases monotonically with
each new inducing point and thus the method converges reliably. For more
details about this method see Titsias [35] and Titsias [36]

2.3.3 Convolutional neural networks
Convolutional neural networks (CNNs) are a special kind of neural networks
for processing data with grid-like properties, for example images (2d pixel
grids) [32]. In contrast to classic feed-forward networks, CNNs use special
convolutional layers instead of fully connected layers.

Fully connected layers use matrix multiplication between the input and the
weight matrix describing the interaction between each input and output unit.
Thus, each input interacts with each output, which results in a big weight ma-
trix and high computational complexity.

Convolutional layers on the other side assume sparse, local interactions be-
tween the input and output. A small weight matrix (often called a filter) is
applied to all sub-regions of the input (see Figure 2.5). This greatly reduces
memory consumption and computational complexity. In addition, the lower
number of weights, shared for different input features, also reduces the risk of
over-fitting the data. Usually, several different filters are applied in one convo-
lutional layer, which adds a new dimension to the output. Convolutional layers
can also be combined with different kinds of activation functions and are often
used together with different layer types, including fully connected layers and
dropout layers, which we will discuss in the following.

Activiation functions

To introduce non-linearity into a neural network, a wide range of activation
functions can be used. Common activation functions are for example:

• Sigmoid: 1
1+e−x
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Figure 2.5: Applying a convolutional filter (based on [32])

• tanh: tanh(x)

• ReLu: max(0, x)

Dropout

Dropout layers are a simple and computationally inexpensive way of model
regularization. For each training step, a bit-mask is sampled with a given prob-
ability, that defines which hidden units should be disabled for the next training
step. This can be interpreted as training an ensemble of all subnetworks, that
can be formed by removing non-output units from an underlying base network
[32].

As we will see in the following, dropout layers are also useful to quantify
model uncertainty and to get a probabilistic prediction.

Dropout as a Bayesian Approximation

Neural networks normally do not capture the model uncertainty and their pre-
diction is just a point estimate, not awell calibrate probability.5 While Bayesian

5The softmax output of a neural network is sometimes wrongly interpreted as a probability,
but it is not well calibrated.
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neural networks offer a solution to that problem, their implementation is com-
plex and comes at a high computational cost [37].

Gal et al. [37] offer an alternative approach using dropout as a Bayesian ap-
proximation, often referred to as MC dropout. They show that a deep neural
network with dropout and L2 regularization can be interpreted as an approxi-
mation to a Gaussian process. To extract the mean and variance from a model,
we predict values for the same input data for T times, keeping the dropout lay-
ers active during prediction. Due to the dropout the predictions are different
in each iteration and we can then calculate the mean and the variance on these
predictions, as following:

E(y) ≈ 1

T

T∑
t=1

ŷt(x)

Var
(
y
)
≈ τ−1ID

+
1

T

T∑
t=1

ŷt(x)T ŷt(x)

− E(y)TE(y)

withx being the input value and ŷt(x) being one prediction using dropout.

Themodel precision τ can be calculated based on the dropout probability p, the
L2 weight decay λ and the prior-length scale l, where the length-scale is a user-
specified value capturing our belief over the function frequency [38]:

τ =
pl2

2Nλ
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Methods

The method follows the idea from Sjölund [39] and interprets the treatment
plan in a probabilistic way. In contrast to previous approaches (see Section
2.2.5), the goal is not to find a similar plan in terms of DVH, but the statistically
most similar dose distribution to a set of reference plans.

The whole process is split into two steps, which we will discuss in the follow-
ing:

1. Prediction: In the first step, a machine learning model is used to predict
the desired dose distribution P (Dnew|Xnew) for each new patient based
on a set of patient features Xnew. Therefore, different machine learning
models (Bayesian linear regression, Gaussian processes and CNNs) will
be trained and evaluated on a dataset of previous treatment plans.

2. Optimization: Based on the prediction an optimization problem is for-
mulated to find the optimal GammaKnife configuration (irradiation time
for each isocenter, collimator and sector), which results in a treatment
plan close to the predicted one. While this step could be computationally
heavy, using certain assumptions for our prediction (voxels are indepen-
dent and voxel doses follow a Gaussian distribution), results in a convex
optimization problem.

3.1 Prediction
To predict the dose distribution for a new patient, a variety of different ap-
proaches can be used. In the following Bayesian regression, Gaussian Pro-

21
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cesses and convolutional neural networks will be used to predict the dose dis-
tribution.

The following restrictions are applied to all models / predictions, so that the
optimization problem in the second step is convex (see Chapter 3.2):

1. Doses in each voxel are independent of each other.

2. The dose distribution in each voxel follows a Gaussian distribution.

3.1.1 Dataset
To train these models, a training set of reference plans is required. While
the method could be applied to a variety of tumors and different radiotherapy
methods, the available dataset was limited to vestibular schwannoma cases,
treated with the Gamma Knife.

All models are trained on the same dataset consisting of 22 cases of vestibu-
lar schwannoma, which were randomly selected from all treatment plans of a
single clinic. All of the plans are approved clinical plans and thus follow com-
mon quality standards.1 Each case consists of exactly one target, the vestibular
schwannoma, and one organ at risk, the brain stem. All cases are clinical cases,
with reference plans created by doctors and the same prescribed dose of 13 Gy.
This is important for the machine learning algorithm, since the current imple-
mentation does not consider the prescribed dose as a feature and thus might
not be able to generalize to different diagnoses and prescribed doses.2

In all cases the following matrices are provided, to represent the patient ge-
ometry as well as the clinical treatment plan. Each matrix has a 1x1x1mm
resolution and is cropped to the target and organ at risk. Since the tumor and
organ at risk size vary between the different cases, the matrices have different
sizes for the different patient cases:

1. Target matrix: The binary 3-dimensional matrix consists of 1 in each
voxel that is part of the target.

1While the plans are approved clinical plans and thus follow certain quality standards,
the plans have not been reassessed to make sure that they are optimal. Ideally, the dataset
would consist of optimal treatment plans, that have been created and verified by a group of
experienced doctors.

2Since the prescribed dose and the trade-offs can differ significantly between different
diagnoses, it is unlikely that a single model can generalize to all these cases. Different models
for different diagnoses are more likely to yield good results.
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2. OARmatrix: The binary matrix contains 1 in each voxel that is part of
the organ at risk.

3. Clinical plan (Dose): This matrix contains the final dose distribution
of the clinical plan. Each voxel consists of a floating point value for its
dose in Gy.

4. Dose rate kernels: For the optimization dose rate kernels are provided
for each shot.3 These kernels allow to calculate the dose distribution
based on the irradiation time. The shot positions are taken from each
clinical plan. The number of shots varies for different cases. In the pre-
processing, all shots are combined into a single matrix Φ, which allows
to translate the irradiation time t into the final dose distribution (see
Section 3.2.1).

3.1.2 Features
As we can see in Figure 3.1, there is a strong relation between the distance to
the target and the dose. Munter et al. [27] achieved good results predicting the
dose distribution in the organ at risk, only using the distance to the target as a
feature. But since wewant to predict the dose for the whole patient volume, the
distance to the target and organ at risk are used. Both distances are calculated
as signed values, where negative values indicate that the point is inside one of
the volumes.

In previous research several other features were proposed, e.g. the size of the
tumor (see Shiraishi et al. [31]), but most of these features are per patient, not
per voxel. Since the training data set was limited to only 22 patient cases, the
features were restricted to those on the voxel level.

3.1.3 Linear regression model
Linear regression is the simplest of the three models and a fast way to predict
a dose for a new patient. Since we assume independence between each voxel,
the model takes the distance to the target and the organ at risk for one voxel
and predicts a probability distribution for the dose of that specific voxel. Thus,
each patient can be seen as a set of training samples

(X,D) = ((x0, ..., x(N)), (d(0), ..., d(N)))

3Since the dataset consists of clinical GammaKnife treatment plans, the dose rate kernels
can be extracted from the plans.



24 CHAPTER 3. METHODS

Figure 3.1: Target distance vs dose (the red line would be a linear fit of the
data), plotted for one case of the training dataset.

where x(i) = (x
(i)
0 , x

(i)
1 ) represents the distance to the target and the organ at

risk for one voxel and d(i) the corresponding dose. This gives us a fairly large
training set even though we only have 22 patient cases. By using the distance
to the target and the organ at risk as a feature, the regression model receives
some basic spatial information for each voxel.

Figure 3.1 clearly shows that the relationship between the distance and the
dose is non-linear, therefore simple regression models fail to predict accurate
dose distributions. Given the steep increase of the dose inside the target, which
the regression model cannot capture, together with the large number of points
outside the target with a dose close to 0, the model gets very biased towards
low doses and is not able to predict doses close to the prescribed dose.

To allow a linear model to fit the data, the features are first log transformed and
then a polynomial is fit to the data by introducing polynomial features.

Initial experiments showed that assuming non-linear dependencies between
the target and organ at risk distance does not increase the quality of the fit.
Thus, only linear dependency between the features were used, defining the
model function as follows:

f(x) =
N∑
d=0

Wd · Φd(x)
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with:

Φd(x) = (log x)d

3.1.4 Gaussian process model
Model

For the Gaussian process model, the same dataset as for the linear regression
model is used. The doses are predicted for each voxel separately, using the
target and organ at risk distance as a feature.

In contrast to the regressionmodel, theGaussian processmodel is non-parametric
approach and no base functions need to be selected. Only a kernel function
needed to be chosen.

Given the strong and monotonous relationship between distance and dose, pe-
riodic kernels could be excluded, while Linear, RBF and Matern kernel (see
Section 2.3.2) are the most promising choices. Linear kernels led to very bad
results similar to the simple regression models. This might be due to the same
reason: the relationship between distance and dose is not linear and a linear
function is not able to fully capture that relationship.

RBF and Matern kernels showed very similar performance and surprisingly
different parameterizations of the kernels did not lead to substantially different
results. While more complex combinations of kernels might lead to different
results, this was considered out of scope for this comparison of methods. Thus
a simple RBF kernel, with the default variance of 1.0, was chosen as the final
model and used for the experiments.

The Gaussian process model was implemented using the Sparse Gaussian pro-
cesses introduced by Titsias [35] (see Section 2.3.2). Unfortunately, even the
Sparse Gaussian process was not able to handle the dataset size and the data
had to be down-sampled.

Sampling

To speed up the training process, different sampling strategies were evaluated,
ranging from simple random sampling to more advanced sample techniques
that take the delineated structures into account.

For the final approach, the dataset was subdivided in 3 different datasets: Points
inside the target, points inside the organ at risk and points around target within
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a fixed distance. Then a fixed amount of samples is drawn from each subset
and used for the training.

This approach gave the best results and also makes intuitively sense: Points
inside the target are the most relevant, since it is the area we want to achieve
a certain dose (above the prescribed dose). Points inside the organ at risk on
the other side are relevant because we have the goal to achieve a very low dose
in these points. The points around the target are in the area where we have
the trade-off between coverage and selectivity. Given the relatively steep dose
downfall for the Gamma Knife, points outside these structures (with a certain
distance to the target) receive a dose close to zero and do not show any relevant
patterns to the algorithm.

For the experiments, 1000 points in the target, 1000 inside the organ at risk
and 2000 points in a 4 cm radius around the target were chosen.4

While sub-sampling was a necessary step for the training process, predictions
are significantly faster. Thus, the model is able to predict the dose for all voxels
inside patient geometry. No interpolation of the prediction results was neces-
sary and the predictions can be compared directly to the ones of the regression
and CNN model.

3.1.5 CNN model
Features

In contrast to the two previous approaches, the CNN model is able to take
spatial information into account directly. As such, the CNN model is the only
approach here that uses a slightly different training set.

Instead of using each voxel as a separate training sample, we slice each patient
volume into 2d images and use these images as training samples. The binary
matrices for the delineated target and organ at risk could be used directly as
an input to the algorithm since the convolutional filters can extract the spatial
information. But using the distance to target and organ at risk as an input to the
algorithm gave slightly better results, required less epochs to train and makes
the algorithmmore comparable to the two previous approaches. Thus the input
to the CNN is a stack of two 2d images - one for the target distance and one
for the organ at risk distance, where each pixel in the image contains the organ

4Selecting a higher number of samples is likely to increase the model performance, but
was not computationally feasible.
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Target

Organ at risk

Distance martices (41x71)Delineated structures (41x71)

CNN input (41x71x2)

Figure 3.2: CNN features: Target and organ at risk masks are converted to
distance matrices and stacked

at risk and target distance for the corresponding voxel (see Figure 3.2). The
output of the CNN are doses for each voxel in the 2d image slice.

Architecture

5 conv filters (3x3)

5 conv filters (3x3)

10 conv filters (3x3)

10 conv filters (3x3)

5 conv filters (5x5)

5 conv filters (5x5)

10 conv filters (3x3)

10 conv filters (3x3)

10 conv filters (3x3)

10 conv filters (3x3)
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ReLU / Dropout

ReLU / Dropout

ReLU / Dropout

ReLU / Dropout

ReLU / Dropout

ReLU / Dropout

ReLU / Dropout

ReLU / Dropout

ReLU / Dropout

ReLU / Dropout

Figure 3.3: CNN architecture: The network only contains convolutional lay-
ers. Each hidden layer is followed by a ReLU and a Dropout layer.

The architecture consists of 11 convolutional layers, each one followed by a
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ReLU and a dropout layer (see Figure 3.3). The architecture of the CNN was
restricted to only convolutional layers, to allow the model to deal with different
input sizes. This is very relevant for this use-case since the image (volume)
size differs significantly between different patients and the images cannot be
rescaled in a reasonable way: The dose depends on the tumor size and the
distance to the tumor and the organ at risk. To make all the cases comparable,
each patient case uses the same voxel size. In case of rescaling, the size and
distance information would not be comparable anymore.

Table 3.1: CNN architecture in comparison to a similar architecture using
fully connected layers, assuming an input image size of 160x160: The CNN
consists of 6781 weights, while the fully connect network would need to train
about 406 Billion weights.

CNN Fully connected
Filter Depth Number No. weights Input Output No. weights
3x3 2 5 95 160x160x2 160x160x5 6.5B
3x3 5 5 230 160x160x5 160x160x5 16B
3x3 5 10 460 160x160x5 160x160x10 33B
3x3 10 10 910 160x160x10 160x160x10 66B
5x5 10 5 1255 160x160x10 160x160x5 33B
5x5 5 5 630 160x160x5 160x160x5 16B
3x3 5 10 460 160x160x5 160x160x10 33B
3x3 10 10 910 160x160x10 160x160x10 66B
3x3 10 10 910 160x160x10 160x160x10 66B
3x3 10 10 910 160x160x10 160x160x10 66B
1x1 10 1 11 160x160x10 160x160x1 6.5B

The second benefit of a convolutional layers over fully connected layers is the
reduced number of weights - 6781 in our case (see Table 3.1). Less weights
make it more likely that the model is able to learn their correct value from our
limited training data. Fully connect layers also tend to overfit quickly [40], a
risk that is very prevalent if you have few training samples but train for a large
number of epochs.

To generate a continuous output, the last layer consists of a single 1x1 convo-
lution, to reduce the different channels to one value.

To get a probabilistic result, MC dropout is applied (see Chapter 2.3.3). There-
fore, each layer is followed by a dropout layer and the network is trained using
L2 regularization.
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Training

The training is performed as supervised training using the Adam optimizer
[41] and L2 regularized mean square loss. The hyper-parameters for the MC
dropout were picked based on a cross-validated grid search using mean square
error as the decision metric, which resulted in the following final parame-
ters:

d = 0.13

τ = 0.3

l = 0.01

with d being the dropout probability. τ and l are defined according to the MC
Dropout (see Section 2.3.3).

Predictions

To get a probabilistic prediction, 100 predictions are performed on each pa-
tient and the mean and variance are calculated according to the MC dropout
approach (see Section 2.3.3). As for the previous models, independence be-
tween the voxels is assumed and thus the mean and variance is estimated for
each voxel separately.
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3.2 Optimization
The goal of the optimization is to find configuration parameters for the Gamma
Knife that results in the plan with the highest probability under our predicted
dose distribution p(D|X).

3.2.1 Isocenter placement and dose rate kernels
Similar to the inverse planning algorithm (see Section 2.2.4), the isocenter
positions are held fixed during the optimization. Since the isocenter placement
is not the main focus of this thesis, the isocenter positions from the reference
plans were reused, removing one source of variability. For different strategies
for automatic isocenter placement, see for example Ghobadi et al. [42] or Wu
et al. [43].

The optimization is performed as sector-duration optimization, similar to Sjölund
et al. [20] (see Section 2.2.5). Thus, for each isocenter position i, collimator
c and sector s the radiation time is optimized separately. Then the dose distri-
bution can be calculated by:

D =

Niso∑
i=1

8∑
s=1

3∑
c=1

Φisctisc (3.1)

Reshaping all dose rate kernels Φisc into a single Niso × 24 matrix Φ as well
as all irradiation times tisc into a vector t, the dose calculation can be defined
as matrix multiplication:

D = Φt (3.2)

3.2.2 Optimization problem formulation
Through the previously trainedmodel, a probability distribution p(Dnew|Xnew)

can be obtained for the new patient based on his features Xnew.

By assuming that the dose di for each voxel follows a Gaussian distribution
with parameters θi, which is independent from all other voxel doses, we can
write:5

5Each Gaussian distribution only depends on the distribution parameters θi, which incor-
porate all relevant information from Xnew.
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p(Dnew|Xnew) = p(Dnew|Θnew) =
∏
i

p(di|θi) (3.3)

Given the irradiation time t for all isocenters, collimators and sectors each
voxel-dose di can be calculated using the dose-rate-kernel Φ:

di = (Φt)i (3.4)

Using the independence assumption in each voxel as well as assuming a Gaus-
sian distribution for each voxel probability, the optimization problem can be
formulated as follows:

arg max
t≥0

p(Dnew|Xnew) = arg max
t≥0

[
log

(∏
i

p
(
di = (Φt)i|θi

))]
(3.5)

= arg max
t≥0

[
−
∑
i

1

2σ2
i

(
(Φt)i − µi

)2
+ const.

]
(3.6)

= arg min
t≥0

∑
i

1

2σ2
i

(
(Φt)i − µi

)2 (3.7)

= arg min
t≥0

(
(Φt)− µ

)T
Σ
(
(Φt)− µ

)
(3.8)

with:

Σ = diag

(
1

2σ2
1

, ...,
1

2σ2
n

)
(3.9)

This can be interpreted as voxel base optimization (see Section 2.2.5), since
for each voxel a separate dose and weight factor is defined. Since the weight
factor is based on the inverse variance, the importance of each voxel depends
on the certainty of the prediction and voxels with a high uncertainty about their
dose are considered less important during the optimization.

3.2.3 Sampling
While the optimization problem is convex and straight forward to optimize,
the large number of voxels makes it intractable in practice. Since the Gamma
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Knife dose distribution ismonotonous and very smooth, subsampling the voxel
is a viable approach to reduce the computation time of the optimization. [20]

Similar to the subsampling for the Gaussian process (see Section 3.1.4), points
are sampled from the different areas inside the patient volume - the target, the
organ at risk and the area around the target. Points far away from the target
do not need to be sampled since their dose is close to 0 due to the smooth and
sharp dose distribution of the Gamma Knife.

3.2.4 Implementation
Since Equation 3.8 is a quadratic programming problem, an of-the-shelf QP
solver can be used to optimize the functions. For the following experiments,
the cvxpy library6 together with the ECOS solver7 was used.

3.3 Treatment plan quality
To compare the quality of different generated treatment plans, a compari-
son metric is defined in the following. As previously described the planning
process is driven by two main goals, which should be captured by this met-
ric:

1. Treating the largest possible fraction of the target with a dose bigger or
equal to the prescribed dose: lower doses than the prescribed dose might
not be an effective treatment for the tumor and increase the risk that the
patient needs to be treated again in the future.

2. Treating as largest possible fraction of the organ at riskwith a dose below
the dangerous dose: Exposing the organ at risk to a high radiation dose
might have fatal consequences for the patient.

Furthermore, we want to expose all other tissue to the lowest possible dose
(selectivity), but compared to the other two criteria it is secondary.

For the definition of the treatment quality metric, the following naming con-
vention will be used:

Vtarget : target volume

Voar : organ at risk volume
6https://www.cvxpy.org
7https://github.com/embotech/ecos

https://www.cvxpy.org
https://github.com/embotech/ecos
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Vt_dose : volume that receives a dose greater or equal the prescribed dose

Vo_dose : volume that receives a dose smaller or equal the critical dose for the
organ at risk

While there are multiple ways to judge the treatment plan quality, one of the
most common metric is the so called conformity index [15], which multiplies
the coverage of the target with the selectivity:

conformity_index(plan) =
|Vtarget ∩ Vt_dose|
|Vtarget|

· |Vtarget ∩ Vt_dose|
|Vt_dose|

Thismetric penalizes over-treatment as well as under-treatment symmetrically.
A perfect score of 1.0 is achieved if the volume that receives the prescribed
dose is exactly the target.

While the conformity index gives a good starting point, the organ at risk spar-
ing is not explicitly incorporated into the metric. Instead, it is assumed that
good selectivity also incorporates good organ at risk sparing.

To make the organ at risk sparing explicit, we define an organ at risk sparing
coefficient. Therefore the fraction of the organ at risk with a dose below the
dangerous dose is calculated. As a reference for the maximum dose to the
organ at risk the recommendations from Benedict et al. [14] are used:

oar_sparing(plan) =
|Voar ∩ Vo_dose|
|Voar|

This value is then multiplied by the target coverage to generate our main com-
parison metric:

q1(plan) =
|Vtarget ∩ Vt_dose|
|Vtarget|

· |Voar ∩ Vo_dose|
|Voar|

In addition, we define a second comparison metric by multiplying q1 with the
selectivity:

q2(plan) =
|Vtarget ∩ Vt_dose|
|Vtarget|

· |Vtarget ∩ Vt_dose|
|Vt_dose|

· |Voar ∩ Vo_dose|
|Voar|

This metrics captures the trade-off between sparing healthy tissue and deliv-
ering enough dose to the target. A value of 1.0 is only achieved if all voxels of
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the target are radiated with a dose above the reference dose, none of the voxels
outside the target receives more than the reference dose and all voxel in the
organ at risk are spared and receive a dose below the dangerous dose. In case
of a sub-optimal plan, if we improve either the target coverage or the organ at
risk sparing, the value increases, while if we improve either the coverage or the
sparing at the expense of the other objective, the value stays approximately the
same. Furthermore, all trivial edge cases are covered. If we radiate the whole
body with the prescribed dose, both the organ at risk sparing as well as the
selectivity term are 0. If we do not radiate the body the coverage is 0.

This metric allows us to compare different treatment plans and rank them ac-
cording to their quality. This metric, however, is only meant for comparing
treatment plans, a specific value does not indicate if a treatment plan would be
clinically acceptable or not, since additional criteria might apply.8

8It is for example common practice to demand that the target coverage is at least 95%.



Chapter 4

Experiments

In Chapter 3 a new approach to automatic treatment planning was introduced,
based on a two step process with a prediction and optimization step. Several
approaches to predict the dose distribution were proposed, while the optimiza-
tion problem is solved in a similar fashion for all cases. That raises two key
questions, which will be evaluated in the following:

1. Howwell do the threemachine learning algorithms perform in com-
parison to the clinical plans? To be applicable in practice the generated
plans have to be on the same level as the clinical plans and take a similar
trade-off between treating the tumor and sparing the healthy tissue.

2. What is the relationship between the prediction and the optimiza-
tion result for the different machine learning methods? Ideally, the
predicted dose distribution is achievable in practice and takes a realistic
trade-off between treating the tumor and sparing the healthy tissue. This
would greatly simplify the optimization step and should lead to minimal
changes from the predicted to the optimized plan. On the other side, a
prediction with an unrealistic trade-off between the different objectives
would lead to substantial changes to the plan during optimization. Due
to these big changes the prediction becomes less useful and the opti-
mization result less predictable, while the whole burden of finding a
good trade-off is put on the optimization.

To answer these questions two different experiments were performed. For
the experiments the dataset, described in Section 3.1.1, was used. Since the
dataset is relatively small, the experiments and evaluation is performed in a
one-left-out fashion. Therefore, the machine learning algorithm is trained
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on 21 of the 22 cases. Then the model predicts a treatment plan for the left
out case and the optimization is performed using the prediction as the objec-
tive. This method allows us to get 22 prediction and optimization results per
model.

4.1 Model selection
Before the experiments can be performed, the logistic regression model re-
quired to pick the right polynomial degree d for its non-linear features (see
Section 3.1.3). To identify the best degree d, different degrees were evalu-
ated using one-left-out cross validation. Figure 4.1 shows the validation error
compared to the increasing degree d. As we can see, the error reduces with
increasing polynomial degree d, until the model starts to substantially overfit
at a degree of 8. Thus for the final model, a 7th degree polynomial was fitted
to the data.

Figure 4.1: Linear regression: Validation error for different polynomial de-
grees d

4.2 Treatment plan quality
In the following experiment, the treatment plan quality for each of the 3models
is evaluated and compared to each other. Each model is trained on 22 folds of
the data leaving out one patient case each. Then prediction and optimization
is performed on the left out case and the optimization result is evaluated under
the two metrics q1 and q2.1 In Table 4.1 we can see the mean and standard

1The q1 metric only considers coverage and organ at risk sparing, while q2 also incorpo-
rates the selectivity. See Section 3.3 for more details.
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deviation averaged over all 22 folds.

Table 4.1: Comparison of the treatment plan quality for the different models.
The numbers are mean values over all 22 test cases, followed by the standard
deviation.

q1 q2

Linear 0.98 (0.015) 0.71 (0.063)
GP 0.99 (0.011) 0.64 (0.083)
CNN 0.96 (0.041) 0.69 (0.081)
Clinical Plan 0.96 (0.036) 0.69 (0.071)

4.2.1 Treatment plan quality under q1

Figure 4.2: Box plot comparing the treatment plan quality for the different
methods under the q1 metric (see Section 3.3). The boxes are drawn from the
1st to the 3rd quartile, while the horizontal lines inside the boxes indicate the
median. The whiskers cover 1.5 times the interquartile range in both direc-
tions, while outliers outside the whiskers are indicated by a diamond.

As we can see in Table 4.1 and Figure 4.2, the average treatment plan quality
(under the q1 metric) is very similar in all cases. To evaluate if any of the differ-
ences in means are statistically significant, we apply the non-parametric Fried-
man test [44], [45] with a significance level of p = 0.05 to the results.2

2The Friedman test was chosen over the classic repeated measure ANOVA [46], due to the
small sample size, where normal distribution of the differences can’t be safely assumed.
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Applying the Friedman test to the data, results in a p value of p = 3.5 ·10−9 <

0.05. We can thus reject the null hypothesis and can conclude that there is
at least one pair with statistically significant differences in means. To iden-
tify which models are different from each other we perform a post-hoc analy-
sis.

Post-hoc analysis

Due to the small sample size, the non-parametric Wilcoxon signed-rank test
[47] was chosen for the post-hoc analysis. Given the differences in means, the
hypotheses are:

• There is no difference in quality between the clinical plans and the CNN
generated plans: The two-sidedWilcoxon signed-rank test confirms that
there is no statistically significant difference in means between the CNN
model results and the clinic plans (p = 0.07 > 0.05).

• Both Gaussian process and linear regression model generate plans with
a higher quality than the clinical ones: To test the hypothesis, one-sided
Wilcoxon signed-rank tests are performed. To control the family-wise
error rate, the p-values are corrected using the Holm-Bonferroni method
[48]. The results can be seen in Table 4.2.

Table 4.2: Post-hoc analysis for q1 metric (one-sided Wilcoxon signed-rank
test, methods written in italic have the higher mean)

Null hypothesis adjusted p-value

Linear = Clinical 1.6 · 10−3

GP = Clinical 1.2 · 10−4

GP = Linear 1.8 · 10−4

GP = CNN 1.2 · 10−4

Linear = CNN 0.072

Table 4.2 shows, that most of the differences in means are statistically signifi-
cant and we can conclude:

• There is no statistical significant difference in means between the CNN
model and the clinical plans.

• The GP model performs significantly better than the clinical plan, the
linear regression model and the CNN model.
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• The linear regression model performs significantly better than the clin-
ical plan, but the difference between the linear regression model and
CNN model are not statistically significant.

4.2.2 Treatment plan quality under q2

Figure 4.3: Box plot comparing the treatment plan quality for the different
methods under the q2 metric (see Section 3.3). The boxes are drawn from the
1st to the 3rd quartile, while the horizontal lines inside the boxes indicate the
median. The whiskers cover 1.5 times the interquartile range in both direc-
tions, while outliers outside the whiskers are indicated by a diamond.

As we can see in Table 4.1, the differences in means are very small between
the linear regression model, the CNN model and the clinical plan, while the
standard deviation is bigger compared to the q1 metric. Applying the Friedman
test to all the models, including the GP model, results in a p-value of p = 2.4 ·
10−6 < 0.5 which indicates a statistical significant difference in means.

Post-hoc analysis

Applying the Friedman test to all models except the Gaussian process model,
results in a p-value of p = 0.38 > 0.05 and shows that there are no statistically
significant differences in the results of these methods.

The results in Figure 4.3 suggest that the Gaussian process performs worse
than the other approaches. A pairwise one-sided Wilcoxon signed-rank test
confirms that the differences in means are statistically significant (See Table
4.3).
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Table 4.3: Post-hoc analysis for q2 metric (one-sided Wilcoxon signed-rank
test, the method written in italic has the higher mean value)

Null hypothesis adjusted p-value

Clinic = GP 1.1 · 10−3

Linear = GP 6.0 · 10−5

CNN = GP 1.8 · 10−4

4.2.3 Detailed comparison
The previous comparison under the two quality metrics showed that there are
differences in the treatment plan quality for the different methods. Looking at
the treatment plans under coverage, selectivity and organ at risk sparing sepa-
rately shows where the models take different trade-offs (see Figure 4.4).

Figure 4.4: Box plots comparing the coverage, selectivity and OAR sparing for
the different methods. The boxes are drawn from the 1st to the 3rd quartile,
while the horizontal lines inside the box indicate the median. The whiskers
cover 1.5 times the interquartile range in both directions, while outliers outside
the whiskers are indicated by a diamond.

Coverage

A Friedman test on the coverage shows that the differences in means are sta-
tistically significant, with a p value of p = 2.8 · 10−10 < 0.05. A pairwise
Wilcoxon signed-rank test (see Table 4.4) shows:

• There is no statistical significant difference between the regression and
GP model.

• Both GP and regression model differ significantly from the clinical plan.
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Table 4.4: Post-hoc analysis of the coverage (Wilcoxon signed-rank test)

Null hypothesis adjusted p-value

Clinic = Linear 1.6 · 10−4

Clinic = GP 1.6 · 10−4

Clinic = CNN 0.039

Linear = GP 0.098

• Even though the distribution for the clinical plan and CNN are quite
similar and are close in terms of mean values (0.971 for the clinical
plans and 0.9763 for the CNN generated plans), the differences are still
statistically significant.

Selectivity

Regarding the selectivity there is no statistic significant difference in mean for
the clinical plan, the linear regression model and the CNN model (Friedman
test results in a p-value of p = 0.38 > 0.05). The GP model, however, differs
from the other 3 approaches significantly (see Table 4.5).

Table 4.5: Post-hoc analysis of the selectivity (Wilcoxon signed-rank test)

Null hypothesis adjusted p-value

GP = Clinical 1.2 · 10−3

GP = Linear 1.2 · 10−3

GP = CNN 2.4 · 10−4

Organt at risk sparing

There is no statistic significant difference in means regarding organ at risk
sparing for the clinical plan, the GP model and the CNNmodel (Friedman test
results in a p value of p = 0.25 > 0.05). The linear regressionmodel, however,
takes a different trade-off than the other approaches (see Table 4.6).
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Table 4.6: Post-hoc analysis of the organ at risk sparing (Wilcoxon signed-rank
test)

Null hypothesis adjusted p-value

Linear = Clinical 5.0 · 10−3

Linear = GP 6.0 · 10−3

Linear = CNN 6.0 · 10−3

4.3 Relationship between prediction and op-
timization result

To analyze the relationship between the prediction and optimization, we run
the same experiments as for the previous analysis. For each model, we train
22 models in a one-left-out fashion and perform prediction and optimization
on the left-out case. Then for each model and patient case, we calculate the
correlation between the prediction and optimization result.

For the following analysis coverage, selectivity and organ at risk sparing are
compared between the model prediction and the final treatment plan after the
optimization step. To quantify the correlation, the Pearson correlation coeffi-
cient is calculated.

Table 4.7: Correlations between prediction and optimization results

Corr(Coverage) Corr(Selectivity) Corr(OAR)

Linear regression 0.22 0.66 1.00
GP 0.69 0.97 1.00
CNN 0.98 0.98 1.00

4.3.1 Bayesian linear regression
In case of the Bayesian linear regression model prediction and optimization
results are strongly correlated in terms of organ at risk sparing. While there
is a relatively high correlation for the selectivity, the predicted values are con-
stantly too high. For the coverage the correlation is very low and not statisti-
cally significant, since the model predicts an unrealistic high coverage of 1.0
in most of the cases.
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(a) (b) (c)

Figure 4.5: Bayesian linear regression - Correlation between prediction and
optimization results: (a) Coverage (corr = 0.22, P = 0.33), (b) Selectivity
(corr = 0.66, P = 0.00), (c) OAR Sparing (corr = 1.00, P = 0.00)

4.3.2 Gaussian process

(a) (b) (c)

Figure 4.6: Gaussian process - Correlation between prediction and optimiza-
tion results: (a) Coverage (corr = 0.69, P = 0.00), (b) Selectivity (corr =

0.97, P = 0.00), (c) OAR Sparing (corr = 1.00, P = 0.00)

For the Gaussian process model we can see a similar pattern to the Bayesian
linear regression model. Except for two outliers, the model constantly predicts
a coverage of 1.0. The correlation in terms of selectivity, however, is much
higher and the predicted values are closer to the actual values. The organ at
risk sparing is equally good compared to the regression model.

4.3.3 CNN
The results of the CNN model are quite different from the other two and stick
out in this comparison:
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(a) (b) (c)

Figure 4.7: CNN - Correlation between prediction and optimization results:
(a) Coverage (corr = 0.98, P = 0.00), (b) Selectivity (corr = 0.98, P =

0.00), (c) OAR Sparing (corr = 1.00, P = 0.00)

For all metrics, including the coverage, the correlations are very high and close
to 1.0. As we can see in Figure 4.7 the values are also very close in terms of
absolute value and lie close to the diagonal.
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Discussion

5.1 Experimental results: Treatment plan qual-
ity

The goal of the experiment is to evaluate the quality of the generated plans in
comparison to the clinical plans as well as to identify which model generates
treatment plans with the highest quality.

Since the model is trained on clinical plans, we cannot expect that the model
generates better plans than the clinical ones. For particular bad plans the
model should be able to create better plans, but on average it is hard to ex-
pect the model to be better than the average of the training data. Thus, the
generated treatment plans should ideally be at the same quality level as the
clinical plans, with comparable trade-offs between coverage, selectivity and
organ at risk sparing.

In that light, the Gaussian process model performs the worst in this compar-
ison. While it gives the best results under the q1 metric, it clearly underper-
forms under the q2 metric. The reason for the poor performance under q2 is,
that the model takes a different trade-off than the clinical plans and achieves
higher coverage in exchange for substantially lower selectivity (see Section
4.2.3). Thus we can conclude that the model is not able to learn all patterns
from the data correctly and underperforms in terms of quality when taking the
selectivity into consideration.

The Bayesian linear regression model performs much better. The generated
plans outperform the clinical plans and the CNN generated plans under the q1
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metric and are indistinguishable under the q2 metric. The detailed compari-
son in Section 4.2.3 shows that the coverage is higher than for the clinical or
CNN generated plans, but in contrast to the GP model this is not achieved at
the expense of the selectivity. The model, however, takes a different trade-off
in terms of organ at risk sparing compared to the clinical plan. While these
differences are small, they are still statistically significant and indicate that
the model did not learn the trade-offs from the clinical plans correctly. But
since the decrease in organ at risk sparing, compared to the gain in coverage,
is small, the model might still be a feasible approach. More data would be
required to evaluate if the model consistently generates plans that are at least
as good as the clinical plans.

The CNN model is the most promising approach in this comparison. The
generated plans are indistinguishable from the clinical plan under both metrics
as well as under the detailed comparison of coverage, selectivity and organ at
risk sparing. The results suggest that the CNN model learned the same trade-
off as the clinical plans and is able to create new plans on the same level as
the clinical ones. Thus the CNN model is superior to both the GP and the
Bayesian linear regression model.

5.2 Experimental results: Relationship be-
tween prediction and optimization

The goal of the second experiment is to evaluate the relationship between pre-
diction and optimization. Comparing prediction and optimization results gives
an indication how well the model understands the trade-offs between coverage
and selectivity under the physical constraints of the Gamma Knife. A predic-
tion of the theoretical ideal plan (coverage = 1.0, selectivity = 1.0, organ at risk
sparing = 1.0) is not useful and achievable without a machine learning model.
A plan like that puts the whole burden on the optimization process and most
likely results in a sub-optimal plan.

Ideally, the model should predict a plan that is achievable with minimal mod-
ifications. In this case we would see a close correlation between the predicted
plan and the result after the optimization. If the model is not able to predict
achievable plans, the plan will change substantially under the optimization
and we will see a reduced correlation between prediction and optimization
result.

All models are good in predicting the achievable organ at risk sparing and
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both GP and CNN models are good in predicting the selectivity.1 Overall,
however, Bayesian linear regression and GP model both predict plans that are
not closely correlated to the optimization result. Predicting a coverage of 1.0
most of the time, they largely overestimate what levels can be achieved and
show very low correlations with the coverage after the optimization. While
the correlation for the selectivity is higher, both methods are still far off in
terms of absolute values. It is clear that the models were not able to learn the
coverage / selectivity trade-off from the data and instead predict a plan that is
close to the theoretical optimal plan.

Only the CNN model consistently predicts plans that are closely correlated
with the optimization result and also close in terms of absolute value. We can
thus conclude that the CNNmodel is able to learn the different trade-offs from
the training dataset correctly.

5.3 Technical differences between the mod-
els

While the previous experiments indicate that the CNN model is clearly supe-
rior to the other approaches, there are technical differences between themodels
that should be taken into account as well.

Both Gaussian process and linear regression model work on the voxel level
and do not use spatial information directly. This might be the reason, why
these models are not able to fully learn the trade off between coverage and
selectivity. The advantage of that, however, is model explainability, given only
two features per prediction and the strong relation between target distance and
dose. The CNNmodel, on the other hand, is a black boxmodel, which could be
a safety issue and increases the barrier for using the method in practice.

In terms of speed the linear model is the clear winner, while the Gaussian
process model is the slowest, even when using sparse Gaussian processes and
subsampling.

1Note: We do not evaluate the quality of the plan here. While the GP model generally
results in low levels of selectivity, the predicted selectivity is closely correlated with the se-
lectivity after the optimization.
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5.4 Limitations
There are several limitations of this work that are worth noting:

1. A common issue with all machine learning algorithms is that the quality
of results highly depends on the training set. In general, the algorithm
cannot be better than the datasets it is trained on, so biases and low
variety in the data can be an issue. The dataset used for the training and
evaluation was randomly selected from all treatment plans of a single
institute. While they are all clinical plans and have to follow a certain
standard, it is not a selection of particularly good treatment plans. To use
the method in practice a training dataset of particularly good treatment
plans should be used. Furthermore, it would be interesting to train a
model on a set of particularly good treatment plans and then evaluate if
the model could improve a dataset of particularly bad treatment plans.

2. Since the algorithm could only be evaluated on a small dataset of very
similar cases, it is unclear how well the algorithm would perform on
special cases, with for example uncommon tumor shapes.

3. Since the dataset was limited to Vestibular Schwanoma cases, it is un-
clear if the method generalizes to other diagnoses (e.g. prostate cancer).
It is unlikely that the same model can be used for two very different
diagnoses and different models for different diagnoses could be neces-
sary. But it is also not clear if the here presented model architectures
and features give equally good results for different diagnoses.

4. The method does not treat the prescribed dose as a parameter, since all
cases had the same prescribed dose. It is thus unlikely that the method
would generalize to cases where different prescribed doses are common
for different patients. In that case, it would be either necessary to include
the prescribed dose as a feature or to train different models for different
prescribed doses.

5. The optimization does not control the irradiation time. The generated
plans might thus result in longer irradiation times per shot and an overall
longer treatment as a necessary. One solution would be the beam on
penalization described by Sjölund et al. [20].

Further research, using a larger dataset, would be required to evaluate these
issues.
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5.5 Ethical considerations
Using machine learning algorithms in medical applications raises several eth-
ical concerns, mostly regarding biases in the data and the black-box nature of
the machine learning algorithm [49], [50].

Biases in medical datasets are a common issue [49], with especially racial bi-
ases been a problem in the past [51]. Given the fact that the models here use
only geometrical features of the tumor and organ at risk, the introduction of
racial biases is very unlikely. The bigger issue is that the algorithm might get
biased to the most common way of treatment, since it learns the average over
all previous seen treatment plans. That might lead to inferior plans for people
with uncommon tumor shapes or sizes. While this is not pre se an ethical is-
sue, it might become one, if doctors decide to only use the automatic approach,
skipping manual checks for time- and cost-saving reasons, and condones infe-
rior treatments for uncommon cases.

Another closely related issue is the fact that the machine learning algorithm
behaves like a black box. This can be a big problem, since the model might
learn flawed patterns from the data, which cannot be identified by analyzing
the model, but can lead to fatal consequences for the patients (see e.g. Caru-
ana et al. [52]). This can be a problem with the algorithm here as well. The
neural network model is a black box and has very low explainability, but also
the linear regression and Gaussian process model have limited explainability
especially in combination with the optimization step. Using these models in a
fully automatic process, blindly trusting the algorithm and exposing the patient
to an unclear risk is ethically problematic.

Furthermore, two of the basic principles of medical ethics are that the doctor
should be able to disclose basic yet meaningful details about the medical treat-
ment to patients [50] and should respect the autonomy of the patient [53]. This
requires that the doctor understands the algorithm at least to some degree, can
explain it to the patient and can influence the treatment based on the patient’s
wishes and concerns.

While for the proposed algorithm doctors might not be able to explain the exact
trade-offs between coverage, selectivity and organ at risk sparing, they can at
least verify that the treatment plan is reasonable (by checking the different
metrics) and can explain the different metrics and their implications to the
patient. In addition, the generated plan can also be modified by a doctor by
changing and moving the shots.
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In conclusion, applying the presented algorithm to the treatment planning pro-
cess is not an ethical issue in itself. The algorithm could reduce the variability
in treatment plans and thus reduces the overall risk for the patients. Ethical is-
sues arise, however, if the algorithm is used in a fully automatic process. With-
out manual verification by a doctor, the algorithm might fail in special cases
and could create inferior or even dangerous treatment plans for the patient.
Skipping manual verification for time or cost reasons and thus exposing pa-
tients to an unclear risk, is ethically problematic and should be avoided.

5.6 Social impact
While using an automatic treatment process poses some ethical challenges, the
faster and generally more efficient planning process can have a positive social
impact, especially for developing countries.

Low- and middle-income countries are home to about 85% of the worlds pop-
ulation, but only have access to about 35% of the worlds radiotherapy facilities
[54], [55]. Given the huge demand for radiotherapy, medical staff has to com-
promise on best practices and for example skip the simulation of the treatment
plans to speed up the treatment process [56] . This leads to sub-optimal treat-
ment for the patients, which might increase the risk for the patient or leads to
less effective treatments. To solve this problem, the number of radiation units
approximately need to double [56].

While automatic treatment planning cannot completely solve this problem, a
more rapid planning process would allow to increase the number of patients
that can be treated in the existing radiotherapy facilities and thus reduces the
number of new radiation unites needed. At the same time, the faster plan-
ning process gives the medical staff more time to apply best practices and can
ultimately increase safety and effectiveness of the treatment.

5.7 Literature context for the findings
Notable research related to the proposed method is Munter et al. [27], Sjölund
et al. [20] and Shiraishi et al. [31].

Munter et al. [27] tried to predict the DVH for new patient cases based on a
dataset of previous treatment plans. There approach uses the same dataset of
vestibular schwannoma cases as the here proposed method and also relies on
the target distance as a feature. Thus the here presented method can be seen as
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an extension of Munter et al. [27], using not only the distance to the target, but
also to the organ at risk, as a feature and prediction the full dose distribution
instead of an aggregated DVH.

Shiraishi et al. [31] approach to predict 3-dimensional dose distributions shares
a lot of similarities to the prediction step of the proposed method. Key differ-
ence is the use of ANNs to predict doses in each voxel separately. The exper-
iments here suggest that CNNs, predicting the dose distribution for all voxels
at the same time, lead to better results and could be a potential enhancement
to Shiraishi’s method. On the other side, Shiraishi et al. [31] uses an exten-
sive feature set, of which some could be reasonable extensions to the method
proposed here.2 Their method, however, only allows the generation of dose
distributions and does not generate executable treatment plans. While treat-
ment plan generation is mentioned as a possible extension to their method,
details are left open to future research.

Sjölund et al. [20] shares a lot of similarities to the optimization step of the
proposed method. They also use fixed iso-center positions and dose rate op-
timization, which greatly simplifies the optimization process. The key differ-
ence to the proposed method is, that they do not use a machine learning predic-
tion as their optimization objective and instead optimize based on a predefined
objective function. Thus the method does not allow knowledge transfer from
previous plans and requires the manual adjustment of the hyper-parameters of
the objective function. The objective function, however, incorporates a penalty
for long irradiation times, which can result in more time-efficient treatments
compared to the proposed method.

2These features were not considered for the proposed method, due to limited data avail-
ability.
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Summary

The presented method is able to learn the treatment planning process for the
Gamma Knife from a dataset of clinical plans. New treatment plans can be
generated in a fully automatic process, only based on the delineated target and
organ at risk for the new patient. Three different machine learning models,
such as Bayesian linear regression, Gaussian processes and CNNs, were im-
plemented and compared.

The CNN model is the superior method in this comparison. The generated
plans are indistinguishable from the clinical plans in terms of quality under
all different metrics. The model also learned the different trade-offs and is
able to predict plans that are very close to the final treatment plans after the
optimization step.

The linear regression model generates treatment plans on a similar level as
the CNN or clinical plans, but is not able to fully learn the different trade-offs.
When it comes to training and prediction speed as well as model explainability,
the linear regression model is, however, superior to the CNN model, which
might be of some practical relevance.

That said, more experiments are required to offer more conclusive and com-
pelling findings. Even though most of the results here are statistically sig-
nificant, the dataset of 22 patient cases is too limited to provide reliable out-
comes.

In addition, different evaluation methods should be considered. The metrics
used for the evaluation (coverage, selectivity, organ at risk sparing and combi-
nations of those) are the ones used in clinical settings, but plans can be evalu-
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ated in a lot of different ways. It is hard to reduce the plan quality to a single
metric and different trade-offs and objectives might apply to different patient
cases. A good way to verify the presented results would be a Turing-style test:
A group of doctors needs to identify which plan was generated by a doctor
and which plan was generated by the proposed method. If the plans are indis-
tinguishable for the doctors, that would indicate that the generated plans are
indeed at the same level as the clinical plans.

While further verification is needed to allow a fully automatic planning pro-
cess, themethod could already be used in practice to verifymanually generated
treatment plans. The experiments showed, that the generated plans are very
close to the clinical plans under all the different metrics and could thus be used
as a benchmark for the manually generated plans. Another use-case would be
the generation on initial treatment plan drafts, that are further optimized by a
doctor. This could reduce the required time for the treatment plan generation
and would allow the doctor to focus more on the fine-tuning of the plan.

In addition, the good performance of the CNN model presents an opportu-
nity for further research. Since the CNN model predictions are close to the
optimization results, the CNN model might be able to predict the Gamma
Knife configuration directly without the optimization step. However, further
research would be required, especially regarding the encoding of the varying
number of shots and their position.
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