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Abstract

Since the regulatory framework Basel II was implemented in 2007, banks have
been allowed to develop internal risk models for quantifying the capital require-
ment. By using data on retail non-performing loans from Hoist Finance, the
thesis assesses the Advanced Internal Ratings-Based approach. In particular,
it focuses on how banks active in the non-performing loan industry, can risk-
classify their loans despite limited data availability of the debtors. Moreover,
the thesis analyses the effect of the maximum-recovery period on the capital re-
quirement. In short, a comparison of five different mathematical models based
on prior research in the field, revealed that the loans may be modelled by a two-
step tree model with binary logistic regression and zero-inflated beta-regression,
resulting in a maximum-recovery period of eight years. Still it is necessary to
recognize the difficulty in distinguishing between low- and high-risk customers
by primarily assessing rudimentary data about the borrowers. Recommended fu-
ture amendments to the analysis in further research would be to include macroe-
conomic variables to better capture the effect of economic downturns.

Key words: Internal-Ratings Based Approach, Machine Learning, Zero-Inflated
Beta Regression, Capital Requirement, Basel Accords
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Utveckling av en avancerad intern riskklassificer-
ingsmodell genom att tillämpa maskininlärning

Sammanfattning

Sedan det regulatoriska ramverket Basel II implementerades 2007, har banker
till̊atits utveckla interna riskmodeller för att beräkna kapitalkravet. Genom att
använda data p̊a fallerade konsumentl̊an fr̊an Hoist Finance, utvärderar upp-
satsen den avancerade interna riskklassificeringsmodellen. I synnerhet fokuserar
arbetet p̊a hur banker aktiva inom sektorn för fallerade l̊an, kan riskklassificera
sina l̊an trots begränsad datatillg̊ang om l̊antagarna. Dessutom analyseras ef-
fekten av maximala inkassoperioden p̊a kapitalkravet. I sammandrag visade
en jämförelse av fem modeller, baserade p̊a tidigare forskning inom omr̊adet,
att l̊anen kan modelleras genom en tv̊astegs trädmodell med logistisk regression
samt s.k. zero-inflated beta regression, resulterande i en maximal inkassoperiod
om åtta år. Samtidigt är det värt att notera sv̊arigheten i att skilja mellan
l̊ag- och högrisksl̊antagare genom att huvudsakligen analysera elementär data
om l̊antagarna. Rekommenderade tillägg till analysen i fortsatt forskning är
att inkludera makroekonomiska variabler för att bättre inkorporera effekten av
ekonomiska nedg̊angar.
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1 Introduction

The Introduction covers the Background, Formulation of Research Problem,
Purpose and Research Questions, Scope and Delimitations, and Previous Re-
search.

1.1 Background

A strong, stable and reliable financial system is essential for a modern society.
However, as seen during the financial crisis in 2008-2009, banks may also cause
significant negative spillover effects in the event of inadequate attention to risk.
To prevent such situations, banks and other financial institutions are regulated
according to the Basel accords. The framework, which was further strengthened
after the financial crisis, describes among other things the minimum capital re-
quirement banks must hold to cover potential future losses [1].

After the financial crisis, many banks, particularly in the EU, suffered from
high levels of non-performing loans (NPLs) [2], which are loans where the bor-
rower has not paid the agreed instalments or interest for more than 90 days [3].
There are several reasons why NPLs are negative for banks apart from the credit
losses they may result in. Firstly, banks with a high share of NPLs in relation to
its total loan portfolio may receive less attractive funding options. Secondly, ac-
cording to the Basel accords, banks and institutions holding NPLs, shall receive
higher risk-weights and consequently increased capital requirements. Increased
funding costs and higher capital requirements imply per se lower profitability.
Therefore, a solution for these banks is to package these non-performing loans
into a securitized debt portfolio and sell them at a discount to debt collectors
as Hoist Finance.

To simplify, the business model of Hoist Finance depends on five components:
(1) the acquisition costs of the NPL-portfolios, (2) the recovery rate of the
NPLs, (3) the costs of collecting the outstanding debt, (4) the funding costs,
and lastly (5) the capital requirement as posed by the Basel regulations and
further stipulated by the Swedish Financial Supervisory Authority.

Despite the regulations, Hoist has some freedom when calculating the risk-
weighted capital requirement for credit risk. Under the Basel framework, banks
satisfying certain criteria may either follow the standardized approach, which
refers to a technique where the bank uses ratings from external credit rating
agencies or alternatively, the bank may apply internally estimated risk param-
eters following the Internal ratings-based approach (IRB). The IRB-approach
can further be segmented into two models, the simplified IRB model, also re-
ferred to as the Foundation Internal Ratings Based (F-IRB) and the Advanced
Internal Rating-Based approach (A-IRB). In the latter, there are even more
parameters that need to be estimated by the bank.
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Hoist Finance is currently examining a transition to the A-IRB model and this
report is written in collaboration with the company’s risk department.

1.2 Formulation of Research problem

In contrast to the main competitors of Hoist Finance, the company holds a
banking-license. Historically, Hoist Finance has had a competitive advantage
by being a bank, as the license allows Hoist Finance to obtain funding at attrac-
tive costs via deposit accounts. However, by being a bank, they must comply
with the capital requirements stipulated in the Basel accords, and further reg-
ulated by the Swedish Financial Supervisory Authority. Even if holding capital
to compensate for potential losses is positive from a risk-perspective, it is costly
and has a negative effect on Hoist’s return on equity.

Previously, Hoist has been using a standardized approach when calculating the
capital requirement for credit risk and applied a risk-weight of 100%. However,
a new decision from the Swedish Financial Supervisory Authority (SFSA), pre-
sented in December 2018 and with immediate implementation, states that Hoist
must apply a risk-weight of 150% [4]. This made Hoist keen on optimizing their
capital requirement given the constraints posed by the Basel accords. One way
to do so may be to convert to an A-IRB model which this report will focus on.

The A-IRB approach for retail exposures is based on three key parameters:
Probability of Default, Loss Given Default and Exposure at Default [5], where
Loss Given Default (LGD) is the incurred loss in the event of a default [6].
Another critical concept is the Maximum Recovery Period, defined by the Eu-
ropean Banking Authority (EBA) as the time-period “[...] during which the
institution realises the vast majority of the recoveries” [7]. The Maximum Re-
covery Period has a significant effect on the LGD and is a widely covered topic
in this report.

Further details about the effects of the Basel guidelines on Hoist, and expla-
nation of the IRB model, are presented in Section 2. Regulatory Framework.

1.3 Purpose and Research Questions

The purpose of the study is to develop an A-IRB model for Hoist Finance which
may be generalized and used in a wider setting. As the complete model is a
complex system of interrelated steps, the report aims to carefully present the
methodology needed to implement the model. In addition to an extensive analy-
sis of the regulatory framework, the main research-questions to be evaluated are,

RQ1: What model(s) should be used when risk-classifying retail NPLs?

RQ2: How long should the maximum-recovery period be in order to minimize
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the capital requirement while still being acceptable from a regulatory point of
view?

1.4 Scope and Delimitations

Hoist Finance has an extensive database covering NPLs from several regions. In
this report, only Italian NPL portfolios will be investigated as it is the market
with the longest time-series. Nonetheless, the A-IRB model can easily be ex-
tended to include portfolios from other regions. In addition, discount rates will
not be considered when calculating the present value of future debt collections.
Moreover, the process for including recovery costs is also simplified compared
to a complete A-IRB model.

1.5 Previous Research

Research about NPLs has been highly relevant during recent years as NPLs in
relation to outstanding loans in the EU increased manifold during the years
following the financial crisis. Since then, banks and EBA have worked actively
to reduce the risk in the financial sector. According to data from EBA, in
June 2016, European banks held NPLs with a value of approximately 1 trillion,
equalling 5.5% of the total loans. Already two years later, in June 2018, the
NPL ratio had fallen to 3.6%, but still the ratio remained at historically high
levels when comparing to the rest of the world [8]. This further proves the rel-
evance of focusing on the European NPL sector.

While the Internal-Ratings Based model has not been widely covered in pre-
vious research, credit scorecards have. A credit scorecard, also denoted rating
system, is a data-driven model for forecasting default probabilities, but could
also be used for forecasting Loss-Given Default. It is therefore a key-component
of the IRB approach.

A handful of techniques have been suggested for scorecards, including neural
networks [9, 10, 11], support vector machines [12, 13] and hybrid models [14, 15].
Nevertheless, the most used approach is logistic regression [16]. Still, recent re-
search has found other more advanced models, which have been shown to fore-
cast credit risk better than logistic regression [17, 18]. However, even though
a comprehensive review of 214 articles on credit scoring [19] supports that the
more sophisticated models performs better than the conventional models, the
authors also list several studies which reveal no difference in performance [19].
In addition, during recent years, ensemble learning methods as random forest
have enjoyed much attention. However, it has been seen that in credit scoring,
random forest methodologies tend to generate forecasts that have low calibra-
tion [20, 21, 22, 23].

Instead, as LGD has a truncated distribution with a large number of values
at the extreme values, 0 and 1, Ye and Belotti suggested an extension of the
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traditional logistic regression model. They studied non-performing loan data
from the UK and created a tree model which incorporates both logistic regres-
sion and beta distribution [6].

Figure 1: Two-stage mixture model as a decision tree as recommended by Ye
and Belotti. Note that no loans with recovery rate 0, corresponding to LGD 1
are found in their data.

In a similar model, linear OLS regression was used instead of the beta mixture
regression in the final step [24].

Figure 2: Decision tree model where the first two decision boxes are modelled
by logistic regression, while the final models LGD using OLS regression.

Following the construction of a scorecard, two properties of the model need to be
tested. The first one is calibration which refers to whether predicted LGDs and
subsequently realized LGDs match [25]. The second is discriminatory power,
which instead measures the model’s ability to discriminate between the different
risk-classes [26]. The Basel Accord stipulate that banks must verify that their
internal scorecards generates well-calibrated risk predictions. Poor calibration
is instead penalized with higher regulatory capital requirement [27]. It is also
of interest from a business perspective to develop well-calibrated models as that
may improve the financial institution’s ability to price the loan portfolios cor-
rectly.

This report will evaluate several models to identify a suitable risk-classification
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model given the parameters Hoist Finance has access to. Consequently, many
of the models will be built on the industry’s model of choice, logistic regression.
Before going into the details regarding the mathematical framework and how
the tests will be carried out, a throughout description of the regulatory frame-
work is presented.

The novelties of our thesis in contrast to previous research are that: (1) we
consider an extensive database with data spanning over the financial crisis and
the dot-com bubble, back to 1993, (2) we focus on retail loans in comparison to
most previous research which has focused on corporate loans, and (3) we take
a holistic view by assessing the impact of the credit scoring model on the entire
A-IRB approach.

2 Regulatory Framework

This section provides the reader with necessary background about the regulatory
frameworks which largely affects the mathematical framework.

2.1 The Basel Accords

The Basel Framework, issued by the Basel Committee on Banking Supervision,
was originally published in 1988, and is a collection of laws applicable to banks
and financial institutions [28]. The framework has thereafter been amended in
Basel II and most recently Basel III. In January 2022, a revised version, also
denoted Basel IV will enter into action. The changes between Basel III and
Basel IV concern among other things reforms of the standardized approach for
credit risk and the IRB-approach [29].

Central concepts and definitions described in the Basel Accords will be presented
below before going into details about the standardized and the IRB-approach.

2.2 Default of an Obligor

In accordance with article 178 in the Capital Requirements Regulation by the
European Banking Authority [30], default of an obligor shall be recognized when
at least one of the following events has occurred,

• “The institution considers that the obligor is unlikely to pay its credit obli-
gations to the institution, the parent undertaking or any of its subsidiaries
in full, without recourse by the institution to actions such as realising se-
curity

• The obligor is past due more than 90 days on any material credit obligation
to the institution, the parent undertaking or any of its subsidiaries”
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2.3 Non-Performing Loan

The European Central Bank defines a Non-Performing Loan (NPL) as an ex-
posure where more than 90 days have passed without the borrower paying the
agreed instalments or interest [30].

2.4 Calculation of LGD and Downturn LGD

LGD refers to the share of the outstanding debt a lender will lose in the event
of a default [6] and is an important element of the IRB model [31].

LGD is obtained on loan-level by:

LGD = 100 · Credit loss incurred if the facility defaults

Exposure at Default
(1)

The LGD for Hoist is defined slightly differently as the loans are already de-
faulted. Instead the credit loss for Hoist Finance equals the outstanding debt
of the loan less any recoveries they make.

Another way to formulate LGD at time t is consequently:

LGDt =
Outstanding debtt −

∑T
i=t Collectionsi

Outstanding debtt
(2)

where Outstanding debtt = Outstanding debt0 −
∑t

i=0 Collectionsi.

For the A-IRB approach, two particular LGD values are of interest, the long-
term average LGD and the downturn LGD. The long-term average LGD is used
in the calculation for the best-estimate of the expected loss, ELBE .

A bank also needs to estimate the downturn LGD (LGDDT ) that should reflect
and capture the risks associated with an economic downturn.

2.5 Capital Requirement

The Basel regulation stipulates that financial institutions need to hold capital in
proportion to the risk associated with their assets to absorb unexpected losses.
The total capital requirement, K, depends on expected and unexpected losses
according to,

K = EL+ UL (3)

The Expected Loss (EL) is the loss a bank can estimate and may be considered
as a cost of doing business. EL depends on three parameters; Probability of
Default (PD), Loss Given Default (LGD) and Exposure at Default (EAD). PD
is the probability that a debt-holder will default during the next twelve months,
while EAD refers to the total amount a bank is exposed to in the event of a
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debtor’s default [32], also denoted outstanding debt in this report.

The expected loss for a loan is calculated as,

EL = PD(%) · EAD($) · LGDBE(%) (4)

where LGDBE refers to the best-estimate of the LGD for that particular loan.

The total expected loss can thereafter be obtained by summing the EL amount.

Total EL =

n∑
i

PDi · LGDi · EADi (5)

where n is the total number of loans [33].

On the other hand, unexpected loss (UL) is defined as losses which exceeds
expected loss levels. Instead banks must keep excess capital according to their
capital requirement to compensate for this risk.

The unexpected loss is given by,

UL = RWA · 12% (6)

where 12% is an approximation of the total capital ratio which includes certain
buffer requirements which are considered outside the scope of this report. RWA
on the other hand, denotes risk-weighted assets and is calculated by multiplying
the risk-weight (RW) with the exposure at default (EAD),

RWA = RW · EAD (7)

where,

RW = max{0, LGDDT − ELBE} · 12.5 (8)

where 12.5 is the reciprocal of the minimum capital ratio, leading to the formula
of total unexpected loss [34],

Total UL =

n∑
i

max{0, LGDDT i − ELBEi
} · 12.5 · 12% · EADi (9)

Below, Figure 3 illustrates how the loss rate on a particular loan portfolio may
fluctuate over time. As seen, the expected loss depends on the average loss rate
over time while unexpected loss corresponds to losses exceeding that value.
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Figure 3: The loss rate over time [32]

2.6 Rating system and risk-classification

In the A-IRB approach, a bank is required to calculate the long-run average
LGD separately for each risk-class [7]. This means that the bank before esti-
mating the risk parameters, needs to classify each of its loans into risk-classes
based on the inherent estimated risk of the loans. Typically, known character-
istics of the loans are used as proxy for the riskiness, and serve as input to the
risk-classification model. The idea with a risk-classification model is to combine
pre-identified factors of the loans into a quantitative risk score that correlates
well to the loans’ riskiness. The risk measures are thereafter normally mapped
to risk-weights where the loans with the highest risk receives the highest risk-
weight.

Thus, consistent with Krahnen & Weber we define a rating system as a function:
F : {Loans} → {Rating classes} [35].

The rating system F gives each loan in the portfolio a rating class, denoted
{1, 2, 3, ...}. The assignment of the loans to rating classes is based on the loans’
characteristics and should ensure that all loans within a specific rating class are
reasonably homogeneous with respect to their characteristics. In addition, over
time, it is desirable that the loans stay in the same risk-class.

Each rating class is then provided an LGD score. For instance, F{Loan i} = 1
means that the rating system assigns loan i to rating class 1. It is assumed
that the rating classes can be ranked from the least risky to the riskiest, and
consequently risk-class 1 should be assigned with a lower LGD than risk-class
2.

The majority of the previous research focuses on non-defaulted corporate ex-
posures and as a consequence, these methodologies concern how to estimate
probability of default, which is irrelevant for already defaulted loans as PD then
equals one [36]. However, some of the methodologies may be adjusted to the
setting of a non-performing loan portfolio by adjusting the response variable to
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LGD. The most used methodologies for rating systems are linear probability
models, ordered logit models, probit models and discriminant analysis models.
More recently, neural networks have also been used for the modelling of rating
systems. The mathematical models that will be used are described in detail in
the Mathematical Framework section [36].

2.7 Comparison of the Standardized Approach and the
Internal Ratings-Based Approach

In the standardized approach, banks assign standardized risk weights to the ex-
posures based on ratings from external credit agencies or the European Banking
Authority. The risk-weighted assets are in turn given by the product of the
standardized risk-weights and the exposure amount. The second methodology,
the IRB approach, is subject to approval by the Swedish Financial Supervisory
Authority, and allows the bank to develop their own rating systems for credit
risk [33]. Banks that have obtained supervisory confirmation to apply the IRB
approach, may under certain conditions develop their own estimates of LGD,
PD, EAD and the effective maturity (M), to use when quantifying the capital
requirement for a particular exposure [33]. However for retail exposures, M, is
not relevant so it will not be addressed further in this report.

In regard of estimation of the above-mentioned parameters, the Basel committee
allows institutions to choose between two IRB models, namely the Foundation-
and the Advanced-IRB. Institutions using the A-IRB will be allowed to use their
own estimates for LGD and EAD in addition to estimating PD as in F-IRB [32].
A summary of the models is presented in Table 1.

Risk parameter Foundation IRB Advanced IRB
Probability of default Estimated by the bank Estimated by the bank
Loss Given Default Supervisory value Estimated by the bank
Exposure at Default Supervisory value Estimated by the bank

Table 1: Overview of risk parameters per model

2.8 Maximum Recovery Period

As the Basel Accords targets a wide variety of institutions and banks, the for-
mulations are sometimes stated in a way that allows the banks to make their
own interpretations. This is the case with the Maximum Recovery Period which
play a key-role in the A-IRB approach as it affects the average LGD.

The general definition of the Maximum Recovery period is formulated as,

“Institutions should define the maximum period of the recovery process for a
given type of exposures from the moment of default that reflects the expected
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period of time observed on the closed recovery processes during which the insti-
tution realises the vast majority of the recoveries [...]”

Furthermore, the selection of the maximum-period must be well-supported,

“The specification of the maximum period of the recovery process should be
clearly documented and supported by evidence of the observed recovery patterns,
and should be coherent with the nature of the transactions and the type of expo-
sures”

Finally, another key aspect of the maximum-recovery period is that is a reg-
ulatory definition that does not prevent the bank from continuing to collect,

“Specification of the maximum period of the recovery process for the purpose
of the long-run average LGD should not prevent institutions from taking re-
covery actions where necessary, even with regard to exposures which remain in
default for a period of time longer than the maximum period of the recovery
process specified for this type of exposures“ [7].

A key feature of the MRP is its influence on the average LGD. Immediately
when a loan becomes older than the maximum recovery period, the exposure
should be assigned an LGD of 100%. Setting a longer maximum recovery period
will mean that fewer loans receive LGD 100% and thereby the average LGD will
decrease. As both the expected and the unexpected loss depends on the average
LGD, the expected loss will decrease as the average LGD is included as a factor
in that calculation. At the same time, as seen in Equation (9), if the maximum
recovery period is increased, then the unexpected loss will increase.

3 Mathematical Framework

In this section the mathematical methodologies used for the development of the
A-IRB model will be thoroughly described. The models and distributions dis-
cussed in this chapter are used in particular for modelling the LGD and evalu-
ating the performance of the models.

3.1 The Multiple Linear Regression Model

The multiple linear regression model is an approach for predicting a dependent
variable y using two or more independent explanatory variables, xs, s = (1,...,k),
k ≥ 2. In its general form, the equation for the multiple linear regression model
is given as,

y = β0 + β1 · x1 + .....+ βk · xk + ε, (10)

where k represents the number of regressor variables in the model, β0 the in-
tercept, βs the regression coefficients and ε the random error term. The βss,
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including β0, are unknown and need to be estimated, using n observations, by
for example the ordinary least-squares method [37]. The above equation can be
written in matrix form for n observations as, y = Xβ + ε

y =


y1
y2
.
.
yn

β =


β1
β2
.
.
βk

X =


1 x11 x12 .. x1k
1 x21 x22 .. x2k
. . . . .
. . . . .
1 xn1 xn2 .. xnk

 ε =


ε1
ε
.
.
εn


3.2 Ordinary Least Squares

Following the methodology of ordinary least squares, the goal is to calculate
the vector of least squares estimates β̂ by minimizing the sum of squares of the
residuals S(β):

S(β) =

n∑
i=1

ε2i = (y −Xβ)′(y −Xβ) (11)

The sum of squares is minimized by deriving the expression above and setting
it equal to zero:

∂S

∂β

∣∣∣
β̂

= −2X′y + 2X′Xβ̂ = 0 (12)

By rearranging the equation, the least-squares normal equations are obtained,

X′Xβ̂ = X′y (13)

Provided that the inverse (X′X)−1 exists,

β̂ = (X′X)
−1X′y (14)

This means the fitted regression model given the observations, is given by,

ŷ = Xβ̂ = X(X′X)−1X′y (15)

Model Assumptions of OLS
In order to obtain accurate estimates of the coefficients in the model by using the
ordinary least-squares (OLS), the assumptions below must be satisfied. If they
hold, the obtained estimators are the best linear unbiased estimators (BLUE),
where best refers to minimal variance [37].

1. Linearity
There must be a linear relationship between the regressor(s) and the re-
sponse variable.
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2. The errors shall be normally distributed and have expected value
zero
E[εi] = 0 will ensure unbiased estimators. If we on the other hand have
E[εi] 6= 0 endogeneity is said to be present. The multiple regression model
also assumes that the residuals are normally distributed.

3. No heteroscedasticity
The error terms should have the same variance and be uncorrelated. This
implies V ar(εi) = σ2

4. No autocorrelation
Observations of the error term are uncorrelated with each other. Auto-
correlation means that the errors are correlated with themselves in dif-
ferent time periods. If autocorrelation exists, the estimates are no longer
minimum-variance estimators. Cov(εi, εj) = 0, i 6= j

5. No perfect multicollinearity
There should not exist correlation between the regressors.

3.3 The Multiple Logistic Regression Model

The logistic regression model is a Generalized Linear Model (GLM) which is a
generalization of the ordinary linear regression. In GLM the response variable
may be part of any distribution which belongs to the exponential family, which
includes among others, Poisson, exponential, normal and binomial distribution
with fixed number of trials. In the ordinary linear regression, on the other hand,
the error terms are assumed to be normally distributed.

The logistic regression model is suitable to use in situations where the response
variable, y, is binary, meaning it has two possible outcomes. The general idea
under this model is that y is non-linearly dependent on one or more independent
variables, xss, s={1,...,p}

If we let the vector x = (x1, x2, ..., xp) denote a collection of k independent
variables and let the conditional probability that the outcome is equal to one
be denoted by P (Y = 1|x) = π(x), then π(x) may be expressed in terms of x
as,

π(x) =
eg(x)

1 + eg(x)
(16)

where g(·) is the logit function.

Further, since the response variable is dichotomous, the conditional mean of
the variable given x, must satisfy: 0 ≤ π(x) = E(Y |x) ≤ 1.
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Thereafter, π(x) is transformed by the logit transformation,

g(x) = ln

(
π(x)

1− π(x)

)
= β0 + β1x1 + β2x2 + . . . + βpxp (17)

The importance of this transformation is that g(·) has many of the desirable
properties of a linear regression model. The logit, g(·), is continuous, linear in
its parameters and may range from -∞ to +∞, depending on the range of x.

When there is no natural order for the included variables which is the case
for among other colours, countries and gender, discrete nominal scale variables,
also called dummy variables, need to be used. Generally, if the nominal scale
variable can take k different values, then k − 1 design variables are needed.
Supposing that the independent variable, xj , has kj levels, the kj − 1 design
variable will be denoted as Dj l and the coefficients for these design variables
will be denoted as βj l, l={1, 2, ..., kj − 1}.

Thus, the logit for a model with p variables, with the j:th variable being discrete,
is given as:

g(x) = β0 + β1x1 + ...+

kj−1∑
l=1

βj lDj l + ...+ βpxp (18)

Finally, the vector β′ = (β0, β1, ..., βp) is unknown and needs to be estimated,
using a sample of n independent observations (xi, yi), i = {1, 2, ..., n}. The
maximum likelihood methodology is the most widely used technique for this
[37, 38].

3.3.1 Maximum Likelihood Estimation

Maximum likelihood estimation (MLE) is a method for estimating the parame-
ters of a model, so that given the assumed model, the probability of the observed
data is most probable. This is achieved by constructing a likelihood function,
which measures the support by the data for the possible values of the unknown
parameters. The maximum likelihood estimators are the values of the parame-
ters that maximize the likelihood function.

The following steps are required to construct a likelihood function for the logistic
regression model,

1. From the multiple logistic regression model, we know π(x) = P (Y = 1|x).
Thus, it follows that the conditional probability of y equalling zero given
x is: 1− π(x) = P (Y = 0|x).

2. Further, as the response variable is dichotomous, we divide the obser-
vations (xi, yi) into two parts depending on the value of the response
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variable, yi. For pairs where yi = 1, the contribution to the likelihood
function is π(xi), and for those pairs where yi = 0, the contribution to
the likelihood function is, 1 − π(xi). Here π(xi) denotes the value of
π(x) at xi. The contribution function of each pair of observation can be
expressed as:

π(xi)
yi [1− π(xi)]

1−yi (19)

3. Assuming the observations are independent, the likelihood function is ob-
tained as follows:

L(β) =

n∏
i=1

π(xi)
yi [1− π(xi)]

1−yi (20)

4. The maximum-likelihood estimate β̂ is obtained as the estimate of β that
maximizes Equation (20) above

5. Since the logarithm is a monotonic function, maximizing the likelihood
yields the same value as maximizing the log likelihood. Therefore, to
facilitate the maximization problem, the log likelihood function can be
used,

l(β) = ln[L(β)] =

n∑
i=1

{yiln[π(xi)] + (1− yi)ln[1− π(xi)} (21)

6. The value of β that maximizes log-likelihood function, l(β), is obtained
by differentiating l(β) with respect to the p+1 coefficients and setting the
resulting expressions equal to zero. We obtain p+ 1 likelihood equations,
expressed as:

n∑
i=1

[yi − π(xi)] = 0 (22)

and

n∑
i=1

xij [yi − π(xi)] = 0 (23)

for j = {1, 2, ..., p}

Thus, the fitted values for the multiple logistic regression model are π̂(xi),
which is the maximum likelihood estimate of π(xi). Further, the value of π(xi)

is computed using β̂ and xi [38].
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3.4 The Multiple Ordered Logistic Regression Model

Ordered regression is a type of regression analysis in which the purpose is to
model a dependent variable whose value depends on an arbitrary scale where
the relative ordering has importance.

As described above, the conventional logistic regression model considers a situ-
ation where the response variable has a dichotomous outcome. The model can
be modified to allow for a response variable with more than two categorical out-
comes and where the model incorporates the ordering of the categories. Instead
of dealing with the probability of a specific event, as in the classical logistic
regression model, the ordered model considers the probability of the event and
all events with a lower order. Thus, the model uses the cumulative probabilities
rather than the probabilities of the individual events.

Suppose that the response variable Y has c ordered categories and a data set
(yi, x1i, ..., xki) of observations i = {1,...,n}, where k is the number of explana-
tory variables. Then the cumulative probabilities are given as:

γ
(j)
i = P (Y ≤ j|xi) (24)

for each observation i and each category j = {1, ...,c-1}

The multiple ordered logistic regression is then given as:

γ
(j)
i = P (Y ≤ j|xi) =

exp[α(j) − (β1x1 + ...+ βkxk)]

1 + exp[α(j) − (β1x1 + ...+ βkxk)]
(25)

for j = {1, ..., c-1}

The odds of being less than or equal to a particular category can be defined
as:

P (Y ≤ j|xi)
P (Y > j|xi)

(26)

Using the logit transformation, g(x), the log odds, also denoted as logit,

log

(
P (Y ≤ j|xi)
P (Y > j|xi)

)
= logit(P (Y ≤ j|xi)) (27)

for j = {1, ..., c-1} and i = {1,...,n}

As seen in Equation (25), each response level has its own unique intercept which
increases with the ordinal rank of the category. This is to guarantee that the
following holds:

γ(1) < γ(2) < ... < γ(c−1)
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and

β1, β2, ..., βk

are the same for each value of j.

The calculation of the likelihood now proceeds as for the binary multiple lo-
gistic regression model and so does maximum likelihood estimation.

Model Assumptions

Logistic regression does not require many of the assumptions that linear regres-
sion assumes. Firstly, there does not have to be a linear relationship between
the regressors and the dependent variable. Secondly, the error terms must not
be normally distributed. Thirdly, homoscedasticity is not a strict requirement.

Still, there are a couple of assumptions that need be fulfilled,

1. In comparison to binary logistic regression where the response variable
should be dichotomous, the response variable in ordered logistic regression
must to be expressed on an ordinal scale

2. The observations should be independent of each other meaning that they
are not a result of repeated measurements

3. No or little multicollinearity is allowed among the explanatory variables.
This means there should not be a too high correlation between them

4. The response variable should be linearly related to the log odds, however
not implying that the dependent and independent variables have a linear
relationship

5. There is also a requirement regarding the size of the data sample. Namely
that for the least frequent outcome, a general guideline is that there should
be more than ten data points to make the model stable

[39]

3.4.1 Modification of Maximum Likelihood for Ordered Logistic Re-
gression

Let πj(x) denote the probability of level j of the response variable, that is,

πj(x) = P (Y = j|xi) =
egj(x)∑c−1
z=1 e

gz(x)
(28)

for j = {1, ..., c-1} and for gj(x) given as
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gj(x) = log

(
γ
(j)
i

1− γ(j)i

)
=
P (Y ≤ j|xi)
P (Y > j|xi)

= α(j) − (β1x1i + ...+ βkxki) (29)

satisfying the relationship,

γ(j) =

j∑
w=1

πw(x) (30)

It follows that the likelihood and log-likelihood functions are modified, and the
following is obtained:

L(β) =

n∏
i=1

π1(xi)
y1iπ2(xi)

y2i · · · πc−1(xi)
yc−1i (31)

l(β) = ln[L(β)] =

n∑
i=1

[y1ig1(xi) + y2ig2(xi) + ...+ yc−1igc−1(xi)−

ln(1 + eg1(xi) + eg2(xi) + ...+ egc−1(xi))]

(32)

Finally, as before, the parameters are estimated using the first partial derivative
of the log-likelihood [40].

3.5 Zero-Inflated Beta Distribution

The zero-inflated beta distribution is used in the risk-classification model. The
beta distribution has two parameters: µ and φ, and a density function given by:

f(y;µ;φ) =
Γ(φ)

Γ(µφ)Γ((1− µ)φ))
yµφ−1(1− y)(1−µ)φ−1, if y ∈ (0, 1) (33)

where Γ is the gamma function.

The zero-inflated beta regression model is similar to the beta distribution but
allows for zeros as y-values. This will consequently address the shortcoming
of the beta regression model, namely that it is not suitable for modelling data
which includes observations at the extreme points, zero and one.

In a general setting, where there is only one of the extremes in the data, which
is often the case in empirical research, the probability density function of y is
given by:
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bir(y;α, µ, φ) =

{
α, if y = r

(1− α)f(y;µ, φ), if y ∈ (0,1)
(34)

where α denotes the probability mass at r and corresponds to the probability of
observing zeros, i.e. r=0, while f(y;µ, φ) is the beta density. Thus, Equation
(34) is a zero-inflated beta distribution [41].

3.6 Model Evaluation Metrics

To analyse the performance of the models, there are several available metrics.
A commonly used metric is accuracy, which is given by dividing the number
of correct predictions by the total predictions made. In addition, there are a
couple of ones we would like to highlight.

3.6.1 R-Squared, R2

The R-squared value, R2 measures the proportion of variation that is explained
by the regressors and is calculated by:

R2 =
SSR
SST

=

n∑
i=1

(ŷi − ȳ)2

n∑
i=1

(yi − ȳ)2
(35)

[37]

3.6.2 Kruskal-Wallis Rank Sum Test

A non-parametric alternative to the one-way ANOVA, is the Kruskal-Wallis
rank sum test, sometimes also denoted the one-way ANOVA on ranks. The test
shows if the differences between two or more groups are statistically significant
and can be used when the ANOVA assumptions are not met. In the one-way
ANOVA test, a significant p-value indicates that some of the group means are
different, but does not tell which pairs of groups that are different. The Kruskal-
Wallis test works similarly as it is an omnibus test statistic and only answers if
there are at least two groups which are different from each other. Consequently,
it does not reveal which groups of the independent variables that are statistically
different from the others [42].

3.6.3 Hosmer-Lemeshow Test

The Hosmer-Lemeshow test is a goodness of fit test for logistic regression mod-
els, frequently used in risk prediction models. The test evaluates if predicted
values match the actual values in subgroups of the total observations. However,
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research has shown that the test performs poorly for some models, while it may
not work when the sample size, n, is larger than 25,000 observations [43].

The test is constructed by grouping the observations based on their model-fitted

response probabilities, γ
(j)
i , into g groups. Theoretically, g can be set to any

number, although g = 10 is commonly used for the binary Hosmer–Lemeshow
test [38]. Then, in each response category and for each group, the observed and
estimated frequencies are tabulated in a g× c table. Finally, the goodness of fit
is tested by calculating the Pearson chi-squared statistic from the created table.

Let γ
(j)
i be the estimated probabilities from the fitted ordered logistic regression

model, we can assign an ordinal score (OSi) to each observation as:

OSi = π̂i1 + 2π̂i2 + ...+ cπ̂ic (36)

where c is the number of categories.

Then, based on their ordinal score, sort the observations in ascending order
and arrange them evenly into g groups. Further, let Okj and Ekj denote the
sums of the observed and estimated frequencies in each group for each of the
c response levels, respectively. Table 2 can then be obtained where Obs. is
observed frequency, and Est. is estimated frequency,

y=1 y=2 ... y=c

Group Obs. Est. Obs. Est. ... Obs. Est. Sum

1 O11 E11 O12 E12 ... O1c E1c n/g
2 O21 E21 O22 E22 ... O2c E2c n/g
. . . . . ... . . .
. . . . . ... . . .
. . . . . ... . . .
g Og1 Eg1 Og2 Eg2 ... Ogc Egc n/g

Table 2: Observed (Okj) and estimated (Ekj) frequencies sorted and summed
into g groups

The test statistic Cg is then given as:

Cg =

g∑
k=1

c∑
j=1

(Okj − Êkj)2

Êkj
(37)

where Cg follows a chi-squared distribution with (g− 2)(c− 1) + (c− 2) degrees
of freedom [44].

3.6.4 Confusion Matrix

The confusion matrix is a commonly used tool when describing the performance
of a classification model on a set of data for which the actual values are known.
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The matrix is a contingency table in which there are two dimensions, actual
and predicted.

False positives are also to be denoted Type I error while false negatives are
referred to as Type II error. A confusion matrix is presented in Table 3 below.

Predicted Class
Positive (1) Non-positive (0)

Actual Class
Positive (1) TP FN
Non-Positive (0) FP TN

Table 3: Confusion matrix which is used to analyse the performance of a classi-
fication model where there are two classes, positive and non-positive outcomes

3.6.5 F1-Score

Two central concepts in this context are precision and recall. Precision measures
the exactness which indicates the ratio of correctly labelled positive values in
relation to the total number of positive labelled values. Recall on the other
hand denotes the ratio of correctly labelled positive values in relation to the
total number of actual positive values.

Precision =
TP

TP + FP
(38)

Recall =
TP

TP + FN
(39)

When used properly, precision and recall can evaluate a classification model’s
effectiveness even in imbalanced situations. The F-Measure combines both recall
and precision but recall is considered β times as important as precision. Let
β = 1 in the equation below and the F1-score is obtained.

F −measure =
(1 + β)2 ·Recall · Precision
β2 ·Recall + Precision

(40)

Accuracy =
TP + TN

TotalPopulation
(41)

Even though the F-measure provides a more detailed insight into the perfor-
mance of the classification model than the accuracy measure, the precision-
component is still sensitive to the distribution of the underlying data [45].
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3.6.6 Kappa Statistic

The Kappa statistic, also known as Cohen’s Kappa coefficient, is a metric that
compares observed accuracy with expected accuracy (random chance). When
two measurements agree perfectly, the Kappa is 1.0, while 0.0 indicates agree-
ments equivalent to chance.

Kappa =
Observed agreement− expected agreement

1− expected agreement
(42)

[46]

3.6.7 Receiver Operator Characteristic Curve

The Receiver Operator Characteristic Curve (ROC) is an alternative way of
measuring the performance of a classification model [47]. ROC provides a
graphical plot which illustrates the diagnostic ability of the model for differ-
ent discrimination thresholds.

The ROC-curve is obtained by plotting the True Positive Rate (TPR) over
the False Positive Rate (FPR). It therefore allows a visual representation of the
trade-offs between the benefits of the model as represented by the true positives
and the costs reflected by false positives. In general, one classifier is better than
another if its associated point is in the upper left area of the ROC space. On the
other hand, any model whose ROC value is located on the diagonal, also called
line of no discrimination, has no predictive ability. The true-positive rate is also
known as sensitivity, recall and probability of detection. Also, the false positive
rate is denoted probability of false alarm or 1− specificity where specificity =
true negative rate.

The threshold, θ, denotes the required probability for assigning an observation
to the category defined as positive in the logistic regression.

Threshold = θ ∈ [0, 1]

The true positive rate and the false positive rate are both functions of the
selected θ, and they may be simplified as specified below. The ROC-curve is
generated by varying the threshold used over the interval [0, 1].

ROCy(θ) = TPR(θ) =
TP (θ)

FN(θ) + TP (θ)
=

FP (θ)

No. of positives

= 1− FN(θ)

No. of positives
= 1− FNR(θ)
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ROCx(θ) = FPR(θ) =
FP (θ)

FP (θ) + TN(θ)
=

FP (θ)

No. of negatives

Figure 4: ROC Curve

3.7 Imbalanced Data

Imbalanced data is a common problem for classification models, meaning that
the classes of observations have a disproportionate representation in the data
set. The issue can be found in many areas ranging from medical diagnosis to
fraud detection. Most often, it results in the minority class becoming underes-
timated, as the classification model in order to achieve a high accuracy instead
focuses on the majority class.

Studies have shown that balanced data provides improved overall classifica-
tion performance compared to imbalanced data [48, 49, 50]. There are different
solutions to obtain balanced data, including over- and under-sampling together
with approaches which create synthetic data points. In the under sampling tech-
nique, the majority class is reduced to the same size as the minority data. A key
problem with this approach is that the classifier may miss important charac-
teristics of the majority class. Moreover, in oversampling, the model randomly
samples with replacement so that the minority class becomes of the same size
as the majority class. As a result, there is no information loss but on the other
hand, the chance of overfitting the model increases.

There are also techniques as SMOTE and ROSE which may combat the dis-
advantages of under- and oversampling techniques. They do instead create
artificial data around the minority class [51]. These methodologies may be ex-

29



tra advantageous to use when given the nature of the data, any of the classes is
more important to be estimated correctly.

Figure 5: An illustrative overview of four class re-balancing techniques [51]

While sampling methods try to balance the data by considering the proportions
of the classes in the data set, cost-sensitive methods have been proposed as
another alternative. In these models, the objective function is the total cost
function for the training data set, which is to be minimized. A cost is incurred
for every misclassification while there is no cost for correct classifications. The
model is therefore trained by using different cost matrices that indicates the
cost for misclassifying a certain type of data. This means that the penalties for
causing a certain error can be manually adapted [45].

Another consequence of imbalanced data is that the overall accuracy often will
be high even though the accuracy for the observations of the minority class is
low. In other words, in the presence of imbalanced data, it becomes challenging
to make relative comparisons as the accuracy to a high level depends on the
distribution of the data. Therefore, accuracy may not be an appropriate metric
to use. Below we have instead listed alternative approaches.
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4 Data and Methodology

This section discusses the quality of the data and how it was prepared. It also
describes how the mathematical models were selected and how the A-IRB model
may be implemented.

4.1 Data

The database we have had access to contained data on loan-level from all regions
Hoist operates in. However, to compensate for varying characteristics between
the different markets, we solely used data from the Italian market, which also
is the region with the most extensive amount of data. Since Hoist entered the
Italian NPL market in the early 1990s, the company has kept a record of all
the purchased loans, and all the subsequent collections. In addition, when Hoist
acquires a loan portfolio from a bank, they typically receive key characteristics
about the loans and the borrowers. As the data is updated annually, we had
access to data for 21 difference reference times.

All the data concern already defaulted loans, and collection data is recognized
monthly. Below is an example of two fictive rows in the database.

Loan
ID

Bank
Total
Debt

Zip
Code

...
Debt
Closed

Gender
Collection
month 1

...

123 Bank A 500 118 ... False 0 100
124 Bank B 300 190 ... True 1 0

Table 4: Two fictive rows of the data set

4.1.1 Methodology for Cleaning the Data

A significant amount of time was spent on developing automated methodologies
for adjusting incorrect data. Some of the incorrect data originated from inter-
nal adjustments where Hoist did not receive the collection they anticipated, and
consequently had to correct this in the following month’s collection data. We
therefore had to analyse what scenarios that could occur, and thereafter adjust
the data. Even though only a fraction of the data was incorrect, we could not
overlook that data as the Basel regulation states that all data should be used.

The computer software Alteryx has been used throughout the project, par-
ticularly relating to the cleaning of the data. Alteryx is an ETL tool (Extract,
Transform and Load). The technique is used in data warehousing applications
and is desirable to use when creating workflows where data is extracted from
different locations and thereafter prepared for further usage by applying a set
of pre-defined functions.
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4.1.2 Quality of the Data

We used a dataset with twelve million observations, but due to the nature of
Hoist’s business, the number of loans with bad performance meaning a high
LGD, constituted the clear majority of the data. The ratio of loans with LGD
= 1 compared to loans with LGD 6= 1 was approximately 20:1. This will likely
cause any classification model to overestimate the probability of a high-LGD
loan. However, from Hoist’s perspective, it is at the same time important to
not classify any bad loans as good loans, as that model would underestimate
the capital requirement, and thus not be acceptable from the point of view of
the Swedish Financial Supervisory Authority. In addition to the fact that the
data is imbalanced, the available information about the borrowers is limited, in
particular in the beginning when a portfolio just has been acquired. This is also
a natural effect of the business Hoist conducts as they are not originating the
loans, but instead just second-hand acquirers. Moreover, aspects as GDPR also
contribute negatively to the data availability as certain parameters about the
borrowers are not allowed to be stored. However, given these limitations, Hoist
still wants to develop the best-possible model.

4.1.3 Modelling of the Data

The software programming R was used for the main analysis. Numerous of
packages were used, but some of the most important ones were broom, caret,
tidyr, betareg and gamlss.

4.2 Literature Review

To understand the key-elements of the A-IRB approach, the Basel framework,
as presented by the Bank for International Settlements (“BIS”), was studied.
This was accompanied by hands-on experience from our supervisor who already
had implemented A-IRB at another bank. In addition, prior to deciding what
risk-classification models to compare, a significant amount of time was spent on
analysing previous studies. In a systematic way, we summarized best-practices
and mapped potential models that could be used depending on certain circum-
stances. Most often, the models originated from other fields or was used for
estimation of probability of default. Therefore, we had to understand what
changes that were required in order to be able to use the models for estimation
of LGD and for risk-classification.

4.3 Implementation of the IRB-approach

Hoist intends to convert to the Advanced-IRB model (A-IRB). To succeed, Hoist
needs to use its extensive database of historical data to develop well-supported
models which then need to be approved by the Swedish Financial Supervisory
Authority. In particular, the key steps outlined below stipulates the actions we
have identified as necessary for Hoist. They also describe the main components
and the methodology of the thesis:
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1. Clean the data and handle any incorrect values

2. Calculate the LGD for each loan and year since Hoist acquired the loan
by adjusting for the yearly collections

3. Use historical loan portfolio and the characteristics of the loans to con-
struct a model that can classify the loans into pre-defined, distinguishable
risk-classes. We will evaluate five models:

• Ordinary Least Squares Linear Regression

• Ordered Logistic Regression

• Three step model with Binary Logistic Regression and Beta Regres-
sion with Imbalanced data

• Balanced Three step model with Binary Logistic Regression and Beta
Regression with Balanced data

• Two-step tree model with Binary Logistic Regression and Zero-Inflated
Beta Regression with Imbalanced data

4. Apply the models to the loan portfolio and obtain estimated LGD values
for each loan

5. Assign the loans to risk-classes based on the models’ predictions

6. Among the models listed above, determine the risk-classification model
that is best suited for Hoist by applying discriminatory power tests and
calibration tests on the rating system

7. Based on the actual values, quantify the average LGD and downturn LGD
for loans with the same estimated risk-class and age

• Age refers to the relative age of the loan in relation to when it was
acquired

• The average LGD values will serve as the best-estimate of the LGD,
LGDBE , for new loans with the same age and risk-class

• The downturn LGD will be used to obtain the unexpected loss for
Hoist

• Collection costs will be addressed by increasing the LGD by an extra
0.5% to account for the actual LGD

8. Calculate the total capital requirement by adding together the total ex-
pected and unexpected loss

• Expected loss per loan is obtained by multiplying the current out-
standing debt for the loan with the LGDBE . The LGDBE shall
be calculated so that it reflects the collection costs. In addition,
as Hoist acquires their portfolios heavily at discount to the nominal
value, they are allowed to subtract the discount from the expected
loss. However, the EL cannot become negative
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• Quantify unexpected loss per loan: max(0, LGDDT−LGDBE)·EAD

However, there are more factors to take into consideration. The A-IRB ap-
proach, as it is written in the Basel accords, allows the banks themselves to
make reasonable interpretations of the regulations. One such situation regards
the maximum recovery period (MRP), which as seen in the definition in Section
2.8 is not clearly defined. Instead, a bank may select a reasonable cutoff given
that it can be adequately motivated. For Hoist which wants to minimize its
total capital requirement, the selection of the MRP causes a trade-off problem
between expected and unexpected loss.

4.4 Construction of the Risk-Classification Model

As mentioned, the data set is available for 21 reference times, due to the fact
the LGD values are updated annually. Therefore, when creating the models
we had to determine a reference time which we considered representative. We
used reference period two, meaning the loans we evaluated were two to three
years old. This period was chosen as we then had access to a couple of years
of collection data while also ensuring that most of the loans had not been fully
repaid. In addition, we wanted to examine how the average LGD changed over
time.

As part of the A-IRB model, the loans must be classified into risk-classes and
receive an estimated LGD value. The procedure included the following steps,

1. Historical data was used to train the risk models and the performance of
the different models was evaluated (80% of the data for training, 20% for
test)

2. The final model was used to classify historical loans which we have actual
LGDs for, into risk-classes based on their characteristics

3. For each risk-class and age group of the loans, the average actual LGD
was calculated. These average LGD values could thereafter be applied to
new loans which shared the same characteristics, but for which there are
no actual LGDs

Desirable properties of the final model were:

a. It shall be conservative and not overestimate the ratio of loans which
perform well. This is since that would make Hoist’s capital requirement
too low. Therefore, when building the model, we had to be conservative
and allow certain types of misclassifications in the model

b. The classification of the loans must be well-calibrated. In addition, it
should be possible to distinguish between the different classes, meaning
there are clear differences among the loans which belong to different risk-
classes
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c. The model should be built so that the loans tend to stay in the same
risk-class over time

The features that were assessed:

• Number of repayments during the last 12 months (dynamic variable which
changes over time)

• Amount paid (Euro) back by the borrower during the last 12 months (also
dynamic)

• Days in default when Hoist acquired the loan

• Gender of the borrower

• Age of the borrower (grouped into intervals of 15 years, also dynamic)

• Zip-code for the borrower.

• The bank the loan was acquired from

• Debt type

• Purchase price of the portfolio in which the loan was part of. Measured
as purchase price for the portfolio divided by the outstanding debt for
the portfolio, meaning this variable is identical for all loans of the same
portfolio

Some of these parameters are so called factor variables, meaning dummy vari-
ables had to be created for them. E.g. the Italian zip-codes were categorized
into 10 groups, and a similar approach was used for age.

To identify what parameters to include in the models, a Wald-test assessing
the significance of the explanatory variables was conducted per model. In addi-
tion, we studied their correlation and ensured that they had acceptable variance
inflation factors (VIFs), which measures how much the variance of each coeffi-
cient is increased due to collinearity.

The selection of variables to include originated from a combination of avail-
ability and our hypothesis about their effect on the LGD. For instance, the
number of repayments should have a significant effect on the LGD as the LGD
in turn depends on the collections. Less intuitive, the zip-code may act as a
proxy for any region-specific differences such as average salary or unemploy-
ment. The effect of other factors as age and gender are more speculative.

Number of risk-classes
Another important aspect that needed to be investigatead regarded how many
risk-classes to include. Intuitively it seemed reasonable to have two risk-classes
as Hoist to simplify has two types of customers - the ones that pay back their
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debt and those who do not pay anything at all. However, as the ratio of pay-
ing customers is small in relation to the ones not paying, a small improvement
in the model’s ability to distinguish between best and good customers would
mean a significant change to the capital requirement. Therefore, we used three
risk-classes initially as that, all else equal, would result in a better model than a
model with two risk-classes. To ensure this was a valid assumption, we analysed
the average LGD over time to verify there was a clear difference between the
different risk-classes.

Models used
The models which were tested were assigned data ordered in three risk-classes,
best = RC0 , good = RC1 and worst = RC2 based on their actual LGD values.
To select the cutoff values for the classes, we first analysed the distribution of
the data as we wanted to ensure approximately equally many observations in
the two better risk-classes. Secondly, we varied the criteria slightly to optimize
the performance of the models.

Consequently, the models were trained using loan data where the loans had
been classified into RC0, RC1 and RC2 based on their actual LGD according
to the following criteria:

RC0 : 0 ≤ LGD < 0.34, RC1 : 0.34 ≤ LGD < 0.985, RC2 : 0.985 ≤ LGD ≤ 1

As a starting point, we created a risk-classification model which was built on
ordinary least squares linear regression. That model would then assume that
the errors, and consequently the LGD of the loans, had a normal distribution.
However, a simple analysis and some reflection may conclude that the LGDs
are not distributed evenly on each side of the mean, as there is a heavy tail for
higher LGD values. The main reason for including OLS is instead since it has
been used in many previous research papers for modelling LGD. Even though
the previous results vary, we believe that given the size of our dataset which is
much larger than the previous datasets used, it may still be relevant to asses
the performance of this distribution.

As we had three risk-classes which had a meaningful order, we fulfilled the
definition of the ordered logistic regression model. The reason for testing this
model was since logistic regression model is the industry’s preferred choice of
model and has been used in numerous previous studies. In addition, the logistic
distribution performs well when the dataset is linearly separable and predicts
discrete functions well.

As the data was disproportionately distributed between the risk-classes, we
needed to address that the models became dominated by the risk-class with the
most occurrences. Therefore, in line with research in other fields, we examined
tree models. The first one to be evaluated was a three step model which first
used binary logistic regression to separate worst loans from the remainder, and
thereafter further split the remaining loans into two groups, best and good with
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another logistic regression. Then as a final step, the good loans were modelled
with a beta regression as beta regression in previous studies has been showed to
model LGD well. Eventually, when the tree model had been constructed by the
training data, the test data was predicted. Consequently, all loans which were
filtered out in the first logistic regression were assigned to the worst risk-class
and thus received LGD = 1. Similarly, loans which were filtered out in the
second logistic regression model received LGD = 0 while the remaining loans
obtained LGD values in the range of (0, 1) based on the outcome of the beta
regression.

So far, all models had been built using imbalanced data, but potentially the
models could be improved by balancing the data, without violating the desir-
able properties listed in the beginning of this section. Therefore, we compared
the three step tree model described above, with an identical model but where the
data had been balanced. The balancing process was executed by using ROSE
which generates synthetic data by randomly over sampling. However, a key risk
with that methodology was that we then may lose critical information about the
relative frequencies of the type of customers, meaning we may overestimate the
probability of repaying customers. After evaluating the outcome of the balanced
model, and the results of the other models, we created a fifth model based on
the findings up to that point.

Consequently, we proceeded with a two step tree regression model which built
upon the advantages with logistic regression, while making use of beta regres-
sion in the last step. In the first step of the model, in line with the previous
tree models, logistic regression was used to sort out loans assigned to the worst
risk-class. Instead of having another logistic regression model, all the remaining
loans were passed to a zero-inflated beta regression model. As we thus had
not filtered out the loans with LGD = 0, which are in excess of the ones with
0 < LGD < 1, we could not use ordinary beta regression. Instead we used
zero-inflated beta regression which is a distribution which allows for frequent
zero-valued observations.

For each logistic regression models, the optimal classification cutoff value was
determined, which ultimately decided when a loan should be assigned to a cer-
tain category. To determine this threshold, the ROC curve was used which
illustrated the results of different cutoff-values. By observing the ROC and its
associated cost curve, we could determine a threshold which was optimal given
our trade-off. Despite the fact the model had to be conservative and not overes-
timate the share of repaying customers, it was considered important to not let
the dominating amount of high-risk loans dominate the share of repaying cus-
tomers. Therefore, the penalty for assigning a good loan as bad was set twice
as high compared to the cost for denoting a bad loan as a good one.

When evaluating the two-step model over time, we had to compensate for the
lack of very old loans. Instead of creating a model per reference time, 21 ref-
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erence times in total, we assumed all loans which were eight years or older to
have the same characteristics. By doing this we could create a robust model
and apply this model for each reference time over eight years. Another factor
contributing to this decision was that most loans older than eight years tended
to come from the same client and have equal values for the other parameters.
Therefore this was considered as an appropriate solution for the data set under
study.

Methodology for evaluating the performance of the models
Measuring the performance of the models in terms of traditional accuracy met-
rics as pseudo R2 was in this context not considered to be of interest. This was
since the training data was heavily imbalanced, potentially resulting in a model
with high overall accuracy while having a low accuracy for the minority class.
Therefore, to understand the robustness and predictive power of the models,
we cross-validated the performances of the models on randomly sampled test
data with focus on the ROC curve. In addition, the F1 score, the mean square
error, the Kappa statistic and the confusion matrix were examined, where the
latter acts as a transition matrix for the loans, thus giving clear insights in
how the models perform. Moreover, the logistic regression models were also
evaluated using the Hosmer-Lemeshow test. This was made even though the
Hosmer-Lemeshow test is not optimal to use if the dataset is larger than 25,000.
However, as it is one of the most widely used tests for logistic regression models,
we tried to use it.

To check the discriminatory power and conclude if the characteristics differed
between the risk-classes, we performed the Kruskal Wallis test. The test checks
if there is a statistically significant difference between the means of the groups.
There are other similar tests as one-way ANOVA test and the Tukey’s range
test, however they require normally distributed data and homogeneity of the
variances.

Another important step of the process of identifying the most suitable model,
was to analyse the outcomes of the risk-classification model in detail. In partic-
ular we focused on how the average LGD changed over time for the final model,
where we wanted to see stability over time and a clear difference between the
risk-classes. For this we primarily used graphical tests visualizing how the LGD
values varied within the risk-classes, both at a specific point in time and over
time.

4.5 Calculation of EL and UL with Respect to Maximum
Recovery Period

When the risk-classification model was in place, there were a couple of more
steps before the A-IRB model was complete. First of all, the average LGD
values should be assigned to the loans. For instance, a loan acquired three
years ago, classified into risk-class RC1, should be given an estimated LGD
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value calculated as the average for historical loans with these two characteris-
tics. Secondly, the LGD values needed to be adjusted for the maximum recovery
period. For that reason, we varied the maximum recovery period among all the
reference times, and calculated the unexpected loss and expected loss given the
new LGD values. This meant that we for an arbitrary value t of the maximum
recovery period, let all loans older than t years receive an LGD = 100%. This
consequently affected the LGD values of the loans, and also the average LGD
values.

Thereafter, the EL and UL were calculated, where Hoist on the EL may subtract
a discount from the expected loss. This is since Hoist acquires their portfolios
at discount to the nominal value. They may deduct the discount from the ex-
pected loss as long as the net EL is positive. By adding together the EL and UL,
we had 21 different total capital requirements which we evaluated against each
other in order to find the optimal maximum recovery period for Hoist. After
that we checked what that maximum recovery value corresponded to in terms
of percentage of remaining cash flows.

5 Results and Discussion

This section focuses on the risk-classification model by first presenting the re-
sults from the variable selection followed by how missing values were handled.
Thereafter, the models are evaluated and compared to each other. Finally, the
effect of the maximum recovery period on the capital requirement is presented.

5.1 Variable Selection

As seen in Figure 6 there appears to be no or low correlation among the variables
in the model, except for client which is correlated to debt purchase price percent
which quantifies how much Hoist paid when they acquired the loan, measured
in percent of the outstanding debt. This parameter is identical for all loans in
a particular portfolio as a number of loans are purchased together. Therefore,
for banks which Hoist has not acquired many portfolios from, the variable may
show strong correlation, however, that should not be the case for the larger,
more important clients (banks). Although, to ensure properly working models,
the debt purchase price percent variable was omitted. Furthermore, LGD is used
when determining the cutoff points for the risk-class and is consequently not a
variable.
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Figure 6: Correlation matrix of the variables. Num CF reference time refers to
the parameter Number of repayments per reference time

Availability was another challenge with the data, as some features were not
available for certain portfolios. As seen in Figure 7 there are several variables
which were missing for parts of the data. In particular, this was the case for
days in default when Hoist acquired the loan and for gender. Even though the
analysis was primarily limited due to the range of available variables, rather
than the number of loans, this was considered as an issue. For that reason,
these two parameters were excluded. Initially, the variable days in default when
Hoist acquired the loan was expected to have a high explanatory power as the
probability of repaying a loan decreases over time. However, as there was un-
certainty about the reliability of the data, a decision was taken to omit that
parameter. In addition, amount paid by the borrower was also excluded due to
its obvious high correlation to number of repayments.
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Figure 7: Overview of missing parameters in the dataset. The bars show the
number of missing values, while the connected lines indicate which variables the
bar refers to. E.g. the bar above a line going from zip-code to debt type, shows
the number of loans where neither zip-code nor debt type were available.

From the gross list of variables in Section 4.4, we therefore proceeded with the
following:

• Number of repayments during the last 12 months (dynamic variable which
changes over time)

• Age of the borrower (grouped into intervals of 15 years)

• Zip-code for the borrower. The Italian zip-codes were categorized into 10
groups

• Client - The bank the loan was acquired from

• Debt type

Then for each model, we evaluated the p-value from the Wald test to understand
which explanatory variables that were significant. VIFs were also analysed to
ensure acceptable levels of multicollinearity, although no exclusions had to be
made due to that factor. Also see appendix for distribution of variables per
LGD-interval.
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Figure 8: Figure visualising used variables per model. Log refers to logistic re-
gression and Beta to Beta Regression. Z.I. Beta to zero-inflated beta regression.

5.2 Handling of Missing Values

When calculating the expected and unexpected loss it was discovered that for
certain reference times and risk-classes, no average LGD and/or downturn LGD
were provided. In particular this was the case for the best risk-class for the
highest reference-times. The issue was addressed by letting the downturn LGD
be equal to 1 for any missing downturn LGD values. On the other hand, missing
average LGD values were replaced with the average for the risk-class of the other
reference times. This outcome was expected as it is unlikely there would be any
defaulted loans from the early 90s, still not repaid, that would be classified in
the best risk-class. Instead this proves a challenge for this type of models and
the A-IRB approach as there is a lack of old loans.

5.3 Construction and Evaluation of Models

For each of the logistic models, we observed the ROC-curve and its associated
cost function. This was done in order to obtain the optimal threshold for the
cutoff. Below in Figure 9, the ROC curve for the two-step model is presented.
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Figure 9: ROC and cost-curve for two-step model - as seen, the cutoff is set to
0.89 which minimizes the total cost

5.3.1 Ordinary Least Squares Linear Regression

As seen in Table 5, the linear model classified most of the loans which in reality
belonged to the worst RC, to the good risk-class. This may be an effect of
the normality assumption of the data which the linear regression model is built
upon, or that the data is not linear in the parameters. Secondly, the boxplot in
Figure 10 further proves the issue, where the average LGD value for the worst
and good risk-class are nearly identical. In addition, the model appears to lack
ability to distinguish between loans in the good and best risk-class which was
considered as a desirable property of the final model.

Actual

Predicted

Worst Good Best
Worst 26.8% 27.7% 85.5%
Good 66.6% 71.0% 14.5%
Best 6.6% 1.2% 0.0%

Table 5: Confusion matrix for linear regression model
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Figure 10: Boxplot for Linear Model of average LGD per risk-class

5.3.2 Ordered Logistic Regression

The ordered logistic regression model was better in classifying the loans which
belonged to the worst risk-class, as seen in Table 6. This indicates high cal-
ibration, meaning that the actual and the predicted values match fairly well.
However, as also seen, the model has low discriminatory power as it cannot
separate any of the loans in the good risk-class. Apparently, the model assigned
to much weight to the extreme values, zero and one. To combat this issue, a
three step model which first separates away these values was tested.

Actual

Predicted

Worst Good Best
Worst 99.8% 86.6% 77.2%
Good 0.0% 0.6% 0.8%
Best 0.2% 12.8% 22.0%

Table 6: Confusion matrix for ordered logistic regression
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Figure 11: Boxplot for Ordered Model of average LGD per risk-class

5.3.3 Three step model with Binary Logistic Regression and Beta
Regression with Imbalanced Data

The three step model with two steps of logistic regression, and a final step with
beta regression, had a similar performance for the worst risk-class as the ordered
logistic regression model. However, this model did not predict any of the values
in the best risk-class correctly.

Actual

Predicted

Worst Good Best
Worst 97.9% 40.6% 38.3%
Good 2.1% 59.4% 61.7%
Best 0.0% 0.0% 0.0%

Table 7: Confusion matrix for three step imbalanced model
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Figure 12: Boxplot for imbalanced Model of average LGD per risk-class

5.3.4 Balanced Three-step Model with Binary Logistic Regression
and Beta Regression with Balanced Data

When re-doing the previous model but with balanced data, the results become
even worse, with no predictability for neither the good nor the best risk-class. As
seen, apparently the balancing technique where artificial data were generated,
confused the three-step model.

Actual

Predicted

Worst Good Best
Worst 100.0% 100.0% 100.0%
Good 0.0% 0.0% 0.0%
Best 0.0% 0.0% 0.0%

Table 8: Confusion matrix for three step balanced model
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Figure 13: Boxplot for balanced Model of average LGD per risk-class

5.3.5 Two-step Tree Model with Imbalanced Binary Logistic Re-
gression and Zero-inflated Beta Regression

Finally, in the fifth model to be evaluated, the calibration appears to be high
as the accuracy for the worst risk-class is 98%. This is the most important
property of the model, as Hoist cannot use a model which is too optimistic and
classifies bad loans as good ones. Moreover, 57% of the good loans were catego-
rized correctly, while 61% of the best loans were not classified as worst. Clearly
the calibration of the two step model is good, and with acceptable ability to
distinguish between the good and the best risk-class.

Actual

Predicted

Worst Good Best
Worst 97.9% 40.6% 38.3%
Good 2.1% 57.0% 51.2%
Best 0.0% 2.4% 10.5%

Table 9: Confusion matrix for two step model
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Figure 14: Boxplot for two-step model of average LGD per risk-class

5.3.6 Summary of Model Evaluation

As seen in Table 10, the two step model performs the best, which confirms the
results from the comparison of the confusion matrices and the boxplots. As seen
in Table 10, the two step model has a low mean square error, in line with the
linear model which performed the best on that metric. In addition it has the
highest Kappa score and overall accuracy. Furthermore, it has a high F1-score,
while most importantly it clearly separated mean values of the LGDs for the
risk-classes. Moreover, the discriminatory power is also tested using the Kruskal
Wallis rank sum test. One-way ANOVA test and Tukey’s range test could not be
used as the data did not satisfy the normality assumption. The non-parametric
Kruskal-Wallis rank sum test was used, which generated a p-value < 2.2∗10−16

meaning the differences of the risk-classes were confirmed to be significant.

When assessing the Hosmer-Lemeshow goodness of fit tests of the logistic re-
gression models, the obtained p-values do not indicate satisfactory models. As
listed in the mathematical theory section, the Hosmer-Lemeshow test has been
shown to give unreliable results for large data sets. As the other tests in our
analysis supported the goodness of fit, this test was not taken into considera-
tion.
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Evaluation
Metrics

Linear
model

Ordered
Logistic

Three step
imbalanced

Three step
balanced

Two step

MSE 0.011 0.015 0.012 0.015 0.013
F1-score 0.13 0.98 0.98 0.98 0.98
Kappa 0.19 0.20 0.45 0.0 0.46
Accuracy 0.84 0.96 0.95 0.96 0.96
LGD Best 0.27 0.49 n/a n/a 0.35
LGD Good 0.91 0.47 0.71 0.98 0.74
LGD Worst 0.99 0.98 0.99 1.0 0.99

Table 10: Summary of model evaluation. MSE: Mean square error, The LGD
values refer to the average LGD per risk-class, generated by each of the models.
Models with n/a did not assign loans to all risk-classes

In addition, the average LGD over time for the two-step model, Figure 15, indi-
cates good discriminatory power as the risk-classes are well-separated and their
average LGDs are relatively stable for all reference times. Note for reference
time 0, the number of repayments may not be used as a variable because then
there is no such trailing data available. Instead, for the logistic regression model
on the two-step model, the parameters age, zipcode and debt type were used,
while the zero-inflated beta also had the client parameter included.

Figure 15: Average LGD per risk-class for all reference times. x -axis: reference
times 0-21, y-axis: Average LGD. Red: Best RC, Green: Good RC, Blue: Worst
RC
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5.4 Maximum Recovery Period

The optimal maximum-recovery period to select is eight years for Hoist, as seen
in Figure 16. This corresponds to having collected 97% of the cash flows, which
clearly may be considered as the vast majority of the claims. This is a reasonable
cutoff given the curve of the collections over time as seen in Figure 18, where
the curve flattens after about ten years.

Figure 16: Maximum-recovery period. Total capital requirement (y-axis) vs
MRP (x -axis)
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Figure 17: Cumulative collections (y-axis) vs MRP (x -axis)

Figure 18: Collections over time
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6 Conclusions and Further Research

The complexity of implementing the A-IRB model depends to a large extent
on the organization’s dataset. As listed in the methodology section, there are a
number of critical steps that need to be addressed. However, most of them are
facilitated if there is high-quality data available, as a key part of the process
is to develop a well-calibrated predictive model. In this report, the number of
available variables limited the analysis. Still, the comparison among five models
in this report indicated that the two-step model with logistic regression and
zero-inflated beta regression achieved high discriminatory power and an accept-
able level of calibration. In fact it classified 98% correct for the worst loans, and
more than 50% correct for the better loans. In addition, when analysing the
results over time, the model indicated clear differences among the risk-classes.

The report also evaluated the effect of the maximum recovery period on the
capital requirement. The analysis revealed the optimal threshold to be higher
than indicated levels from supervisors. In this case, the optimal cutoff was eight
years, corresponding to approximately 97% of the collections.

Given the limited data availability which likely will be the case for other banks
undergoing a similar transition, an interesting aspect would be to include macroe-
conomic variables into the model as it likely would improve the predictive power
in particular for downturns.

A related question to investigate would be to analyse the impact of using a
modified formula for the LGD. This is since the current formula Hoist is using,
does not recognize the fact that Hoist acquires the loans heavily at discount.
Exploring what the effects of that would be on Hoists total capital requirement
is a highly relevant topic for Hoist to further analyse.

A more specific topic to look into regarding modelling of the retail loans, would
be to see how a zero-one inflated beta mixture model would perform. That
model could suit LGD data for non-performing loans well as that distribution
accounts for the excess of zeros and ones.
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8 Appendix

Figure 19: Overview of missing parameters in the dataset.

Figure 20: RC vs gender
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Figure 21: Age of debt-holder vs RC

Figure 22: Client vs RC
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Figure 23: Number of payments vs RC

Figure 24: Zipcode vs RC
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Figure 25: Debttype vs RC
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