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Abstract
Macroeconomic forecasting is a classic problem, todaymost oftenmodeled us-
ing time series analysis. Few attempts have been made using machine learning
methods, and even fewer incorporating unconventional data, such as that from
social media. In this thesis, a Generative Adversarial Network (GAN) is used
to predict U.S. unemployment, beating the ARIMA benchmark on all hori-
zons. Furthermore, attempts at using Twitter data and the Natural Language
Processing (NLP) model DistilBERT are performed. While these attempts do
not beat the benchmark, they do show promising results with predictive power.

The models are also tested at predicting the U.S. stock index S&P 500. For
these models, the Twitter data does improve the accuracy and shows the po-
tential of social media data when predicting a more erratic, and less seasonal,
index that is more responsive to current trends in public discourse. The results
also show that Twitter data can be used to predict trends in both unemployment
and the S&P 500 index. This sets the stage for further research into NLP-GAN
models for macroeconomic predictions using social media data.





Generativt motstridande nätverk
och datorlingvistik för makro-
ekonomisk prognos

Sammanfattning
Makroekonomiska prognoser är sedan länge en svår utmaning. Idag löses de
oftast med tidsserieanalys och få försök har gjorts med maskininlärning. I den-
na uppsats används ett generativt motstridande nätverk (GAN) för att förutspå
amerikansk arbetslöshet, med resultat som slår samtliga riktmärken satta av
en ARIMA. Ett försök görs också till att använda data från Twitter och den
datorlingvistiska (NLP) modellen DistilBERT. Dessa modeller slår inte rikt-
märkena men visar lovande resultat.

Modellerna testas vidare på det amerikanska börsindexet S&P 500. För dessa
modeller förbättrade Twitterdata resultaten vilket visar på den potential da-
ta från sociala medier har när de appliceras på mer oregelbunda index, utan
tydligt säsongsberoende och som är mer känsliga för trender i det offentliga
samtalet. Resultaten visar på att Twitterdata kan användas för att hitta trender i
både amerikansk arbetslöshet och S&P 500 indexet. Detta lägger grunden för
fortsatt forskning inom NLP-GAN modeller för makroekonomiska prognoser
baserade på data från sociala medier.
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Chapter 1

Introduction

Within the field of economics, the prediction of macroeconomic indicators
plays an important role for many different sectors, including banks, govern-
ments and other large institutions. These parties are interested in a wide vari-
ety of indicators such as inflation, gross domestic product, unemployment rate,
etc. The usual approaches for predicting these types of variables includes, but
are not limited to, structural models such as Dynamic Stochastic General Equi-
librium (DSGE) and non-structural methods such as Auto-Regressive (AR)
processes and Moving Average (MA) processes [9].

There is a never-ending search for more reliable models and as such there has
been an increasing interest in the use ofmachine learning on the subject. Previ-
ous research has shown that modern machine learning algorithms can be used
for prediction of macroeconomic indicators, with results surpassing those of
conventional methods; see, for instance, the results from Cook and Hall [6]
and Nakamura [29]. It has also been shown that Generative Adversarial Net-
works (GAN), although most commonly used for image generation, can be
successfully implemented for time series prediction [10].

The use of machine learning algorithms invites the use of a broader data set
as the complex structures of deep neural networks can find patterns not easily
distinguishable for humans. With the ever increasing amount of data accumu-
lated all over the internet, from social media to news providers, finding patterns
could be the key for next generation predictions. One way of identifying such
patterns is to look at the many texts uploaded on social media. Fundamental
when developing such a method is inferring the semantic value of the social
media posts. Although understanding written text is easy for humans this is
not an easy task for machines, new advances in Natural Language Processing
(NLP) may, however, open this door.

1



2 CHAPTER 1. INTRODUCTION

This thesis1 will investigate the use of modern machine learning algorithms,
more preciselyGANs based upon Long Short-TermMemory networks (LSTMs)
and Convolutional Neural Networks (CNNs), which will be explained in latter
chapters, for unemployment forecasting. An attempt at using Twitter data will
be performed to investigate the future of this type of predictions and see if it is
possible to combine recent improvements in both natural language processing
and machine learning to go beyond what is possible with today’s forecasting
methods. The same model will also be tried at forecasting the S&P 500 stock
exchange for comparison. Hence, the thesis will centre around the following
main question:

Can state of the art NLPs together with other modern machine
learning algorithms, like GANs, be used for text-based macroe-
conomic forecasting with results competitive to conventional time
series methods?

Conventional methods for comparison will be an ARIMA process and a sea-
sonal naïve method fitted to the same time series data.

1.1 General Information
As with most machine learning tasks, the need for computational power is im-
mense. Generally, NLPs are among the most computationally heavy processes
due to the sheer number of parameters in many of today’s models, often reach-
ing many hundreds of millions [42]. While GANs has proven incredibly po-
tent at solving many difficult machine learning problems, they also tend to be
computationally heavy, especially when dealing with many input dimensions.
Thus, the models used in this thesis are both memory and time consuming
to train. When dealing with huge machine learning models it is often favor-
able to make use of the more specialized computational cores in a Graphics
Processing Unit (GPU) rather than those in the traditional Central Processing
Unit (CPU). Therefore, the models throughout this thesis project has made use
of the built in GPU porting included in the PyTorch machine learning toolkit
[34].

The models were trained on one of the following: the Cybercom machine
learning server, using NVIDIA GTX 1080 Ti graphic cards, Parallelldator-

1The models and the Twitter scraping tools used throughout the project can be found at
https://github.com/larreee/GAN-for-eco-forecast

https://github.com/larreee/GAN-for-eco-forecast
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centrum’s (PDC) Tegnér using NVIDIA Tesla K80 graphic cards or on a vir-
tual machine from Amazon Web services using a NVIDIA Tesla K40 graphic
card. However, numerous reductions from the optimal model were still nec-
essary due to the size of the model and the amount of data included. These
reducations are made as none of the computational resources could otherwise
train the model within a time-frame reasonable for this project (ă 1 month).
As will be seen in the following chapters, the reduced model still generates
impressive results. In the concluding remarks in Chapter 6, we comment on
how the results can be improved upon in future work, where more optimal
conditions can be met.

1.2 Acronyms
The most commonly used acronyms in the report are listed below for your
convenience.

NLP Natural Language Processing

GAN Generative Aversarial Net

G Generator

D Discriminator

RNN Recurrent Neural Network

LSTM Long Short-Term Memory network

CNN Convolutional Neural Network

SGD Stochastic Gradient Descent

MLP Multilayer Perceptron

ReLU Rectified Linear Unit

BP Back-Propagation

BERT Bidirectional Encoder Representation from Transformers

S&P 500 Standard and Poor’s 500 Index

API Application Programming Interface



4 CHAPTER 1. INTRODUCTION

ARIMA Auto Regressive Moving Average

RMSE Root Mean Squared Error



Chapter 2

Mathematical Theory

This chapter will introduce the reader to some of the mathematical concepts
which were used when building the models presented in this thesis. First, there
will be a short introduction to the field in Section 2.0. This will be followed by
an explanation of a minimization technique called gradient descent in Section
2.1. Thereafter, in Section 2.2, therewill be an introduction to neural networks.
This section lays the foundation for Sections 2.3 and 2.4 which explain the
network types LSTM and CNN. These networks will then be combined into a
greater architecture in Section 2.5, where we introduce Generative Adversarial
Networks. Finally, in Section 2.6, gradient descent will be extended into the
Adam-optimizer, a tool for efficient training of neural networks.

All these mathematical concepts will be brought together in Chapter 4, where
the model will be introduced and explained.

2.0 Introduction to Statistical Learning
With the rise of big data, statistical learning has become a "very hot field" in
many scientific areas as well as in marketing, finance and many other fields.
[12]. Statistical learning is a set of tools for modeling and understanding com-
plex data sets [12]. These tools are generally categorized as either supervised
or unsupervised. The former refers to statistical learning methods which at-
tempt to predict or estimate some output variable based on one or several input
variables. That is, for every observation xi, i “ 1, 2, . . . , n, of the predictor
measurements, there exists a response yi. The aim is generally to model the
relation between them, either for accurate predictions or to better understand
and describe the current data [12].

5



6 CHAPTER 2. MATHEMATICAL THEORY

Contrary, unsupervised learning refers to methods where there are observa-
tions xi but no associated response yi which can help supervise the learning
process. Forecasting or estimation is not possible in this setting, instead one
seeks to understand the relationship between the variables or between the ob-
servations. One such example is clustering where one aim to divide the obser-
vations into distinct groups [12]. This thesis will discussmodels for supervised
learning.

2.0.1 Parametric vs Non-parametric Methods
If one has some observations xi, i “ 1, 2, . . . , n, as well as corresponding
responses yi they can begin by stating a very general model

yi “ fpxiq ` εi (2.1)

where ε is some error term with mean 0. Here, f is a fixed but unknown
function which explains the possible systematic relationship between the ob-
servations and the responses.

When moving forward they might assume the parametric form of f to simplify
the fitting. The most straightforward example is a linear fit on the form

fpXq “ β0 ` β1X1 ` β2X2, . . . , βpXp. (2.2)

The problem of fitting f is now reduced to fitting the parameters β. This
simplifies the problem as it is generally easier to fit a set of parameters than an
arbitrary function [12]. The immediate danger when using parametric models
is that the sought relationmight not follow the same shape as the chosenmodel.
This would lead to a poor estimate of f [12]. One way to address the problem
would be to choose more complex models which would allow more flexible
fits. Although tempting, this might lead to a phenomenon called overfitting
where the models starts to follow the shape of the errors. This will result in
bad predictions as well [12].

Another alternative would be to fit f to the data without assuming its func-
tional form. Such a method is called non-parametric and has the great benefit
that a very wide range of possible shapes can be fitted with the same model.
Overfitting is generally avoided by imposing constraints on smoothness of the
fit [12]. Non-parametric models does not, however, benefit from the afore-
mentioned simplification of reducing the fitting to parameters, and will thus
require significantly more training examples [12]. In this thesis, the models
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discussed and implemented will be located in a gray area between parametric
and non-parametric. This will be further explained in Section 2.2.

2.1 Gradient Descent
Fitting a parameterized model boils down to optimizing the values of the pa-
rameters. Such an optimization problem can often be stated as minimizing
some loss function (this will be further discussed in Section 2.2.1). Thus, con-
sider a function fpxqwhich is to beminimized. Herex is a vector px1, x2, . . . , xpq

T

which is initialized with some random values or guess, x0. If the function is
defined and differentiable in some neighbourhood around x0, the steepest de-
scent is in the direction of the negative gradient ´∇fpx0q. Thus, the update

x1
“ x0

´ η0∇fpx0
q (2.3)

for a small enough step-size (or learning rate, as it is a commonly called in
machine learning), η0, will result in fpx0q ě fpx1q. Continuing with updates
for the sequence x0,x1,x2, . . . such that

xi`1
“ xi ´ ηi∇fpxiq, i ě 0 (2.4)

will result in the monotonic sequence

fpx0
q ě fpx1

q ě fpx2
q . . . (2.5)

which hopefully converges at a local minimum where ∇fpxnq “ 0 for some
n ą 0. Note that η is allowed to change its value at each iteration. This
convergence can be guaranteed given certain assumptions on f , for example
convex and Lipschitz, and a small enough η.

2.1.1 Stochastic Gradient Descent
Consider a function fpx;θq, where x denotes a realization for some random
variable X , which is to be minimized with respect to θ. For a set of samples
from X , txjuNj“0, the expectation of f can be found as

F px;θq “ Erfpxqs “
1

N

N
ÿ

j“0

fpxj;θq. (2.6)

This can be minimized through gradient descent using the updates
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θi`1
“ θi ´ ηi∇θF px;θiq “ θi ´

ηi
N

N
ÿ

j“0

∇θfpxj;θ
i
q. (2.7)

However, if N is large, computing the gradient can be very computationally
expensive. Instead of using the whole set txjuNj“0, one can sample one ele-
ment, xt, uniformly and proceed to evaluate

θi`1
“ θi ´ ηi∇θfpxt;θ

i
q. (2.8)

Before the next iteration another data point will be sampled for the gradient.
This will converge to the same local minimum since

Er∇θfpxt;θqs “
1

N

N
ÿ

j“0

∇θfpxj;θq “ ∇θF px;θq (2.9)

but will take longer to do so. This technique is called Stochastic gradient
descent (SGD). Its main benefit is that each iteration requires a lot less com-
putations, but a negative effect is that the variance has increased, resulting in
slower convergence.

A common way to make use of the benefits from SGD without suffering as
much from its consequences is to use batches of data. That is, instead of sam-
pling one xt, one samples a subset of the data N Ă txju

N
j“0 and proceeds

as

θi`1
“ θi ´

ηi
‖N‖

ÿ

xtPN
∇θfpxt;θ

i
q. (2.10)

A version of SGD called Adam will be applied throughout this project. Adam,
and its modifications of the original SGD algorithm will be explained in Sec-
tion 2.6.

2.2 Neural Networks
In many real-world situations there are a wide selection of features all affecting
(more or less) every dimension of the data. For example, if an algorithm is to
decide whether there is a car present in a photograph, every pixel has to be
included in the analysis. Furthermore, a car can be of many different models,
colors, shapes and sizes. It can also appear at different angles and distances
from the camera. All these factors (and others) make it incredibly difficult
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to find what the important features are and how to represent them, as well as
defining a parameterized mapping from the representation to the output.

Deep learning is a type of learning that handles this difficulty by introducing
large, general models that are combinations of simple structures. Each of the
sub-models can find and learn a simple representation mapping which in turn
can be used to find other representations and so on. The methods are non-
parametric in the sense that the parametric shape of the model is not assumed,
but they are parametric in the sense that they have a finite set of parameters
that are to be fitted. This results in methods which can model a wide range of
scenarios with a finite set of easily adjusted, parameters. But they also require
significant training with overfitting at risk. The most straightforward example
of a deep learning model is the feed forward neural network.

2.2.1 Basic Architecture
The feed forward neural network (also called Multilayer Perceptron) is a deep
learning model with its roots in the 1950’s. The Perceptron was introduced by
Rosenblatt [37] in 1958 and is an algorithm for linear classification made to
resemble a neuron in the brain. It is constructed by usingweighted connections
between the input and several nodes. Each node sums the signals it receives
and passes that sum through a step-function with some threshold, meaning that
the node produce a 1 if the sum is large enough and 0 otherwise. The output is
a vector of 0s and 1s of the same length as the number of nodes. The output is
what is used for classification. The perceptron can be written mathematically
as

y “ h pWx` bq (2.11)

where x is the input-vector, y is the output-vector, b is a bias-vector that sets
the threshold and W is a matrix with elements corresponding to the weights
between the input and each node. The activation function, h, is a heaviside ap-
plied element-wise. The heaviside function is zero for all negative arguments
and one for all positive arguments. This very simple model can be trained
by comparing the output to the response corresponding to the input. These
responses are called targets. Every parameter (weight or bias) is updated pro-
portionally to the derivative of the difference between the output and the tar-
get with respect to that parameter. This learning rule, called the perceptron
learning rule, is based upon gradient descent and it is the foundation of other
learning rules, some of which will be discussed later.
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Each row in the weight matrix W , defines a hyperplane such that the corre-
sponding node returns 1 on one side of the plane and 0 on the other side. This
is the decision boundary of the perceptron. If there are several output nodes
there will be several hyperplanes drawn, but the decision boundary remains
linear. This means that although it is possible to create complex decision pat-
terns using high dimensional output, there is no way to model non-linearities.

If the desire is to create a more complex model, the output of a perceptron can
be connected as the input of another perceptron. Attaching several perceptrons
in a chain like this is what is referred to as a Multilayer Perceptron (MLP) or
a feed-forward neural network[39]. It is still one the most common machine
learning methods today and is often the building block for more advanced
methods [25]. If the output from every node of a layer is used as input for
every node of the following layer, said layer is referred to as a fully connected
layer or a dense layer.

Loss/Cost Function

As described above, the original perceptron updates its parameters based upon
the difference between the output and the target. Although intuitive, this is not
always the best way to define the error. For example, if one wants to penal-
ize large mistakes, they can use the square of the difference as error instead.
In fact, one can define any function which quantifies the difference between
output and target. This function is called loss-function or cost-function. The
learning is based on minimizing this function, giving it huge impact on the
final performance.

Despite the lack of formal restrictions, there are some general features which
are almost always desired in loss-functions. One of which is for the function to
be differentiable to allow gradient descent (subgradient descent is an alterna-
tive for non-differentiable cases but includes extra work). Furthermore, convex
functions are often preferred as convexity holds many convenient properties
for optimization, e.g. a strictly convex function on an open set has no more
than one minimum.

Activation/Transfer Function

When using several layers of nodes, heaviside is no longer a suitable choice of
activation function. Better are functions which transfer more information from
the previous layers and have well-defined and easily calculated derivatives. As
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these function transfer information from previous layers they are sometimes
referred to as transfer functions.

Popular transfer functions include the rectified linear unit (ReLU), the sig-
moids as well as many others. ReLU is defined as maxp0, xq which allows
for nodes to be deactivated but also to display different strength. There are
many versions of the ReLu, for example the Leaky ReLU which addresses the
problem of the derivative being 0 for all non-positive values by introducing a
small, negative, linear slope for those values. The magnitude of this negative
slope is often denoted α. Leaky ReLU is the main type of transfer function
used in this project.

(a) Heaviside versus the Logistic function (b) The Leaky ReLU

Figure 2.1: Examples of transfer functions.

Sigmoids are a popular choice as they are smooth, continuous, versions of step-
functions. One example is the logistic function which is defined as fpxq “
ex

ex`1
and can be seen in Figure 2.1 (a). They possess useful properties such as

being monotone and being upper and lower bounded. Although their deriva-
tives can never be strictly zero, they can quite easily be small enough for train-
ing to stall, this is referred to as vanishing gradients. Vanishing gradients is a
common problem, not only for networks using sigmoids as activation.

Back-Propagation

As mentioned above, fitting neural networks is done by minimizing the cost
function. This is done iteratively through gradient descent (or versions of it).
Since the number of weights increase quadratically with the size of a layer and
linearly with the number of layers, even a small network can easily end up
with thousands of parameters. Larger architectures, like BERT which will be
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introduced in Section 2.7.2, can have millions of parameters. With so many
derivatives to calculate for each iteration of the gradient descent, there is need
for an efficient algorithm.

One such algorithm, which builds upon the perceptron learning rule described
earlier, is Back-Propagation (BP). The idea dates back to 1960’s but the algo-
rithm was well defined, named and popularized by Rumelhart, Hinton, and
Williams [41] in 1986. It defines a training procedure for any neural network
architecture that is uni-directional and contains no connections between nodes
of the same layer. The algorithm is divided into two parts; first the forward
pass, and thereafter the back-propagation, which the algorithm is named after.

The forward pass simply consists of assigning the input nodes with an input
vector and then calculating the values of the subsequent layers based on the
current settings of weights and biases. An output is produced at the final layer
from which an error can be determined using the cost function. The cost func-
tion used by the authors in the original example [41] was

E “
1

2

ÿ

i

ÿ

j

pyi,j ´ ti,jq
2 (2.12)

but the algorithm is not limited to this choice. Here i is an index for each data-
pair (input and target), j is an index for the output nodes, y is the produced
output and t is the target corresponding to the input used.

The second part, back-propagating, seeks to find the partial derivatives of E
with respect to each parameter in every layer. Since this is just the sum of the
partial derivatives for each input data-point, each case can be treated individ-
ually. It is now assumed that the layers are fully connected and thus follow
equation 2.11. Furthermore, the notation will be changed slightly to

ykj “ hpW k,k´1yk´1
` bkqj “ hpxkqj (2.13)

where ykj is the output for the jth node of the kth layer, W k,k´1 is the weight
matrix corresponding to the weights from layer k ´ 1 to layer k, and bk is the
biases for layer k. yk´1 is the outputs from the previous layer, k ´ 1.

The procedure starts by computing BE{Bynj for every node, j, of the output
layer n. Then by the chain-rule it follows that

BE

Bxnj
“
BE

Bynj
¨
Bh

Bxnj
. (2.14)
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However, as described by equation 2.13, xnj is just the linear combination of
the output from the previous layer. So following the chain-rule again it is easy
to calculate how the error depends on the parameters leading up to the output

BE

BW n,n´1
l,j

“
BE

Bxnj
¨

Bxnj

BW n,n´1
l,j

“
BE

Bynj
¨
Bh

Bxnj
¨ yn´1

l (2.15)

for some node at position l of the previous layer. This procedure can now be
repeated to find the partial derivatives all the way back through the network.
Hence, the name back-propagation. Since the weights can be updated whilst
proceeding backwards through the network, very little memory is needed to
store the results, just the accumulated value of the partial derivatives. Further
improvements have been introduced on the back-propagation algorithm. One
such is Adam which is discussed in Section 2.6

2.3 Long Short-Term Memory Networks
Neural networks, as described above, are good at predicting a wide variety of
real-world applications, in everything from low to high dimension. What they
are not so good at ismodeling data which is dependent upon earlier instances of
itself, as in time series data. To be able to solve problems that are dependent in
time, so called recurrent neural networks (RNNs) have emerged, largely based
on the work by Rumelhart, Hinton, and Williams [40] in 1985.

The RNN architecture is essentially a neural network with feedback connec-
tions, i.e. the values from some nodes are passed to nodes in earlier layers.
This connects elements of sequential data, allowing processing of signals.
However, any recurrent network in finite time can be unfolded to a larger feed
forward network with the addition of duplicate weights for each point in time
[40], thus they can mostly be treated the same.
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Figure 2.2: The unfolding of an RNN processing a finite sequence. It is noted
that the weights remain the same throughout the sequence but the input, output
and state changes over time. 1

Since their introduction, recurrent neural networks have been used in a wide
variety of applications and are the main idea behind many state-of-the-art ap-
plications such as NLPs and the neural network architecture Long Short-Term
memory (LSTM). However, for most NLP applications, RNNs have been re-
placed by more modern algorithms like the Transformer algorithm described
in Section 2.7.1.

The loss-functions and the associated back-propagation described in earlier
sections has some limitations in certain scenarios. One of the scenarios when
the problem of vanishing gradients become pronounced is when handling back-
propagation through time in RNNs [18]. There is also a severe chance for the
opposite to happen, namely having exploding gradients, where the gradients
all blow up to huge numbers. This leads to either an extraordinary amount of
training time or that the algorithm simply does not converge at all. To fight the
problems with exploding/vanishing gradients while back-propagating through
time, the architecture Long Short-Term Memory (LSTM) was introduced by
Hochreiter and Schmidhuber in 1997 [18].

LSTMswhere initially presented with constant error carousels leading to com-
plex units called memory cells. These memory cells include what are often
called gates, which is a sort of regulator choosing what content moves on to
the next part of the architecture and what does not. These first memory cells
contained output gates, which protect other units from disturbance from stored
memory content, and input gates, which protect the memory content from ir-
relevant inputs. In 1999, Gers, Schmidhuber, and Cummins [13] let the LSTM
architecture reset its own state by introducing the so-called forget gate. Vari-
ous improvements have been proposed since the introduction of LSTMs and

1Figure inspired by [22].
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the architecture used in this paper applies a multi-layer LSTM to an input se-
quence and for each element in this sequence every layer computes [34]:

it “σpWijxt ` bii `Whiht´1 ` bhiq (2.16)
ft “σpWifxt ` bif `Whfht´1 ` bhf q (2.17)
gt “σpWigxt ` big `Whght´1 ` bhgq (2.18)
ot “σpWioxt ` bio `Whoht´1 ` bhoq (2.19)
ct “ft ˝ ct´1 ` it ˝ gt (2.20)
ht “ot ˝ tanhpctq (2.21)

Where ˝ is the Hadamard product, ht is the hidden state at time t, xt, ct is the
input and cell state at time t. Furthermore, it.ft, gt, ot are the input, forget, cell
and output gates, respectively and σ is the logistic function, all in accordance
to the PyTorch documentation [34]. In this thesis, the LSTM architecture will
be used as the building block for the generator in the generative adversarial
network. This will be further discussed in Chapter 4.

2.4 Convolutional Neural Networks
A completely different type of neural network is the Convolutional Neural Net-
work (CNN). It first introduced by Fukushima [11] in 1980 under the name
Neocognitron for pattern recognition. One of the main upsides of the Neocog-
nitron over earlier applications is that they are able to detect patterns at differ-
ent locations of the input.

2.4.1 Convolutional Layer
Today a CNN is most often built combining three different kinds of layers;
convolutional layers, pooling layers and dense layers. A convolutional layer
does not have weights connecting every element of the input to a set of output
nodes. Instead it uses a kernel of fixed size (often significantly smaller than
the input) which is moved across the input, producing an output based on con-
volution. The parameters of the layer are thus the weights of the kernel (and
optionally some bias added after convolving).

These convolutions are often performed in parallel with independent kernels.
As the kernels are initialized with different (random) weights they can learn
different patterns in the data. The number of parallel filters is referred to as the
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number of output channels, Cout, and this number is effectively the number of
input channels, Cin, for the next layer. Each kernel filters every input channel
and returns a superposition as output.

In the simplest case, PyTorch [34] defines a convolutional layer for a 1-dimensional
input signal of length, L, with batch size, N , number of input channels, Cin,
and number of output channels, Cout, as

outpNi, Coutjq “ biaspCoutjq `
Cin´1
ÿ

k“0

weightpCoutj , kq ‹ inputpNi, kq

(2.22)

where ‹ denotes the valid cross-correlation operator.

Pooling Layers

A pooling layer is similar in its use of a moving kernel, filtering the input,
but whereas the convolution-kernel produces a weighted average with learned
weights, the pooling layers use a fixed pooling rule instead. For example, the
kernel might produce an output equal to the largest element it sees, this is
called max pooling. Other common pooling techniques include sum pooling
where the elements are summed and average pooling where the elements are
averaged. A key thing to note is that there are no parameters in a pooling layer
which are updated during learning.

2.4.2 Computational Consequences
The use of moving kernels often results in an output smaller than the input.
This can be counteracted by padding the input and changing the stride of the
kernel but that is not necessarily wanted. Reducing the dimension of the prob-
lem eases computations and hopefully removes noise.

Since the layers tend to reduce the size of the data it is computationally easier
to use relatively deep CNNs compared to other architectures. This is also
heavily due to the fact that each kernel holds a lot fewer weights (and thus
fewer parameters to update) than a dense layer. This also explains why it is
feasible to use several channels for every layer which would have been very
computationally expensive for a dense layer.
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2.5 Generative Adversarial Networks

2.5.0 Games and Nash Equilibrium
Game theory is the study of mathematical models of conflict and cooperation
between intelligent and rational decision-makers [26]. A game is any (social)
situation involving two or more players. As mentioned, players are assumed
rational and intelligent. Rationality means that the decision-maker is consis-
tent in their pursuit of their own objectives. That objective is, in the game
theory setting, to maximize some returned utility (or equivalently to minimize
some cost). The idea that a rational objective is to maximize utility payoff
was formally justified in a modern setting by Neumann and Morgenstern [31].
They proved, using just a few axioms, that if there is a way to assign some
utility payoff for every possible outcome of the players action, then a rational
player would aim to maximize this payoff. Finally, a player is deemed intel-
ligent if they know the entire setup of the game and can make every possible
inference available from that information.

Many games which are built upon a utility payoff can be translated into a game
where only one player receives a payoff while the other player tries to mini-
mize this score. The rational expected outcome is called the value of the game.
Such a game is called a minimax game. In a minimax game setting, any ra-
tional players will thus have only one function to optimize. Either they have
to maximize their own score or they have to minimize the opponent’s score,
depending on which player has which role.

In this game theory setting, Nash et al. [30] proved that in any finite n-person
game there exists one or many states where neither player benefits from chang-
ing only their strategy. That is, each player is using their optimal strategy given
that the current strategy of every other player does not change. This is called
a Nash equilibrium.

2.5.1 GANs
Generative Adversarial Nets were first introduced by Goodfellow et al. [14]
in 2014. The framework consists of two neural networks, a generator and a
discriminator. The generator attempts to learn the true distribution of the data
and the discriminator is tasked with determining whether a sample is from the
true distribution of the data or is in fact sampled from the generator. First a
prior for a noise input variable pzpzq is defined such that the generator can
represent a mapping to the data space, Gpz; θgq, where G is a differentiable
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function with parameters θg. Thereafter the discriminator can be defined as
the differentiable function D such that the mapping Dpx; θdq from the data
space to a single scalar represents the probability that x comes from the real
data (as opposed to coming from the generator).

The discriminator is trained to maximize the probability of assigning the cor-
rect label to samples from both the data and from G, whereas the generator
is trained to minimize the probability of its generated data being correctly la-
beled. The setup can thus be seen as a two player minimax game with value
function defined as

min
G

max
D

V pD,Gq “ E
x„Pr

rlogpDpxqqs ` E
z„Pz

rlogp1´DpGpzqqqs (2.23)

where Pr is the probability distribution of the real data. In practice, equa-
tion 2.23 might not provide strong enough gradients for the GAN to converge.
Thus, rather than training the generator on minimizing logp1 ´ DpGpzqqq, it
would instead be trained to maximize logpDpGpzqqq. This results in the same
fixed point of the objective function but provides much steeper gradients in the
beginning of training [14].

The generator can be seen as defining a probability distribution Pg by trans-
forming the samples from Pz. Thus, the goal of the training scheme is for the
generator to converge so that Pg is a good representation of Pr. For the given
minimax game there is a theoretical global optimum where pg “ pr, giving
the optimal discriminator asD˚Gpxq “

pr
prpxq`pgpxq

“ 0.5. In this optimal state,
the discriminator can not distinguish the real data from the generated one [14].
More often, training will end at a local optimum, but nevertheless, this local
optimum will be a saddle-point where neither network benefits from changing
their position, and is therefore a Nash equilibrium.

The generator and discriminator can be from a variety of different architec-
tures, ranging from convolutional networks to deep fully connected neural
networks. In this project, a long short-term memory network is used as the
generator and a deep convolutional network is used as a discriminator.

2.5.2 Conditional GAN
For the original, unconditioned, GAN framework there is no control on the
data being generated by the model. To account for this, Mirza and Osindero
[27] introduced conditional generative adversarial networks (conditional GAN
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or cGAN). The idea behind cGAN is that by adding additional input informa-
tion, it is possible to dictate what data is being generated. This is done by
extending the original GAN model by incorporating additional information,
denoted q, such as class labels or other types of data into both the discrim-
inator and the generator. This leads to the modified cost functions for the
discriminator

V pDq “ Ex„Pr rlogpDpx|qqqs ´ Ez„Pz rlogpDpGpz|qqqqs (2.24)

and for the generator

V pGq “ Ez„Pz rlogpDpGpz|qqqqs . (2.25)

Returning to the game theory setting, this could be seen as drawing a set of
cards during a card game and placing them face up for both players to see.
New information is given which affect how the game is played, but the value
of the cards does not change the rules of the game.

2.5.3 Wasserstein GAN
Conventional generative adversarial networks are very delicate to train as they
require a fair game between the generator and discriminator to obtain non-
vanishing gradients [2]. There has been several proposed solutions to this
problem but the arguably most popular is Wasserstein GAN (WGAN). Intro-
duced by Arjovsky, Chintala, and Bottou [3] in 2017, theWGANmakes use of
the Earth Mover (EM) (or Wasserstein-1) distance to assure convergence. The
authors thoroughly show how EM, due to its continuity and differentiabillity
can induce convergence for distributions where other metrics, such as Total
variance, Kullback-Leibler or Jensen-Shannon, fail [3]. EM can be expressed
as

W pPr,Pgq “ inf
γPΠpPr,Pgq

Epx,yq„γ r‖x´ y‖s (2.26)

whereΠpPr,Pgq denotes the set of all joint distributions γpx, yqwhosemarginals
are respectively Pr and Pg.

Using the Kantorovich-Rubinstein duality, equation 2.26 can be expressed as
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W pPr,Pgq “ sup
‖f‖Lď1

Ex„Pr rfpxqs ´ Ex„Pθ rfpxqs (2.27)

where the supremum is taken over all 1-Lipschitz functions f : X ÞÑ R.
A function is 1-Lipschitz if and only if the gradient norm does not exceed
1 anywhere. If ‖fpxq‖Lď1 is replaced by ‖fpxq‖LďK the evaluation of the
Wasserstein distance can be done up to a multiplicative constantK. Therefore
for a parameterized family of functions tfwuωPW which all areK-Lipschitz for
some constant K, one could consider solving the problem

max
ωPW

Ex„Prrfωpxqs ´ Ez„ppzqrfωpgθpzqs (2.28)

instead. If the supremum in equation 2.26 is attained for some ω P W , equa-
tion 2.28 would yield the Wasserstein distance up to the multiplicative con-
stant,K. Furthermore, one can also differentiateW pPr,Pgq (up to a constant)
by back-propagating through 2.27 with ‖fpxq‖Lď1 replaced by ‖fpxq‖LďK .

What is left is to determine the ’critic’ function, f , which solves the maxi-
mization problem in 2.27. An approximation could be found through train-
ing a neural network with weights w laying in a compact space W and then
back-propagate as one would for a normal GAN. To assure thatW is compact
(which implies that the weights are K-Lipschitz for some K) the authors of
the original paper suggest bounding the weights to a constant box, p´c, cq, for
some real constant c [3]. This weight clipping is not ideal and the size of the
bounding box is an important hyperparameter which is difficult to optimize.
The authors of the WGAN paper encourages peers to find better alternatives.

The cost function for the critic is finally found as

W pfq
“ Ex„pr rfpXqs ´ Ez„pz rfpGpzqqs (2.29)

and similarly for the generator the cost function is

W pGq
“ Ez„pz rfpGpzqqs (2.30)

In the originalWGANpaper, they useW pGq “ Ez„pz rfpGpzqqs´Ex„pr rfpXqs
as cost function[3] for the generator. This is equivalent to what is stated above
since Ex„pr rfpXqs does not depend on G for a fixed critic.
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The critic function, f , is not a classifier and ought thus be distinguished from
the discriminator in the original GAN. They do however, serve the same pur-
pose as the evaluator of the generator. Because of this, the critic will be de-
noted D going forward. It will also sometimes be called the discriminator if
the context does not require a distinction.

2.5.4 Gradient Penalty
There are several problems with enforcing a Lipschitz constrain via weight
clipping. Most notably is that it introduces a bias in the critic towards simple
functions, often much simpler than the one being modeled. Another problem
is that fine-tuning the weights used in the WGAN becomes difficult because
of the interaction between the weights and the cost function. The result is
an architecture which suffers greatly from instabilities, especially for more
complex models [16].

An alternative is to enforce a gradient penalty on the GAN model, as was
first introduced by Gulrajani et al. [16], that directly constrains the gradient
norm of the critic’s output with regards to the input. For tractability reasons
they choose to apply a soft constraint over sampled points x̂ „ Px̂, where x̂
is sampled uniformly along lines connecting points from the true distribution
and the generated distribution. This is described in equation 2.33. The loss or
cost function for the the critic is then changed to

W
pDq
GP “ Ex„pr rDpXqs ´ Ez„pz rDpGpzqqs ` λEx̃„px̂

“

p‖∇x̃Dpx̂q‖2 ´ 1q2
‰

(2.31)

where λ is a positive integer. Following the successful examples for Gulrajani
et al. [16] in the original paper, λ “ 10 is used in this project as well. Here, x̃
is the generated data from Gpzq which is in turn used to calculate x̂ as:

α „ Up0, 1q (2.32)
x̂ “αx` p1´ αqx̃ (2.33)

2.6 Adam-Optimizer
Instead of using the previously described stochastic gradient descent, one can
use the Adam optimizer. Adam is an extended SGD algorithm which uses the
first and second averaged moment when updating its learning rate. The name
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Adam stems from adaptive moment estimation and the algorithm is based on
the previous AdaGrad and RMSProp methods [24].

The Adam algorithm updates the exponential moving averages of the gradient
and squared gradient, denoted mt and vt in Algorithm 2. The decay rate of
these are in turn decided by the hyperparameter h1 and h2 as described below.
To combat that the moving averages are initialized to zero and, as such, tend
to be biased towards zero (especially in the beginning of training), the bias-
corrected estimates m̂t and v̂t are used instead [24].

Algorithm 2 The Adam algorithm as presented in the original paper by
Kingma and Ba [24].
Require: α (step-size)
Require: β1, β2 P r0, 1q (The exponential decay rates corresponding to the

moment estimates
Require: fpθq (Stochastic objective function with parameters θ)
Require: θ0 (Initial parameter vector)
m0 Ð 0 (Initialize first moment vector)
m2 Ð 0 (Initialize second moment vector)
tÐ 0 (initialize timestep)
while θ0 not converged do
tÐ t` 1

gt Ð ∇θftpθt´1q(Gradients w.r.t. stochastic function at timestep t)
mt Ð β1mt´1 ` p1´ β1qgt (Update biased first moment estimate)
vt Ð β1vt´1 ` p1´ β1qg

2
t (Update biased second moment estimate)

m̂t Ð mt{p1 ´ βt1q (compute bias-corrected second raw moment esti-
mate)
v̂t Ð vt{p1´β

t
2q (Compute bias-corrected second raw moment estimate)

θt Ð θt´1 ´ αm̂t{p
?
v̂t ` εq (Update parameters)

end while
return θt

Above, the original algorithm can be seen, as described by Kingma and Ba
[24]. However Kingma and Ba also states that for computational efficiency
the last three lines in the while-loop can be replaced by:

αt “ α
a

1´ βt2{p1´ β
t
1q

θt Ð θt´1 ´ αmt{p
?
vt ` ε̂q
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The original paper suggested the setup α “ 0.001, β1 “ 0.9, β2 “ 0.999, and
ε “ 10´8 [24]. These are also the default values in the PyTorch implementa-
tion [34]. Only the step-size has been modified during our project, the rest of
the parameters were kept as default. This leaves room for improvements and
fine-tuning these hyperparameters is one of the suggestions for future research
discussed in Chapter 6.

The Adam optimizer has a straightforward implementation, is computationally
effective and yield great results [38]. All of these traits are suitable for models
such as those introduced throughout this report.

2.7 Natural Language Processing
Human languages are extremely complex structures, developed over hundred
of years, which have for a long time eluded computers. Recent improvements
in hardware as well as understanding of complex machine learning algorithms
has contributed to an explosion in machines’ understanding of human lan-
guages. These new, often very extensive, algorithms within the field of natural
language processing (NLP) are used for many tasks, for example text transla-
tion and next sentence prediction in search engines.

2.7.0 Encoder-Decoder Architecture
An encoder-decoder architecture has, as the name suggests, two parts; the en-
coder and the decoder. The idea is that the encoder maps (or encodes) the
input to a vector space where similar inputs (in the sense of the task at hand)
are mapped to the same location. It is thus the encoder’s job to find the relevant
features and patterns within the input and differentiate between them.

The encoding is thereafter sent to the decoder which is tasked with decod-
ing the representation by mapping the vector to the desired output space, e.g.
probabilities. A simple example could be a model which classifies sequences
as either ”0” or ”1”. The sequence is passed through an LSTMwhich captures
the sequential patterns in the input and returns its hidden state, this would be
the encoding. The hidden state is thereafter passed to a feed forward neural
network which maps the hidden state to the interval r0, 1s representing the
probability of the sequence belonging to class ”1”, this would be the decoded
output.

Encoder-decoder architectures are commonly used in NLP-tasks with great
success.
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2.7.1 Transformer
Most state-of-the-art implementations of NLP builds on a deep machine learn-
ing algorithm called transformers introduced in the paper "Attention is all you
need" by Vaswani et al. [51]. Transformers are made up of so-called sequence-
to-sequence networks and rely on attention to find dependencies between the
input and output. Transformers have an encoder-decoder architecture where
both rely solely on self-attention and point-wise, fully connected layers [51].
This can be compared to the earlier implementations using attention which all
included RNNs or CNNs in the architecture as well [51].

Attention

Attention was first introduced, although not under that name, in “Neural ma-
chine translation by jointly learning to align and translate” by Bahdanau, Cho,
and Bengio [4] in 2014. The proposal was to extend the existent encoder-
decoder setting by introducing a context-vector, which is individual to each
word of the input sequence, as conditional input for the decoder. In previous
implementations [5, 44] the conditional vector had been computed for the en-
tire sequence. The extension was described by the authors, Bahdanau, Cho,
and Bengio [4], such that the probability for y˚i as the next word is found as

ppy˚i |y1, . . . , yi´1, xq “ gpyi´1, si, ciq (2.34)

where g is a nonlinear, potentially multi-layered, function, ci is the context-
vector and si is an RNN hidden state for time i, computed by

si “ fpsi´1, yi´1, ciq (2.35)

The context vector ci is computed as a weighted sum of the annotations hj

ci “
Tx
ÿ

j“1

αi,jhj (2.36)

The weights, α, are determined by a softmax

αi,j “
exppei,jq

řTx
k“1 exppei,kq

(2.37)

where

ei,j “ apsi´1, hjq (2.38)
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is an alignment score, modeled by a feed forward neural network, on how well
the inputs around position j and the output at position i match. The anno-
tations, hi, are found from a bi-directional RNN. Passing the input sequence
through the forward RNN produces a sequence of states pÝÑh 1,

ÝÑ
h 2, . . . ,

ÝÑ
h Txq

and equivalently the backward RNN yield pÐÝh 1,
ÐÝ
h 2, . . . ,

ÐÝ
h Txq. The anno-

tation is then found as the concatenation of the forward and backward states,
hj “ r

ÝÑ
h
T

j ,
ÐÝ
h
T

j s. This way the annotation for the jth word contains summaries
for both the words preceding and following it [4].

Since the work of Bahdanau, Cho, and Bengio [4], attention has been general-
ized and can today be described as the process of mapping a set of key-value
pairs and a specific query to an output in the shape of a vector [51]. For each
query, the keys are used to determine the weight corresponding to each value.
In the setting from the original attention described above, this would broadly
translate to si being a query compared to the key hj in equation 2.38 which is
used to determine the weights for the value, also represented by hj in equation
2.36

In “Attention is all you need” Vaswani et al. introduced the so-called scaled
dot-product attention. This is essentially a softmax function applied to the
dot-product of the query and the keys divided by the dimension of the keys. In
practice, this would be done for several queries at a time, turning the vectors
to matrices.

AttentionpQ,K, V q “ softmaxp
QKT

?
dk
qV (2.39)

Here, dk is the length of the keys in K. Instead of using a feed-forward net-
work, the dot-product attention uses highly optimized matrix multiplication
and therefore make much larger scale training possible.

Instead of performing a single attention function with the full dimensional-
ity of the model, Vaswani et al. used learned linear projections to smaller di-
mensions where attention was performed in parallel. The resulting attention
vectors were concatenated and lastly projected back unto the full dimensions.
In the words of the authors: "Multi-head attention allows the model to jointly
attend to information from different representation subspaces at different po-
sitions" [51].

MultiHeadpQ,K, V q “ Concatphead1, . . . , headhqW
O (2.40)
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where
headi “ AttentionpQWQ

i , KW
K
i , V W

V
i q (2.41)

Here, h is the number of parallel attention layers, or heads, (h “ 8 is used orig-
inally) and the projections are matrices;WQ

i P Rdmodelˆdk ,WK
i P Rdmodelˆdk ,

W V
i P Rdmodelˆdv andWO P Rhdvˆdmodel .

Encoder

The encoder is build up of 6 identical layers where each layer has two indi-
vidual sub-layers. The primary sub-layer is a multi-head self-attention layer
and the following is a simple, fully connected, feed-forward neural network.
A residual connection, as well as layer-normalization is employed for each
sub-layer [51].

Decoder

The decoder is made up of the same number of identical layers as the encoder
but incorporates one extra sub-layer. In addition to the two sub-layers also
present in the encoder, the decoder has a layer which performs multi-headed
attention across the output from the encoding stack. To prevent positions to
effect subsequent positions the decoders self-attentions sub-layer is slightly
modified to mask subsequent positions [51].

After the stack of 6 layers, the decoder employs a linear transformation and a
softmax function to obtain output probabilities. The architecture is shown in
Figure 2.3.
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Figure 2.3: The Transformer architecture, as designed by Vaswani et al. [51]2.
The figure shows the internals of the sub-layers from the encoder (left) and the
decoder (right).

2Large, high quality image taken from [52].
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2.7.2 BERT
In 2017, Vaswani et al. [51] at Google introduced the paper “Attention is all you
need” which presented the new way of using transformers and self-attention.
The paper also marks the start of a new era in the field where improvements
and record breaking models have come back to back [19, 7, 35]. One of the
most important was the 2018 introduction of the Bidirectional Encoder Rep-
resentation from Transformers (BERT) from another team at Google [8].

One of the largest enhancements from earlier models is that BERT is pre-
trained on a bidirectional approach. This means that BERT not only interprets
left-to-right but also the other way around. BERT builds on what is called
a fine-tuning approach where the model is pre-trained on a variety of tasks
aimed at general language understanding. Those tasks include next-sentence
prediction (NSP) and masked language modeling (MLM) [8]. To then apply
BERT to a downstream task one simply has to fine-tune all the parameters
for said task. Pre-training is very expensive, BERTLARGE was trained on
64 TPU-chips for 4 days, but fine-tuning is relatively easy. The costs of fine
tuning are further discussed in Section 4.1.

The model architecture of BERT is based the original Transformer imple-
mentation by Vaswani et al. [51] and is as such a multi-layer bidirectional
Transformer based on self-attention. BERT was introduced as two models,
BERTBASE and BERTLARGE , with a total of 110 million, and 340 million
parameters respectively [8].

Tokenization

To be able to represent the input and process it for down-stream tasks BERT
uses token sequences. These sequences can be of arbitrary length and might
consist of one or more sentences. BERT utilizes the WordPiece embeddings
developed byWu et al. [54] which consists of a 30,000 token vocabulary where
every word is represented by an integer number. How the text is processed will
be more thoroughly described in Section 3.3.2.

Before using the vocabulary to create the integer representation of the tok-
enized text, two special tokens are added. In between each sequence of the
text, a separation token is added rSEP s. This separates sentences during next
sentence prediction and is also used for such tasks as separating answers from
questions. In the beginning of every sequence another token is added, the clas-
sification token rCLSs. This tokenmarks the beginning of a new sequence and
has a special meaning during encoding.
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Encoding

The integer representations of the tokenized text, including integers for the
special tokens rCLSs and rSEP s, are sent through BERT to produce encod-
ing vectors, one for each token. If no additional layers have been added, these
vectors will be of length 768, same as the last hidden state. The first vector
corresponds to the rCLSs-token and has been trained at representing the entire
sequence for next sentence prediction. This vector is also used for classifica-
tion and other tasks but require fine-tuning. In the words of the authors "The
vector C is not a meaningful sentence representation without fine-tuning, since
it was trained with NSP (next sentence prediction)", where C is the encoding
vector corresponding to the rCLSs-token [8].

2.7.3 DistilBERT
When comparing the performance of different transfer learning approaches,
there is a trend showing that more parameters implies a higher capability of
improvement over other models. This however raises several concerns, most
of which are connected to rising requirements for more and more computa-
tional power [42]. A following consequence is the environmental impact from
running the computations of deep machine learning models. Schwartz et al.
[43] states that the computational requirements have been doubling every six
months and have increased an estimated 300,000 times from 2012 to 2018
which contribute to a surprisingly substantial carbon footprint [43]. Further-
more, and perhaps more relevant for this project per se, this also puts high
demands on the computational and memory capabilities for the user imple-
menting these models.

To present a more manageable model while maintaining competitive language
understanding capabilities Sanh et al. [42] introduced DistilBERT, a distilled
version of Googles BERT with 66 million parameters. Sanh et al. [42] show
that it is possible to achieve similar performance as for the original BERT
using a model which is 40% smaller with 60% faster inference time.
DistilBERT is created using what is known as knowledge distillation. Knowl-
edge distillation is a technique where a student model is trained to mimic the
behaviour of a teacher model where the size of the teacher is greater than that
of the student [42]. The loss function for the student is

Ls “
ÿ

i

ti ˆ logpsiq (2.42)
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which is called distilled loss, where ti and si are the soft target probabilities
of the teacher and student respectively.

The student architecture, in this case DistilBERT, has the same general archi-
tecture as the teacher, BERT. For DistilBERT the number of layers is, however,
reduced by a factor of two. The hidden size of the last dimension has a smaller
impact on the computational efficiency than a number of other aspects and was
thus kept the same.

This smaller and faster model, DistilBERT, is the NLP used for language un-
derstanding throughout this project. Its practical use and how it is connected
to the rest of the model will be further explained in Chapter 4.



Chapter 3

Data

This chapter will present the data sets used throughout the project. After hav-
ing introduced macroeconomic data in Section 3.0, the chapter continues with
a presentation of the unemployment insurance claims in Section 3.1. There-
after there will be an introduction to the S&P 500 stock index in Section 3.2.
Finally, there is the longer Section 3.3 which explains our Twitter data set. This
section will include topics such as how the tweets were selected, gathered and
processed.

3.0 Introduction to Macroeconomic Data
Macroeconomic indicators stand central in many aspects of today’s society.
They are key features in economic governance where politicians use them to
measure the health of the economy. Likewise, they have become the tools
with which the citizens measure the performance of the politicians. Correctly
assessing numbers and evaluating statistics is fundamental in all aspects of
today’s society and often macroeconomic indicators are found in the core of
this analysis. Inflation, public deficit, gross domestic product growth, and
unemployment, are the most prominent indicators and are therefore central for
policy makers to be able to make the right choices [28].

When working with macroeconomic indicators there is no single, established
way of setting up the models or performing the calculations. The methodology
changes between countries and over time. There is also a debate on whether
some of these methods benefit certain groups and hurt others, or that some
ways of governing are unfairly evaluated [28]. This thesis take no standpoint
in what the right ways of defining and calculating macroeconomic indicators
are. Neither does it suggest that unemployment is more or less important than
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any other indicator. Such discussions are left to economist. Instead this project
focuses on producing a good data set together with a well-performing model.

3.1 U.S. Insurance Claims for Unemployment
Many macroeconomic indicators are only reported a few times a year, perhaps
quarterly or in some cases monthly. Furthermore, trends tend to change over
time so when forecasting the values of tomorrow it is not ideal to look at trends
from way back when times were different. This leaves big data methods in an
awkward position where the model requires many data points but the analyst
does not want to extend the series.

Another way to increase the number of data points is to find a more frequent
source. Most macroeconomic indicators are not very frequently reported but
sometimes there are other, related, statistics which are. One such example is
the American unemployment, which is reported monthly by The U.S. Bureau
of Labor Statistics as part of the Current Population Survey [45], and the un-
employment insurance claims which are reported weekly by the Office of Un-
employment at the U.S. Department of Labor [49]. The insurance claims are
reported in two categories, initial claims and continued claims. This project
will look into forecasting the latter of the two as it should better represent the
on going trend.

The United States has a joint state-federal program for cash benefits to eligi-
ble workers called Unemployment Insurance. Each state administers its own,
separate, program but follow the same guidelines established by federal law
[50]. The general intention of the program is that all workers who were laid
of at no fault of their own is to be eligible for benefits. The formal definition
of this varies between states but usually one is eligible if they were laid of due
to lack of work, i.e. not due to misconduct or voluntarily quitting, and fulfills
requirements for minimum hours and earned wage. This means, at least in
theory, that every relevant demographic is fairly represented by the data. In
practice things are not always as simple but such discussions are beyond the
scope of this report.

Unemployment insurance claims and actual unemployment are not the same
thing but they are surely related as can be seen in Figure 3.2. It is therefore
assumed in this project that a well executed forecast of unemployment insur-
ance is, in addition to being useful for planning insurance payout costs, a good
indicator of the overall unemployment in the United States.
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Figure 3.1: Continued unemployment insurance claims in America [49].

Figure 3.2: Weekly continued insurance claims compared to monthly reported
unemployment [45, 49]. It is clear that the two are related to each other but do
not follow identical trajectories.
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3.1.1 Processing
The time-period being analyzed is the previous decade, from the first week of
2010 to the last week of 2019. This choice is made with three things in mind;
wanting to maximize the number of data points for training by looking as far
back as possible, not wanting to go too far back as trends change, and finally
staying within the age of Twitter. The first and second items are issues bound
to the nature of the macroeconomic data whereas the third item is due to our
conditional data. The Twitter-data is more thoroughly discussed in Section
3.3.

Letting the time-period begin at the start of 2010 means that the analysis will
scope the entire recovery from the 2008 crisis. This generally downwards trend
can be seen, stretching from beginning to end of our chosen window, in Figure
3.2. Despite this trend, and the obvious seasonality in the data, no attempt is
made at making it stationary. The idea is that the model will tend to both
these issues just as any other aspect of the analysis. The series is normalized,
however, using Scikits MinMaxScaler [33] which performs the normalizing
calculation as

Xscaled “scale ˚X `min´X.minpaxis “ 0q ˚ scale (3.1)

where

scale “
max´min

X.maxpaxis “ 0q ´X.minpaxis “ 0q
(3.2)

andmin,max is the desired feature range (-1 to 1 in this case).

Although continued insurance claims are what is being modeled, the report
will sometimes refer to this metric as unemployment for simplicity.

3.2 S&P 500 Stock Exchange Index
Whereas unemployment moves slowly, stocks move fast as investors try to
stay ahead of the pack. Standard and Poor’s 500 Index (S&P 500) is a market-
capitalization-weighted index of the 500 largest U.S. publicly traded compa-
nies. This means that the index allocates larger weights for companies with
greater market value. The index is widely seen as the best gauge for large-cap
U.S. equities [23]. Figure 3.3 show how the index has moved throughout the
last decade.
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Figure 3.3: The S&P 500 index over the last decade

The S&P 500 is chosen as an alternative data set as it holds different features
and acts with a different behaviour than the unemployment data. It does hold a
clear trend: just as for the unemployment data, the recovery from the financial
crisis can be seen. However, it does not hold any clear seasonality. Further-
more, it breaks trend a few times, falling rapidly and then recoiling back up
again. Being a more responsive time series without seasonal trends, it should
provide different insights when modeled. This was chosen to see whether the
Twitter data contains more useful information when it comes to more a re-
sponsive target.

The market index data covers the same time period as the unemployment in-
surance claims to allow comparison and so that the same conditional data set
can be used. To further improve the comparison, the market index data is also
obtained weekly, represented by the adjusted closing value at the end of the
week, most often Friday. The data is, furthermore, normalised using the same
scaling function from sci-kit learn described in Section 3.1. The S&P 500
closing values were obtained through yahoo! finance [55].

3.3 Tweets

3.3.0 Introduction and Terminology
A user on the Twitter platform has its own profile. From this profile the user
can interact with other users through status updates, retweets, likes, and direct
messages. A status update is what is normally referred to as a tweet. Tweet and
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status will be used interchangeably throughout this paper. A tweet is a short
text of maximum 280 characters (this was increased from 140 in November
2017 [47]) with an optional attachment. The attachment can be a picture, GIF
(graphic interchange format) or video. A tweet can also include another status,
this other tweet is referred to as the quoted status. Furthermore, a tweet can
be a reply to another status. Replies links tweets in what is known as a thread
that allows the reader to follow a discussion, it does not, however, include
the parent(s) status(es) within the tweet as quoting does. Tweets are often
presented in timelines which are simply aggregated streams. The timeline of
a user includes their most recent status updates but viewing your own timeline
will also include tweets from the accounts you are following.

A retweet is when a user shares someone else’s tweet with their own followers.
The original status that has been retweeted will show on the users timeline and
in the feed of their followers but no new tweet object is created. Replying to
and retweeting are ways to interact with a tweet. The final way one can interact
with a status is to like it as a way to show appreciation. The number of times a
status has been liked is shown as a counter visible to users reading the tweet.
Each like is also displayed on the profile of the user who performed the like.
Liked tweets are also likely to show up in the feed of your followers although
not as surely as when retweeting.

Finally, tweets can include hashtags. Hashtags are special keywords used to
label tweets, specified by a ’#’, e.g. ’#Thesis’. This simply connects tweets
that include the same tag, simplifying searches and making it easier to follow
trends. Hashtagging is a widely used tool throughout the platform and Twitter
displays the currently most common hashtags as Trending now on their front
page.

3.3.1 Gathering Tweets
The selection of the Twitter data is a non-trivial process. Due to the immense
amount of data present and considering how much of that is noise, one has to
be selective when choosing what to work with. In a perfect world it would be
possible to access all of Twitters data, to get a complete picture of the infor-
mation available, and let the model itself determine what is noise and what is
relevant. This is however, practically impossible unless one has entire server
halls at disposal. Instead, a selection was made to reduce the volume in general
and to avoid noise in particular.

Another factor that plays an important role for the choice of sampling is the
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distribution of tweets over time. It is not desirable to use a data set which is
heavily skewed towards some parts of time. So, the selection has to result in
a feasible volume, well distributed over time and with as little noise as pos-
sible. A random sample for every week would be easily adjusted in volume
and would be completely uniformly distributed over time but would result in a
very large percentage of noise. Instead, the sampling was done using specific
searches, targeting areas of interest, which should result in a lot less noise.
The issue of directed samples is that a sampling which selects relevant tweets
at a well suited volume 2019 might produce very different results 2010. A lot
of effort has thus gone in to selecting a wide range of accounts and searches
which are relevant, and have been relevant for a longer period of time.

Using Twitter’s API

Tweets were gathered using Twitter’s Application programming interface (API)
through the Python package Tweepy [46]. The API contains a wide set of func-
tionalities most of which are centered around returning tweet-objects. Tweet-
objects are data structures containing the tweet and all its meta data. The most
common usages include returning your own or someone else’s timeline, or
searching for a specific hashtag or keyword.

The API does however, have restricted use for non-paying accounts. This led
us to proceed with an unconventional method for obtaining the tweets. One
functionality for which the API does not have a maximum number of tweets
set is the status lookup where tweets are returned based on tweet-IDs. Tweet-
IDs are the unique identifiers given to each tweet upon creation and they can
be found in the HTML code of a browser displaying tweets on Twitter.com.
Thus, a script was used to open Twitter.com and conduct advanced searches
in the user interface. The search function allows the user to specify words
and phrases, accounts, hashtags, mentions, minimum interactions and dates.
These fields were used to conduct searches for different accounts, hashtags and
keywords, and for each page of results, the HTML code was read and scanned
for IDs. The tweet-object corresponding to each ID was then fetched through
the API.

Five Different Spheres

The origin of the set of tweets can be divided into 5 different categorical
spheres; News, Politics, Podcasts, Academics and Searches. The distribution
between these categories over time can be seen in Figure 3.4b. Each category
was chosen to contribute with its own perspective. First and foremost News
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(a) Weekly distribution (b) Representation of each category

Figure 3.4: Distribution of tweets overtime.

accounts were included as their main objective is to tell their audience about
current events and developments. The selection of News-accounts is mainly
based upon The media Bias Chart from ad fontes media [1] where selections
where made to be "More reliable" and with little political bias. The bias is
noticeable in some cases but is sought to be balanced from left to right.

The second largest contributor, after news, are the political accounts. It is
worth noting that this is, by far, the largest group in terms of number of ac-
counts (107 political accounts compared to 15 news accounts for example),
but many of the accounts only post occasionally. Furthermore, many of the ac-
counts are administered by the politicians’ staff, albeit impersonal, this ought
not skew the content too far. Political accounts were included as they (should)
address important questions in society, often with focus on jobs and busi-
nesses. There is some risk for posts containing noisy content such as pictures
of grandchildren or announcements of public appearances but as these are of-
ficial accounts it is believed that this only represents a small portion of the
overall volume.

The third group included are podcasts. Podcasts make up a rather small num-
ber of the total tweets but are still included as they should well represent the
state of the current discussion. All of the podcasts are profiled towards econ-
omy and ought thus stay on subject. These are also official accounts which
should include little noise butmight suffer from short, link-heavy tweets, which
can be hard to extract information from.

Where news often tell stories and politicians tend to talk opinions, the fourth
group, academical institutions, are meant to stay objective. This group in-
cludes the major business schools in the U.S. and is intended to provide the
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data set with insightful and research driven comments. These accounts do,
however, include tweets directed at students and staff regarding events hap-
pening on campus etc. which is considered noise.

The final category is Search results. These are keyword and hashtag searches
meant to diversify the data set to not be so heavily dependent on official ac-
counts. This set contains tweets from any type of account and is thus subject
for noise and reliability issues.

Account Searches

A total of 177 accounts were searched. Each search was narrowed using a 10
daywindowwalking across the time period 2009-12-21 to 2019-12-28 to allow
asmany tweets as possible to show in the results. This period represents one 10
day window before the start of 2010 up until the date of the last unemployment
figure for 2019. Accounts with more than 100K total tweets were searched
with a 3 day window to make up for the massive volume of search results.
Both Top and Latest results were gathered to maximize the number of found
tweets. Duplicates were cleaned as many of the tweets would occur as both
Top and Latest. Full list of accounts can be found in appendix A.1.

Keyword and Hashtag Searches

There were a total of 5 keyword and hashtag searches conducted. US specific
searches (e.g. #USEconomy) were searched in a straight forward manner. For
more general searches, e.g. #Economy, a filter for any of the keywords USA,
U.S.A or America was added. All keyword searches used only the top-results
and were performed using the 10 day window. This was to keep the results
relevant and reduce noise.

Keyword Filter Hashtags
1 USEconomy
2 America, USA, U.S.A Economy
3 America, USA, U.S.A Jobs
4 AmericanWorkers
5 Industry America, USA, U.S.A

Table 3.1: Full table of searches

These extra searches were conducted to widen our set of tweets which other-
wise would be heavily leaned towards institutions and public figures. The idea
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is that using only Top results would allow the results to remain relevant. Full
list of searches can be found in Table 3.1.

Handling Different Types of Tweets

As explained above there are different ways to use Twitter. Since retweeting
does not create a new tweet-object they cannot be found through the search
function in the browser. Retweets used to be objects and can therefore be
gathered through the API to some extent but as it is not possible to obtain an ID
for them through the browser they were not included in API fetch instructions.
Thus, no retweets are included in the data set. Tweets that include quoted
tweets can be found but are often very short and does not make sense without
the quoted text. Thus it was decided to concatenate the original tweet with
the quoted text before passing it through the model. This should improve the
contextual coherence of the texts but as a consequence the same text can occur
several times. One time as the original tweet and many times in quotes.

Discussion Regarding the Twitter Data Set

The Twitter data set is not perfect. The issues are mainly two-fold. First,
as can be seen in Figure 3.4a, the tweet distribution is not uniform in time.
There are significantly fewer tweets from the earlier parts of the timeline. This
effectively results in that tweets from this period make up a larger part of the
representation for their respective week. Ideally there would have been the
exact same number of tweets from each week but since Twitter has grown as a
platform and since tweets have been deleted over time this is not possible. This
also supports the decision not to include tweets from before 2010. One might
argue that the sampling should only be carried out from 2015 since the data is
much more uniform from there onward. However, due to the rather few data
points in the unemployment data, the longer time span is deemed necessary
for training the model.

Secondly, not every tweet from each account has been collected. Rather, the
data set includes half, to two thirds, of the tweets from each account. This
estimate is based upon comparing the data set to the count listed at each users
profile at Twitter.com. This is somewhat due to not including retweets, which
may be included in the website count, but also likely due to the scraping algo-
rithm not finding every tweet through the search function in the browser. The
choice of using Twitters Top search, together with a search for the most recent
tweets makes for a good balance in selecting relevant content whilst searching
widely to maximize volume. Twitter describes their top results as:
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"Top tweets are the most relevant tweets for your search. We de-
termine relevance based on the popularity of a tweet (e.g., when
a lot of people are interacting with or sharing via Retweets and
replies), the keywords it contains, and many other factors." [48]

As such there is no way of knowing exactly what makes a tweet appear in
top results, but this explanation is considered enough for us to deem these
results relevant. The tweets found in the recent results are skewed towards the
end of the search window, especially for accounts whith more tweets. This
is also a reason for shortening the window for these accounts. Recent results
were avoided for Hashtag and Keyword searches to reduce the noise for these
broader searches.

3.3.2 Tokenization
Before the text-data from the tweets can be encoded by DestilBERT they have
to be cleaned and tokenized. DestilBERT comes with its own tokenizer func-
tions which are used for consistency with other projects and to ensure that the
output is indeed correct. The tokenization begins by stripping the text from
additional whitespace, e.g. newlines and tabs. Thereafter all accents are re-
moved and the text is lowercased to make it more uniform. Then, the text is
split by whitespace and punctuation to create freestanding words. These words
are tokenized using a greedy longest-match-first algorithm with a predefined
vocabulary. The algorithm is described below.
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Algorithm 3 Tokenizer
Require: cleaned WORDS, predefined VOCABulary, token for UNKnown

tokensÐ []
for w in WORDS do
charsÐ list(w)
startÐ 0
sub_tokensÐ []
while start ă len(chars) do
endÐ len(chars)
current_substrÐ None
while start ă end do
substrÐ string(chars[start:end])
if substr in VOCAB then
current_substrÐ substr
break

end if
endÐ end´1

end while
if current_substr is None then
is_basÐ True break
sub_tokens add current_substr

end if
end while
if is_bad then
tokens add UNK

else
tokens extend sub_tokens

end if
end for
return tokens



Chapter 4

Model

This chapter introduces the model and explain the choices which have been
made. In the beginning of Section 4.1, the different parts of model will be
explained and justified. This is followed by an exposition of the different ver-
sions of the model and how they were trained. A couple of extensions to the
model are presented in Section 4.2. The results from these implementations
are found in the succeeding Chapter 5.

4.1 Preliminary Model
The model is divided into three parts; a text-encoder, a time series generator
and a discriminator. The second and third parts are the components that make
up the GAN setup. The text-encoder is a pre-trained version of DestilBERT
available in the Transformers library from HuggingFace [53]. This text-
encoder is separated from the GAN to cut back on the computational cost of
running the model. The generator is a dual-layer LSTM and the discriminative
network is a convolutional neural network with 5 layers. A flow-chart of the
preliminary model can be found in Figure 4.1.

4.1.1 Text-Encoder
A lot of thought was put into making the preliminary model smaller and less
computationally expensive. The text-encoder is themost computationally heavy
part of themodel andwas thusmainly focused. To begin with, DistilBERTwas
chosen over BERTBASE or BERTLARGE since this decreases the number of
parameters in the text-encoder from 110 or 340 million to 66 million. This
means DistilBERT has its size reduced by 40% while retaining 97% of its lan-
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Figure 4.1: Flow chart of the preliminary model. The variables are denoted
as: z is noise, q is conditional data, x is real data, x̃ is generated data and y is
the output score from the critic.

guage understanding capabilities and is 60% faster, compared to BERTBASE
[42].

The tweets are tokenized as described in Section 3.3.2 to make them under-
standable for the NLP. The tokenizer included in the DistilBERT library was
used for simplicity and to make sure the output is consistent with the format
required by the encoder. The tweets are all tokenized separately and then sent
as batches through DistilBERT.

To further speed up computations and to make it is possible to train the GAN
part of the model for longer, the preliminary model incorporates a detached
text-encoder. This means that all tweets are tokenized and encoded once, be-
fore training. Hence, there is no need to do a forward pass through Distil-
BERT for every iteration of the model. This also eliminates the possibility
to back-propagate through DistilBERT and update its weights. Not updating
DistilBERT is the single most time-saving aspect of the preliminary model.

Not being able to update DistilBERT, unfortunately, alsomeans there is noway
to fine-tune the model. This is problematic since the authors of the original
BERT paper argues that the classification vector resulting from the rCLSs-
token is not a meaningful semantic representation of the sequence without
fine-tuning [8]. The preliminarymodel is still designed this way, due to the im-
mense computational requirements from back-propagating through 66 million
parameters for thousands of weekly tweets. The choice to design the prelimi-
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nary model this way was made with the hope that it will still show promising
results which can then be improved upon by using a fine-tuned model in future
work.

Furthermore, the encoding corresponding to the rCLSs-token for each tweet
is a vector of length 768. These vectors, one for each tweet, are aggregated
into an average encoding for each week. The resulting vector is seen as a rep-
resentation of the average tweet for that week, which hopefully gives the GAN
enough information to utilize for an accurate prediction of the unemployment
rate. A week of tweets starts on a Saturday and ends on the following Friday.
This week is pairedwith the unemployment reported on the Saturday following
the Friday on which the tweets end.

4.1.2 GAN
The choice of aGAN as themain part of themodel was due to the architecture’s
increasing popularity across a wide variety of applications. Furthermore, the
use of GANs for time series forecasting has proven to yield extraordinary re-
sults [10]. To allow the model to make use of the previous weeks of the unem-
ployment data and the text-encodings when generating its forecast, a cGAN
was implemented.

During the initial training of the model it was difficult to reach convergence.
This is believed to be due to mode collapse but this has not been confirmed.
To confront these issues of convergence, WGAN was instead chosen as the
main architecture. To further combat the problem, a gradient penalty term
was included when defining the cost function. The conditional Wasserstein
GAN with added gradient penalty (cWGAN-GP) turned out to circumvent
these problems while providing the model a substantial amount of informa-
tion to work with.

Generator

The generator is, as previously mentioned, a LSTM-network. This choice is
not strange since LSTMs have shown great results for sequential data before
[20]. Further fortifying the choice is evidence where LSTM’s have specifically
been used to forecast unemployment [6].

To increase complexity and to allow deeper patterns, two LSTMs were used,
where the output from the first is used as input for the other. This stacked or
deep design was introduced by Graves, Mohamed, and Hinton [15] in 2013
with great success. Only two layers were used in the preliminary model to
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keep computation time down. Each layer used 300 as hidden layer size. This
value has not been optimized and was just found from trials.

Discriminator

As discriminator, or critic as it is known in the WGAN literature, a deep con-
volutional neural network was chosen. This choice stems from convolutional
networks exemplary performance at pattern recognition and finding features.
They have mostly been used for image-processing with great results in a wide
range of applications but they have also shown impressive results on time se-
ries problems [15, 56].
This is not too surprising as CNNs compare pixels (weeks in this case) with
close proximity to each other and a common assumption in time series analysis
is that each value depends on those closely preceding it. The network is made
up of both convolutional and pooling layers with Leaky ReLU (using α “

0.2) as their activation function, as described in the theory section. These
layers have a different number of channels, more precisely, 350, 150, 50, and
as output 1. The output from the critic is a score of its perceived realness of
the current input.

Optimizer

The Adam optimizer is chosen as the optimizing algorithm for the models.
This choice is based on the proven results for Adam in awide variety of settings
and compared to many other optimizers [24, 38]. The Adam optimizer is an
integrated part of the PyTorch environment and is hence easily applied to the
model. While the learning rate for the Adam optimizer cannot be directly set,
the step-size (which is used to determine the learning rate) can be. Thus an
increase/decrease in the step-size will create a similar, but not identical, change
in the learning rate. Throughout this project, the changes will be made to the
step-size, thus indirectly influencing the learning rate.

4.1.3 Versions
A variety of versions of the model were trained for comparison. There are
three different prediction horizons and three different input tensors consid-
ered. Additionally, a model without conditional input is trained for reference,
bringing the total count of preliminary unemployment models to ten.
The three different prediction horizons are meant to represent three differ-
ent difficulties in training. It should be easier to predict shorter intervals but
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longer predictions are more useful as they yield more information. The Gen-
erator architecture always produces a 52 week long sequence but it is cut and
padded with zeros to create predictions of three different horizons; 12, 26 and
52 weeks. In a similar manner, the real data was padded to sequences of 52
for uniformity. The input was always the preceding 52 weeks of each input
variable, for all models, over all horizons.

For each horizon, a model was trained solely on the unemployment data it-
self. This input setting is intended to set a baseline for how well the model can
handle time series data. Three models were thereafter trained with only ag-
gregated tweet encodings as input. These versions are meant to show whether
the model can find patterns in the tweet encodings alone. It is worth noting
though, that expecting a model to accurately predict the unemployment solely
on one aggregated vector of tweet semantics is asking a lot. However, the
results in Chapter 5 show that this not completely unreasonable.

Finally, three models were trained on both the unemployment and the aggre-
gated tweet encodings to see how well the combined input could perform over
each prediction horizon. The idea is that training the model with earlier parts
of the same time series as input would allow it to learn the general behaviours
of the process such as seasonality and lagging features like those modeled by
AR and MA models. The Twitter encodings on the other hand is supposed to
guide the prediction based on the overall social trends and public discourse.

4.1.4 Training
Before any results can be produced, the models need to be trained. The train-
ing procedure is set up according toWasserstein GAN, as described in Chapter
2. The discriminator evaluates both real and fake data sequences and assigns
each a score based on how well it thinks that input belongs to the distribu-
tion of the real data. The cost function of the discriminator is back-propagated
through the discriminator but not further, i.e. not through the generator or
DistilBERT. The parameters of the discriminator are then updated according
to the derivatives found from back-propagating. This is repeated three times
for each sequence in the data set using a batch-size of 30. For a normal GAN,
this repeated training of the discriminator would not be advised, due to van-
ishing gradients. As the EM-distance is continuous and differentiable almost
everywhere this is, however, not a concern for WGAN [3]. Instead it can be
prioritized to train the discriminator further towards optimality, given the cur-
rent generator. This ensures good gradients for the generator during its training
iteration.
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The updated discriminator then evaluates a generated sample from the gener-
ator and assigns it a cost. This cost is back-propagated first through the dis-
criminator and then through the generator, but it does not continue through
DistilBERT as explained above. Back-propagating through the discriminator
is necessary to find the partial derivatives of the generator since these param-
eters are further back in the functional chain. However, the discriminator is
not updated at this point. The generator is trained on each sequence only once
during its turn. These four iterations through the data set defines one epoch
and the whole training scheme is made up of 25000 epochs. Both the gen-
erator and the discriminator use α “ 0.00003 as step-size for the Adam op-
timization. This small learning rate is, after some experimentation, deemed
necessary. Hyperparameter optimization is encouraged in future research.

Despite disconnecting DestilBERT, training was still quite expensive ranging
from 8 hours, with only index as input, up to circa 20 hours using both inputs
(these times are using the GTX 1080 Ti GPU).

4.2 Extensions
To further investigate the models’ performance, a number of altered models
will be examined. This is to see whether the model can be used for other
types of data as well as to try and improve how well the model can interpret
and analyze the Twitter data. For this purpose certain extensions are made.
The additions, which are meant to improve tweet interpretation, will make the
model heavier to train and run but are deemed necessary. To account for this,
some of the models are trained and ran on a reduced data set.

4.2.1 Filter
The first extension is a filter added after DistilBERT but before averaging the
weeks. The filter is a two layer feed forward neural network with the same
layer-size as the output of DistilBERT, 768. Leaky ReLU activation layers
with α “ 0.2 are applied between the layers and after the filter. The idea is
that the filter will be trained to suppress the noise amongst the tweets such that
the resulting average is easier for the GAN to utilize.

Furthermore, adding the relatively small filter allows us to train a part of the
model on each individual tweet. Using the entire Twitter data set would result
in a training time of roughly 3 months. Instead, only tweets from Reuters
were used as a smaller data set. This set contains roughly 100 K tweets which
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resulted in a training time of ten days for 25000 epochs using a Nvidia GTX
1080 Ti. The choice of using just the Reuters account is based on their high
ranking in The media Bias Chart [1], their reasonable number of tweets and
their overall good reputation as a news source. The results for a model with
the filter applied are presented in Section 5.2.1.

4.2.2 Fine-Tuning
Since the original paper, which introduces BERT [8], clearly states that fine-
tuning is required for meaningful outputs of the classification vector, an at-
tempt at this is conducted. Several tricks and techniques were used to speed
up training. First, the smaller Reuters data set was used. Furthermore, all
tweets were encoded once at the beginning of every tenth epoch, thereafter the
encoding for one tweet every week was updated at each iteration and BERT
was updated based on these few tweets. At the beginning of the next tenth
epoch, all tweet encodings were updated using the updated DistilBERT.

This is justified by the fact that there are 418 iterations, all consisting of 52
weeks, repeated for 25000 epochs, meaning that DistilBERT would still be
trained extensively. Despite these efforts to save computational power, each
epoch, excluding updating the set of encodings, took roughly 5minutes. Adding
that updating the encodings took a few minutes, training such a model would
take months. This is unfortunately outside the possibilities of this project.

4.2.3 Predicting S&P 500
While the number of unemployed changes slowly and follows a clear sea-
sonal distribution, this is not necessarily true for all macroeconomic indicators.
To see how the model works on more responsive indicators, the preliminary
model was also trained on the S&P 500 index. The models used to predict
the S&P 500 index are identical in their structure to those predicting unem-
ployment where the only difference is that the models use said index as input
and labels instead of the number of continued insurance claims. The S&P 500
models are trained on 4, 12 and 26 week prediction horizons. This change
is made as 52 weeks is deemed too hard for such an erratic index, instead the
shorter 4 week horizon is introduced. Furthermore, training was first tested us-
ing the same small step-size for Adam, as was used for the preliminary model.
These attempts showed slow convergence and the step-size was therefore in-
creased to α “ 0.0003. These, more successful, attempts are shown in Section
5.2. It should be mentioned that this step-size is of a more common magni-
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tude and coincides better with the suggestions from Kingma and Ba [24]. It is
however, still quite small.



Chapter 5

Results and Discussion

In this chapter, the results from the different models are presented and dis-
cussed. Beginning in Section 5.0, some benchmarks will be created using
classical time series methods. Thereafter, in Section 5.1, the results predict-
ing unemployment are presented and discussed. Following in Section 5.2, the
results from the attempts at extending the model to predicting S&P 500 and
incorporating a filter, are presented. Finally in Section 5.3 there will be a dis-
cussion regarding how the overall design has affected the results.

As will be seen, the results show promising evidence suggesting that uncon-
ventional data, like Twitter feeds, can be used to find trends and patterns in
macroeconomic indicators. These results are an important first step, and may
pave the way for future work. This will be further discussed in Chapter 6.

5.0 Benchmark

5.0.0 Introduction to ARIMA
Auto Regressive Integrated Moving Average models (ARIMAs) are some of
the most commonly used time series models [21]. As the name sugests, the
model is based upon an Auto Regressive (AR) part, an Integration (I) part and
a Moving Average (MA). An ARIMA(p,d,q) can be written as

p1´
p
ÿ

i“1

ψiB
i
qp1´Bqdyt “ c` p1`

q
ÿ

j“1

θjB
j
qεt (5.1)

where yt is the value of the time series at time t, εt is white noise and B is the
backwards operator, such that Bkyt “ yt´k. p,d,q are the orders of the AR, I
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and MA parts respectively. ψ and θ are the fitted parameters which determine
how much each previous step/error should weigh. Lastly c is a constant which
defines the drift of the model, meaning that models with a positive c tend to
increase whereas a model with a negative c tend to decrease.

This means that an ARIMA model bases its forecasts on previous points and
the errors associated with them. Many series however, carry seasonal be-
haviours which may be treated separately. Thus, the ARIMA set-up can be
extended by similar terms with lags corresponding to the seasonality of the
series. A seasonal ARIMA (sARIMA), withm points per season, can be writ-
ten as

p1´
p
ÿ

i“1

ψiB
i
´

P
ÿ

k“1

ψkˆmB
kˆm

qp1´Bqdp1´Bm
q
Dyt “

c` p1`
q
ÿ

j“1

θjB
j
`

Q
ÿ

l“1

θlˆmB
lˆm
qεt. (5.2)

Three new model parameters have now been added; P ,D and Q, which work
in the same manner as p,d and q except for seasons. This means that D “ 1

constitutes of differencingwith respect to the previous season; yt´yt´m. Since
we are working with weekly data which have yearly seasons, any models fit to
our data would usem “ 52.

5.0.1 ARIMA Benchmark
An ARIMA process and a Seasonal Naïve model are used as benchmark for
both unemployment and S&P 500. These benchmarks were created using
the R package Fable [32] which provide simple automated time series mod-
elling. The ARIMA model was chosen by a greedy stepwise algorithm in-
cluded in the software asARIMAp0, 1, 2qp0, 1, 1q for the unemployment data
and ARIMAp0, 1, 0qp2, 0, 1q for S&P 500. The Seasonal Nïave model takes
just seasonality into account and is the equivalent to anARIMAp0, 0, 0qp0, 1, 0q.
All benchmarks were fit to the same time period as our model, from the first
week of 2010 to the last week of 2019. The 52 week forecasts produced by
these models can be seen in Figure 5.1 and 5.2, and errors for all three hori-
zons are found in Tables 5.1 and 5.2. The benchmark models produce good
forecasts for the unemployment data. This is expected as the unemployment
claims show a clear seasonal pattern and steady trend. On the other hand, the
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results for the benchmark model trained on S&P 500 are quite bad. This is
also expected, given the erratic nature of the index.

Figure 5.1: ARIMA process and Seasonal Naïve model predicting unemploy-
ment with confidence intervals with 80% certainty in a darker shade and 95%
certainty in a lighter shade.

Model RMSE 12w 26w 52w
ARIMA 87233 91762 133745
SNaïve 158802 126090 97093

Table 5.1: Errors for unemployment benchmark.

Model RMSE 4w 12w 26w
ARIMA 70 138 178
SNaïve 154 141 170

Table 5.2: Errors for S&P benchmark.

5.1 Preliminary Model
The results from the preliminary model are presented for each horizon in Fig-
ures 5.3, 5.4 and 5.5. The orange prediction lines are outputs from the genera-
tor and the longer, blue line is the actual unemployment insurance claims data.
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Figure 5.2: ARIMA process and Seasonally Naïve model predicting S&P
500 with confidence intervals. Darker shade means 80% certainty and lighter
shade means 90% certainty.

Predictions with confidence intervals are found in Figure 5.6 and the version
without conditional input is found in Figure 5.7. The root mean squared er-
ror (RMSE) corresponding to each prediction can be found in Table 5.3. The
boolean columns indicate if tweet encodings, unemployment, or both, were
used as input.

In Figure 5.3, the models are trained solely on the unemployment data and
perform overall very well. This shows that the model and its training scheme is
working and acts as a proof of concept (at least regarding the overall objective
of predicting unemployment using GANs). When compared to the benchmark

Unemployment Tweets Horizon RMSE
True True 12 136810
True True 26 128936
True True 52 185929
True False 12 43884
True False 26 87293
True False 52 73734
False True 12 232819
False True 26 144800
False True 52 321192

Table 5.3: Prediction errors for each version of the preliminary model.
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(a) 12 week forecast using only unemployment data

(b) 26 week forecast using only unemployment data

(c) 52 week forecast using only unemployment data

Figure 5.3: Prediction of unemployment using only unemployment data as
input for different prediction horizons.
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models presented in Figure 5.1, the time series model performs really well
and beats the benchmarks on all horizons. This supports the claims that the
GAN model in itself works and is able to predict unemployment with a high
level of accuracy. Thus, the model has managed to find the distribution of
the unemployment data. The fact that the unemployment data has in fact a
relatively easy distributionwith clear trends and seasonalitymakes onewonder
how well it would perform if something unexpected would happen, such as
the current COVID-19 crisis, or if it was to be applied to a more erratic index.
Sadly no data was collected for 2020 and as such it was not possible to extend
the model into this decade. However, to test the model on a more complex
time series, the model was trained on the notoriously volatile S&P 500 index
in Section 5.2.2.

The predictions displayed in Figure 5.4 come from themodels which are trained
only on aggregated Twitter encodings. Unsurprisingly, these results are not as
great as the ones shown above, as Twitter data ought to be a less informative
predictor. There are, however, some interesting things to be observed in these
predictions. In Figure 5.4 (b) the model seems to have found the overall cor-
rect shape while underestimating the peaks and valleys slightly. This is a very
positive result, and an indication that there is indeed some information about
the unemployment to be captured in the Twitter data. This is further supported
by the results from the model taking no conditional input shown in Figure 5.7.
Unlike the the model relying on Twitter data, it cannot find the correct patterns
in the data.

In Figures 5.4 (a) and (c), there is less predictive power. The shorter, 12 week,
forecast may have found a shape which sometimes appear without knowing
where that shape belongs in the series. Similarly for the 52 week model, it
seems to have found some general slope in the beginning but fails to put it
into its context. This behaviour is more similar to that of the model with no
conditional input, although without variance. This suggest that it has failed to
find the correct information in the tweets. This is themain reason for extending
the model.

The mixed model, with results presented in Figure 5.5, performs decently
across all horizons. It is though, not as good as the unemployment-only model.
Although the hopewas that combining the inputs would aid themodel by intro-
ducing more information so that it could capture both societal and time series
trends, it appears this is not the case. This however, could be due to the fact that
without fine-tuning BERT, the Twitter data alone is a significantly worse pre-
dictor than the unemployment data itself. Thus the trade off between added
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(a) 12 week forecast using Twitter data

(b) 26 week forecast using Twitter data

(c) 52 week forecast using Twitter data

Figure 5.4: Prediction of unemployment using only encoded Twitter data as
input for different prediction horizons.
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(a) 12 week forecast using both Twitter and unemployment data

(b) 26 week forecast using both Twitter and unemployment data

(c) 52 week forecast using both Twitter and unemployment data

Figure 5.5: Prediction of unemployment using encoded Twitter data and un-
employment data as input for different prediction horizons
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complexity and more information does not work in the model’s favor. This
also leads one to wonder if the Twitter data would be better suited for less ho-
mogeneous time series forecasting, something we investigate in Section 5.2.2.
It would also be of interest to investigate if a mixed model could outperform
the unemployment only model when the time series diverges from its normal
pattern, perhaps as with COVID-19 as mentioned above.

Figure 5.7 shows the results from a model trained on only noise without any
conditional input. While this model might sometimes get the general shape
correct, as in (a), this is clearly not always the case as seen in (b). Looking at
the unemployment data in Figure 3.1 it seems as (b) might be a pretty good
prediction for a 26 week window a bit over 200 weeks earlier. As a matter
of fact, the mean predicted slope, shown in (c), more or less conveys the av-
erage slope at the average altitude. Its confidence intervals also scope almost
the entire range of unemployed for our time period, further suggesting that it
generates sequences which may belong to any part of the decade. Put more
clearly, the model seems to have learned the distribution of the data pretty well
but have no idea where things belong. This shows that the noise input does not
generate a usable prediction and gives legitimacy to our earlier results showing
that the Twitter data does provide guidance when predicting unemployment.

Possible Improvements

These results do show that it seems possible to predict unemployment using
unconventional data such as tweets, at least over a medium-sized horizon.
Compared to the benchmark and the results discussed above, it is clear that
a Twitter data only model is not the optimal way of predicting such a smooth
distribution with clear seasonality. It does, however, show that the task is not
impossible and ought to be investigated further.

With the knowledge that there is some predictive power for unemployment
in Twitter data, it would be interesting to see whether these results could be
improved. One such improvement could be to add a filter layer between the
encoded tweets and themodel, as discussed in Section 5.2.1. Furthermore, due
to the limitations in both time and computational power available for this thesis
project, the encodings used were generated using the pre-trained version of
DistilBERT. This model is reduced in size and not trained on the specific task,
meaning it is not the optimal setup. It would thus be interesting to investigate
how a larger model incorporating BERTLARGE or the brand new T5 [36],
which should also be fine-tuned for the task at hand, would do.
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(a) 26 weeks forecast using both Twitter and unemployment data as input and with
confidence interval.

(b) 26 weeks forecast using only unemployment data as input and with confidence
interval.

Figure 5.6: 95% confidence intervals shown for GAN models relying on con-
ditional input. This interval was created by drawing 1000 samples from the
generator and then removing the 25 largest and the 25 smallest values for each
time-step.
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(a) 12 week forecast using no conditional input.

(b) 26 week forecast using no conditional input.

(c) 26 weeks forecast no conditional input and with 95% confidence interval. This
interval was created by drawing 1000 samples from the generator and then removing
the 25 largest and the 25 smallest values for each time-step.

Figure 5.7: Predictions for model run with no conditional inputs. Above two
example predictions, randomly sampled, and lastly an average with confidence
intervals.
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Benchmark and Variance

It is noted that whilst the ARIMA benchmark loses some of its predictive
power as the horizon increases, the GAN setup is almost indifferent which
contradicts our previous beliefs that longer horizons ought to be more diffi-
cult. Another large difference between our models and the benchmark models
is the variance in prediction. It is clear that, although SNaïve yields a rea-
sonable forecast, it suffers from far greater variance than the ARIMA process.
The models in this thesis have practically no variance as can be seen in Figure
5.6. This suggests that the models have learned to discard the noise input and
base their suggestions solely on the given conditionals. This is supported by
the fact that the variance for the model without any conditional input is exten-
sive (can be seen in Figure 5.7, (c)). These results can be compared to that
of Figure 5.6 where one can clearly see that the model chose to disregard the
noise when given more relevant conditional input.

Small variance implies homogeneous results that are easy to use but might
induce a false sense of certainty. The confidence intervals do not offer any
useful information as there is no way of deducting other possible outcomes.
To yield greater variance in the results one could try to increase the noise
variance for the input. However, as the model seems to completely neglect
the noise input, a better option might be to add noise to the labels so that the
model is trained on slightly different values each epoch. Investigating dropout
layers as described by Hinton et al. [17] would also be interesting.

5.2 Extensions of the Model

5.2.1 Added Filter
The results from the filtered model can be seen in Figure 5.8. This model is
trained only on the Twitter encodings and with the higher learning rate of α “
0.0003. The results have not shown the improvements we had hoped for. What
can be seen is that the prediction is far too low, even continuing into negative
values. It is also very flat with almost no fluctuation. Such behaviours were
not seen in any of the other models. An explanation for the poor convergence
may be that the task becomes too complex with the added filter, as the model
now analyzes individual tweets. Another explanation which does not depend
on the model, but rather the data, could lie in that Reuters has not given enough
information in their Twitter feed for the model to do any reasonable prediction.
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Figure 5.8: 26 week forecast with filter applied on the twitter encodings.

S&P 500 Tweets Horizon RMSE
True True 4 323
True True 12 139
True True 26 156
True False 4 482
True False 12 315
True False 26 340
False True 4 148
False True 12 144
False True 26 139

Table 5.4: Prediction errors for each version of the S&P 500 models.

Perhaps more insights could have been drawn if the model had been trained
on a larger data set.

5.2.2 S&P 500 Index
Here the results from the extended models are presented, starting with the re-
sults for each horizon for the S&P 500model in Figures 5.9, 5.10 and 5.11. The
orange prediction lines are outputs from the generator and the longer, blue line
is the actual value for the stock index. RMSE corresponding to each prediction
can be found in Table 5.4. The boolean columns indicate if tweet encodings,
S&P 500, or both, were used as input.

Looking at the results from the models using only the index itself as input,
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(a) 4 week forecast using only S&P 500 time series data

(b) 12 week forecast using only S&P 500 time series data

(c) 26 week forecast using only S&P 500 time series data

Figure 5.9: Prediction of S&P 500 for different time periods using S&P 500
data as input.
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it is clear that the more responsive and irregular stock index has proven more
difficult. For all three forecasts, shown in Figure 5.9, the model cannot find the
correct starting value although one might expect this to be trivial given that it
receives the values of the previous weeks as input. This suggests convergence
problems, which was not an issue for the insurance claims, implying that the
nature of the time series plays a large role for training. The fact that this index
is so much more erratic than the unemployment data means that the model has
to learn a much wider and less homogeneous mapping. It should be noted that
for the 4 week prediction horizon, the model is expected to find a pattern in
only 4 points at a time which might be tricky for any index.

Figure 5.10 shows the results from the model trained only on Twitter data.
These forecasts have now found the overall shape very well. The 4 week fore-
cast is just a bit too high in its estimate and the 26 week forecast only under-
estimates the peak at around week 485. The error for the 26 forecast is now
smaller than that of the benchmark as well (139 compared to 178). The 12
week forecast is not as impressive as the other two, showing an almost inverted
behaviour compared to the actual index. This could be related to training, and
would thus perhaps be improved by optimizing the learning rate and other hy-
perparameters. It might also be coincidental; another attempt, using the same
learning scheme, could possibly yield different results due to the parameters
being randomly initiated. Furthermore, the results will look different when the
models are evaluated at different periods of time. This is of course true for all
models and these new predictions might be better, or worse. This uncertainty
is subject for future research.

The Twitter data only model actually performs a lot better than the model
trained only on the S&P 500 which is surprising considering this is not what
was seen with the models predicting unemployment. While the poor perfor-
mance of the index only model is likely due to the lack of seasonality and the
irregular behaviours of the index, these positive results are more likely due to
the responsiveness to current trends in societal discourse. This suggests that
the aggregated Twitter encodings are capturing more useful information and
has more predictive power than the S&P 500 index when predicting S&P 500
itself.

The mixed model does, as with the unemployment, rank in the middle in re-
gards to performance, as can be seen in Figure 5.11. This is expected as it
combines the inputs used for the other models. It does, however, mean that
the index itself actually worsens the performance. Predicting a very respon-
sive index, like the S&P 500 is difficult for any model. The benchmark seen
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(a) 4 week forecast using only Twitter data

(b) 12 week forecast using only Twitter data

(c) 26 week forecast using only Twitter data

Figure 5.10: Prediction of S&P 500 for different time periods using only Twit-
ter data as input.
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(a) 4 week forecast using both Twitter and S&P 500 time series data

(b) 12 week forecast using both Twitter and S&P 500 time series data

(c) 26 week forecast using both Twitter and S&P 500 time series data

Figure 5.11: Prediction of S&P 500 for different time periods using both Twit-
ter and S&P 500 data as input.
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in Figure 5.2 struggles as well, and worthy to notice is that our model was
not really built for this purpose. The model could probably be improved, per-
haps by applying more layers to the LSTM. Using daily data might open up
for an even more responsive modeling, and the higher frequency would permit
shorter prediction horizons. Both these modifications would likely make the
task easier.

Different indices yield different results

Comparing the results from the unemployment prediction with those from the
S&P 500 predictions, it is evident that the NLP-GAN setup can be a powerful
tool. However, the results presented here suggest that one must think carefully
about when such a model based on unconventional data is best utilized. The
unemployment data seems to follow a distribution which is too simple, and the
clear seasonality is better captured using a simpler setup. On the other hand,
the S&P 500 data lived up to its notorious reputation, and although the model
trained on Twitter data outperformed both the time series only model and the
combined model, the results were not perfect. Perfection is not to be expected
though, as predictions like these are immensely complex. These results do
show, however, the extensive possibilities of ourmodel. While themodels used
here are not mature enough for definite predictions on these indices, further
improvements probably will be. It also leads one to wonder if perhaps the
NLP-GAN setup is best suited for distributions slightly more complex than
the unemployment data but not quite as erratic as the S&P 500 data. Another
data set which would be interesting to investigate with this kind of model is
inflation, or consumer price index (CPI). Indices like these can be considered
somewhere between the two discussed in this thesis, with regard to difficulty.

5.3 NLP-GAN Design
Combining a state-of-the-art NLP with a GAN makes for an extremely potent
model, able to tackle complex distributions. However, the complexity of the
model makes for a non-trivial setup and choice of hyperparameters. There
are a lot of possibilities and the choice surely depends on the application of
the model. Furthermore, the sheer complexity of the model’s building blocks
creates a number of problems. The number of tweets needed to contribute to
any substantial information together with the number of parameters in today’s
NL create an astonishing need for working memory and computational power.
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This, combined with the GAN’s need for extended training, creates a massive
hardware demand.

Throughout this thesis, one of the major problems has been the access to
enough computational power to do the model justice. To get a model work-
ing, a number of shortcuts were necessary to make, which has surely impacted
the results. A larger learning rate could have sped up the training process and
together with more computational power, a more complex model would have
been possible. For this thesis, where a simpler model was used, a small learn-
ing rate did produce better results. However, testing made it evident that the
learning rate is closely related to the task at hand and an increase in step-size
(although still small) produced significantly better results for the S&P 500
models. This further supports that improvements could be made by hyperpa-
rameter optimization.

As noted before, the positive results in this thesis suggest that unconventional
data, such as tweets, can be used in a NLP-GAN design to capture trends in
macroeconomic data. This was first seen in the model trained at predicting 26
weeks of unemployment, using only Twitter data as input. It was then seen
again in the models trained for predicting the S&P 500 index, where Twitter
data improved the overall quality over all prediction horizons. These results
are, of course, only preliminary and therefore aimed at setting the stage for
future research on the topic of using unconventional data in NLP-GAN mod-
els for macroeconomic forecasting. In particular, it would be exciting to see
further investigations in this direction with access to more computational hard-
ware and without the time constraints present in this thesis. In the next chapter,
there will be some detailed directions, based on our results, provided for future
work.
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Conclusions

As the results show, unconventional data in the form of tweets can be used
for predicting macroeconomic indicators such as unemployment. The GAN
outperforms conventional models, such as the ARIMA and SNaïve, when pre-
dicting unemployment on all tested horizons. This shows the immense possi-
bilities for such a model and that this is a viable design. This is further sup-
ported by the results from the model trained on no conditional input, where
the model GAN learns the distribution of the unemployment data but cannot
place it correctly.

The combination of standard time series data and unconventional data, does
lower the overall performance of the model on both data sets examined in this
thesis. However, as the model using only unconventional data outperforms
the index only model for the S&P 500 data set, and beats the benchmark on a
horizon, a combinedmodel might have numerous useful applications. Further-
more, as a small increase in step-size led to significant improvements further
work has great opportunities ahead.

6.1 Limitations and Future Research
Due to the limitations in time and computational resources this thesis consid-
ered a number of simplified models. One such limitation is the use of Des-
tilBERT, where larger, fine-tuned models would probably have yielded better
results. Thus, a reasonable path for futureworkwould, if one has the resources,
be to fine-tune a full version of one of the newest NLPs available.

Another way to improve the model could be to introduce further features to
the design. The filter applied on the tweet encodings did not work, but as we
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believe this to be an interesting approach, further investigation is encouraged.
Two other interesting topics which would have been explored if there was more
time, are batch normalization and dropout layers. These methods have shown
to yield great results before and might help this setting as well. If the time
and resources are available it would also be interesting to see some objective
hyperparameter optimization done on the model, like Bayesian optimization.

6.2 Final Words
This thesis has proven that one can use unconventional data to predict macroe-
conomic indicators. While the results are below the benchmark for unemploy-
ment data, they do perform very well on the S&P 500 data. This has laid the
foundation for future research and supports the principle that unconventional
data and NLP-GAN models should be used for economic prediction in the
coming years as the architectures and hardware develop.
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Appendix A

List of Twitter accounts

Name Account Name Description
1 Barack Obama BarackObama prev. POTUS
2 President Obama POTUS44 prev. POTUS
4 Bernie Sanders senSanders Senator
5 Hillary Clinton HillaryClinton 2016 Democratic Nominee,

SecState, Senator
6 Donald Trump realDonaldTrump POTUS
7 Mitt Romney MittRomney Senator
8 Edward (Ted) Cruz SenTedCruz Senator
9 Elizabeth Warrren SenWarren Senator
10 Michael (Mike) Pence Mike_Pence VP US
11 Martin Heinrich MartinHeinrich Senator
12 Cory Booker SenBooker Senator
13 Marsha Blackburn MarshaBlackburn Senator
14 Michael (Mike) Enzi SenatorEnzi Senator
15 Patricia (Patty) Murray PattyMurray Senator
16 John Thune SenJohnThune Senator
17 John Hoeven SenJohnHoeven Senator
18 Lindsey Graham LindseyGrahamSC Senator
19 Dianne Feinstein SenFeinstein Senator
20 John (Jack) Reed SenJackReed Senator
21 Jon Tester SenatorTester Senator
22 Michael (Mike) Crapo MikeCrapo Senator
23 Margaret (Maggie) Hassan SenatorHassan Senator
24 Thomas (Tom) Cotton SenTomCotton Senator
25 Richard Blumenthal SenBlumenthal Senator
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26 Roger Wicker SenatorWicker Senator
27 Ronald (Ron) Wyden RonWyden Senator
28 Thomas (Tom) Carper SenatorCarper Senator
29 Richard (Dick) Durbin SenatorDurbin Senator
30 Patrick Leahy SenatorLeahy Senator
31 Sheldon Whitehouse SenWhitehouse Senator
32 Gary Peters SenGaryPeters Senator
33 Cory Gardner SenCoryGardner Senator
34 Joseph (Joe) Manchin Sen_JoeManchin Senator
35 Todd Young SenToddYoung Senator
36 Ronald (Ron) Johnson SenRonJohnson Senator
37 James Lankford SenatorLankford Senator
38 Michael Bennet SenatorBennet Senator
39 Patrick (Pat) Toomey SenToomey Senator
40 Timothy (Tim) Scott SenatorTimScott Senator
41 Randal (Rand) Paul RandPaul Senator
42 John Barrasso SenJohnBarrasso Senator
43 Shelley Capito SenCapito Senator
44 Timothy (Tim) Kaine timkaine Senator
45 Robert (Bob) Casey SenBobCasey Senator
46 Kelly Loeffler SenatorLoeffler Senator
47 Joshua (Josh) Hawley SenHawleyPress Senator
48 Michael (Mike) Braun SenatorBraun Senator
49 William (Bill) Cassidy SenBillCassidy Senator
50 Cindy Hyde-Smith SenHydeSmith Senator
51 Douglas (Doug) Jones SenDougJones Senator
52 Christine (Tina) Smith SenTinaSmith Senator
53 Kirsten Gillibrand gillibrandny Senator
54 Jacklyn (Jacky) Rosen SenJackyRosen Senator
55 John Kennedy SenJohnKennedy Senator
56 Catherine Cortez Masto SenCortezMasto Senator
57 Kamala Harris SenKamalaHarris Senator
58 Martha McSally SenMcSallyAZ Senator
59 Thomas (Thom) Tillis SenThomTillis Senator
60 Benjamin (Ben) Sasse SenSasse Senator
61 Michael (Mike) Rounds SenatorRounds Senator
62 Daniel (Dan) Sullivan SenDanSullivan Senator
63 David Perdue sendavidperdue Senator
64 Joni Ernst SenJoniErnst Senator
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65 Brian Schatz SenBrianSchatz Senator
66 Mitchell (Mitch) McConnel senatemajldr Senator
67 James (Jim) Risch SenatorRisch Senator
68 Kyrsten Sinema SenatorSinema Senator
69 Tammy Baldwin SenatorBaldwin Senator
70 Debra (Deb) Fischer SenatorFischer Senator
71 Angus King SenAngusKing Senator
72 Tammy Duckworth SenDuckworth Senator
73 Kevin Cramer SenKevinCramer Senator
74 Christopher Murphy ChrisMurphyCT Senator
75 Richard (Rick) Scott SenRickScott Senator
76 Maria Cantwell SenatorCantwell Senator
77 Jeanne Shaheen SenatorShaheen Senator
78 Benjamin (Ben) Cardin SenatorCardin Senator
79 Mazie Hirono maziehirono Senator
80 Michael (Mike) Lee SenMikeLee Senator
81 Lamar Alexander SenAlexander Senator
82 Deborah (Deb) Stabenow SenStabenow Senator
83 Patrick (Pat) Roberts SenPatRoberts Senator
84 Thomas (Tom) Udall SenatorTomUdall Senator
85 Brian Schatz brianschatz Senator
86 Sherrod Brown SenSherrodBrown Senator
87 Jeffrey (Jeff) Merkley SenJeffMerkley Senator
88 Amy Klobuchar SenAmyKlobuchar Senator
89 Edward (Ed) Markey SenMarkey Senator
90 Roy Blunt RoyBlunt Senator
91 Richard Burr SenatorBurr Senator
92 Richard Shelby SenShelby Senator
93 Susan Collins SenatorCollins Senator
94 Robert (Rob) Portman senrobportman Senator
95 Robert (Bob) Menendez SenatorMenendez Senator
96 Gerald (Jerry) Moran JerryMoran Senator
97 Christopher (Chris) Van Hollen ChrisVanHollen Senator
98 Lisa Murkowski lisamurkowski Senator
99 Charles (Chuck) Schumer SenSchumer Senator
100 Marco Rubio marcorubio Senator
101 Christopher (Chris) Coons ChrisCoons Senator
102 John Cornyn JohnCornyn Senator
103 Steven (Steve) Daines SteveDaines Senator
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104 Charles (Chuck) Grassley ChuckGrassley Senator
105 Mark Warner MarkWarner Senator
106 James (Jim) Inhofe JimInhofe Senator
107 John Boozman JohnBoozman Senator
133 Wharton School Wharton University of Pennsylvania
134 Stanford Business StanfordGSB Stanford University
135 Harvard Business School HarvardHBS Harvard University
136 Sloan School of management MITSloan Massachusetts Institute

of Technology
137 Chicago Booth ChicagoBooth University of Chicago
138 Columbia Business school Columbia_Biz Columbia University
139 Kellogg School KelloggSchool Northwestern University
140 Haas School of Business BerkeleyHaas University of California
141 Yale School of Management YaleSOM Yale University
142 Fuqua School of Business DukeFuqua Duke University
143 Ross Schoool of Business MichiganRoss University of Michigan
144 Tuck School of Business TuckSchool Dartmouth College
145 Stern School of Business NYUStern New York University
146 Darden School of Business DardenMBA University of Virginia
147 Johnson at Cornell CornellMBA Cornell University
148 Bendheim Center of Finance PrincetonBCF Princeton University
149 Harvard Kennedy School Kennedy_School Harvard University
150 MIT Economics MITEcon Massachusetts Institute

of Technology
151 Princeton Economics PrincetonEcon Princeton University
152 Stanford Institute of SIEPR Stanford University

Economic Policy Research
153 Department of Economics at UCB berkeleyecon University of California
154 Yale Department of Economics YaleEconomics Yale University
155 Kenneth Griffin Uchi_Economics University of Chicago

Department of Economics
156 Columbia department columbia_econ Columbia University

of Economics
157 NYU Stern Economics NYUSternEcon New York University
158 Freakonomics Freakonomics Podcast
159 Russel Roberts EconTalker Podcaster
160 Marketplace Marketplace Business and Economy

Organization
161 Cato Podcast CatoPodcast Podcast
162 Macro Voices MacroVoices Podcast
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163 Bloomberg economics economics Economic news/analysis
164 Bloomberg Markets markets Market news/analysis
165 CNN CNN News
166 ABC News ABC News
167 The Washington post washingtonpost News
168 The New York Times nytimes News
169 Reuters Reuters News
170 The Economist TheEconomist News
171 The Wall Street Journal WSJ News
172 Business Insider businessinsider News
173 POLITICO politico News
174 Financial Times FinancialTimes News
175 NBC News NBCNews News
176 The New Yorker NewYorker News
177 CBS News CBSNews News

Table A.1: Full table of Twitter accounts used
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