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Abstract

The capabilities to autonomously explore and interact with the environ-
ment has always been a greatly demanded capability for robots. Various
sensor based SLAM methods were investigated and served for this purpose
in the past decades. Vision intuitively provides 3D understanding of the sur-
rounding and contains a vast amount of information that require high level
intelligence to interpret. Sensors like LIDAR, returns the range measurement
directly. The motion estimation and scene reconstruction using camera is a
harder problem. In this thesis, we are in particular interested in the track-
ing frond-end of vision based SLAM, i.e. Visual Odometry (VO), with a
focus on deep learning approaches. Recently, learning based methods have
dominated most of the vision applications and gradually appears in our daily
life and real-world applications. Different to classical methods, deep learn-
ing based methods can potentially tackle some of the intrinsic problems in
multi-view geometry and straightforwardly improve the performance of cru-
cial procedures of VO. For example, the correspondences estimation, dense
reconstruction and semantic representation.

In this work, we propose novel learning schemes for assisting both di-
rect and in-direct visual odometry methods. For the direct approaches, we
investigate mainly the monocular setup. The lack of the baseline that pro-
vides scale as in stereo has been one of the well-known intrinsic problems in
this case. We propose a coupled single view depth and normal estimation
method to reduce the scale drift and address the issue of lacking observa-
tions of the absolute scale. It is achieved by providing priors for the depth
optimization. Moreover, we utilize higher-order geometrical information to
guide the dense reconstruction in a sparse-to-dense manner. For the in-direct
methods, we propose novel feature learning based methods which noticeably
improve the feature matching performance in comparison with common clas-
sical feature detectors and descriptors. Finally, we discuss potential ways to
make the training self-supervised. This is accomplished by incorporating the
differential motion estimation into the training while performing multi-view
adaptation to maximize the repeatability and matching performance. We also
investigate using a different type of supervisory signal for the training. We
add a higher-level proxy task and show that it is possible to train a feature
extraction network even without the explicit loss for it.

In summary, this thesis presents successful examples of incorporating deep
learning techniques to assist a classical visual odometry system. The results
are promising and have been extensively evaluated on challenging bench-
marks, real robot and handheld cameras. The problem we investigate is still
in an early stage, but is attracting more and more interest from researcher in
related fields.
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Sammanfattning

Förmågan att självständigt utforska och interagera med en miljö har alltid
varit önskvärd hos robotar. Olika sensorbaserade SLAM-metoder har utveck-
lats och använts för detta ändamål under de senaste decennierna. Datorseende
kan intuitivt används för 3D-förståelse men bygger på en enorm mängd in-
formation som kräver en hög nivå av intelligens för att tolka. Sensorer som
LIDAR returnerar avståndet för varje mätpunkt direkt vilket gör rörelseupp-
skattning och scenrekonstruktion mer rättframt än med en kamera. I den här
avhandlingen är vi särskilt intresserade av kamerabaserad SLAM och mer
specifikt den första delen av ett sådan system, dvs det som normalt kallas
visuell odometri (VO). Vi fokuserar på strategier baserade på djupinlärning.
Nyligen har inlärningsbaserade metoder kommit att dominera de flesta av
kameratillämpningarna och dyker gradvis upp i vårt dagliga liv. Till skill-
nad från klassiska metoder kan djupinlärningsbaserade metoder potentiellt
ta itu med några av de inneboende problemen i kamerabaserade system och
förbättra prestandan för viktiga delar i VO. Till exempel uppskattningar av
korrespondenser, tät rekonstruktion och semantisk representation. I detta ar-
bete föreslår vi nya inlärningssystem för att stödja både direkta och indirekta
visuella odometrimetoder. För de direkta metoder undersöker vi huvudsak-
ligen fallet med endast en kamera. Bristen på baslinje, som i stereo, som
ger skalan i en scen har varit ett av de välkända problemen i detta fall. Vi
föreslår en metod som kopplar skattningen av djup och normaler, baserad
på endast en bild. För att adressera problemen med att skatta den absoluta
skalan och drift i dessa skattningar, används det predikterade djupet som
startgissningar för avståndsoptimeringen. Dessutom använder vi geometrisk
information för att vägleda den täta rekonstruktionen på ett glest-till-tätt
sätt. För de indirekta metoderna föreslår vi nya nyckelpunktsbaserade me-
toder som märkbart förbättrar matchningsprestanda jämfört med klassiska
metoder. Slutligen diskuterar vi potentiella sätt att göra inlärningen själv-
kontrollerad. Detta åstadkoms genom att integrera skattningen av den inkre-
mentella rörelsen i träningen. Vi undersöker också hur man kan använda en
så kallad proxy-uppgift för att generera en implicit kontrollsignal och visar
att vi kan träna ett nyckelpunktgenererande nätverk på detta sätt.

Sammanfattningsvis presenterar denna avhandling flera fungerade exem-
pel på att hur djupinlärningstekniker kan hjälpa ett klassiskt visuellt odo-
metrisystem. Resultaten är lovande och har utvärderats i omfattande och
utmanande scenarier, från dataset, på riktiga robotar så väl som handhållna
kameror. Problemet vi undersöker befinner sig fortfarande i ett tidigt skede
forskningsmässigt, men intresserar nu också forskare från närliggande områ-
den.
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Chapter 1

Introduction

1.1 Visual Odometry and Vision-based SLAM

Robots see the world through different sensors and use this information to inter-
act with the surrounding environment. Since the environment is typical unknown
and, thus, unpredictable, one of the fundamental problems in robotics is how to
reduce the uncertainty of the estimation from perception and action. To tackle
this problem, the robot needs to be able to perceive the world in an intelligent and
autonomous way. This goal requires a robust system can provide reliable positional
information and comprehensive understanding of the 3D world, so that the robot
can support itself to navigate and move around.

Among all sensors, the camera is probably the easiest attainable sensor in our
daily life. In addition, compared to, for example, LiDAR sensors cameras are rel-
atively low weight, low power and low cost. Used in the right way, cameras can
provide accurate position information and 3D reconstruction on par with LiDAR
sensors. However, vision based approaches provide a large amount of visual infor-
mation, it is more challenging to process as some of the information that comes
for free from a LiDAR has to be estimated with a camera, such as the depth. The
advantages of being able to estimate motion and perform 3D reconstruction solely
using a camera are therefore significant. Fig. 1.1 shows an example of a densely re-
constructed room, the data was collected by a hexacopter equipped with an RGB-D
camera.

In this work, we investigate deep learning assisted visual odometry (VO) ap-
proaches. Example applications that drive our work are virtual reality (VR) or
augmented reality (AR). For these use cases, and many other, where a human has
to interpret the representation, it is natural to use a vision sensor. In addition, since
we are in particular interested in deep learning techniques, the great success of ar-
tificially intelligence in the past decade started from and has since been dominating
in the vision area. There are various handy tools and state-of-the-art methods that
can be inspiring for the research direction we investigate.

3
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Figure 1.1: Dense room reconstruction using RGB-D camera.

Finding the correspondences

The history of estimating the pose and reconstructing 3D scenes from camera images
can be traced back more than 100 years, when Kruppa investigated an approach to
recover the relative pose between two images using 5 labeled correspondences [1].
The correspondence problem is the root problem when estimating the pose. A
variety of methods has been proposed to address this problem, sparse and dense,
feature and featureless. The goal is to correctly associate points between two frames
to formulate a well-posed and over-determined optimization problem that can be
solved for the pose with least mean residual over all the observation (see Fig. 1.2).

In-direct methods, feature based approaches, find the correspondences by
using an intermediate representation, extracted keypoints and descriptors. The
keypoints are typically corners or edges since they are more distinct than pixels
from low gradient areas. Classical methods usually describe these keypoints with
handcrafted descriptors that are designed to be invariant, to a certain extent, to
general transforms, such as translation, rotation and scale. The associations of
keypoints are established in a exhaustive way by measuring the distance of the
feature vectors. If the computational cost can be ignored, estimating the dense
optical flow using descriptors of every pixel, or small blocks as approximations, is
yet another option. That is, sparsity is not a necessary consequence of in-direct
methods.

Direct methods, featureless approaches, associate points using the image in-
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Figure 1.2: To be able to estimate the motion of the camera and do reconstruction
a fundamental problem is to the correspondence problem, i.e., finding what part
of image A (left) that matches what part of image B (right). In in-direct methods
keypoints are first extracted (colored circles) and then matched (lines connecting
left and right images). These matches are then used to find the motion. In direct
methods the matching is instead done using the pixel intensities.

tensity of the pixels or patches around them. This procedure is usually performed
via least mean square optimization and can be performed together with the pose
estimation in some approaches. Traditional direct tracking has been focused on
estimating dense correspondences, which has been heavily used for optical flow es-
timation and stereo matching. Since the feature extraction step is excluded, the
direct methods can typically run with higher framerate, which can be crucial in
certain cases.

Both methods have their pros and cons and are worthy of investigation. For
in-direct methods, features are powerful tools and can work with large illumination
and viewpoint changes. Moreover, discovering the 3D geometry can be simplified
with well established tools from projective geometry using keypoint representations.
But the feature extraction requires extra computational power and the matching
performance traditionally relies on the handcrafted design. For direct methods,
the geometry is directly estimated from the raw images. The direct methods can
naturally work with denser points which is valuable for low texture regions and
avoid limiting the estimation to using only local information. However, the direct
methods require high framerate and good quality and calibration of camera to work
well.

1.2 Deep Learning for Visual Odometry

In this work, we investigate how to use deep learning based approaches to im-
prove the tracking performance of visual odometry. More specifically, we propose
novel training schemes for finding correspondences between frames as this is the
root problem for pose estimation, and thus for visual odometry. This is achieved



6 CHAPTER 1. INTRODUCTION

Optimized Sparse
Point Cloud

Dense
Reconstructed

Figure 1.3: Deep learning for direct method.. Top: A densely reconstructed
scene using proposed single view depth and normal estimation network. Bottom:
Proposed method allows reconstructing the scene densely from a optimized but
very sparse point cloud.

by combining multi-view consistency and projective geometry into the objective
function and data generation. We investigate both supervised and self-supervised
approaches to improve the scalability and performance of the resultant networks.
In the rest of this section, we discuss the problems in classical visual odometry that
deep learning can help with.

The intrinsic problem of estimating scale

MonoSLAM [4], LSD-SLAM [5] and more recently DSO [6] define the state-of-the-
art in monocular visual odometry. However, the intrinsic problem of monocular
vision still remains, the scale cannot be determined. In stereo based vision this is
overcome by knowing the distance between the cameras, i.e. the baseline. RGB-D
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Figure 1.4: Deep learning for in-direct method. Top: Our drone explores an
kitchen using proposed learnable keypoints as features for in-direct tracking system.
Bottom: Comparison between the ORB and learnable keypoints when both are
integrated into ORB-SLAM2[2] system.

cameras also alleviate this problem. In other works, an IMU is added to provide
an estimate of scale [7, 8, 9, 10].

Deep learning approaches offer an alternative solution to this by directly es-
timating the scale from the image. This also addresses one of the long standing
problems of visual odometry and SLAM, namely to initialize the depth of points
in the map [11]. Recent works show that the absolute position error can be greatly
reduced by using learned depth priors [12, 13]. This is the starting point for our
work this direction. Fig. 1.3 shows the dense reconstruction using proposed method
for a novel direct VO system.

Establish better correspondences with a learning based method

Decades of work has gone into engineering features for recognition and classifica-
tion of objects, place recognition, loop closure detection, stereo image matching,
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Figure 1.5: Self-Supervised Depth-Aware Keypoints for Monocular Visual
Odometry. Left: Proposed self-supervised 3D keypoints trained from monocular
videos. The dynamic objects can be effectively rejected by robust ego-motion es-
timation. Right: The resultant trajectory using proposed keypoints on KITTI [3]
odometry benchmark.

etc. Over the last decade deep learning based methods have superseded classical
methods in many application areas such as 2D/3D object detection [14, 15], se-
mantic segmentation [16, 17] and human pose estimation [18]. In this thesis we
are interested in finding correspondences for the specific case of frame to frame
keypoint matching in visual odometry. Compared to the amount of work that has
been going into finding general purpose features [19], this is relatively little in-
vestigated. Fig. 1.4 shows that the proposed methods can be effectively used for
accurate correspondence matching for a novel in-direct VO system.

Self-learning for ego-motion estimation

Annotating data is a tedious but necessary part of the training of most learning
based methods. While this is a relatively well defined task in, for example, object
classification, labelling point correspondences is almost impossible since the optimal
set is hard to be defined. The most desirable points are application dependent and
can vary a lot under different views. Much is therefore to be gained if this part of the
process can be done self-supervised. There are several recent examples of this from
different application domains, for example, depth regression [20], tracking [21] and
representation learning [22, 23]. In this thesis we target self-supervision for motion
estimation. We propose a novel self-supervised learning scheme using multi-view
adaptation from projective geometry and show that an implicit supervisory signal
can be generated from a high-level proxy task, in our case outlier rejection that
is naturally connected to correspondence matching. Fig. 1.5 shows that proposed
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methods can be effectively used for scale-aware monocular visual odometry.

1.3 Thesis outline

Chapter 2 gives an overview of our proposed methods that are described in details
in the included papers.

(A) Jiexiong Tang, John Folkesson, Patric Jensfelt. Sparse2Dense: From Direct
Sparse Odometry to Dense 3-D Reconstruction. In IEEE Robotics and Au-
tomation Letters, 4(2), 2019.

(B) Jiexiong Tang, John Folkesson, Patric Jensfelt. Geometric correspondence
network for camera motion estimation. In IEEE Robotics and Automation
Letters, 3(2), 2018.

(C) Jiexiong Tang, Ludvig Ericson, John Folkesson, Patric Jensfelt. GCNv2: Effi-
cient Correspondence Prediction for Real-Time SLAM. In IEEE Robotics and
Automation Letters, 4(4), 2019.

(D) Jiexiong Tang, Rares Ambrus, Vitor Guizilini, Sudeep Pillai, Hanme Kim,
Adrien Gaidon. Self-Supervised 3D Keypoint Learning for Ego-motion Esti-
mation. In arXiv:1912.03426 2019.

(E) Jiexiong Tang, Hanme Kim, Vitor Guizilini, Sudeep Pillai, Rares Ambrus.
Neural Outlier Rejection for Self-Supervised Keypoint Learning. In Interna-
tional Conference on Learning Representations (ICLR) 2020.

Chapter 3 provides conclusions and discusses potential future work. Finally, Chap-
ter 4 lists the papers and accounts for the contributions of the author for each
paper.





Chapter 2

Proposed Methods

In this chapter, we briefly outline the deep learning assisted visual odometry ap-
proaches proposed in the included papers A to E. Please refer to the papers for
more information.

2.1 Deep Learning for Direct Methods

In this section, we introduce a deep learning assisted direct visual odometry method
for a monocular setup. In this case, the camera pose and the depth of image
points are optimized together during the tracking of the correspondences. In this
procedure, the metric scale of the resultant pose is not observable since the baseline
for getting the scale is missing. In addition, not all image points are trackable due to
the low gradient, low information contribution for the optimization, or occlusions. It
is thus also not feasible to reconstruct the scene in a relatively dense way. By using
learning techniques, we can: (1) provide an initial guess for the depth optimization,
which can tackle the aforementioned issue; (2) utilize geometrical information, in
our case normals, to guide dense reconstruction.

In the proposed method, we achieved the first goal by training and deploying a
single view depth estimation network and the second goal by jointly regressing the
normal in a tightly coupled way. Our proposed method is described in depth in the
paper:

(A) Jiexiong Tang, John Folkesson, Patric Jensfelt. Sparse2Dense: From Direct
Sparse Odometry to Dense 3-D Reconstruction. In IEEE Robotics and Au-
tomation Letters, 4(2), 2019.

Single-view Coupled Depth and Normal Estimation
Existing single view depth or normal estimation methods, typically only regress
the value of the depth or normal. In the proposed method, the single view depth
and normal estimation networks have been trained in a tightly coupled manner.

11
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Figure 2.1: Proposed tightly coupled depth and normal prediction network (right)
in comparison with the typical single-view depth prediction network from [25] (left).
The gray boxes, DepthRe and NormalRe, are computed during post processing.

We deploy depth-to-normal and normal-to-depth calculation procedures during the
training. This two-way approach is inspired by [24], showing that the coupled
training achieve better performance in both depth and normal estimation. Fig. 2.1
illustrates our coupled depth and normal prediction (right) and a typical depth
estimation network (left).

The depth-to-normal derivation is straightforward. If the depth value (Depth#3
in Fig. 2.1) is known in the image plane, the normal can be directly computed via the
cross product operation, following the common approach from [26]. The calculated
normal (NormalRe) and the directly predicted normal (Normal#3) are penalized
together in the overall objective function. In this way, the depth is normal aware.

The normal-to-depth is performed via 2D filtering. The directly predicted depth
(Depth#3) for each pixel is used together with predicted normal (Normal#3) of
neighbouring pixels to calculate a new depth map (DepthRe). This procedure au-
tomatically verifies if the neighbouring pixels are on the same small surface (named
splats in [26]). By updating the depth (DepthRe) in this way, the normal is depth
aware. Together with the depth-to-normal procedure, the two-way reconstruction
tightly couples the single view depth and normal estimations.
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Figure 2.2: An overview of the pipeline for our dense reconstruction system. The
single view predicted depth is deployed in to the DSO system to provide initial
guesses for the depth optimization. The resultant sparse point cloud is then densely
reconstructed using the predicted normal. Every densely reconstructed image is
further filtered based on the visibility and further densified using the Bayesian
filtering method from [27]. Examples of the information at various points in the
pipeline (a,b,c,d) are shown in Fig.2.3.a-d.

(a) (b) (c) (d)

Figure 2.3: Intermediate outputs from the pipeline in Fig. 2.2.

From Sparse to Dense Reconstruction

The previous section described how we predict depth and normal in a coupled way.
This paragraph describes how we deploy this to extend the direct tracking method
DSO (direct sparse odometry) [6] for dense reconstruction. An overview of the
proposed system is shown in Fig. 2.2.

The video stream is fed into DSO that performs the visual tracking. In the
initialization phase for the tracked points in DSO, we assign a depth prior based
on the output from our network. This means that points can be used for the pose
estimation immediately, rather than being treated as immature until their depth
can be estimated via tracing after motion with enough stimulus can be established.
The output from DSO contains the pose and the tracked points that form a sparse
point cloud (exemplified in Fig 2.3.a). During the tracking, the original dense
prior has been specified since only tracked points remain after the optimization.
To reconstruct the sparse point cloud back to dense, we use the predicted normal
(see Fig. 2.3.b) to refill the missing depth using co-planar neighbouring pixels. The
resulting dense depth images (see Fig. 2.3.c) are further refined using adjacent
keyframes in time using Bayesian estimation method from [27]. At the end, the
dense depth images (see Fig. 2.3.d) are fed into ElasticFusion [26] to generate a
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consistent global 3D model and close the loop.
Experimental results show that the depth initilization using depth predicted by

our method effective address the scale drifting issue and our final densely reconc-
tructed depth (see Fig. 2.3.d) noticeably improve performance in depth prediction
over related work such as [12].

2.2 Deep Learning for In-direct Methods

In this section, we introduce a deep learning assisted in-direct visual odometry
method. Compared to the direct method, the correspondences are established by
extracting local features, i.e., keypoints. In our work, we focus on how to train a
network to generate keypoints specifically trained for the visual odometry setting.
We optimizing for repeatability and the matching accuracy of learnable keypoints
under different views. The rationale is that if the matching performance is good,
the correspondence between keypoints can be established using simple brute force
distance matching. Our proposed method is described in depth in the papers:

(B) Jiexiong Tang, John Folkesson, Patric Jensfelt. Geometric correspondence
network for camera motion estimation. In IEEE Robotics and Automation
Letters, 3(2), 2018.

(C) Jiexiong Tang, Ludvig Ericson, John Folkesson, Patric Jensfelt. GCNv2: Effi-
cient Correspondence Prediction for Real-Time SLAM. In IEEE Robotics and
Automation Letters, 4(4), 2019.

Keypoint Detection from Recurrent Prediction
We formulate the keypoint prediction as a binary classification problem. Uniquely,
we predict the keypoint locations in two consecutive frames simultaneously. By
forcing the keypoints in these two views be consistent, the network has been opti-
mized to exploit the temporal information rather than only spatial information in
comparison with existing methods. For the network to achieve this goal, we build
a shallow bi-directional recurrent convolutional network (shown in Fig. 2.4).

As a binary classification problem, we provide the ground-truth as a mask with
labels 0 or 1 for every pixel (shown in Fig. 2.5). These masks are generated by (1)
assigning keypoints in first image as 1 using Shi-Tomasi method; (2) warping these
keypoints into the second image while removing the out of border points (these
points are neglected, i.e., ignored without penalization). The masks are then used
as typical groundtruth for pixel-level classification. We deployed a weighted cross
entropy as objective function to balance the ratio of keypoints and normal pixels.
The number of keypoints is typically much less than the rest of the pixels in the
image. The Shi-Tomasi corners have been used as initial superset for the training.
The network is optimized to distill the points that do not appeared both of the
images.
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Figure 2.4: The network structure for bi-directional extraction of keypoints. The
upper part produces dense features for the sampling of pixel correlated descriptors,
and the bottom part predicts the probability of keypoint repeatable appearing in
the two input images.

Keypoint Description from Dense Feature Extraction

Once the keypoint locations are predicted, their corresponding descriptors are
obtained by bi-linearly sampling the dense feature map (shown in Fig. 2.4 as
Feature#1 and Feature#2). The dense feature maps have been optimized us-
ing metric learning, this allows the network to generate distinguishable features
suitable for nearest neighbor matching. Through the metric learning procedure,
the input samples are projected into a feature space where the keypoints with simi-
lar appearance (should be considered as matches), similar pairs, are mapped closer
and outliers, dissimilar pairs, are mapped farther using a pre-defined distance as
metric, typically the `2 distance for implementation convenience. When performing
the metric learning, the hardest sample mining is deployed to improve and accel-
erate the convergence of the optimization. Instead of picking random dissimilar
pairs, the mining picks the closest negative point to the input sample in feature
space. Together with a loss that can maximize margins, triplet loss, between pos-
itive and negative samples, the network gradually learns to cluster similar pairs
into clusters in feature space while remaining a predefined distance to dissimilar
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Figure 2.5: Predicted mask, binary encoded keypoint locations, in two consecutive
views. Out of boundary points are neglected during the data preparation.

pairs. The resultant feature vectors can be effectively matched by simple nearest
neighbor matching using `2 distance.

Real-time Acceleration from Differentiable Binarization

In the previous section, we introduced the overview for training keypoint detection
and description. In practice, the running speed is crucial for real-world applications.
To accelerate the matching procedure, we propose a differentiable binarization pro-
cedure. Typically, the binarization can be computed via a hard sign function. How-
ever, it is not differentiable due to its non-linearity and will greatly affecting the
matching performance. To back-propagate the loss properly through the hard sign
function, an approximator from [28] has been deployed. The approximator, origi-
nally denoted as straight-through estimator, ignores the gradients for features with
absolute responses greater than 1 and remains using hard sign function for the bi-
narization. This is naturally combined with metric learning since the approximator
avoids over-penalization for features with distance to the decision boundary larger
than 1. In addition, we propose two simplified network structures (Proposed and
Proposed − tiny) which further improve the running speed. The detailed parame-
ters of both networks can be found in the included Paper.C. The overall comparison
with existing methods have been shown in Fig. 2.6. It can been seen that the in-
ference time is significantly less than using a commonly used structure, ResNet50.
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Figure 2.6: A comparison of the inference and matching cost in ms for different
methods. The inferences time is shown for both full resolution (640x480) and half
resolution images. The run-time costs for the matching (inner figure) is evaluated
by matching 1000 keypoints with nearest neighbour matching.

Besides, we have trained our feature in the same format as ORB, which greatly
simplifies the integration of our method into a feature based VO system.

2.3 Self-Supervision for Visual Odometry

In this section, we discuss the potential of using a fully self-supervised learning
scheme for visual odometry. In the previous sections, we leveraged highly accurate
ground truth data for the motion of the camera (Sec. 2.2) or dense depth (Sec. 2.1)
from RGB-D cameras. In an outdoor setting this is no longer readily available.
Being able to learn from unlabeled video will greatly improve the capability of the
training system and allow the learning scheme to adapt to large scale applications.
As mentioned in the introduction, labeling keypoints is impossible since the optimal
set varies due to applications and environments. In the following we describe two
approaches to self-supervision. In the first we generate an explicit supervisory signal
based on project geometry and in the second we produce an implicit supervisory
signal from a higher level proxy task. Our approaches are described in depth in the
papers:

(D) Jiexiong Tang, Rares Ambrus, Vitor Guizilini, Sudeep Pillai, Hanme Kim,
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Figure 2.7: Self-Supervised monocular keypoint based Structure-from-Motion learn-
ing.

Adrien Gaidon. Self-Supervised 3D Keypoint Learning for Ego-motion Esti-
mation. In arXiv:1912.03426 2019.

(E) Jiexiong Tang, Hanme Kim, Vitor Guizilini, Sudeep Pillai, Rares Ambrus.
Neural Outlier Rejection for Self-Supervised Keypoint Learning. In Interna-
tional Conference on Learning Representations(ICLR) 2020.

Self-Supervised Keypoint based Mono Structure-from-Motion
In Sec. 2.2, we leveraged accurate camera poses from the motion capture system
and used the depth from a RGB-D camera to label the keypoints in two consecutive
frames of a video. As mentioned above, ground truth data of this type is typically
not available outdoors. Therefore, in the first self-supervised approach, we esti-
mate the ego motion on the run during the training trough an differentiable pose
estimation model (see Fig. 2.7). The keypoint locations are no longer labeled by
warping classical keypoints, Shi-Tomas corners, into different frames and distilling
them using ground truth associations as in Sec. 2.2. The detection is learnt from
minimizing a geometrical loss, the rejection error of keypoints. That is, the network
is learning to detect points that are consistent across views automatically and from
scratch.

In Sec. 2.1 and 2.2, the dense depth is obtained from a RGB-D sensor, not
available outdoors. Here instead the depth estimation is jointly performed during
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the training since lifting the keypoint to 3D is required. Learning to predict the
depth from monocular videos is typically known as Structure-from-Motion (SfM)
learning [29]. The depth is estimated via synthesizing a virtual camera view and
optimizing the photometric loss (shown in Fig. 2.7) between the reconstructed and
real images.

An overview of the proposed pipeline is illustrated in Fig. 2.7. Different from
existing methods, either not depth-aware or only performing homography adapta-
tion, our method allows the joint optimization of the two task networks considered
- keypoint estimation (KeyPointNet in Fig. 2.7) and depth estimation (DepthNet
in Fig. 2.7) through the differentiable pose estimation module.

The keypoints of the two images (It and Ic in Fig. 2.7) are extracted simulta-
neously. Keypoint from one view (pφt in Fig. 2.7) are lifted using the learnt depth
and warped into the other view using the pose estimated on the run (Xt→c from
Fig. 2.7). The localization error is opimized between warped keypoints (pφt→ in
Fig. 2.7) and directly detected keypoints (pφc in Fig. 2.7). The resulting pose is
used for view synthesis in SfM learning. We build on the concept from [20] and
deploy similarity loss, smoothness loss and handle occlusion using auto-masking
(more details can be found in Paper.D).

Our experimental results show that the keypoint and depth networks strongly
benefit from joint optimization in an end-to-end fashion. We also show that our
monocular approach can get performance on par with stereo based state-of-the-art
methods such as DVSO [13] by integrating our self-supervised and depth-aware
keypoint estimator into existing Visual SLAM frameworks such as Direct Sparse
Odometry (DSO) [6] and ORB-SLAM [2].

Learning Feature Description From Outlier Rejection
In the previous section we introduced a monocular keypoint SfM learning scheme,
where the keypoint detection and description were trained using explicit losses.
That is, each of the individual outputs were penalized by a loss directly modeling
it. In this section we propose a novel self-supervised learning scheme deploying a
proxy task, i.e. a connected higher-level task that generates an implicit supervisory
signal.

The diagram in Fig. 2.8 shows an overview description of our approach. We
start from two images. One input image and a virtual image synthesized by a ran-
dom homography transform. A keypoint network (KeyPointNet in Fig. 2.8) is used
to extract keypoints from both images. The keypoints consist of the location, cor-
responding descriptors and scores ranked based on repeatability. Existing learning
based methods [30, 31] use explicit losses for each component as a direct supervisory
signal for the training. In our work, we found that an extra supervisory signal can
be generated from a proxy task. We use outlier rejection as the proxy task and it
is conducted by a inlier-outler rejection network (IO-Net in Fig. 2.8). The gradi-
ents can be back-propagated through the IO-Net to the KeyPointNet, thus allowing
self-supervised keypoint description and improving the matching performance.
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Figure 2.8: Self-supervised keypoint learning using a proxy task. KeyPointNet is
the same as the network used in Fig. 2.7. It conducts the keypoint extraction
from input images and outputs Location, Descriptor and Score. These can be
trained directly using the losses as in the previous section. IO-Net produces an
indirect (implicit) supervisory signal to KeyPointNet’s targets by performing as a
discriminator which distinguishes inliers from outliers among the input matched
point pairs. Extra gradients can be generated from this proxy task and back-
propagated to KeyPointNet.

The outlier rejection task is inspired by [32], a neural network based RANSAC
approach. In our scenario, we randomly sample the homography transform from a
pre-defined range, the ground truth of the transform between the original and the
synthesized images are known. Thus, the random sampling and consensus steps
are no longer needed. This simplified the task to a binary classification problem.
The labels are generated automatically by measuring the distance between matched
point location and its warped location. Specifically, we use the IO-Net to generate
an extra supervisory signal and show that it improves the match accuracy and
introduces an alternatively way for the feature description.
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Conclusions and Future Work

This thesis explored deep learning based perception techniques to improve the track-
ing and reconstruction performance in visual odometry (VO) or SLAM. We inves-
tigated both direct and in-direct methods, with a focus on modeling the temporal
consistency of observations. By combining novel deep learning approaches with
the proposed training scheme using structured visual information state-of-the-art
performance has been achieved in various extensive experiments.

3.1 Conclusions

For direct methods, we have illustrated that the intrinsic scale problem can be ef-
fective alleviated by our tightly coupled single view depth and normal estimation
network. Different from existing methods, we showed that using the normal to guide
the depth reconstruction can improve the depth estimation accuracy remarkably.
The joint network achieve competitive performance in both pose estimation and
depth reconstruction comparing with other state-of-the-art methods. For in-direct
methods, we have demonstrated that learnable keypoints can effectively improve the
matching accuracy. The proposed novel training scheme can generate distinguish-
able keypoints for pose estimation while remaining fast running speed in real-time.
Furthermore, we have verified the effectiveness of our methods in both open bench-
marks and a real hexacopter. For the self-supervision of visual odometry, we have
shown that the network can be trained even without explicit supervision. This is
achieved by exploiting the view consistency constraints from 3D projective geome-
try and deploying a cascaded higher level task that is easier to be defined compared
with original task. Our method achieves the best performance in pose estimation
among methods which is trained only using monocular videos.

In summary, a clear advantage of using deep learning techniques to assist vi-
sual odometry has been demonstrated. The estimator, a deep neural network, is
sufficiently capable of being tailored for optimal performance in given tasks when
enough annotated data is available. If the labeled data is not adequate for the

21
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training, self-supervised learning scheme can be effectively deployed to allow the
network being training using solely unlabeled videos. However, various challenges
remain. The most concerning one is probably the generalization ability, how the
network behaves and performs in a totally different scene or application is still not
well-defined in the current state of this area. But we would like to argue that the
network should be able to allow to be adjusted, ideally in an automated way, for
different tasks or unseen environments since the flexibility of the network allows
it. Together with techniques such as uncertainty modeling, the generalization can
still be an issue but should be progressively fixable or measurable. We therefore
conclude the deep learning assisted visual odometry is a challenging but promising
direction.

3.2 Future Work

There are many areas worthy of further investigation. Life-long slam is one
direction. Robots should be able to reliably work in dynamic environments that
can change daily. Online learning can be used in this case to keep the network
updated. In addition, deep learning is known to be good at detecting the semantics
in challenging scenes, which can greatly help the detection of dynamic objects.
Long-term localization is also an interesting area. Similar to life-long SLAM,
there are various dynamic changes of the environments in this application, but the
time gap can be much longer which results in different categories of variations,
from day-night to weather and seasonal changes. Recently, the deep learning based
methods have achieved significantly better performance in various challenging long-
term localization benchmarks [33]. Another direction can be meta-learning. We
primarily investigated the correspondence estimation problem in this thesis. There
are related work, such as [34], investigating training an optimizer for the least mean
square problem of pose estimation.
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A Sparse2Dense: From Direct Sparse Odometry to Dense
3-D Reconstruction.

In IEEE Robotics and Automation Letters, 4(2), 2019

Authors
Jiexiong Tang, John Folkesson and Patric Jensfelt.

Abstract
In this paper, we focused on direct methods instead. We proposed a new deep
learning based dense monocular SLAM method. Compared to existing methods,
the proposed framework constructs a dense 3D model via a sparse to dense mapping
using learned surface normals. With single view learned depth estimation as prior
for monocular visual odometry, we obtain both accurate positioning and high qual-
ity depth reconstruction. The depth and normal are predicted by a single network
trained in a tightly coupled manner. Experimental results show that our method
significantly improves the performance of visual tracking and depth prediction in
comparison to the state-of-the-art in deep monocular dense SLAM.

Contribution by the author
Proposed the problem; implemented the training for network and system integra-
tion; evaluated the experimental results; wrote the majority of the paper.
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B Geometric correspondence network for camera motion
estimation.

In IEEE Robotics and Automation Letters, 3(2), 2018.

Authors
Jiexiong Tang, John Folkesson and Patric Jensfelt.

Abstract
In this paper, we proposed a new learning scheme for generating geometric corre-
spondences to be used for visual odometry with in-direct method. A convolutional
neural network (CNN) combined with a recurrent neural network (RNN) are trained
together to detect the location of keypoints as well as to generate corresponding
descriptors in one unified structure. The network is optimized by warping points
from source frame to reference frame, with a rigid body transform. Essentially,
learning from warping. The overall training is focused on movements of the cam-
era rather than movements within the image, which leads to better consistency in
the matching and ultimately better motion estimation. Experimental results show
that the proposed method achieves better results than both related deep learning
and hand crafted methods. Furthermore, as a demonstration of the promise of our
method we use a naive SLAM implementation based on these keypoints and get
a performance on par with ORB-SLAM. This work aimed to provide the classical
robust pose estimator, e.g., solve pnp with ransac, more reliable and inliers matches.

Contribution by the author
Proposed the problem; implemented the training for network and system integra-
tion; evaluated the experimental results; wrote the majority of the paper.
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C GCNv2: Efficient Correspondence Prediction for
Real-Time SLAM.

In IEEE Robotics and Automation Letters,4(4), 2019.

Authors
Jiexiong Tang, Ludvig Ericson, John Folkesson and Patric Jensfelt.

Abstract
In this paper, we proposed a real-time deep learning-based network, GCNv2, for
generation of keypoints and descriptors built on Paper 1. GCNv2 is designed with
a binary descriptor vector as the ORB feature so that it can easily replace ORB
in systems such as ORB-SLAM2. GCNv2 significantly improves the computational
efficiency over GCN that was only able to run on desktop hardware. We show how
a modified version of ORB-SLAM2 using GCNv2 features runs on a Jetson TX2,
an embedded low-power platform. We verified the effectiveness of GCNv2 on a real
flying quadrotor UAV in both indoor and outdoor environments.

Contribution by the author
Proposed the problem; implemented the training for network and system integra-
tion; evaluated the experimental results; wrote the majority of the paper.
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D Self-Supervised 3D Keypoint Learning for Ego-motion
Estimation.

In arXiv:1912.03426.

Authors
Jiexiong Tang, Rares Ambrus, Vitor Guizilini, Sudeep Pillai, Hanme Kim and
Adrien Gaidon.

Abstract
In our previous work, we investigated self-supervised learning scheme for keypoint
network by employing homography adaptation to create 2D synthetic views. While
such approaches trivially solve data association between views, they cannot effec-
tively learn from non-planar 3D scenes with real illumination. In this work, we
proposed a fully self-supervised approach towards learning depth-aware keypoints
purely from unlabeled videos by incorporating a differentiable pose estimation mod-
ule that jointly optimizes the keypoints and their depths in a Structure-from-Motion
setting. We introduced 3D Multi-View Adaptation, a technique that exploits the
temporal context in videos to self-supervise keypoint detection and matching in an
end-to-end differentiable manner. Finally, we show how a fully self-supervised key-
point detection and description network can be trivially incorporated as a front-end
into a state-of-the-art visual odometry framework that is robust and accurate.

Contribution by the author
Proposed the problem; implemented the training for network and system integra-
tion; evaluated the experimental results; wrote the majority of the paper.
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E Neural Outlier Rejection for Self-Supervised Keypoint
Learning.

In International Conference on Learning Representations(ICLR) 2020.

Authors
Jiexiong Tang, Hanme Kim, Vitor Guizilini, Sudeep Pillai and Rares Ambrus.

Abstract
Different with previous methods using annotated data, in this paper, we investi-
gated how to train the keypoint network in a fully self-supervised manner. We
introduced InlierOutlierNet, a novel proxy task for the self-supervision of keypoint
detection, description and matching. By making the sampling of inlier-outlier sets
from point-pair correspondences fully differentiable within the keypoint learning
framework, we show that are able to simultaneously self-supervise keypoint de-
scription and improve keypoint matching. Second, we introduced a new keypoint-
network architecture that is especially amenable to robust keypoint detection and
description. We design the network to allow local keypoint aggregation to avoid
artifacts due to spatial discretizations commonly used for this task, and we improve
fine-grained keypoint descriptor performance by taking advantage of efficient sub-
pixel convolutions to upsample the descriptor feature-maps to a higher operating
resolution. Through extensive experiments and ablative analysis, we showed that
the proposed self-supervised keypoint learning method greatly improves the quality
of feature matching and homography estimation on challenging benchmarks over
the state-of-the-art.

Contribution by the author
Proposed the problem; implemented the training for network and system integra-
tion; evaluated the experimental results; wrote the majority of the paper.
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