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Abstract
Many important facilities are surrounded by security fences that need to be
regularly inspected for damage. To automate this task it has been proposed to
use a drone equipped with a camera. The images taken by the camera would be
analyzed using deep learning and thereby no human labor would be required
except for when there are damages that need to be repaired.

While flying autonomously along the fence it is important that the drone
does not collide with unexpected obstacles. The aim of this project is to pro-
pose a suitable algorithm to avoid collisions during the inspection mission.

To gather information about the environment and detect potential obstacles
a stereo camera is used. Since the purpose of the drone is to capture images
of the fence one of the criteria for evaluating the method is that the avoidance
maneuvers should not cause the drone tomissmore of the fence than necessary.
The method chosen is based on the concept of collision cones. The idea is to
approximate a bounding box around the obstacle and create a cone with the
outline of the bounding box as the base and the drone position as the top point.
The drone is restricted from flying in a direction inside the cone and is thereby
forced to find a path around the obstacle.

The algorithm is implemented and tested in simulation. From the simu-
lation results, it is concluded that the algorithm is able to prevent collisions.
Also, conclusions about how the parameter values should be chosen for the
real drone are made.
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Sammanfattning
En drönare ska användas för att övervaka staketet runt en flygplats. En kamera
används för att ta bilder som sedan kan analyseras med hjälp av reinforcement
learning för att upptäcka hål i staketet. I detta projekt föreslås en algoritm för
att undvika kollisioner medan drönaren flyger längs med staketet. En stereo-
kamera används för att upptäcka hinder i drönarens väg. Samtidigt som hinder
behöver undvikas är målet också att så lite av staketet som möjligt ska missas
till följd av manövrering runt hinder. Metoden som används baseras på kolli-
sionskoner. En kon formas mellan drönaren och utkanten av hindret. Drönaren
är inte tillåten att styras i en riktning innanför denna kon. Istället styrs dröna-
ren mot bästa möjliga punkt som tar den så nära dess mål som möjligt utan att
bryta mot dessa begränsningar. När hindret är passerat styrs drönaren tillbaka
till dess ursprungliga bana och fortsätter med sitt uppdrag.

Algoritmen är implementerad och testad i simulation. Resultaten från si-
mulationen används för att dra slutsatser kring hur parametrarna bör ställas in
för att anpassa algoritmen på bästa sätt för detta specifika användningsområde.



Contents

1 Introduction 1
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Research question . . . . . . . . . . . . . . . . . . . . . . . . 3
1.3 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Related Work 5
2.1 SLAM-based methods . . . . . . . . . . . . . . . . . . . . . 5
2.2 Potential field-based methods . . . . . . . . . . . . . . . . . . 6
2.3 Rapidly exploring random tree . . . . . . . . . . . . . . . . . 7
2.4 Methods not requiring mapping . . . . . . . . . . . . . . . . 9
2.5 Method choice . . . . . . . . . . . . . . . . . . . . . . . . . 10

3 Method 12
3.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
3.2 Perception . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13
3.3 Decision . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
3.4 Manoeuvring . . . . . . . . . . . . . . . . . . . . . . . . . . 19

4 Experiments and Results 22
4.1 Experimental setup . . . . . . . . . . . . . . . . . . . . . . . 22
4.2 Comparative experiment . . . . . . . . . . . . . . . . . . . . 23
4.3 Parameter experiment . . . . . . . . . . . . . . . . . . . . . . 26

4.3.1 Threshold experiment . . . . . . . . . . . . . . . . . 27
4.3.2 Safety margin experiment . . . . . . . . . . . . . . . 29

4.4 Environment simulation . . . . . . . . . . . . . . . . . . . . . 30
4.4.1 Standard case . . . . . . . . . . . . . . . . . . . . . . 32
4.4.2 Obstacle on waypoint . . . . . . . . . . . . . . . . . . 34
4.4.3 Obstacle close to waypoint . . . . . . . . . . . . . . . 35
4.4.4 Fence detected as an obstacle . . . . . . . . . . . . . . 36

v



vi CONTENTS

5 Discussion 38
5.1 Discussion of parameter choice . . . . . . . . . . . . . . . . . 39
5.2 Weaknesses . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
5.3 Technical aspects . . . . . . . . . . . . . . . . . . . . . . . . 42
5.4 Ethical, society and sustainability reflections . . . . . . . . . . 43

6 Conclusions 45
6.1 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

Bibliography 48

A Stereo Vision 52



Chapter 1

Introduction

The first applications for drones were in themilitary. The first drones, the Fairy
Queen and the de Havilland Queen Bee, were remote-controlled airships used
for target practice for battleships in the 1920s and 1930s [1]. Since then the
drone technology has evolved and today drones are used for various tasks in
many different fields e.g. aerial photography, weather monitoring, search and
rescue operations, managing natural catastrophes, delivery of goods, etc. A lot
of research is being done in this area and as drone technology improves more
applications become possible. A large improvement that opened up for many
applications was the development of the autonomous drone. For example,
this facilitated data gathering over large distances and deliveries to hard to
reach places. With modern data analysis methods, such as machine learning,
interesting or divergent data can be identified for a human to look at. Using
drones does in many cases save both time and money [1].

As part of a larger project to automate several tasks at Örnsköldsvik’s air-
port a company called FlyPulse is developing a solution to survey the fence
around the airport using an autonomous drone. The drone is equipped with a
camera to capture pictures of the fence. The camera is mounted underneath
the drone on a servo motor so it can be rotated to get better images. These
images will then be analyzed using deep learning to identify damages to the
fence.

During the flight, the drone needs to be able to perceive the surroundings
and avoid obstacles that might appear in the path. This is what this project is
about. In this report, a method for avoiding obstacles is proposed and evalu-
ated. The sensor used for detecting obstacles is a stereo camera. The drone
follows a pre-programmed path along the fence defined by a set of waypoints.
An RTK-GPS is used for localization and a lidar range finder for height mea-
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Stereo Camera

Camera Altimeter

Figure 1.1: This image shows where the sensors are mounted on the drone.

surement. The configuration of the drone is shown in figure 1.1. The fence is a
metal wire fence and is about 2 meters high. It might be difficult for the stereo
camera to detect since the wires are thin which makes it see-through. The
pre-programmed path is located a few meters within the fence and a bit above
to allow the camera to capture good images. This project aims to propose an
algorithm to avoid collisions while the drone flies between the waypoints. Us-
ing the stereo camera for detecting obstacles the drone will be able to find a
collision-free path while capturing as much of the fence as possible on pic-
ture. The proposed method is evaluated in simulation and conclusions are
drawn about how the parameter values should be chosen for the real system.

1.1 Motivation
Inspection of the fence around the airport is a task that must be done regularly.
Holes in the fence could lead to people or animals entering the runways which
could cause serious accidents. The inspection is today done by people driving
a car alongside the fence looking for holes. Using humans for this both costs
money and takes time from a person that could do be of more use doing some-
thing else. Having a drone that automatically detects holes in the fence means
that human labor is only necessary in the case there is a hole. The project is
a collaboration between FlyPulse and RISE and is a part of a larger project
to automate different tasks on an airport [2, 3]. Autonomous robots could be
very useful in airports. There are many repetitive tasks that needs to be done
regularly and over a large area. Some examples are sweeping the runway, cut-
ting the grass, shovel snow and surveillance of the area. Since it is a controlled
environment where unauthorized people are not allowed it is easier to imple-
ment autonomous systems since all humans present can be informed how to
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behave around robots.

1.2 Research question
The question to be answered in this report is how a drone equipped with RTK-
GPS, altimeter, and a stereo camera can be programmed to avoid obstacles in
the path while it flies between a set of pre-defined waypoints. To not miss more
fence than necessary due to avoiding an obstacle the drone should deviate from
the original path between waypoints as little as possible. The solution must be
safe so that no collision occurs even in the event the GPS signal is lost. The
aim is to propose and evaluate a suitable method in simulation so it can later
be implemented on the real drone. From the simulation, conclusions will be
drawn about how parameter values should be adjusted to suit this specific use
case.

1.3 Limitations
Some limitations have been set to this project in order to narrow the scope.
Firstly the choice was made to focus on static obstacles. This because most
obstacles expected to be encountered would be static and it provides a starting
point for finding a suitable method that later can be evolved to be able to handle
moving obstacles as well. Also, the algorithm is only expected to be able
to safely avoid collisions when the obstacle can be detected by the camera.
No effort has been put into finding methods to avoid obstacles hard for the
camera to see e.g. a mirror or a see-through object. The only hard to see object
expected in the area where the drone is operating is the fence itself. The fence
is made of wire and is see-through. Getting depth data using stereo matching,
as described inAppendixA, could, therefore, be challenging. Since the fence’s
position is known and the pre-programmed path the drone is following during
the mission is set inside the fence this problem is solved by only letting the
drone do avoidance maneuvers in a direction away from it.

Experiments will be carried out in simulation and the method does not take
into consideration how the camera tilts when the drone flies forward. This is
because the tilting could prevent the stereo camera from detecting obstacles
straight ahead. Before the algorithm is implemented on the real drone the
stereo camera will be mounted on a servomotor that compensates for the tilt-
ing and allows it to always face forward. Also to facilitate the evaluation of the
results given by the experiments the assumption is made that there is a direct



4 CHAPTER 1. INTRODUCTION

correlation between following the pre-programmed path and getting good im-
ages of the fence. It is assumed that when the drone deviates from its original
path it does no longer take pictures of the fence.
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Related Work

A lot of research is being done regarding different use cases for autonomous
drones, both military and civilian. Some examples are delivery [4], search and
rescue missions [5], data collection [6, 7], mapping [8, 7], surveillance [9, 7]
and inspection [10]. When a drone flies autonomously it is important to have a
system to avoid unexpected obstacles in the path. Which sensors and method
should be used for this depends on the drone and use case. In this project, a
stereo camera is used.

2.1 SLAM-based methods
SLAM (Simultaneous Localisation and Mapping) occurs in several projects
on autonomous drones, e.g. Kim and Sukkarieh [11], Zhang et al. [12], and
Wang et al. [13]. The idea of SLAM is that the robot constructs a map of
the surrounding and localizes itself in the map at the same time. As the robot
moves new images of the environment are fused with the old and the map
grows [14].

In the case studied in this project, an autonomous drone is used to inspect
a fence, searching for holes. The problems encountered are expected to be
similar to problems encountered during other inspection missions. The drone
is usually required to fly relatively close to something to get good measure-
ments. Hrabar [10] developed a collision avoidance algorithm for drones used
for inspection of power lines. Hrabar uses a stereo camera to capture a depth
map of the surrounding. The information from every new image is used to
build a 3D occupancy map that can be used for path planning. The shortest
collision-free path to the goal is then found using a combination of Proba-
bilistic Roadmaps [15] and D* Lite [16]. This allows the drone to reach the
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destination quickly but it only reaches the destination collision-free 21 out of
27 times. Since the drone in this project is going to operate at an airport where
it might encounter a human it must avoid collision very close to 100 percent
of the time. Hrabar [10] tests his implementation first in simulation using a
Gazebo simulation environment and then on a CSIRO Air Vehicle Simulation
(AVS) cable-array robot. In both cases, the position of the drone is given di-
rectly by either Gazebo or the AVS computer. This facilitates positioning the
detected objects in the occupancy map.

Another project that used stereo vision and SLAM for navigating an au-
tonomous drone was performed by Schmid et al. [17]. For this project, the
localization had to be independent of GPS since the goal was to create a sys-
tem that works both outdoors and indoors. The SLAM algorithm builds a map
from observations and localizes the drone in the map simultaneously. To get
an estimate of the movement of the drone between observations data fusion
between controller output, an Inertial Measurement Unit (IMU) and visual
odometry is used. The same depth image that is used for mapping and col-
lision avoidance is also used for visual odometry. The map is then used to
plan an optimal path to the goal point. When the map is updated after new
observation the path needs to be re-planned.

2.2 Potential field-based methods
The artificial potential field (APF) approach for collision avoidance was first
proposed in the 1980’s Andrews and Hogan [18]. The idea is to imagine the
robot as a positively charged particle in a potential field. The forces applied to
the particle by the field is supposed to guide the robot from the start position
to the goal point safely without collisions.

Wu et al. [19] use APF for collision avoidance for mobile land driving
robots. The total APF is given by the superposition of three potential fields.
These are the goal attractive potential field (GAPF), obstacle repulsive poten-
tial field (ORPF) and dipole conductive potential field (DCPF). The GAPF
can be thought of as a negative charge at the goal point that attracts the robot.
Obstacles have a positive charge that repulses the robot, this is the ORPF. By
combining these two fields the resulting field is able to guide the robot to the
goal without collisions. To get a more optimal path the DCPF is added. The
DCPF attaches a dipole to each obstacle. The positive pole of the obstacle is
the point closet to the goal point and the negative pole is located on the oppo-
site side. This makes the robot drive closer to the obstacle when it has passed
its middle and thereby makes the resulting path shorter. To avoid that the robot
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gets stuck by the negative pole a degeneration range is added. The effect of the
negative pole is weakened within the degeneration range as seen in figure 2.1
and 2.2. Within the degeneration range from the negative pole, the DCPF has
no strength. When these three fields are combined and their strengths tuned,
the robot is able to drive towards the goal, without collision and without longer
avoidance maneuvers than necessary.

Figure 2.1: The DCPF without a de-
generation range. P is the positive
pole and Q the negative pole. [19]

Figure 2.2: The DCPF with a degen-
eration range. P is the positive pole
and Q the negative pole. [19]

If this method is modified to work in 3D instead of 2D it can be applied
to a drone. This was done by Nieuwenhuisen, Schadler, and Behnke [20].
They equipped a drone with a rotating laser-range finder, ultrasonic distance
sensors covering the space around the robot and two stereo-camera pairs with
wide-angle lenses. The measurements from the sensors were fused to build
a 3D occupancy grid. All occupied cells where applying a repulsive force on
the drone and the goal point is applying an attractive force as seen in figure
2.3. The drone was then given control signals to steer it in the direction of the
resulting force.

2.3 Rapidly exploring random tree
Another method to find a collision-free path to a goal point, given the robot has
detected and knows the location of nearby obstacles, is RRT (rapidly-exploring
random tree). The RRT algorithm builds a tree-graph with its root in the start
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Figure 2.3: The repulsive and attractive forces making up the artificial poten-
tial field on the drone by Nieuwenhuisen, Schadler, and Behnke [20]

Figure 2.4: This image illustrates how new nodes and edges is added to the
tree-graph [21].

position not letting the branches pass through occupied space. The tree spreads
out until it reaches the goal position and a feasible path between the two points
is found [21].

Nodes and edges are added to the tree-graph by first selecting a random
point, Xrand. If the point is not located in unoccupied space the algorithm
starts over and a new random point is chosen. A line is drawn between the
Xrand and the nearest point on an edge of the tree-graph, Xnear. If the line is
not interrupted by any obstacle the algorithm can continue otherwise it starts
over with a new random point. The algorithm takes one parameter d which
is the longest an edge is allowed to be. If Xrand is further away than d from
Xnear the new node, Xnew, is placed on the line between Xnear and Xrand

at distance d from Xnear. If Xrand is closer than d to Xnear Xnew = Xrand

[21]. This is illustrated in 2.4. These steps are iterated until a free path can
be detected between the goal position and its closest point in the tree-graph.
Then a collision-free path can be found between the start- and goal position.
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In their report Esrafilian and Taghirad [22] presents amethod for autonomous
flight and obstacle avoidance of a quadrotor using a combination of SLAM,
artificial potential field, and RRT. A SLAM-algorithm is used for mapping
and localization using a monocular camera for obstacle detection. Thereafter
a set point is chosen to navigate towards. This point should guide the drone
towards the final goal point but not be too far away from the current location.
Given the map Esrafilian and Taghirad [22] use a potential field-based method
to find a suiting point that is not too close to any obstacle to risk a collision.
The RRT method is then used to find a path between the current location and
the set point. RRT is a good method for finding a feasible path between two
points but it does not give an optimal solution. Therefore path smoothing is
applied to generate a smoother and more direct path to the set point. The re-
sults of Esrafilian and Taghirad’s [22] experiments show that the drone can
fly autonomously and avoid obstacles as intended using this method both in
simulation and real test cases.

2.4 Methods not requiring mapping
There are advantages with methods that do not require mapping of the environ-
ment. The main one being that an inaccurate map could lead to bad decisions
being made. Incorrect mapping is a source of error that can be eliminated by
using a method that only depends on current data. A simple approach using
a depth camera is proposed by Hu, Niu, and Wang [23]. A depth camera is
mounted on the drone facing forward. The drone is moving so that the camera
is always pointing in the direction of the velocity vector. If the camera ob-
serves an obstacle at a distance smaller than a threshold an avoidance decision
is made. If the obstacle is located in the right part of the image the drone flies
to the left and the other way around. In the experiments presented the drone
avoided collision successfully. The resulting path, on the other hand, was os-
cillating and not optimal if the goal is to reach the final destination as fast as
possible.

The method used in this project is heavily influenced by Park and Kim
[24]. Their method has similarities to the work done by Hu, Niu, and Wang
[23]. One big difference is that it minimizes the time it takes for the drone
to get from point A to point B. Kim and Park detect obstacles using a stereo
camera. An approximation is then made and the obstacle is represented as a
sphere. From this, a cone is constructed between the drone and the spherical
bounding box, fig. 2.5. The drone is not allowed to fly in a direction within
the collision cone. Instead, a new aiming point is chosen for the drone to steer
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Figure 2.5: The collision cone formed between the drone and the spherical
bounding box around the obstacle.

towards. This point must be located outside the collision cone but should not
guide the drone further away from the goal point than necessary. This method
does not require mapping of the environment and results in smoother paths
than the one proposed by Hu, Niu, and Wang [23].

2.5 Method choice
For this project, a method where the collision avoidance is not done in a geo-
referenced frame is preferred. This is to eliminate the risk that inaccurate posi-
tioning of detected objects will cause errors that could lead to collisions. The
drone needs to be able to operate safely even in the event that the GPS signal is
lost. This makes a SLAM-basedmethod a poor choice since the drone needs to
be able to position itself in relation to the position at the time of earlier obser-
vation. Instead of finding a method that is less dependant on the localization
data from the GPS an alternative could be to improve the localization by com-
bining GPS data with other methods for calculating the position. A common
method is to use visual odometry to track the drone’s movement and improve
positioning. The choice was made not to do this because it is computationally
heavy.

An artificial potential field method is possible to use letting the occupancy
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grid only depend on current measurements. The problem with this would be
that it is hard to tune the strength of the field to ensure safe collision avoidance
for different types of obstacles.

The method used in this project is a modified version of Park and Kim
[24]. This method was chosen because it ensures collision avoidance even in
the case of inaccurate positioning and it gives a smoother path than the method
proposed by Hu, Niu, andWang [23]. Themodifications will make the method
more suitable for the type of obstacles that are expected to be encountered in
the environment the FlyPulse’s drone is supposed to fly and optimize the path
to stay close to the fence instead of minimizing the flight time.
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Method

FlyPulse’s drone is equipped with RTK-GPS [25] for localization. This gives
a global positioning with centimeter accuracy [25]. For the distance to ground
measurement, a laser altimeter is used. Since the algorithm must be safe in
the event that the GPS signal is disturbed no locations of previously detected
objects are saved. All movement decisions are based only on the current depth
image. Because of this, the drone is restricted to choose a movement direction
within the camera’s field of view.

Some changes have to be done to Park and Kim’s [24] method in order
to optimize the resulting path with respect to how large parts of the fence the
drone would miss. Since the stereo camera finds it difficult to detect the fence
and the stereo camera being the only sensor used for obstacle detection the
method relies on the RTK-GPS for not colliding with the fence. This is possi-
ble since the position of the fence is known and will not change. It is assumed
that when the drone follows the planned path between waypoints the fence is
seen and when it deviates too much the fence is missed. If an obstacle appears,
preventing the drone from following the original path an avoidance maneuver
is necessary. The goal with this maneuver is to minimize the distance the drone
deviates from the original path.

3.1 Overview
Figure 3.1 shows an overview of the collision avoidance algorithm. The input
is an image generated by the stereo camera where each pixel has a value that
tells the distance from the camera to the object in sight. The input image is
then processed in order to get a map of free and occupied space in front of the
drone. In the image processing step a safety margin is also added around each

12
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obstacle. This is further described in section 3.2.
The velocity direction of the drone can be described as a pixel in the depth

image. This pixel is called the velocity pixel or the velocity point and in this re-
port, it is always assumed to be the middle pixel of the image since the camera
is assumed to always be directed forward. If the velocity pixel of the processed
image is occupied it means an avoidance maneuver is necessary. When a pos-
sible collision is identified avoidance maneuvering is turned on. A free point
at the edge of the obstacle is chosen as the new aiming point. This is described
in more detail in section 3.3. The drone adjusts the velocity horizontally and
vertically to steer towards the aiming point.

When the aiming point align so no more rotation or lifting is necessary
the drone steers back towards the original path between the previous and next
waypoint. This way the drone will adjust so that the velocity point stays close
to the edge of the obstacles. The result is that the drone flies alongside the
obstacle until it finds itself back on the original path. When it arrives the
drone rotates so the velocity pixel is pointing towards the next waypoint before
it starts detecting new obstacles. This is to avoid that the obstacle just passed
still occupies the velocity pixel and therefore causes problems. If there is an
obstacle at the velocity point after the rotation it is a new obstacle that also
needs to be maneuvered around and not the same that it just passed.

After passing the obstacle the drone follows the line towards the next way-
point. When it reaches a waypoint target waypoint is set to the next waypoint
in the list.

3.2 Perception
The stereo camera outputs a depth image where each pixel value is the distance
from the camera to the object in sight. In order to make correct maneuver
decisions, this image is processed into a binary map of free directions within
the cameras field of view and directions that could lead to collisions. In figure
3.4 a flowchart of this process is shown.

The first step is to identify what is considered an obstacle and what is free
space. Every pixel located closer than a certain threshold is considered to be
a threat of collision. A binary map where all pixels closer than the threshold
is set to one and all further away are set to zero is created.

Every connected cluster of ones in the binary image is considered a unique
obstacle. A polygon is approximated around each unique obstacle using the
Douglas-Peucker algorithm [26]. Thereafter a safety margin is added around
the obstacles in order to ensure the drone does not fly too close to something.
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Figure 3.1: Flowchart of the algorithm.
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To calculate how many pixels the polygon needs to be enlarged the distance
to the obstacle is needed. The conversion from a distance in meters to pixels
is described by equation 3.1. This equation is based on the pinhole camera
model which is the standard camera model used in computer vision [27]. In
the algorithm, the distance of the entire obstacle is assumed to be the distance
of the closest pixel inside the polygon. This assumption is made because it
is too computationally expensive to calculate the safety margin taking into
account that all pixels are located at different distances. To avoid collisions no
part of the obstacle should be assumed to be further away than it actually is
and therefore the decision was made to calculate the safety margin assuming
every pixel has the same distance as the closest one.

pixels = meters ∗ focallength/depth (3.1)

In figure 3.2 a depth image is shown and in figure 3.3 the processed ver-
sion of the same image can be seen. The images are taken in the simulation
environment used to test and evaluate the method in Chapter 4. To show how
an obstacle might look a tree is placed in front of the camera. In figure 3.3
it can be seen that the tree is white while the background is black. The poly-
gon approximated around the tree is drawn in blue and the enlarged polygon,
adding a safety margin of 1 meter around the obstacle is drawn in green.

3.3 Decision
To steer the drone around the obstacle a temporary aiming point is chosen
using the processed image. This step is called decision making. The drone’s
rotation and velocity are regulated using a proportional controller. The aiming
point can be seen either as a point in 3D space or a point in 2D space on the
image plane by ignoring the depth data and only focus on the position of the
point in the image. In the same way, the forward direction can be represented
by the middle point in the image. By doing this the error between the direction
the drone is currently going in and the one towards the aiming point can be read
as the distance in pixels between the 2D aiming point and the image’s middle
point in the x and y directions.

After the image processing step, a polygon is approximated around each
obstacle at a safety distance. The aiming point should be the best point to
fly towards that does not cause a collision. In order not to take a longer path



16 CHAPTER 3. METHOD

Figure 3.2: The depth image given by the camera when a small tree stand in
front of the drone. Dark colors are far away and light colors close.

Figure 3.3: The processed image of the tree in front of the drone.

Figure 3.4: Flowchart of image processing
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around the obstacle than necessary the chosen aiming point should be located
on the edge of the polygon.

The goal when finding the optimal path in the case presented in this report
is to miss as little of the fence as possible. It is assumed that this means the
same as to follow the lines between the waypoints, that make up the original
path, as well as possible. The velocity vector of the drone is only allowed
a direction within the camera’s field of view. This is to avoid collision with
obstacles that are not seen. The camera has a larger field of view horizontally
than vertically and it is also able to rotate horizontally to better see and follow
an obstacle. Figure 3.5 shows an example of a path strictly over an obstacle
and it can be compared with figure 3.6 that shows a path strictly around an
obstacle. The path around the obstacle is not limited by the field of view since
the drone can rotate horizontally. Therefore the field of view does not prevent
the drone from flying the optimal path around an obstacle. When flying over
the obstacle the drone is not allowed to ascend as steep as would be ideal
because that would mean an aiming point would have to be chosen outside
of the camera view. The result is that the drone might deviate more from
the original path when it makes a vertical avoidance maneuver compared to a
horizontal, even if the obstacle is much wider than it is high.

Figure 3.5: Path when the drone flies
over an obstacle

Figure 3.6: Path when the drone flies
around an obstacle

On the other hand, there could be cases where minimizing the deviation
from the original path is not the only factor when choosing an avoidance path.
The other factor that matters to some degree is the length of the resulting path.
A compromise must be made between the shortest path or the one that follows
the original path longer. For this equation 3.3 is used. In this equation x is
the difference in pixels between the aiming point and the middle point in the
x-direction, y the same in the y-direction and K a parameter with a value larger
than 1. If K is set to 1 the shortest path will be chosen with no extra weight to
choosing a horizontal path. In this case, the equation gives the same result as
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calculating the distance using Pythagoras’s theorem, equation 3.2. Since the
equation is only used to compare points to each other there is no need to take
the square root since it will not change witch but only make the calculations
heavier.

Using a K larger than 1 means that distance from the center in y-direction
will affect the value to be minimized more than the distance in the x-direction.
If K is set to infinity a strictly horizontal path will always be chosen. On top
of equation 3.3 a condition is added to the decision process that states that if
the top of the obstacle is not visible the aiming point must guide the drone to
a horizontal path. This is because if the top of the obstacle is not visible in
the image the drone will not be able to fly over it from this distance without
having a velocity direction outside the camera field of view.

distance =
√
x2 + y2 (3.2)

min[x2 +K ∗ y2] (3.3)

For the use case of following a fence choosing an aiming point towards the
fence is risky since it is known to be an obstacle in that direction that might be
difficult to detect. It is also a risk to fly under an obstacle as the drone might
get too close to the ground. For the experiments performed in this project, the
drone flies a path with the fence on the left-hand side. Because of this, the
aiming point will be chosen over and/or to the right of the obstacle. It also
means that the aiming point will be located in the first quadrant of the image
as seen in figure 3.7.

To identify the best aiming point first all enlarged obstacle polygons sur-
rounding the velocity pixel are identified. For each line making up the poly-
gons outline the closest point to the velocity pixel is found and added to a list
of candidates for aiming points. In these points, a line between the point and
the velocity pixel is perpendicular to the line making up the outline. In some
cases, the closest point would be located outside the line segment that is part of
the polygon contour. In these cases, the point on the segment that is closest to
the calculated point is added as a candidate instead. Out of all candidates, only
the ones in the first quadrant are useful since the aiming point is restricted to
be located in this area. Also, the points on the outline that are located straight
above and to the right of the velocity pixel are considered candidates. An il-
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Figure 3.7: The quadrants drawn on top of the processed image of a tree. An
aiming point would only be searched for in the first quadrant.

lustration of the candidate points in a depth image is shown in figure 3.8. From
these points the aiming point is chosen to be the one that minimizes equation
3.3 and is not located within another polygon or on the top edge of the image.
If there is no non-occupied point within the first quadrant the drone will rotate
to the right until it finds a new aiming point.

3.4 Manoeuvring
When the aiming point has been decided the next step is for the drone to nav-
igate towards it. A system is already in place that allows the user to give the
drone a target velocity and adjusts the power to the propellers to achieve it.
The rotational velocity and the upwards velocity is set to a value that is pro-
portional to the horizontal and the vertical angle between the forward direction
and the aiming point. During the avoidance maneuver, the forward velocity is
proportional to the angle between the forward direction and the aiming point.
If the angle is larger than a threshold the forward velocity is zero. This is to
make sure the drone does not collide with an obstacle because it did not rotate
fast enough.

The vertical and horizontal avoidance are separated. If the angle between
the forward direction and aiming point is zero in y-direction the drone flies
back towards the original path vertically even if it is still is turning away hori-
zontally to avoid the obstacle. This is also true for the opposite when the angle
is zero in x-direction but not y-direction. This way the drone follows the ob-
stacle at a safe distance until the RTK-GPS positioning and the height sensor
tells it that it is back on the original line.
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Figure 3.8: The velocity pixel and the candidates for aiming points in the first
quadrant are marked by pink circles.

When the drone flies along the path which line it is currently following is
saved. This is to make sure the drone comes back on the same line it turned
away from and not another part of the path. Otherwise, if the path crosses
itself or two parts of the path are located close to each other the drone might
continue the original path from a point much far ahead or before the point,
it started the avoidance maneuver. The result would be that the drone misses
parts of the original path and thereby doesn’t inspect those parts of the fence.
This is illustrated in figure 3.9.
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Figure 3.9: The path if the drone was allowed to end the avoidance maneuver if
it was close enough to any part of the original path. The original path is marked
by a dashed line, the desired path is marked by a green line, the resulting path
by a red line and the obstacle is a grey box. At the red x the drone crosses the
original path and continues along the red line instead of the green.



Chapter 4

Experiments and Results

Experiments have been performed to evaluate the method. The first experi-
ment shows a comparison to the results obtained by Park and Kim [24]. This
experiment is done as a validation that the modifications to the method sug-
gested by Park and Kim [24] does decrease the distance of the original path
missed due to an avoidance maneuver.

After that, a series of experiments were done to investigate how changing
the values of the parameters affects the avoidance maneuvers. The drone’s
behavior depends on three parameters. Those are the distance threshold for
detecting obstacles, the safety margin that decides how much space should be
added as occupied in the occupancy map and the decision parameter K from
equation 3.3. From these experiments, conclusion are made about how the
parameter values should be chosen.

At last, the algorithm is tested in a simulated environment that is similar
to the airport where the real drone is supposed to operate. In this section,
the algorithm is also tested on some special cases where the algorithm is not
expected to give the desired result.

4.1 Experimental setup
The simulation is built using Unity [28] and Nvidia PhysX [29]. PhysX is a
library included in Unity that handles physical objects and properties as forces,
collisions, etc. The drone is modeled as a spherical physical object with a
radius of 0.5 m. On the front of the sphere is a non-physical pointer to mark
the forward direction. A torque and a vector force are added to the drone to
give it velocity according to figure 4.1.

A depth camera created in Unity is attached to the drone model. The cam-

22
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Figure 4.1: The drone is modelled as a sphere and is controlled by adding a
torque for steering and vector force for forward velocity.

era is modeled after Stereolabs Zed [30]. This means the field of view is 90
degrees horizontal and 60 degrees vertically and the depth range is 0.5 to 20
meters. For adding the safety margin as described in Section 3.2 the focal
length in pixels is needed. The focal length is the distance from the center of
the camera lens to the focal point [31]. For the simulated camera, the focal
length is 550 pixels.

The video stream captured by the camera is converted to a 2D texture that
is added to a screen in order to let the user watch the depth image during the
simulations. For image processing openCV for Unity [32] is used. OpenCV is
a library for computer vision. The 2D texture is converted to a matrix that can
be used for matrix calculations and OpenCV functions. When the processed
image is calculated it is converted back to a 2D texture and applied to a second
screen for the user to see during simulations.

4.2 Comparative experiment
A comparison is made with the experiment performed by Park and Kim [24] to
ensure that the changes to the algorithm have resulted in the expected behavior.
The same 3 meters in diameter spherical obstacle is placed 8 meters in front
of the drone. The next waypoint is located 19 meters straight ahead of the
start position as in [24]. Both the starting position, waypoint, and obstacle are
located 7 meters above the ground. For this experiment, the drone is supposed
to fly around the obstacle instead of over since that will always be optimal for
following the line between waypoints as closely as possible. For this reason,
K is set to 9999.

Both in this experiment and the one performed by Park and Kim [24] the
threshold for detecting an obstacle is set to 4 meters. The safety distance is set
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to 1 meter both in x and y-direction.

Figure 4.2: The result from the experiment performed by Park and Kim [24]

Result

The resulting path is shown in figure 4.3. It can be seen that the path from
Park and Kim [24] deviates from the original path for approximately 14 me-
ters while the path in figure 4.3 deviates for approximately 6 meters. 3 meters
of these are unavoidable since it is occupied by the obstacle. This means the
method from this report has improved the fence distance missed form 11 me-
ters to 3 meters.
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Figure 4.3: The result from the simulation

Figure 4.4: Processed
image at point A

Figure 4.5: Processed
image at a point between
A and B

Figure 4.6: Processed
image at a point between
B and C

The same points are marked in figure 4.2 and figure 4.3. Point A is where
the obstacle is detected. This is when it is four meters in front of the drone
in both cases. Figure 4.4 shows the processed image the decisions are based
upon at this point. At this point, only a few pixels are detected as an obstacle.
Figure 4.5 shows a processed image captured between point A and point B.
During this part of the avoidance maneuver, the drone is steering away from
the obstacle. During this phase, the forward direction is occupied the obstacle
and an aiming point is chosen using equation 3.3. Since K is set to a large
value in this experiment the aiming point is located straight to the right of the
velocity point. Both the aiming point and the velocity point that shows the
forward direction are marked in pink in figure 4.4, 4.5 and 4.6. At point C the
drone turns towards the goal point.
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4.3 Parameter experiment
Some experiments were performed to investigate how the parameters affect
the drone’s behavior. The algorithm was tested using different values on the
threshold, safety margin and decision parameter. During all these experiments
the same simulation environment is used. The drone is given one waypoint 20
meters in front of its start position. Along the path, two obstacles are placed
that need to be avoided. The first one is a cylinder with a diameter of 2 meters
and a height of 7.5 meters, the second one in a box with height 3 meters,
width 4 meters and depth 4 meters. The obstacles, start position and the first
waypoint is shown from above in figure 4.7 and from a combination of above
and the side in figure 4.8.

Figure 4.7: The obstacles for the parameter experiments seen from above. The
start position and first waypoint is marked by red points.

Figure 4.8: The obstacles for the parameter experiments. The start position is
marked by a red point.
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4.3.1 Threshold experiment
The threshold is the parameter that decides within which distance an object
is considered an obstacle. When an object within the threshold distance is
blocking the path an avoidance maneuver is initiated. By changing the thresh-
old the start point for the avoidance maneuver is changed. A shorter threshold
is expected to result in sharper turns than a longer one.

Thresholds from 0.2meters to 10meters with 0.2-meter intervals are tested.
This experiment is repeated twice, first with the decision parameter being 1 and
then with it being 10. In both cases, the safety margin is set to 1 meter.

Result

The results from the experiment with decision parameter 1 are shown in table
4.1. It can be seen that when the threshold is under 0.6 meters the drone is not
able to avoid obstacles that appear in its path. When the threshold increased to
higher values the threshold ensures enough margin for the drone to have time
to make avoidance maneuvers. There is a trend that the distance the drone
deviates from the original path increases when the threshold increases. When
the threshold is increased from 2.8 to 3.0 it should be noticed that the distance
missed increases more than it does before. This is because at this point the
drone detects the cube early enough to be able to make the decision to fly
above it as seen in figure 4.9.

It should also be noted that when the threshold is around 5.8 the distance
missed stops increasing when the threshold is increased. This is because at
this point the drone detects the second obstacle before it comes back to the
original path after avoiding the first one as seen in figure 4.10. The distance
missed is stable at 17.8 to 17.9 meters until the threshold is 7.8 meters, it drops
to 17.1. At this point the drone detects early enough for it to make the decision
to fly around the second obstacle as well. This can be seen in figure 4.11 and
4.12.

In table 4.2 the results from the experiment when the decision parameter is
set to 10 is shown. It should be noticed that the table looks the same as table 4.1
until the threshold is 3.0. When the decision parameter is 1 the drone starts
flying over the second obstacle at this point but if the decision parameter is
larger it continues to fly around and therefore less distance of the original path
is missed. Also, in this case, the distance missed stabilizes when the threshold
is 5.8. The difference is that in this case does it stabilize at 17.1 directly and
stays at this value.
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threshold collision distance missed threshold collision distance missed threshold collision distance missed
0.2 yes - 3.6 no 14.6 7 no 17.9
0.4 yes - 3.8 no 15 7.2 no 17.8
0.6 yes - 4 no 15.1 7.4 no 17.9
0.8 no 10.6 4.2 no 15.5 7.6 no 17.8
1 no 10.5 4.4 no 15.8 7.8 no 17.1
1.2 no 10.7 4.6 no 16 8 no 17.1
1.4 no 11.1 4.8 no 16.4 8.2 no 17.1
1.6 no 11.3 5 no 16.7 8.4 no 17.1
1.8 no 11.3 5.2 no 17 8.6 no 17.1
2 no 11.7 5.4 no 17.3 8.8 no 17.1
2.2 no 12 5.6 no 17.7 9 no 17.1
2.4 no 12.3 5.8 no 17.9 9.2 no 17.1
2.6 no 12.5 6 no 17.9 9.4 no 17
2.8 no 12.7 6.2 no 17.9 9.6 no 17.1
3 no 14.1 6.4 no 17.8 9.8 no 17
3.2 no 14.4 6.6 no 17.8 10 no 17
3.4 no 14.6 6.8 no 17.9

Table 4.1: threshold experiment, K = 1 and safety margin 1 meter

threshold collision distance missed threshold collision distance missed threshold collision distance missed
0.2 yes - 3.6 no 14 7 no 17.1
0.4 yes - 3.8 no 14.2 7.2 no 17.1
0.6 yes - 4 no 14.4 7.4 no 17
0.8 no 10.6 4.2 no 14.7 7.6 no 17
1 no 10.8 4.4 no 15 7.8 no 17.2
1.2 no 10.7 4.6 no 15.1 8 no 17.1
1.4 no 11.1 4.8 no 15.6 8.2 no 17.1
1.6 no 11.3 5 no 15.7 8.4 no 17
1.8 no 11.3 5.2 no 16.1 8.6 no 17
2 no 11.7 5.4 no 16.5 8.8 no 17.1
2.2 no 11.9 5.6 no 16.9 9 no 17.1
2.4 no 12.3 5.8 no 17 9.2 no 17
2.6 no 12.6 6 no 17 9.4 no 17
2.8 no 13 6.2 no 17.1 9.6 no 17
3 no 13.3 6.4 no 17.1 9.8 no 17.1
3.2 no 13.5 6.6 no 17.1 10 no 17.1
3.4 no 13.7 6.8 no 17.1

Table 4.2: threshold experiment, K = 10 and safety margin 1 meter
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Figure 4.9: side and top view of the re-
sulting path when the threshold is 3.0
meters

Figure 4.10: side and top view of the
resulting path when the threshold is
5.8 meters

Figure 4.11: side and top view of the
resulting path when the threshold is
7.6 meters

Figure 4.12: side and top view of the
resulting path when the threshold is
7.8 meters

4.3.2 Safety margin experiment
The safety margin controls how much a detected object is enlarged in the pro-
cessed image, see section 3.2. The purpose of this experiment is to show how
the safety margin affects the resulting path. The threshold is set to 5 meters.
This distance was chosen because it is within the range where the drone has
the ability to choose both vertical and horizontal avoidance maneuvers. The
decision parameter K is set to 1.

Result

Table 4.3 shows the distance of the original path missed due to the avoidance
maneuver for safety margins between 0.5 to 4 meters. Overall the distance
missed increases when the safety distance is increased. When the safety dis-
tance is between 0.6 and 1.5 meters the drone flies around the first obstacle and
over the second. When the safety distance exceeds 1.5 meters the drone flies
around both obstacles. In the table, it should be noted that when the safety
distance is increased from 1.5 to 1.6 the distance missed decreases. After the
safety distance exceeds 3.4 the drone does no longer go back to follow the path
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safety margin collision distance missed safety margin collision distance missed safety margin collision distance missed
0.5 yes - 1.7 no 15.9 2.9 no 17.1
0.6 no 14.4 1.8 no 16.1 3 no 17.2
0.7 no 14.3 1.9 no 15.9 3.1 no 17.2
0.8 no 14.4 2 no 16.3 3.2 no 17.3
0.9 no 14.8 2.1 no 16.5 3.3 no 18.7
1 no 15.3 2.2 no 16.6 3.4 no 18.8
1.1 no 15.7 2.3 no 16.7 3.5 no 18.8
1.2 no 15.6 2.4 no 16.8 3.6 no 18.8
1.3 no 16.1 2.5 no 16.8 3.7 no 18.8
1.4 no 16.4 2.6 no 16.9 3.8 no 18.9
1.5 no 16.8 2.7 no 17 3.9 no 18.9
1.6 no 15.6 2.8 no 17.1 4 no 18.9

Table 4.3: safety margin experiment, K = 1 and threshold = 4 meter

Figure 4.13: side and top view of the resulting path when safety margin is 1.0
meters

between the obstacles but flies around both in one avoidance maneuver. The
avoidance maneuver for one case in each of these intervals are illustrated in
figure 4.13, 4.14 and 4.15.

Because the camera field of view is limited there is a limit where increasing
the safety margin does no longer affects the resulting path. This behavior is
observed in figure 4.16 and 4.17. In both cases the paths are almost identical
even though the safety margin is 4 meters in figure 4.16 and 5 meters in figure
4.17. In these figures, the drone detects the obstacle when it is 5 meters in front
of it. In table 4.3 this can be observed by noting that after safety margin 3.3 the
distance missed does not increase much when the safety margin is increased
further.

4.4 Environment simulation
The purpose of this experiment is to simulate situations that might occur while
the drone is inspecting the fence in reality. This is to investigate the strengths
and weaknesses of the algorithm. The algorithm is expected to successfully
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Figure 4.14: side and top view of the resulting path when safety margin is 2.5
meters

Figure 4.15: side and top view of the resulting path when safety margin is 3.7
meters

Figure 4.16: Margin = 4 Figure 4.17: Margin = 5
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guide the drone along its path while avoiding obstacles except for in a few
special cases which are when an obstacle is located on top of or very close to a
waypoint. Problems could also occur if the fence is recognized as an obstacle.

4.4.1 Standard case
For this experiment, the drone is supposed to fly in an environment that simu-
lates situations that might occur in reality. Since the situations that are relevant
to investigate are collision avoidance when an obstacle appears more obstacles
have been added than is expected to be present in the real situation. To speed
up the simulations the area is considerably smaller than a real airport as well.
The path is located 3 meters within the fence, 1.5 meters above it and is made
up of 5 waypoints. A map of the simulation environment is shown in figure
4.18. The safety margin in this experiment is 1 meter and the decision param-
eter 9999. The threshold for detecting obstacles is 2 meters. This distance
was chosen because it is an estimation of what value would be chosen when
using the algorithm in reality. This value was found by adding the radius of the
drone, the safety margin and 0.5 meters for stopping distance and extra mar-
gin. How the threshold value should be chosen is discussed further in Section
5.1.

Result

The result can be seen in figure 4.19. The red line shows the path traveled by
the drone. The drone starts in the bottom left corner and flies along the fence
clockwise. The drone made horizontal avoidance maneuvers around both the
first and the second obstacle. This is as expected since the decision parameter
is large which should result in the drone always choosing horizontal avoidance
maneuvers.

The second two obstacles are located right after one another. They are 2.25
meters high which means that when the safety distance is added they are 3.25
meters high. The drone flies 1.5 meters above the 2 meters high fence which
means it flies 3.5 meters above the ground. That means that the objects are
not tall enough to be considered obstacles and the drone continues its original
path above them both.

For the last avoidance maneuver, the drone encounters several obstacles
located close enough to each other for the drone to make one maneuver around
all of them.
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Figure 4.18: Amap of the simulation environment. The waypoints are marked
by magenta circles and the height of each obstacle is written on or beside it.

Figure 4.19: The result for the standard case experiment. The resulting path
is marked in red.
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Figure 4.20: The result when the first obstacle is located on the first waypoint.
The resulting path is marked in red.

4.4.2 Obstacle on waypoint
In this case, the environment is the same as in the standard case except for
the one difference that the first obstacle is located on top of the first waypoint.
This poses a problem since it prohibits the drone from reaching the waypoint.

Result

The result of this experiment is shown in figure 4.20. When the drone has
passed the first obstacle it turns towards the next waypoint. In this case, the
waypoint is inside the obstacle which causes the drone to turn back towards
the same obstacle. This means another avoidance maneuver is initiated around
the obstacle. Since the drone is flying above the fence it continues circling the
obstacle indefinitely. If the fence would have been higher there is a risk that
the drone would had collided with it since it can be hard for the camera to
detect it. If the camera would recognize the fence as an obstacle the drone
would have followed the fence trying to do an avoidance maneuver around it.
See subsection 4.4.4.
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Figure 4.21: The result when the first obstacle is located close to the first
waypoint. The resulting path is marked in red and the waypoint is marked a
pink circle.

4.4.3 Obstacle close to waypoint
In this case, the obstacle is not located on top of the waypoint but it is still
close to it. This poses a similar problem as when the previous case because
when the avoidance maneuver is finished and the drone finds itself back on the
line it has already passed the waypoint and has to turn back. If the waypoint is
closer than the threshold to the obstacle the drone will detect the obstacle and
start avoiding it again on the way back.

Result

Figure 4.21 shows that the result of this case is the same as the previous case
when the obstacle was located on top of the waypoint. The reason is that when
the drone has passed the obstacle it has also passed the waypoint. When turn-
ing back towards the waypoint the obstacle is within the threshold for obstacle
detection which means a new avoidance maneuver is started. The result is the
drone circling the obstacle.
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4.4.4 Fence detected as an obstacle
Since the fence is see-through it is expected that the camera often will not be
able to detect it as an object. Still, the fence posts are easier to detect and if
something gets stuck in the fence the camera could detect it as an obstacle. In
this case, if the planned path guides the drone close enough to the fence so that
it is within the threshold distance for detection and the drone flies low enough
for the fence to be considered an obstacle when the safety margin is added the
drone might an avoidance maneuver around the fence.

In this experiment the threshold is set to 4 meters instead of 2 meters and
the height of the original path is decreased to 0.5meters above the fence instead
of 1.5 meters. Since the waypoints are located 3 meters inside the fence the
longer threshold means that the fence can be detected before the drone reaches
the waypoint. The lower height means that if the fence is detected it will be
considered an obstacle since it will occupy the velocity pixel when the safety
margin has been added. The fence is modeled as a non-see-through wall that
is fully detectable by the camera.

Result

The resulting path is shown in figure 4.22. When the drone comes within the
threshold from the fence it considers it an obstacle and starts an avoidance ma-
neuver alongside it. It was not considered relevant to continue this simulation
longer than to see that the drone follows the fence at a closer distance than the
original path suggests. This is because the simulation does not give useful in-
formation about how the real drone would behave while following the fence as
an avoidance maneuver. The main difference between the simulated fence and
the real one is that the simulated fence is not see-through. This lets the drone
follow alongside the fence around the entire airport, which would be unlikely
in reality. If the drone detects the fence in reality it is because it detects the
poles or something that is stuck making the fence detectable. In both cases, it
should follow the fence for a bit and the consider itself passed the obstacle.
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Figure 4.22: The result when the fence is detected as an obstacle. The resulting
path is marked in red.



Chapter 5

Discussion

By comparing figure 4.2 and 4.3 it is clear that the drone deviates less from
the original path using the method proposed in this project than that in [24].
In this experiment it is assumed that the drone misses it’s original path when it
deviates more than 0.15 meters. In figure 4.2 the drone misses approximately
13 meters of the original path while in figure 4.3 it misses approximately 6
meters. This shows that themethod improves the distance of the fence captured
by the camera.

It can be seen in figure 4.9, 4.10, 4.11 and 4.13 that when the drone flies
over an obstacle it ascends to a higher altitude than necessary and then de-
scends until it is the length of the safety margin above the obstacle. When
it has passed the obstacle it then descends back to the original height. The
reason is that when the safety margin is added the distance to the whole obsta-
cle is assumed to be the same as the closest pixel, see section 3.2. This does
not make much difference when the obstacle is first detected since all visible
parts of the obstacle are often located at approximately the same distance. But
when the drone is flying over or alongside a longer obstacle it is noticeable.
When the safety margin is added to the parts located further away assuming
they are closer than they are the added margin becomes too large. This means
that the collision cone gets bigger than necessary and the aiming point is set
too far from the object. Ideally, the safety margin should be added around
each occupied pixel using the distance of that specific pixel but it would be
too computationally heavy.

38
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5.1 Discussion of parameter choice
As can be seen both in table 4.1 and 4.2 a larger threshold means the drone de-
viates more from the line between start-point and waypoint. A smaller thresh-
old also results in a path with sharper turns. When the drone does not detect
an obstacle until it is close it has to do a sharp turn to avoid it. If the speed is
high there is a risk that it is not able to stop and turn in time and a collision
takes place. The higher the threshold the more time the drone has to react and
start an avoidance maneuver. From analyzing table 4.1 it can also be observed
that with a short threshold the drone detects obstacles too late to be able to fly
over them. This is the reason why the results are the same when the decision
parameter is 1 and 10 up til the threshold is 3.0. Thereafter the drone starts
choosing to fly over the obstacle when K is 1. The reason is that the drone can-
not lift in a sharper angle than the camera’s field of view allows. This means
that even if the path around the obstacle is much longer than flying over it if
the threshold is too low that is not an option.

From table 4.1 and 4.2 it is clear that a smaller threshold results in less
distance missed due to avoidance maneuvers but if the threshold is too small
there is a risk of collision. The threshold should be at least as large as the safety
margin to avoid the drone flying closer to an obstacle than what is considered
safe. Also, the stop distance must be taken into account and added to the safety
distance. The threshold must be large enough for the drone to be able to stop
if necessary before it gets too close to an obstacle.

The safety margin is important to ensure that the drone does not fly too
close to any object. A larger margin means that the drone takes a longer path
around each obstacle. The safety margin must at least be large enough for the
drone to avoid collisions which means it must be larger than the drone’s radius.
Since the safety margin decides how far from the obstacle the aiming point is
located not how close to the obstacle the drone is allowed to fly the margin
must be a bit larger. As can be seen in figures 4.14 and 4.15 the drone flies
slightly closer than the safety margin to the obstacle at certain points e.g. when
the drone is rounding a corner. In some cases, a larger safety margin than is
necessary for collision avoidance is needed. If an obstacle encountered is a
person or vehicle driven by a person they could get scared by a drone flying
too close.

In table 4.3 it can be seen that the drone deviates more from the original
path when the safety margin is larger. This is expected since a larger margin
means the expanded polygon around the obstacle is larger whichmeans a larger
collision cone. A larger polygon around an obstacle might also mean that the
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drone is not able to fly over it without exceeding the limits set by the camera’s
field of view. The drone deviates more from the line when it flies over an
obstacle than around it, but this is not a reason to chose a larger safety margin.
If the goal is for the drone to choose a horizontal path over a vertical path
more often this should instead be regulated by the decision parameter, K, from
equation 3.3.

It can also be argued that the camera has a better chance of seeing the fence
during the avoidance maneuver if it is a vertical maneuver since the obstacle
is not located between the drone and the fence. But this does not fall within
the limitations of this project where it is assumed that the best path to survey
the fence is to follow the line between waypoints as much as possible.

The decision parameter K is used to dictate how the aiming point is chosen.
If the goal is to find the shortest path to the next waypoint K = 1 is the right
choice, but if the goal is to follow the line between waypoints as much as
possible K should be a large value e.g. 10. In this project, the goal is to be to
follow the line as much as possible but in reality, the time it takes for the drone
to finish the mission might also be of importance. If the extra length added to
the path by the avoidance maneuver would be the same it is a better choice to
fly around the obstacle but if the path around is much longer you might want
the drone to consider flying over instead.

5.2 Weaknesses
Some cases when this method, as it is implemented now, does not give a de-
sirable result are when an obstacle is located on top of or close to a waypoint.
Before the method is implemented and used unsupervised in reality methods
need to be developed to handle these cases. The challenge is for the drone
to realize that it will not be able to reach the waypoint and instead choose a
new waypoint later on the path. If a method can be implemented to identify
when these situations occur a solution can be found. Another way to solve this
problem would be to let the avoidance maneuver be considered done when the
drone is located on any part of the planned path. Then it would instead steer
towards the next waypoint from the current location. This would, however,
generate problems in other scenarios as described in section 3.4 and figure
3.9.

Another problem occurs when the fence itself is considered an obstacle.
This scenario can be avoided by choosing the parameters and planned path
wisely. If the threshold is smaller than the planned distance to the fence this
scenario is not expected to occur. Still, in the event that something does not
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go as planned, there should be a system in place that lets the drone handle the
situation if it would happen. In this case, it is easier to find methods to identify
that the drone is in this scenario since the location of the fence is known.

Other weaknesses include that there is a limit of how close to the ground
the drone is able to fly. If the ground is visible within the threshold distance and
the enlarged polygon around it surrounds the velocity pixel it will be treated as
an obstacle. The result is that if K is not too large the drone will ascend until
the velocity pixel is not within the polygon anymore and continue the mission
on a higher altitude. If, on the other hand, K is too large the drone will try to
fly around the ground and get stuck turning around on the spot.

In cases where the combination of the altitude and safety margin does not
result in the ground being seen as an obstacle, it can still affect the drone’s
behavior when another obstacle appears. If the threshold is large enough both
the ground and the obstacle will be treated as one obstacle together as is shown
in figure 5.1. Since the distance to every part of the obstacle is assumed to be
the same as the distance to the closest pixel when adding the safety margin,
the polygon around the ground could get larger when another obstacle appears.
This means the polygon might include the velocity pixel while the other obsta-
cle is seen in the image as illustrated by figure 5.2 and 5.3. This could result in
the drone taking a less optimal path around the obstacle but should not cause
collisions or prevent it from reaching the next waypoint. If K is small enough
the drone will lift and either fly around the obstacle at a higher height or fly
over it and then go back to the original height when the obstacle has come to
pass. If K is larger or if the height of the obstacle makes it is impossible to
fly over given the limitations set by the field of view, the drone will turn to the
right until the obstacle is out of sight. Then there will no longer be an obstacle
blocking the path and the drone will turn towards the line again. The resulting
path will look like a path given by using maximal safety distance, see figure
4.16 and 4.17.

The problem of the ground being identified as an obstacle could be solved
at least partly by using the altimeter data to identify the ground in the image.
If it is assumed that the ground is flat and the angle of the camera is known it
can be calculated which pixels in the image are occupied by the ground using
the height data. This information can then be used to ignore the ground as an
obstacle.
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Figure 5.1: A polygon is approximated around both the ground and an object
that are seen as one obstacle

Figure 5.2: The drone is 2.5 meters
above ground, safety margin 1 meter
and threshold 5 meters. Only the
ground and the enlarged polygon
around it is visible.

Figure 5.3: The drone is 2.5 meters
above ground, safety margin 1 meter
and threshold 5 meters. The ground,
an object 1 meter in front and 3 me-
ters to the right of the drone and
the enlarged polygon around both the
object and the ground is visible.

5.3 Technical aspects
The results show that the method successfully allows the drone to avoid ob-
stacles. The next step is for the method to be implemented on the real drone
and from the experiments, conclusions can be made about how the parameter
values should be chosen. The algorithm presented can be implemented as it is
or future projects could develop it further and adjust it to suit other similar use
cases. The results from this project could be used when developing any drone
that needs to be able to avoid obstacles without deviating from the original
path more than necessary. This is the case for different sorts of surveillance
and inspection missions e.g. inspecting power lines. The original path often
is planned as it is because it gives the robot an opportunity for good measure-
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ments. Therefore it is favorable to stay on the path as much as possible. The
algorithm could also be implemented on a land driving robot since the avoid-
ance maneuvers are two dimensional in the case when the decision parameter
K is large.

The technology allowing autonomous drones to perform different tasks
are evolving and they could be more widely used in the future. Companies in
different sectors are interested in using both flying drones, land driving robots,
and underwater drones. This could save not just money but also time and
in some cases energy. But on a larger scale, there are concerns about how
automation of tasks will affect society. More about this is discussed in section
5.4.

5.4 Ethical, society and sustainability reflec-
tions

For a mobile autonomous robot to avoid collisions is important. It enables
it to operate in areas where the environment might change without causing
harm to people or property. Depending on the use case and where the robot
operates a collision can have different consequences. An autonomous drone,
especially a larger one as the one used by FlyPulse, could cause damage if it
was to collide with something. If a drone would collide with a human or an
animal it could cause serious injuries. Engineers building robots meant to be
used in areas where humans or animals are present must make sure this is safe.
Also, non-living things could get damaged by a collision. It is important when
suggesting using a drone as a solution to a problem that everyone affected
in case of a collision is well informed about the risk and willing to take it.
The engineer that suggests and implements a collision avoidance algorithm
for a mobile robot has an ethical responsibility to make sure the algorithm
is well tested and will work predicatively and safely in all possible situations
that might occur given the use case the algorithm was built for. They are also
ethically obligated to be open about potential risks using the technology and
should investigate the possible consequences if something was to go wrong.

When working with technology there is always a chance that your work
will be used for other purposes than was initially intended. It is therefore im-
portant to reflect on what other use cases your algorithms could have and if
they could be used to do harm. There are many cases where drones are used
to do good and make life easier for people but they can also be used for less
ethical purposes. Drones can be equipped with guns and used as weapons,
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they can be used to spy on people or by terrorists to disturb car or plane traffic.
When developing drone technology further one should reflect on what new
possible use cases one might facilitate. Collision avoidance is important for
most use cases of autonomous drones. This being said there are no obvious
advantages for using the method proposed in this report for weapons, spying
or terrorism compared to other well-used methods.

Another concern with using a drone to survey the fence is that it automates
a task previously performed by paid workers. Robots replacing humans in the
workforce threatens to cause mass-unemployment. As an engineer, it is easy
to only focus on solving the problem you set out to solve and providing results
but it is important to reflect on how the technology you develop might im-
pact society on a larger scale. This does not mean that machines that perform
tasks that used to be performed by humans should not be built. It means that
researchers and engineers within the field of robotics have an ethical respon-
sibility to discuss and anticipate problems this might cause. It is important to
anticipate problems before they arrive so decision-makers and social scientists
can be warned and have time to find solutions to these problems before they
arrive. If the social problems surrounding automation of tasks are dealt with
properly this could instead lead to an improvement of both productivity and
life quality. If robots take over simpler tasks not only can more human labor
be put into more complex problems but also humans could have more time to
engage in activities for their own well being.

Also from an environmental point of view using a drone to survey the fence
instead of humans has advantages. If the car is fueled by gasoline it emits
carbon dioxide which contributes to global warming. The drone is powered
by an electric battery that does not result in emissions of carbon dioxide as
long as it is charged using electricity from renewable sources. But also in the
case that the airport uses electric cars the drone is more energy efficient. Less
energy is required to power a drone flying along the fence carrying a camera
than a heavy car carrying two humans.
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Conclusions

An algorithm has been proposed to allow a drone to avoid obstacles using a
stereo camera. This algorithm builds on the concept of collision cones. An
object in the drone’s path, within a certain depth threshold, is considered an
obstacle. When an obstacle is identified a cone is formed between the drone’s
position and the outline of the obstacle. For safety, the obstacle is enlarged by
adding a margin around the outline before the cone is formed. The drone is
prohibited to fly in a direction within this cone. Instead, the direction is chosen
that results in a path that deviates as little as possible from the original path
given the limitations by the collision cone. Possibly horizontal avoidance ma-
neuvers should be favored over vertical since vertical movement is restricted
by the camera field of view. This is done by adjusting the decision parameter
K. When the object is no longer considered an obstacle the drone turns back
towards the line that makes up the original path.

The method was validated by comparing it to the results obtained by Park
and Kim [24]. The experiment was replicated using the same obstacle and
parameters. This experiment concluded that by using the method presented
in this report compared to the method used by Park and Kim [24] the drone
only deviates from the path for 6 meters compared to 14 meters. Out of these
distances, 3 meters are occupied by the obstacle and thereby impossible to
follow the original path.

Further experiments were performed to investigate how changing the pa-
rameters affects the avoidance maneuver and how the parameters should be
chosen to improve the results. It is concluded that given the limitations set for
this project the best decision will always be a horizontal avoidance maneuver.
This is because the vertical limitation from the camera field of view makes the
resulting path from vertical maneuvers deviate more from the original path
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than for horizontal maneuvers. To get this behavior K should be a large value.
Having a smaller threshold for detecting obstacles is desirable since it

shortens the distance of the fence missed due to the maneuver. One disad-
vantage with a smaller threshold is on the other hand that it could eliminate
the possibility of a vertical avoidance maneuver. Since it is concluded that a
horizontal maneuver will give better results in all cases this is no factor to be
considered. The threshold should instead be the smallest distance in which the
drone safely is able to do an avoidance maneuver. This should be the safety
distance plus the stopping distance given the maximal velocity the drone is
expected to reach during the mission. As an improvement, the threshold could
be allowed to change dynamically depending on the current velocity.

To minimize the distance the drone deviates from the original path, which
is the goal for this project, the safety margin should be as small as possible.
The smallest safety margin necessary is the one that results in the path never
being closer than the radius of the drone to the obstacle, to avoid a collision.
In the simulation, the drone is modeled as a sphere. If it is taken into account
that the drone is wider than it is high the safety margin could be smaller in
vertical direction than in horizontal direction.

There are other reasons why the safety margin should not necessarily be
the smallest possible to prevent collisions. In cases humans or animals are
present in the area, a drone flying close by might be perceived as frightening.
Therefore a larger safety margin might be considered in such cases. In Section
1.3 it is stated that a limitation for this project is that only obstacles detected
by the camera are considered. Still, there is a risk that some small object, not
detected by the camera, might stick out from a detected object than it would
appear somewhere else. Because of this, it could be good to add some extra
distance between the drone and the obstacle.

6.1 Future work
In the future, this method is meant to be implemented on the real drone and
used at the airport. Before this is done solutions for handling the special cases
presented in section 4.4.2, 4.4.3 and 4.4.4 needs to be developed.

In this project, the stereo camera is always assumed to be pointing in the
forward direction making the velocity pixel the middle pixel. This is supposed
to be achieved on the real system by mounting the camera in a way so it can be
tilted using the measurements from the IMU. One method to improve identi-
fying the velocity pixel further is to use optical flow. The idea behind optical
flow is that bymatching points between two frames in a video stream themove-
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ment of the camera between the frames can be calculated. When the drone is
flying, points far from the point the drone is flying towards will have a high
optical flow while the velocity pixel will have zero optical flow [33].

There are some further improvements that could be investigated and pos-
sibly implemented. One is that the threshold could dynamically change de-
pending on the speed. With a higher speed, a longer distance is needed to be
able to successfully avoid a detected obstacle. Therefore objects further away
should be considered obstacles. At the same time, more of the fence is missed
when the threshold is higher so it shouldn’t be higher than necessary.

Another improvement could be to tilt the stereo camera to let the drone
ascend and descend at a steeper angle. As it is now this is limited by the
vertical field of view. This limitation could be relaxed if the camera would be
tilted to get a larger field of view in the direction the drone is flying.
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Appendix A

Stereo Vision

The idea of stereo vision to use two cameras placed with a distance between
them. By comparing the position of a certain feature in the two images a
distance between the feature and the baseline can be estimated as seen in figure
A.1. The depth is inversely proportional to the displacement of the feature as
seen in figure A.2. This is similar to how humans and other animals estimate
depth using their two eyes.[34]

A typical system for building a depth map has six steps, image acquisition,
system geometry, feature extraction, matching, depth calculation, and interpo-
lation. The image acquisition can be done by taking a picture with two cameras
simultaneously or by taking two images with the same camera from two dif-
ferent positions with a fixed time difference. This depends on the use case.
The next step is system geometry. You can place your cameras differently de-
pending on how you plan to use your stereo vision system. The cameras can be
placed with different distances between each other and either have their optical
axes parallel or so they collide at a determinate distance. When the cameras
are put in place and have taken images features are extracted and matched.
When you have matching points in both images a depth calculation can be
done. After this step, you have a dense depth map and for some cases, this is
enough. If you instead need a continuous depth map the interpolation step is
also needed.[34]
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Figure A.1: A system that acquirers two images of the same object

Figure A.2: In this image the disparity of a feature is marked in both the left
and right picture
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