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Abstract

Deep convolutional neural networks can be trained to estimate gaze
directions from eye images. However, such networks do not provide
any information about the reliability of its predictions. As uncertainty
estimates could enable more accurate and reliable gaze tracking ap-
plications, a method for confidence calculation was examined in this
project.

This method had to be computationally efficient for the gaze tracker
to function in real-time, without reducing the quality of the gaze pre-
dictions. Thus, several state-of-the-art methods were abandoned in fa-
vor of Mean-Variance Estimation, which uses an additional neural net-
work for estimating uncertainties. This confidence network is trained
based on the accuracy of the gaze rays generated by the primary net-
work, i.e. the prediction network, for different eye images. Two datasets
were used for evaluating the confidence network, including the effect
of different design choices.

A main conclusion was that the uncertainty associated with a pre-
dicted gaze direction depends on more factors than just the visual ap-
pearance of the eye image. Thus, a confidence network taking only
this image as input can never model the regression problem perfectly.

Despite this, the results show that the network learns useful in-
formation. In fact, its confidence estimates outperform those from an
established Monte Carlo method, where the uncertainty is estimated
from the spread of gaze directions from several prediction networks in
an ensemble.
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Sammanfattning

Djupa faltningsnätverk kan tränas till att uppskatta blickriktningar ut-
ifrån ögonbilder. Sådana nätverk ger dock ingen information om hur
pålitliga dess prediktioner är. Eftersom osäkerhetsskattningar skulle
möjliggöra mer exakta och robusta tillämpningar har en metod för
konfidensestimering undersökts i detta projekt.

Denna metod behövde vara beräkningsmässigt effektiv för att kun-
na följa en blickriktning i realtid utan att reducera kvaliteten på blick-
riktningarna. Således valdes flera etablerade tillvägagångssätt bort till
fördel för medelvärdes- och variansestimering, där ytterligare ett nät-
verk används för att estimera osäkerheter. Detta konfidensnätverk trä-
nas baserat på hur bra blickriktningar det första nätverket, kallat pre-
diktionsnätverket, genererar för olika ögonbilder. Två dataset använ-
des för att utvärdera konfidensnätverket, inklusive effekten av olika
sätt att designa det.

En viktig slutsats var att osäkerheten hos en predicerad blickrikt-
ning beror av fler faktorer än bara ögonbildens utseende. Därför kom-
mer ett konfidensnätverk med endast denna bild som indata aldrig
kunna modellera regressionsproblemet perfekt.

Trots detta visar resultaten att nätverket lär sig användbar informa-
tion. Dess konfidensskattningar överträffar till och med dem från en
etablerad Monte Carlo-metod, där osäkerheten skattas utifrån sprid-
ningen av blickriktningar från en samling prediktionsnätverk.
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Chapter 1

Introduction

Over the last few years, there have been several breakthroughs in the
field of deep learning, resulting in solutions for a variety of problems,
including gaze tracking. Specifically, a deep convolutional neural net-
work (CNN) regressor can be used for estimating a gaze ray from an
image of the eyes. However, such a regressor only outputs the direc-
tion estimate itself, without any information about the reliability of the
prediction.

Accompanying each network output with a corresponding confi-
dence measure would aid in the design and use of Kalman filters for
gaze trajectories. It would also help in decision-making applications.
By requiring a certain level of confidence before executing an action,
the number of false positives could be reduced. For instance, imag-
ine a system in which buttons are clicked by having the user focusing
his/her eyes on it. Clicking a button is then followed by some corre-
sponding action, such as closing a window. Then, using a confidence-
based threshold should lead to less undesired closings.

Another interesting application is foveated rendering, mostly discussed
in the context of virtual reality (VR). Since human perception has sig-
nificantly lower resolution in the periphery, a gaze tracker can be used
to identify the central visual field, allowing the image quality to be re-
duced outside this area. This decreases the rendering workload of the
system. By incorporating uncertainty estimates, the high-resolution
area can be shrunken/broadened as the level of confidence increases/
decreases. This could reduce the computational cost further, while still
maintaining the experienced visual quality.

Bayesian techniques are the established approaches for uncertainty
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2 CHAPTER 1. INTRODUCTION

estimation in machine learning. For neural networks, Bayesian learn-
ing has been implemented through Bayesian neural networks [1], and
more lately through Bayesian approximations [2, 3, 4].

These methods are discussed in section 2.3, where it is concluded
that they are not best suited to this project as they suffer from high
computational cost, risk of reduced quality of the predictions and/or
a need for forward passes through multiple networks to obtain each
confidence estimate. All three are undesired characteristics for a real-
time gaze tracker relying on deep network structures.

Some other techniques, less relevant for this project, but still related
to uncertainty estimation, are mentioned in section 5.4.

1.1 Research Questions

The goal of this thesis project is to construct a method for confidence
estimation of neural network predictions, without affecting the quality
of the predictions. This method should scale well to deep network
structures and have fast response at test time.

A method named Mean-variance estimation (MVE) [5] fulfills these
requirements. In addition to the already existing gaze estimation net-
work, another network is introduced, referred to as the confidence net-
work. For each gaze estimate made by the primary network, the con-
fidence network outputs a corresponding uncertainty estimate. More
details are given in section 2.4.

In this project, the MVE method was customized to the problem of
gaze tracking, based on previous work with personalized CNNs [6].
Then, using two datasets with different characteristics, presented in
section 3.1, the customized MVE setup was examined with respect to
two research questions:

1. What is the optimal design of the confidence network? This in-
cludes picking:

(a) An error model for three-dimensional gaze rays (section 3.2)

(b) A network architecture (sections 3.6.2 and 3.6.3)

(c) A loss function (section 3.6.2)

2. How does the confidence network (of optimal design) perform
compared to a naive ensemble, i.e. the baseline method intro-
duced in section 3.6.1?
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Further, assessing the quality of estimated uncertainties is not triv-
ial. In the literature, the log-likelihood (LL) and the root mean square
error (RMSE) are often used as scoring functions [7, 2, 3, 4]. How-
ever, these functions have some drawbacks, making them unsuitable
for this project. Instead, a new scoring function was introduced in sec-
tion 3.4.
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Background

2.1 Gaze Tracking

This project was carried out in collaboration with Tobii AB, the world
leading company in gaze tracking. Their technique has a variety of
applications, including, but not limited to, hands-free interaction with
computers and other devices, studies of human behavior, and enhanced
experiences in virtual reality, augmented reality and gaming.

Generally, gaze tracking can be formulated as a regression problem,
with the goal of estimating gaze rays from input eye images. Tradi-
tionally, this task has been solved with model-based approaches, meaning
methods that rely on a geometrical model of the eye [8]. By identify-
ing features in the eye image, such as pupil center, iris edges and/or
corneal light reflections, the eye pose can be estimated and thus, the
gaze ray can be computed.

Because of the many assumptions underlying the eye model, only
a small amount of training data is needed. However, since the eye
anatomy must be detected and positioned with high precision, the
model-based methods are not always robust to variations in appear-
ance and reduced resolution of the images [10].

Alternatively, appearance-based methods can be used, as has been
done in this project. Instead of explicitly detecting and modelling the
eye anatomy, convolutional neural networks are used to estimate the
gaze ray directly from the input image. These methods need a sig-
nificantly larger amount of labelled training data, but can potentially
handle images of lower resolution and lower quality [10].

4
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2.2 Convolutional Neural Networks

Convolutional neural networks (CNNs) are highly adapted to problems
with images as input data. The basic building blocks are convolu-
tional layers for implicit feature extraction, activation functions for
mapping values into some appropriate interval (e.g. ReLU, whose in-
terval is [0,∞)), pooling layers for dimensionality reduction and fully
connected layers for the final classification/regression. A sketch of the
general architecture can be found in Figure 2.1, which displays two
parallel CNNs.

By stacking convolutional and pooling layers in sequence, the net-
work can implicitly extract features with different levels of detail, cap-
turing structures of increased complexity. For instance, by first detect-
ing edges, subsequent layers can identify curves built up by the edge
segments, and the final layers can find a set of curves that form the
shape of a pupil or an eyelid.

When training the network, the weights in the convolutional layers
are optimized, meaning that the network learns which types of fea-
tures are helpful for gaze estimation. Potentially, because of the large
amount of training data and flexibility of the network, these features
can be more powerful and robust than the hand-crafted features from
the model-based approaches.

2.3 Bayesian Techniques

When training a machine learning model, the traditional approach is
to find the parameter values w that maximize the likelihood of the
training data D. However, this can result in overfitting problems,
which may be avoided by using a Bayesian approach instead. By in-
corporating prior knowledge p(w), the parameters are assigned prob-
ability distributions p(w|D) instead of point estimates. From these
distributions, a predictive distribution p(y|x,D) over possible output
values y is derived, which implicitly contains uncertainty information
about the prediction.

p(y|x,D) =

∫
w
p(y|x,w)p(w|D)dw (2.1)
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where
p(w|D) =

p(D|w)p(w)

p(D)
(2.2)

Traditionally, Bayesian neural networks (BNNs) [1] are used to imple-
ment Bayesian learning for neural networks. The BNN weights are
assigned probability distributions instead of point values. For each in-
put image, these distributions are combined and propagated through
the network, outputting a predictive distribution. The main down-
sides of BNNs are high computational cost and slow convergence [2].
For instance, if Gaussian probability distributions are used, the BNN
needs twice as many parameters as a regular network of the same size.
However, alternative training algorithms have been derived, such as
probabilistic backpropagation (PBP) [7] from 2015, which have reduced
the training time significantly.

In 2016, Gal and Ghahramani [2] presented a Bayesian approxi-
mation method based on dropout [9]. This method outperforms the
BNN trained with PBP in terms of accuracy of both predictions and
uncertainty estimates. The idea behind dropout is to "drop" a set of
randomly selected nodes in each epoch, meaning temporarily remove
the nodes and all their connections from the network. The remain-
ing (i.e. not dropped) nodes build up a "thinned" network. In each
training epoch, only the weights of this thinned network are updated,
resulting in less overfitting, which is why dropout was originally im-
plemented in most deep networks. Gal and Ghahramani showed that
for a new input, an ensemble of thinned networks can generate a pre-
dictive distribution based on Monte Carlo estimates.

The downside of this approach is that multiple forward passes (one
per network in the ensemble) are needed to obtain one single uncer-
tainty estimate, which increases the response time. Other Monte Carlo
methods, such as [3] and [4], suffer from the same problem.

Further, the difference in prediction accuracy between the BNNs
and the dropout method, examined in [2], implies that replacing an
existing network with a BNN may reduce the quality of the predic-
tions. When having a network that is already making accurate predic-
tions, such as the Tobii network introduced in [6], the corresponding
uncertainty estimates must be obtained without risking a reduced pre-
diction performance.

Therefore, as mentioned in chapter 1, neither of these Bayesian
techniques can guarantee all three desired properties: maintained qual-
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ity of the gaze predictions, satisfactory scaling to deep network struc-
tures and fast response at test time.

2.4 Mean-Variance Estimation

A method with potential to avoid large computational costs while still
ensuring the quality of the original predictions is Mean-Variance Es-
timation (MVE) [5]. Instead of obtaining uncertainty estimates from
propagated distributions or Monte Carlo scattering, the uncertainty is
treated as any other variable, whose characteristics could be captured
with a CNN.

Therefore, the MVE method relies on constructing two networks.
In this project, the first network is inspired by [6] and will be referred
to as the prediction network. From an image of an eye, this network
estimates a gaze origin ô and a gaze direction d̂, which together form
a three-dimensional gaze ray.

Then, the other network, the confidence network, estimates the con-
fidence in this gaze prediction. Specifically, this network is trained
based on how well the prediction network performs for different types
of eye images.

The confidence is represented by a scalar standard deviation σ̂ as-
sociated with a two-dimensional isotropic Gaussian distribution. More
details are given in sections 3.2 and 3.3. Thus, technically, the method
implemented in this project is Mean-Standard Deviation Estimation,
but, for consistency with the literature, the name Mean-Variance Esti-
mation (MVE) will still be used in this report.

Both networks have images as input data and continuous output
spaces. Thus, they are deep CNN regressors and their combined ar-
chitecture is illustrated in Figure 2.1.

The prediction network is trained independently of the confidence
network, which guarantees that the quality of the predictions will not
be affected. Further, while the Monte Carlo methods [2, 3, 4] rely on
an ensemble of several networks, the MVE method needs only two
networks. Consequently, it is more computationally efficient at test
time and should be suitable for a real-time gaze tracker.

Lastly, neural networks, including the prediction network, tend to
perform better on their training data than on unseen data. Thus, to
teach the confidence network what uncertainty a general gaze estimate
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...

...

...
...

σ̂

ŷ = µ̂

µ̂

σ̂

Convolution Pooling Fully
connected

Predictive
distribution

Figure 2.1: Mean-Variance Estimation (MVE) with convolutional neu-
ral networks (CNNs). The prediction network is at the top and the
confidence network is at the bottom.

from the prediction network is associated with, the training datasets
of the two networks must be completely separated. If not, that is if
the networks would share a training dataset, the confidence network
would learn to underestimate the uncertainties, resulting in reduced
generalization performance. This means that introducing a confidence
network to an existing prediction network increases the amount of
training data needed.

The loss function for training the prediction network is presented
in section 3.5.2. For the confidence network, two loss functions were
examined: the negative log-likelihood and the L1 loss. These are de-
rived in sections 3.3 and 3.6.2.
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Method

3.1 Datasets

3.1.1 MPIIGaze Dataset

The MPIIGaze dataset, introduced in [10], is public and may be down-
loaded from the website [11]. It contains 213 659 colored images from
15 people, collected by regular laptop cameras under varying appear-
ance and illumination conditions, as seen in the two example images
in Figure 3.1.

As mentioned in section 2.4, the prediction network and the confi-
dence network must have disjoint training datasets. This also applies
to the validation sets, as they dictate the early stopping criterion dis-
cussed in sections 3.5.2 and 3.6.2, and may introduce biases. The data
split is made randomly on subject-level. The two validation sets and
the common test set consist of all images associated with one person
each. This leaves six persons for each of the two training sets.

3.1.2 Tobii NIR Dataset

The other dataset is a large internal dataset at Tobii. These images
were taken by a camera equipped with a near-infrared (NIR) illumi-
nator, causing the pupils to flash red. The dataset was collected over
several years in Sweden and China. It contains 426,535 grey-scale im-
ages from 1824 persons and two example images are displayed in Fig-
ure 3.2. More details about this dataset are given by Lindén et al. in
[6].

9
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Figure 3.1: Example images from the MPIIGaze dataset.

Figure 3.2: Example images from the Tobii NIR dataset.

Similar to the MPIIGaze dataset, the Tobii NIR dataset is also split
randomly on subject-level, using the same split ratio. Specifically, the
two validation sets and the common test set are assigned 1/15 ≈ 7%

of the subjects each. Thus, 6/15 = 40% of the subjects form each of the
two training sets.

3.2 Modelling Error Between Gaze Rays

First, it must be decided how to model the error between an estimated
gaze ray, generated by the prediction network, and its true counter-
part. Generally, angles are used for this. However, for constructing
probability distributions, angles are difficult to work with because of
their periodicity. Instead, error models relying on intersections be-
tween gaze rays and a two-dimensional surface are used in this project.

How gaze rays are estimated by a prediction network will be de-
scribed in detail in section 3.5.2, but can be briefly summarized.

First, based on an eye image as input, the prediction network out-
puts a gaze origin ô2D and a normalized gaze direction d̂2D located in
the two-dimensional plane coinciding with the input image. These co-
ordinates are then projected to the three-dimensional space, resulting
in a gaze origin ô and a normalized gaze direction d̂. Together, they
form a three-dimensional gaze ray ĝ(t):

ĝ(t) = ô + t d̂ for t ∈ [0,∞) (3.1)

When creating the image datasets from section 3.1, the participants
were asked to look at stimulus points on a screen. For each such point
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θ

lp = 1

Screen

Plane

Camera

ρ

ls

Predicted: ĝ(t)True: g(t)

εp

εun
s

ô

d

d̂

yp

ŷp

yun
s

ŷun
s

p

Figure 3.3: Two error models: the plane model and the screen model.

p, a picture was taken of the eyes. Unfortunately, this means that the
exact gaze origins are unknown. Instead, the gaze origin ô estimated
by the prediction network must be used for defining the "true" gaze
ray g(t) too:

g(t) = ô + t d

= ô + t
p− ô

||p− ô||
for t ∈ [0,∞)

(3.2)

The first error model is named the screen model, since it uses screen
metadata to find the points of intersection between the screen and
the two gaze rays. This results in one true screen stimulus point yun

s

(which is exactly the original stimulus point p, transformed into the
two-dimensional screen coordinate system) and one predicted screen
stimulus point ŷun

s .
The subscript s refers to the screen model and the superscript un

refers to these points being unnormalized so far. Then, the error be-
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tween the two stimulus points is calculated using the Euclidean norm
εun
s = ||ŷun

s − yun
s ||, illustrated to the right in Figure 3.3 and in Fig-

ure 3.4a.
A consequence of using the screen as two-dimensional surface is

that, given two fixed gaze rays g(t) and ĝ(t), the Euclidean error εun
s

grows with the distance ls from the eye to the screen. Thus, it would
make sense to normalize the screen model error by this distance.

However, as part of the pre-processing, explained in section 3.5.1,
the distance ρ from the eye to the camera is estimated. Thus, since the
camera is attached to the screen, the normalization method is simpli-
fied by approximating ls ≈ ρ̂. This results in a dimensionless error
εs = εun

s /ρ̂, which is equivalent to normalizing the stimulus points by
the same value.

εs =
εun
s

ρ̂
=

∥∥∥∥ ŷun
s

ρ̂
− yun

s

ρ̂

∥∥∥∥ = ||ŷs − ys|| (3.3)

Another consequence of using the screen as two-dimensional sur-
face is that, given a fixed angular error θ, the normalized error εs has
different values depending on the underlying gaze directions. Gaze
rays perpendicular to the screen are associated with smaller errors
than those with larger angles of incidence.

Motivated by this, another model, which captures the characteris-
tics of angular errors better, was derived. This model was named the
plane model, denoted with a subscript p. It relies on assigning an indi-
vidual plane to each sample, as illustrated to the left in Figure 3.3 and
in Figure 3.4b. Specifically, this plane is perpendicular to the predicted
three-dimensional gaze ray, i.e. its normal vector is d̂, and it is placed
exactly one length unit from the eye origin.

Since the estimated gaze direction d̂ is normalized, the predicted
plane stimulus point is simply

ŷun
p = ô + d̂ (3.4)

The true plane stimulus point yun
p is defined as the intersection be-

tween the "true" gaze ray g(t) and the plane, which is calculated as

yun
p = ô +

d

d · d̂
(3.5)

Lastly, the Euclidean norm is used for calculating the error εun
p =

||ŷun
p − yun

p ||.
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(a) Example screen stimulus points. (b) Example plane stimulus points.

Figure 3.4: Some stimulus points generated by the screen model and
the plane model. The two images do not have the same underlying
gaze rays, but just some randomly selected examples.

For the screen model, the errors had to be normalized, resulting
in dimensionless errors. For the plane model, on the other hand, the
perpendicular distance lp between the estimated gaze origin and the
plane is exactly one length unit for all samples. Thus, dividing the
error by this distance makes the error dimensionless and "normalized"
without affecting its value. In other words, εp = εun

p and consequently,
ŷp = ŷun

p and yp = yun
p .

However, it must be remembered that the plane model introduces a
potential source of inaccuracy. For neither of the two datasets, the true
gaze origins are known. In fact, keeping track of the position of the eye
would make the data collection procedure much more complex. Thus,
when constructing the "true" gaze ray from the true stimulus point
with equation 3.2, the estimated gaze origin had to be used instead.
This did not affect the screen model, since the "true" gaze ray coincides
with the true stimulus point on the screen regardless of the position of
the origin. For the plane model, however, different choices of gaze
origins will result in different intersections between the true gaze ray
and the plane.

Throughout this project, however, this inaccuracy will be accepted
and disregarded. Thus, g(t) will be referred to as the true gaze ray,
even though it is not really that.
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Lastly, because the plane is perpendicular to the predicted gaze ray,
the dimensionless error εp is exactly the formula for tangens of the
angular error θ.

tan(θ) = εp (3.6)

Further, the results in [6] indicate that the angular errors between
the true and predicted gaze rays are small, approximately 1◦ and 2.5◦

for the Tobii NIR dataset and the MPIIGaze dataset, respectively. For
such small values, the small-angle approximation may be used in the
plane model:

tan(θ) ≈ θ ⇒ θ ≈ εp rad =
180

π
εp

◦ (3.7)

Depending on the specific application, different sizes of angular
errors are tolerated. In many cases, the limit is set to 6◦ ≈ 0.1 rad,
which was also the threshold used for distinguishing small and large
errors in this project. This is further discussed in section 3.7.5.

Unfortunately, the MPIIGaze dataset does not provide all necessary
screen metadata for constructing the screen model. Therefore, only the
plane model may be implemented for this dataset.

3.3 Modelling Uncertainty

This project relies on the assumption that each eye image is associated
with some uncertainty. Given an estimated gaze ray ĝ(t), generated
by the prediction network, this uncertainty defines a Gaussian proba-
bility distribution, which represents how much the true gaze ray g(t)

is expected to deviate from the estimated gaze ray ĝ(t).
In both error models from the previous section, the error between

a pair of true and estimated gaze rays is calculated from their stimu-
lus points on a two-dimensional surface. Thus, the probability distri-
bution should be modelled on the same two-dimensional surface and
cover the space of possible stimulus points.

Then, the mean of the Gaussian distribution is set to the predicted
stimulus point ŷ, obtained from the estimated gaze ray ĝ(t). Ideally,
this predicted stimulus point ŷ should coincide with the true stimulus
point y, but generally, this will not be the case. Then, the width of the
Gaussian distribution should give an idea about the magnitude of the
error.
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Since the error ε = ||ŷ − y|| is calculated with the Euclidean norm,
the probability distribution over possible stimulus points should have
circular symmetry with respect to the mean ŷ. Such a Gaussian dis-
tribution has a covariance matrix of the form Σ = σ̂2I2 and is referred
to as being isotropic or spherical. The scalar standard deviation σ̂ is
exactly the output from the confidence network.

An attempt of dividing the error into horizontal and vertical com-
ponents (i.e. having a diagonal but not necessarily isotropic covari-
ance matrix in the Gaussian distribution) was made, but it was out-
performed by the less complex Euclidean approach.

The main problem when training a confidence network is the lack
of true labels. The uncertainty is the width of the probability distri-
bution associated with some particular sample, whose true value is
always unknown.

However, some information is available. Specifically, the true and
estimated gaze rays for each eye image are known. Then, the true stim-
ulus point y can be interpreted as a sample drawn from the probabil-
ity distribution centered around ŷ. Further, citing section 2.3: "When
training a machine learning model, the traditional approach is to find
the parameter values w that maximize the likelihood of the training
data D."

For the confidence network and a training sample i, this would cor-
respond to outputting the uncertainty estimate σ̂i that maximizes the
likelihood of the true stimulus point yi given the probability distribu-
tion N (yi|ŷi, σ̂

2
i I2).

For a set of multiple true stimulus points {yi}Ni=1 associated with
independent gaze rays, their joint likelihood is defined as

L
(
{yi}Ni=1|{ŷi, σ̂i}Ni=1

)
=

N∏
i=1

N
(
yi|ŷi, σ̂

2
i I2
)

=
N∏
i=1

1

2πσ̂2
i

exp

(
−||yi − ŷi||2

2σ̂2
i

)

=
N∏
i=1

1

2πσ̂2
i

exp

(
− ε2i

2σ̂2
i

)
(3.8)

where the set {ŷi}Ni=1 contains the predicted stimulus points and the
set {σ̂i}Ni=1 contains the estimated standard deviations generated by
the confidence network. The likelihood for one sample i is displayed
in Figure 3.5a.
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(a) The likelihood for one sample i:
N
(
yi|ŷi, σ̂

2
i I2
) (b) The NLL for one sample i:

− logN
(
yi|ŷi, σ̂

2
i I2
)
.

Figure 3.5: These plots show how the likelihood and NLL functions
spread over a two-dimensional space, i.e. the screen or the imaginary
plane, parametrized by the position of the true stimulus point yi =

(y1,i, y2,i) relative to the estimated stimulus point ŷi = (ŷ1,i, ŷ2,i).

Applying the logarithm operator to the joint likelihood transforms
this expression into a simple sum, without changing the location of
the maximum. Thus, maximizing the joint likelihood is equivalent to
maximizing the joint log-likelihood, which is equivalent to minimizing
the joint negative log-likelihood (NLL):

− log
(
L
(
{yi}Ni=1|{ŷi, σ̂i}Ni=1

))
= − log

(
N∏
i=1

N
(
yi|ŷi, σ̂

2
i I2
))

=
N∑
i=1

(
log 2π + 2 log σ̂i +

ε2i
2σ̂2

i

) (3.9)

The NLL for one sample i is displayed in Figure 3.5b.
Based on this reasoning, the joint NLL would be a suitable loss

function for the confidence network. Then, when training a confidence
network with a training set of N samples, the objective will be to out-
put uncertainty estimates {σ̂i}Ni=1 that make the joint NLL as small as
possible.
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In fact, the ideal uncertainties {σi}Ni=1 that minimize the joint NLL
can be found analytically. With respect to each sample i, the minimum
occurs at

∂

∂σi

(
N∑
j=1

(
log 2π + 2 log σj +

ε2j
2σ2

j

))
= 0

2

σi
− ε2i
σ3
i

= 0

σi =
εi√
2

=
||yi − ŷi||√

2

(3.10)

Thus, since σi is the value that our confidence network should strive
to output for the i:th sample, it can be seen as the "true" uncertainty.

Of course, it is not really the true uncertainty of an eye image i,
since this is unknown. However, given a large enough training dataset,
the many "true" uncertainties still provide useful information. For
instance, blurry images should on average have larger differences be-
tween their true and predicted gaze rays, meaning larger "true" uncer-
tainties, compared to other images of higher quality.

Thus, from now on, σi = ||yi − ŷi||/
√

2 will be referred to as the
true uncertainty, even though it is not really that.

Using this new notation, the joint likelihood and the joint NLL in
Equations 3.8 and 3.9, can be rewritten as

L
(
{yi}Ni=1|{ŷi, σ̂i}Ni=1

)
=

N∏
i=1

1

2πσ̂2
i

exp

(
−σ

2
i

σ̂2
i

)
(3.11)

− log
(
L
(
{yi}Ni=1|{ŷi, σ̂i}Ni=1

))
=

N∑
i=1

(
log 2π + 2 log σ̂i +

σ2
i

σ̂2
i

)
(3.12)

For one sample i, Figure 3.6 displays both the likelihood and the
NLL as functions of the estimated uncertainty σ̂i, given various values
for the true uncertainty σi. In other words, each curve corresponds to
a particular value of the true uncertainty and spreads over different
values for the estimated uncertainty.

It should be noted that this differs from Figure 3.5, in which each
mesh grid corresponds to a particular value of the estimated uncer-
tainty and spreads radially over different values for the true uncer-
tainty σi = ||yi − ŷi||/

√
2.
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(a) The likelihood for one sample i:
1/
(
2πσ̂2i

)
∗ exp

(
−σ2i /σ̂2i

) (b) The NLL for one sample i:
log 2π + 2 log σ̂i + σ2i /σ̂

2
i .

Figure 3.6: These plots show how the likelihood and NLL functions
spread over a one-dimensional space parametrized by the estimated
uncertainty σ̂i.

As desired, Figure 3.6 shows that both functions have extrema at
σ̂i = σi. However, it should be emphasised that these functions are
asymmetric around this ideal value. Specifically, some difference ∆ =

|σi − σ̂i| is less punished if it has arisen from an overestimation of σ̂i,
instead of an underestimation.

This is illustrated in Figure 3.6, where the blue curve defined by
σi = 1.5 has a larger likelihood and a smaller NLL at σ̂i = σi + 0.5 = 2,
compared to σ̂i = σi − 0.5 = 1.

3.4 Scoring Function

To compare the quality of different uncertainty estimates, a scoring
function must be constructed. In the literature, the log-likelihood (LL),
i.e. the joint NLL in equation 3.9 with opposite sign, and the root mean
squared error (RMSE) are often used for this [7, 2, 3, 4]. However, these
choices of measurement can be misleading.

First of all, neither the likelihood nor the NLL function assigns
the same importance to all samples. By comparing the curves in Fig-
ure 3.6, it can be seen that samples with small true uncertainties σi will
always receive better likelihood and NLL values than samples with
larger true uncertainties, regardless of the values of the estimated un-
certainties σ̂i. This is simply a consequence of the bell-shaped Gaus-
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sian probability distribution.
Further, the NLL function is unbounded, approaching infinity as

the uncertainty estimates become smaller. Such extreme values with
large gradients can be beneficial in a loss function as they speed up the
training when far from the minimum. As a scoring function, however,
it is difficult to interpret what a certain NLL value means in terms of
quality of the uncertainty estimate.

The other potential scoring function, the RMSE, is symmetric around
the true uncertainty σi. When working with probability distributions,
this is undesired. Instead, as discussed in the previous section, some
difference ∆ should be less punished if it corresponds to an overesti-
mation σ̂i = σi + ∆, instead of an underestimation σ̂i = σi −∆.

Because of these drawbacks of the LL and RMSE functions, an al-
ternative scoring function was created for this project. Since the like-
lihood function is bounded between 0.0 and 1.0, it was chosen as the
starting point for the scoring function.

However, the joint likelihood of all test samples is also unsuitable
as scoring function because of its sensitivity to outliers. Specifically,
when significantly underestimating an uncertainty, the likelihood for
that sample will become almost zero. This happens to the left in Fig-
ure 3.6a. Then, since the joint likelihood is a product of the likelihoods
for all samples, i.e. values between 0.0 and 1.0, it will be largely re-
duced by an almost-zero factor.

As will be discussed in section 5.2, some inaccurate uncertainty
estimates actually have reasonable explanations. From an evaluation
perspective, it would be undesired if one such sample affected the to-
tal score too much. Thus, to reduce the outlier sensitivity, all samples
receive individual scores, which are analysed as a distribution instead.

As stated previously, the sample likelihood in Equation 3.11 is largely
dependent on the value of the true uncertainty. A proper scoring func-
tion, however, should output the same value for a perfect uncertainty
estimate σ̂i = σi = ||yi − ŷi||/

√
2, regardless of the specific value of σi.

One way of achieving this is to weight the likelihood with the squared
Euclidean error.

s(σ̂i|σi) ∝ ||ŷi − yi||2 N
(
yi|ŷi, σ̂

2
i I2
)

=
||yi − ŷi||2

2πσ̂2
i

exp

(
−||yi − ŷi||2

2σ̂2
i

)
=

σ2
i

πσ̂2
i

exp

(
−σ

2
i

σ̂2
i

)
(3.13)
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(a) The score for one sample i:
π exp (1) ||yi − ŷi||2 N

(
yi|ŷi, σ̂

2
i I2
)
.

(b) The score for one sample i:
σ2i /σ̂

2
i ∗ exp

(
1− σ2i /σ̂2i

)
.

Figure 3.7: These plots show how the scoring function spreads over
(a) a two-dimensional space, i.e. the screen or the imaginary plane,
parametrized by the position of the true stimulus point yi = (y1,i, y2,i)

relative to the estimated stimulus point ŷi = (ŷ1,i, ŷ2,i) and (b) a one-
dimensional space parametrized by the estimated uncertainty σ̂i.

Lastly, for interpretability, it would be advantageous to have a scor-
ing function with values between 0.0 and 1.0. This is achieved by mul-
tiplying the weighted likelihood with appropriate constants:

s(σ̂i|σi) = π exp (1) ||yi − ŷi||2 N
(
yi|ŷi, σ̂

2
i I2
)

=
σ2
i

σ̂2
i

exp

(
1− σ2

i

σ̂2
i

) (3.14)

The sample scoring function is plotted in Figure 3.7. As desired,
the top score of exactly 1.0 is reached when σ̂i = σi = ||yi − ŷi||/

√
2.

By analysing Equation 3.14, some characteristics of the scoring func-
tion can be identified. First of all, given some incorrectness ∆, such
that σ̂i = σi + ∆, the score will still depend on the value of σi.

s(σi + ∆|σi) =
σ2
i

(σi + ∆)2
exp

(
1− σ2

i

(σi + ∆)2

)
(3.15)

For some relative incorrectness σ̂i = σi/a, on the other hand, the
score is constant for all values of σi:

s(σi/a|σi) = a2 exp
(
1− a2

)
(3.16)
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(a) Image normalization. (b) 3D gaze projection.

Figure 3.8: Images from [6]: Illustrations of the normalization of the
eye images and the projection of the gaze ray from the image coordi-
nate system to the three-dimensional space.

3.5 Gaze Estimation

3.5.1 Pre-processing

To examine the performance of the confidence network, without hav-
ing too many other disturbing factors, the prediction network was sim-
plified compared to its original version in [6].

Using an external eye detector, two high-resolution images of the
eyes are cut out from the images in Figure 3.1 and Figure 3.2. Fur-
ther, by randomly offsetting these eye detections, data augmentation
is implemented on the fly in the two training sets.

After being cut out, the eye images are normalized to obtain ro-
bustness towards variations in scale and camera rotation. Specifically,
each image is warped to obtain an illusion that it was taken by a cam-
era directed exactly towards the eye detection. Further, the warp also
makes the interocular vector (i.e. the vector between the two eye de-
tections) parallel to the x-axis of this imaginary normalized camera co-
ordinate system. This is illustrated in Figure 3.8a and more thoroughly
discussed in [6].

The eye detector also helps estimating the distance from the cam-
era to the eyes, ρ in Figure 3.3, by assuming the distance between the
eyes should be 63 mm. In the original approach, this estimate ρ̂ is later
adjusted, but will not be in this project. Further, ρ̂ is exactly the nor-
malizing factor for the screen model in section 3.2.
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3.5.2 The Prediction Network

As stated in the previous section, the prediction network used in this
project is a simplified version of that described in [6]. Its architecture is
drawn in Figure 3.9, where each block denotes either a module, mean-
ing a set of several layers, or a mathematical operation.

The convolutional module Pred. Conv. of this network is exactly
the convolutional part of ResNet-18 [12]. The idea behind ResNet is
to introduce identity shortcut connections to prevent gradients from
vanishing in deep network structures. A sketch of the basic building
block is shown in Figure 3.10.

The convolutional part of ResNet-18 first applies one convolutional
layer with 64 filters of dimension 7x7 to the input image. This is fol-
lowed by 8 residual blocks, such as the one in Figure 3.10, (i.e. 16 con-
volutional layers with identity shortcuts between every other layer)
stacked in sequence. Their filter dimension is 3x3 and the number of
filters is doubled every other block, starting from 64 filters up to 512
filters.

To support medical applications, in which it may be important to
observe differences between the eyes, each eye is assigned an individ-
ual gaze ray estimate. However, this comes with a cost of reduced
accuracy, compared to estimating a joint gaze ray from both eyes.

The same convolutional module Pred. Conv. is used for both the
right and the left eye (illustrated with a dashed line in Figure 3.9),
which is why the left eye image must be mirrored before being fed
to the network.

The output from the convolutional module is merged with a set of
personal calibration parameters obtained from the Person-specific Em-
bedding. Each subject has its own set of parameters, that is one three-
dimensional parameter vector of continuous values for each eye. Thus,
for all persons that are not present in the first training set (i.e. the
dataset that the prediction network was trained with), the embedding
must be calibrated using a small set of images associated with each
person.

Next, the fully connected module Pred. FC is applied. It consists
of the following layers, in order: FC (3072) - BN - ReLU - DO - FC
(3072) - BN - ReLU - DO - FC (4), where FC (n) stands for a fully con-
nected layer with n nodes, BN for batch-normalization and DO for
dropout. Again, the weights are shared between the right and the left
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Figure 3.9: Architecture of the simplified version of the prediction net-
work from [6].

eye. The final output is a two-dimensional gaze origin ô2D and a two-
dimensional gaze direction d̂2D, located in the image plane.

From these two-dimensional coordinates, the three-dimensional gaze
ray ĝ(t) in equation 3.1 may be computed. First, the three-dimensional
gaze origin ô is obtained by projecting the two-dimensional gaze ori-
gin ô2D through the imaginary normalized camera to a distance ρ̂, i.e.
the camera-to-eye distance estimated as part of the pre-processing.

To compute the three-dimensional direction d̂, a set of orthonormal
basis vectors {x,y, z} are constructed. z points from ô towards the
imaginary normalized camera and x is orthogonal to the y-axis of the
imaginary normalized camera coordinate system. Then,

d̂ = [ x y ] d̂2D + z =

 x1 y1
x2 y2
x3 y3

[ d̂2D,1

d̂2D,2

]
+

 z1
z2
z3

 (3.17)

This projection of the gaze ray from the two-dimensional image
plane to the three-dimensional space is illustrated in Figure 3.8b and
is represented by the block 3D in Figure 3.9. Again, more details are
given in [6].

Lastly, as described in section 3.2, the predicted stimulus point ŷ

is defined as the intersection between the three-dimensional gaze ray
ĝ(t) and the screen or the perpendicular plane. Calculating this point
of intersection is represented by the block Int. in Figure 3.9.

The loss function for the prediction network is defined as the miss
distance between the estimated gaze ray ĝ(t) and the true stimulus
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Figure 3.10: The residual block, i.e. the basic building block for ResNet.

point p. This is denoted Target Error in Figure 3.8b. Further, a penal-
izing term for placing the estimated two-dimensional gaze origin ô2D

outside the eye image is added. The network is trained with Adam
[13] and a learning rate of 10−3.

Using a validation set, a convergence criterion is implemented, re-
quiring at least 20 epochs to have passed and that the smallest miss dis-
tance (i.e. the loss function without the penalizing term) was obtained
more than 10 epochs ago. Further, after the training has stopped, the
best version of the network is retrieved from the best epoch, i.e. the
epoch with the smallest miss distance for the validation set.

3.6 Confidence Estimation

3.6.1 Baseline Approach: Naive Ensembling

The baseline approach to compare the MVE method to is a naive im-
plementation of an ensemble. The idea is to train multiple prediction
networks using hold-out validation sets. This means that each subject
reserved for training prediction networks will be in the validation set
for only one network. Thus, since the split ratios are 1/15 for the val-
idation set and 6/15 for the training set, seven hold-out splits can be
made. Therefore, the ensemble consists of seven networks. A sketch
of the naive ensembling method is shown in Figure 3.11.

For a new input image i, the ensemble will output seven gaze ray
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ŷ2

ŷ1
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Figure 3.11: The naive ensembling approach, where each network is a
CNN.

estimates {ĝ(t)i,j}7j=1, from which a sample-based predictive distribu-
tion can be derived. As stated in section 3.3, the probability distri-
bution should cover the two-dimensional space of possible stimulus
points.

Specifically, since the seven estimated gaze rays rely on the same
input image, they will have the same imaginary normalized camera
coordinate system and the same estimated eye-to-camera distance. Re-
garding the gaze origin ô, the only source of variation between the net-
works is the two-dimensional gaze origin ô2D, which turned out to be
negligible. Thus, for simplicity, it is assumed that all estimated gaze
rays {ĝ(t)i,j}7j=1 have the same gaze origin ôi,1 = ôi,2 = ... = ôi,7.

Then, the common gaze origin ôi and the mean gaze direction

d̂i =

∑7
j=1 d̂i,j∥∥∥∑7
j=1 d̂i,j

∥∥∥ (3.18)

form a mean gaze ray ĝi(t) for sample i.
Using this mean gaze ray as the predicted gaze direction, a mean

predicted stimulus point µ̂i can be obtained by finding its intersec-
tion with the screen or the perpendicular plane. Then, based on the
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scattering of predicted stimulus points {ŷi,j}7j=1 from each individual
network in the ensemble, a sample-based uncertainty estimate can be
calculated as

σ̂2
i =

1

6

7∑
j=1

||µ̂i − ŷi,j||2 (3.19)

3.6.2 The Confidence Network

The confidence network has a similar architecture as the prediction
network, except that it omits personal calibration. The same convolu-
tional and fully connected modules are used, referred to as Conf. Conv.
and Conf. FC. However, this does not imply any weight sharing be-
tween the prediction network and the confidence network. The full
MVE architecture is displayed in Figure 3.12.

To ensure a positive scalar standard deviation estimate σi, an ex-
ponential function is applied to the output. Further, to prevent un-
reasonable values dominating the loss functions, cutoff limits are also
applied to the output. Specifically, the lower limit is 10−5 and the up-
per limit is 1.0. Similarly, a cutoff limit for the gradient was also im-
plemented, clipping the gradient into the interval [−1, 1]. This enables
larger learning rates, while still avoiding divergence problems. The
threshold values were chosen quite arbitrarily, but turned out to sup-
press all divergence tendencies. Thus, they were not tuned further.

Just like for the gaze predictions, the eyes should be assigned one
uncertainty estimate each. However, the confidence network can still
exploit the fact that the left and right eye usually look at the same
point. Thus, for predicting the uncertainty of the left eye, the input to
the fully connected module is [Left Conv.; Right Conv.], while for the
uncertainty of the right eye, the input is reversed into [Right Conv.;
Left Conv.]. This is illustrated in Figure 3.12.

In section 3.3, it was concluded that the joint NLL would be a suit-
able loss function for the confidence network.

LNLL(σ̂1, ..., σ̂N) =
N∑
i=1

(
log 2π + 2 log σ̂i +

σ2
i

σ̂2
i

)
(3.20)

With respect to one sample i, this loss function is minimized when
σ̂i = σi. Specifically, σi is referred to as the true uncertainty and was
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Figure 3.12: Architecture of the MVE approach, i.e. a prediction net-
work with a corresponding confidence network.

derived in Equation 3.10.

σi =
εi√
2

=
||yi − ŷi||√

2
(3.21)

However, it should be remembered that the actual true uncertainty
is unknown. This value σi is rather the standard deviation that maxi-
mizes the likelihood N (yi|ŷi, σ̂

2
i I2).

As discussed in section 3.4, the NLL loss is unbounded, result-
ing in a large gradient when largely underestimating the uncertainty
σ̂i << σi. When approaching the minimum σ̂i = σi, however, the NLL
is flattened. These are desired properties for a loss function, as they
speed up the training without making it unstable.

Overestimated uncertainties σ̂i >> σi also increases the joint NLL,
but not to the same extent as underestimations do. This introduces
a bias towards overestimated uncertainties. To compensate for this,
hinge-inspired terms are added to penalize uncertainty estimates larger
than a threshold σmax,i.

Lpenalize(σ̂1, ..., σ̂N) =
N∑
i=1

max(0, σ̂i − σ̂max,i) (3.22)
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For the screen model, σmax,i is defined by the screen dimension
(width wi and height hi) for that particular sample. The assumption
is that the unnormalized plane model errors εun

p,i should not be larger
than half of the screen diagonal length di =

√
w2

i + h2i .

σ̂s,i =
εs,i√

2
=

εun
s,i√
2ρ̂
≤ 1√

2ρ̂

di
2

=

√
w2

i + h2i
2
√

2ρ̂
= σs,max,i (3.23)

In the plane model, there are no such spatial limitations. Instead,
the training dataset is used as a reference. Specifically, uncertainty es-
timates larger than the largest true uncertainty of the training set of N
samples are punished, i.e. σ̂max = εmax/

√
2. Thus, unlike the threshold

for the screen model, this threshold is the same for all samples i.

σ̂p,i =
εp,i√

2
≤

max({εp,j}Nj=1)√
2

= σp,max (3.24)

Similar to the prediction network, the confidence network is also
trained with Adam [13] and a learning rate of 10−3. A second valida-
tion set, i.e. not the same validation set as for the prediction network,
is used to implement the convergence criterion.

Based on the reasoning in section 3.4, the NLL is a good loss func-
tion for training, but, because of its sensitivity to outliers, it is not nec-
essarily best suited for identifying convergence. Instead, the average
score of all samples in the validation set is used for monitoring con-
vergence.

The convergence criterion requires at least 20 epochs to have passed
and that the best validation score was obtained more than 10 epochs
ago. Then, after the training has stopped, the best version of the net-
work is retrieved from the epoch with the highest average validation
score.

The reasoning from section 3.4 shows that probability distributions
can be complicated to work with and that they may introduce unex-
pected biases. Therefore, a comparison between using the joint NLL
loss, derived in 3.3, and a more traditional loss function for regression
problems was made. Specifically, the latter was chosen to be the L1
loss, meaning the mean absolute difference between the scalar stan-
dard deviation estimate σ̂i and its corresponding ideal value σi from
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(a) The L1 loss for one sample i:∣∣σi − ||yi − ŷi||/
√
2
∣∣. (b) The L1 loss for one sample i:

|σi − σ̂i|.

Figure 3.13: These plots show how the L1 loss spreads over (a)
a two-dimensional space, i.e. the screen or the imaginary plane,
parametrized by the position of the true stimulus point yi = (y1,i, y2,i)

relative to the estimated stimulus point ŷi = (ŷ1,i, ŷ2,i) and (b) a one-
dimensional space parametrized by the estimated uncertainty σ̂i.

Equation 3.21.

LL1(σ̂1, ..., σ̂N) =
1

N

N∑
i=1

|σi − σ̂i|

=
1

N

N∑
i=1

∣∣∣∣ ||yi − ŷi||√
2

− σ̂i
∣∣∣∣

(3.25)

The same penalizing term as for the NLL loss was used for the L1
loss. Further, the same convergence criterion and retrieval of the best
version of the network was implemented, but instead of the average
score, the L1 loss itself (without penalizing term) was used for moni-
toring the convergence for the validation set.

When close to the minimum, the L1 loss in Figure 3.13 is steeper
than the joint NLL loss in Figures 3.5b and 3.6b. Thus, the L1 loss
required a lower learning rate of 10−6 to avoid divergence problems.

3.6.3 Alternative Architectures

During the course of this project, the following theory was formed:
making gaze predictions and estimating their corresponding uncer-
tainties should rely on similar implicit feature extraction. This implies
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Figure 3.14: Architecture of the connected MVE approach, where the
confidence network uses the convolutional module of the prediction
network.

that it may be advantageous to connect intermediate nodes of the two
networks, potentially resulting in reduced training times, fewer pa-
rameters to optimize and more robust networks.

Instead of training a convolutional module Conf. Conv. for the con-
fidence network, the fully connected module Conf. FC can be attached
to Pred. Conv. in the prediction network. This means that the same
feature extractor is used for both networks. Since the networks must
have separate training phases, Pred. Conv. will only be updated when
training the prediction network and not when training the confidence
network. This architecture is shown in Figure 3.14.

Another approach that can be derived from the theory of similar
feature extraction for both networks is transfer learning. The architec-
ture from Figure 3.12 is kept, but Conf. Conv. is initialized with the
weights from the trained Pred. Conv. Thus, knowledge about inter-
esting features is transferred from the prediction network to the confi-
dence network, where it can be refined further.

After initializing the convolutional module, the training can pro-
ceed in two ways. The simplest approach would be to update the
whole network right away. Potentially, the training would then con-
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verge faster than a network with random initialization of its convolu-
tional module.

Alternatively, some pre-training of Conf. FC. may be implemented
before starting to update the whole network. Basically, this is equiva-
lent to initializing Conf. Conv. with the weights from Pred. Conv. and
initializing Conf. FC with the weights from a trained confidence net-
work with a connected architecture.

3.6.4 Stabilization

When training both the prediction network and the confidence net-
work with MPIIGaze data, the loss functions had oscillatory behav-
iors for the validation set, which made it impossible to identify any
patterns at all. This was partially attributed to the batch normalization
(BN) parameters. When updating the weights in a network, the BN
parameters may not be able to fully adapt during the same epoch. If
so, the model behaves irrationally when being evaluated.

One way of handling this issue is to feed the training set through
the network a few times after each epoch of weight updates and before
evaluating that epoch. The network must be in training mode so that
the BN parameters are tuned, but no more weight updates should be
made. Thus, the BN parameters become more accurately estimated.
In this project, this reduced the oscillative behavior significantly, and
is therefore referred to as stabilization.

3.6.5 MVE with Naive Ensembling

The original motivation for building ensembles is not to obtain uncer-
tainty estimates, as described in 3.6.1, but to improve the predictions.
Generally, when combining multiple models, their mean prediction is
more accurate than each prediction is on its own. This implies that the
errors associated with the mean predictions from an ensemble will be
smaller than the errors from a single prediction network in the MVE
method.

To compare the ability of estimating uncertainties, the underlying
error distributions of the naive ensemble and the MVE method must
be similar. This was achieved by replacing the single prediction net-
work in the MVE approach with an ensemble of prediction networks.
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bling, where the prediction network is replaced by an ensemble of pre-
diction networks and the confidence network uses the convolutional
module of only one of the prediction networks.
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Then, the confidence network could be trained based on the ac-
curacy of the mean predictions from the ensemble, and the resulting
uncertainty estimates could be fairly compared with the Monte Carlo
variances from equation 3.19.

The main problem with this approach is the unfair allocation of
data. Since disjoint training sets are required, the ensemble will only
have access to half as much data as the MVE method does in total.

To implement the connected architecture, the confidence network
exploits only one of the feature extractors in the ensemble, as illus-
trated in Figure 3.15. In this project, which of the seven feature extrac-
tors to use was chosen randomly.

However, more clever methods can be thought of. For instance, by
feeding the ensemble N unseen eye images, the prediction network j
outputting the gaze directions {d̂i,j}Ni=1 most similar to the averages
{d̂i}Ni=1 could be identified. Then, the confidence network could ex-
ploit the feature extractor of this "most representative" prediction net-
work instead of a randomly chosen network.

3.7 Experimental Setup

As presented in chapter 1, this project aims to answer two research
questions.

1. What is the optimal design of the confidence network? This in-
cludes picking:

• An error model for three-dimensional gaze rays (section 3.2):

(a) The plane model, which relies on finding the stimulus
points of the true and estimated gaze rays on an imag-
inary plane and calculate the Euclidean error between
them.

(b) The screen model, which relies on finding the stimulus
points of the true and estimated gaze rays on the screen
that was used for collecting the data, calculating the Eu-
clidean error between them and normalize it by a rough
estimate of the eye-to-camera distance.
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• A network architecture (sections 3.6.2 and 3.6.3):

(a) The connected approach, where the confidence network
greedily exploits the feature extractor of the prediction
network without tuning it. Thus, only a set of fully con-
nected layers are trained.

(b) The transfer learning with pre-training approach, where
the feature extractor of the confidence network is initial-
ized with weights from the prediction network. This is
followed by initial pre-training of the fully connected
layers only, before tuning the full network.

(c) The transfer learning approach, where the feature extrac-
tor of the confidence network is initialized with weights
from the prediction network, before the full network is
tuned all at once.

(d) The separated approach, where the confidence network
is kept completely separated from the prediction net-
work.

• A loss function (section 3.6.2):

(a) The NLL loss, that is the negative log-likelihood of the
true stimulus points given the predicted stimulus points
and the uncertainties estimated by the confidence net-
work.

(b) The L1 loss, that is the mean absolute error between the
uncertainties estimated by the confidence network and
the true uncertainties, derived from the true and pre-
dicted stimulus points in Equation 3.10.

2. How does the confidence network of optimal design perform
compared to a naive ensemble, i.e. the baseline method in sec-
tion 3.6.1?

3.7.1 Designing the Confidence Network

Given previous reasoning in sections 3.2-3.6, some settings were be-
lieved to be more advantageous than others and were chosen as hy-
potheses for the most optimal confidence network design:

• Error model: Plane, since it is closely related to angular errors.
Also, unlike the screen model, it can be used for both datasets.
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• Architecture: Connected, since it has the fewest number of pa-
rameters to train, i.e. lower memory demands and potentially
shorter training time.

• Loss: NLL, since it was used in the original MVE paper [5] and
could be derived from the probabilistic model introduced in sec-
tion 3.3.

It should be noted that neither of these arguments are related to the
actual performance of the confidence network. Instead, they are based
on resource optimization, previous work and intuition.

Thus, alternative settings had to be explored to search for more
optimal ways of designing the confidence network. In this context, a
more optimal confidence network refers to a network outputting more
accurate uncertainty estimates.

Ideally, the full space of possible settings (i.e. 16 different combina-
tions) should have been examined. Unfortunately, due to limited time
and resources, this was not possible. Instead, each factor was varied
individually, keeping the other two factors fixed. This resulted in only
six combinations, presented in Table 3.1.

As explained in section 2.4, a prediction network and a subsequent
confidence network must not share training or validation data. Oth-
erwise, the confidence network would learn to underestimate the un-
certainties, as the prediction network generally performs better on its
training data than on new data.

Therefore, for training and evaluating such a pair of networks, the
available data must be split into two training sets, two validation sets
and one test set. Confidence networks of different designs, however,
are independent and may by all means share both the prediction net-
work as well as training, validation and test data.

This means that, given one particular split of a dataset, one pre-
diction network and six confidence networks (one of each design in
Table 3.1) was trained. This was then repeated for other unique data
splits. Thus, for each specific design, multiple confidence networks
were trained and evaluated on different data.
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Design settings

Error model Architecture Loss

Hypothesis: Plane Connected NLL

Vary each
factor:

Screen
Plane
Plane
Plane
Plane

Connected
Transfer learning w. pre-training
Transfer learning
Separated
Connected

NLL
NLL
NLL
NLL
L1

Table 3.1: The set of designs to explore.

3.7.2 Comparing the Confidence Network to the Naive
Ensemble

After identifying its optimal design, the confidence network should be
compared to the baseline method, which is a naive ensemble trained
with hold-out validation sets.

As discussed in section 3.6.5, using an ensemble for uncertainty
estimation generally has a side effect of also improving the underly-
ing gaze predictions. In other words, when evaluating uncertainty
estimates σ̂i generated by the naive ensemble, their true counterparts
σi = ||yi− µ̂i||/

√
2 will be differently distributed than those from a sin-

gle prediction network, due to an overall higher accuracy of the mean
stimulus point µ̂i compared to the stimulus point ŷi,j from a single
prediction network j.

Therefore, for a fair comparison between a naive ensemble and a
confidence network, the latter should be trained and evaluated based
on the accuracy of the full ensemble, instead of a single prediction net-
work.

Unfortunately, because of time and resource limitations, only one
ensemble could be trained. Regardless, several confidence networks
could still be trained by splitting the remaining samples differently
into training, validation and test sets. Thus, for each unique test set,
two collections of uncertainty estimates were generated, one from the
corresponding confidence network and one from the naive ensemble.
Then, these were evaluated against the same true values.
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3.7.3 Splitting the Data

The requirements from the previous subsections 3.7.1 and 3.7.2 can
be shortly summarized. First, several prediction networks need to be
trained using different training and validation sets. Then, based on
each prediction network and a unique data split, one confidence net-
work of each design should be trained. Further, an ensemble of seven
prediction networks must also be trained, using hold-out validation
sets. Finally, based on this ensemble, several confidence networks
of optimal design should be trained using different underlying data
splits.

One efficient and systematic way of fulfilling these requirements
is schematically illustrated in Figure 3.16. For the Tobii NIR dataset,
four different data splits were used for training confidence networks.
For the MPIIGaze dataset, on the other hand, the trainings were faster,
due to fewer samples in the dataset, and could be repeated for six data
splits instead of four.

There are two main reasons for running experiments with multiple
data splits.

First, one desired property of an uncertainty estimation method is
good generalization performance. This means that the method should
perform equally well regardless of what specific samples were used for
training, validation and testing (as long as they were obtained from a
common distribution). Thus, when generating results for several test
sets, the less variations between them, the better. These tests will be re-
ferred to as the Data Dependency experiments and are further specified
in section 3.7.4.

Secondly, when having results for several test sets, the effect of the
underlying data splits can be reduced by analysing all test sets as a
whole. Specifically, as illustrated in Figure 3.17, a joint test set can
be created by randomly sampling from all available test sets. Then,
when assessing the performance of some method based on this joint
test set, instead of one of the original test sets, the conclusions will be
more trustworthy. These tests will be referred to as the Performance
experiments and are further specified in section 3.7.5.
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Figure 3.16: Schema for splitting the Tobii NIR dataset into various
training, validation and test sets. The MPIIGaze dataset was split ac-
cording to the same pattern, but with six confidence networks being
trained instead of four. For the latter dataset, which consists of data
from only 15 people, each box represents all images associated with
one subject. In the Tobii NIR dataset, on the other hand, there are data
from thousands of people. Then, each box represents the images from
1/15 ≈ 7% of all subjects.

3.7.4 Data Dependency

These experiments aim to answer which uncertainty estimation meth-
ods are most robust to variations in training, validation and test data.

Here, "uncertainty estimation methods" either refers to the six con-
fidence networks of different designs trained based on a single predic-
tion network (marked A in Figure 3.16), or it refers to the confidence
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network of optimal design trained based on the ensemble (marked B
in Figure 3.16) as well as the ensemble itself.

Specifically, the variations between different data splits were exam-
ined from two perspectives:

1. The performance of the method, quantified as the median score
of the test set.

2. The number of training epochs needed for convergence (when
applicable).

In concrete terms, each method was always evaluated on four or
six different test sets, depending on if the Tobii NIR dataset or the
MPIIGaze dataset was used. For all samples in each of these test sets,
uncertainties were estimated by the method. Then, according to Equa-
tion 3.14, a score for each sample was calculated, quantifying how well
that estimated uncertainty agreed with the true value.

This resulted in four/six distributions of scores for each method.
Since the scores only take values between 0.0 and 1.0, they cannot be
normally distributed. In Figure 3.17, the left histograms represent two
simplified such distributions.

Then, for each distribution, the median value was identified, result-
ing in four/six median scores. Further, the number of training epochs
needed for each of the four/six data splits was also noted.

Finally, these four/six median scores and numbers of training epochs
were assumed to constitute two new distributions, from which means
and standard deviations could be calculated. Then, a smaller standard
deviation implies more robustness to variations in training, validation
and test data. Figure 3.17 illustrates these calculations.

Further, in extent to evaluating uncertainty estimation methods,
data dependency experiments were also run for the two gaze pre-
diction methods, i.e. a single prediction network and an ensemble
of seven prediction networks. Then, for evaluating performance, the
scores were replaced by the true uncertainties σi = ||yi− ŷi||/

√
2 of the

gaze predictions.

3.7.5 Performance

These experiments aim to answer if the uncertainty estimation meth-
ods have significantly different results and, if so, which method has
the best results.
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Figure 3.17: A simplified illustration of what types of data are analysed
in the experiments described in sections 3.7.4 and 3.7.5.

Again, "uncertainty estimation methods" either refers to the six
confidence networks of different designs trained based on a single pre-
diction network (marked A in Figure 3.16), or it refers to the confidence
network of optimal design trained based on the ensemble (marked B
in Figure 3.16) as well as the ensemble itself.

A joint test set

As has been mentioned several times already, each method will be
evaluated on several different test sets. Ideally, they should all show
identical results, but they will not. Thus, to reduce the effect of the
underlying data splits, all test sets will be analysed as a whole.

Specifically, as illustrated in Figure 3.17, a joint test set can be cre-
ated by randomly sampling from all available test sets. Then, when
assessing the performance of some method based on this joint test set,
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instead of one of the original test sets, the conclusions will be more
trustworthy.

Quantitative Analyses

First, before starting to look for differences between two uncertainty
estimation models, it must be assured that their results are signifi-
cantly different.

In this project, the level of significance was set to 1%. Further, the
results to be analysed were two distributions of values obtained from
1000 samples in the joint test set. Specifically, those values were:

1. The uncertainty estimates.

2. The scores.

The former is important for discussing characteristics of the actual
output values from some methods, while the latter is required for con-
cluding whether some methods are better and more useful than others.

For answering the first research question, a design hypothesis was
chosen in section 3.7.1, to which the other five designs should be com-
pared. Further, for answering the second question, there were only
two methods to compare: the confidence network of optimal design
and the naive ensemble. Thus, only pairwise null hypothesis tests
were needed.

Neither the uncertainty estimates nor the scores can have nega-
tive values. This means that they cannot be normally distributed and
a non-parametric null hypothesis test would be suitable. One pair-
wise such test is the Wilcoxon test, with the null hypothesis being that
the two distributions were sampled from two underlying distributions
that share the same median value.

The test relies on calculating a z-score, as explained in [14], and
translate it into a p-value using the table in [15]. The smaller the mag-
nitude of z-score, the larger p-value will it map to, meaning the more
similar is that pair of distributions.

Qualitative Analyses of Distributions

While the previous null hypothesis test quantifies the similarity be-
tween two distributions of uncertainty estimates or scores, it does not
provide any information about the distributions themselves. Of course,
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they are also interesting, especially for assessing the quality of differ-
ent methods. Therefore, they were plotted as histograms.

The scores are easy to interpret. Specifically, the scores {s(σ̂i|σi)}1000i=1

quantify how well each uncertainty estimate σ̂i agrees with its true
counterpart σi. The larger the scores, the more accurate are the uncer-
tainty estimates.

However, the scores do not specify exactly how the true and esti-
mated uncertainties differ, e.g. whether overestimations or underesti-
mations are more common. Therefore, also the distributions of uncer-
tainty estimates {σ̂i}1000i=1 were plotted, together with the distribution of
true uncertainties {σi}1000i=1 as a reference.

Evaluation from a Regression Perspective

It should be noted that comparing distributions of true and estimated
uncertainties only provide information about how well a method has
captured the overall properties of the dataset. The next step is to assess
how well the network has learned sample-specific information, mean-
ing how well the true and estimated uncertainties agree for each sample.
This is already partly captured by the scoring function, but inspecting
the actual values give further insights.

Specifically, this relationship was visualized with histograms cov-
ering the two-dimensional space parametrized by pairs of true and
estimated uncertainties (σ, σ̂).

From sections 3.4, it is known that the ideal uncertainty estimates
are σ̂ = σ. A line representing these perfect samples with scores of
exactly 1.0 was included in the histogram plot.

Further, it is also known that the scoring function is constant for
some relative error between the true and estimated uncertainty. Thus,
for some positive constant a, the score of an uncertainty estimate σ̂ =

aσ is fixed for all values of σ:

s(aσ|σ) =
1

a2
exp

(
1− 1

a2

)
(3.26)

Thus, two straight lines representing all values with scores of 0.5

were also included in the histogram plot. Solving the equation s(aσ|σ) =

0.5 results in

a1 ≈ 0.611

a2 ≈ 2.076
(3.27)
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Again, this shows that overestimated values are premiered over
underestimated values.

Evaluation from a Classification Perspective

In section 3.2, it was mentioned that angular errors below 6◦ are ac-
cepted in many applications. This value is small enough for using the
a small-angle approximation. Thus, with equation 3.7, a threshold for
plane model errors could be derived.

εthreshold = tan(6◦) = tan
(

6
π

180
rad
)
≈ 6

π

180
≈ 0.10 (3.28)

Technically, this reasoning is only valid when using the plane model.
However, for simplicity, the same threshold was used for the screen
model errors.

Further, with equation 3.10, this can be converted to a threshold for
uncertainties.

σthreshold =
εthreshold√

2
=

6π√
2 ∗ 180

≈ 0.07 (3.29)

Thanks to this threshold, the uncertainty estimation methods could
be evaluated not only from a regression perspective, but also from a
classification perspective. Basically, each image was assigned to one of
two classes, adequate or unreliable, based on its true uncertainty. Then,
if the estimated uncertainty ended up on the same side of σthreshold as
the true uncertainty, that image was correctly classified. In practical
applications, such classification could be used to identify samples for
which the gaze predictions should not be trusted.

Qualitative Analyses of Samples

The last figures were only included when comparing the confidence
network of optimal design to the baseline method, i.e. when trying to
answer the second research question.

The idea was to study some samples in the joint test set in more
detail. This meant visualizing eye images together with their true un-
certainties as well as the uncertainties estimated by the confidence net-
work and the ensemble. How these samples were chosen is discussed
in section 4.3.2.
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Results

4.1 Gaze Prediction

The purpose of this project was to examine the confidence network,
not the prediction network. In fact, the prediction network is already
well assessed in [6].

However, some small analyses of the gaze predictions were still
included, mainly to gain insight into the differences between the two
datasets and to examine the effect of using an ensemble of prediction
networks instead of a single prediction network.

Given a gaze ray gi(t) and a corresponding gaze prediction ĝi(t),
the true and estimated stimulus points yi, ŷi are the intersections be-
tween the two gaze rays and a two-dimensional surface. As discussed
in section 3.2, the difference between the two error models is what spe-
cific surface is used: the screen or an imaginary plane.

Then, the Euclidean error εi = ||yi − ŷi|| between the stimulus
points provides information about the accuracy of the gaze prediction.
Further, in section 3.3, the true uncertainty σ̂i for a sample i was de-
fined as

σi =
εi√
2

=
||yi − ŷi||√

2
(4.1)

Thus, the lower the value of a true uncertainty, the better was the
corresponding gaze prediction.

44
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4.1.1 Data Dependency

Figure 3.16 illustrates how seven prediction networks were trained
with hold-out validation sets. These were either used individually or
combined into an ensemble, resulting in two different gaze prediction
methods.

For the Tobii NIR dataset, four data splits were used for training
and evaluating confidence networks. Each of them had a unique test
set. Similarly, for the MPIIGaze dataset, six data splits were used, re-
sulting in six unique test sets. For consistency with those results, the
two gaze prediction methods were evaluated on the same test data.

As shown in Figure 3.16, each test set was associated with a dif-
ferent prediction network but the same ensemble. These two meth-
ods generated one set of gaze predictions each. Then, using either the
plane model or the screen model to obtain stimulus points, a true un-
certainty σi was calculated for each sample i in the test set and, finally,
their median value was identified.

This was repeated for the available four/six test sets, meaning that
four/six median true uncertainties were collected for each method.
Their average values and standard deviations are displayed in Ta-
ble 4.1.

4.1.2 The True Uncertainties

Later in this chapter, the performances of different uncertainty estima-
tion methods will be evaluated on a joint test set, which was built by
randomly sampling from all available test sets. These analyses rely on
comparing uncertainty estimates to the corresponding true uncertain-
ties.

From Table 4.1, it is known that the true uncertainties of some set
of samples will vary, depending on the gaze prediction method and,
even more importantly, the underlying dataset. Such characteristics
will be important when discussing subsequent results.

Therefore, using each method in Table 4.1, true uncertainties were
generated for 1000 samples in the joint test sets. These distributions are
plotted in Figure 4.1. Basically, they are regular histograms, meaning
that a suitable bin size was chosen and that the number of samples
with values within each bin was counted. To minimize the cluttering,
however, the traditional histogram bars were replaced by line plots,
but the underlying bins are still marked with thin vertical lines.
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Method Median true uncertainty
Error model Mean Std

Tobii NIR dataset

Single prediction network Plane 0.011 0.0004

Ensemble Plane 0.010 0.0006

Single prediction network Screen 0.011 0.0004

MPIIGaze dataset

Single prediction network Plane 0.048 0.0120

Ensemble Plane 0.045 0.0122

Table 4.1: For the two gaze prediction methods, this table displays how
the median value of the true uncertainties varied between the four/six
unique test sets.
First of all, the choice of error model does not seem to be important.
Further, as expected, the ensemble was associated with less uncer-
tainty than than the single prediction networks. For the MPIIGaze
dataset, however, this difference is negligible when comparing it to
the sizes of the standard deviations.
Clearly, the two datasets have different characteristics. For the Tobii
NIR dataset, the median uncertainty of the gaze predictions is not only
lower, but also more stable across the different test sets.

4.2 Designing the Confidence Network

The results presented in this section should help identifying the opti-
mal design of the confidence network. As previously stated, the fol-
lowing settings were used as an hypothesis:

• Error model: Plane, since it is closely related to angular errors.
Also, unlike the screen model, it can be used for both datasets.

• Architecture: Connected, since it has the fewest number of pa-
rameters to train, i.e. lower memory demands and potentially
shorter training time.

• Loss: NLL, since it was used in the original MVE paper [5] and
could be derived from the probabilistic model introduced in sec-
tion 3.3.
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Distributions of True Uncertainties

Figure 4.1: The distributions of true uncertainties for 1000 samples in
the joint test sets. The bins are marked with thin vertical lines and their
resolution is 0.004.
First, it must be noted that these distributions are unrelated to the stan-
dard deviations in Table 4.1, which represent the variations over dif-
ferent test sets rather than over different samples.
These plots agree well with the observations in Table 4.1. First of all,
the choice of error model has no visible effect. Further, using an en-
semble did reduce the uncertainties slightly for the Tobii NIR dataset.
Lastly, these plots also show that the uncertainties spread over a much
larger range of values for the MPIIGaze dataset, compared to the Tobii
NIR dataset.

Then, each factor was varied separately, to search for more optimal
settings. However, from section 3.2, it is known that the screen model
cannot be implemented for the MPIIGaze dataset.

Using the function from section 3.4, the uncertainty estimates were
given scores between 0.0 and 1.0. The larger their values, the more
accurate were the uncertainty estimates. Specifically, the score is a
weighted version of the likelihood of the true stimulus point yi given
the estimated stimulus point ŷi and the estimated uncertainty σ̂i:

s(σ̂i|σi) = π exp (1) ||yi − ŷi||2 N
(
yi|ŷi, σ̂

2
i I2
)

=
σ2
i

σ̂2
i

exp

(
1− σ2

i

σ̂2
i

)
,

(4.2)

where σi is the true uncertainty from Equation 4.1.
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4.2.1 Data Dependency

Figure 3.16 illustrates that the available dataset had to be split into two
training sets, two validation sets and one test set. Using one training
set and one validation set, a prediction network was trained. Then,
based on the accuracy of this network for the other training and vali-
dation sets, one confidence network of each design was trained.

While training, the number of epochs until convergence was counted.
Further, when fully trained, each confidence network estimated uncer-
tainties for the remaining test samples. Then, the scores of these esti-
mates were calculated based on how well they agreed with the true
uncertainties and, finally, a median score was obtained for each de-
sign.

This procedure was repeated four times for the Tobii NIR dataset
and six times for the MPIIGaze dataset. Consequently, four/six me-
dian scores and four/six numbers of epochs were collected for each
design. Their average values and standard deviations are displayed in
Table 4.2.

The main reason for examining the number of epochs was to in-
vestigate if transfer learning from a prediction network could reduce
the number of training epochs needed for a corresponding confidence
network. Even though a short training time is not the most important
feature of a network, reducing it would still be convenient.

Of course, high median test scores across all data splits are desired.
This would correspond to a large mean value in Table 4.2.

The main focus of this section, however, is the sensitivity to varia-
tions in training, validation and test data. This is captured by the stan-
dard deviation in Table 4.2 and the smaller its value, the more robust
is that method, which is generally a desired feature.

4.2.2 Performance

First, as explained in section 3.7.5 and illustrated in Figure 3.17, a joint
test set was randomly sampled from the available four/six test sets.
This joint test set was then used for all remaining experiments in this
section.

Table 4.2 shows that, for the Tobii NIR dataset, the transfer learn-
ing with pre-training networks were never updated during the second
training session. Thus, they were always identical to the connected
networks and might as well be left out of the remaining results.
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Method
Number
of epochs

Median
test score

Error
model

Architecture Loss Mean Std Mean Std

Tobii NIR dataset

Plane Connected NLL 7.5 3.3 0.65 0.01

Screen − − 2.8 1.0 0.65 0.02

− Transfer learning
with pre-training

− 0.0 0.0

− Transfer learning − 9.3 2.2 0.62 0.01

− Separated − 14.8 9.9 0.59 0.01

− − L1 11.5 4.5 0.34 0.04

MPIIGaze dataset

Plane Connected NLL 11.5 14.4 0.64 0.03

− Transfer learning
with pre-training

− 7.0 9.1 0.63 0.11

− Transfer learning − 10.8 7.9 0.65 0.11

− Separated − 8.0 7.0 0.64 0.06

− − L1 45.5 30.2 0.34 0.17

Table 4.2: For different designs, this table displays how the number
of epochs until convergence and the median score of the uncertainty
estimates varied between different data splits.
Changing from NLL loss to L1 loss clearly reduces the robustness of
the confidence network. Further, for the median test scores, the hy-
pothesis (Plane - Connected - NLL) is at least as robust as the alternative
designs. It also seems that the MPIIGaze dataset itself introduces sen-
sitivity to the underlying data, compared to the Tobii NIR dataset.
The theory that transfer learning networks should converge faster than
regular networks was not supported by these results. The connected
networks, however, may still have shorter training times, due to fewer
weight updates per epoch. This was not measured explicitly and is
therefore included in the Future Work section 5.6.
Finally, for the transfer learning with pre-training approach, epochs
were counted during the second training session only, i.e. during the
tuning of an already trained connected network. For the Tobii NIR
dataset, this number was zero for all data splits. This implies that ro-
bust minima were already found in the first training session, i.e. when
training connected networks.
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Quantitative Analyses

When searching for the most optimal design, it must first be concluded
whether the confidence networks of different designs have significantly
different results. If not, their differences may just as well be conse-
quences of random variations.

For identifying characteristics of the output values from confidence
networks of different designs, their distributions of uncertainty esti-
mates must be significantly different. For assessing accuracy and use-
fulness, on the other hand, it is rather the score distributions that must
be significantly different. For all designs, these distributions were ob-
tained from a common subset of 1000 samples from the joint test set.

By running pairwise null hypothesis tests, named Wilcoxon tests,
the hypothesis design was compared to each of the alternative designs.
For each pair, a z-score was calculated as in [14] and translated into a
p-value using [15]. Specifically, the p-value can be interpreted as the
probability that the two distributions were sampled from two under-
lying distributions with a common median.

The larger the magnitude of the z-score, the smaller is the resulting
p-value. Both values are displayed in Table 4.3. The level of signifi-
cance was set to 1% and all p-values larger than that were given red
backgrounds, highlighting the pairs that are not significantly different.

Qualitative Analyses of Distributions

In extent to comparing the distributions of uncertainty estimates and
scores with pairwise null hypothesis tests, they were also visually dis-
played in Figures 4.2 and 4.3 for the Tobii NIR dataset and the MPI-
IGaze dataset, respectively.

Basically, the plots are regular histograms, meaning that a suitable
bin size was chosen and that the number of samples with values within
each bin was counted. To minimize the cluttering, however, the tradi-
tional histogram bars were replaced by line plots, but the underlying
bins are still marked with thin vertical lines.

Interpreting the quality of a score distribution is easy: the higher
score, the better was the corresponding uncertainty estimate.

Further, for evaluating the distributions of uncertainty estimates,
the corresponding distribution of true uncertainties from Figure 4.1
was included as a reference.
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Method
Uncertainty

estimates
Scores

Error
model

Architecture Loss

Pairwise Wilcoxon test between

z-
sc

or
e

p-
va

lu
e

z-
sc

or
e

p-
va

lu
e

Plane Connected NLL
and ...

Tobii NIR dataset

Screen − − −2.80 < 0.01 −2.17 0.03

− Transfer learning − −3.47 < 0.01 −2.62 < 0.01

− Separated − −13.10 < 0.01 −5.55 < 0.01

− − L1 −23.45 < 0.01 −15.77 < 0.01

MPIIGaze dataset

− Transfer learning
with pre-training

− −1.19 0.23 −9.23 < 0.01

− Transfer learning − −9.71 < 0.01 −0.96 0.34

− Separated − −1.69 0.09 −0.53 0.60

− − L1 −20.19 < 0.01 −16.67 < 0.01

Table 4.3: The results from the Wilcoxon tests, applied to the uncer-
tainty estimates and scores of 1000 samples from the joint test sets. The
larger magnitude of the z-score, the more different are the two distri-
butions.
Changing loss function from NLL to L1 was the most critical factor of
variation. Changing error model, on the other hand, had only minor
effects. Lastly, varying the network architecture had different effects
for the two datasets.
Varying design settings generally had less effects for the MPIIGaze
dataset. This was expected from the results in Figure 4.1, since more
widely spread distributions increase the probability of similar medi-
ans. Further, as stated in section 3.4, the scoring function is more stable
for large uncertainties.
For all but one pair, the scores were more similarly distributed than
the uncertainty estimates. This is reasonable, since each score < 1.0

maps to both an overestimated and an underestimated uncertainty.
The only exception was when changing from the connected architec-
ture to the transfer learning with pre-training approach. Since the lat-
ter is basically a tuned version of the former, similar uncertainty esti-
mates were expected. Regardless, the score distributions were signifi-
cantly different.
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Distributions - Tobii NIR dataset

Uncertainty estimates

Scores

Figure 4.2: The distributions of uncertainties and scores associated
with 1000 samples from the joint Tobii NIR test set. The bins, marked
with thin vertical lines, have resolutions 0.002 for the uncertainties and
0.04 for the scores.
As discussed in section 3.3, the probabilistic model underlying the
NLL loss premieres overestimated over underestimated uncertainties.
This behaviour was captured by the confidence networks.
In accordance with the metrics in Table 4.3, changing loss function
was clearly the most critical factor of variation. With the L1 loss, the
uncertainties became even more overestimated and also more widely
spread. Clearly, this resulted in a worse score distribution.
Further, using the separated architecture also resulted in a less optimal
distribution of uncertainty estimates, compared to the true uncertain-
ties. This did not have a very large effect on the scores though.
All remaining designs had very similar distributions.
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Distributions - MPIIGaze dataset

Uncertainty estimates

Scores

Figure 4.3: The distributions of uncertainties and scores associated
with 1000 samples from the joint MPIIGaze test set. The bins, marked
with thin vertical lines, have resolutions 0.01 for the uncertainties and
0.04 for the scores.
Compared to Figure 4.2, these uncertainties are distributed over a
wider range of values, which is why a coarser resolution was needed.
Regardless, the different designs have similar characteristics.
Most importantly, changing from NLL loss to L1 loss spreads the un-
certainty estimates and worsens the scores. The separated architec-
ture, on the other hand, has the least spread, i.e. most peaked, distri-
bution of uncertainty estimates.
Among the remaining designs, the hypothesis (Plane - Connected - NLL)
produced the distribution of uncertainty estimates that was most sim-
ilar to the true uncertainties. However, it is still difficult to distinguish
any differences between the scores. Also, in Table 4.3, not all distribu-
tions were significantly different.



54 CHAPTER 4. RESULTS

Evaluation from a Regression Perspective

In Figures 4.2 and 4.3, most uncertainty estimates pile up in only a few
bins. Then, since the purpose was to compare the positions and widths
of these piles, some outliers had to be cut out. Further, as previously
mentioned, comparing distributions of uncertainties does not provide
any information about the accuracy of each sample.

Thus, there was a need for some additional plots. Specifically, the
samples were placed in a two-dimensional grid, using their true un-
certainties σi as x-coordinates and their estimated uncertainties σ̂ as
y-coordinates. Then, with a color map of logarithmic scale, the num-
ber of samples belonging to each grid point was visualized. This can
be interpreted as an histogram for two-dimensional samples, where
the heights of the bars are represented by colors.

One such plot was generated for each confidence network design.
These subplots were then combined into Figures 4.4 and 4.5 for the
Tobii NIR dataset and the MPIIGaze dataset, respectively.

To include interesting outliers, the plots were zoomed out com-
pared to Figures 4.2 and 4.3. Also, instead of a subset of 1000 sam-
ples, the whole joint test set was used in this analysis. For the Tobii
NIR dataset, it contained approximately 55,000 samples, while for the
smaller MPIIGaze dataset, it contained aproximately 5000 samples.

For reference, a solid line representing the ideal uncertainty esti-
mates σ̂ = σ, i.e. samples receiving a score of 1.0, was plotted. Further,
dashed lines representing scores of 0.5 were also included. Specifically,
they are σ̂ = 0.611σ and σ̂ = 2.076σ.

Lastly, dotted horizontal and vertical lines representing the thresh-
old σthreshold = 0.07 were also included. This threshold will be ex-
ploited in the next section, when examining the results from a clas-
sification perspective.

Evaluation from a classification Perspective

When considering possible applications, it is often desired to know
when the uncertainty is large, i.e. when the prediction network should
not be trusted, rather than knowing its exact value. Therefore, the
results were also evaluated from a classification perspective. This is
obviously a simplification of the original regression problem, aiming
to increase interpretability of the results.
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Uncertainty estimates - Tobii NIR dataset

Hypothesis:
• Error model: Plane

• Architecture: Connected

• Loss: NLL

• Error model: Screen • Architecture: Transfer
learning

• Architecture: Separated • Loss: L1

Figure 4.4: The true and estimated uncertainties for the joint Tobii NIR
test set. The true values are identical in all plots, except for the screen
model plot, while the estimates vary between different confidence net-
work designs.
As was indicated by previous results, using the L1 loss or the sepa-
rated architecture had undesired effects on the resulting uncertainties.
The remaining designs had very similar distributions. For instance,
they all had the same type of outliers, that were samples with large
true uncertainties but small uncertainty estimates. Possible explana-
tions are presented in section 5.2.
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Uncertainty estimates - MPIIGaze dataset

Hypothesis:
• Error model: Plane

• Architecture: Connected

• Loss: NLL

• Architecture: Transfer
learning w. pre-training

• Architecture: Transfer
learning

• Architecture: Separated • Loss: L1

Figure 4.5: The true and estimated uncertainties for the joint MPIIGaze
test set. The true values are identical in all plots, while the estimates
vary between different confidence network designs.
As was discussed in Table 4.3, a network trained with transfer learning
with pre-training is simply a slightly tuned version of the confidence
network, so having similar uncertainty estimates are expected.
By comparing the distributions to the reference lines, the hypothesis
and the transfer learning with pre-training approach seem to have the
best results. The other designs either underestimate the large uncer-
tainties or overestimate the smaller uncertainties. In Table 4.3, how-
ever, not all distributions were significantly different.
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Using σthreshold = 0.07, the estimated uncertainties were interpreted
as class predictions: unreliable (σ̂ > 0.07) or adequate (σ̂ ≤ 0.07). These
were then compared to the true classes (σ > 0.07 or σ ≤ 0.07). Classi-
fication accuracies were calculated for all samples in the joint test set,
but also separately for the subsets of images belonging to each class.
These are displayed in Table 4.4.

It should be noted both datasets contained more adequate than un-
reliable images. Specifically, in the joint Tobii NIR test set, there were
approximately 700 unreliable images and 54,200 adequate images. In
the joint MPIIGaze test set, however, the ratio was much more even:
1300 unreliable images and 3900 adequate images. Thus, the metrics
in Table 4.4 are probably more interesting for the MPIIGaze dataset.

4.2.3 Interpreting the Results

Error Model

In section 3.2, it was discussed that neither of the two error models
is perfect. In the screen model, the error is incorrectly normalized.
Instead of dividing it by the perpendicular eye-to-screen distance, a
rough estimate of the eye-to-camera distance was used.

The plane model, on the other hand, relies on constructing a "true"
gaze ray from the estimated gaze origin ô and the true screen stimulus
point. Thus, depending on the position of ô, different plane stimulus
points and errors are obtained.

Regardless, both sources of inaccuracy seem to have been small
enough for the results to remain sensible. Further, all tables and figures
indicate only minor differences between the two error models. Thus,
which error model is better mainly depends on the application. For
instance, most gaze tracking applications are implemented on screens,
which should introduce a bias towards the screen model.

In this project, however, the plane model was more advantageous,
since it was the only model that could be applied to the MPIIGaze
dataset. Further, the plane model errors could easily be converted to
angular errors using equations 3.6 or 3.7, which is the common unit
for evaluating three-dimensional gaze rays in the literature.
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Method Accuracy
Error
model

Architecture Loss All
Unreliable
σ > 0.07

Adequate
σ ≤ 0.07

Tobii NIR dataset

Plane Connected NLL 0.99 0.08 1.00

Screen − − 0.99 0.07 1.00

− Transfer learning − 0.99 0.02 1.00

− Separated − 0.98 0.03 0.99

− − L1 0.98 0.25 0.98

MPIIGaze dataset

Plane Connected NLL 0.62 0.54 0.65

− Transfer learning
with pre-training

− 0.59 0.57 0.60

− Transfer learning − 0.70 0.36 0.81

− Separated − 0.64 0.44 0.70

− − L1 0.41 0.75 0.30

Table 4.4: The accuracies of the estimated uncertainties from a classi-
fication perspective. Using σthreshold = 0.07, two classes were defined:
unreliable and adequate. A classification accuracy was calculated for the
full joint test set, but also separately for each class.
Most importantly, this table shows that there is a trade off between the
two classes. Increased performance for one class typically implies re-
duced performance for the other class. Which class is more important
to perform well for depends on the application.
Using the L1 loss increases the accuracy for the unreliable images.
However, previous analyses indicate that this is a consequence of more
widely spread values, rather than that the L1 networks learned some
specific information. The transfer learning networks and the separated
networks, on the other hand, have lower accuracies for the unreliable
images, compared to the other designs.
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Network Architectures

In the original MVE paper [5], the separated architecture was used.
The alternative architectures, introduced in section 3.6.3, relied on an
assumption that gaze estimation and uncertainty estimation should
rely on similar features. For instance, implicit pupil detection should
be important for both tasks. Naturally, detecting only half a pupil (or
no pupil) should result in a large uncertainty estimate.

This seems to have been a valid assumption. For the Tobii NIR
dataset, keeping the confidence network separated from the predic-
tion network clearly reduced its accuracy compared to the alternative
approaches. For the MPIIGaze dataset, the differences were less deci-
sive (and sometimes not even significant), but the separated network
still seemed to have less optimal results.

This highlights that training a deep feature extractor is compli-
cated. The confidence networks of separate architectures have feature
extractors of the same complexity as the other architectures, but con-
verged to less optimal minima.

This indicates that the confidence network is currently trained with
a sub-optimal optimization method. Due to time constraints, only a
minimal amount of hyperparameter tuning was implemented in this
project. If more time was spent on this, as discussed in section 5.6,
better and more robust minima could potentially be found in general,
and for the separated architecture in particular. Further, adjusting the
loss function and/or adding more penalizing terms could also help.
Lastly, as is also mentioned in section 5.6, it is possible that personal
calibration, which is implemented in the prediction network, encour-
ages better feature extraction.

On the other hand, the lack of hyperparameter tuning highlights
the robustness and practical feasibility of the alternative architectures,
which were able to produce good results anyway.

Another theory from section 3.6.3 was that using transfer learn-
ing could help speed up the training of confidence networks, but this
could not be confirmed by these results. The connected architecture,
however, could still do this, as fewer weight updates are needed for
each epoch. This was not explicitly measured in this project though.
Therefore, it suggest ised as future work in section 5.6.

Except for the separated architecture, all approaches took advan-
tage of what the prediction network had already learned. Essentially,
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the connected architecture copied this information straight away, while
the two transfer learning approaches copied and tuned it. For the MPI-
IGaze dataset in Table 4.2, the tuning actually seems to reduce the ro-
bustness of the method, without making any obvious improvements.

Further, for the Tobii NIR dataset in Table 4.2, the second train-
ing session in the transfer learning with pre-training approach was
completely useless. In other words, the connected networks actually
reached such robust minima that they could not be further optimized.

For the MPIIGaze dataset, on the other hand, the additional tun-
ing did have an effect for some (not all) data splits, meaning that the
connected networks had less robust minima. However, as will be fur-
ther discussed in section 5.1, this could be a consequence of the limited
amount of training data. Also, despite improving the validation score,
it is unclear whether the additional tuning actually improved the test
scores.

To summarize these observations, the connected architecture was
always at least as optimal as the other architectures. Thus, because
of its many other advantages, it was identified as the most practically
feasible architecture for this project.

Loss Function

In the original paper, the NLL loss was used for training the confi-
dence networks. Further, in section 3.3, it was derived directly from
the probabilistic uncertainty model.

Clearly, the networks trained with L1 loss did not perform as well
as those trained with NLL loss. As discussed in section 3.3 and illus-
trated in Figure 3.6b, the NLL loss was expected to introduce a bias
towards overestimated uncertainties, which it also did. The networks
trained with L1 loss, however, overestimated the uncertainties even
more, as well as spread them over a larger range of values.

One important property of the NLL loss is that the magnitude of
the gradient decreases (i.e. the loss function becomes flatter) as the
correct value is approached. Thus, during training, the step size is
implicitly reduced when approaching the minimum. This encourages
robustness and less divergence problems.

The L1 loss in Figure 3.13 does not have this flattening property.
However, there are other traditional loss functions, such as the L2 loss,
which might have behaved differently. Thus, it must be noted that this
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comparison was between the NLL and L1 losses only, and should not
be interpolated to other probabilistic and traditional loss functions.

Conclusion

Based on the results in Tables 4.2-4.4 and Figures 4.2-4.5, it was con-
cluded that no alternative design settings were more optimal than the
hypotheses. Thus, for subsequent analyses, the optimal design was
defined as:

• Error model: Plane.

• Architecture: Connected.

• Loss: NLL.

4.3 Comparing the Confidence Network to
the Naive Ensemble

In this section, the confidence network of optimal design was com-
pared to the baseline method from section 3.6.1. It is called Naive En-
sembling and relies on estimating the uncertainty σ̂i for one sample i
based on the spread of seven gaze rays estimated by the seven predic-
tion networks in an ensemble:

σ̂2
i =

1

6

7∑
j=1

||ŷi,j − µ̂i||2, (4.3)

where ŷi,j and µ̂i are the normalized stimulus points of the gaze pre-
diction from the j:th prediction network and the gaze prediction from
the full ensemble (i.e. the mean of all seven gaze predictions), respec-
tively.

Figure 4.1 shows that using an ensemble of prediction networks
instead of a single prediction network reduces the magnitude of the
true uncertainties for the Tobii NIR dataset. Thus, as discussed in sec-
tion 3.6.5, a fair comparison between the two uncertainty estimation
methods requires the confidence network to be trained based on the
quality of the gaze predictions from the ensemble, instead of a single
prediction network.
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Further, in the previous section, it was concluded that the optimal
architecture was the connected approach. Thus, the exact setup is il-
lustrated in Figure 3.15.

Also in this section, the scoring function from section 3.4 was used
for evaluating the quality of the uncertainty estimates. It ranges from
0.0 to 1.0 and the larger its value, the more accurate was the uncer-
tainty estimate.

4.3.1 Data Dependency

Figure 3.16 illustrates that an ensemble of seven prediction networks
was trained with 7/15 ≈ 47% of the available dataset, using hold-out
validation sets. The remaining data was split into one training set, one
validation set and one test set.

Based on the accuracy of the ensemble for the training and valida-
tion sets, a confidence network of optimal design was trained. Fur-
ther, by splitting the remaining data differently, another confidence
network could be trained based on the same ensemble. This was re-
peated four times for the Tobii NIR dataset and six times for the MPI-
IGaze dataset.

Thus, each confidence network was associated with a unique test
set, for which both the confidence network and the ensemble could
estimate a set of uncertainties. The scores of these estimates were cal-
culated based on how well they agreed with the true uncertainties and,
finally, a median score was obtained.

Consequently, the ensemble and the confidence networks received
four/six median scores each. Their average values and standard devi-
ations are displayed in Table 4.5.

Of course, high median test scores across all data splits are desired.
This would correspond to a large mean value in Table 4.5.

The main focus of this section, however, is the sensitivity to varia-
tions in training, validation and test data. This is captured by the stan-
dard deviation in Table 4.5 and the smaller its value, the more robust
is that method, which is generally a desired feature.

4.3.2 Performance

First, as explained in section 3.7.5 and illustrated in Figure 3.17, a joint
test set was randomly sampled from the available four/six test sets.
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Method Median test score
Mean Std

Tobii NIR dataset

Confidence Network 0.62 0.02

Ensemble 0.46 0.05

MPIIGaze dataset

Confidence Network 0.65 0.04

Ensemble 0.43 0.17

Table 4.5: These values quantify how the median score of the uncer-
tainty estimates from a confidence network and an ensemble varied
between different data splits.
The confidence network does not only receive higher scores than the
ensemble, but is also more robust to variations in the underlying data.
Further, just like in Table 4.2, the standard deviations are larger for the
MPIIGaze dataset than for the Tobii NIR dataset. Potential explana-
tions are discussed in section 5.1.

This joint test set was then used for all remaining experiments in this
section.

Quantitative Analyses

When comparing the confidence network to the naive ensemble, it
must first be confirmed that they have significantly different results.
If not, the differences observed may just as well be consequences of
random variations.

For identifying characteristics of the actual output values, the dis-
tributions of uncertainty estimates from the two methods must be sig-
nificantly different. For assessing accuracy and usefulness, on the other
hand, it is rather the score distributions that must be significantly dif-
ferent. Both types of distributions were obtained from a common sub-
set of 1000 samples from the joint test set.

Two distributions were compared by running a null hypothesis test
named the Wilcoxon test. It relies on calculating a z-score as in [14] and
translate this into a p-value using [15]. Specifically, the p-value can be
interpreted as the probability that the two distributions were sampled
from two underlying distributions with a common median.
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Methods
Uncertainty

estimates
Scores

Pairwise Wilcoxon test
between ...

z-score p-value z-score p-value

Tobii NIR dataset

Confidence Network
Ensemble

−27.05 < 0.01 −6.47 < 0.01

MPIIGaze dataset

Confidence Network
Ensemble

−26.53 < 0.01 −6.00 < 0.01

Table 4.6: The results from the Wilcoxon tests, applied to the uncer-
tainty estimates and scores of 1000 samples from the joint test sets. The
larger magnitude of the z-score, the more different are the two distri-
butions.
Given 1% as level of significance, the two methods were significantly
different with respect to all results.

The larger the magnitude of the z-score, the smaller is the result-
ing p-value. Both values are displayed in Table 4.6 and the level of
significance was set to 1%.

Qualitative Analyses of Distributions

In extent to comparing the distributions of uncertainty estimates and
scores with null hypothesis tests, they were also visually compared in
Figures 4.6 and 4.7 for the Tobii NIR dataset and the MPIIGaze dataset,
respectively.

Basically, the plots are regular histograms, meaning that a suitable
bin size was chosen and that the number of samples with values within
each bin was counted. To minimize the cluttering, however, the tradi-
tional histogram bars were replaced by line plots, but the underlying
bins are still marked with thin vertical lines.

Interpreting the quality of a score distribution is easy: the higher
score, the better was the corresponding uncertainty estimate.

Further, for evaluating the distributions of uncertainty estimates,
the corresponding distribution of true uncertainties from Figure 4.1
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was included as a reference. However, it should be noted that com-
paring these plots only provides information about how well the two
methods captured the overall distribution of uncertainties, without
any sample-specific information.

Evaluation from a Regression Perspective

In Figures 4.6 and 4.7, most uncertainty estimates piled up within a
small interval. To increase the resolution over this interval, some out-
liers had to be cut out. Further, as previously mentioned, comparing
distributions of uncertainties does not provide any information about
the accuracy of each sample.

Thus, there was a need for some additional plots. Specifically, all
samples were placed in a two-dimensional grid, using their true un-
certainties σi as x-coordinates and their estimated uncertainties σ̂i as
y-coordinates. Then, with a color map of logarithmic scale, the num-
ber of samples belonging to each grid point was visualized. This can
be interpreted as an histogram for two-dimensional samples, where
the heights of the bars are represented by colors.

One such plot was generated for each method. These subplots were
then combined into Figures 4.8 and 4.9 for the Tobii NIR dataset and
the MPIIGaze dataset, respectively.

To include interesting outliers, these plots were zoomed out com-
pared to Figures 4.6 and 4.7. Also, instead of a subset of 1000 samples,
the whole joint test set was included in this analysis. For the Tobii
NIR dataset, it contained approximately 55,000 samples, while for the
smaller MPIIGaze dataset, it contained aproximately 5000 samples.

For reference, a solid line representing ideal uncertainty estimates
σ̂ = σ, i.e. samples receiving a score of 1.0, was plotted. Further,
dashed lines representing scores of 0.5 were also included in the fig-
ures. Specifically, they are σ̂ = 0.611σ and σ̂ = 2.076σ.

Lastly, dotted horizontal and vertical lines representing the thresh-
old σthreshold = 0.07 were also included. This threshold will be ex-
ploited in the next section, when examining the results from a clas-
sification perspective.
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Distributions - Tobii NIR dataset

Uncertainty estimates

Scores

Figure 4.6: The distributions of uncertainties and scores associated
with 1000 samples from the joint Tobii NIR test set. The bins, marked
with thin vertical lines, have resolutions 0.002 for the uncertainties and
0.04 for the scores.
As discussed in section 3.3, the probabilistic model underlying the
NLL loss premieres overestimating uncertainties over underestimat-
ing them. This was captured by the confidence networks.
The ensemble, on the other hand, rather underestimates the uncertain-
ties. This is clearly punished by the scoring function, resulting in a
large peak at the minimum score value.
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Distributions - MPIIGaze dataset

Uncertainty estimates

Scores

Figure 4.7: The distributions of uncertainties and scores associated
with 1000 samples from the joint MPIIGaze test set. The bins, marked
with thin vertical lines, have resolutions 0.01 for the uncertainties and
0.04 for the scores.
Compared to Figure 4.6, these uncertainties are distributed over a
wider range of values, which is why a coarser resolution was needed.
Regardless, there is a similar relationship between the three distribu-
tions. The ensemble underestimates the uncertainties while the con-
fidence networks overestimate them, and the latter rewarded by the
scoring function.



68 CHAPTER 4. RESULTS

Uncertainty estimates - Tobii NIR dataset

Confidence Network Ensemble

Figure 4.8: The true and estimated uncertainties for the joint Tobii NIR
test set. The true values are identical in both plots, while the estimates
vary.
Since the ensemble underestimates the uncertainties, most samples
end up below the diagonal solid line representing the perfect sam-
ples. The confidence networks, on the other hand, output values more
evenly distributed around this line, but also more widely spread.
Both methods had some outliers with large true uncertainties but very
small uncertainty estimates. These are discussed in section 5.2.2.

Uncertainty estimates - MPIIGaze dataset

Confidence Network Ensemble

Figure 4.9: The true and estimated uncertainties for the joint MPIIGaze
test set. The true values are identical in both plots, while the estimates
vary.
Similar to Figure 4.8, the uncertainties estimated by the confidence
networks were more widely spread, but followed the line of perfect
regression better than the values from the ensemble.
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Method Accuracy
All σ > 0.07 σ ≤ 0.07

Tobii NIR dataset

Confidence Network 0.99 0.10 1.00

Ensemble 0.99 0.02 1.00

MPIIGaze dataset

Confidence Network 0.66 0.45 0.71

Ensemble 0.79 0.03 1.00

Table 4.7: The accuracies of the estimated uncertainties from a classi-
fication perspective. Using σthreshold = 0.07, two classes were defined:
unreliable and adequate. A classification accuracy was calculated for the
full joint test set, but also separately for each class.
Just like in Table 4.4, there is a trade off between the two classes. In
some applications, it is more important to find adequate images (and
erroneously include some unreliable images too), for which the en-
semble is suitable. In other applications, it is more critical to remove
unreliable images (and risk removing some adequate images as well).
Then, the confidence network is a better choice.

Evaluation from a Classification Perspective

When considering possible applications, it is often desired to know
when the uncertainty is large, i.e. when the prediction network should
not be trusted, rather than knowing its exact value. Therefore, the
results were also evaluated from a classification perspective.

Using σthreshold = 0.07, the estimated uncertainties were interpreted
as class predictions: unreliable (σ̂ > 0.07) or adequate (σ̂ ≤ 0.07). These
were then compared to the true classes (σ > 0.07 or σ ≤ 0.07). Classi-
fication accuracies were calculated for all samples in the joint test set,
but also separately for the subsets of images belonging to each class.
These are displayed in Table 4.7.

It should be noted both datasets contained more adequate than
unreliable images. In fact, because of the ensemble, there were even
fewer unreliable images than in section 4.2. The joint Tobii NIR test set
now contained approximately 600 unreliable images and 54,300 ade-
quate images. Again, the ratio was more even for the joint MPIIGaze
test set: 1100 unreliable images and 4100 adequate images.
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Qualitative Analyses of Samples

Lastly, some samples in the joint test sets were visually inspected to
answer some qualitative questions:

1. Which types of images were truly uncertain? In other words,
which image types ended up to the right of the vertical dotted
line in Figures 4.8 and 4.9?
The eight images with the largest true uncertainties σ = ε/

√
2 =

||y − ŷ||/
√

2 in the joint Tobii NIR test set and in the joint MPI-
IGaze test set are displayed in Figures 4.10 and 4.11, respectively.
Thus, these images received the most inaccurate gaze predictions
from the ensemble of prediction networks.

2. Which types of images were identified as uncertain by the con-
fidence network and the ensemble? In other words, which im-
age types ended up above the horizontal dotted line in Figures 4.8
and 4.9?
The eight Tobii NIR images with the largest uncertainty estimates
σ̂ from the confidence network and the ensemble are displayed
in Figure 4.10. The eight MPIIGaze images fulfilling the same
criterion are displayed in Figure 4.11. Thus, these are the images
that the uncertainty estimation methods believed should have
received the most inaccurate gaze predictions.

3. Which types of images received overestimated uncertainties
from the confidence network and the ensemble? In other words,
which image types ended up above the horizontal dotted line
and to the left of the vertical dotted line in Figures 4.8 and 4.9?
For the subset of the Tobii NIR test set with true uncertainties be-
low half of the threshold σ < σthreshold/2 = 0.035, the eight images
with the largest uncertainty estimates σ̂ from the confidence net-
work and the ensemble are displayed in Figure 4.10. The eight
MPIIGaze images fulfilling the same criterion are displayed in
Figure 4.11. Thus, among these truly adequate images only, these
are the images that the uncertainty estimation methods believed
should have received the most inaccurate gaze predictions.

In all Figures 4.10-4.15, only the input images are displayed. No
gaze rays are illustrated. The bright blobs present in some Tobii NIR
images are glints, caused by the infrared illuminator reflecting in a pair
of glasses or in the eye surface.
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Largest true uncertainties - Tobii NIR dataset
σ | σ̂conf. net. | σ̂ensemble

Figure 4.10: The Tobii NIR images with the largest true uncertainties
σ = ||y − ŷ||/

√
2, meaning the worst gaze predictions ĝ(t).

Only one of these images was correctly identified as unreliable by the
confidence network and the ensemble. The other images correspond
to the outliers in Figure 4.6, to be further discussed in section 5.2.2.

Largest errors - MPIIGaze dataset
σ | σ̂conf. net. | σ̂ensemble

Figure 4.11: The MPIIGaze images with the largest true uncertainties
σ = ||y − ŷ||/

√
2, meaning the worst gaze predictions ĝ(t).

Four and one of these images were correctly identified as unreliable by
the confidence network and the ensemble, respectively.
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Largest uncertainty estimates - Tobii NIR dataset
σ | σ̂conf. net. | σ̂ensemble

Confidence network

Ensemble

Figure 4.12: The Tobii NIR images that received the largest uncertainty
estimates σ̂ from the confidence network and the ensemble.
For both methods, seven of these images were truly unreliable. Fur-
ther, five images are present in both subfigures. However, the confi-
dence network generally outputs larger values than the ensemble.
In both subfigures, one image had a true uncertainty below the thresh-
old σthreshold = 0.07. However, this image did not even picture an eye,
but a nostril. Further, the three other images of nostrils all had true
uncertainties larger than σthreshold. Possible explanations are discussed
in section 5.2.1.
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Largest uncertainty estimates - MPIIGaze dataset
σ | σ̂conf. net. | σ̂ensemble

Confidence network

Ensemble

Figure 4.13: The MPIIGaze images that received the largest uncertainty
estimates σ̂ from the confidence network and the ensemble.
No images were present in both subfigures. In the upper subfigure, i.e.
the largest uncertainty estimates from the confidence network, only
four images were truly uncertain. This agrees with the findings from
Table 4.7, i.e. that the confidence network identifies more unreliable
images, but with a cost of erroneously classifying some images as un-
reliable, even though they were not.
However, six of these eye images are very similar. They picture a per-
son with make-up and glasses, looking to his/her lower left. Obvi-
ously, the confidence network has identified these as features of un-
reliable images. The true uncertainties, however, vary a lot. Possible
explanations are discussed in section 5.2.
In the lower subfigure, i.e. the largest uncertainty estimates from the
ensemble, all images were truly uncertain. Five of them were also clas-
sified as this by the confidence network.
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Overvalued uncertainty estimates - Tobii NIR dataset
σ | σ̂conf. net. | σ̂ensemble

Confidence network

Ensemble

Figure 4.14: Among the Tobii NIR images with true uncertainties be-
low σthreshold/2 = 0.035, these images received the largest uncertainty
estimates from the confidence network and the ensemble.
All images in the upper subfigure were (incorrectly) classified as un-
reliable by the confidence network. However, none of them were clas-
sified as this by the ensemble. Further, even though the lower subfig-
ure contains the maximum uncertainty estimates from the ensemble
for this subset of images, only one of them was above the threshold
σthreshold = 0.07.
Only one image is present in both subfigures. However, the rest are
still very similar, mainly picturing confusing glints and blinking eyes.
Except for no nostrils, these images are also similar to those in Fig-
ure 4.12. Possible explanations are discussed in section 5.2.1.
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Overvalued uncertainty estimates - MPIIGaze dataset
σ | σ̂conf. net. | σ̂ensemble

Confidence network

Ensemble

Figure 4.15: Among the MPIIGaze images with true uncertainties be-
low σthreshold/2 = 0.035, these images received the largest uncertainty
estimates from the confidence network and the ensemble.
All images in the upper subfigure were (incorrectly) classified as un-
reliable by the confidence network. In fact, three of them were even
among the eight images with the largest uncertainty estimates in Fig-
ure 4.13. One of them was also classified as unreliable by the ensemble.
Further, just like in Figure 4.14, the lower subfigure contains the max-
imum uncertainty estimates from the ensemble for this subset of im-
ages, but only one of them was above the threshold σthreshold = 0.07.
Further, the same image was also classified as unreliable by the confi-
dence network.
Only one image is present in both subfigures. However, the rest are
still very similar to those in Figure 4.13. Possible explanations are dis-
cussed in section 5.2.1



76 CHAPTER 4. RESULTS

4.3.3 Interpreting the Results

The plots of true and estimated uncertainties in Figures 4.8 and 4.9
show that the ensemble generally underestimates the uncertainties.
This was also confirmed by the accuracies in Table 4.7, as only very few
unreliable images were correctly classified by the ensemble. Regard-
less, the ensemble was still capable of ranking images and pinpointing
problematic samples in Figures 4.10-4.15.

This highlights that the ensemble suffers from not being trained for
uncertainty estimation. Otherwise, it could potentially have learned to
map the uncertainties into an appropriate interval.

On the other hand, neither the confidence networks output uncer-
tainty estimates that agree perfectly with the true uncertainties. How-
ever, from section 3.3, it should be remembered that the "true" uncer-
tainty σi, derived in Equation 3.10, is not truly the uncertainty of a
sample i.

Instead, σi is just the uncertainty that maximizes the likelihood for
that particular sample i. More specifically, it is the standard devia-
tion that maximizes the likelihood of the true stimulus point yi, given
the probability distributionN (yi|ŷi, σ̂

2
i I2). For instance, as will be dis-

cussed in section 5.2.1, it is possible to obtain a small "true" uncertainty
σi = ||yi − ŷi||/

√
2, even though a qualitative analysis of the corre-

sponding eye image indicates that it should be associated with a large
uncertainty.

For a large dataset, however, the overall distributions of σi-values,
such as those in Figure 4.1, should still reflect the actual uncertainties
well.

In Figures 4.6 and 4.7, the distributions of true and estimated un-
certainties are compared. Clearly, the ensemble underestimates them,
while the confidence network overestimates them. For a Gaussian
probability distribution, such as the one in section 3.3, the latter has
less harmful effects on the likelihood. Thus, overestimations were ex-
pected and somewhat desired, and rewarded by the scoring function.

If another probabilistic model would have been used, the confi-
dence network could have adopted another behaviour instead. In
other words, both the ensemble and the confidence networks can rank
images based on their uncertainties, but only the confidence networks
are flexible enough for estimating the actual error margins.

As mentioned in section 3.6.5, the ensemble only has access to half
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as much data as the full MVE method. Of course, this is unfair and
could potentially explain why the ensembles were more sensitive to
the underlying data split, compared to the confidence networks, in
Table 4.5.

However, the main motivation for having two training datasets
is to avoid underestimated uncertainties, which is exactly the main
problem with the naive ensemble. Possibly, if the prediction network
and the confidence network would share a training dataset, the MVE
method would have a similar performance as the ensemble. Specifi-
cally, the better generalization performance of the prediction network,
the less harmful should a common training set be.

In section 2.3, BNNs were abandoned because they might reduce
the quality of the gaze predictions. Ensembles have the opposite prop-
erty. This is confirmed by Table 4.1 and Figure 4.1, in which the ensem-
ble reduces the true uncertainties, i.e. improves the gaze predictions,
sightly for the Tobii NIR dataset. This side effect is definitiely an ad-
vantage of using ensembles for uncertainty estimation.

On the other hand, all final applications will have restrictions in
memory and computational power. A confidence estimation method
can never be implemented unless it is practically feasible. Compared
to the MVE method, which relies on only two networks, an ensem-
ble of seven networks naturally has larger memory demands. Also,
feeding the input image through seven, instead of only two, networks
increases the need for computational power and/or increases the re-
sponse time. Lastly, training seven networks instead of two is very
time-consuming.

However, worth noting is that the training of the seven prediction
networks in the ensemble can be fully parallelized, given enough com-
putational power. The training of the confidence network, on the other
hand, cannot begin until the prediction network is fully trained, as it
is trained based on the accuracy of the gaze predictions.

One last advantage of the confidence networks is their flexibility. If
the separated architecture is used, they do not even need correspond-
ing prediction networks. Instead, given some probabilistic model, they
can be trained based on any error distribution, including one obtained
from the model-based gaze trackers described in section 2.1. This is
further discussed in section 5.6.
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Conclusion

Summarizing these results, the MVE method has several advantages
over the naive ensemble. The practical advantages, such as reduced
memory requirements and shorter response times, were known in ad-
vance.

Further, this project highlights that the confidence network benefits
from being trained, as the uncertainty estimates are generated within
an appropriate interval.

However, as will be further discussed in section 5.2, this regres-
sion problem can never be modelled perfectly. Specifically, the actual
uncertainties of the eye images are unavailable information, while the
stand-in "true" uncertainties σi = ||yi− ŷi||/

√
2 depend on unavailable

features. Regardless, in Figures 4.8 and 4.9, the confidence networks
seem to capture the overall distributions of uncertainty estimates well.



Chapter 5

Discussion

5.1 Datasets

5.1.1 Characteristics

Chapter 4 indicate that the two datasets have some inherent differ-
ences.

First of all, the MPIIGaze dataset was associated with larger true
uncertainties, meaning worse gaze predictions, than the Tobii NIR dataset.
Secondly, the true uncertainties were also spread over a larger range
of values for the MPIIGaze dataset. Lastly, all results obtained from
the MPIIGaze dataset were more dependent on how the dataset was
split into training, validation and test data, i.e. less robust, than the
Tobii NIR dataset. These relations can be derived to characteristics of
the two datasets.

First, visual inspections of the eye images show that the Tobii NIR
dataset was collected under restricted conditions, resulting in homoge-
neous images. Further, because of the near-infrared (NIR) illuminator
causing the pupils to flash, learning to identify pupils in these images
should be straightforward.

The MPIIGaze images, on the other hand, were not collected with
such an illuminator. In fact, they were taken with regular laptop cam-
eras, resulting in an overall lower quality. Further, these images also
have larger variations in lightning conditions, head pose etc., making
them more difficult to learn to derive gaze rays from.

Most importantly, the MPIIGaze dataset contains eye images from
only 15 people. After splitting the data, the training sets were assigned
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six persons each, and the validation and test sets only one person each.
A prerequisite for obtaining a robust network with good general-

ization performance is that the training data is representative of the
final area of application. The network cannot learn to perform well
for different types of samples, e.g. different eye shapes, presence of
glasses, different lightning conditions etc., unless being exposed to
these variations in its training phase. For the MPIIGaze dataset, a
subset of six persons generally do not cover all factors of variation
distributed among the 15 people.

Further, a large diverse training set also reduces overfitting, as it
encourages the network to ignore sample-specific details and learn
only general features for gaze estimation. This is also the purpose of
having a validation set. Thus, naturally, non-representative and non-
diverse validation sets, such as the one-subject validation sets of the
MPIIGaze dataset, may also introduce biases.

Consequently, having larger standard deviations for the MPIIGaze
dataset in Tables 4.1, 4.2 and 4.5 were expected. Generally, its train-
ing sets were not representative of the full dataset. Thus, the net-
work learned different features depending on which person was put
in which subset when splitting the data. For instance, assuming that
the test person wore glasses, then having a training set with at least
one person with glasses should result in better test scores, compared
to a network that has never encountered glasses before.

Because of the small number of subjects in the MPIIGaze dataset,
an attempt of eliminating the need for a validation set was made.
Assuming that overfitting begins at approximately the same epoch
in each training session, an optimal number of epochs could be esti-
mated with cross-validation. Unfortunately, also the Number of Epochs
Table 4.2 had large standard deviations for the MPIIGaze dataset, in-
dicating that they too depend on the specific data split and that no
generally optimal breakpoint exists.

Potentially, the fewer samples could also explain why the trans-
fer learning with pre-training approach, i.e. the tuning of an already
trained connected network, lead to improvements of the validation
score for the MPIIGaze dataset, but not for the Tobii NIR dataset.

First, when the feature extractor is trained as part of the prediction
network, it learns features from only six subjects. Then, in the sec-
ond training session, the same feature extractor is tuned based on data
from six other subjects. Thus, it can learn additional features, which
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were not present its previous training set. In fact, such new features
could have been useful for the prediction network as well.

5.1.2 Conclusion: A Data-Demanding Method

The differences between the Tobii NIR dataset and the MPIIGaze dataset
highlight that Mean-Variance Estimation is a data demanding method.

In fact, the need for two disjoint training sets in the MVE approach
may even reduce the quality of the gaze predictions. In Table 4.1,
the single prediction network had a median "true" uncertainty of σ =

0.048. This corresponds to a Euclidean error of 0.048 ∗
√

2 = 0.068,
which in turn can be converted into a angular error using the small
angle approximation: tan 0.068 ≈ 0.068 rad ≈ 3.9◦.

However, if no samples had to be reserved for training a corre-
sponding confidence network, the prediction network could have been
trained with data from twice as many subjects. This was exactly the
case in [6], resulting in a mean error below 3◦ for the MPIIGaze dataset.

Of course, other factors may also contribute to this difference. For
instance, as discussed in section 3.5.2, the prediction network in this
project was simplified compared to its original architecture in [6]. Re-
gardless, the relationship between increased amount of training data
and improved results is well known.

In section 2.3, one of the reasons for abandoning BNNs was the
risk of decreased quality of the gaze predictions. This analysis show
that, given a fixed amount of training data, the MVE approach suffers
from the same problem. On the other hand, even though additional
data collection can be both time-consuming and expensive, it is a very
straightforward solution to this problem.

5.2 Irrational Samples

The main conclusion to be made from the Results chapter is that, for
both datasets, the confidence networks were able to identify some, but
not all, features determining whether the prediction network would
struggle with a particular eye image or not.

In fact, based on the qualitative analyses of a few specific samples
in Figures 4.10-4.15, it seems like some relevant features are not even
present in the eye image itself. Other, sometimes random, factors affect
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the value of the "true" uncertainty σi = ||yi− ŷi||/
√

2, resulting in more
complicated relationships.

5.2.1 Accurate Gaze Rays for Non-informative Eye Im-
ages

According to the confidence networks, the eye images in Figures 4.10
and 4.11 were believed to be the most unreliable samples in the joint
test sets. The Tobii NIR images were either dark with confusing glints,
or they pictured nostrils or blinking eyes. The MPIIGaze images, on
the other hand, were blurry or pictured downward gazes. From a
human perspective, these image types are indeed problematic. Also,
most of them did have large true uncertainties, so the confidence net-
works behaved as desired.

Figures 4.14 and 4.15, on the other hand, also display images that
the confidence networks believed to be unreliable, but which actually
had small true uncertainties. In other words, the confidence networks
failed here. Despite this, these images were very similar to those with
the largest true uncertainties, i.e. mainly glints and blinking eyes for
the Tobii NIR dataset, and blur and downward gazes for the MPIIGaze
dataset. As mentioned earlier, such images would be discredited by
humans too, but for these particular eye images, this was not reflected
in the quality of the gaze predictions.

Luckily, such irrational samples, where the prediction network out-
puts accurate gaze predictions for deceptive input images, can have
reasonable explanations.

Consider the case of a blinking eye. Technically, such an eye is
not looking in any direction at all. Regardless, the corresponding eye
image was still assigned a true stimulus point on the screen, which
was the point that the person was asked to focus on.

Prediction networks are incapable of rejecting insufficient eye im-
ages. They estimate gaze rays for any input images, including images
of blinking eyes (and images that do not picture eyes at all). For a com-
pletely non-informative image, the prediction network should ideally
have learned to output the average gaze ray of all non-informative im-
ages in the training set. For instance, this could be the gaze ray to the
center of the screen.

In most cases, this gaze ray does not coincide with the true stimulus
point of the eye image, and the confidence network will, as desired,
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learn to associate blinking eyes with large uncertainties.
However, for some blinking eye images, the true stimulus points

were indeed placed close to the center of the screen. Then, by pure
accident, their gaze predictions turn out to be accurate. Such samples
receive low scores, even though the confidence network performs ex-
actly as it should for blinking eyes.

This is highly related to the discussion from section 3.3, stating
that the inherent uncertainty of an eye image is a complex concept,
for which true labels are missing. Even though the stand-in "true" un-
certainty σ = ||yi− ŷ||/

√
2 works well on average, it sometimes results

in these kinds of outliers.

5.2.2 Incorrectly Annotated Eye Images

Studying Figure 4.10, i.e. the most unreliable Tobii NIR images, an-
other confusing behaviour was identified. First, only one of them was
identified as unreliable by the confidence network. Further, from a
human perspective, only two images had any obvious disturbances.

Also this type of irrational samples, where the prediction network
outputs inaccurate gaze predictions for decent input images, can have
a reasonable explanation.

For datasets containing eye images with corresponding gaze direc-
tions, all samples are rarely perfectly annotated. In fact, people of-
ten get distracted and look in other directions than they were asked
to. Generally, this does not damage the eye images visually. Noth-
ing prevents the eyes from staying open, the pupils from flashing or
the resulting images from being sharp and high-contrast. However,
since the persons are no longer looking at their stimulus points, these
samples become incorrectly annotated.

Regardless, most eye images do have sufficient annotations. Also,
for most sharp images picturing open eyes with bright pupils, the pre-
diction network outputs gaze predictions of high quality. Thus, a con-
fidence network will learn to associate these with small uncertainties.
Again, this is desired.

Then, for an incorrectly annotated test sample, the prediction net-
work may indeed output an excellent gaze ray based on the eye image.
Unfortunately, this gaze ray will not coincide with the incorrect "true"
stimulus point. This results in a large error. However, since there are
no signs of incorrect annotation in the eye image itself, the confidence
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network will still output a small uncertainty estimate. Once again, a
low score is obtained, even though the confidence network behaved as
it should.

The MPIIGaze dataset does not seem to suffer from this problem
to the same extent. From a human perspective, the majority of the eye
images in Figure 4.11 do have some disturbances. This is also sup-
ported by Figure 4.9, in which only a few unreliable samples receive
small uncertainty estimates. Thus, either this dataset has been cleaned
from incorrect annotations or the participants were better at focusing
on their stimulus points.

The number of times people are losing focus during data collec-
tion can possibly be reduced by removing lights and distracting ob-
jects from the setup. However, the problem can never be completely
eliminated.

Manual cleaning of annotation errors in a dataset is time-consuming.
Potentially, the MVE approach can help speed it up.

Specifically, even though the Tobii NIR dataset seems to have a sig-
nificant number of incorrectly annotated images, they were not many
enough to invalidate either the prediction network or the confidence
network. Instead, when feeding the dataset through both networks,
the incorrectly annotated samples end up as outliers in Figure 4.8.
Thus, by examining only those samples in more detail, a large frac-
tion of the incorrect annotations could be removed effectively. Then,
using the cleaned dataset, an even more accurate prediction network
could potentially be trained.

5.2.3 Conclusion: A Human-like Behavior

To summarize this section, the confidence networks did indeed cap-
ture useful information about which types of eye images typically cause
problems. Generally, these eye images were also considered to be un-
reliable from a human perspective. In other words, using only the
errors in gaze predictions associated with different eye images, confi-
dence networks could learn to mimic a quite abstract human behavior.

The analyses in this section clearly show that the mapping from
eye image to "true" uncertainty σ = ||yi − ŷ||/

√
2 is non-deterministic.

In extent to the visual appearance of the eye images, other factors also
affect the errors of the gaze predictions. Thus, as long as the confidence
network is fed only the eye image as input, it will always be a sub-
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optimal regression model.
Therefore, the confidence network could potentially benefit from

additional input information. This is further discussed in section 5.6.
However, unfortunately, not all factors affecting the error can be used
as input data. For instance, for blinking eyes, the location of the true
stimulus point will largely affect the resulting error, but this point is
always unknown in the final application. Therefore, the confidence
network will never be able to solve this regression problem perfectly,
but neither would any human.

In several practical applications, the uncertainty estimate is only
needed for comparison against a threshold. Then, technically, the con-
fidence network could be trained as a classification network instead.
Actually, the qualitative analyses in Figures 4.10-4.15 indicate that this
is what the current regression network mainly captures anyway. This
is further discussed in section 5.6.

5.3 Main contributions

The main contribution of this work to the scientific community is the
actual implementation of uncertainty estimation for gaze tracking. Specif-
ically, by introducing the two error models in section 3.2, the proba-
bility distribution could be modelled on a two dimensional surface,
instead of the more complicated angular space.

Further, some drawbacks of using the log-likelihood and the RMSE
as scoring functions, as is often done in the literature [7, 2, 3, 4], were
identified. Therefore, a new scoring function was constructed in sec-
tion 3.4. Even though it was specifically designed for this gaze tracking
application, it could be reused in its current form for evaluating any
uncertainty estimates related to two-dimensional radial Gaussian dis-
tributions. Further, only small adjustments are necessary for adapting
it to any Gaussian distribution.

Lastly, this project also show that, despite being theoretically con-
vincing, the most advanced methods are not always best suited for
practical applications. Instead, a simple and intuitive approach can
work well enough. Specifically, when estimating inherent uncertain-
ties, there are no true labels. Regardless, an efficient solution could still
be implemented by assuming a probability distribution and training a
confidence network to maximize the likelihood of the training data.
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Clearly, the resulting confidence network was unable to maximize
the likelihood of every single test sample. Regardless, the overall dis-
tributions of uncertainties and scores still indicate that the network
captures relevant uncertainty information. Further, qualitative inspec-
tions of samples show that the confidence network indeed learned to
associate some relevant features, such as blinking eyes, glints etc., with
large uncertainties.

5.4 Related Work

This project clearly resembles the work of T. Chen et al. [17]. Their
setup relies on a base model and a meta-model, which would corre-
spond to the prediction network and the confidence network in this
project, respectively. Then, citing from their abstract, "The confidence
score is learned by the meta-model observing the base model succeed-
ing/failing at its task." Regardless, the actual implementation, defined
by the problem formulation, models, loss functions etc., still differs a
lot from this project.

One interesting finding in [17] was that the confidence estimates
were improved by allowing the meta-model to have access to subse-
quent layers of the base model. This agrees well with the connected
architecture being the most advantageous in this project, as was con-
cluded in section 4.2.3.

This is further supported by other work. For instance, DeVries and
Taylor [18] implemented two parallel branches for prediction and con-
fidence estimation, which shared a common feature extractor.

However, despite the reasoning behind separate training sets in
section 2.4, both branches in [18] were trained simultaneously with
common training data. As expected, and observed by the authors, the
prediction branch overfitted to the training samples, resulting in de-
ceptive training data for the confidence branch.

To account for this, the authors introduced aggressive data aug-
mentation, causing the prediction branch to perform badly for some
samples. Thus, the confidence branch could be fed training samples
with large uncertainties too. In that way, the need for two datasets
and two training sessions, which are important disadvantages of the
MVE method, was eliminated.

Unfortunately, this came with a cost of complexity and the authors
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mention that hyperparameter tuning is essential when training these
types of combined networks. Specifically, weighting the prediction
and confidence components of the loss function was important. The
results presented in this project, on the other hand, were obtained after
only a minimal amount of hyperparameter tuning.

Further, having aggressive data augmentation could be interpreted
as training the prediction branch with unrealistic samples. Potentially,
such extreme samples could affect the training negatively. This high-
lights an important advantage of the MVE setup, i.e. that adding a
confidence network is completely risk-free, as the prediction network
is not affected in any way.

On the other hand, uncertainty estimation is generally implemented
in the context of out-of-distribution (OOD) detection. This is related to
the fact neural networks only learn to perform well for samples that
are represented in their training sets. For other inputs, the networks
behave unexpectedly and should not be trusted. In those cases, rather
than taking wild guesses, it would be desired to have a network that
warns the user about unfamiliar samples.

Using only realistic samples for training a confidence network, as
was done in this project, does not enable OOD detection. Instead, the
confidence network will be just as useless as the prediction network
when encountering OOD samples.

For the gaze tracking problem, however, OOD samples are not the
only source of uncertainty. In fact, the training data itself contains
many problematic images, such as the blinking eyes, glints and blurry
images in Figures 4.10-4.15. As discussed in section 5.2, a confidence
network can assist in inspecting and cleaning a dataset from corrupt
and incorrectly annotated samples.

5.5 Ethics and Sustainability

As discussed in chapter 1, the purpose of accompanying an estimated
gaze ray with a corresponding uncertainty estimate is to enable more
reliable and powerful gaze tracking. Then, depending on which indus-
tries exploit this technology, there are different effects on our society.

One important gaze tracking application is assistive technology
for communication. This targets people with disabilities and special
needs, who have limited or no ability to speak and move their hands.
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For these people, receiving a gaze-controlled computer can be abso-
lutely life-changing, as it enables them to communicate with their en-
vironment and live a more independent life.

Another application is the understanding of human behaviour. Here,
gaze trackers are used by researchers in the fields of psychology and
neuroscience to investigate how we gather visual information and why
we react to it in certain ways. For instance, reduced coordination of eye
movements can be a symptom of neurological diseases. Then, a gaze
tracker can be used to unobtrusively monitor the course of the disease.
Further, since visual input is key in cognitive processes, gaze trackers
can help gain insight into human memory, language and attention.

Using eye trackers for understanding human behaviour is also rel-
evant from a business perspective. By monitoring customers’ atten-
tion and subsequent actions, marketers can learn to communicate their
messages more effectively.

Similarly, manufacturers can observe their employees’ routines to
identify bottlenecks, sources of human error and safety risks in their
production lines. In extent to being economically beneficial for a com-
pany, these use cases may also help our transition into a more sustain-
able society, by reducing the waste of energy and materials, as well as
improving working conditions for employees.

On the other hand, from a privacy perspective, the people being
monitored may find this infringing. Naturally, participation in studies
should always be optional. Regardless, the gaze tracking technology
does indeed enable more aggressive surveillance of people, both with
and without them knowing it. For instance, the MPIIGaze dataset used
in this project was collected with regular laptop cameras, from which
gaze directions could be estimated with an average error margin of
only a few degrees.

5.6 Future Work

Several interesting extensions of this project can be made.
First, it was stated in [6] that using personal calibration signifi-

cantly improved the quality of the gaze predictions. Possibly, this also
applies to the uncertainty estimates. Either, the same personal param-
eters as in the prediction network can be used, meaning that no ad-
ditional training is required, or a new embedding can be trained. Po-
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tentially, this could help the feature extractor with focusing on more
general features, as the person-specific variations are captured by the
embedding.

Further, personal calibration could possibly help identifying inat-
tentive subjects, i.e. people who tend to lose focus of the stimulus
point during data collection, resulting in incorrectly annotated sam-
ples as explained in section 5.2.2. The personal parameters of these
subjects should be associated with larger uncertainties overall. After
identifying such high-risk people, several incorrect annotations could
potentially be removed by critically assessing only the high-risk im-
ages.

Section 5.2 also concludes that the mapping from eye image to gaze
error is non-deterministic, meaning that other factors also affect the
uncertainties. Some of these are stochastic and/or unknown, but oth-
ers are accessible. For instance, in section 3.2, it was stated that gaze
rays with larger angles of incidence to the screen should be associated
with larger screen model errors. To encourage the confidence network
to learn such relationships, the estimated gaze ray could also be fed as
input data, in extent to the eye image already used.

Another possible extension of this project is to transform the regres-
sion problem into a classification problem. The analysis from section
5.2 indicates that this seems to be what the network learns anyway,
because of the non-deterministic mapping from eye image to gaze er-
ror. Thus, instead of trying to estimate a numerical uncertainty value,
the confidence network would simply classify each image as either
unreliable or adequate. Possibly, a third limit class could also be im-
plemented, covering some interval of error values around the thresh-
old. By classifying an eye image as unreliable or not, the number of
false positives in different applications can be reduced, as discussed in
chapter 1.

Further, the prediction network is currently estimating one gaze
ray for each eye, independently. However, for many commercial (non-
medical) applications, these predictions are combined into one mean
gaze ray. Then, assuming a person wears glasses and that an infrared
illuminator is used, it is possible that one eye image is covered by a
large glint, while the other remains undamaged. If so, instead of cal-
culating the mean gaze ray, it would make sense to assign more im-
portance to the better eye image.

Due to time constraints, only a minimal amount of hyperparame-
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ter tuning was carried out in this project. Probably, all results would
be improved if an extensive hyperparameter search was made. How-
ever, as was already mentioned in section 4.2.3, the fact that useful re-
sults could be obtained without any advanced hyperparameter tuning
highlights the robustness of this method.

Section 4.3.3 concludes that the confidence network produces bet-
ter uncertainty estimates than established Monte Carlo methods for
ensembles. However, the ensemble in this project is said to be naive
for a reason. First, it only has access to half as much data as the MVE
method does. Further, the only variation in training data between the
prediction networks is the hold out validation set. Thus, it would
be interesting to compare the MVE method to an ensemble obtained
from dropout sampling instead, following the Bayesian approxima-
tion method presented in [2].

Theoretically, the MVE is certainly more computationally efficient
than the ensemble. It would be interesting to examine this difference
in practice, and compare the results with the requirements for differ-
ent practical applications at Tobii. Also the difference in training time
between the connected approach and the other architectures would be
interesting to measure explicitly.

Further, based on their model-based approaches, Tobii has already
implemented other methods for uncertainty estimation. As stated in
section 4.3.3, a confidence network can be trained with any gaze er-
ror distribution, including one from a model-based approach. Thus,
it should be possible to compare the confidence network with these
current methods for uncertainty estimation.

Lastly, because of the long training times, all statistical results are
obtained from only one ensemble for each dataset. For obtaining sta-
tistical validity, more ensembles should be trained.
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Conclusion

Based on the results and discussions in chapters 4-5, the two research
questions posed in chapter 1 can finally be answered.

1. What is the optimal design of the confidence network?

(a) The plane model as error model for three-dimensional gaze
rays
Theoretically, there were some differences between the plane
model and the screen model, but they did not have any par-
ticular effects on the results. Thus, it was concluded that the
error model should be chosen based on the application.
In this project, there was a bias towards the plane model,
as it is closely related to angular errors and could be imple-
mented for both datasets.

(b) The connected approach as network architecture
Throughout the various experiments, the connected archi-
tecture was always associated with at least as good results
as the other architectures.
Further, when also taking practical feasibility, such as re-
duced memory demands, into account, the connected archi-
tecture was the most optimal.

(c) The negative log-likelihood (NLL) as loss function
The confidence networks trained with NLL loss clearly out-
performed those trained with L1 loss.

91
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2. How does the confidence network (of optimal design) perform
compared to a naive ensemble, i.e. the baseline method in section
3.6.1?

The confidence network was flexible and practically feasible.

Both methods seem to be able to rank eye images accurately,
based on their uncertainties. However, only the confidence net-
works are flexible enough for estimating the actual error mar-
gins.

Further, some practical advantages of a confidence network com-
pared to an ensemble, such as reduced memory requirements
and shorter response times, were known in advance.
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