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Abstract 

The aim of this thesis is to exploit the technological capabilities of computer 
supported collaborative work (CSCW) in the field of collaborative Modelling 
and Simulation (M&S). The thesis focuses on addressing two main problems: 
(i) providing flexible means of consistency management in collaborative M&S, 
and (ii) the ability of providing platform and application independent services 
for collaborative M&S. 

In this work, CSCW technologies and how some of the concepts can be 
incorporated in a distributed collaborative M&S environment, have been 
studied. An environment for component based simulation development and 
visualization, which provides support for collaborative M&S, has been 
designed. Some consistency policies were implemented, which can be used in 
conjunction with distributed simulation and the High Level Architecture 
(HLA) have been investigated. Furthermore, the efficient utilization of HLA 
and XML in combination, as the foundation of a CSCW infrastructure has 
been proved. Two consistency policies were implemented utilizing HLA, a 
strict and an optimistic, in the distributed collaborative environment. Their 
performance was compared to the performance of a totally relaxed policy, in 
various collaboration situations. 

Keywords: CSCW, collaboration, HLA, distributed simulation, consistency 
management, CSCW services, modelling and simulation 
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Sammanfattning 

Målet med detta arbete är att utforska teknologiska möjligheter för datorbaserad 
samverkan, eller det som på engelska benämns Computer Supported Collaborative 
Work (CSCW), inom området Modellering och Simulering (M&S). Arbetet har 
genomförts med fokus på två huvudsakliga problem: (i) att tillhandahålla 
mekanismer för flexibel hantering av consistency för datorbaserat samarbete kring 
M&S, samt (ii) förmågan att tillhandahålla tjänster för samverkan inom M&S 
som är plattforms- och applikationsoberoende. 

I detta arbete har ett antal CSCW-teknologier studerats, och hur några av de 
koncepten kan inkorporeras i en distribuerad miljö för datorbaserat M&S-
samarbete. En miljö har vidare designats, för komponentbaserad 
simuleringsutveckling och –visualisering, som tillhandahåller stöd för 
datorbaserad samverkan. Ett antal policies för consistency har utforskats, som har 
implementerats och kan användas tillsammans med en standard för distribuerad 
M&S, the High Level Architecture (HLA). Vidare har den effektiva användningen 
av kombinationen HLA och XML som grund för utvecklingen av en 
infrastruktur för CSCW påvisats. Två policies har även implementerats, med 
hjälp av HLA, strikt samt optimistisk consistency, i den distribuerade 
datorbaserade samarbetsmiljön. Deras prestanda har utvärderats och jämförts 
med en helt relaxerad policy och med respekt för varierande 
samarbetssituationer. 

Nyckelord: CSCW, samarbete, HLA, distribuerad simulering, consistency 
management, CSCW-tjänster, modellering och simulering 
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Chapter 1  
Introduction 

1.1 Background 

One of the fastest expanding research areas in the past decades is the field of 
computer science. Since the concept of computer hardware and utilization was 
introduced in the middle of the last century, huge progress has been made 
within the field. Over the last decades, computers have emerged from being 
advanced research and technology, to being integrated in our every-day life. 
Computers, and with the incredible introduction of the Internet, provide a rich 
flora of resources and information. The expanding utilization of networks in 
general provides possibilities for overcoming distances between people and 
organisations, through supporting communication and information sharing. 
Suddenly, we are supported with unlimited connections between us. 

One of the new areas, introduced through the Internet and spread use of 
computers, is the field of human collaboration through computers, usually 
referred to as Computer Supported Collaborative Work (CSCW). CSCW deals with 
methods and techniques for allowing people to collaborate through their 
computers. CSCW software is the collective name of products that either 
provide computer-based collaboration, or support in development of such 
software. The span of possibilities that the area offers is huge, but also brings 
new issues for investigation and further development. 

1.2 Motivation 

Many agree that CSCW is a very important area for current utilization in human 
collaboration, and also as what in the future will become a natural complement 
to the ways in which people communicate. It goes hand in hand with mind-
blowing fields such as virtual reality, but also with more realistic applications 
such as E-learning and distant teamwork. Support for CSCW, in the form of 
software and products providing it, can have a significant importance for many 
areas of today. Hereby, applications can be utilized and tasks solved in ways and 
through collaboration not considered or made possible before. For the area of 
Modelling and Simulation (M&S), computer-based collaboration implies the future 
generation of M&S, namely collaborative M&S (CMS). CMS refers to human-
human collaboration, not the kind of collaboration that take place amongst for 
example distributed simulations. We can already see what possibilities CMS can 
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result in, through the realization of distance training, virtual meeting rooms for 
sharing of expertise, and distance education. However, few attempts to CMS 
exist today. An explanation to this could be that the M&S process includes 
multiple activities that are not always suited for such collaboration or not easily 
integrated in CSCW environments. Though M&S tools can be extended with 
support for collaboration, few CSCW products are suitable for such a process. 

One of the problems of CSCW, which according to the author is also one of the 
reasons for its limited use, is the lack of mature systems and applications. A lot 
of products and software have been developed, such as GroupKit and DistView 
for developing collaborative software, but few CSCW systems have been 
adopted for widespread use [1]. Products in use, such as the Groove platform 
and Microsoft’s NetMeeting, are mostly commercial and costly to obtain, 
platform dependent and not open-source for further development and 
customization. There are some attempts to more generic solutions, in the form 
of services for CSCW, and frameworks that assist in development of 
collaborative software. But merely a small number of products have left the 
laboratory, not many are maintained up-to-date, and few are platform 
independent1. 

To the best of our knowledge, there exist no general infrastructures for CSCW 
software development today. In order to exploit the potential of CSCW, as for 
example in the area of CMS, better support for developing such software must 
be available, and products that can assist in utilizing existing M&S tools in a 
collaborative way. Besides, collaborative M&S have certain characteristics that 
simple CSCW tasks do not. The M&S process includes activities all from non-
interactive simulation demonstration, to highly interactive real-time simulation 
modelling. This requires CSCW software that provides a general way of 
integrating the various activities, and that offers good performance such as low 
time delays for allowing highly interactive M&S tasks. Moreover, the required 
software has to support the different requirements certain activities have, such as 
various forms of synchronization and demands on system responsiveness. 

The High Level Architecture (HLA) is a standardized M&S framework for 
advanced distributed simulation. It is the M&S standard within the Swedish 
defence, is already in extensive use. When investigating technologies for 
enabling CMS in this thesis, it was decided to not only look at commonly 
considered technologies in CSCW context, such as peer-to-peer and web-based 
systems, but also HLA as a potential candidate technology. Though not 
developed for the purpose, HLA can provide possibilities for collaborative 
M&S. Except for providing a distributed communication architecture, the HLA 
provides advanced means for coordination of distributed processes, such as 
time and group management, that could be utilized for CSCW purposes as well. 

One of the toughest issues in CSCW software development to handle is 
synchronization of participants, especially if collaborating in real-time. This issue 
                                              
1 Platform here refers to computer platform as for example Windows, Unix etc., and also 
different hardware platforms such as pocketPCs, cell phones, lap-tops etc. 
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becomes even more challenging as most CSCW is distributed. Clients 
cooperating in real-time expect the shared environment and tools to be 
consistent, on the same time as allowing for high interaction responsiveness. A 
problem is that activities may have varying requirements on consistency, since 
different consistency mechanisms (often called policies) produce various amounts 
of delay and consistency guarantees. CSCW software that supports this kind of 
flexibility is seldom seen. Besides, the trade-off situation for consistency policy 
versus delay, and hereby system responsiveness, is not well investigated. When 
considering collaborative M&S, which includes highly varying activities with 
different user interactivity and high requirements on real-time system 
responsiveness, the issue becomes even clearer. In an environment supporting 
computer-based collaboration throughout the complete M&S process, it 
becomes apparent that different forms of consistency policies should be 
provided, in order to perform best for varying collaboration activities. 

1.3 Problem formulation 

This thesis discusses the field of CSCW from the perspective of M&S and with 
the overall goal to provide human-human collaboration in the M&S process. 
Related to this work many issues can be of importance to investigate, and the 
research and contribution of the thesis have focused on addressing two main 
problems. First of all, what is missing in the CSCW domain is generic, i.e. 
extendable and platform independent, infrastructures for development and 
integration of tools for collaboration, so that new fields such as M&S can easily 
utilize the possibilities CSCW provide. For these reasons, methods and 
technologies for implementing such an infrastructure have been investigated. 
Moreover HLA, which is an IEEE standard, was considered a candidate 
technology for building a CSCW infrastructure upon, and as an attempt to 
address one of the challenging issues within the field (i.e. consistency 
management). 

Second, the problem of flexible means of consistency management (CM) was 
addressed. For the purpose of the highly dynamic and flexible activities that 
collaborative M&S involve, it would be beneficial to provide means of variable 
CM. To accomplish this was one of the key issues throughout the research. 
Additionally, attempts were made to create a better understanding of the 
suitability of diverse consistency policies in different collaborative situations. 

1.4 Thesis outline 

The content of this thesis is presented as follows: 

Chapter 2: Chapter 2 gives an introduction to the field of computer based 
collaboration and products providing it. The chapter highlights some questions 
at issue when developing such software and motivates the research of this 
thesis. It is important for providing background, and for demonstrating the 
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importance of the field, but is probably not entirely new to readers already 
familiar with CSCW. 

Chapter 3: This chapter gives the perspective of computer-based collaboration 
when applying it to the field of Modelling and Simulation. Though the reader 
may be familiar with any of these fields, the chapter could be interesting since it 
highlights the potential of collaborative M&S, and also the complexity of 
problems related to it. 

Chapter 4: Chapter 4 introduces technologies considered in the research; Peer-
to-Peer, web-based systems and the High Level Architecture. For readers 
familiar with these, reading the chapter’s first sections will not provide much 
new. However, Section 4.4 presents an interesting discussion regarding time 
management in distributed simulation, when applied to the area of CSCW. 

Chapter 5: The most important chapter, Chapter 5, presents the scientific 
contribution of this thesis. It summarizes research result, ties it to published 
papers, and adds complementary information. If reading only parts of this 
thesis, this chapter should be it. 

Chapter 6: Future work is presented in Chapter 6, both planned activities and 
suggestions for future research. 

Chapter 7: All references for Chapters 1-5 are collected in this chapter. 
References used further on in the articles are presented in each chapter. 

Chapters 8-12: These chapters comprise articles published within the scope of 
in this thesis. Articles are given in time-order (oldest first in Chapter 8), with 
content unchanged but reformatted to be consistent with this thesis. 

1.5 Summary of scientific contribution 

The main contribution of the thesis has been published in five articles as 
described below. Articles are summarized in Chapter 5 and are presented in full 
in chapters 8-12. 

I. Jenny Ulriksson, Farshad Moradi & Olof Svensson. A Web-based 
Environment for building Distributed Simulations. Proceedings of the 
European Simulation Interoperability Workshop, London, Great Britain, 
June 2002. Presented in Chapter 8. 

Summary and contribution: This paper exploits the potential of web 
technologies for M&S. A web-based environment for M&S and 
collaborative work was developed. Initial ideas for the environment and 
of the superfederation concept was made in cooperation with Farshad 
Moradi. The author of this thesis is main contributor to ideas and design 
of the environment, the design of the HLA superfederation, and also 
main contributor to software development, and development of the 
paper. 



Chapter 1: Introduction 5

II. Jenny Ulriksson, Farshad Moradi & Rassul Ayani. Collaborative Modeling 
and Simulation in a Distributed Environment. Proceedings of the European 
Simulation Interoperability Workshop, Stockholm, Sweden, June 2003. 
Presented in Chapter 9. 

Summary and contribution: Dismissing the web-based solution, a peer-to-
peer technology was adapted for development of a distributed 
environment for collaborative M&S. The author of this thesis was main 
contributor to ideas and design, and main contributor to development of 
the environment and of the paper. 

III. Martin Eklöf, Jenny Ulriksson & Farshad Moradi. NetSim – A Network 
Based Environment for Modelling and Simulation. NATO Modelling and 
Simulation Group, Symposium on C3I and M&S Interoperability, 
Antalya, Turkey, October 2003. Presented in Chapter 10. 

Summary and contribution: This paper describes development of a common 
defense M&S environment, NetSim. The author of this thesis 
contributed to development of the paper, in cooperation with Martin 
Eklöf and Farshad Moradi, and is the main contributor of all parts 
regarding collaborative M&S, and services for collaboration developed in 
the environment. 

IV. Jenny Ulriksson, Farshad Moradi, Mattias Liljeström & Nicholas 
Montgomerie-Neilson. Building a CSCW Infrastructure utilizing an M&S 
Architecture and XML. Published in the Springer lecture notes of the 2:nd 
conference on Cooperative Design, Visualization and Engineering 
(CDVE2005), Palma de Mallorca, September 2005. Presented in Chapter 
11. 

Summary and contribution: An infrastructure for CSCW was developed 
based on HLA and XML. The author of this thesis was the main 
contributor of ideas and design of the infrastructure, and development of 
the paper. Prototype development and experiments were held by the first 
author, and performed in cooperation with M. Liljeström and N. 
Montgomerie. 

V. Jenny Ulriksson & Rassul Ayani. Consistency Overhead using HLA for 
Collaborative Work. Proceedings of the conference on the 9-th IEEE 
International Symposium on Distributed Simulation and Real Time 
Applications (DS-RT’05), Montreal, Canada, October 2005. Presented in 
Chapter 12. 

Summary and contribution: This paper handles the issue of providing 
flexible consistency within a collaborative tool, utilizing HLA. An 
application was developed and consistency policies were implemented 
and evaluated. The author of this thesis was the main contributor of 
ideas, design, development, experiments, and development of the paper. 
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Chapter 2  
Computer Supported Collaborative 
Work (CSCW) 

Computer Supported Collaborative Work (CSCW) is a common term for a hot 
topic, which comprises research and technologies behind the concept of 
allowing people and systems to cooperate using their computers. The concept is 
nothing new. However, through the emergence of the Internet and distributed 
computer environments, CSCW is expanding its use in distributed 
collaborations, over distances not traditionally considered before, outside 
organisations and local networks. CSCW makes it possible for people to 
cooperate and solve tasks merely through using a computer environment. 
Distance training and education, high-tech virtual worlds, and actually e-mail, 
are well known practical examples of CSCW. 

Defining CSCW is not easy, not only since it includes various forms of 
communication and collaboration, but because it addresses many disciplines. 
Different domains, such as education and business, tend to define CSCW from 
their own perspective. Instead of giving a cross-field suited definition of CSCW, 
this chapter gives an introduction to the field, and what applications it can be 
used for. It also presents an investigation of what kinds of software are utilized 
for computer-based collaboration and some of the products that exist. 

2.1 Collaboration and cooperation 

Collaboration is only one term used for joint actions between processes that most 
often are human beings. According to several online dictionaries, collaboration 
refers to the act of jointly working together, especially in a joint effort [web 1, 
web 2, web 3]. Collaboration can encompass various forms of communication, 
information sharing, cooperation and problem solving. An example of utilizing 
the word collaboration is “You could either work in collaboration or 
independently to solve a problem”. 

The term Cooperation also refers to acting or working together, but is often 
connected to a more concrete task, or is associated with businesses etc. [web 1, 
web 2, web 3]. An example of utilizing cooperation is “The cooperation with 
FOI was necessary for the result”, which refers to a specific cooperation. 

In this thesis collaboration is assumed to be only human-human. Since 
technological conditions and possibilities are investigated, few social aspects 
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have been considered. The term cooperation is from now on for convenience used 
equally as collaboration, namely for human-human collaboration in order to 
jointly solve problems and accomplish common goals. 

2.2 New forms of collaboration 

We no longer provide all required services within one single company, one 
organisation, on one particular geographical location. The introduction of 
industrialism brought effectiveness into the way we work, dividing work into 
smaller, specialized tasks. This division and specialization is on-going all the 
time. Nowadays it is not even restricted to people within the company to 
perform the tasks, but also outside the company and even abroad. The 
expanding division of work and distribution of tasks to various geographical 
locations, require collaboration and cooperation. Phones and travelling are 
either not cost-efficient, or they do not fulfil the kind and amount of 
collaboration we ask for. The advances within information technology (IT) have 
provided us with highly supportive facilities such as e-mail and the Internet, and 
there is yet more to come. 

As described by Churchill, the area of Virtual Reality (VR) burst out as a 
promising field of application in the 80’s [2]. Futuristic novels and movies 
presented the future of VR, as a way of offering people possibilities of meeting 
and interacting with each other within virtual spaces. The VR hype died in the 
90’s, but research activities related to the field continued. A closely related field 
that, in opposite to VR, has gained continued interest and actual application is 
Collaborative Virtual Environments (CVEs), i.e. environments dedicated to 
supporting CSCW. Churchill et al. give a short explanation of the term: 

“This field has its goal the provision of new, more effective means 
of using computers as tools for communication and information 
sharing with others.” [2] 

The definition of a CVE given by the same authors is: 

“A CVE is a computer-based, distributed, virtual space or set of 
places. In such places, people can meet and interact with others, 
with agents or with virtual objects. CVEs might vary in their 
representational richness from 3D graphical spaces, 2.5D and 2D 
environments, or text-based environments.” [2] 

What above definition declares is that collaboration in CVEs can take place as 
well between humans as between humans and systems, and also merely between 
systems. But from now on, the collaboration referred to in this thesis refers only 
to human-human collaboration. What the definition also says is that, in 
difference to the precursor VR which we most often associate with complex 3D 
environments, CVEs need not be three dimensional. CVEs can hence provide 
more easily accessed computer-based collaboration than VR environments in 
general. According to the author of this thesis, the often uncomplicated 
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availability of CVEs is one of the main reasons for the vanishing of VR and the 
oppositely growing field of CVEs and CSCW. 

Collaborative work through our computers will constitute the future, and is 
something that will change the way people communicate and live in several ways 
[3]. The difference has already become obvious within many areas, of which 
distance education and learning, popularly referred to as e-learning, is a good 
example. E-learning is education held at a distance and is often web-based and 
asynchronous. In the future we will probably see a lot more of e-learning, but 
until now, few comprehensive systems support these kinds of activities, and 
especially synchronous interaction between student and teacher. 

One of the first areas to adopt computer based collaborative work was within 
companies managing distributed teams. Utilizing CVEs can here enhance 
communication between team members and access to expertise can be 
facilitated. A group of developers can for example at a distance be provided 
with live communication with the customer, this way assuring quality of work 
through immediate collaboration. But, as with most CSCW, no generally 
accepted environments for distributed distant teamwork exist. Microsoft’s 
NetMeeting [web 4] and Groove’s collaboration platform [web 5] are two 
exceptions. In Example I distant teamwork is exemplified, to demonstrate the 
advantages and possibilities of CSCW. 

 

2.3 Synchronous versus asynchronous CSCW 

Example 1 illustrates what is commonly referred to as synchronous CSCW, 
which means people are collaborating in real-time and for example see 
differences in a shared file or application at the same time. Now, imagine the 

Example I – Geographically distributed team work 

A team of Swedish developers are constructing a banking system for a Danish 
bank. After a great amount of E-mail correspondence and a few actual meetings, 
the implementation phase for the system is about to begin. Due to security aspects 
and other factors, achieving a mutual understanding of the design is of great 
importance. Large sums of money are at stake and time is short. 

A final computer workshop is held before implementation begins to validate the 
design. Instead of physical meetings, it is managed through a newly obtained CVE 
that connects all involved persons and lets them share applications and 
communicate through video and audio, directly in a virtual conference. Involved 
people are a group of developers at a consultant company in the North of Sweden, 
a Swedish contact person at the consultant’s main office in Stockholm, and the 
main company management people at the bank in Denmark. 

Since the workshop is held in a CVE, all people can participate from their original 
location, having access to all material they are working with at that location. The 
developers demonstrate their final design, letting the Danish comment and add 
things in real-time. In this way, they can make sure no misunderstandings arise, 
despite being seated in different countries. 



 10

situation in Example 1, and that a developer is demonstrating the system design 
for the customers, using the CVE. If anyone has a comment, he or she can 
comment it immediately, everybody hears or sees the comment directly, and if 
the person who has a comment changes anything in the design at his place, 
everybody sees the change immediately, i.e. synchronously. Despite being at 
different locations, synchronous CSCW allows people using a program or 
viewing a moving picture, to experience they see the same view of the working 
area at the same time. 

Far from all CSCW is synchronous. Not all CSCW is held at a distance either. 
Johansen was the first to divide CSCW into four main categories in a matrix [4]. 
The matrix has become somewhat a classic when describing different kinds of 
computer-based collaboration, and is presented in Figure 2.1. It describes four 
modes of human collaboration. For example if two people are using the same 
work station with the same set of files, and in turns change the files, they are 
collaborating locally but asynchronously, since they are not sharing the 
documents at the exact same time (upper left square in the figure). If the same 
two people instead are sharing and changing the files through for example e-
mail, still not at the exact same time, the collaboration is asynchronous and 
remote, i.e. distributed (lower left square in figure). Synchronous collaboration 
refers to people collaborating (interacting and communicating) at the exact same 
time. If for example using the same computer with two interaction devices (such 
as joysticks) or if two people are at the same place putting together a document, 
the collaboration is synchronous and local (upper right square of the figure). 
Last, if remote collaboration is held in real-time, where people share a document 
at the exact same time, the collaboration is remote and synchronous (lower right 
square in figure). 

 
Figure 2.1: CSCW is classically divided into four different modes depending on time and 

location. The original matrix is presented in [4]. Words in this figure are not original. 

The most successful application for CSCW is asynchronous. Internet users 
receive around 30 billion e-mails per day [web 6], and even if taking into 
account the numerous spam mails, e-mail has proven to be a hugely successful 
communication medium for both personal and business usage. Another 
successful example of asynchronous CSCW is electronic calendars, which were 
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among the first used CSCW applications [3]. In those calendars a person that 
wants to book a meeting can let the system check all related personal calendars 
for a jointly convenient time, request scheduling from all clients, and let the 
system notify of changes. 

As easily understood the requirements on a system providing asynchronous 
collaboration and synchronous collaboration differ. In asynchronous software 
issues to handle are focused on version management, and efficient management 
of distributed consistent data. In synchronous software the main challenge to 
address is users requirements on real-time responsiveness. Here, efficiently 
handled concurrency and consistency management, without time-consuming 
overhead2, are of great importance. 

2.4 CSCW introduces virtual social aspects 

The field of CSCW spans multidisciplinary, involving not only technological 
fields such as the most modern technologies, such as rich graphical systems for 
3D visualization and complex distributed systems, but also another important 
issue; the social aspect. Different social aspects arise when meeting persons in 
computer based environments, compared to collaboration in real life, face-to-
face. These virtual social aspects have to be considered, but social awareness and 
other supplements are not trivial to provide in a computer environment. 
Complex issues include the ability to represent social awareness, and displaying 
human mood and temper, using computer facilities. Other factors can become 
of interest when several people are collaborating about solving a task in a 
computer environment, and questions need to be answered such as How much 
communication and in which form is required for solving a particular issue? 

Of course there exist many forms of computer-based collaboration, since it does 
as well in real life. In order to realize the social differences in CSCW groups, it is 
exemplified through dividing CSCW into three main collaboration group sizes: 

- Small groups (2-5 people): A few people gather in a computer 
environment to solve a task or discuss an idea. They can all be similarly 
highly interacting, and clients expect high user responsiveness from the 
system. The environment has to provide good support for social 
activities. 

- Medium groups (5-10 people): Several people are collaborating. If all 
people were interacting it would cause a mess. More likely only some 
members are highly active, and a leader may be required. Examples of 
such activities can be teamwork, small demonstration sessions, etc. Social 

                                              
2 Overhead is here referred to as the additional time a mechanism requires, compared to the 
minimum time that it must consume to accomplish a task. When for example discussing 
communication protocols, the minimum time required is the time for sending a message, 
whereas the overhead is the additional time required by the actions that have to be taken in 
order to accomplish the rules of a specific communication protocol. 
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support is necessary, but perhaps not all participants have to be aware of 
all the others at the same time. 

- Large groups (more 10 people): When this many people are involved in a 
CVE, activities most often address for example education, virtual 
seminars, and distant demonstration. Collaboration sessions are often 
managed by a leader/teacher, and participants are mainly non-interactive, 
merely attending. The importance here is that all experience the leader 
clearly. Social issues are of lower priority. 

2.5 Collaborative software 

The world of computer based collaboration opens up for many confusing 
terms. An often used term is Groupware. Groupware generally refers to software 
providing CSCW, whereas CVEs can be seen as more extensive environments, 
with an emphasis on Virtual Reality. E-mail, as discussed in Section 2.2, have 
proven to be the most often used so called collaborative software, which is a 
collective term for software that provides computer facilities for people to 
collaborate. Collaborative software ideally provides four capabilities: 
communication, collaboration, coordination and control [5]. To provide these, a number 
of services are necessary. For example group management must be provided to 
separate groups and specify group specific requirements (coordination). 
Communication facilities must be provided, such as video and audio 
transmission. Services for synchronization and consistency control are 
important (control). Furthermore, CSCW often implies sharing tools and work 
areas (collaboration and communication). To “share” a tool or application 
means that collaboration participants may use and interact with an application at 
the same time, despite physical locations. Users experience that they are all using 
the exact same instance of the tool, as if sitting in front of the same PC. 
Implementing shared tools is not a trivial issue. 

Collaborative applications are subjects to stringent demands, since they can be 
utilized for many different activities and goals. This makes it especially difficult 
to design collaborative software, a problem discussed in [6]. A big problem is 
the complexity of integrating collaborative services within existing non-
collaborative applications. As a result, the superior applications are single-user 
software, and applications providing support for CSCW do this in an 
application specific way, integrated from the beginning. Most professional 
software tends to be single-user, and the respective collaborative applications 
tend to lag behind in functionality [7]. One of the most challenging issues to 
handle here is consistency control, i.e. synchronization of participating clients 
and the problem of maintaining data consistency amongst them. The issue is 
further discussed in Section 2.8.1. 
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2.6 Tools and frameworks for CSCW 

There exist numerous CSCW tools on the market. Most of them are dedicated 
for one specific task or application, such as video conferencing, file sharing 
support in a specialized tool. Such products are beneficial for a specific purpose. 
If attempting to provide an environment with several CSCW utilities, the only 
solution may be to integrate the different tools needed, something achieved by 
for example [8]. This process is often both costly and time-consuming, and the 
solution is seldom efficient. Some attempts to more general solutions of CSCW 
environments and groupware products have been developed, but few have yet 
been truly successful. Such CSCW software and development are often of 
academic kind, and seldom leave the laboratory [3]. But there are exceptions. A 
promising example is the Jabber Extensible Communications Platform [web 7], which 
is an open-source, extendable framework that provides CSCW utilities. It is 
XML-based3 decentralized and supports foremost instant messaging. Numerous 
projects utilize and have further extended Jabber. 

To present some example applications, without the aim to exploit the market of 
collaborative software, this section describes some examples of CSCW 
environments and toolkits of both current interest and not. 

2.6.1 Commercial and mature platforms 

One of the more mature, successful CSCW products today is the Groove platform. 
Groove is developed by Groove Networks and is a software product for virtual 
collaboration, with an emphasis on supporting team work [web 5]. It is not web 
based, but instead focuses on allowing both offline and online synchronization 
of data and information. A client utilizes the Groove application installed locally 
on his/her own PC. Groove provides efficient project management in terms of 
peer-to-peer (P2P) client communication, project areas for information sharing 
and facilities for social awareness. Though team members may change the same 
document at the same time, no possibilities of tool sharing (i.e. synchronous 
work) are provided. 

A product that early in its introduction gained great interest was Microsoft’s 
own solution for collaborative software, NetMeeting [web 4]. NetMeeting is a 
commercial Windows application, which lets anyone connected to the Internet 
utilize among others communication facilities (such as video and audio) and 
shared whiteboards. Exclusive features include possibilities of application 
sharing and remote desktop sharing (controlling a remote computer), without 
modifications to the original programs being shared. Nevertheless, being 
Microsoft developed, it only works for MS Windows applications. 

                                              
3 XML, Extensible Markup Language, is a very flexible, platform independent markup language 
used for structuring and encapsulating information. 
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2.6.2 Toolkits for collaborative software development 

GroupKit, originally developed at the University of Calgary, is an open-source 
extension toolkit for development of groupware applications [web 8]. The 
toolkit can be used to build applications for real-time distributed computer-
based conferencing through particular GroupKit modifications to the 
application’s source code. It supports development of groupware applications 
for sharing. Moreover, it supports management of distributed process (i.e. 
collaborating clients), communication facilities, and groupware specific features 
such as session management. 

Another related product is the comprehensive 3D environment DIVE, which 
allows for development of shared synthetic 3D environments [web 9]. It 
appeared in 1991, and was originally developed by the Swedish Institute of 
Computer Science (SICS)4. It is a research prototype of an Internet-based 
system, and has been used within several VR environments. In DIVE, 
participants navigate and meet in 3D worlds in the form of avatars5. 

2.6.3 Promising but past 

Many CSCW products have been promising, but are for unknown reasons no 
longer of interest. Here, two examples of such are presented. 

Collaborative Builder's Environment (CBE) is a toolkit written entirely in Java that 
provides a framework [web 10], DistView, for building distributed collaborative 
applications. DistView has been developed at the University of Michigan [web 
11]. It provides group communication services that meet the various shared 
state management needs of collaborative environments. It provides a rich 
interface for group and session management, the ability to ensure totally ordered 
message delivery, a lock-based distributed synchronization mechanism, and 
support for selective window sharing. Though promising, no further 
development or visible utilization of the toolkit is ongoing [9]. 

Java Collaborative Environment (JCE) is the name of a project initiated by among 
others Old Dominion University. The main goal of the project is to assist in 
solving the problem of platform dependence that many CSCW environments 
encounter. They have developed an environment with the same name as the 
project [10]. It provides Java-based mechanisms for computer collaboration in 
heterogeneous environments, which among others support distribution and 
recreation of user events in a replicated environment. Project ambitions were 
high, and plans were promising, but unfortunately no further development and 
utilization of JCE seems to be ongoing. 

                                              
4 SICS – Swedish Institute of Computer Science, is a non-profit research organisation located in 
Stockholm. The institute’s homepage is available via: http://www.sics.se. Last visited August 
2005. 

5 An avatar is the display appearance you use to represent yourself in a computer environment. 
The avatar is usually displayed by an icon or a 3D figure. 
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2.7 Distributed CSCW consistency management 

One of the most important issues to handle in CSCW systems is consistency 
management. Different people give different definitions of consistency and 
consistency management in CVEs. This section does not give an all-suiting 
definition of the term, but rather an overview of what it represents, how it is 
used in CVEs and what it is referred to as in this thesis. 

Consistency management (CM) in distributed systems deals with the problem of 
maintaining consistent data amongst distributed nodes. Here, CM of direct 
communication, such as video and audio transmission, is usually not included, 
but rather the sharing of information and tools. Managing data consistency is 
nothing new in computer science. In for example database systems it is a well 
known issue handled efficiently in existing systems. But CVEs have 
characteristics that distinguish CM in these systems compared to traditional 
distributed computer systems [11]. Here, CM addresses the challenge of 
maintaining consistent states at all clients, despite random user interactions 
occurring from collaboration participants. The foremost differing characteristic 
is the high, direct demand on real-time system responsiveness, brought on by 
the presence of interactive participants. This causes for example the matter of 
timeliness to be more important than correctness6 in some cases, a criterion 
different from most computer systems where correctness is most often of 
primary priority. 

As Greenhalgh and Vaghi describe, there are various forms of consistency 
management [11]. Various forms of consistency can be referred to as consistency 
policies, and the implementation of policies are the consistency protocols. Different 
“levels” of policy correctness refer to their respective relaxation of consistency 
in different ways, i.e. the consistency correctness a policy can guarantee. The 
characteristics of a consistency policy used can be relaxed to different extent. 
According to Greenhalgh and Vaghi the two main approaches for measuring 
consistency correctness are based on time and event-ordering of events. 
Subclasses of these two are for example partial ordering of events (also called causal 
ordering) and source ordered consistency, which controls order independently from 
each source rather than a global ordering policy. Strict consistency is by 
Greenhalgh & Vaghi defined as when all participants experience the exact same 
view and interactions at the same time, i.e. the exactness is here only challenged 
by clients’ internal processor clocks. Whereas totally relaxed consistency is totally 
non-synchronized, without even event-ordering of interactions. 

Consistency management in distributed CVEs is usually managed through two 
kinds of architectures, centralized or replicated [9]. When replicated, all clients 
(nodes) execute equal application replicas. States are distributed among 
participants, and the appropriate action is taken and computed at each node 
individually. Consistency must then be maintained amongst computed node 

                                              
6 Correctness is here used for referring to the correctness of consistency maintained among 
collaborating clients. 
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results. When centralized, instead the application executes server-wise, letting 
participants receive updated total application states when executed on the server 
as a result of user interactions. The same state is propagated to all nodes, but 
node reception must be controlled to guarantee client consistency. 

2.8 Focus of the thesis 

In the beginning of CSCW history, the primary causes of non-success were due 
to the not yet well known world of IT. No technology existed that was 
sufficient for the purpose, and problems when designing CSCW applications 
were often related to poor knowledge of multi-user applications [3]. As 
technology and computer skills no longer constitute any problem, early 
problems of CSCW applications have been replaced by advanced issues such as 
social awareness. There are numerous issues to handle and further investigate 
when working with CSCW. The target of the research of this thesis is to provide 
support for CSCW in the M&S process. In this work, two issues were 
encountered and identified as especially challenging, and which were decided to 
focus on. The issues were; flexible consistency management, and providing a 
general infrastructure, for CSCW and CMS specifically. 

2.8.1 The consistency trade-off problem and lack of flexibility 

Consistency management in CVEs arises a trade-off situation that is discussed 
by for example Greenhalgh and Vaghi. Consistency policies cause different 
delays, and guarantee various levels of correctness considering time-ordering 
and event-ordering. Synchronous (strict) consistency requires acknowledgements 
continuously to guarantee time-order delivery. This results in long delays, but on 
the other hand complete correctness. As a comparison partial ordered delivery gives 
better user responsiveness and produces lower delay and overhead. But here, 
total event ordering can not be guaranteed. 

Utilizing relaxed policies are sometimes a necessity for fulfilling user interaction 
requirements. However, they can result in inconsistent situations, as for example 
when a user processes event series in different orders than at other clients. As 
easily seen, different consistency control methods have different design trade-
offs and usability implications. The trade-off is the required level of consistency, 
compared with the delay a policy can cause. A shortage in CVEs today is that 
they often provide no more than one consistency policy. The mechanism used 
can be efficient, but most often the activities in a CVE are dynamic, requiring 
different levels of consistency depending on the current situation. Existing 
CSCW products do not provide the flexibility necessary for fulfilling the varying 
nature of human activities, also discussed in [6]. What is missing in CVEs today 
is support for several consistency policies, which allow for dynamic real-time 
collaboration demands. Greenhalgh and Vaghi give a good review of 
consistency relaxation and their effect on delay and correctness in CVEs [11]. 
The trade-off issue and lack of support is further discussed in Sections 3.4 and 
5.5, and in Chapter 12. 
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2.8.2 A general infrastructure for CSCW 

A lot of people agree that CVEs can constitute highly valuable tools in our 
everyday activities, as well in business as in private life. Despite technological 
possibilities, there are few widely and commonly used applications for 
computer-based collaboration. The ones widely used, are restricted to very 
simple forms of collaboration, such as e-mail and electronic calendars. One of 
the reasons could be that collaboration between humans appears in a broad 
variety of forms. Few activities that can benefit from utilizing CSCW involve 
only one single kind of collaboration. In fact, most collaboration is as dynamic 
as real life, requiring support for different kinds of collaboration, both 
asynchronous and synchronous, as well as highly interactive and less interactive. 
Existing CSCW software do not support the dynamics and flexibility that the 
systems ought to provide [6]. 

Two main design approaches can be used for developing collaborative software. 
The first approach (i) considers adapting an existing application to collaborative 
work, i.e. collaboration support is integrated. It is accomplished through more 
or less modifications to the application. The other approach (ii) is when the 
original design and implementation includes collaboration services. Experience 
shows that such software often tend to lag behind in functionality compared to 
single-user applications, and that most professional software products are 
implemented only as single-user software. Imagine for example that an 
application for e-learning will be developed. The particular application allows 
students to together compose and view a network simulation. Approach (ii) 
implies we develop the application from scratch, and integrate CSCW services 
already in the development phase. It works well, but probably we do not have 
the competence and experience to create an advanced M&S e-learning 
application. If instead using the approach (i), we identify a suitable existing M&S 
application, and try to adapt it to collaborative purposes. In other words, we 
modify the existing tool for being shared and also for providing communication 
facilities. This results in a more advanced tool, but most often this kind of 
modification to existing tools is impossible due to license limitations or that the 
product does not suit the purpose of collaboration very well. 

Hence, extension of existing applications is an attractive solution, but not easily 
achieved. A problem developers of CSCW software face, is the complexity of 
implementing CSCW specific services such as consistency and group 
management. The integration of CSCW services is a complex known problem 
[1]. To support developers frameworks and toolkits can facilitate development. 
Besides, as discussed above, the requirements of human collaborative 
environments are highly varying, and benefit from a flexible structure to build 
the collaborative application upon. Existing CVEs do not provide the flexibility 
required by human nature activities, an issue that has been identified by several, 
for example [12] and [13]. 
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What is missing in the domain of CSCW are general infrastructures7, providing 
generic (extendable) services for computer-based collaboration, which can be 
used in development of collaborative software, in an application independent 
way. Hereby, products for collaboration can be developed with the requested 
flexibility, and development of CSCW software can be facilitated and promoted. 
This shortage has also been highlighted by others in the literature [11, 14, 13]. 
Furthermore, Bentley et al. stated that a generic infrastructure for integration 
and further development of tools for specialized application can contribute to 
CSCW evaluation, and help CSCW come out of the laboratory. The issue is 
further handled in Sections 5.3 and 5.4. 

                                              
7 The term infrastructure here refers to a software that for a specific purpose, such as CSCW, 
provides low-level, application independent services. 



 

 19

Chapter 3  
Collaborative Modelling and 
Simulation 

The field of modelling and simulation has evolved over the years, from the 
utilization of physical models and simulations to heavy computer models and 
execution. M&S has changed into being a tool for everyone, and is successfully 
used for example within training, and within new areas such as e-learning, e-
design and virtual manufacturing. Some actually say that a new century of M&S 
is developing, the area of collaborative M&S [15]. 

3.1 Modelling and simulation 

According to [16] a simulation is defined as “the imitation of the operation of a 
real-world process or system over time”, whereas the model is defined as the 
representation of the system being studied. Models can be anything from 
physical representations of the real world, mathematical models and small-scale 
recreations, to advanced component-based computer models requiring vast 
computing resources for execution. The study of model behaviour over time 
constitutes a simulation, and can be used for several benefits. The design and 
development of systems can for example be performed more efficiently, 
through utilizing simulation instead of physical development before testing. 
When a system for some reason can not be tested in real life, for example a 
military missile system or safety equipment, simulation can constitute the only 
tool at hand. Examples of M&S in practice include: 

- Design and testing of technology; applies to for example creation of efficient 
networks of different kinds, and car design. 

- The study of complex systems; such as the human body or weather conditions. 

- Training and education; include many well known application of M&S, such 
as flight simulators, car driving, and systems training. 

The M&S referred to in this thesis is computer-based. Various tools and 
frameworks assist developers and users of such M&S, for example Arena – an 
extensive M&S framework – and OpNet – a product specialized on modelling 
and simulation of networks. As cooperation between organisations has grown 
larger, the need for M&S standards becomes more and more obvious. In order 
for simulation models to be reused and interoperable with other models, 
common standards and interfaces are required, but not many solutions exist. 
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The IEEE standard High Level Architecture is an exception, and is presented in 
Chapter 4. 

3.2 Parallel and distributed simulation 

Parallel and distributed simulation are two well-known methods for simulation. 
Both methods aim at dividing a simulation into subcomponents, instead of 
executing a complete simulation as one single process. The two fields are 
related, but not equivalent. Whilst parallel simulation aims at reducing the total 
simulation execution time (so called speed-up), distributed simulation (DS) is 
mainly used for other goals, such as reusability and interoperability [17]. The 
object oriented thinking that has conquered software development the last decade, 
has influenced simulation model development as well. In DS, the focus is on 
development of individual simulation components, which can be reused and 
executed in a distributed fashion and jointly in a simulation, see Figure 3.1. This 
way, simulations too large for execution on one single computing resource, can 
be divided into smaller parts, and efficiently executed on several locations. It 
further makes it possible for different kinds of simulation components (such as 
simulators, hardware dependent models and others) to interact, despite residing 
in different computer environments. 

 
Figure 3.1: The concept of DS means that simulation components can be executed in a 

distributed fashion, jointly in a simulation. 

3.3 A new generation – collaborative M&S 

Since the area of M&S was initiated, it has grown into a valuable tool for many 
organizations and purposes. Applications and methods for it have evolved over 
the years, bringing new directions into the world of M&S. Lately, a new 
transformation within the field has become visible, namely the concept of 
computer supported collaborative M&S (CMS). Though distributed simulations 
are actually collaborating to form a simulation, that is not the kind of 
cooperation considered here. CMS refers to human-human computer-based 
collaboration, in M&S activities. As people and systems tend to work in more 
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distributed ways, organizations will increasingly use geographically dispersed 
personnel for the complex tasks of M&S, and facilitated collaboration becomes 
important. According to McQuay, collaborative environments for M&S will 
actually change the area significantly [15]. 

Taylor emphasized the high level of required communication in M&S activities, 
which is one of the reasons for that CVEs can have a great importance to the 
area of M&S [18]. The presence of required expertise is highly important when 
constructing a simulation model. CVEs can help making the necessary expertise 
available, despite geographical distances. CMS can for example allow customers 
and subject matter experts (SMEs) to participate more easily in the different 
phases of the M&S process. Consequently, the assurance of quality of work and 
simulation model quality can be facilitated. As Taylor describes, support for 
computer-based collaboration can increase the chances of success in M&S 
projects. 

CMS not only leads to a higher level of accessible collaboration and efficiency 
during M&S activities, but also leads to expansion of new areas of application. 
One such area is distance education, popularly named e-learning, which will 
most likely continue to grow. The importance of e-learning is clearly visible at 
universities and schools, and as Beca et al. claim, the application of collaborative 
techniques to the area of M&S can revolutionize the processes for e-learning 
[19]. 

The trend seems obvious. CMS constitutes the future for the domain of M&S. 
But a problem is that not much work has been done within this context. 

3.4 The requirements of CMS 

Though the benefits and issues of CSCW apply to M&S as well as other areas, 
there are some differences. The M&S process spans multiple activities, all the 
way from idea hatching and model design, to model development, simulation 
execution, and finally validation and output data analysis. The different M&S 
tasks include highly varying amount of user interactivity, and have high 
requirements on for example communication provided. 

3.4.1 General requirements 

Example II below demonstrates simulation modelling, an often highly 
interactive task. Communication among participants is important, and large 
amounts of real-time produced user input have to be synchronously provided to 
all participants. Example III demonstrates the activities involved in the final 
simulation execution, which on the contrary often involves less communication 
and interaction. Resource demanding simulation visualization may have to be 
continuously transmitted amongst participants, but may not have to be 
synchronized at all points, as demonstrated in the example. Since simulation 
may be of more demonstrative nature, not including continuous discussions, the 
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important thing is that people watching the simulation experience they view the 
same simulation execution flow at all times. 

 
 

 

As clearly seen, the two activities in the examples set highly varying 
requirements on the CVE being used. The environment must support both 
asynchronous and synchronous collaboration, highly interactive sharing of tools, 
and even full-fledged conferencing communication. Another issue is the need 
for different forms of consistency management, further discussed in the next 
section. 

3.4.2 Consistency management in CMS – a discussion 

As discussed in Section 2.8, there is a trade-off between the requested 
correctness a consistency policy guarantees, and the delay that it produces. In 
the case of CSCW, time delays have immediate effects on real-time system 

Example II – Synchronous simulation model development 

An international air combat operation is being planned. The route and formation 
of considered airplanes are modeled. A simulation model for the complete 
operation is created. Since not all people can participate at the same location, the 
simulation is developed in a CVE. 

Synchronously, participants are graphically composing the model in a shared 
modeling tool, at the same time supervised by an officer stationed at the 
destination. It is important that good communication is provided, in order to avoid 
misunderstandings and keep a complete view of the problem at stake. The CVE 
allows for everyone to see and hear each other at all times. As anyone moves a 
component or changes an object property within the shared tool, all participants 
are alerted and see the change in their own tool instances immediately. The model 
finally represents the scenario being planned. 

In this example, communication is of high importance. Moreover, all participants 
need to be synchronized continuously, to be able to collaboratively model the 
simulation, without inconsistencies. 

Example III – Collaborative distance simulation 

An air force operation is simulated to achieve the most optimal planned mission.
Involved pilots need to be present to verify the operation plans, some of them 
from a distance. Simulation execution is visualized in a CVE, allowing for all 
participants to see the exact same view of the simulation in real-time. 

At some points the pilots may have comments on the simulation and how the 
operation is planned. They may pause the simulation to verbally comment. At 
these points, the simulation views of all participants need to be synchronized, but 
not necessarily in between. In general communication is held low, since the 
simulation visualization is more of demonstrative nature. 

The important thing here is to analyze and verify the planned mission. Letting 
collaborating participants see each other and comment in real-time is of low 
priority. If discussing, this will more likely take place after the simulation is 
completed, or can take place at predefined times. 
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responsiveness. Now consider the two examples presented in the previous 
section. A totally strict policy guarantees constantly correct consistency. On the 
other hand, it causes overhead, which means that interaction updates can be 
unnecessarily delayed. If interactions are produced seldom, as in Example III, 
this constitutes no problem. But if considering a situation such as in Example II, 
where users may be highly interacting, delays can result in that clients have to 
wait for their respective interactions to be processed. Such a situation could be 
very frustrating for the participants, sometimes even unacceptable. Here it 
would be more suitable to utilize a policy that produces small time delays, at 
perhaps the cost of less correctness. In other words, some requirements (such as 
correctness) can be relaxed to some extent, to suit a situation better. 

Different consistency policies lead to different overhead and various forms of 
relaxation. Moreover, one policy does not suit all situations. As described in 
Section 3.4, CMS is an area that involves many different activities, in which it is 
important to provide more than an all-suited solution. To successfully provide 
CSCW for M&S activities, it was in this thesis realized that it is important to 
provide support for a variation of policies. The issue is further handled in 
Section 5.5 and 5.6. 

3.5 Related work and CMS software 

Despite the trends of collaborative M&S [15, 18], one has to dig deep to find 
research efforts within the field. Most activities have dealt with simple 
prototypes displaying benefits of CMS. As discussed in Section 2.6, there are 
numerous software for videoconferencing and products for tool sharing. But 
sharing a simulation, which visualization may require heavy information updates 
and at continuous rate, is not trivial and a task that sets high requirements. 
Moreover, do there really exist products that not only provide tool sharing, but 
at the same time fulfil the high requirements on communication that 
collaborative simulation modelling asks for? 

There are few technologies and methods for CMS, but some research attempts 
are presented here. The net-conferencing application NetMeeting has been used 
in several attempts to broaden the use of collaborative M&S. Taylor for example 
tried to present the concept of CMS using NetMeeting. He recommended the 
solution as an “M&S enhancer” and successfully introduced it to companies 
[18]. Knave & Stackenland produced a comprehensive collaborative M&S 
prototype to prove the ability of distant M&S collaboration [8]. The prototype 
was based on the Arena M&S framework, the Groove collaboration platform, 
IVisit for video conferencing, and NetMeeting for sharing the M&S tool 
(Arena). The author had the honour to attend the demonstration of the 
prototype, with distributed participants from Sweden and Singapore. It was a 
fascinating and successful demonstration of collaborative M&S over vast 
distances. 

Just as within CSCW software in general, many attempts to provide 
collaboration to M&S have been web-based. For example Ayani & Dharma 
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developed two simulations that could be run from the web, i.e. several people 
could together start and view the simulations and exchange comments [20]. 
Another example is TANGOSim. The original product TANGO is a web-based 
so called “collaboratory” system, which according to the creators is an 
environment supporting conferencing possibilities and application sharing [19]. 
It provides an API for integrating new tools and one extension is TANGOSim, 
a collaborative discrete event simulator. TANGOSim has been used to 
demonstrate the feasibility of providing collaborative M&S, but has not been 
further utilized or developed. 

To the best of our knowledge, there currently exists no environment that 
specifically supports collaborative M&S. What is missing is CSCW software 
extensive enough to support collaboration throughout the entire M&S process. 

3.6 The NetSim project and defence CMS 

At FOI, the Department of Systems Modelling, we study the area of network 
based M&S from the perspective of defence purposes, within a project called 
NetSim. The research presented here has partly been performed within the 
project. One of the main project activities aims at constructing an architecture, 
and developing a prototype, that can act as a common platform for M&S within 
the defence. Since defence related operations engage actors which are often 
spread over long distances, cooperation is not easily achieved and the correct 
knowledge and support are not accessed without difficulty. As a result, one of 
the major project actions has concerned exploiting the potential of CSCW for 
defence purposes, and integration of such support in the developed platform. 
Support for computer-based cooperation can here constitute a valuable feature, 
and an essential alternative to real-life communication. The platform can hereby 
act as a virtual meeting space for (M&S) people. Clients within the network, 
such as developers, military SMEs and even soldiers out in the field, can hereby 
collaborate through their computers. This enhances the possibilities of creating 
a common picture of the military situation to handle, allowing immediate access 
to the competence and expertise needed. Moreover, since M&S is used as a tool 
for military decision making and in other critical situations, quality of work is of 
great importance, which can be improved through support for CSCW. For more 
information about NetSim, see Chapter 10. 
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Chapter 4  
Methods and Technologies for CMS 

With the huge development within the field of IT, the number of potential 
technologies for developing CSCW systems is huge. This chapter introduces 
only briefly the technologies considered within the scope of this thesis, and then 
discusses some M&S methodologies that could be applied for CMS. 

4.1 The World Wide Web 

The World Wide Web (WWW) is based on a simple client-server architecture that 
allows clients to request information from servers using a range of protocols. 
The architecture, and the WWW protocols, allow for development of very 
lightweight applications and systems. The web has the potential of providing an 
environment for people in different organisations to use the same system, 
merely requiring a browser. This assists in overcoming issues of interoperability 
and integration, at the same time as relieving clients from heavy computations 
[1]. Although the web does not itself support collaboration, it supports 
heterogeneous environments through cross-platform browsers, which can host 
collaboration clients in the form of HTML-pages, Java applets or similar. 
Hereby, developers can create cross-platform client-server systems in a 
convenient way, but have to accept the limitations of Web browsers and 
protocols, and restraining the solution to the limitations that client-server 
systems possess. 

Internet technologies have been used successfully within several CSCW systems. 
Examples of such are the web-based platform TANGO, the commercial 
product Knowledge Kinetics8 that is almost entirely web-based, and 
NetMeeting, which uses Internet communication for transmitting replicated 
states. Several of the few CMS initiatives that exist, see for example [20] and [8], 
have been based on Internet technologies. This fact, and the many advantages 
and the flexibility that web-based technologies can bring, made us consider this 
solution for collaborative M&S. The result is discussed in Section 5.2 and 
Chapter 8. 

                                              

8 Knowledge Kinetics, often referred to as (K2TM), is a suite of collaboration tools for software 
development. It was developed by Ball Aerospace. 
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4.2 Peer-to-peer 

4.2.1 Peer-to-peer basics and standards 

Peer-to-peer (P2P) is a popular network technology that is based on decentralized 
control, but does not exclude centralized solutions. In a P2P network, nodes (so 
called peers) communicate directly, without requiring support from central 
servers. Figure 4.1 demonstrates the network topology for P2P. 

          
Figure 4.1: To the left a distributed centralized network is shown. As an opposite, the figure 

to the right hand shows a distributed but completely decentralized architecture, i.e. P2P. 

Using P2P technology allows for greater amount of collected computing and 
data resources than in centralized systems [web 12]. The technology allows 
nodes to locate other nodes and resources they provide. Groups of nodes can 
share documents and resources between them, and even computing nodes can 
be allocated for distributed execution of software, something commonly 
referred to as resource allocation. 

There are many P2P products on the market. Though several are used in 
commercial and business systems, P2P platforms in everyday life are known for 
their utilization in illegal sharing of music and movie files. The lack of standards 
within the P2P community, made Sun Microsystems initiate the JXTA project in 
2001 [21]. The foremost goal of JXTA was to initiate open implementation of a 
P2P platform to promote the use of one single technology, which could act as a 
standard. In order to achieve the goal, the platform is open-source, 
implemented as platform independent, and it is based on Java and XML. JXTA 
is a platform composed by a wide range of P2P services. Developers can 
implement P2P systems through merely utilizing the P2P services their 
particular system requires, and without building all functionality from scratch. 
JXTA is based on a set of 6 protocols that provide peers functionality such as 
forming and managing self-organized groups, search and look-up of peers and 
groups, and management of distributed resources in general, all without central 
organization [22]. 
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4.2.2 P2P for CSCW 

Peer-to-Peer is a promising technology for design of CSCW software, with 
advantages such as robustness and scalability. Further it allows for decentralized 
implementation. In other words, the system can be developed such that 
collaborating clients are independent of central coordination or that certain 
peers need to be present to provide the support. P2P is successfully used as 
communication architecture in several CVEs. DIVE and Groove are two 
examples. However, a problem is that many of those products are commercial 
or not open source. This means that they can not easily be further developed, 
are costly to obtain, and the architecture is hidden from the user and developer. 
Besides, there are no standards for P2P yet, which due to interoperability and 
development support would have been a benefit. 

JXTA has been considered for CSCW development in previous work. An 
example is the JXTA project JXCube, which is described as a “collaboration 
platform” [web 13]. It supports both synchronous and asynchronous 
collaborative work such as chat, messenger, file sharing and calendar. It also 
includes plug-in applications that support for example video/audio chats. 
Another example is the CMS prototype developed by Gonzales and Hamnqvist 
[23]. The application was successfully developed to demonstrate that it is 
possible to improve the quality of education with collaborative environments. It 
was based on P2P, Java3D, and JXTA in particular. Utilizing JXTA for 
collaborative M&S was considered in this thesis as well, and is described in 
Section 5.3. 

4.3 The High Level Architecture 

Apart from web-based and P2P solutions, another architecture was considered. 
Since the focus was on providing collaborative M&S, a distributed simulation 
architecture appeared as a potential technology, the High Level Architecture. 

4.3.1 An IEEE standard for distributed M&S 

The area of distributed simulation was initiated in the 1980:s, and benefits of the 
methodology were identified immediately. SIMNET was one of the earliest 
initiatives, a US defence initiative which connected geographically distributed 
simulators into joint simulations. Soon it was realized that distributed simulation 
requires a common standard that unifies the way simulation components 
interact. As a result the US Department of Defence (DoD) mandated the 
standard DIS (Distributed Interactive Simulations). DIS was, and is still to some 
extent, successfully used for real-time distributed simulations, but revealed some 
shortages. To increase possibilities for reuse of simulation components, to 
provide more general ways of interaction, and to present a more advanced 
standard, the DoD made a new attempt, the High Level Architecture (HLA). HLA 
is a framework for development and composition of simulation components 
[24]. HLA components can be developed independently of each other, and can 
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hence be reused in simulations not originally intended for, see Figure 4.2. The 
architecture supports composition of simulation components developed in 
different languages and for different platforms. 

 
Figure 4.2: Composition of HLA simulation components (federates) into an airplane 

simulation (federation). 

Independent HLA simulation models are referred to as federates, which together 
form a simulation, in HLA referred to as federation. A kind of distributed 
operating system called the HLA Runtime Infrastructure (RTI) is the software that 
connects the federates. The RTI is an implementation of the HLA Interface 
Specification, and provides services for distributed simulation execution 
management. RTI comes in several forms from different contributors. Though 
they must provide HLA specified services, they are implemented in different 
ways, offering various performance and solutions. The RTI most commonly 
used within the Swedish defence is the pRTI9. A federate needs a local so called 
RTIAmbassador to communicate with the RTI and other federates (see Figure 
4.3). Correspondently, the RTI has a FederateAmbassador for each joined federate, 
that communicates with the RTIAmbassadors. Some RTI implementations 
(such as the pRTI) allow for RTIAmbassadors to communicate without 
involving the RTI, in other words peer-to-peer, once contact has been 
established. In 2000 HLA was accepted as an IEEE standard (IEEE 1516). 

                                              
9 pRTI is provided by Pitch. For more information, see URL: http://www.pitch.se. Last visited 
September 2005. 
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Figure 4.3: HLA federates communicate with the RTI and also directly between each other, 

through the RTIAmbassadors. 

4.3.2 HLA time management 

The RTI can be seen as any distributed communication architecture, with the 
difference that it provides simulation specific services. One of those services is 
simulation time management (TM). HLA Time Management services (HLA TM) are 
used for controlling the advance of time during the execution of a federation 
and it includes mechanisms for guaranteeing among others message transport. 
The RTI provides two types of time policies; the time-regulating (TR) policy, and 
the time-constrained (TC) policy [25]. If a federate is TR it produces time-
regulating events, and if a federate is time-constrained it consumes time-
stamped events, i.e. events that are produced by time-regulated federates. The 
advance of a federate´s local time is performed explicitly, through a request 
from the federate to the RTI. RTI grants the advance through a callback to the 
timeAdvanceGrant method. HLA supports interoperability between federates with 
different internal TM mechanisms. This implies that federates can communicate 
despite having different event ordering requirements, such as event-driven or 
time-stepped, or if they use different or a mix of transportation services, such as 
reliable or unreliable communication [26]. 

4.3.3 HLA for non-simulation, non-military applications 

The original goal with HLA was to support standardized distributed simulation. 
Furthermore, the foremost purpose was military simulation development. Since 
HLA was accepted as an IEEE standard, it has despite this not only began to be 
used outside the military domain, but also for non-simulation applications. Before 
discussing HLA for CSCW in general, three examples are presented of non-
simulation non-military utilization of HLA. 
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- Virtual Shopping Mall: Shen et al. have implemented a 3D virtual shopping 
mall for the purpose of e-commerce10. Users (i.e. shopping clients) are 
represented by avatars, implemented as HLA federates, and shopping 
sessions are implemented as HLA federations. All communication in the 
environment is handled through the HLA RTI [27]. 

- Online multiplayer gaming: Vuong et al. designed and implemented a 
product called Scalable Collaborative Environment (SCE). SCE is a 
framework for online multiplayer gaming and is based on HLA. The 
framework provides server based game lounges which players can log 
into and launch games from. It can be used on many clients, such as 
personal computers, handhelds and even cell phones. Client applications 
are partly implemented as HLA federates and the gaming sessions are 
represented by HLA federations [web 14]. 

- Distributed interactive training environment: Blümel el al. implemented a virtual 
3D training environment with the aim to bring SMEs closer to clients (in 
their case students). They based the environment on HLA. One of the 
reasons was that HLA, as opposed to other traditional distributed 
technologies such as CORBA11, provides advanced time management 
(TM). Participants are represented by HLA federates and the specific 
HLA ownership service is exploited in an attempt to avoid conflicting 
actions [28]. 

4.3.4 HLA for CSCW and CMS 

As stated before, few research attempts exist within the area of CMS. General 
infrastructures for development of distributed collaborative applications are also 
missing. Moreover, HLA is one of the few attempts in creating an M&S 
standard and is the designated standard for all M&S within the Swedish defence. 
Hence, when searching for technologies to implement CMS with, HLA seemed 
like a potential candidate to investigate. Apart from being an M&S standard, the 
HLA RTI provides a distributed communication architecture. What 
distinguishes the HLA and RTI compared to other distributed architectures, is 
the supply of advanced services for distributed simulation. Those services can in 
addition be used for purposes of CSCW. Time management can for example be 
used to provide groups with the flexibility in TM and consistency management 
that was requested, as is discussed further in Section 4.4. Zhao & Georganas 
have provided a valuable evaluation of HLA as a collaborative environment 
enabler [29]. The authors’ conclusions include: 

- The HLA can assist in providing a shared sense of space for 
collaboration participants, through the concept of federations. 

                                              
10 E-commerce is a term for the concept of shopping on the Internet. 

11 CORBA, Common Object Request Broker Architecture, is an architecture for management of 
distributed programs and objects in networks. It was developed by Object Management Group 
(OMG), through a consortium and is used all over the world in distributed systems. 
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- HLA can support awareness through its Object Management service. 

- HLA displays acceptable performance in supporting a shared sense of 
time. Furthermore the Data Distribution Management (DDM) services can 
assist in reducing response times. 

- The Federation Management service allows for dynamic group entries 
and exits for collaboration participants. However, characteristics must 
have been predefined in the Federation Object Model (FOM). 

4.4 Simulation time management 

As discussed in Section 3.4, CMS involves multiple M&S activities, and sets high 
requirements on consistency management and synchronization of the 
collaboration participants. Related to this discussion are the already existing and 
mature methods for managing time in distributed simulations.  This section 
discusses that topic and relates it to consistency management in CSCW. 

4.4.1 Time in distributed simulation 

One of the most important issues in distributed simulation (DS) is management 
of time, i.e. making sure simulation components have a shared sense of time. 
Time management (TM) services are provided to make sure execution of 
distributed components is synchronized. Time in distributed simulation is often 
divided into two types; Local Time (LT) is the local time for a simulation 
component, whereas Global Virtual Time (GVT) constitutes the lowest 
timestamp of all unprocessed, and in transit, messages. Consequently, no LT is 
lower than GVT. The synchronization of distributed components can be 
accomplished utilizing different algorithms, as presented in Section 4.4.2. TM 
services can also be used for guaranteeing ordered events. The importance of 
time management is exemplified in Example IV. 
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4.4.2 Algorithms for time synchronization in DS 

Synchronization in DS refers to different mechanisms for coordinating 
distributed processes and making sure they use the same notion of time, and 
receive messages (events) in requested orders. The rules applied for a certain 
mechanism are defined by an algorithm, and the implementation of an algorithm 
constitutes a protocol. Different protocols involve various levels of correctness 
concerning event order and timestamp order. Algorithms utilize different approaches 
for coordinating the distributed processes, which leads to varying amounts of 
delay. Hence, synchronization is of great importance for many simulations, 
especially when human real-time interaction is involved in the execution, since a 
person interacting with a system does not always accept illogic time steps and 
delays. As easily seen, different synchronization algorithms are suited for 
differing situations, but such flexible TM support is seldom provided by 
simulation systems. The issue is handled further handled in Sections 5.5 and 5.6. 

4.4.3 Conservative versus optimistic time synchronization 

Algorithms for synchronization in DS are traditionally divided into two main 
categories; conservative and optimistic [17]. Conservative algorithms are simple to 
implement, but often result in overhead. The optimistic are in several cases 
more efficient, but are complex and bring other disadvantages. 

Example IV – TM in DS 

A distributed simulation scenario 
consists of a surveillance aircraft 
searching for a tank. An observer 
inspects the simulation (represented with 
an eye). The two simulation components 
have a time axis each for their respective 
LT. The observer’s time axis 
corresponds to wall clock time. 

As the aircraft discovers the tank, it fires 
a missile (event marked by a dark grey
square). When the tank simulation 
receives the event it generates the event 
of an explosion (light grey square), since 
it has been hit. The aircraft receives it 
and is hereby informed the operation 
was successful. Unfortunately the event 
sent by the tank has been delayed on its 
way to the observer. This results in that 
the observer first sees the tank explosion 
and afterwards the airplane firing its 
missile! 

This illogic event order could have been 
avoided if all participants were kept 
synchronized using TM services. 
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Conservative algorithms fulfil the requirement that no distributed processes, 
often called logical processes (LPs), may receive any information from another 
LP that has a timestamp lower than that of the receiving LP, i.e. local time. In 
other words, if m corresponds to a specific message, conservative conditions 
exclusively imply that messages only can be received if they have a timestamp: tm 
> tLP. The problems at issue with conservative protocols is to avoid deadlocks12 
and to guarantee that the simulation advances steadily. When conservative, and 
time is advanced in even steps continuously, synchronization is referred to as 
time-stepped or synchronous. A synchronous protocol makes sure all simulation 
components are correctly synchronized at all times during the simulation, a 
method that produces a lot of overhead. 

In comparison with conservative algorithms, the optimistic advances time and 
events with no respect to other units, with the chance of something erroneous 
happening. The algorithm must provide mechanisms for discovering and 
correcting from such errors. An erroneous message means for example that a 
process discovers the timestamp of a received message has a timestamp lower 
than the current time for the LP.  There are various kinds of conservative and 
optimistic protocols. The most well known optimistic protocol is called 
TimeWarp, and was formulated by Jefferson [30]. 

4.4.4 DS TM for CSCW and specifically CMS 

Time management for distributed simulations, and synchronization algorithms, 
can be discussed in context of CSCW. Here, distributed simulation components 
can be compared with distributed clients. Events and communication can be 
compared with the collaboration interactions and changes that have to be 
updated between collaborating clients. Time management is used for providing 
a shared sense of time within the collaboration group, and for providing for 
example timestamp based event ordering. Synchronization algorithms can be 
used to guarantee various levels of consistency amongst collaborating clients. 

Section 3.4 discussed the fact that CMS has high requirements on the 
mechanisms providing consistency. The different collaboration activities may 
have different requirements, which results in a trade-off situation like the one 
described in Section 2.8. If varied, synchronization algorithms and TM for 
distributed simulations can be used to address that CSCW trade-off, an issue 
which is handled in Section 5.6.  

                                              
12 Deadlock is a situation where the execution halts and can not advance time any further 
because all components are awaiting each other. 
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Chapter 5  
Contribution of the Thesis 

Previous chapters describe background, existing limitations and motivation for 
the problems at focus in this research. This chapter presents contribution made 
to deal with those problems. 

5.1 Summary, problem formulation and research 

Computer environments for distributed collaboration are likely to become part 
of our everyday life. One of the areas that will benefit from this is M&S. 
Communication and available expertise are highly important in the M&S 
process. The problem is that not much effort has been done within the area of 
collaborative M&S (CMS) and there exist very little M&S software that provides 
that kind of collaboration. A solution is to integrate M&S tools within a CSCW 
product, but there are not many suitable products for this. They often bring 
disadvantages in terms of platform dependence, limitations in further 
development, non-standardized solutions, or are costly to obtain. Besides, CMS 
sets high requirements on the CSCW product since CMS involves so many 
different activities, and requires flexibility that existing products provide 
scarcely. 

In this thesis the overall goal is to exploit possibilities of providing CMS. The 
key issue to address has been to support flexible means of consistency 
management (CM), for computer-based collaboration in the M&S process. M&S 
includes many different activities, of which two are commonly most referred to; 
simulation modelling and simulation execution. Hence, these two were the 
mainly considered CMS activities in the research. Different attempts have been 
made to accomplish the goal, and are presented in the sections of this chapter. 
Since no CSCW infrastructures exist that suit the requirements, the first 
activities concerned investigating technologies for providing synchronous (real-
time) CMS, without such support. A web-based solution was implemented that 
revealed some limitations (Section 5.2). Hence a new approach was taken. A 
P2P environment was created to address the limitations, but the result proved 
the need for a more general CSCW infrastructure (Section 5.3). Consequently, 
such an infrastructure had to be designed and implemented, and with the aim to 
also address the issue of flexible TM. The solution was based on HLA and XML 
(Section 5.4). Hereby, HLA TM services could be used for implementing CM, 
which was achieved, and the results were evaluated (Section 5.5). Finally, to 
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accomplish the issue of flexible CM, an HLA-based middle layer was developed 
(Section 5.6). 

The general focus of this work has been on technology and performance, not 
social issues, and the only collaboration assumed is human-human. 
Collaboration groups were assumed small, i.e. groups of 2-8 persons. Keeping in 
mind the network based nature of the future defence, all development were 
accomplished in the programming language Java. Furthermore, it was chosen to 
use a replicated architecture. The foremost reason for this is that the 
environment is expected to support many different client types with different 
interfaces. Replicated, clients themselves are responsible for their own interface. 

5.2 Web-based CMS 

The first activity concerned investigating existing technologies for CSCW and 
potential use in collaborative M&S, and to conduct a survey of existing CMS 
products (presented in previous chapters). The WWW was identified as an 
interesting area to apply. Web and Internet technologies are extensible, provide 
cross-platform support and are well known. For these reasons, and motives 
discussed in Section 4.1, the first attempt was to develop a web-based M&S 
environment. We believed a web-based solution could avoid the limitations 
existing CSCW software often have, such as platform dependence, limited 
capacity and resource demanding applications, and therefore provide a solution 
for CMS. For further details, see Chapter 8. 

5.2.1 A web-based M&S environment 

An environment for component based simulation development and 
visualization was designed, which provided support for collaboration. There 
were no suitable open-source M&S tools that could be used, thus all 
development was performed from scratch. Clients were required to merely use a 
standard web browser to access the environment. An HTML page with a Java 
applet provided a user interface, in which clients could compose simulations 
from simulation components. All simulations complied with the HLA, since 
HLA is the dedicated standard for M&S within the Swedish Defence. 
Furthermore, the framework provides excellent methodology for developing 
and executing component-based simulations. To allow for HLA simulation 
composition, the applet was connected to a servlet on a server that hosted an 
RTI (or was connected to an RTI). Hereby, the user could compose a 
federation, start execution and view the simulation through the web browser. To 
allow for visualization, a certain federate interface was created and integrated in 
the servlet. The visualization federate was developed merely as a handle out into 
the federation, subscribing to and retrieving all relevant federation updates for 
visualizing the simulation. Clients connected to the same server, using the same 
kind of developed servlet, were able to view the HLA simulation execution at 
the same time (collaboratively). The idea was that all such federates would be 
used to connect clients into a collaboration group and here be provided with 
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shared tools. Group management would hence be implemented using HLA, but 
was not implemented in this work. A simple prototype of the environment was 
developed. No communication facilities were provided. 

5.2.2 Discussion and conclusions 

The prototype was easily implemented, but revealed some limitations. To 
provide web-based modelling was successful, but viewing the simulation 
execution was not beneficially provided as a web-based solution. Streaming 
simulation updates to viewing clients resulted in much delay. The web is 
developed for easily achieved information retrieval, not for computing intensive 
processes such as simulations. Besides, due to the use of web techniques 
(applets and servlets), the developed environment resulted in a partly centralized 
solution. As [1] describe, the web is well suited for CSCW but for applications 
that are asynchronous and centralized, because of its client-server and dynamic 
nature. The centralized solution could be an excellent complement to an 
otherwise distributed environment, allowing for very lightweight clients, and on 
different platforms, to utilize the environment. But because of the identified 
drawbacks, the web-based solution was discarded. Instead a distributed 
technology was asked for, without limitations of web technology. Except for 
these findings, some progress within HLA research was made, which is 
described in Chapter 8. 

5.3 Distributed CMS based on P2P technology 

Experiences from the first prototype lead us in a new direction. Requested was a 
decentralized technology, that was flexible and extendable, and that provided 
support for developing services such as group management. For reasons 
described in Section 4.2, P2P seemed promising. The P2P product JXTA 
appeared as a good candidate for building CMS upon, and was exploited for the 
purpose. For further detail and conclusions about this, see Chapters 9 and 10. 

5.3.1 A P2P simulation composition tool 

Following the previous work, the first activity concerned development of a 
simulation composition tool, i.e. a tool for component-based simulation model 
development. Much like the previous prototype, but more complex, a user could 
choose simulation model components (HLA federates) and compose an HLA 
simulation. Services for collaboration (group management and session 
management) were developed based on P2P and JXTA, and integrated in the 
compositional modelling tool. Communication facilities are provided, and the 
tool is shared, i.e. all interactions within the tool are visible to all collaborating 
clients. Participants can together compose a simulation through dragging and 
connecting icon representations of simulation objects. 

In order to control user interactions and provide consistent client views of the 
shared tool, i.e. consistency control, an uncomplicated coordinator-based lock 
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was implemented. Each user is allotted a unique ID number. Through the ID 
the client becomes visible to other clients in the network, and can join a 
collaboration group and search for participants. The group coordinator is 
chosen as the joined participant with the lowest ID. The lock for the shared tool 
has to be obtained from the coordinator. As a client obtains the lock, he or she 
can interact with the area and changes are sent to the coordinator for 
synchronized propagation to other clients, as illustrated in Figure 5.1. 

 
Figure 5.1: Coordinator-based consistency control. Event scheme: 1. Client requests lock 
to shared area. 2. Coordinator grants request and sends lock to client. 3. Client interacts 

and performs changes to shared object, then sends back the lock and requested  
changes to coordinator. 4. Coordinator grants requested changes  

and makes sure all updates are sent to all clients. 

The prototype implementation was successful, but the solution was tool 
dependent. Thus other tools could not easily be integrated within the developed 
application, such as a simulation tool which was not yet implemented. The 
prototype had to be generalized. 

5.3.2 The design of a framework based on P2P and HLA 

Gained experiences lead to the conclusion that CSCW services had to be 
provided in a more general manner. A framework13 was designed that 
comprised two components: CSCW services implemented using JXTA, and an 
HLA-coupling. The concept was called CollaborativeCore (CC) and provided 
services that could be integrated in tools for sharing. Hereby, services can be 
reused by tools not originally intended for. An HLA-coupling was developed, 
for providing collaborative simulation execution. Since all simulation complied 
with the HLA, it was unnecessary to involve yet another communication 

                                              
13 The term framework is here used for referring to a product  into which for example 
applications and tools can be integrated, in order to take advantage of the features that the 
framework provides. 
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architecture (such as JXTA) for providing the simulation in a collaborative 
manner. 

In previous work (see Section 5.2) a visualization federate was efficiently used 
for visualizing the same simulation execution to all clients (integrated within a 
servlet). The concept was extended (though not web-based) and the 
VisualizationFederate was developed, i.e. the HLA-coupling. All collaboration 
participants host a window for the simulation, which is produced by the 
VisualizationFederate. In this, participants could collaboratively view and 
interact with the simulation (stop, play, step forward etc.). A simple 3D interface 
for displaying simulation information was developed. It does not suit all kinds 
of simulations, but can be further developed. Through using the HLA-coupling, 
HLA TM could be utilized to ensure all clients’ views and produced interactions 
were synchronously updated. The solution was beneficial, and facilitated 
synchronization compared to the collaborative modelling tool that was 
synchronized through JXTA. 

The CC concept provided better grounds for addressing the target of research 
than the previous attempt. However, some problems appeared. Already in the 
development of the collaborative modelling tool, JXTA revealed problems, and 
upon further development of the framework these became more obvious. At 
the time of investigation (2003), JXTA proved to be an immature technology, 
bringing more problems than actual benefits. 

5.3.3 Discussion and conclusions 

JXTA provided built-in group and node management, which was beneficially 
used for implementing collaborative services. However, the implementation first 
resulted in an application dependent solution, as with most cases when 
integrating CSCW within existing applications. A more beneficial method would 
be to provide more general services, and a framework that suited these 
requirements was designed. However, upon implementation, JXTA showed to 
be an immature product and not suitable here. Utilizing JXTA was useful for 
identifying what was missing to suit the purpose of CMS and flexible CM. One 
such missing part was time management, i.e. a shared sense of time for 
distributed nodes. Synchronization schemes had to be implemented from 
scratch, and better support for time management was asked for.  

In comparison to the JXTA failure, utilization of HLA proved successful for 
providing collaborative simulation execution. HLA TM services were for 
example used for efficient client synchronization. These benefits lead us to the 
idea of wider utilization of HLA, not only for implementing support for 
collaboration during simulation, but also for other activities such as modelling. 
P2P is an attractive technology for distributed CSCW, but there were few widely 
spread, open-source P2P products that could be used, and no standards. 
Though HLA was not at all developed for the purpose of CSCW, it was already 
used for the M&S intended. HLA is an IEEE standard, which provides mature 
methods and technology for distributed processes. Moreover, the RTI offers 
services that could be useful here, such as time management. The new ideas 
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were investigated instead of continuing to use P2P, and the result is presented in 
Sections 5.4 and 5.5. 

5.4 The development of an infrastructure for 
collaborative services based on HLA and XML 

The conclusions from utilizing HLA lead to the idea of investigating it for 
CSCW purposes in general. The use of the standard is growing in general, even 
commercially (see Section 4.3). HLA is a distributed communication 
architecture, as opposed to traditional architectures provides services for DS. 
Such a service is TM, which was actually asked for here. What was requested 
was in general an infrastructure for integration and further development of 
specialized tools for collaborative use (M&S tools primarily). But why use an 
extra technology if HLA could be utilized? The previous CC was redesigned 
according to achieved conclusions. But since HLA was originally not developed 
for real-time applications, this was an important issue to investigate. Further 
details about this work are presented in Chapter 11. 

5.4.1 A service oriented CSCW infrastructure 

The new CollaborativeCore (CC) was designed as a general, service oriented, 
application independent infrastructure for computer based collaboration. It 
provides interfaces for plugging in tools for sharing, communication facilities, 
and group management services. Despite using M&S concepts, the architecture 
can be used for other purposes than M&S. A prototype was developed and was 
evaluated for the context. In order to implement the infrastructure in a more 
platform and technology independent way, and also to facilitate reusability, a 
combination of HLA and XML was used, instead of merely HLA concepts for 
managing information (see Figure 5.2). XML information models were 
developed for capturing all information exchanged and used in a collaboration 
group (and can be extended). Hereby, information sent between heterogeneous 
clients can be parsed (interpreted and presented) with respect to a specific 
client’s needs and platform requirements. 
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Figure 5.2: Picture displaying the CC design. All communication is transmitted through the 

RTI and through specifically developed federates, the ClientFederate and the 
ToolFederate. All information in the system is formatted using XML information models, 

one for collaboration group information, and one for tool specific information. 

Apart from utilizing the HLA RTI14 as a distributed communication 
architecture, HLA specific services were used to implement CSCW services:  

- HLA Federation Management: Used among others for implementing group 
management services, and registering and searching for participants and 
collaboration groups. 

- HLA Time Management: For providing a collaborating group with a 
shared sense of time, and for synchronization and consistency 
management (for details see Section 5.5). 

- HLA Data Distribution Management: For managing information filtering 
efficiently, and for implementing instant messaging directly between 
clients. 

5.4.2 Evaluation of HLA and XML for CSCW 

XML was successfully used in combination with HLA.  However, though 
feasible HLA was originally not developed for use in real-time applications. 
Moreover, though practically efficient XML is a text-based method that requires 

                                              
14 The Pitch RTI (pRTI) was used for all development, see URL: http://www.pitch.se. Last 
visited October 2005. 
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text documents to be sent amongst clients, which can produce time delays. 
Thus, the two methods had to be evaluated for the purpose. 

XML evaluation: CC was aimed at fulfilling requirements of real-time CMS, 
for sharing of tools and for being capable of synchronously updating clients. 
For these reasons, utilization of XML was evaluated from the perspective of 
conversion to and from XML. If conversion was too time-consuming, it would 
be a useless method for carrying data. A simplified diagram of the results is 
presented in Chapter 11. Furthermore, some experiment information and two 
diagrams which are more detailed are presented in Appendix A. 

HLA/RTI evaluation: The HLA RTI was evaluated regarding message 
transmission times for sending various packet sizes that corresponded to 
potential XML packets. Results were compared to a lightweight communication 
architecture, to evaluate the RTI as a distributed communication architecture in 
general. The overall result proved that the RTI in general compared reasonably 
well to a lightweight system, and can for performance reasons be accepted for 
the purpose here. However, the RTI showed some strange behavior when 
packets were large (larger than 550 kb). A discussion was held with the RTI 
providers, Pitch, and they verified the results, but had no answers to the 
problem. This issue would have to be investigated further to retrieve answers, 
but a quick look at the documents used in the CC shows that expected sizes of 
XML documents are seldom larger than 10 kb. Hence the use of both XML and 
RTI were acceptable here. 

Using XML in combination with HLA was easily accomplished and successful. 
Performance of XML conversion, as well as RTI performance, proved 
considerably good in the context. Overall, the CC concept proved feasible and 
fulfilled the requirements and the problem of missing CSCW products that was 
an attempt to address. The question that remained was how to provide flexible 
consistency management. 

5.5 Flexible consistency utilizing HLA 

The first of the two problems had successfully been addressed, and the 
prerequisites for implementing flexible consistency management of shared 
information and tools among collaborating clients had been created. Two 
problems remained; (i) how different consistency policies should be 
implemented utilizing HLA, and (ii), an evaluation of different policies and their 
suitability in different collaborative situations. An all-suiting evaluation of the 
delays for every existing consistency policy was not the aim here, but rather to 
gain a better understanding of the different behaviour of policies. This work is 
presented in detail in Chapter 12. 

5.5.1 Flexible consistency management for CSCW in HLA 

HLA provides advanced time management that can potentially be utilized for 
implementing CM. But HLA TM turned out to not always be trivial to use, and 
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for some TM much additional support was required. Especially for the specific 
case, the issue of providing consistency policies in a flexible way, some kind of 
software support was required in addition to services provided by the RTI. In 
order to facilitate implementation, and create better grounds for flexible CM, a 
supporting middle layer called the HLAMiddleLayer was developed, described 
in Section 5.6. 

The goal was to gain a better understanding of the behaviour, i.e. the produced 
delays versus consistency guarantees that consistency policies present in 
different CSCW situations. Hence two CM policies with contrasting 
functionality were implemented; a totally strict which synchronized all clients and 
controlled consistency at all occurred events continuously, and an optimistic that 
let users interact with no respect to other clients, but that corrected from 
eventual consistency errors that occurred. Last, a totally relaxed15 policy was 
implemented, with as few constraints as possible, and providing no consistency 
guarantees. The relaxed policy acted as a reference for the minimum delays a 
consistency policy implemented utilizing HLA can produce. HLAMiddleLayer 
was used for all development. 

The focus was to evaluate the overhead (unnecessary time delays) that 
implemented policies produce in different collaborative situations. Only small 
groups were considered, and the aim was not to investigate the issue of how 
varying number of collaboration participants can affect the delays. It is an 
interesting issue to further investigate, but was not the focus in this work. Thus, 
experiments were performed with only two participants. A simple game 
application was implemented, where user interactivity16 could be easily varied. A 
number of virtual user scenarios were created (i.e. no real humans participated 
in experiments), which represented different collaborative situations. Total 
execution times for each scenario were measured, and compared to the relaxed 
policy as a reference policy. Results are summarized below. 

5.5.2 Discussion and conclusions 

HLA proved useful for implementing policies that could be varied in runtime, 
though with the additional development of a middle layer for managing time 
and policies. Results from experiments displayed some diversity. For example, 
the strict policy was not efficient when user interactions were frequent, but 
rather the optimistic. As interactions grew fewer, the behavior of the three 
policies grew more equal. In not so interactive situations, the strict did not 
produce much overhead compared to the relaxed. Here, the optimistic could be 
dismissed since an optimistic policy can produce illogic behavior due to 
rollbacks, which may not be accepted by collaborating participants. Since this 
                                              
15 Depending on the definition of consistency management policies, the relaxed may not be 
called a policy since it provides no guarantees. However, here it is referred to as a policy. 

16 The term interactivity here refers to the user activity within an application. For example, if the 
interactivity is very high, a user is intensively interacting with the tool, whereas if interactivity is 
very low, the user is merely interacting at certain points and very seldom. 
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was not an exhaustive evaluation, the matter of policy relaxation can preferably 
be investigated further, and the relation between different forms of relaxation 
towards CSCW utility. Another interesting issue would be to investigate the 
effect of different numbers of participants on consistency policy behaviour. 

According to the outcome, not much is gained through providing an optimistic 
policy. But this result only considers the kind of collaborative situations 
evaluated here. If using other types of situations it could be more beneficial. 
Imagine for example two persons reading a paper collaboratively at different 
locations. They read at different pace. Sometimes they have a comment 
regarding the paper. A strict policy would here be totally unnecessary. It is only 
necessary to synchronize them and control consistency when someone has a 
comment, and rather perform a rollback if any of the readers is ahead of the 
other. Here, an optimistic policy can be very beneficial, in contrary to the 
situations that were evaluated. 

5.6 The HLAMiddleLayer 

This last section of chapter 5 presents the final effort in addressing the 
problems in focus within this thesis. HLA was investigated for purposes of 
CMS, and the aim was to facilitate implementation of consistency management, 
through utilizing HLA specific services. However, though HLA beneficially 
provides advanced support for time management, many of the services and 
features are difficult to use, and some are supported scarcely. It was realized that 
to support flexible means of TM in varying collaborative situations, it was 
suitable to develop a supportive middle layer with such functionality. The layer 
was designed and developed and is further mentioned in Chapter 12. 

5.6.1 Concept 

Some of the TM functionality in HLA is very low level and difficult to use. The 
problem has been identified by several researchers and especially TimeWarp has 
been highlighted as scarcely supported [25, 31, 32]. Yan et al. completed a 
concept for implementation of TimeWarp in HLA [31]. However, nothing 
about physical implementation has to our knowledge been performed. 
Vardanega and Maziero suggested a “Rollback Manager” that handles questions 
related to TimeWarp and optimistic TM and developed a prototype of the 
concept [25]. Huang et al. took the issue one step further. They developed an 
extension that provides a unified interface for all TM in HLA, and provides 
support for conservative, synchronous and optimistic TM [32]. 

Since no similar efforts to our knowledge are complete or provided publicly, an 
own solution was developed. HLAMiddleLayer separates HLA specific logic 
from simulation development. It supports management of time and related 
functionality in a federate transparent way, and is reusable and federate 
independent. Furthermore, it facilitates flexibility of TM. A developer is offered 
possibilities of utilizing various forms of synchronization. The layer can 
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beneficially be used for providing TM support for other purposes than targeted 
here, such as in traditional HLA simulation model development. 

A number of synchronization protocols were implemented, of which one is 
TimeWarp. Different methods can be utilized through setting different modes at 
initialization of the layer. Three main modes have been implemented and that 
suit the policies as described in Section 5.5 above; relaxed, strict and optimistic. It is 
possible to change modes during runtime, which means modes can be changed 
due to varying collaborative situations. Modes support a simulation component 
(here a collaborating participant) automatically with functionality and methods 
corresponding to the modes, and with corresponding controls for consistency. 
Methods can for example guarantee equal event-ordered reception at all nodes. 
In other words the exact same information is sent to, and received by, all 
federates. No consistency control is provided after actual computation in the 
clients, and the clients (i.e. shared tools) have to themselves change policy if 
requested. 

5.6.2 Implementation and conclusions 

All collaborating clients host an HLA federate for being provided with CSCW 
services (see Section 5.4). The federate extends HLAMiddleLayer, and can 
hereby utilize the middle layer functionality. The developed design is federate 
specific, i.e. each federate is responsible for its own layer instead of utilizing a 
common layer residing between the federates and the RTI. This solution allows 
for the layer to be configured with respect to specific federate´s (collaborative 
client’s) needs, and offers a scalable and more general solution than a central 
layer would provide. The design is based on that HLAMiddleLayer inherits the 
RTI class RTIAmbassador (see Figure 5.3). Consequently, the federate gains 
access to all logic that the middle layer offers, and at the same time all the 
original RTI functionality. Traditionally in HLA, a federate initiates an 
RTIAmbassador (as discussed in Section 4.3). Here, instead an 
HLAMiddleLayer is initiated. Some of the HLAMiddleLayer features are 
presented in Appendix B. 

Implementation proved successful, and facilitated development as intended. 
Furthermore, the solution with extending the RTIAmbassador proved a feasible 
way to extend RTI functionality. More such HLA support should be openly 
available to facilitate HLA utilization. 
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Figure 5.3: HLAMiddleLayer inherits the RTI class RTIAmbassador. Hereby, the federate 
gains access to HLAMiddleLayer specific methods, as well as original RTI functionality. 

The HLAMiddleLayer was the last effort in addressing the two problems in 
focus for the research in this thesis. The goals had successfully been achieved. 
The results included an infrastructure of CSCW services, which offered flexible 
consistency management, and that was utilized for providing collaborative 
modelling and simulation. It was evaluated for the purpose, and a supporting 
middle layer was developed. During the way, interesting issues for further 
research were identified. These are presented in the next chapter, Chapter 7. 
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Chapter 6  
Future Work and Suggestions 

Future work is discussed in two sections. First, planned activities are presented, 
of which some are already in progress. Second, some suggestions are presented. 
These describe ideas and important issues that have been identified during the 
course of this thesis that are not directly related to research within the thesis, but 
that may be dealt with later. 

6.1 To be continued 

First of all, the CC concept will be further developed and generalized, and some 
issues have to be handled. These issues have until now had low priority, since 
the focus has been consistency policy evaluation for CSCW and possible 
technologies. In order to complete the concept, many issues can be further 
developed, of which some are: 

- Support for various types of clients, such as thin clients, web-based 
interfaces, mobile clients etc. 

- Advanced communication facilities. 

- More generic composition of CSCW services, for example through 
provision through Web Services. 

- Since the architecture is replicated, currently clients need to host an 
instance of each tool shared. For facilitating use, tools can be provided 
through for example Web Services. 

Providing a variety of consistency policies makes a difference, which opens up 
for the interesting issue to investigate more consistency policies in different 
collaborative situations. The actual question at issue is evaluating different forms 
of consistency policy relaxation towards CSCW utility. Such an evaluation could form 
the basis of for example efficient adaptable consistency management, i.e. consistency 
management that automatically changes consistency protocol, with respect to 
best suit the current collaborative situation. These form very interesting issues 
of future research. 

Concerning future experiments, various numbers of participants must be 
accounted for. Consistency overhead measures were performed mainly for two 
participants. Four client nodes were used merely to verify experiment results. 
Though groups are assumed small, the number of clients can affect the 
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efficiency and suitability of consistency policies. This issue can beneficially be 
further investigated. 

6.2 Suggestions 

The research presented in this thesis has excluded investigating social aspects in 
the context. CC, or a similar kind of infrastructure for CSCW, would beneficially 
be validated from the perspective not only of technological suitability as has 
been done here, but from the perspective of social suitability. Considering the 
topic of collaborative M&S, social support is an interesting topic of further 
investigation and that has not been handled in the literature. Questions to 
answer are for example: What social awareness support is required for CMS? What 
distinguishes CMS from other CSCW activities? and How is it possible to provide all 
required social support in one and the same infrastructure and for all CMS activities? 

The HLA RTI was used as a distributed communication architecture. However, 
the CC design requires utilization of a number of federates (nodes), which can 
be a performance issue if scalability of the chosen RTI is poor. Scalability is an 
issue that has not been questioned in this thesis, but that can be a determining 
issue in the context. Because performance relies much on a specific RTI 
implementation, these kinds of experiments should not be performed by RTI 
users. It is instead suggested that such performance measures are provided by 
RTI contributors, which are not provided today. 

The research presented in this thesis applies to the issue of extending single-user 
applications for CSCW utilization. However, the author of this thesis believes a 
new generation of applications is approaching. Future computer systems will 
most likely involve much more human-human communication than the 
software of today, and many products will by default support various forms of 
CSCW. This initiates a new generation of software, one that requires 
incorporation of CSCW aspects already on the level of design and development. 
Such aspects include for example cognitive and social factors, multi-user 
visualization, and common language utilization. In other words, instead of 
extending existing single-user applications, a new way of designing and 
developing software that already from scratch include CSCW utilities, could be 
an interesting issue for future research. 
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Abstract 

Internet communication in general and the World Wide Web specifically have been 
revolutionizing the computer industry. It has affected the way computer systems have been 
designed, developed and executed. Web-based simulation is a relatively new topic within the 
field of modelling and simulation (M&S), which represents a connection between the web-
technology and M&S. Although the discipline is young it has the potential to fundamentally 
change the simulation modelling methodology. 

An ongoing project within the Swedish Defense Research Agency (FOI) is investigating the 
potentials of web-based simulation by studying the possibilities, requirements and feasibility of 
developing methodologies for building web-based distributed simulations, e.g. HLA17 
federations. In order to achieve the above goal an environment has been designed and partially 
developed for collaboratively building distributed simulations, using a standard web-browser on 
the client side. One key requirement for the environment has been the ability to build 
component-based simulations with a hierarchical structure. 

In this paper we will present our initial results and findings when developing our environment, 
present different techniques and some of our implementations, based on HLA standard and 
continue with a discussion on how to construct federations in a hierarchical fashion. We will 
discuss how HLA federations can be integrated with the web technology, without burdening the 
client with heavy calculations, often associated with execution of simulations. We will also 
discuss the component-based development approach as a quick and cost effective method for 
building software systems and how it could be used with web-based simulations. 

1. Introduction 

In the last decade the World Wide Web has had a tremendous influence on the 
computer industry. It has affected the way computer systems have been 
                                              
17 High Level Architecture, shortly named HLA. 
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designed, developed and used. The area of modelling and simulation (M&S) is 
no exception. Fishwick [1] early predicted the benefits that the web could bring 
to the M&S community. Now web-based simulations is an area by itself and 
much related research and development is today evident in many organisations, 
such as for example the defence industry. One of the research topics at issue is: 
What possibilities may the WWW bring to the development and executions of 
M&S, and how? 

The year 2001 a project “Web-based HLA Federations and Simulations”, 
shortly named the WebSim project, was initiated as a two-year project at the 
Swedish Defence Research Agency (FOI). This paper reflects the result from 
the first year. The main activities of the project have been to investigate the area 
of web-based M&S. What benefits could be achieved in terms of platform 
independence, availability and reusability etc.? And how would this most 
suitably be accomplished? 

The project was divided in two main parts, of which the first one was 
investigating and evaluating how to make legacy models web-based. The other 
part, and on which this paper is focusing, concerned development and 
execution of web-based HLA federations. The latter resulted in a prototype 
environment for experiments and demonstrations. The environment is 
described in this paper. The main requirements for the environment were that it 
should be web-based, platform independent and server-centric, making it 
possible for also thin clients to use the environment services. During the work 
some interesting issues arose which are presented later in this paper. 

A web-based simulation environment in this context means that a simulation 
environment is adapted to the web, and in that environment it is possible to 
develop and use simulations. The simulations may be located on the same 
computer as the client, or on a central server which the client can reach through 
a web user interface (a browser), or the simulations may be distributed over a 
network. In fewer words, the client has access  to and may develop and execute 
simulations and see the result, only needing a web-browser. 

1.1 Distributed simulations and the HLA 

The area of Distributed Simulations started with SIMNET (Simulator 
Networking) in 1986. SIMNET was the result of several years of research within 
one of the DARPA projects [2] at the US Department of Defence (DoD). 
SIMNET initiated some major changes within the M&S community and the 
new area of distributed simulation was a fact. Soon a need arose for 
standardizing the way models interact, and as a result of this the DoD mandated 
DIS (Distributed Interactive Simulations). DIS was used for many years, and is 
still used to some extent. But to form a more complex and all-suitable standard, 
supporting interaction between all kinds of models and supporting simulation 
model reusability, DoD initiated the High Level Architecture (HLA) [3]. 

HLA is a framework that allows development of component-based distributed 
simulations. It has rapidly gained many users world-wide, much due to its 
availability and many benefits, and the over-all need for such a standard. Most 
users are found within the defence industry, although HLA usage is rapidly 
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growing within the commercial community as well. Though HLA is an excellent 
approach for facilitating model and simulation interoperability and also 
supporting reuse of simulation components, more could be won if some 
additions were provided. Hierarchical reuse and a higher level of platform 
independence are two topics which are discussed and handled later in this paper, 
and of which HLA lacks to some extent. 

1.2 Collaborative environments 

The WWW has had a great influence on collaborative (simulation) model 
development. People now can work collaboratively on the same model, 
independent of their, or the models’, physical locations. The benefits of 
collaborative applications have been identified, and many different 
environments have been developed to provide this. However the  collaborative 
applications often have limitations such as platform dependence, limited 
capacity and poor model interoperability since they are neither component-
based, nor standardized. 

One of the overall goals of the project is to extend the prototype environment 
to include user collaboration. Here collaboration is not meant only in terms of 
common model availability and common access to tools for development and 
communication. Collaboration here also includes that users are developing and 
executing a model or simulation together and at the same time. It does not mean 
that users reload updated versions of the simulation or the model from a shared 
library, which is the most usual approach. Making the prototype web-based 
makes a good foundation for extending the environment to be collaborative (in 
a decentralized way), and this discussion is presented later on in this paper. 

2. Methods and techniques 

Before developing the prototype for the web environment some investigation 
and evaluation was carried out regarding how simulations can be adapted to the 
web, and what techniques would be most suitable for this. The result is 
presented in this section. 

2.1 Component-based simulations 

A component is a piece of software that can be distributed and used in other 
applications than it was originally intended for. When developing a simulation it 
can be created as a whole application (or program), or it can be built by joining 
separate components into a complete federation. A federation can shortly be 
described as a component-based simulation, where the components are called 
federates. 

The idea of a component-based approach for development of products, models, 
and software is not anything new and it has been adapted by many industries for 
quite some time. However, it is somewhat novel for HLA, where it has been 
realized through the Base Object Model (BOM) methodology [4].  

The BOM concept was formally introduced in 1998. BOM by definition 
represents a single set of Object Model data [4]. It provides a distinct way to 
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represent individual simulation interaction components and can be used as a 
Lego block for building FOMs (Federation Object Models) and SOMs 
(Simulation Object Models). 

The main advantage of component-based development of simulations is the 
reusability of simulation models. However, this might also bring some 
limitations. To be able to connect the components, they have to be based on the 
same standard. The standards available are often platform dependent, and there 
is no commercially accepted standard format for this purpose. 

When developing our web-based simulation environment one of the goals is to 
support reusability, and easily available simulations. A good and general solution 
for accomplishing this, is to use component-based simulations. In the WebSim 
project the component-based approach was implemented. As a standard for this 
the HLA framework was chosen, since HLA has a widely spread use in the 
defense community, and since it is already in use at FOI. 

2.2 Suitable web techniques 

When distributing a component-based simulation over a network, there is a 
need for a standard as described above, but there is also a need for a technique 
that remotely enables the users to access and execute the simulation 
components. A number of techniques were analyzed with respect to the 
purpose and the result is shown below. 

The common gateway interface (CGI) is a standard way for a web server to 
pass requests from a client to an external program [5]. The output of this 
program is then sent back to the client. CGI was one of the first techniques 
used for creating dynamic content in web pages, and since it is user-friendly it is 
widely used for this purpose. 

The initial purpose of CGI was not to create dynamic web pages, but rather to 
let information servers talk to external applications. This partly explains the 
CGI:s lengthy lifecycle. With CGI a new process is created for every request, 
which requires time and significant server resources. This limits the number of 
requests a server can handle, and hence restricts the use of CGI when 
distributing simulations. 

FastCGI is a CGI improvement and is more efficient than its origin, since it 
creates one single persistent process for each FastCGI program [6]. FastCGI is a 
plug-in to the web server and is a program that handles multiple CGI requests 
within a single process. But if the program is to handle concurrent requests, it 
needs a pool of processes. This is quite inefficient and does not scale very well, 
and thus does not suit the purpose here. 

The Enterprise JavaBeans (EJB) provides a Java framework for components 
that may be “plugged in” to a server (so called server-side components), hereby 
extending the server’s functionality [7]. The EJB is based on distributed object 
technologies and combines server-side components with distributed objects. 
The original JavaBean is also a component model, but not a server-side model. 
Thus the JavaBeans were not intended for distributed components, in contrary 



Chapter 8: Paper I 57

to the EJB:s. The EJB technology is an excellent approach for the purpose 
discussed here and it has also previously been used by Housand and Hudgins 
for federation management [8]. 

A servlet is a generic server extension, a Java class that can be loaded 
dynamically to expand the functionality of a server [6]. The servlet can be 
thought of as a server-side applet that is loaded and executed by a web server in 
the same manner as the applet is loaded and executed by a web browser. There 
are several reasons for choosing servlets for developing web-based HLA 
federations. They offer a number of advantages over other approaches including 
portability, efficiency, endurance, safety and extensibility. 

Server Extension Application Programming Interfaces (API:s) are used to 
enhance or change the functionality of a server, without the use of external 
programs (like CGI) [6]. The server extension APIs use linked C or C++, which 
makes them run very fast. They exist within the main process of the (web) 
server, and hence can take full advantage of the server’s resources. This might 
be efficient, but it also means that server extension API:s are closely tied to the 
server and the operating system, which makes them not so well suited for 
distributed simulations. 

An Active Server Page (ASP) is Microsoft’s technology for deploying active 
content on the web [9]. An ASP is an HTML page that includes scripts, as for 
example JScript or VBScript, that are processed on a Microsoft web server 
before sent to the user. This allows developers to create web pages with 
dynamic content. ASP was designed to work on the Windows operating system, 
which might complicate running ASP pages on non-Windows platforms. 

The main advantages of ASP are low cost, good support for database 
connections and relatively good performance. The main disadvantages are the 
lack of platform and server independence. 

Java Server Pages (JSP) is an API developed by Sun to deploy web-based 
applications [10]. JSP is like an ASP page and even borrows a lot from ASP 
technology. It allows a developer to easily write static HTML with embedded 
dynamic content by enclosing active components in tags. The main difference 
between ASP and JSP is that in ASP active content is written with a scripting 
language, while in JSP active content is written in Java. This makes it possible to 
write complex logic in JSP that may not be possible in ASP. In fact, behind the 
scenes JSP pages are compiled into servlets, and hence has many of the 
advantages that servlets have. 

3. Implementation of our web-based environment 

In the WebSim project an environment was established in order to study how 
simulations could be adapted to the web, how difficult it was, and what 
possibilities it might bring. In this section we discuss the environment 
requirements, how an HLA-federation could be adapted to the web and how 
the environment was implemented. 
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3.1 Environment requirements 

In section 1 a short presentation was made of the simulation environment that 
was developed and partially implemented in the project. The main requirement 
for the environment was that it should be web-based. This brings advantages 
such as platform independence and great availability and hence also supports 
model reusability. 

Another requirement to consider was that also very thin clients should be able 
to access and use the simulation environment, without the need to download 
and install great amounts of software. In order to achieve this easily, the 
environment was made server-centric (centralized), with the ulterior motive to 
minimize the burden for the client.  

A last requirement was that the environment should be developed very 
generally. Even though it was only a prototype, and not a fully implemented 
environment, it should support modification to be easily made and further 
experiments for distributed simulations to be easily performed. 

3.2 Web-based HLA federations 

The HLA framework allows independent simulations (federates) to be joined by 
a common software (RTI), that connects the federates to a complete simulation 
(federation) during execution [11]. The requirements are that the federates 
follow the HLA directives and rules and that the computer running the 
federation has an RTI software installed. 

In a distributed simulation exercise, every federate is usually executed on the 
computer where it is located. This means that any simulation program or other 
common software has to be installed on every computer where a client wants to 
use the simulation or develop new ones. If the simulation environment is web-
based this wouldn’t be necessary. A client could then build and execute an HLA 
federation without needing for example the RTI, but only by using a standard 
web browser and sending the execution commands over the WWW to a server 
where the federation would be initiated. Afterwards, or during the execution, 
the result would be sent back to the client, and presented in the client’s browser. 
In this case it means that the HLA-federates should be able to be used by a 
client in the network through the web interface, no matter the physical location 
of the federates or the client. In other words, the federates have to be web-
based to some extent, which means that they should be platform independent 
and easily used in and modified for networks. 

When developing web-based programs, in this case the HLA federates, there is 
a range of available programming languages to choose from. For this specific 
project the Java 2 platform was chosen. The main reasons for this choice were 
advantages such as platform independence, object-orientation and simplified 
network programming among others. 

3.3 The environment 

The environment consists of three main parts. The first part is the user 
interface, a client layer, from which a user can use, manipulate and execute 
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simulations, and also see the simulation results. This is web-based and is in 
other words provided in the client’s browser. There also has to be some 
communication layer for the communication between the client and the location 
(or locations) where the actual simulation resides. In this case a server is used 
for hosting the simulation. The last part needed is the actual simulation or 
simulation environment, consisting of the simulation which in this case is an 
HLA-federation, and the common software - in this case an HLA-RTI. 

3.4 The user interface 

The user interface is accessed from a web page. In this the user can develop 
federations through choosing federates available in the network, and combining 
them in a federation. Then a command with the federation information is sent 
to the location where the simulation resides. The execution is initiated and the 
result is continuously sent back to the user and presented by the client applet. 

When building the user interface we had some requirements to fulfil as 
described above. It should for example be possible for a thin client to use the 
environment and it should also be possible to access the environment from as 
many different types of browsers as possible. Therefore the interface application 
should be as platform independent as possible, and the simulation burden 
should be distributed to some other location than the client, in this case a server 
since the architecture is server-centric. 

For the web interface the Java applet was chosen, in this way the least burden 
possible is left to the client. The applet is downloaded to the client computer, 
and the user can choose federates from lists, name the federation and execute 
the federation remotely on a server. For the software development the Java 
language18 was chosen since it is platform independent and facilitates network 
programming. 

For the communication layer there are several solutions, and some techniques 
were investigated and evaluated for this purpose. The result is presented below. 

3.5 Communication 

For the communication between the client and the federation a number of 
techniques could be used, as discussed in section 2.2 and of which some were 
disqualified for this specific case. 

The communication procedure can be divided into three major steps: 

1. The client communicates a request to execute the federation. 

2. The server initiates the federation execution. 

3. The execution data is transferred from the federation to the client. 

                                              
18 Java version 1.2.1 was chosen since this is supported in most web browsers today. 
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For this particular implementation the servlet technique was chosen for the 
communication layer. A servlet offers a very general solution to the problem, 
and it is suitable for distributed applications, which in this case are distributed 
federates. The figure below describes how the servlet was used, and shows one 
possible solution to how this can be done. 

 
Figure1: Depicting the communication between the client,  the servlet on a server and the 

federation on the  same or on another server. 

In this implementation the servlet has two functions: the first is to start the 
federation in a correct manner, and the second is to retrieve the execution data 
from the federation. 

The servlet triggers the execution with the exec() command. The federation 
executes and the federate responsible for the visualization of the federation 
sends the execution data using the multicast network services. The sending is 
done that way since the federates could be anywhere in the network, and the 
information transfer needs to be as universal as possible. The servlet listens to 
the correct port and returns the updates to the applet where the result is 
presented graphically by the applet. 

Using a servlet as a communication layer between client and server has shown 
to be good and general approach. However there are other solutions for this 
purpose, such as EJB or a combination of EJB:s and servlets. This combination 
was discussed and implemented by Housand and Hudgins [8]. Housand and 
Hudgins experimented with the idea of integrating one of the federates 
(preferably the visualization federate) with the servlet. They offer two alternative 
approaches, one server-centric and one browser-centric. We consider the 
possibility of implementing one of these in the web-based environment, and for 
the moment this is evaluated. 

3.6 Peer To Peer and JXTA 

One of the goals of the WebSim project is to develop a collaborative 
environment, supporting web-based collaborative M&S development. To 
achieve this goal, the need for another software was identified when working on 
the prototype. This software would be integrated with the environment, in order 
to support the collaboration services. The software could be any binding layer 
between the clients, such as an agent network or a Peer To Peer (P2P)19 

                                              
19 Peer To Peer, shortly named P2P, is an alternative network technology where units (nodes) 
communicate directly, and not through a central layer. 



Chapter 8: Paper I 61

technology, that allows connection of nodes in a network and manages the 
information transfer between them. 

In the WebSim project some P2P techniques were investigated and evaluated. 
One technique was to be used in some experiments, and for that the JXTA 
platform, from SUN, was chosen. 

JXTA is an open-source project, originally developed by Sun, and it is platform 
independent as it is based on Java and XML. Since all source code is available at 
the project web site [12], this is a very suitable platform for further development 
and experiments. JXTA experiments are currently one of the priorities in the 
project, and tests are performed with attempts to use JXTA from a web 
environment and study what benefits this could bring. So far no distinctive 
JXTA results from WebSim are available. 

4. Hierarchical federation development 

Since simulation models often consist of complicated algorithms, the need for 
reusable simulations is obvious. In the HLA there is a built-in support to 
simplify the reuse of simulation components. But this support does not include 
hierarchical component reuse. If there exists a federation and you want to reuse 
this as part of a new federation, you have to rebuild the complete federation 
together with the new one, in order to allow all the federates in the new 
federation to communicate. 

To facilitate a more dynamic reuse, a new kind of federation was developed in 
the WebSim project, in order to extend the HLA component reuse support. 
This federation was here called a super federation and it consists of super 
federates, where the super federates are acting as federates in the super 
federation but are federations themselves. 

An illustrative example: Suppose there exists a federation representing the air 
dynamics for a specific type of military aircraft. It might then be feasible to add 
this federation to other federations representing other parts of the aircraft 
system, to create a realistic aircraft simulator. This aircraft federation can then 
be joined with other aircraft federations to form a squadron, which in turn can 
be joined with enemy aircraft to form a war scenario, and so on. 

4.1 Methods and techniques 

The HLA strictly depends on the requirement that all existing communication 
passes through the RTI. In order to make federations act as federates in a super 
federation, there is a need for some kind of technique, a bridge, between them 
that enables communication through the RTI. The bridge must consist of at 
least one “extra” federate. Here two alternatives were studied. The first 
alternative is to build a “centralized communication federate” that handles all 
communication between the different federations connected to the super 
federation. The second alternative is to let each federation, joining the super 
federation, have their own communication federate, i.e. the technique is based 
on “distributed communication federates”. The communication federate would 
be connected both to the joining federation and the super federation. 
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A centralized communication federate needs one RTI ambassador for each 
joining federation. This makes the communication federate rather complicated, 
especially when the number of joining super federates increases. 

The distributed communication federate approach increases the number of 
communication federates needed, but it also simplifies the coding for each 
communication federate. That is why this technique was chosen for a test 
implementation. 

4.2 Implementation 

The idea with the implementation of the super federation was not to build a 
complex simulation, but only to test if the theories developed worked as 
expected. The technique chosen was the one based on distributed 
communication federates, as described in the figure below, where the super 
federation here is called the Communication federation. 

 
Figure2: The use of distributed communication federates for building hierarchical 

federations. 

A communication federate was implemented. This federate was able to connect 
to both the actual federation (the super federate) and then to the super 
federation. It was also possible to let the super federate publish and subscribe to 
data in the intended way. Experiments including more federations are currently 
in progress. 

5. Discussion and Future work 

At the moment the simulation environment allows a user to develop and 
execute HLA federations through a web interface (an applet) in a centralized 
way. However research in the project is currently being carried out to extend the 
environment to be decentralized and to allow users to develop and execute 
simulations together, at the same time, i.e. collaboratively. This would require an 
environment architecture including some software to  support and manage the 
network regarding communication, simulation visualization and shared 
resources. 

For this purpose two possible solutions are at issue. The first one is regarding 
integration of a P2P network with the web environment, and in this case the 
JXTA platform would be a potential candidate. This would require some 
modifications of the JXTA platform, and such experiments are being carried 
out. 
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The other solution is to include an agent architecture in the environment. This 
solution has been tried before in for example [8], but mostly it has been done in 
centralized networks. Our aim is to achieve this in a decentralized network. This 
is also part of the current work within the WebSim project. 

6. Conclusions 

In this work we have investigated how HLA federates could be fairly easily 
adapted to the web in order to achieve distributed, component-based, platform 
independent simulations. An environment prototype for this was built, in order 
to test the techniques and experience the amount of work that this would 
require. In this environment users can develop and execute HLA federations, 
without the need for any other software than a browser and a WWW 
connection. 

The prototype today is server-centric using a servlet for communication 
between the server and the client. The user interface is based on an applet that is 
communicating with the servlet, which in turn is controlling the client’s 
execution of Java-based HLA-federations on a server. This solution turned out 
to be easily implemented and functional. However the architecture would 
benefit from being decentralized. In a decentralized network resources would be 
distributed and not residing on a central server and thus depending on the 
server’s capacity. This could be achieved by for example integrating a P2P 
network in the environment, where clients and resources would be nodes. 
Another interesting modification would be to use EJB:s instead of servlets. 

An attempt was made to extend the HLA to allow hierarchical reuse. Two 
approaches were discussed and one of them was implemented in a very simple 
way to verify its functionality. This theory is based on distributed 
communication federates and means that every participating federation (super 
federate) has a communication federate that handles the communication 
between the super federates and the RTI, in the super federation. 
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Abstract 

Computer-based collaboration is an issue of increasing importance within the community of 
computer science. The advantages of the subject are many and ascribe to several different areas. 
The foremost purpose of computer-based collaboration is to promote the overcoming of distances 
between organisations and people. This advantage could also be of considerable use within the 
community of Modelling and Simulation (M&S) to improve quality of work in the M&S 
processes, and to increase efficiency. Such collaboration may be beneficial in many contexts such 
as distance education, distance training, and distance team work. 

At the Swedish Defence Research Agency (FOI), we are investigating collaborative M&S in 
distributed environments. A prototype for collaborative modelling has been developed, in which 
users may collaboratively develop a simulation model. The collaborative applications, and the 
synchronization of the cooperative work, are managed in a distributed way, based on Peer-to-
Peer technology. For this purpose the JXTA P2P framework was chosen. The work has 
exposed some challenges for collaborative M&S, better understanding of computer 
collaboration, and identification of suitable techniques. 

This paper presents the collaborative M&S prototype developed so far, and highlights 
advantages and disadvantages with techniques chosen for the implementation. It also discusses 
some challenges, lessons learned and experience gained from the use of Peer-to-Peer technology 
in this specific area. 

1. Introduction 

Environments for computer-based collaboration are an issue of increasing 
importance in the community of computer science. Collaborative applications 
and environments help people cooperate without needing to overcome 
difficulties associated with distance between them, and is often referred to as 
“Computer Supported Collaborative Work” (CSCW). CSCW allows people to 
work together in a common environment, despite being seated in different 
locations. But this feature conveys many difficulties, such as synchronizing the 
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participants’ actions, overcoming platform dependence and maintaining data 
consistency. 

Research on CSCW has been going on for several years and different tools and 
techniques have been developed for this purpose. Among widely known 
collaborative environments are the academic developed web-based platform 
TANGO [1], and the commercial product KnowledgeKinetics (K2TM) [2]. The 
benefits and challenges with these environments have been identified and 
highlighted in the literature [1, 2, 3].  

The achievements within computer collaboration may be useful within the area 
of M&S as well. Frequently the physical location of project participants 
represents a problem for cooperation, and as a result the amount of 
collaboration is often reduced. If there existed a common environment that 
allowed collaborative M&S, people could for example design, implement and 
document the model collaboratively, regardless of their physical location. At the 
Swedish Defence Research Agency (FOI) we are carrying out research within 
the area of computer-based M&S collaboration. One goal is to set up a 
prototype for a network-based environment that supports interactive and 
collaborative M&S, i.e. an environment where a group of people could work 
collaboratively on developing and executing simulation models. Requirements 
include that the environment should be platform independent, decentralized, 
and support thin clients. This paper summarizes our research results including 
the techniques used, the prototype developed so far, and the gained experience. 

2. Background 

2.1 Computer collaboration 

Concepts like “computer collaboration” and CSCW are not unanimously 
defined in the literature and tend to have different meanings for different people 
and communities. When discussing these concepts, the collaboration intended 
may be only between machines (such as computers), between humans and 
computers (human-computer), or human-human. In this paper, we focus on 
human-human collaboration using computers as means. 

In everyday life we get in contact with computer collaboration, through for 
example E-mail communication or server-storage and retrieval of files. This 
kind is often referred to as asynchronous collaboration, since it is not 
immediate. Though it is efficient and easily managed, it is in some cases not 
reliable, due to the time delay and data inconsistency that may occur. This may 
result in misunderstanding or misinterpretation, since messages or other 
software may be transmitted or updated in the wrong order. 

When talking about chats, telephones or web cameras, the collaboration is 
referred to as synchronous, or real-time. These tools offer efficient ways of 
communicating, and since they allow synchronous communication they reduce 
the risks for misunder-standing and misinterpretations. However, synchronous 
collaboration protocols are more difficult to implement.  
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Many collaboration systems developed today are more or less server-based. An 
example is the freeware VNC20 [4]. VNC is a collaborative platform based on 
letting a main program run on one computer, and clients connect to that 
computer. The computer works as a server, letting all the clients view and 
interact with the same application. This is a convenient way of designing a 
collaborative system, and facilitates management of information flow and 
synchronization of clients etc. However these centralized systems often do not 
provide scalable solutions for increasing number of users, and the robustness is 
considerably lower than in decentralized systems. When designing the prototype 
for collaborative M&S, the number of users may not become an issue. Hence 
we consider a decentralized architecture to assure scalability. 

2.2 Component-based distributed M&S and HLA 

When distributed simulation was initiated in the 1980’s by the US defence it was 
a revolution for the M&S community. Distributed simulation allows simulations 
to be executed on more than one computer. Since this kind of execution 
requires a standard for making the simulations interoperable, a first standard for 
distributed simulation was developed, the Distributed Interactive Simulation 
(DIS). But the standard had limitations and in 1995 a new standard entered the 
stage; the High Level Architecture (HLA) [5]. The HLA did not only introduce a 
standard and a framework to support development of interoperable simulations. 
It also introduced a new way of developing simulations, namely the component 
based way. Component based simulation development brings many of the 
advantages that have been used within the object-oriented software 
development for a long time, which include reusability, efficient development 
and many others. When developing our M&S prototype these were highly 
desired benefits. 

2.3 Collaborative M&S 

While working in an M&S project, people with different backgrounds, such as 
subject matter experts and military, often collaborate to design, develop and 
execute (a) simulation model(s). These people are often seated at different 
locations, and use diverse computer environments, which complicates the 
communication, hence collaboration, between them. This often leads to 
misunderstanding and misinterpretations, and in some cases the result is critical. 
For these reasons, the features of CSCW can be beneficial within the 
community of M&S, with respect to improving and assuring quality, and 
increasing efficiency of work. 

2.4 Research within collaborative M&S 

Though some effort has been made within the area, such as for example 
TANGOSim [3] or the web-based simulation environment from Ayani and 
Dharma [6], the area of CSCW for M&S has so far only been slightly explored. 
This is because of the fact that the main focus for collaborative tools has been 
                                              
20 VNC is a short term for the freeware ”Virtual Network Computing”, which is a remote 
display system, developed at AT&T Laboratories Cambridge [4]. 
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on common work areas for projects, video conferencing, server-based tutoring 
etc. Such commercial products are for example NetMeeting [7], 
KnowledgeKinetics [2] and the freeware iVisit [8]. These tools have gained 
popularity, but are not suitable for all applications, or easily adapted to suit 
collaborative M&S as well. 

The area of collaborative M&S is an interesting topic within the defence 
industry, where distances between military, researchers and developers 
constitute an issue of decisive importance. A common military M&S 
environment allowing CSCW can bring many advantages. If designing the 
system for the network centric defence, i.e. network-based and distributed, 
advantages and possibilities such as platform independence and resource 
availability could be won. 

2.5 Challenges with collaborative M&S 

Collaborative M&S introduces challenges for the environment that support 
CSCW. For example when designing and implementing simulations, often many 
people are involved and highly interacting. Hence if the modelling is performed 
collaboratively, it requires effective and information optimized communication 
and synchronization between the participants and their actions. When executing 
the simulation more challenges are met. Here several people may start, view and 
stop a simulation collaboratively. This increases the network load considerably, 
since much information must be updated often, and it may affect or even 
prevent the simulation visualization. Many environ-ments, such as VNC [4], 
send complete screen-dumps over the network, in order to let collaboration 
participants see the same view of a workspace at the same time. This clearly 
burdens the network, and often prevents images from being updated in the 
order and rate necessary to maintain a continuous moving picture. In short the 
great challenges lie in synchronizing participants’ actions, optimizing data and 
maintaining data consistency. 

3. Methods and techniques 

3.1 Requirements 

When developing the prototype for collaborative modeling and simulation, we 
asked for a user interface with an M&S application integrated within. We also 
identified a need for an underlying technology, a network architecture, which 
would allow implementation of decentralized collaborative M&S. The 
technology should be flexible, platform independent and extendable. 
Furthermore it should provide a scalable solution, not limiting the number of 
users. These requirements removed client-server design from the list of possible 
solutions. When looking at the kind of services that needed to be provided to 
enable collaboration, those included among others possibilities of creating, 
searching for and managing groups, direct communication between computer 
nodes etc. 
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3.2 Peer-to-Peer technology and distributed computing 

With today’s increasing computer usage and accelerating requirements for 
computer capacity, distributed computation has gained tremendous influence on 
everyday computing. With decentralized networks, resources and computing 
capacity can be used much more efficiently than in centralized systems. 
Distributed computing also reduces the heavy burden of information traffic, 
that centralized systems often force the networks to carry [9]. 

Peer-to-peer (P2P) is a term often used when referring to a popular and widely 
used network technology that allows nodes in a network (peers) to 
communicate directly, instead of through a central unit (server). This allows 
peers to easily share and use each others’ resources, where resources may be 
anything from documents and code snippets to processor usage21. These 
features would be of considerable use when developing a decentralized 
collaborative M&S environment. Integrating P2P with distributed M&S, would 
make the environment more efficient, scalable and more robust.  

3.3 P2P products and limitations 

The first P2P products to gain commercial interest were systems such as 
Napster [10] and Gnutella [11], that allowed people to share music and other 
resources (illegally). Since the early P2P systems promoted illegal activities 
regarding copyright issues, P2P technology in general has been associated with 
those activities. These kinds of applications have survived and emerged into 
widely used file sharing systems, like KaZaa [12] or Freenet [13]. Despite this, 
business and organizations have lately realized and started utilizing the potential 
efficiency of P2P technology within the organizations. Groove from Groove 
Networks [14], Redfoot [15] and Sun Microsystems’s Jini [16] are merely a few 
products developed and used for this purpose. However these P2P platforms 
and tools are often commercial, costly to obtain and may contain limitations 
such as platform dependence and heavy applications. Furthermore, since the 
products are commercial, the source code and architecture are hidden from the 
user. Hence the user is restrained to the already built-in functionality of that 
specific product. 

3.4 Project JXTA 

Project JXTA was initiated by Sun Microsystems in 2000 as an open-source 
project [17]. One reason for this was to promote the use of one P2P platform, a 
platform that suited many purposes, since there exists no standard for P2P 
today. An open project was considered the solution for accomplishing this. In 
order to develop the technology in the most platform independent way, the 
concept is based on Java22 and XML23. JXTA is not an application, but a 
                                              
21 When the computer capacity is shared within the network, the term resource allocation is often 
used, which signifies that a user may search for and allocate remote resources for remote 
execution.   

22 Java is an object-oriented programming language well suited for network based solutions, 
developed by Sun Microsystems [18, 19]. 
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platform offering a wide range of P2P services. The platform allows a developer 
to design P2P applications without the need to develop all the functionality 
from scratch.   

3.5 The JXTA concept and protocols 

JXTA is based on a set of 6 protocols, of which most are based on XML. The 
protocols allow among others peers to form and manage self-organized groups, 
search for and discover other peers and groups, and search for and manage 
distributed resources, independently and without central organization [21]. 
Though JXTA provides a number of applications, the intention is that users 
develop their own applications for the desired purpose, using the JXTA 
protocols for P2P functionality. The protocols will not be described here, 
though their functionality and most important services are described below. 

An individual node in the JXTA network, a peer, implements a set of JXTA 
services to accomplish direct communication and interaction with other peers in 
the network. Peers are members of one or several peer groups. Groups allow 
among others multicasting of messages between group members, and provide 
services, peer group services, that are provided only within a particular peer group. 
Such services and group features could be security services, authentication, a 
chat limited to the group members or just data residing within the group. 

For exchanging information about available resources in the network, JXTA 
uses advertisements. An advertisement is an XML document that advertises and 
describes a service, peer, message or any other resource in the network. 

The communication between peers is handled by use of pipes (communication 
channels). Pipes are a JXTA specific layer above the communication protocols, 
and that help overcoming problems such as firewalls and other barriers. The 
pipe may be of two kinds of which the first is point-to-point, which as the name 
indicates connects two endpoints directly (this does not exclude message 
routing). The other kind is the propagate pipe, that connects a peer to multiple 
peers. 

Many other terms and functionality are provided in the JXTA concept, and for 
further reading [21] and [22] are recommended. 

4. Implementing collaborative M&S 

4.1 The M&S environment and design requirements 

The collaborative M&S application discussed in this paper is part of a more 
comprehensive M&S platform, the NetSim platform, developed at FOI. NetSim 
was formerly a web-based implementation, and one part of it was presented at 
the European SIW 2002 [23]. However the environment is further developed 
and is now not only restricted to web usage. As with NetSim, one of the 

                                                                                                                               
23 XML – ”Extensible Mark-up Language” – is a very flexible, platform independent mark-up 
language used for structuring and encapsulating information [20]. 
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requirements for the collaborative M&S was that it should support both regular 
and thin clients. Due to this, and in order to burden the network as little as 
possible, all of the information transmitted within a collaboration should be as 
optimized as possible. 

4.2 The simulation modelling 

Since the NetSim environment is based on HLA, and because of the advantages 
of component-based M&S as discussed in 2.3, the HLA was chosen as 
architecture for the models. This requirement and the ones discussed above 
(thin clients and information optimization), led to the final design choice to 
develop a new tool for simulation modelling. We could have chosen an already 
existing environment, like the comprehensive Arena M&S framework [24]. But 
for the prototype only a simple tool was asked for, where HLA components 
(federates) could simply be connected into a larger simulation (federation). 

The modelling was implemented as a graphical modelling tool. In the 
application a user may search for resources (federates), that are available and 
distributed in the JXTA network. The user may then add federates as objects to 
a working area and connect them. This way each object represents an actual 
federate that is located somewhere in the JXTA network, and the user may 
search for it and use it, without the need to download it locally. 

4.3 Matching and executing the federates 

In order to run the chosen federates as an HLA federation, the environment 
supports a function for matching the federates’ SOMs24. This feature is the 
result of a Master’s Thesis at the National University of Singapore (NUS). Due 
to cooperation between our project and NUS, the application was incorporated 
and used in the environment. The matching algorithm allows a user to match 
the SOMs between a number of HLA federates, in order to see whether the 
simulation components are interoperable before executing the simulation. The 
algorithm goes through and compares the objects and interactions declared in 
the respective SOMs. If no match is met the user may retrieve detailed result of 
the matching. If the federates match the user may execute the federation, which 
is done distributed in the JXTA network. The distributed execution was 
developed as another part of the NetSim environment [25] and is not described 
here. 

4.4 Techniques and methods used 

Due to Java’s good network properties and features such as portability and 
platform independence [18], Java was chosen as the programming language for 
all implementation. Another aspect that affected the choice was that JXTA is 
mostly Java-based. Due to JXTA’s architecture all information transmitted in 
the P2P network is encapsulated in XML. This is a suitable way of encapsulating 

                                              
24 SOM is the short term for ”Simulation Object model”, and is the documentation and 
definition of a federate’s all characteristics and possible interactions etc. For more information 
about SOMs, see [5]. 
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information, and one of the reasons to why the SOMs were documented in 
XML. 

5. The collaborative M&S prototype 

A P2P-based environment for collaborative modelling of HLA federations has 
been implemented in Java, based on the JXTA framework. In the environment a 
user may model and match federates in an HLA federation in a simple manner, 
collaboratively with other participants. The prototype is implemented as an 
extensible, network-based platform, based on four different layers on top of the 
JXTA P2P platform, as depicted in figure 1. Of the four layers, the first one is a 
GUI25 with graphical modelling facilities, the second is a resource manager (tool 
manager) and the third is a collaboration manager. The forth layer consists of a 
JXTA node that acts as connection point with the network, and which provides 
P2P features to the client. This is described below in more detail. 

 
Figure 1. Schematic picture of the different layers that constitute the environment 

5.1 The user GUI 

In the GUI a user may search for resources, such as federates, in the JXTA 
network. A user can also create an own collaboration, represented by a JXTA 
peer group and PropagatePipe (described below). The user may search for 
ongoing collaborations and join those groups. When joining a collaboration, the 
user obtains a working area for that particular group. In this the user 
experiences the same view as every other collaboration participant. Special 
services, such as a resource or a web-cam, may be provided in a particular 
group. This way every peer that joins the group retrieves the same set of 
services. 

In the shared working area, a user may collaboratively (or himself), model a 
federation of HLA federates existing in the JXTA network. The federates are 
presented as objects, with an icon (if any) that represents the federate chosen, 
see figure 2. Participants may add, drag-n-drop, and delete federates as desired. 
They communicate via chat or through other communication media. When the 
participants have decided that the federation is complete, they may match the 
federates’ SOMs, and finally execute and view the simulation. 

                                              
25 GUI – ”Graphical User Interface”, in which a user interacts with the underlying 
environment. 
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5.2 Tool management 

The prototype is implemented as an extensible, network-based platform, to 
which modules with different functionality may be added, somewhat like the 
architecture of the TANGO framework [1]. The platform today includes tools 
(modules) for chatting, simulation modelling and search for resources etc., of 
which most are JXTA-based. For every tool (here called “resource”) there is a 
separate resource manager, managing that particular resource. The resource 
manager supplies the specific GUI for a tool. If the user belongs to a 
collaboration group, it also communicates with, and is partly controlled by, the 
collaboration manager (discussed below). 

 

Figure 2. The user interface for collaborative modelling of HLA federations 

5.3 Collaboration management 

When initiating a collaboration, a user types a collaboration name and presses a 
create-button. This starts the creation of a new JXTA pipe (PropagatePipe) for a 
new collaboration group. A JXTA advertisement is also created and published, 
which advertises and describes the new collaboration and possibly services 
provided within it. When other peers search for collaborations, they can find the 
new group and join it. 

When a user joins a collaboration it automatically gets a connection to a 
propagate pipe to the group. The pipe lets the user retrieve any important 
information on events, configuration and settings, or tools available in the 
group. A specific collaboration manager is created for each participant, in order 
to manage that specific collaboration. This allows a user to participate in more 
than one collaboration. If another collaboration is joined, only one more and 
separate manager is created for managing those activities for the participant. 

5.4 Synchronizing the collaborative applications 

The synchronization of the participants and their actions is implemented as 
coordinator-based, i.e. temporarily centralized. One reason for this was to 
decrease the amount of information transmitted within a collaboration. The user 
(peer) that creates a collaboration becomes the group coordinator, but the extra 
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responsibility is hidden from the user. If a coordinator leaves a group another 
coordinator is automatically chosen. The scheduling of participant’s actions is 
based on a request-accept scheme. If a participant wishes to perform an 
operation on a specific object, such as moving or deleting a federate, the 
participant requests the coordinator for permission. If none of the other 
participants wishes to perform an operation on that object at the same time, the 
request is accepted and the coordinator makes sure that the task is performed by 
all participants.  

The objects within a shared working area are inde-pendent, and users may move 
different objects at the same time. When an object is moved within the area, or 
any other action is performed, the update information transmitted is the 
minimum required to update that object. This is done in order to allow very thin 
clients to be able to use the environment as well, and to minimize network load. 
For example when updating federate objects, the only information required is 
the new position for the federate. The actual movement of the object is 
performed on the client side, by a process that interpolates26 the object’s 
motion. For the participants it appears as if their views are exactly the same. 
Experiments have been carried out with several client applications on different 
computers. Although interpolation is performed locally, no differences that may 
appear due to the different computers were discovered. 

5.5 User communication 

Experiments with the prototype clearly showed that some kind of user 
communication was necessary. Text chats were useful, but when a user works at 
the same time they may be inefficient and disturbing. A web-cam with built-in 
voice transmission turned out to be a better solution, but only if bandwidth and 
network allowed the video to be continuous. Web-cams demand great 
bandwidths, which sometimes caused the image transmission to halt, and this 
was experienced as more disturbing than useful.  Voice transmission was a 
better choice since sound does not demand as much bandwidth. In which case it 
was discovered that the chat, which at first was seemed simple and not very 
exciting, was necessary and helpful since it always worked. This was because it 
does not demand a lot of bandwidth, and hence does not suffer much from 
disturbances due to network delay. The conclusions were drawn that 
communication support is very helpful, sometimes even necessary, but that the 
support provided should be appropriate considering circumstances such as 
network capacity. 

6. Discussion and conclusions 

A Java-based prototype for collaborative M&S was implemented using JXTA as 
network architecture and for P2P functionality. JXTA is a comprehensive P2P 
platform that may be used efficiently, if keeping in mind that it is not yet a fully 
complete technology. Our experiments with JXTA have shown that the 
platform is badly documented, and in need of some redesign and 
                                              
26 I.e. approximates a smooth curve between the old and the new object position. 
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reimplementation in order to work sufficiently. However, for the purpose 
discussed in this paper, the JXTA framework was beneficial and offered all the 
required functionality. 

Synchronization of collaboration participants and their views was implemented 
as coordinator-based. Hence the communication among participants (peers) is 
temporarily centralized in the P2P environment. This decreases the benefits 
achieved when applying the P2P concept, but it is much simpler to manage 
considering data consistency and synchronization. Also it works very well for 
collaborative modelling, since not so heavy information is transmitted. But 
when considering collaborative execution of simulations, more and complex 
synchronization has to be performed, and it may be beneficial to use distributed 
synchronization instead. This issue is to be considered in future work, since 
synchronizing the distributed (client) applications was one of the greatest 
challenges in the work presented, both concerning the client’s actions and the 
consistency in appearance of result for each client. Future work will include 
investigating and implementing appropriate algorithms for distributed 
synchronization of the distributed collaborative applications. 

Another challenging issue is collaborative simulation execution, i.e. where 
several people collaboratively run and view simulation execution. Collaborative 
simulation execution requires a lot of synchronization from the common 
environment which in turn increases its complexity. This issue was not 
considered thoroughly in the work presented in this paper, though it is an 
important part of a collaborative M&S environment. 
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NetSim – A Network Based 
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M. Eklöf, J. Ulriksson, F. Moradi 
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Interoperability, Antalya, Turkey, October 2003. 

Abstract 

Modelling and Simulation (M&S) is a powerful tool that is used to support training and 
analysis of military operations, development of military concepts and gradually, it is becoming 
an integral part of modern C3I systems. As the web has evolved, new ways of carrying out 
modelling and simulation and realizing C3I systems have emerged. These achievements address 
some of the research issues considered vital for future development of the M&S/C3I domain. 
Firstly, web related technologies provide means of overcoming the interoperability barriers, for 
example through standardized data exchange formats (such as XML), platform independent 
software (for example Java) and shared knowledge of a domain (semantics). Secondly, 
networked environments offer ways of setting up virtual organisations, sharing common goals 
and interests, to efficiently collaborate in problem solving. Finally, computer networks promote 
efficient sharing of resources, which for example could increase the reuse of existing models or 
utilize idle processing capacity of computers. 

At the Swedish Defence Research Agency (FOI) there is ongoing research, targeting the role of 
network/web based technologies in M&S, to support defence communities in their work. Our 
vision comprises an environment supporting the entire M&S-process, including 
conceptualization, scenario definition, design, development and execution. All these tasks 
should be maintained by a framework for collaboration, which lets users; developers, analysts, 
administrators etc, jointly work on a project. During the first phase of this research focus has 
been on efficient resource sharing and means of collaboration. Through experimental research 
and implementation of a prototype (NetSim), methods and techniques have been identified to 
form a framework for collaborative work, resource management and distributed execution. 

Following current trends within development of networked applications, decentralized (Peer-to-
Peer) solutions were of primary focus when implementing the prototype. Based on the open 
source Peer-to-Peer platform JXTA, two distinct components of our envisioned system were 
implemented, namely; a decentralized resource management system deploying a network of 
workstation for execution of HLA federations and a collaborative environment for joint 
modelling of federations. Our results show that the utilization of Peer-to-Peer concepts for 
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resource sharing and collaboration are favourable in terms of scalability, robustness and fault 
tolerance. The technology allows formation of virtual organisations without the need of 
intermediate resources like centralized and powerful servers. However, some aspects of our 
implementation temporarily rely on central control, thereby diminishing the benefits of the Peer-
to-Peer paradigm. Future research will therefore address distributed algorithms for 
synchronisation of collaborative work and a more flexible and extendable approach to resource 
management. Furthermore, as many studies have pointed out before, one of the great challenges 
of any type of Peer-to-Peer system is discovery and matching of resources. This is an area that 
deserves great attention when planning for the next generation C3I/M&S tools. 

1  Introduction 

C3I systems of the future Network-Centric Defence are dependant of the 
network and require interoperability between different components of the 
system. During the past decades the modelling and simulation (M&S) 
community, particularly the area of distributed simulation, has explored the 
possibility of coupling live and simulated systems in joint exercises and hence 
addressed the interoperability issues from many perspectives. Therefore, many 
of the challenges that future C3I systems are facing have already been dealt with 
by the M&S community. 

M&S as an integrated part of C3I systems could provide means for decision 
support, simulation based acquisition, planning, training, etc. Furthermore, M&S 
could be employed as a tool for development of C3I systems, e.g. for studies, 
test and verification. The mutual benefit of a close collaboration between C3I 
and M&S systems has been identified and discussed during recent years [1] and 
the High Level Architecture (HLA) has been suggested as a mean to interface 
and increase interoperability between the two systems. 

The High Level Architecture (HLA) is an IEEE27 standardized architecture 
(HLA 1516), that provides means of connecting independently developed 
components (federates) to form simulations (federations). A simulation is 
formed by connecting individually developed components to a Run-Time 
Infrastructure (RTI), which implements the HLA standard. The RTI resembles 
a distributed operating system for simulations by providing services that enable 
interaction between participating components [2]. 

Integrated computer based decision support tools have also been identified as 
an important part of future C3I systems [3]. The fundamental idea is to make 
decisions faster and at the same time improve the quality of the decisions made. 
Tools that are accomplishing this are generally based on simulation systems, 
which often require interoperability and collaboration between different actors, 
such as decision-makers, field commanders, and technical staff etc. To realize 
these ideas efforts have been made within the area of computer based 
collaboration, enabling sharing of various resources, work areas, tools and 
environments. These techniques will not act as a substitute for real human-
human work, but can be used for bridging distances and increasing and 
facilitating cooperation. 
                                              
27 The Institute of Electrical and Electronics Engineers 
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An evolving technology that could provide a fundament for modern C3I 
systems is Peer-to-Peer (P2P) [4, 5]. The technology offers advantages such as 
live peer interaction and collaboration, ad-hoc networking and robust and fault-
tolerant systems through redundant application and communication paths. P2P-
technologies aim at utilization of resources at the edges of Internet as opposed 
to the traditional client-server model. P2P can be seen as an alternative network 
architecture that doesn’t exclude, but does not naturally build upon centralized 
solutions [6]. Essentially, P2P is about community and mutual sharing of 
resources, by organizing nodes into groups sharing common interests and goals.  

The aim of this paper is to give an overview of work related to web/network 
based modelling and simulation carried out at the Department of Systems 
Modelling, Swedish Defence Research Agency. Moreover it provides an insight 
in ongoing research in this area and its relation with integrated M&S/C3I 
systems. 

2  Background 

2.1 Interoperability 

Connecting systems of various types developed for different purposes, during 
different technological eras and for different platforms, inflicts major 
difficulties, especially in terms of interoperability. It is required that systems are 
capable of communicating between them, but also that the communication is 
semantically and syntactically agreed upon. If these basic requirements are not 
met, systems may interoperate for the wrong reasons. The problem of 
interoperability is important to address in the management of highly distributed 
systems like distributed simulations and C3I systems. The issue of 
interoperability has been of major concern within the modelling and simulation 
community for some time now. Already during the 80’s, efforts were made to 
standardize distributed simulations to facilitate interoperability among 
simulators, simulation models etc. The efforts made and experience gained in 
this forum, are definitely worth considering when planning for and developing 
integrated future C3I – M&S systems. Moreover, the rapid development of 
web/network related technologies brings new possibilities for overcoming the 
interoperability barriers and problems related to availability and management of 
resources. For example, through new ways of exchanging data (XML), 
distributing resources (P2P and Grid computing), and assuring semantic and 
syntactic correctness (Semantic Web initiative28). 

2.2 The NetSim project 

In 2001 a project was initiated at the Department of Systems Modelling, FOI, 
with the goals to manage and facilitate some of the issues concerning simulation 
interoperability, availability and reusability. The project was called WebSim, and 
focused on the area of web-based M&S. It produced interesting result regarding 
adapting legacy simulations to the web, and also concerning implementing HLA 

                                              
28 The semantic web is a web of machine-readable information [8]. 
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federations for web-based composition and execution. Some of the work was 
reported in [7]. 

As a follow-up to WebSim the NetSim project was formed. NetSim is a 
shortening of the full name A Network Based Environment for Modelling and 
Simulation. The new project does not reject the ideas of web-based M&S, but 
instead extends the concept. The main directions are to investigate decentralized 
solutions for M&S in general, both web-based solutions and other possibilities. 
For this cause a prototype environment is being developed. It is intended to 
provide functionality and tools for the complete M&S process, all the way from 
design and simulation modelling, to execution and documentation. The NetSim 
environment shall also provide access to distributed resources such as 
simulation models, various data, or even CPU usage, as aid for M&S activities.  

NetSim is intended for use within several different defence systems. It will 
support computer-based collaborative work, such as shared work areas and 
means of communication. This means that NetSim will not only work as a 
common platform for M&S, but also as a place of meeting for (M&S) people. In 
the computer environment, software developers, Subject Matter Experts 
(SMEs), soldiers and VV&A people may meet, and use and share each others’ 
resources and expertise. In modern and future defence systems M&S is used as 
technical aid for decision making, Simulation Based Acquisition (SBA), logistics 
planning and military training etc. Hence, NetSim could constitute an excellent 
tool for those systems and activities, and for activities where M&S is not 
currently used, but would be beneficial if made possible. An example of this is 
the support for mobile clients such as PocketPCs. This allows people on the 
move to interact with the environment. Hence a soldier may receive direct 
access to data and information about supplies and routes, and may 
collaboratively plan or decide what forthcoming actions to take. This also means 
that dynamic and actual data can be transmitted back to the base, and more 
optimized and well-planned decisions can be made easily. The NetSim 
environment will allow people (nodes) within a network to collaborate through 
their computers, which makes it easier to create a common picture of the 
situation/problem to handle, and supplied direct contact between all actors 
concerned. It hereby allows immediate access to the competence and expertise 
needed. 

2.3 The NetSim environment prototype 

At present a NetSim prototype is implemented. The prototype is not yet 
complete, but it demonstrates useful functionality and what the environment 
can be used for if employed in defence systems. It is implemented as a 
lightweight Java application, in which a user retrieves access to M&S tools and 
distributed resources within a local network. In order to let various kinds of 
users access NetSim, who may be located in different computer environments, a 
set of requirements were identified and followed during the design phase. These 
declare that the implementation should be: 

- Flexible – Supporting different users with varying computer capacity and 
properties to utilize the system 
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- Scalable – In critic situations the number of users must not affect the 
system capacity 

- Platform independent – As much as possible the implementation should 
be kept platform independent 

- Technology independent – The result of our work is primarily the 
concepts being designed, not the implementation. Hence the solution is 
kept as technology independent as possible 

- Extensible – The infrastructure must allow for further integration of new 
systems and functionality 

All simulation modelling and execution is today performed according to the 
HLA for purposes of project directives. The system is based on a distributed 
infrastructure implemented with P2P technology, see 2.5 – 2.6, which provides 
means for resource sharing and distributed computing among others. It allows 
users to search for, locate and access distributed resources and users in the 
network. Resources may in this case be anything from simulation models to 
CPU usage. Within NetSim only a few simple tools are currently provided, such 
as a text chat, an application for managing resources, and a graphical modelling 
tool, in which a user may compose HLA federations out of HLA federates 
residing within the network. A snapshot of the graphical M&S tool is shown in 
figure 2.1. Users can also run and view the composed HLA federations from the 
environment. The execution is performed transparently to the user, within the 
P2P network, through efficient utilization of idle processing capacity in desktop 
computers. 

2.4 Areas of research 

When designing NetSim, we identified some areas of significance to networked 
environments and network based M&S in particular. We decided to focus on a 
few, which are: 

- Component-based M&S – Allowing reusable, easily distributed 
simulations 

- Standards and techniques for M&S – Distributed, reusable simulations 
set high requirements on interoperability 

- Thin clients – Involving not only PCs and web-based clients in the M&S 
system, but also PocketPCs and others 

- Collaborative environments – Environments that provide a common 
picture of the problem to solve. Involving problems of maintaining 
consistency and control within the collaboration group 

- Resource utilization – Efficient ways of utilizing distributed resources, 
through efficient resource description and allocation 

Of the issues listed above, the last two have been the key issues in previous and 
current work. The collaborative work is described in chapter 3, and the resource 
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utilization in chapter 4. More technical descriptions of these have been 
presented in two papers [9, 10]. 

 
Figure 2.1: Snapshot of graphical modelling tool in NetSim. Users may (collaboratively or 
not) compose HLA federations out of HLA components (federates) residing in the network. 

2.5 Peer-to-Peer Based Resource Sharing 

Peer-to-Peer (P2P) as a concept for computer communication is nothing new. 
In the early sixties, the pioneers of ARPANET formulated their vision of a 
future computer network comprising host-to-host capabilities. In their vision all 
connected nodes were equal in terms of functionality and could access resources 
from any other computer on the network [11]. These early ideas have not greatly 
influenced how the Internet is used today. The dominating architecture is the 
client-server model, where resources of various kinds tend to accumulate at 
dedicated centres. Large parts of the Internet remain unused, as network traffic 
around certain spots shows increasing activity. However, in the past years ideas 
and technologies have been put forth that promote the idea of distributing 
resources through use of P2P technologies. The distribution of resources is 
advantageous from many aspects; it reduces the occurrence of bottlenecks, 
minimizes possible system downtime and increases system availability and 
robustness etc. 

P2P has definitely made a great impact on how ordinary desktop computers may 
communicate and exchange various resources. This is especially true for the so 
called file sharing applications, although they are heavily questioned in terms of 
legal property rights. However, some more academic projects have successfully 
confirmed the strength of P2P for distributed computing. The Intel 
Philanthropic P2P program has demonstrated utilization of idle processing 
capacity in desktop computers to solve problems within the medical domain 
[12], whereas the SETI@Home project represents a successful P2P model for 
distributed computing, used for processing of radio astronomic data [13]. 
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2.6 JXTA 

JXTA is an open-source P2P project, initiated by Sun Microsystems in 2000, 
providing a standardized and platform independent P2P platform [14]. The 
system is based on XML29 messaging through employment of six protocols. 
Any piece of Internet connected hardware implementing these protocols, or a 
subset of them, can participate in a JXTA network. Nodes on the JXTA 
network are called peers. Peers form peer groups, based on common interests 
and goals, within which the participants share resources [11]. The JXTA 
platform provides a rich set of P2P features, thus simplifying the development 
of distributed systems. 

3  Computer supported collaborative m&s 

3.1 Computer-based collaboration and M&S 

Since the science and hype of Virtual Reality (VR) broke through, huge interest 
and activities have been conducted within the field. Despite the interest and 
future-thinking about the area, 3D virtual worlds have not yet reached into our 
offices and everyday lives. VR is instead a part of the larger field of using 
computers to support human-human collaboration, an area which has gained far 
more usage than VR in itself, due to its availability and range of technical 
possibilities. Groupware, videoconferencing and shared project areas are just a 
few of the kind of products used for these purposes. Computer-based 
collaboration can assist in joining people and organizations in the same 
environment, allowing people to share not only resources but also work areas, 
tools and environments. Though computer-realized collaboration may never 
represent a substitute for real human-human work, it can be used for bridging 
distances and increasing and facilitating cooperation. 

These advantages are applicable within other areas as well. If considering 
collaborative M&S, sometimes referred to as CMAS, it could help joining 
people like software engineers, VV&A expertise and others in a common 
computer environment. With CMAS a project team could cooperate on M&S 
problems, with immediate support from SMEs, and with the customer 
supervising the activities, no matter if they are located on the same place or not. 
This improves and assures quality of work and enhances work efficiency. Within 
the defence in general, computer-based collaboration is a very interesting issue, 
since often military personnel are spread over long distances.  A key feature here 
is the possibilities of increasing the availability of competence and expertise, an 
issue which could be of considerable importance within critic systems for C3I 
and other domains. 

3.2 Infrastructure for CMAS in NetSim 

                                              
29 The Extensible Mark-up Language (XML) is a mark-up language designed to describe and 
encapsulate data. It has become a major technique for exchanging data in heterogeneous 
environments, since it provides a platform and programming language neutral data format [15]. 
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One of the main goals of NetSim is to provide support for collaborative work. 
If complying with the definition of Collaborative Virtual Environments (CVEs) 
as described in [16], a CVE shall provide shared information, tools and 
communication access, and need not provide a 3D visual environment. The 
work of NetSim focus on constructing an every-day used defence environment, 
for practical collaborative M&S, which is why we dismissed the thoughts of 
flashy 3D worlds and emphasized on reducing complexity and enhancing 
availability instead. This increases the possibilities of integrating the 
infrastructure in already existing systems, such as for example C3I systems. Thus 
a flexible and lightweight infrastructure for CMAS was designed. A first 
prototype has been implemented and integrated within the NetSim 
environment. It mainly constitutes a middle layer, between a Java GUI30 and the 
JXTA P2P network, and is based on two components. The first component is a 
core, the Collaboration Core (CC), containing functionality for collaborative 
work, implemented using P2P technology. The second is an HLA coupling that 
provides means of collaborative simulation, and is implemented on top of the 
CC. These are further described below, and were describes in detail in [9]. 

3.2.1 Collaboration Core 

The CC allows users to collaborate on M&S activities, or any kind of activities 
that the environment supports. Currently it provides, among others, 
functionality for creating, searching for and joining collaboration groups31. The 
collaboration groups are based on the concept of JXTA peer groups, and are 
used for grouping collaboration participants and for utilizing group functionality 
and mechanisms for managing collaboration (described in 3.3). A group 
provides group specific settings and information, and specific services and tools 
that may be used (collaboratively) within that specific group. The tools can be 
anything from communication means, such as text chats and web-cams, to 
advanced M&S or other tools. The infrastructure allows for further extension 
and integration of tools but, as mentioned before, it is currently just a prototype. 
The tool that is demonstrated and used today is a simple shared graphical tool, 
in which users may collaboratively compose HLA federations out of HLA 
federates. Users cooperate through using communication tools such as chats 
and web cams. In the current application, a chat is provided within the 
application and a web cam is used externally. The CC allows participants to 
share views, meaning that all see the same thing at the same time within a work 
area or tool. Hence, they see the same actions and changes at the same time, 
similar to sharing tools over a network, but in a decentralized way through using 
P2P technology (JXTA). 

3.2.2 HLA coupling 

The second prototype component is the HLA coupling that supplies the user(s) 
with a graphical interface in which the result of the distributed simulation is 
visualized. All participants in a group see the simulation and the same states of 

                                              
30 GUI – Graphical User Interface, the visual application in which the user interacts with the 
environment. 
31 A user can be a member of any number of groups. 
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the simulation at the same time. This feature is implemented using the HLA 
framework rather than based on P2P technology, for reasons discussed below. 
Users may stop, play and step-forward the simulation, and all group participants 
receive the same new states if the simulation is changed or interacted with. This 
demonstrative collaborative simulation can be of considerable use for military 
planning, distance education, strategy demonstration, or when using M&S as 
basis for decision support etc. 

3.3 Challenging issues and implemented solutions 

During the work some challenging issues were identified that exist within 
collaborative systems, and which are naturally common for most distributed 
systems [17], such as mechanisms for maintaining information consistency and 
fault tolerance. It is challenging to synchronize and coordinate actions and 
interactions within a group, i.e. to guarantee that all participants have the same 
common picture at the same time, and that no changes or actions on the same 
object collide. Another issue was the (collaborative) simulation, since different 
platforms demand various solutions for the same visualization. This requires 
generic interfaces for simulation and tools, which comply with the computer 
capacity and properties in use, problems that are not fully addressed in current 
work. Moreover network properties may constitute a problem due to delays and 
overhead, another issue not covered yet. Challenging issues that are currently 
considered are presented in brief below. 

3.3.1 General infrastructure for collaboration 

Designing an infrastructure for collaborative work in an efficient way, which is 
extensible for integration of new functionality, is not an easy thing. A usual 
procedure is to employ a server-centric solution, where the server (or central 
computer) propagates screen-dumps32 of a shared work area (may be a tool) to 
all participants. This is used by products such as VNC33 and NetMeeting34 and 
can be easily applied but is inefficient due to overhead among other things. Our 
implementation (the CC) provides a more optimized solution that is principally 
distributed and that considers changes in objects’ states, and transmits the state 
changes only, to all participants. On the other hand our solution sets high 
requirements for integration of new tools into the infrastructure, which may 
have to be generalized in future work. 

The distributed infrastructure was implemented using built-in group 
functionality in the P2P framework JXTA [14]. A new kind of group was 
created, the CollaborationGroup, which is an implementation that extends the 
group concept and includes services for group functionality etc. When a new 
group for collaboration is created, a new such group is started, instead of an 
ordinary PeerGroup. When joining a collaboration group users receive a handle 
to a shared communication channel. Thus, all actions produced within a group 
are propagated and managed along this channel. 

                                              
32 Screen-dump = a momentary image taken of the screen. 
33 VNC – Virtual Network Computing is a free product for sharing work areas [18]. 
34 NetMeeting is a product that allows projects to use shared work areas and tools [19]. 
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3.3.2 Coordinating participant actions 

Collaborative modelling requires real-time interaction. The actions produced 
must be coordinated and synchronized among the participants. For this we 
applied a coordinator-based scheme, which is a widely used solution to the 
problem. A coordinator represents the node through which all actions are 
passed and coordinated. When a user wishes to perform an action on an object 
in the shared area, it requests the coordinator for permission. If no other user 
wants to act upon the same object, the request is processed immediately and all 
users receive the new shared state, without causality errors or action conflicts. 
This results in a temporary centralized solution, which is easily implemented but 
not optimal if a lot of information has to be coordinated. Coordination and 
synchronization would rather be managed in a distributed fashion (more 
complex). Our solution also brings that client synchronization is managed 
immediately, rather than when it is necessarily needed, i.e. when users need to 
have the same views. If all participants’ views are coordinated only when 
needed, a better and more scalable implementation would be achieved. Thus, 
these two issues are of concern for current and future work. 

3.3.3 Synchronizing collaborative simulation 

Collaborative simulation does not require such frequent coordination of 
interactions as other M&S activities do, since the user interactions during 
simulation are most likely simple ones such as stopping or pausing the 
simulation. Thus coordination is not an issue here. In contrast, a high amount of 
simulation information needs to be transmitted to and synchronized between 
the users, in order to guarantee that all users see the same state of the simulation 
at all times. This means that it may not be possible for the information to be 
continuously synchronized due to the overhead and time delays it may cause. In 
current implementation, the clients’ views are synchronized continuously 
(synchronously), and would preferably be exchanged with more efficient 
solutions. The issue of effective synchronization was highlighted in previous 
work [9], and is an important part of current work (discussed below). 

3.4 Synchronizing collaboration participants using HLA 

When implementing functionality for collaborative simulation, the design choice 
was made to use HLA instead of JXTA for synchronizing participant 
visualization and user interaction in the simulation. One of the reasons was that 
HLA provides excellent functionality for time management and means for 
federation synchronization [20]. The HLA coupling was implemented as a layer 
on top of the CC, as mentioned above. Each user application comprises HLA 
functionality, which acts as an HLA federate, called the Visualizer federate. The 
Visualizer subscribes to the simulation objects and attributes necessary for 
visualizing the federation, in order to illustrate the accurate simulation result in 
the client’s window. The Visualizer federates, i.e. the clients’ views, are 
synchronized using HLA built-in mechanisms. User interactions with the 
simulation are handled through the Visualizer and are forwarded to the rest of 
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the federation. An HLAManager35 reflects the interaction event, and makes sure 
the proper action is processed, as for example pausing the federation or 
stepping it forward. Federations used today are based on time-stepped federates 
and the synchronization is performed synchronously in fixed time intervals. 
This is neither efficient nor scalable, since it results in a great number of 
synchronization points, no matter if anything important has occurred or not. 
This may in turn cause time delays and unnecessary overhead. 

In order to investigate more efficient ways of synchronizing the federation for 
our purposes, current work emphasizes on facilitating the use of time 
management (TM) in HLA. A middle layer on top of the HLA/RTI is being 
designed and implementation of it has been initiated, which is somewhat similar 
to approaches made such as [21] and [22]. The layer is included and utilized in 
each federate, and comprises functionality for TM and various synchronization 
protocols36. A schematic view of this is presented in figure 3.1. Protocols that 
are intended are first of all simple solutions for synchronous and conservative 
simulation, but optimistic protocols are also considered. The layer is designed to 
relieve the simulation developer from some of the HLA specific logic. It will 
also provide various ways of synchronizing federations and estimating 
performance, which allows flexibility of synchronization protocols. It is 
intended to support us in evaluating and implementing efficient synchronization 
for the collaborative infrastructure, but can be of use within other areas as well. 

 
Figure 3.1: Schematic picture of middle layer for RTI/HLA specific logic. 

3.5 Conclusions 

Applying JXTA P2P functionality for coordinating and supporting collaborative 
simulation modelling turned out to be a good solution. The concept of JXTA 
peer groups and functionality for groups such as membership, authentication, 
group services etc. was very beneficial within this context. The group concept 

                                              
35 The HLAManager is used for facilitating some functionality within a federation, such as 
controlling synchronization and managing the federation. This is not crucial and everything 
may be carried out within each federate instead, but it facilitates federation development. 
36 The middle layer is nothing necessary, but it facilitates working procedures, user flexibility 
and provides extra functionality. 
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was extended, and gave us the result desired. But JXTA was by the time of work 
not a fully complete technology37, and was not very easily managed. 

For the collaborative modelling a centralized coordinator-scheme was used. 
Since this solution is not scalable or efficient, it can be done more efficiently in a 
decentralized way. This issue is considered in current work. Also, the design to 
use optimized information flows (instead of screen-dumps) proved to be good.  

For synchronizing and visualizing the collaborative simulation the HLA 
framework was applied, something that proved useful but needs to be extended 
regarding flexibility and ease-of-use. Synchronizing the federation 
synchronously showed non-efficient, and an alternative solution is currently 
designed which constitutes a flexible middle layer between HLA and the 
federates. 

During the work it was pointed out that CMAS can be of considerable use 
within the defence, such as distance education and military planning. This holds 
for activities that use M&S as basis for decision support and situations when 
presence of SME:s may not be physically possible, but highly desirable etc. 

4 Resource management 

4.1 Resource Utilization for Distributed Simulations 

As part of the NetSim environment, a module for execution of HLA federations 
has been developed based on the JXTA P2P platform, described in section 2.6. 
The main idea of this module, the Distributed Resource Management System 
(DRMS), is to utilize idle processing capacity in a network of workstations for 
distributed simulations. Furthermore, it should provide a distributed repository 
for storage of simulation components and associated documentation. Other 
projects have explored these possibilities, see for example [23], but then often 
based on the client server model for management of resources and storage of 
simulation components. 

The basic idea of the DRMS is that desktop owners within an organisation 
download and install a small client that under certain circumstances share 
resources with other connected nodes. There are currently three levels of 
involvements for connected nodes. First, a node may share computing capacity 
for execution of HLA federations, referred to as a computing resource in the 
following text. Second, a node can be part of the distributed repository for 
sharing of content (HLA federates, documentation etc.). Finally, a node may 
share both computing capacity and content. The desktop owner always has the 
option to withdraw its involvement by changing a switch in the user interface or 
by closing the client. Therefore, the availability of resources on the network is 
expected to change fast and unpredictably in an Ad-Hoc manner. To comply 
with this the system includes mechanisms for migration, or movement, of 
federates between available computing resources during a federation execution. 
Furthermore, the dynamic characteristics of the network calls for redundancy 
                                              
37 The latest version of JXTA is 2.0, a version which the authors of this paper have no practical 
experience of yet. 
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(replication) in storage of simulation components to gain access to the same set 
of federates at all times. However, this part of the problem has not yet been 
fully addressed in the current implementation. 

A major aspect to consider when implementing any type of P2P based system is 
discovery and matching of resources. The first problem relates to the basic 
strategy used to discover the presence of other nodes/resources on the network. 
Another problem to handle is how to identify those resources that match certain 
requirements. 

The JXTA platform, and thus the DRMS, supports three different mechanisms 
for identifying nodes/resources, these are [24]: 

- No discovery – using this approach, nodes rely on a cache of previously 
located advertisements that describe the features of resources. This is 
implemented by broadcasting advertisements from nodes at regular time 
intervals 

- Direct discovery – in this case the nodes do not publish any advertisements 
until they are asked to do so, i.e. until a consumer of resources 
broadcasts a resource request on the network. This strategy is often 
referred to as flooding 

- Indirect discovery – using this approach all nodes publish their 
advertisements to a centralized catalogue. The consumer node locates 
resources by requesting the catalogue. However, when a consumer has 
identified a producer, the communication is performed directly between 
involved parties 

We have not yet performed any measures of the performance of these three 
approaches, but this will be addressed in future work, where also the new JXTA 
2.0 release will be taken into consideration. 

When suitable resources have been identified by consumer peers, the 
requirements of the requests have to be matched against the features of available 
resources. At present, the implementation includes simple mechanisms for this 
activity. First, the SOMs38 of selected federates are automatically matched to 
assure simulation interoperability. Then federates are mapped to available 
computing resources i.e. nodes among the list of available resources are selected 
and assigned jobs to execute the federates. The advertisements of computing 
resources contain node specific information, for instance running hardware, 
software etc. Using this information, nodes running the fastest processors are 
chosen to execute federates. For a more technical description of the DRMS see 
[10].  

The present approach of matching simulation components to form simulations 
and mapping individual components to computing resources is rather 
rudimentary. There is a need to enable matching of simulation components, not 
                                              
38 SOM is the short term for ”Simulation Object model”, and is the documentation and 
definition of a federate’s all characteristics and possible interactions etc. 
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only at the architectural level (matching of SOMs), but also at a higher level. 
Furthermore, it is also important to describe a simulation component in terms 
of its requirements on the execution environment, and likewise describe the 
features that a computing resource provides for a simulation component. This 
calls for a better way of managing meta-descriptions of resources within the 
NetSim environment, to facilitate efficient searching, matching and execution. 

4.2 Describing Resources 

This section gives an overview of ongoing and future research topics, aimed at 
extending the support for metadata in the NetSim environment. The 
employment of meta-descriptions of resources within the NetSim environment 
is especially pronounced during three activities; searching for simulation 
components, matching simulation components and during execution of 
simulations. The role of metadata also differs greatly between these activities, 
which will be explained below. However, there are no solid boundaries between 
the uses of metadata in these activities. Certain types of metadata may be 
applicable in all three cases.  

4.2.1 Searching for components 

In this activity the user/users of the NetSim environment searches for available 
simulation components or previously assembled simulations. The basic 
requirement on metadata supporting this process is a well defined class 
structure, identifying subclass/super class relations. This enables simple queries 
like “all airplanes” or “all fixed-wing aircrafts”, which yields all components 
which are subclasses of airplane or fixed-wing aircraft respectively. However, 
note that this classification is not equal to the implementation related object 
class structure. Furthermore, the components should be described in terms of a 
system-of-systems view where, if applicable, a component’s relations with other 
components are defined. For instance describing that system A and system B 
may integrate to form the superior system C. Finally, the metadata infrastructure 
should support descriptions of roles or capabilities, which enable searches in the 
form of “air based transportation” or “underwater surveillance”.  

4.2.2 Matching components 

This activity represents the attempt to compose simulations out of a number of 
components, i.e. component based development. This area is sometimes 
labelled composability and has been investigated extensively to promote model 
reuse and interoperability. According to [25] composability is  

“the ability to combine and recombine components into different simulation systems for 
different purposes.” 

Irrespective of matching at the simulation architectural level, for instance 
matching of SOMs in the case of HLA, an environment supporting component 
based simulation development should include extensive metadata. This is to 
guarantee the composition of valid simulations at all levels. [26] outlines some 
of the fundamental requirements on metadata to support composability, namely; 

Information about the model as a software component: 
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- Programming language 

- Communication protocol 

- Location of component 

Information about the model as a simulation component: 

- Spatial resolution 

- Aggregation 

- Temporal resolution 

- Fidelity 

- Required services 

4.2.3 Executing simulation 

This final activity involves mapping simulation components to computing 
resources prior to and during federation execution, i.e. assign jobs to various 
nodes in the network. Metadata that should support this process include 
running hardware and software on the computing resources and a set of 
requirements imposed by the simulation components. These requirements 
consist of information such as; what platform is needed to run the component? 
Is a specific runtime-environment needed to run the component? How 
computing intensive is the component? etc. Note that this process is not only 
required prior to the execution. Since the allocation of computing resources is 
not static, it is necessary to perform rescheduling from time to time. 

4.2.4 Metadata framework 

In order to create a foundation (or framework) for metadata, to support 
resource consuming systems (M&S and C3I systems) in various ways, a number 
of components are required: 

- Meta-language – formal semantics and syntax, expressing shared and 
common understanding of a domain 

- Metadata repository – supporting uploading/downloading of metadata 
through standardized protocols (http, SOAP etc.), consistency checking 
and version control 

- Query language – supporting complex queries on the metadata 

Figure 4.1 outlines a conceptual view of a framework for metadata supporting 
efficient searching, matching and execution within the NetSim environment. 
The central component of this system is a repository where the descriptions of 
resources on the network, simulation components, data and computing 
resources are stored. The resources should be annotated according to a standard 
for data representation augmented with the shared knowledge of the domain. 
Activities within the NetSim environment are then supported by extraction of 
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meta-descriptions from the repository, followed by semi-automated reasoning 
using the knowledge expressed by these descriptions 

There are a number of efforts that could provide a basis for our envisioned 
metadata framework, for instance the Resource Description Framework (RDF) 
[27], the Web Ontology Language (OWL) [28] promoted by the W3C [27] or 
the DAML-S initiative, supporting semantic mark-up of Web services [29]. 
These approaches support the creation of specialized schemas, to represent the 
knowledge within a domain, which are used to describe various resources on the 
Web. There are also several efforts within the semantic web research 
community that build on these concepts to provide frameworks for meta-data 
driven solutions. Work has been carried out to support RDF based metadata in 
JXTA, including query, replication, mapping and annotation services [30]. 
Several other projects have constructed dedicated RDF databases with support 
for various RDF query languages, se for example [31] and [32]. The features of 
these approaches are diverse, ranging from stand-alone to distributed databases 
or P2P-style systems. 

 
Figure 4.1. Conceptual view of a proposed framework for metadata enabling efficient 

searching, matching and execution within the NetSim environment. 

4.3 Conclusions 

From our experiences developing the DRMS we consider the lack of supporting 
metadata within the NetSim environment is of major concern. The support for 
meta-description of resources within JXTA in general is relatively weak, mainly 
key-word based searches of resource advertisements. We envision a layer on-top 
of JXTA supporting more complex descriptions of resources derived from a 
shared view. The meta-data layer should support the users of NetSim in 
simplifying identification and matching of resources as well as for optimization 
of the federation execution. We consider that the work carried out within the 
semantic web community is of great interest in this respect. Concepts from this 
area could be applied to model knowledge and provide extensive meta-
descriptions of resources to enable automatic/semiautomatic localisation, 
selection, composition and execution of various resources. 



Chapter 10: Paper III 95

5  Summary & conclusions 

At the Department of Systems Modelling, Swedish Defence Research Agency, 
ongoing research is targeting the role of network/web based technologies in 
M&S, to support defence communities in their work. During the first phase of 
this research, focus has been on efficient resource sharing and means of 
computer collaboration. A prototype, named NetSim, has been implemented to 
investigate and demonstrate these issues, based on the open-source Peer-to-Peer 
platform JXTA. The NetSim prototype allows people at disperse locations to 
collaborate in creating various HLA simulations in a component-based manner. 
Executions of the assembled simulations utilize idle processing capacity of 
desktops currently connected to the system. As the NetSim is based on Peer-to-
Peer concepts, and not dependant on a single server or desktop machine within 
the network, the system is to some extent more robust and fault-tolerant than a 
client-server solution. However the synchronization of collaboration 
participants is partly based on centralized control, which proved non-efficient 
and non-scalable. JXTA was at the time of implementation not a fully mature 
technology, which affected the overall performance of NetSim to some extent. 
For example, it lacks of support for extensive meta-descriptions of available 
resources on the network. However it should be pointed out that JXTA 
provides a rich set of P2P features, suitable for implementation of distributed 
systems such as NetSim. Future research will address distributed algorithms for 
synchronisation of collaborative work and a more flexible and extendable 
approach to resource management. 
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Abstract 

CSCW applications provide virtual spaces for human-human cooperation. Within Modelling 
and Simulation (M&S), CSCW support is highly beneficial but, as in most single-user 
applications, not natively provided. External support, such as infrastructures for creating or 
adapting applications for collaborative work, is generally missing in the CSCW community. 
At the Swedish Defence Research Agency we study the possibilities of defence CSCW, for the 
primary intention of collaborative M&S. Since most of our M&S complies with the HLA (a 
distributed simulation architecture), HLA appeared as a candidate for building a CSCW 
infrastructure upon. Thus we have designed and developed a prototype of a CSCW 
infrastructure, based on a combination of HLA and XML. The goal is to provide a 
foundation for developing CSCW applications, and for adapting existing applications to 
collaborative work. This paper presents the design and development, and experiments conducted 
for verifying utilization of HLA and XML for the purpose. 

1   Introduction and motivation 

CSCW (Computer Supported Cooperative Work) is a term often used for human 
collaboration in computer environments. CSCW enables people to share 
applications and tools, and at the same time communicate, to collaboratively 
perform or solve tasks. Hence virtual spaces for human-human cooperation can 
be created to support people and organizations to overcome geographical 
distances. The problem is that most single-user applications are specialized for 
their purpose, and do not naturally provide CSCW support. External support, 
such as infrastructures for developing CSCW software or adapting existing 
applications to collaborative work, is generally a missing part within the CSCW 
community. 
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At the Swedish Defense Research Agency (FOI) a project called NetSim 
conducts research activities concerning among other things the possibilities of 
collaborative M&S within the defense. The need for a CSCW infrastructure was 
identified within this work, and the lack of such existing ones determined. 
Consequently, the decision was made to develop our own. Most M&S within 
our research complies with an IEEE standardized simulation architecture called 
the High Level Architecture (HLA), and the architecture came to mind as a 
potential candidate technology also for CSCW. The technology requirements for 
building a CSCW infrastructure are many, and HLA not only provides some of 
them, but also offers additional valuable features. But the question that rises is: 
is HLA really suitable for use in distributed CSCW? 

We propose an infrastructure for CSCW that is based on a combination of HLA 
and XML (Extensible Markup Language). The design has partly been implemented 
in a prototype called Collaborative Core (CC), which is based on a replicated 
distributed architecture. All information transmitted in the system is structured 
according to XML information models, and HLA services are used for 
transmission and other functions. Performance experiments have been 
conducted to verify both the use of XML for the purpose, and for verifying the 
combination of HLA and XML as the foundation of a CSCW infrastructure. 
The result confirmed the suitability of our proposal, but also revealed some 
HLA limitations that must be considered. 

This paper presents the proposed design and the developed CC prototype. It 
also presents experiment results, our conclusions, some recommendations, and 
future work. 

Clarifications for the reader: when further on discussing nodes, we mean client 
computer environments (i.e. PCs with a client using it). When referred to, one 
node hosts only one client (though in reality a node may host several clients). 
When discussing applications, what are intended are the applications used for 
collaboration (i.e. shared tools) within a collaboration session, and not the 
application providing CSCW services. A collaboration session is a session that 
transpires whenever two or more users jointly and concurrently perform tasks 
using interconnected software. 

2   NetSim and HLA 

At FOI we have performed research within network based M&S for several 
years. Recently we initiated activities concerning development of a common 
platform for defense M&S, and we believe CSCW support to be a very valuable 
service in such an environment. In this work we quickly identified the lack of 
such infrastructures that could be easily integrated with M&S applications and 
within the proposed common platform, and decided to develop our own. 

2.1   The NetSim project and CSCW 

The NetSim project was initiated in 2003, at the Department of Systems 
Modeling at FOI. The primary project goal is to study, develop and modify 
methods and techniques for the purpose of network based M&S, and is 
described in [1]. One of the main activities aims at constructing an architecture, 
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and develop a prototype, that can act as a common platform for defense M&S – 
the NetSim Platform. Apart from issues within distributed simulation such as 
fault-tolerance and distributed execution, one of the major project actions has 
concerned exploiting the potential of CSCW for defense applications. Since 
defense related operations engage actors which are often spread over long 
distances, cooperation is not easily achieved and the correct knowledge and 
support are not accessed without difficulty. A common defense platform that 
provides CSCW support may not replace real human-human cooperation, but 
can constitute an essential alternative. 

2.2   Collaborative M&S within NetSim 

The area of M&S can substantially benefit from collaborative services, since 
CSCW can facilitate the provision of support that is required in the M&S 
process. Here it does not only make M&S expertise and knowledge more easily 
available, but also activities such as distance training and education more easily 
accessed. Moreover, the quality of M&S activities and products can be secured 
and controlled. The problem is that M&S applications are specialized for their 
purpose, and do not naturally provide support for collaborative services. 

As a first attempt to address the problem, a simple prototype of a collaborative 
M&S environment was designed and developed [2]. This was based on JXTA39 
Peer-to-peer technology. The prototype was dismissed but gave us valuable 
experiences. As an example, CSCW support should not be based on an 
application specific approach, but rather constitute a more general infrastructure 
for various applications and purposes. More advanced support for time 
mechanisms were also needed. A final lesson was that it is preferable to use a 
more mature technology, one that supports more functionality than the one 
used. But we identified no infrastructures that suited above functionality. 
Various applications support some of the functions we desire, but none have 
been successful, and few support all of the desired functionality. 

A general problem that developers of CSCW applications face is the complexity 
of integrating management of collaboration groups and activities within an 
application. As a result, the superior software for most computer-related 
professional tasks are single-user local desktop applications, and the dedicated 
CSCW software tend to lag behind in other than CSCW functionality [3]. 
Especially within domain specific applications, such as M&S applications, this 
kind of support is rarely seen. Thus we decided to address the problem through 
in-house design and development of the needed infrastructure, a foundation we 
call Collaborative Core (CC). CC will provide collaborative services, and should 
due to the nature of defense operations be distributed. CC is designed and has 
so far partly been implemented (see Section 3.1 for more detail). The 
development has been performed in close cooperation with two students from 
the Royal Institute of Technology [4, 5]. 

                                              
39 JXTA is a Java based, open-source Peer-to-peer framework distributed at 
http://www.jxta.org/ [accessed February 2005]. 
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2.3   The High Level Architecture 

Whilst parallel simulation aims at reducing the total simulation execution time 
(so called speed-up), the science of distributed simulation (DS) has different goals 
[6]. DS is the M&S answer to the Object Oriented thinking in the community of 
Computer Science. In DS, simulation components are executed on different 
computing nodes and coordinated in a joint simulation. This makes it possible 
for simulations too large for execution on one single computer to be distributed 
and executed on several nodes. Further it facilitates and makes it possible for 
different kinds of simulation components to interact, despite residing in 
different computer environments. 

Above features with DS assume simulation component interoperability, namely 
that all components utilize a common standard. The High Level Architecture 
(HLA) is a framework for component-based simulation systems, originally 
developed within the US Defense Modeling and Simulation Office (DMSO) [7] 
and is the proposed simulation standard within the Swedish Defense. HLA 
provides a common communication structure, and rules for simulation 
components (so called federates) to follow, assuring them to be interoperable and 
able to together act in a distributed simulation (so called federation) [8]. The 
federation is managed and communication is transmitted through an 
implementation of the HLA services, a distributed operating system, called RTI 
(Runtime Infrastructure). RTI provides required services, such as: 

- Federation Management – creating and controlling the federation execution 
etc. 

- Time Management (TM) – flexible and advanced means of federation time 
management 

- and Data Distribution Management (DDM) – mechanisms for efficient 
routing of information among federates 

3   CC Design 

When the CC infrastructure was developed, a concept was first designed and 
proposed. Thereafter technologies for implementation were chosen. The 
developed prototype was a partial implementation of the CC design, and is 
described in Chapter 4. 

3.1   CC Infrastructure: The concept 

The CSCW service in the NetSim platform will be provided as a module that 
supports the user transparently with group management and tool sharing 
services. Applications using the services will do so without user specific 
complementary action. CC leverages support and services required for a user to 
be able to start, administrate, and participate in computer based collaboration 
groups, and hence also for sharing tools and other functions in NetSim. Besides, 
CC will offer development support for integrating new tools for CSCW. In 
general, the CC design is comprised by three main components, presented in 
Table 1. 



Chapter 11: Paper IV 103

Our research and development has focused on the two latter issues. Concerning 
the second component, the CC framework will provide a pluggable interface for 
collaborative applications, and that relieves tools of responsibility for managing 
user groups, and most of communication responsibility (discussed in Section 
4.3). This way, developers will be supported in developing new CSCW tools, 
and in modification of existing applications to become collaborative. The third 
component represents straight-forward services for CSCW group management 
and administration, including shared group status and shared areas. 

Table. 1. The three CC main components, of which number 2 and 3 are treated in this 
paper. 

CC Service Content 

1. Communication Means Integrated tools for communication 
2. Application Interface API, interface and software as development support for 

integrating new tools into CC 
3. Group Management Services Creating and maintaining collaboration groups,  group 

administration etc. 

 

3.2   Requirements and design choices 

The overall requirements for CSCW in the NetSim platform, and consequently 
for the CC module, are described in Table 2. Considering these, some design 
choices were made. The last requirement lead us to choose a replicated 
architecture for the CC, i.e. all clients execute their own equal set of 
applications, and are themselves responsible for taking the correct action, to the 
retrieved changes from other clients. Replication was chosen since various client 
types may have different requirements in terms of GUI complexity and limited 
network connections etc. Transmitting only data, and letting the client specific 
application process it, is here a suitable solution. 

The aim of the CC application interface is to provide support for plugging tools 
into the CC. There are two ways of accomplishing this, either by letting CC take 
all responsibility, or through requiring modification and responsibility from the 
application. Allowing no tool modifications at all requires a very generic CC 
interface, which is hardly possible. Thus we decided that CC can set some 
application requirements, with the primary aim to keep modifications at a 
minimum. 

Table. 2. Primary requirements for CC. 

Requirement Significance 

Distributed CSCW The environment should be distributed. But this does not 
exclude future architecture combinations 

Synchronous work The CSCW intended here is immediate and synchronous 
Short Persistence Collaboration Groups Collaborative activities within NetSim are assumed to most 

often be directly task oriented, i.e. life times of collaboration 
sessions are assumed short 
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Small group sizes Groups are assumed small, 2-8 persons. Considering 
scalability and regarding HLA as technology larger groups 
are possible. However, that requires social support to 
address virtual conflicts etc., an issue not handled here 

Various client types Different client types are considered, such as thin clients 
with poor network connections. In this regard, we assume 
virtual worlds to be too complex for the purpose 

 

3.3 HLA for CSCW? 

Since the acceptance as an IEEE standard (IEEE 1516), the area of application 
for HLA has been broadened to both non-military and non-simulation areas. 
An example is the multiplayer online gaming framework by Vuong et al. [9], and 
the collaborative virtual shopping mall by Zhao & Georganas [10]. The latter 
made an evaluation of the HLA as an enabler of collaborative virtual 
environments, with overall affirmative results [10]. 

Using an already existing architecture to build a CSCW infrastructure upon, may 
contribute to avoiding unnecessary development. HLA provides an 
infrastructure with essential services that beneficially could be used for CSCW, 
such as time management, group management (Federation Management), efficient 
information filtering (DDM), and communication management. Moreover it is a 
mature technology and standardized. An issue is that the HLA originally was not 
developed for real-time applications, something that CSCW applications highly 
are. Thus, the suitability of HLA for the purpose must be evaluated. And as 
stated, one of the challenging issues for CSCW is consistency management. 
Advanced, flexible consistency management has been declared a lacking part in 
current implementations of CSCW and in existing systems [11]. Utilizing HLA 
and the RTI, which provide advanced, flexible time management, this issue can 
be addressed appropriately. Moreover, since most simulation within our 
research complies with the HLA, we assumed it to be a candidate technology 
for our purpose.  

3.4   XML for the purpose? 

XML (the Extensible Modeling Language) provides a way of structuring 
information in a platform independent, human-readable way. XML allows 
developers to create their own markup languages, and templates and rules 
(defined in XML Schemas), that help assuring the interoperability between data. 
A very beneficial feature is that XML efficiently separates data from 
presentation. In a CSCW infrastructure such as described above a lot of 
information is managed, such as tool specific information, collaboration group 
information and client information. A design choice could be to strictly follow 
the technology chosen (here HLA), but to accomplish a more generic structure 
and less technology dependent, XML can be used for structuring and handling 
information. Another reason for using XML is that here various client types are 
expected. Using XML, the same information is provided to all participants. At 
the client side, parsing of the XML formatted information can allow for user 
specific utilization and presentation. 
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3.5   Combining HLA and XML for CSCW 

Concluding the above discussion and our experiences from earlier work, we 
propose a combination of HLA and XML to constitute the foundation for a 
CSCW infrastructure. It uses XML-based group definitions and a 
communication infrastructure built on the HLA.  

4   Implementation 

4.1   The prototype 

A first CC prototype has been implemented, of which the two main 
components were implemented in separate, but closely coordinated tracks. They 
are described in Section 4.3 and 4.4 and in detail in [4, 5]. Besides these, a 
prototype for the NetSim environment was developed. A simple user GUI was 
created along with three simple, but demonstrative, prototype applications 
(shown in Figure 1). These were used for practically evaluating the implemented 
CC functionality. 

 
Fig. 1. CC screenshot. Depicted are three simple tools; a text editor, a box drawing tool 

and a game, that are used within a collaboration session. Additional CC features are 
shown, such as a Participation Panel (group specific information) and an Activity Panel 

(alerts tool activity etc.). 

4.2   HLA and CC 
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Two models were considered for organizing the RTI communication at each 
client, the first one using only one general-purpose federate40 in each node, that 
managed both application specific information and group management 
communication. The second model, which is the one we chose, considered 
using one group service federate and one tool specific federate for each 
application used within the collaboration. This implementation leads to several 
federates within the same client. But having a single general-purpose federate at 
each client, handling traffic from an unknown number of federates while at the 
same time managing group functions and also tool specific functions, would 
lead to a complex design, without significant associated gains in performance. 
Besides, applications can have different requirements on time management, an 
issue that is more easily managed if each application has its own HLA federate. 

The HLA RTI was utilized as communication medium and for essential facilities 
such as Time Management, Federation Management and also DDM 
mechanisms. The specific RTI used was the Pitch developed pRTI.  DDM 
provides services for efficient routing of information, i.e. provides means of 
traffic filtering among federates. The DDM functionality is in our solution for 
example used for directing information (instant messaging), and forming 
subgroups for communication within collaboration groups. Furthermore, a 
distributed lock was implemented using HLA that is used for restricting mutual 
exclusion of some methods. 

4.3   CC services 

Implemented services of CC address four areas of functionality: 

- Group services – searching, creating, joining and resigning collaboration 
groups 

- Settings – administration services for reading and writing information 
about tools and members in groups and other properties 

- Communication features – data transmission and data filtering 

- Other features – instant messaging, desktop layout sharing, presence 
awareness and activity awareness etc. 

The central mechanism of the CC services is the Collaboration Description (CD). 
This is the vehicle of all relevant information within a collaboration group, 
including settings, member information and status etc. It does not hold tool 
specific settings, which are part of the application interface component (see 
Section 4.3). The CD takes two forms within CC. Distributed and propagated 
amongst CC clients, the CD is implemented in XML. And for facilitated 
management purposes, when loaded into client computer memory, the CD is 
implemented as a DOM document wrapped in a class called 

                                              
40 Recall that a federate is an individual simulation component (see Section 2.3) that jointly is 
executed in a federation (simulation). 
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CollaborationDescription. The CollaborationDescription provides valuable 
methods for accessing the data, and parsing services to and from XML. 

CC clients collaborate in groups and sessions, described in the CD, which can 
be seen as a replicated state XML information model. A user may create and 
join several groups. The summarized group state is stored in a persistent storage 
space, when the last member leaves the group. As a member rejoins the group, 
he or she initiates the last saved state and session of the group, through 
retrieving the last update of the group specific CD. In the same manner a late-
joiner is updated and initiated, using the CD. 

4.4   CC Application Interface 

As stated before, it should be possible to plug tools into CC, without much 
modification. This requires a generic interface, which provides communication 
facilities among the similar tools used within the same collaboration session. 
Each application implements a thin CC interface and the few additional required 
methods that will be used by CC. 

When an application is started in collaborative mode, CC assures a federate is 
started on behalf of the application, and with eventual required settings 
appended from the tool, such as Time Management (TM) mode. The TM 
decides in what fashion communication between applications is synchronized 
and handled, and consequently the consistency mechanism used. The federate’s 
TM mode can be changed at any time during a session, without restarting the 
application. So far two modes have been implemented, conservative and 
relaxed, but further development will consider other types as well. 

Applications communicate in the form of messages, and all messages are 
formatted in XML and validated towards an XML Schema created for this 
reason. To support applications in using, parsing and reading XML, the 
Application Interface provides such functionality. There exist three different 
types of messages, described in Table 3. 

Table. 3. The communication between CC applications is held through three different kinds 
of messages, as described here. 

Message Type Description 

Event General application event. Used for communication 
among applications; update events, state changes etc. 

Internal Event Federate internal events communicated only between 
federates, for example distributed locks 

Status Event The collected status of an application at a specific 
timestamp. Used for updating newcomers, restarting a 
sleeping collaboration etc. 

 

5   Experiments and Results 

As presented, HLA and XML were successfully used for developing an 
infrastructure for CSCW. The question that remains is whether the performance 
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of the implemented solution is sufficient for our needs. Two kinds of 
experiments were performed. Primary parameter of our interest here was time, 
i.e. message transmission times, since this is an important factor for update time 
(and that causes delay) and consistency management in CSCW. 

5.1   XML conversion tests 

The first experiment concerned evaluation of XML serialization. The time 
consumption of conversion tests in both directions was measured, i.e. to and 
from XML. The converter used was XStream41, to comprise information from 
and to XML within the applications, when receiving updates and information. It 
is essential that the process of doing so is not too time consuming. The test 
result is presented in Figure 2 below. 

Test bed: 1 PC with 256 Mb RAM, Intel Pentium IV 1.5 GHz processor, 
running Windows XP. 
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Fig. 2. Conversion tests of Java String to and from XML. The X-axis displays the size of 
Strings parsed, and the Y-axis the parsing time in milliseconds. As is seen, total parsing 

time shows good performance, displaying an even linearity, and very low average parsing 
values. 

5.2   HLA versus sockets 

Utilizing the already developed and mature facilities of the HLA framework was 
successful for the purpose. However, before determining the overall HLA 
suitability HLA, some performance tests had to be conducted in order to 
conclude if using the M&S architecture conveyed too much overhead compared 
to more light-weight architectures. First a pure socket implementation was 
measured, where chosen message sizes were evaluated towards message 
transmission times (transfer rate). Then the same set of experiments was 
conducted using communication through the RTI instead. Figure 3 and 4 
presents the result of these experiments respectively in two histograms. The 
same notations are used in both, and results are here displayed for twenty tests – 
                                              
41 XStream is an open-source package developed by Codehaus. Homepage: 
http://xstream.codehaus.org/ [accessed February 2005]. 
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the 50 kB test is shown front left, and the 1Mb test is shown furthest back into 
the diagram. Horizontally, the diagram is divided into millisecond-wide intervals 
of transfer-time. Vertical bars show the number of messages for a particular test 
that were transferred within a particular millisecond interval. 

Test bed: 2 PCs equally configured Pentium III 1GHz, with 256 Mb RAM, 
running XP, connected in a LAN with a 100Mbit switch.. 

 
Fig. 3. Socket-communication. Data follows a normal distributed pattern along a linear 

curve. 

 
Fig. 4. pRTI-communication. Here, result shows data is distributed in a multi-modal way. 
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The result displayed severe differences between the two experiments. First of all 
the HLA was on average slower, but looking merely at the average, HLA 
compared with the socket-based solution in an acceptable way. However, the 
RTI transfer rates presented strange behavior when sending larger packages. 
When message sizes increased from 550 kilobytes to 600 kilobytes, a huge 
increase in transmission times was observed. When exposing these observations 
for the developer, Pitch, they explained that this discrepancy may relate to the 
complex implementation of memory buffers that pRTI possess. A number of 
suggestions for running the experiments, that for example refer to the use and 
functionality of the JVM, and trying again were proposed, but have not yet been 
conducted. 

5.3   Conclusions 

Considering the XML tests, the main conclusion drawn was that XML fulfills 
the requirements of our purpose, and that the XStream converter successfully 
was able to convert all custom classes given to it. 

HLA performed well compared to a socket-based system, which verified the use 
of it compared to other architectures. However, RTI showed some disturbances 
when using large message packets, with sizes above 550 kilobytes, and did not 
display the same linear behavior as the socket-based solution. These diverging 
transmission times were not acceptable for our solution, and consequently we 
concluded that those message sizes are not recommended if using HLA for the 
purpose of CSCW and real-time applications, unless the problem is solved. 
Despite this, the essential conclusion was that HLA provided useful 
functionality that could be used instead of developing these ourselves, and 
additional features that were beneficially utilized, such as DDM. 

6   Conclusions and future work 

Results of performance tests show that the HLA communication architecture 
compares reasonably well with a socket-based. Overall, results demonstrate 
feasibility of the CC infrastructure, and of the objective of extending the use of 
HLA to non-simulation applications. HLA proved well suited as 
communication structure for real-time user interactive applications, and the 
already built-in advanced functionality in HLA was beneficially used for CSCW 
services. Furthermore, XML conversion tests verified efficient use of XML for 
the purpose and combination with HLA for CSCW. 

Recommendation: Pending resolution of the issues around large-message 
transmission, HLA is not recommended as candidate technology for utilization 
in the purpose regarded in this paper if typical message package sizes exceed 550 
kilobytes. 

Future work to adapt full-scale applications to the collaborative framework is 
invited and planned. Furthermore, more advanced synchronization (and 
consistency management) will be considered, and the efficiency of respective 
time management mechanisms for the purpose of CSCW will be evaluated. And 
last, more extensive HLA experiments, to resolve the large-message 
transmission issue, are proposed. 
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Abstract 

CSCW (Computer Supported Cooperative Work) has been around for many years. However, 
despite growing use of CSCW, general infrastructures that support it are few, and seldom 
provide data consistency management. A question at issue is how to easily provide different 
consistency policies for CSCW applications. In a modeling and simulation project at the 
Swedish Defense Research Agency we have evaluated technologies for developing a CSCW 
infrastructure. A frequently used distributed simulation architecture, the HLA, appeared as a 
candidate for beneficially providing CSCW services. Hence we have investigated the use of 
HLA for the purpose, with successful result. This paper presents some of the outcome, and the 
experiences from adapting an application to CSCW utilizing HLA. It presents performance 
experiments for evaluation of three consistency policies for CSCW using HLA, conclusions, 
future work and some recommendations.  

1. Introduction and motivation 

The influence of computers and networks grows continuously. New 
technologies within the field offer new possibilities for many areas, one of them 
being human collaboration. Allowing geographically dispersed people to 
communicate and collaborate through computer environments is often referred 
to as Computer Supported Cooperative Work (CSCW). Several environments and 
applications have been developed for the purpose, but none have yet been truly 
successful. A problem developers of CSCW software face, is the complexity of 
implementing services such as consistency and group management. As a result, 
most professional software products are single-user applications, and the 
respective collaborative software often lag behind in functionality [1]. A 
challenging issue here is consistency, i.e. the ordering and update control of user 
interactions, and there is a lack of supportive frameworks and software assisting 
developers in this work, which is especially complex within distributed systems. 
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Many systems have been developed, but few have left the laboratory, and few 
support more than specific aspects of collaborative work. 

Due to the lack of general CSCW infrastructures, and with motive in the issues 
mentioned above, we have initiated development of a CSCW infrastructure at 
the Swedish Defense Research Agency (FOI). The infrastructure is application 
independent and will provide necessary services and support for plugging 
applications into the framework. For the development we have chosen a 
combination of XML and architecture originally not meant for CSCW but 
instead for Modeling and Simulation (M&S), the High Level Architecture (HLA). 
Utilizing HLA has the potential of providing among others consistency 
management and group management in a smooth way. But when doing so, a 
few questions need to be answered: First, is HLA suitable for the purpose? And 
if so, what is there to gain? 

This paper describes utilization of HLA for distributed CSCW. We also evaluate 
different synchronization methods to be used for consistency management. 
Experiences from adapting a simple application to HLA, and the obtained 
results are also discussed. 

2. Background 

CSCW is a collective name for human collaboration in computer environments. 
Software that provides it aim at extending the possibilities of human-human 
cooperation, despite being seated in geographically dispersed locations [2]. In 
domains such as the defense, where military is often spread over large distances, 
this kind of support may not substitute face-to-face activities, but can act as a 
valuable and easily accessed alternative. This applies to the area of M&S as well, 
as M&S activities require access to expertise and knowledge, and a high level of 
cooperation between developer and customer, in order to guarantee the final 
result and simulation model quality. Within the defense, M&S is an important 
tool for areas such as decision support and command and control, as well as in 
training and education. If provided, CSCW can assist in making required 
expertise and knowledge accessible, and making the M&S related activities more 
easily accomplished. 

2.1 The NetSim project 

NetSim is a project at the FOI Department of Systems Modeling, in which the 
area of network based M&S is studied from the perspective of defense purposes 
[7]. An important research issue within this research is CSCW, with specific 
focus on collaborative defense M&S. A simple prototype for a collaborative 
distributed M&S environment was developed within the project in 2003 [8]. It 
was based on Peer-to-Peer technology, and provided valuable experiences for 
the problem at stake, but its capabilities were quite sparse. One of its limitations 
was that implementation of specific services, such as consistency and 
concurrency control, was not supported by the chosen technology. This forced 
us to integrate all functionalities within the collaborative application, which was 
neither a reusable nor efficient solution. It could benefit from being separated 
from the application, a favorable separation that has been pointed out also by 
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others [9]. Another reason for dismissing the prototype was that the technology 
used was not mature enough for the purpose. 

 

2.2. CSCW consistency 

As mentioned, a vital issue in CSCW applications is consistency. Consistency in 
CSCW deals with the problem of how to maintain data up-to-date with all users 
[5]. Two main approaches to consistency are centralization and replication [4]. 
When replicated, all clients (nodes) execute equal application replicas, and only 
states are distributed and coordinated among participants. Centralized, instead 
the application executes server-wise. As a user interaction occurs, the server 
executes the application and propagates total updated application copies of 
states to all participants. The centralized solution is more easily implemented but 
as described in [3] not efficient, and since replication is more fault-tolerant [3, 4] 
this is the solution chosen here. 

The various forms of consistency are often referred to as consistency policies, and 
the implementation of policies are the consistency protocols. Different policies 
support diverse aspects of consistency [5]. Strict consistency is for example defined 
by Greenhalgh & Vaghi [5] as a policy that lets all participants experience the 
same view and interactions at the exact same time. Whereas totally relaxed 
consistency is totally non-synchronized, without even event-ordering of 
interactions. Policies can also be more or less relaxed, in several ways, of which 
one is discussed in Section 3.2. 

2.3. Flexible consistency 

In most CSCW applications only one consistency policy is supported, which 
may be sufficient. But as easily seen, different consistency policies require 
different levels of synchronization, and hence produce varying computing and 
network (communication) overhead. Thus in some cases, where the intensity of 
user interactions vary highly, there could arise a need for, and be more efficient 
with, flexible consistency. The term is here referred to as the conception of when 
consistency policies are variable in runtime. Properties affecting the efficiency of 
a consistency protocol, and hence the proposed need for flexibility, are for 
example communication overload and intensity of user interactivity. To the best 
of our knowledge, there exists no CSCW software supporting flexible 
consistency. This is an interesting research topic that has been pointed out in 
the literature, for example Chung and Dewan [6]. 

As an example, consider two persons cooperatively reading and commenting a 
scientific paper. They are seated at two locations, each experiencing they are 
reading page by page at the same time. They may read at different pace, but 
when anyone has a comment it must be guaranteed they are at the same page. It 
would probably cause unnecessary overhead if providing strict consistency, i.e. if 
synchronizing the two views continuously, since it is of no use to synchronize 
the clients unless anyone has a comment. If the other person has already read 
the commented page, he merely has to go back to the page referred to. This can 
be compared to a totally different situation, interactive flight simulation training, 



 116

where interactions most likely occur frequently. Here, strict synchronization 
must be applied in order to provide real-time updates and consistent real-time 
interaction. A relaxed policy would not provide the same real-time experience as 
a strict. But the suitability of a policy is a factor that can change during runtime, 
depending on the current collaborative situation. A trade-off situation occurs, 
where the overhead of a policy must be balanced towards the required strictness 
of the synchronization, mentioned further in Section 4. 

3. The High Level Architecture 

3.1. Distributed simulation and the HLA 

Whereas parallel simulation copes with executing a simulation using several 
processes in parallel to enhance execution time, distributed simulation (DS) 
deals with management of executing distributed individual simulation 
components [10]. Different to parallel simulation, the aim of DS is to allow for 
physically spread simulation components to be jointly executed, sometimes for 
the goal of carrying out a simulation too demanding to execute on a single 
computing resource. An important mechanism for DS is Time Management 
(TM), which should provide a distributed shared notion of time and services for 
synchronizing and managing the distributed simulation. 

The High Level Architecture (HLA) is a result of several years of DS activities 
within the Defense Modeling and Simulation Office (DMSO). HLA is an IEEE 
standardized distributed simulation architecture. It is a framework of rules and 
software that allow for individual simulation components (in HLA federates) to 
be developed in an interoperable way, and executed in a distributed simulation 
(in an HLA federation) [11]. The central software, actually a kind of distributed 
operating system, is called the HLA Runtime Infrastructure (RTI), and is provided 
in different fashions by several contributors. RTI provides convenient services, 
for instance Federation Management (creating and controlling federation 
execution), Time Management (advanced federation time management), and Data 
Distribution Management (mechanisms for information routing amongst federates). 

3.2. HLA Time Management 

The HLA RTI offers flexible and advanced means of simulation time 
management, and support for different synchronization protocols [12]. 
Following the HLA rules, a feature is that RTI allows for federates using 
different TM modes to exist and communicate in the same federation. 
Furthermore, the TM federate mode can be changed during runtime. 

Synchronization is in DS context divided into two main categories, the 
conservative and the optimistic. When conservative, logical processes (LPs) can only 
process events when no temporal discrepancy can be guaranteed. As an 
opposite, a relaxation of the conservative policy is the optimistic, which allows 
an LP to process events optimistically, with no regard to other LPs. The most 
often used synchronization protocol for this is TimeWarp. Executing 
optimistically, the federate needs support for recovering from discovered 
discrepancies. If a message is received with a t < LT (a straggler message), the 
federate needs to rollback to the time of the straggler event. This requires 
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frequent federate state save. During rollback, the federate performs cancellation of 
messages sent to other federates. Cancellation messages (antimessages) may 
produce new rollbacks in other federates. Specific TimeWarp mechanisms are 
not provided by the RTI, but rather possibilities of implementing them [13]. 

 

3.3. HLA for CSCW – Collaborative Core 

As described in the Introduction, environments and applications developed 
primarily for collaborative work often lag behind in functionality compared to 
single-user applications [1]. Moreover, some services, such as consistency 
management, are not easily implemented and could beneficially be separated 
from the application [8, 9]. And last, what is missing in the CSCW domain is 
general infrastructures for CSCW, providing advanced and required services, but 
without being application dependent. This lead us to focus on design and 
development of a more general infrastructure, which we call Collaborative Core 
(CC), with the objective to efficiently provide CSCW required services for 
development of collaborative software. Experiences from our first prototype, 
and result from our research activities, have lead us to the idea that HLA, 
despite being developed for distributed simulation and not real-time 
applications, can act as a foundation for our implementation. 

Since HLA was accepted as an IEEE standard in 2000 (IEEE 1516), the use of 
HLA has broadened to include both non-military and non-simulation fields of 
application. Examples are the development of an online multi-player framework 
[14] and a collaborative virtual shopping mall [15]. Utilizing HLA for the 
purpose of CSCW can offer the potential of mature distributed simulation 
technology. In this context, the HLA TM can support in providing a shared 
view, and the HLA TM services can be used for coordinating the propagation 
of participants’ shared states, i.e. for guaranteeing the consistency of 
participants’ views.  In order to avoid too much technology dependence, the 
infrastructure designed was based on HLA and RTI as communication 
architecture, and XML information models for platform independent 
representation of messages and other information, described in more detail in 
[16]. 

4. Hypothesis 

Different CSCW situations may require different levels of consistency strictness, 
but the policies can cause unacceptable overhead. There is a trade-off between 
the overhead of a consistency policy, and the preferred and chosen strictness. 
Flexible consistency can make CSCW consistency management more efficient. It 
can allow for strictness relaxation, which can be beneficial in for example 
situations with highly intense user interactivity. 

Utilizing HLA and the RTI does not only have the potential to provide already 
built-in services for group and time management, but can also be used to 
implement flexible consistency. Evaluation of the overhead of implemented policies 
will support appropriate utilization of policies for varying CSCW situations. 
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5. Using HLA to adapt an application to CSCW 

The test bed was composed of a PC network environment, and an application 
that was attached with an HLA interface, suited for experiments. 

 

5.1. Requirements 

The most important boundaries and requirements for the CSCW intended here 
are summarized here: 

- Distributed CSCW 

- Synchronous work: The CSCW intended here is immediate and 
synchronous, i.e. real-time 

- Collaborative M&S: M&S activities are assumed, which require a highly 
varying user interaction intensity depending on activity 

- Small groups: Groups are assumed small (2-4 persons). Could be larger, 
but would then require social support, an issue not covered here 

5.2. Architecture 

The environment chosen is totally distributed apart from the HLA RTI42, which 
is a hybrid between a centralized and distributed architecture. Furthermore, our 
collaborative application is replicated, i.e. each client executes a replica of it. 
This means every entity is responsible for its own updates and is independent of 
other federates. 

5.3. Software test bed – CollabTetris  

We wanted to be able to not only measure, but also to visualize the overhead of 
various consistency mechanisms, i.e. visualize eventual differences between 
application replicas as players play. We also wanted the user interactivity to be 
easily varied. A simple but demonstrative application was developed, CollabTetris, 
a collaborative version of the game Tetris. In Tetris, objects with different 
shapes occur from the upper part of the game area (see Figure 1 below). One 
object at a time appears, and falls downwards at a given constant rate (and can 
not be moved upwards). The user turns objects into positions and in 
orientation, such that they fit in with already landed objects. After an object has 
landed, a new random object appears from above. When the user has succeeded 
in matching the landed objects, so that at least one line is filled, that line 
disappears and the user scores. The goal is to fit as many of the landed objects 
as possible, so that the game area is not filled up, and obtain a high score. The 

                                              
42 The specific implementation of HLA RTI chosen here is the one from Pitch, see 
<http://www.pitch.se>. 
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rate of falling objects increases as the game level rises. Eventually, the rate gets 
too high and the objects are filling up too fast, for the user to be able to erase 
them in time. 

CollabTetris provides multi-gaming possibilities, i.e. clients may together play the 
game in a distributed fashion. This way, with applied communication facilities, 
two or more users can discuss and collaborate about managing the objects the 
best way, together reaching a high score. Although Tetris is a simple game, it 
can in our context be compared to an easily implemented interactive simulation 
(where the simulation is a game), and end-users (players) collaboratively use and 
affect the simulation. Several useful parameters in the game could be varied for 
tests. All participants had full rights to affect the game area and move the 
objects. Social aspects such as contention were not of interest or covered here, 
since the suitability of HLA and consistency policies were of primary interest. 

 
Figure 1. CollabTetris: Game application adapted to HLA for collaborative use. 

5.4. Application federate – Adapting the application to HLA 

An HLA-compliant interface was created and attached to the application, 
developed as a general HLA federate, the ClientFederate, that acts as the 
connection to the collaboration federation. When an application is launched, and 
started in multi-player mode, a ClientFederate is initiated and connects to the 
federation. Using the interface, services such as group management and support 
for guaranteeing interactions from and to other clients, can be utilized. All 
communication was handled through the RTI. 

5.5. Consistency policies 

Three different consistency policies were implemented in the ClientFederate and 
with supporting functionality in CollabTetris. The first was used as a reference 
to the other two, since it used minimum required restrictions and handshaking 
procedures etc. when communication through RTI.  

- RELAXED: totally relaxed consistency, no synchronization at all and no 
time management, as defined in [5], 
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- STRICT: strict consistency as defined in [5], i.e. continuously 
synchronized participants,  and 

- OPTIMISTIC: optimistic consistency management, meaning 
applications process events optimistically, but have the ability to discover 
temporal discrepancies and recover from them. 

An In-House developed middle layer for HLA TM, called the HLAMiddleLayer, 
was used for implementation. This provided required TM services in a federate 
transparent way, and significantly facilitated development. Specific policy 
implementation was performed as follows: 

- RELAXED: implemented as non-time-regulating and non-time-
constrained (i.e. utilizing no TM mode at all), and no synchronization 
mechanisms whatsoever 

- STRICT: using event-ordered transmission, time-constrained and time-
regulating TM mode. Strict conservative synchronization, i.e. no event 
could be processed if the RTI could not guarantee no old events would 
appear 

- OPTIMISTIC: implemented according to [12] and [17] as time-
regulating, time-constrained, and synchronized with the TimeWarp (TW) 
protocol. Additional methods had to be developed in the CollabTetris 
for rollback, restoring state and state saving among others  

The method that required most modification was the OPTIMISTIC and 
implementing the TW protocol. Additional methods such as retrieveState() 
(called from federate to retrieve latest status for eventual future rollbacks) and 
restoreState(State restore) (called from federate to rollback to specific state) 
implied great modification to the original application. Despite using the very 
supportive HLAMiddleLayer, modifications were challenging. 

6. Experiments and results 

6.1. Physical test bed 

Experiments focused on evaluating general use of HLA for CSCW and 
evaluation of some policies for this purpose. Moreover, since only small groups 
of people were considered in tests, we made the assumption that two computers 
were sufficient for these specific tests. Two equally configured computers43 were 
connected with a switch44 in a closed LAN. One client resided on each 
computer. No real persons were used as clients, only fictive scenarios of realistic 
human interactions. This to ensure that the exact same scenarios were used for 
all experiments (when varying parameters etc.). Some tests were made with four 
equally configured computers to verify the functionality of the software and test 

                                              
43 Performance: 256Mb RAM and 1.0 Gb Intel Pentium III Processor. 

44 Ethernet LAN with maximum transmission speed of 10 mbps. 
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bed, but since collaboration groups are assumed small, as an assumption only 
experiments using two computers were conducted. 

Since Java’s built-in timer has a granularity of tenths of milliseconds, which did 
not correspond to our test requirements, it was dismissed. Instead we used 
Roubtsov’s timer package45, which has a granularity close to microseconds. 

 

6.3. Result I: HLA evaluation – HLA compared to sockets 

Initial tests were performed to validate the overall use of HLA as 
communication architecture for CSCW. Extensive experiments with varying 
message sizes and corresponding message transmission times using the RTI 
were performed and are presented in [16]. Though packet sizes in the specific 
CollabTetris were assumed relatively low according to the nature of updates, of 
about 1-5 kilobytes, different collaborative applications uses differing packet 
sizes, which is why this parameter was varied highly in tests. 

Furthermore, experiments evaluating the transmission times compared to pure 
sockets were performed. In these experiments two equally set up test scenarios 
were used, the first one using communication based on HLA and the pRTI, and 
the second based purely on sockets. The same number of same-sized packets 
were sent using the two communication architectures, and sizes were varied. 
Presented below is a collective image of how well pRTI performed compared to 
sockets. In Table 1 measured mean values of transmission times are shown, and 
in Figure 2 the diagram for those values. It is shown that the RTI was in general 
slower than pure socket communication, but if considering that transmission 
times are still acceptable low for the situation to be used in, RTI performed 
relatively well. The tests and conclusion background are described in more detail 
in [16] and support the idea that HLA can actually be used for the purpose of 
CSCW, but only if regarding small message packet sizes. 

Table 1.  Measured mean values of transmission times for various packet sizes, using 
sockets compared to HLA and the pRTI. 

 Mean values in [ms] 

 sockets HLA 

400 B 0,4 2,6 

4 kB 1,5 3,6 

40 kB 8,2 11,2 

                                              

45 Read more on: <http://www.javaworld.com/ javaworld/javaqa/2003-01/01.qa-0110-timing.html> . [accessed 
February 18, 2005]. 
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400 kB 42,1 143,5 

4 MB 380,0 577,7 
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Figure 2. Equal experiments with various-sized packets sent between two computers using 

only sockets (grey staples) and only pRTI (black staples). Y-axis displays transmission 
times in milliseconds in log. scale. X-axis displays tested packet sizes. 

6.4. How to measure consistency overhead 

After validating HLA, we could focus on our primary target; to investigate the 
overhead that consistency policies produce. When collaborating, diverse forms 
of interaction are at stake, and many different levels of interactivity are expected 
(i.e. number of user interactions during a period of time). In real-time 
collaboration, participants’ views are expected to be totally synchronized at all 
times. Delays in updates as result of a, for the situation, non-efficient 
consistency policy are not desired. In order to measure overhead we executed 
the same automated user scenarios for each of the three policies, and total 
execution times for each scenario were measured, for various I. Since general 
transmission times were already evaluated (see [16]) these values were of non 
interest. Instead the respective execution times the policies produced were 
compared with the reference policy, the totally relaxed. Execution times were 
then normalized regarding to the relaxed, and resulted in a parameter here called 
ε that was used in our evaluation. 

A clarification of the parameters used in experiments: 

- ε: Epsilon. Parameter for policy overhead. Defined as execution time 
divided by the execution time for the totally relaxed policy. 

- I: User inter-interactivity times. The time-interval between two 
consecutive interactions (in queuing theory known as inter-arrival times). 

- TE : Total execution time. The total execution time of a user scenario for 
n number of interactions. 

6.5. Experiment sessions 
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Experiments were conducted in the form of collaborative sessions. Each session 
consisted of n number of user interactions, predefined in a scenario. Clients were 
represented by different scenarios, and a client had the same scenario for all 
tests. I was defined by intervals, within which a random time period to the next 
interaction event produced was computed. This was done in order to simulate 
as natural user interactions as possible. Three consistency policies, MODEs, were 
tested for each I. Values of all parameters are represented in Table 2. Primary 
parameter measured was total execution times for a scenario and a client, TE. 
Moreover, the number of rollbacks TimeWarp produced was also measured, 
and mean values for the number of rollbacks per event were estimated. 
Furthermore total execution times of performed rollbacks where measured, 
mainly to make sure no extraordinary rollbacks occurred, and they did not. 

Table 2.  Values of parameters in experiments. 

Parameter Values 

n 1000 

I 1. [5 < I < 10]; 

2. [10 < I < 20]; 

3. [25 < I < 50]; 

4. [50 < I < 100]; 

5. [100 < I < 200];  

6. [500 < I < 1000]; 

7. [1000 < I < 2000]; 

8. [5000 < I < 10000]; 

MODE RELAXED; STRICT; TIMEWARP 

 

6.6. Result II: Comparison of ε 

Table 3 presents measured and computed values of ε for the three policies and 
all I, and Figure 3 presents the respective behavior of ε. As clearly seen the 
RELAXED policy performed best at all times, which could be expected. The 
OPTIMISTIC proved next best performance and better than the STRICT. The 
behavior of the RELAXED and OPTIMISTIC was very similar. And the 
number of rollbacks for TimeWarp did not vary much for various I, with an 
average of 0,16 rollbacks/event for all I. 

Table 3.  Measured ε for all policies and I. 

 

RELAXE
D 

OPTIMISTI
C STRICT 

I:1 1 1,219 2,81 
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I:2 1 1,160 2,292 

I:3 1 1,147 1,513 

I:4 1 1,145 1,276 

I:5 1 1,152 1,166 

I:6 1 1,141 1,085 

I:7 1 1,144 1,085 

I:8 1 1,153 1,084 
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Figure 3. Depicting ε for all consistency policies measured. Y-axis displays ε, and X-axis 

the eight tested intervals for I. 

The STRICT protocol displayed the most differing behavior. As the inter-
interactivity was very small (to the left in Figure 3), it produced increasing 
overhead and more than compared to the other two policies. For small inter-
interactivity values (I1 – I4 in Table 2), it was clearly not efficient to use the 
STRICT policy. This behavior can be explained by the different reasons for 
causing policy overhead. The OPTIMISTIC overhead was produced merely due 
to rollbacks, not due to strict synchronization methods. The timestamp to roll 
back to depends on the interval I. Since the number of rollbacks did not vary 
during different I, the overhead was constant in proportion to chosen I. On the 
contrary, the overhead for the STRICT policy was the result of time-consuming 
hand-shaking synchronization methods. These methods required just as much 
time no matter using a large or a small I. In other words, as the user inter-
interactivity decreased, the overhead did not increase but rather became more 
obvious. But on the other hand, when inter-interactivity assumed larger values, 
for example in I nr. 8 in Table 2, this overhead flattened out. Since total 
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execution times to the right in Figure 3 are much larger, but the overhead is the 
same as for measures on the left, the overhead becomes invisible. 

6.7. Result III: Turn mark for policy efficiency 

Figure 4 illustrates another diagram for Figure 3. A turn mark is depicted with a 
dotted circle where the STRICT policy becomes more efficient than the 
OPTIMISTIC, due to the explanation of overhead reasons as presented in 
Section 6.6 above. The turn mark occurs when I is somewhere in [100 < I < 
200], which means if the inter-interactivity is greater than this (the right side of 
the figure), it is more efficient to use the STRICT than the OPTIMISTIC 
policy. 

0

0,5

1

1,5

2

2,5

3

1 2 3 4 5 6 7 8

Relaxed
Optimistic
Strict

 
Figure 4. Another figure of ε for all consistency policies and all I. Y-axis displays ε, and X-
axis the eight tested intervals for I. The ring marks the point where the STRICT mode is 

more efficient than the OPTIMISTIC. 

 It also looks like the STRICT and OPTIMISTIC policies are almost as good as 
the RELAXED, but it is important to realize the reason for this. Moving right 
in Figure 4 means total execution times grow much larger, which means that 
even if ε for the STRICT policy is closer to the RELAXED, the total overhead 
time is larger than for the smaller inter-interactivity intervals, since: overhead = ε 
* total time for the RELAXED. 

7. Conclusions 

Experiments concluded that the HLA and RTI as communication infrastructure 
for CSCW worked well and performed reasonably well when comparing it to 
corresponding socket communication. Moreover, implementing consistency 
policies for CSCW, utilizing HLA, proved successful. Experiments showed that 
the HLA RTI worked well for utilization in CSCW and for propagating real-
time user interactions within a CSCW application, and was hence successful for 
our purpose. 

Not surprisingly the reference consistency policy used, the RELAXED, 
performed “best” concerning overhead, since it uses no mechanisms for 
consistency control. The OPTIMISTIC was more efficient than the STRICT 
protocol when smaller user inter-interactivity was considered, i.e. intervals lower 
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than 100 ms between user interactions. When using larger inter-interaction 
times, instead a turn mark occurred, where the STRICT policy was more 
efficient than the OPTIMISTIC. Not much, but still enough to justify utilization 
of a STRICT protocol instead.  

Adapting an existing application to support complex synchronization protocols 
(such as TimeWarp) that does not support functionalities such as restoreState() 
and stateSave(), is a rather complex task. HLA provided a good foundation for 
this, but not much support for TW. The HLAMiddleLayer was beneficial, 
supporting the lack of TW support, but can benefit from further development. 

An important comment regarding our results from using HLA for CSCW is that 
it is sufficient for the specific kind of CSCW we intended here. It also proved 
beneficial for utilizing already built-in and advanced functionalities such as 
group and time management. But, if assuming really high communication 
intensity, such as streaming communication, or if packets are larger than 
assumed here, HLA has not yet been proved suitable (see [16]). Furthermore, 
the question of HLA scalability can become of interest to evaluate, if 
considering larger groups than assumed in this paper. 

8. Future work 

The developed infrastructure, CC, has been implemented successfully but is still 
a prototype. Future work includes further development and generalization, and 
also more advanced means of communication support. Moreover, consistency 
policies for and synchronization of distributed participants in CSCW will be 
further handled. An issue to consider is relaxation of synchronization 
constraints towards CSCW utility. And additionally, extended work with the 
middle layer for HLA time management (HLAMiddleLayer) will be performed, 
in order to further simplify the use of HLA TM. Experiences from this work 
will be considered when extending it. 
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Appendix A: XML Conversion 

Since XML was used for carrying information in the infrastructure CC, XML 
performance had to in some way be evaluated. CC clients are implemented in 
Java, and will convert and parse the XML-based information sent in the system. 
Hence, it was necessary to measure XML conversion times, from and to XML. 
An existing software package, XStream46, was used as converter in experiments 
and for implementing XML parsing in the CC. Many experiments were 
performed, where both Java Objects and Vector Objects were converted to and 
from XML. The two kinds of experiments showed similar behaviour, and below 
the results of XML conversion from and to Java Vectors of different sizes are 
presented (Figures A.1 and A.2). 
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Figure A.1: Conversion with XStream to XML from Java Vectors. 

Conclusions from the diagrams were that XML conversion was not very time 
consuming, even with packages of 100 kb. Conversion consumes time which 
something has to be calculated for, but for the CollaborativeCore, where 
packages are seldom larger than 10 kb, this constitutes no problem. 

 

                                              
46 XStream is an open-source package provided by Codehaus. See URL: 
http://xstream.codehaus.org. Last accessed October 2005. 
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FromXML, vector of 1000 strings
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Figure A.2: Conversion with XStream from XML to Java Vectors. 
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Appendix B: The HLAMiddleLayer 

This appendix presents first an algorithm for implementing the TimeWarp 
algorithm in HLA, and then three modes and the algorithms that have been 
implemented in HLAMiddleLayer.  

B.1 HLAMiddleLayer functionality 

When HLAMiddleLayer is initiated, a mode is passed as an argument for 
starting the federate in. This action is only necessary to be provided with all 
automatically handled functionality for a specific mode, and the methods can of 
course be utilized without using a mode. A compilation of the main additional 
methods of the HLAMiddleLayer are presented in Table B.1. 

Table B.1: Main methods provided by the HLAMiddleLayer. 

Metod i HLAMiddleLayer Beskrivning 

advanceTime Unified method for advancing time in a federate to 
requested time. For a conservative federate (and also a strict) 
for example the RTI method timeAdvanceRequest is called, 
while for the optimistic federate the method 
flushQueueRequest is called. 

sendMessage Unified method for sending messages. Several versons to 
this exist, to shit all possible objects that need to be sent.  

createAndJoinFederation A basic method for creating and joining a federaten. It 
initiates necessary functionality and settings for a specific 
mode if given any. 

saveState Method that saves a current state of a federate in an 
ArrayList. Status can be stored in different forms, such as a 
Java Object, or as a for the purpose specifically developed 
object: an HLAObject. 

rollback This method handles all procedures that need to be taken in 
case of rollback. If this method is used without using a 
mode, status and in and out messages need to be manually 
saved if working correctly. 

retractMessages Method that sends antimessages for all messages sent within 
a certaing given time period. If this method is used without 
a mode, all out messages for a federate need to be saved 
manually. 
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B.2 TimeWarp in HLA 

This section presents an an algorithm for implementing TimeWarp in HLA: 

 
Figure B.1: The TimeWarp algorithm implemented utilizing the HLA and as implemented in 

the HLAMiddleLayer. 

Optimistic time management is certainly possible to implement utilizing HLA, 
but the functionality for algorithms such as the TimeWarp is missing47. Methods 
                                              
47 This issue was not only identified here, but also by several others. See for example 
[Vardanega & Maziero], [Yan et al.] and [Huang et al.]. 

TimeWarp in HLA 

Rollback: Rollback is implemented according to traditional TimeWarp procedures. Two kinds 
of events can cause rollback here: 

1. The federate receives a message with a timestamp that is less than the current 
timestamp of the logical process: LPméssage tt < . 

2. The federate receives an antimessage. This is done through another federate’s call to 
the RTI method requestRetract. 

Time Management: an optimistic federate needs to be both TC and TR, which may seem 
strange since the federate is “optimistic”. The object for this is for the optimistic federate to be 
able to act in a federation that contains conservative federates as well. This way a conservative 
federate can both send and receive timstamped messages from the optimistic federate, which is 
also given the opportunity of affecting advancement of time. Furthermore, the optimistic 
federate can this way receive timestamped messages, and can hence identify “old” messages. 

Receiving messages: In order to deliver messages to a federate without RTI caring for the 
timestamps of messages, flushQueueRequest is called with the desired timestamp trequest. Hereby 
all possible messages are delivered to the federate, no matter timestamp. 

Advancing time: In the flushQueueRequest call, the federate mention the time the federate 
wishes to advance to, trequest. After delivering all messages, RTI calls timeAdvanceGrant in the 
federates’ RTIAmbassdor with the granted time that the federate can advance to, tgranted. This 
corresponds to the lowest timestamp of the federation that RTI can guarantee no messages will 
be produced before. It hence corresponds to the GVT and holds for: requestgranted tt ≤  

Antimessages: An antimessage is performed through calling the RTI method retract, and 
passing a handle to the message to retract. Handles are stored each time a federate sends and 
receives a message. 

fossileCollection: The procedure for erasing old status and messages (stored for eventual 
rollback) is called fossileCollection. All this information cause unnecessary overhead and may be 
too big to be stored, which is why it continuously needs to be erased. This can be implemented 
in several ways, but in HLAMiddleLayer fossileCollection is performed after each 
timeAdvanceGrant and all data older than tgranted can safely erased.  

stateSave: Status is saved through either copying the complete federate instance, or through an 
appropriate object representation of the collected status, for a specific point in time. The 
solution in HLAMiddleLayer is to call a method that the federate needs to implement, 
retrieveState, which submits its current status. StateSave can be implemented in many ways. 
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needed for TimeWarp need to be implemented by the developer, and complete 
guide-lines for “How To” are missing in the HLA literature. Fujimoto 
formulated a proposal48 for implementing TimeWarp in HLA, which though 
being incomplete was used as guide-lines here. The algorithm was completed 
and the result, which is implemented in the HLAMiddleLayer, is presented 
above. 

B.3 Implemented modes 

In the three following figures not all and complete, but necessary code is 
presented for each of the three modes (relaxed is presented in Figure B.2, strict 
in Figure B.3 and optimistic in Figure B.4). After the dotted line, separate mode 
code is represented. As demonstrated, the amount of code and the number of 
methods necessary for each mode is varying. The algorithm demanding greatest 
support is TimeWarp. Modes can be easily varied without much modification to 
the original code in the simulation component. 

In cases where method arguments have been replaced by three dots, the 
arguments for all similar methods are the same for the three modes. Only 
additional arguments after the dots distinguish mode necessary arguments. 

                                              
48 Presented in Fujimoto R. Time Management in the High Level Architecture. Published in 
Simulation, Vol. 71, No. 6, pages 388-400, December 1998. 
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Figure B.2: Relaxed mode in HLAMiddleLayer. 

 

RELAXED 
 
// the federate´s constructor 
public HLAFederate { 

_rtiAmbassador = new HLAMiddleAmbassador (federationName, 
myName,  

rtiAddress, rtiPort, 
handleToThisFederateInstance); 

 _rtiAmbassador.createAndJoinFederation (…); 
 … 
} // end constructor 
 
// all simulation logic and behavior 
run () { 

… 
_rtiAmbassador.sendMessage (info); 

} // end run 
 
------------------ HLAMiddleLayer provided logic ------------------
 
// send a message 
sendMessage (info) { 

_rtiAmbassador.sendInteraction (_message, parameters, bytes);
} // end sendMessage 
 
// method for creating and joining an HLA federation 
createAndJoinHLAFederation { 

_rtiAmbassador.joinFederationExecution (federateName,  
federationName, thisFederate, null); 

} // end createAndJoinHLAFederation 
 
receiveInteraction (…) { 

… 
} // end receiveInteraction 
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Figure B.3: Strict mode in HLAMiddleLayer. 

 

 

 

 

STRICT 
 
// the federate´s constructor 
public HLAFederate { 

_rtiAmbassador = new HLAMiddleAmbassador (federationName, 
myName,  

rtiAddress, rtiPort, 
handleToThisFederateInstance); 

 _rtiAmbassador.createAndJoinFederation (…); 
 … 
} // end constructor 
 
// all simulation logic and behavior 
run () { 

… 
_rtiAmbassador.sendMessage (info); 
_rtiAmbassador.advanceTime (timeToAdvanceTo); 

} // end run 
 
----------------- HLAMiddleLayer provided logic ------------------ 
 
// send a message 
sendMessage (info) { 

_rtiAmbassador.sendInteraction (_message, parameters, bytes, 
timeStamp); 

} // end sendMessage 
 
// advances federate’s local time 
advanceTime (timeToAdvanceTo) { 

_rtiAmbassador.timeAdvanceRequest (timeToAdvanceTo); 
while (!timeAdvanceGranted) { 

// sleep 
} 

} // end advanceTime 
 
 
// method for creating and joining an HLA federation 
createAndJoinHLAFederation { 

_rtiAmbassador.joinFederationExecution (federateName,  
federationName, thisFederate, null); 

_rtiAmbassador.enableTimeConstrained (); 
_rtiAmbassador.enableTimeRegulation (lookaheadValue); 

} // end createAndJoinHLAFederation 
 
// method for receiving messages 
receiveInteraction (…, receivedTime, receivedOrdering,  

messageRetractionHandle) { 
… 

} // end receiveInteraction 
 
// called from RTI when granted advance: 
timeAdvanceGrant (theGrantedTime) { 

thisFederatesLocalTime = theGrantedTime;  
} // end timeAdvanceGrant 
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OPTIMISTIC 
 
// the federate´s constructor 
public HLAFederate { 

_rtiAmbassador = new HLAMiddleAmbassador (federationName, 
myName, 

rtiAddress, rtiPort, 
handleToThisFederateInstance); 

 … 
 _rtiAmbassador.createAndJoinFederation (…); 
} // end constructor 
 
// all simulation logic and behavior 
run () { 

…  
_rtiAmbassador.sendMessage (info); 
_rtiAmbassador.advanceTime (timeToAdvanceTo); 

} // end run 
 
// method for restoring state 
restoreState (state) { 
… 
} 
 
------------------ HLAMiddleLayer provided logic ------------------
 
Vector IN, OUT, STATES; 
boolean timeAdvanceGranted; 
 
// send a message 
sendMessage (info) { 

MessageRetractionReturn mrr = _rtiAmbassador.sendInteraction 
(_message, parameters, bytes, timeStamp); 

OUT.add (mrr); // saved to be used in case of rollbacks 
} // end sendMessage 
 
// tries to advance federate’s local time 
advanceTime (timeToAdvanceTo) { 

stateSave (); // adds states frequently to vector STATES 
_rtiAmbassador.flushQueueRequest (timeToAdvanceTo); 

} // end advanceTime 
 
// method for creating and joining an HLA federation 
createAndJoinHLAFederation { 

_rtiAmbassador.joinFederationExecution (federateName,  
federationName, thisFederate, null); 

_rtiAmbassador.enableTimeConstrained (); 
_rtiAmbassador.enableTimeRegulation (lookaheadValue); 

} // end createAndJoinHLAFederation 
 
// method for receiving messages 
receiveInteraction (…, receivedTime, receivedOrdering, 

messageRetractionHandle) { 
… 
IN.add (receivedMessage); 
if (receivedTimeStamp < LocalTime) { 

rollback (); 
} 

} // end receiveInteraction 
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Figure B.4: Optimistic mode in HLAMiddleLayer. 

 

OPTIMISTIC continuing  
 
// called from RTI when granted advance: 
timeAdvanceGrant (theGrantedTime) { 

fossileCollectStates (theGrantedTime);  
// since lower messages don’t exist! 

} // end timeAdvanceGrant 
 
// called from RTI when a message needs to be retracted 
(antimessage) 
requestRetraction (messageRetractionHandle) { 
 rollback (toTimeThatEqualsRetractionHandle); 
} // end messageRetraction 
 
// method that handles rollback 
rollback (timeToRollbackTo) { 
 retractMessages (timeToRollbackTo);  

cropStates (timeToRollbackTo); // since now they are not 
valid 

cropOUT (timToRollbackTo); // since now they do not exist 
this.restoreState (rollbackState); // restore federate’s 

state 
} // end rollback 
 
// method that sends antimessages 
retractMessages (rollbackTime) { 
 MessageRetractionHandle mrh = OUT.get (rollbackTime); 

rtiAmbassador retract (mrh);
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