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Abstract 

Regionarkivet Stockholm is responsible for archiving and facilitating records to the public. This pro-

cess includes looking through records and identifying sensitive information that requires masking. 

This is a time-consuming process when done by a human, due to the fact that they have to read 

through a large amount of text. Regionarkivet has requested a solution that would automate this pro-

cess. A possible solution is to implement a language model that uses Named Entity Recognition (NER) 

to identify specific data in text and tag it for easy identification. This paper set out to evaluate several 

language models on their performance on Swedish NER-tasks. The language models selected for eval-

uation all use the Transformer architecture. From the evaluation it could be seen that a language 

model, in this case a BERT model, pre-trained on a Swedish corpus gives the best performance. The 

evaluation also shows the effect of fine-tuning a language model on a corpus that does not accurately 

represent the data used for evaluating the language models. 
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Sammanfattning 

Regionarkivet i Stockholm har till ansvar att arkivera och tillhandahålla allmänna handlingar. Denna 

process innebär bland annat att arkivet måste söka igenom handlingar efter känslig information och 

maskera dessa. Detta är en tidskrävande process eftersom kontrollanten behöver läsa igenom väldigt 

mycket text. Regionarkivet har efterlyst en lösning som skulle automatisera denna process. En möjlig 

lösning är att implementera en språkmodell som använder sig av Named Entity Recognition för att 

lokalisera specifika data i en text och markera den för enkel identifiering. Denna rapport har haft som 

mål att utvärdera ett antal språkmodeller i deras prestation vid Named Entity Recognition på svenska 

texter. De utvalda språkmodellerna är baserade på Transformer-arkitektur. Utvärderingen resulte-

rade i att en språkmodell, i vårt fall en BERT, som är förtränad på det svenska språket presterar bäst. 

Vår utvärdering visar också på vikten av att använda en korpus vid finstämning av språkmodellen 

som väl representerar det data som används vid utvärderingen av modellerna. 

Nyckelord 
Natural Language Processing, Named Entity Recognition, Transformers, BERT, DistilBERT, AL-

BERT, XLM-R 
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1 Introduction 

This chapter will start with introducing the problem and goal of the study. It continues with presenting the 

objective in more detail before finishing the chapter by mentioning scope and delimitations. 

1.1 Problem 

In Sweden, by law [1], it is required by the state and its branches to archive public records and to make sure 

the records are available for those who request access to them. In Stockholm, Regionarkivet [2] is responsi-

ble for archiving and handling the region's public records. Part of the agency’s mission is to facilitate the 

public's access to these records. Regionarkivet takes requests for a public record and delivers a copy of it to 

whomever made the request. 

Not all the information in a public record is considered public. According to Offentlighets och sekretesslag 

chapter 25 [3], some information is secret to protect the individual. Due to this, Regionarkivet is required 

to go through a public record and mask any sensitive data that identifies a person, before the copy of the 

record can be handed out. This is a time-consuming process, where an officer needs to go through the record 

and identify any sensitive personal information. The information is then masked in the copy of the record. 

Regionarkivet aims to improve the process of identifying sensitive personal information by automating it. 

The goal is to have a record first be processed by a computer that flags any personal information. After 

markup, the record would then be delivered to an officer for further processing. The officer would then use 

the flags to more quickly and efficiently find sensitive personal information and then decide if that infor-

mation needs to be masked or not. 

1.2 Objective 

The objective of the project is to apply a selected set of Natural Language Processing (NLP) theory and mod-

els in a real case scenario (Regionarkivet), evaluate and discuss their respective merits with the aim of iden-

tifying the optimal theory and model for the use case. An evaluation model will be constructed based on 

theory and discuss the outcome from a set of theory-based parameters. Also suggest further research and 

areas of development.  

The study aims to evaluate different language models in Named Entity Recognition (NER) within NLP. From 

the evaluation, an ensemble of models is then chosen to use in a prototype module that can read text in the 

Swedish language and extract data that would identify a person. Such data is the person’s name, but also 

words that define a relationship, i.e. father, mother and cousin.   

The evaluation will investigate if a Machine-Learning (ML) module using NER, used for tagging personal 

names and words defining a relationship, could improve the speed and efficiency of looking through text in 

order to find sensitive information and masking it, compared to doing it completely manually. 

The end goal of the Regionarkivet assignment is to develop a module that can tag personal names and words 

defining a relationship in a Swedish text. The module should be able to receive a text in digital form, identify 

the specific data in the text and then tag those words for easy identification before returning the text in the 

same format it received it. The model used by the module will be evaluated on its accuracy, precision, recall 

and speed.  
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Selection and evaluation of models will be based on previous work done in the field. These models will then 

be put through a pipeline with training data to fine-tune it to the purpose of the project’s module. Once 

training is complete, a prototype module that makes use of the models to examine Swedish texts will be 

developed.  

Evaluation of possible effects to sustainable development and economics will be discussed in the analysis of 

the results. 

1.3 Scope and Delimitations 

Data for training the models will be collected from Språkbanken [4]. Text for testing is supplied by Re-

gionarkivet. 

The models will be trained for only handling Swedish text and focus will be on text found in patient journals, 

psychiatric journals or documents delivered from social services. Access to sensitive documents for testing 

will be supplied by Regionarkivet. Access is under strict confidential conditions and the data will not be 

leaving the premises of Regionarkivet.  

While Regionarkivet certainly has access to such a large amount of representative data, they have re-

strictions on access to the data. Because the data had to stay within Regionarkivets own premises, and the 

lack of computational power at the location, it became impractical to perform fine-tuning on language mod-

els for evaluation using Regionarkivets records. 
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2 Theory and Previous Work 

This chapter starts by introducing the field of Natural Language Processing (NLP) and Machine Learning 

(ML). It continues by presenting several models designed for NLP that have been a part of this project. Later 

in the chapter, other previous work pertinent for this project gets presented. Finally, the chapter ends with 

describing the process of identifying and masking sensitive information that is currently used at Regionark-

ivet. 

2.1 Natural Language Processing 
According to Chowdhury [5], NLP is the field of using computers to understand and manipulate natural 

language and speech to do useful things. NLP draws on disciplines like computer science, linguistics and 

mathematics to develop tools that allow for machines to do tasks such as translation, natural language pro-

cessing and summarization, and speech recognition.  

NLP is difficult due to the nature of the human language. It is semantics that have proven especially chal-

lenging to make computers understand. For example, words can have different meanings dependent on 

context, or a sentence can be said with sarcasm. Scientists have tried several methods of making machines 

understand language. One way is through statistical models that predict the sequence of words. The model 

predicts the next word, or token, in a sentence by looking at the statistical probability with regards to previ-

ous words in the sentence, a task also known as language modeling. Such a model learns language by looking 

at a large dataset of real-world examples and calibrating the weights it later uses to make decisions about 

language.  

The current competitive architecture for language models is the Transformer by A. Vaswani et al. [6]. This 

architecture beats previous architectures like recurrent neural networks (RNN) and convolutional neural 

networks (CNN) that uses Long/Short Term Memory (LSTM) in terms of parallelization and long-term de-

pendencies. Parallelization allows for processing of multiple words at the same time, shortening translation 

of texts. Long term dependencies refer to the increasing distance to relevant context and the word being 

predicted. RNN has a problem with parallelization due to its computation being sequential. CNN can paral-

lelize but still struggles when it comes to long term dependencies.  

Transformer implements stacks of encoders and decoders that use attention mechanisms for processing 

input and output sequences. In doing so, Transformer moves away from using recurrence and convolution 

entirely. Encoders, takes an input sequence of words and converts them into a contextual vector. The vector 

is contextual in that the encoder takes into account the other inputs in the sequence in how to encode the 

vector. Decoders takes the vectors from encoders as input and reverses the process to create an output se-

quence.  

For both encoders and decoders, they have what is called a self-attention layer. The self-attention layer al-

lows the encoder/decoder to look at other positions in the input sequence for clues as to how to encode a 

specific word. Except for the first encoder, who looks at word embeddings of the initial input, each encoder 

looks at the output from the previous encoder in its self-attention layer. The decoder looks at the output 

from the previous decoder, but also the output from the encoder. All the models in this project use Trans-

formers as their architecture. 
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2.1.1 Named Entity Recognition 

The NLP task of interest in this project is Named Entity Recognition (NER). R. Collobert et al. [7], define 

NER as the process of identifying atomic elements in an unstructured text and label them according to pre-

defined categories like “PERSON” or “LOCATION”. As an example, the sentence:  

“John traveled to Madrid” 

would be labeled by the model as: 

“John[PERSON] traveled[VERB] to[WORD] Madrid[LOCATION]” 

NER is not only putting a tag on a word. It also requires the language model to realize that certain words 

belong together to form an entity. “John Doe” are two words that together form the entity [PERSON]. 

However, that entity may change if the word afterwards is AB. Then “John Doe AB” is classified as an [OR-

GANISATION]. These are a few examples of the complexity semantics have on NER. 

2.2 Artificial Intelligence and Machine Learning 
Goodfellow et al. [8] sees artificial intelligence as a computer program that can independently perform one 

or more tasks that a human can perform. An AI is designed to take a predefined action among several pos-

sible to achieve a specified goal. By looking at data about objects and environmental factors in its perceived 

environment, the AI determines which action has the best probability of achieving the set goal. 

ML [8] is the process of an AI improving its capability of determining which action to take by looking at sets 

of data and extracting patterns from that data. The AI uses those patterns to formulate its own algorithms 

for determining actions. This avoids the laborious and often ineffective process of humans hard coding the 

knowledge and algorithms themselves into the AI.  

2.3  ELMo 
For a machine to be able to process, or ‘understand’, a word it needs a numerical representation, something 

that can be used in their calculations. One such representation was presented by Mikolov et al. and their 

Word2Vec [9] which uses a vector to represent a word, these vectors are also known as embeddings.  

In Word2Vec these embeddings not only represent the word itself but also captures the semantics of that 

word, the meaning of the word and their relationship to each other. For example, the words ‘father’ and 

‘grandfather’ have the same relationship between them as ‘mother’ and ‘grandmother’.  Thanks to represen-

tations like Word2Vec one can pre-train these embeddings on large datasets and then give a model these 

embeddings and fine tune that model on a specific task. 

The problem with Word2Vec, and similar representations, is that the embeddings do not take context in 

consideration. For example, ‘Look up’ and ‘hurry up’. The word ‘up’ has different meanings depending on 

the context the word exists. This is the problem Peters et al. try to solve with ELMo [10].  

Elmo takes context in consideration and creates its embeddings not only based on the word itself but whole 

sentences. It creates those embeddings by feeding a large amount of text to a 2-layer bi-directional LSTM 

trained on language modelling. Bi-directional means that the model predicts a word by looking at the con-

text of what came before it, but also what comes afterwards. 
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2.4 BERT 
J. Devlin et al. [11] presented in 2018 a new language model called BERT, or Bidirectional Encoder Repre-

sentations from Transformers. BERT uses several layers of Transformer Encoders that they call Trans-

former blocks. The self-attention layer in the encoder is made bidirectional. This allows BERT to be condi-

tioned on both the left and right context of the token to be predicted. A problem with bidirectional condi-

tioning is that a word would be able to “see itself”. In the multi-layer context of BERT, it would then become 

trivial for the model to predict the target word. BERT solves this problem through masking. 

BERT makes use of a masked language model (MLM) during pre-training. MLM works by randomly mask-

ing one or more tokens in the input and having BERT try to predict the token by looking at the other tokens 

in the input for context. Beyond MLM, BERT is further complemented by implementing a next sentence 

prediction (NSP) objective during training. During NSP, the model is given two sentences and then predicts 

if sentence B is next after sentence A in sequence. During training 50% of the sentence pairs are next to each 

other. 50% of the time sentence B is taken randomly from the dataset. BERT delivers improved results com-

pared to previous models in several NLP tasks. It sets a GLUE [12] score at 80.5%, its MultiNLI [13] accuracy 

is 86,7%, and its SQuAD [14] v1.1 and v2.0 Test F1 is up to 93,2% and 83,1% respectively.  

In order for BERT to perform specific downstream tasks such as NER, a pre-trained model needs to be fine-

tuned. For BERT, this is a matter of applying task specific inputs and outputs and then fine-tune all the 

parameters in the model. For NER, this entails incorporating an additional classifier layer that is able to 

project token representations from the model to the specific tag entities.  

The BERT models were initially developed in two sizes, BERT-base and BERT-large. BERT-base has 12 lay-

ers (L), the hidden (H) size is 768, 12 self-attention heads (A) and 110M parameters (P). BERT-large, by 

comparison, has 24 L, 1024 H, 16 A and 340M P. According to J. Devlin et al., BERT-large performs better 

than BERT-base across all tasks they tested the models on. There are smaller BERT models [15] available 

but they are only pre-trained in English.  

2.5 ALBERT 
One of the limitations when it comes to BERT is its scalability. A BERT model can have hundreds of millions 

or even billions of parameters which makes it quite easy to hit memory limits of the used hardware and hard 

to scale the model even further. And since larger models have been proven to yield better results (as noted 

by Devil et al.) being able to reduce the parameter size while still maintaining the same or better performance 

is desirable. 

This is the problem that Lan et al. [16] try to solve with their ALBERT model. An ALBERT model configured 

similar to BERT-large has 18x fewer parameters and can be trained about 1.7x faster. They accomplished 

this by using a cross-layer parameter sharing technique and by separating the hidden layer size from the 

vocabulary embedding size which makes it so that the hidden size can grow without any major increase in 

the parameter size of the vocabulary embedding. 

ALBERT also replaces NSP used in BERT with sentence-order prediction (SOP). Both techniques are a bi-

nary classification loss for predicting whether two segments follow each other. The difference being that in 

NSP a negative example is created by pairing two segments from different documents while in SOP the two 

segments come from the same document. SOP takes two segments that do follow each other and swap them 

to create the negative example. Using SOP instead of NSP resulted in better performance in downstream 

multi-sentences tasks. 
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ALBERT comes in four different sizes: base (L = 12 , H =  768, A = 12, P = 12M ), large (L = 24, H =1024, A 

= 16 ,P = 18M), xlarge (L = 24, H  = 2048, A = 32 , P = 60M), xxlarge (L = 12, H = 4096 , A = 64, P = 235M)  

and were all trained on the same corpus as BERT. ALBERT xxlarge gets significantly better results than 

BERT-large however according to Lan et al. xxlarge is computationally more expensive than BERT-large, 

even though it has fewer parameters. 

2.6 XLM-RoBERTa 
XLM-RoBERTa by Conneau et al [17] is a continuation on the XLM models devised by Lample et al [18] by 

taking inspiration from RoBERTa presented by Liu et al [19]. RoBERTa is an optimized version of the train-

ing approach first presented by Devlin at al. RoBERTa makes improvements by training the model longer, 

using bigger batches on a larger dataset. They also remove NSP, train over longer sequences and they change 

the MLM so that it dynamically changes the masking pattern applied to the training data. BERT generates 

a masking pattern during pre-processing of data. Dynamic masking instead generates the pattern each time 

the model gets fed a sequence of data.  

The model by Conneau et al, dubbed XML-R, is a Transformer based MLM. It has been pre-trained on a 

CommonCrawl Corpus containing 100 languages on 2.5TB of data. The dataset contains 77.8M of tokens 

from the Swedish language, with a size of 12.1GiB. The CML-R comes in both a base and large version. XML-

R base (L = 12, H = 768, A = 12, P = 270M) and XML-R large (L = 24, H = 1024, A = 16, P = 550M). 

2.7 DistilBERT 
DistilBERT by Sahn et al. [20] focus on much the same problem as ALBERT, a way to make the model 

smaller while avoiding performance loss. Sahn et al. were able to produce a model that is 40% smaller than 

BERT while being 60% faster and retaining 97% of its language understanding. 

They were able to do this by applying knowledge distillation, a compression technique in which a smaller 

model (DistilBERT) is trained to reproduce the behavior of a bigger model (original BERT).  

Much like RoBERTa, DisitilBERT were pre-trained on very large batches, used dynamic masking and re-

moved the NSP objective used in BERT models. 

2.8 Previous Work 
The National Library of Sweden [21] published in 2020, three language models pre-trained for the Swedish 

language. One is a general cased BERT model and another a cased BERT model specialized for NER. The 

third is an experimental cased ALBERT model. The specialized NER model is trained to extract entities like 

‘object’, ‘time’, ‘events’, ‘organizations’, ‘locations’ and ‘persons’ from text. These models have shown better 

results than Google's multilanguage models in preliminary testing. NLS has created the models with the 

purpose of furthering research in the Swedish language and are continuing to create models and improve 

testing. During training, the NLS has used a dataset of approximately 200M sentences with 3000M tokens. 

The dataset contained texts from sources like wikipedia, books and news publications. The language models 

from NLS are available at their GitHub [22]. 

The Swedish Public Employment Service [23] have also published BERT models. The models have been pre-

trained using articles from the Swedish Wikipedia and contained approximately 2M articles and 300M 

words. SPES offers an uncased BERT base model and an uncased BERT large model. Both the Swedish 

Public Employment Service and the National Library of Sweden are part of a bigger project led by RISE [24]. 

The project aims to bring large scale language models for the Swedish public sector.  
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Google Research [25] have released multilanguage BERT-base models. Their latest model is a BERT-base 

multilingual cased model that is trained in 104 languages, including Swedish. Google Research has trained 

the model using the entire Wikipedia dump, excluding user and talk pages, for each of the 104 languages. 

The models have been evaluated using the XNLI dataset. The results for Swedish using this dataset is not 

reported.  

Språkbanken is a research unit at Gothenburg’s university focusing on language research [4]. Their goal is 

to develop and provide digital tools for language research. They supply an extensive database, called Korp, 

of annotated Swedish texts, both modern and historical. The corpuses are of varying sizes and contain both 

general as well as domain specific language. 

GLUE is a model agnostic multi task benchmark and analysis platform for natural language understanding 

introduced by Alex Wang et. al. [12]. It includes a diagnostic test suite which enables researchers to analyze 

and share knowledge around linguistic models. J. Devlin et al [11] used GLUE in their research. The platform 

however, is designed for the English language. The projects evaluation model has taken design inspirations 

from GLUE. 

2.9 The Identify and Masking Process 
Not all public documents go through a masking process. The documents of concern for Regionarkivet, and 

the focus of this study, are patient journals, psychiatric journals and documents from social services. These 

types of documents are considered to contain information that is sensitive and would be considered harmful 

to the individual if the information would become known to the reader. An example of sensitive information 

is a patient journal mentioning that the patient has a history of being assigned to a psychiatric ward for an 

extended period.  

It is not only the main subject of a document, i.e. the patient that needs to be protected but also other indi-

viduals mentioned in the text. For example, a person wants to receive a patient journal about themselves 

when they were a small child. This journal might contain information that their father had issues with alco-

hol, or the mother suffered from depression during her childhood. This information might not be already 

known to the person and could be sensitive if it became known. Regionarkivet therefore masks such infor-

mation so that even the patient of a patient journal is not always privy to all the information contained in it. 

At Regionarkivet in Stockholm, the current process of masking sensitive data is done by a human officer 

reading through all the available text in a public document. While reading, they look for any data in the text 

that would allow the reader to identify a person. Data for identification is personal names, but also words 

such as mother, father or even abbreviations of words like MM which stands for grandmother (mormor). If 

an identification is made, the officer then determines if the information mentioned about that person is 

considered sensitive or not. For example, alcohol abuse would be considered sensitive, but the person at-

tending a private school would not be. If the information is considered sensitive, the officer will mask over 

that sentence in the text. 
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3 Methodology 

This project started with a pre-study to discover what kind of ML models could be used to solve the 

problem presented by Regionarkivet as well as explore the field of NLP. The study included previous 

work, research and work in the field of NLP and ML. The result from the study led to which language 

models to include in the evaluation and how to design the evaluation model.  

The evaluation model is presented in this chapter. This includes the tools used during the fine-tuning 

of the models and entity types with the labeling scheme of the datasets. Further, the chapter describes 

the methods and optimization algorithms used during the fine-tuning, recounting for the model 

scored and validated the results. Finally, a presentation of the language models selected for the eval-

uation. 

3.1 Evaluation Model 
The evaluation model was created to allow for measuring the performance of pre-trained models on 

NER tasks in the Swedish language. Specifically, the types of texts mentioned in Scope and Delimita-

tions. To achieve this, the project established a set of datasets for fine-tuning and made use of well-

established metrics for calculating performance of language models. The model includes its own en-

tity types in order to capture the type of words that are of interest in the project’s particular use case. 

Previous work has used similar models to evaluate the performance of language models. GLUE by 

Wang et al. is a platform for evaluating language models and compare scores. BERT by Devlin et al. 

uses similar scoring as used by this project’s evaluation model. 

3.1.1 Tools 
To be able to fine-tune the models, the project used the following tools in the development and train-

ing: 

Python was chosen as a programming language as it is an established language within the NLP com-

munity and offers several backend frameworks and libraries for NLP and NER tasks. Other possible 

programming languages for NLP tasks are Java and C++. However, Python was observed as being the 

more prevalent language so it became the choice for this project. 

To actually fine-tune the models, the model made use of the Huggingface transformer library [26] 

2.9.1. Huggingface is a library built specifically for NLP-tasks like NER, and it offers functionality for 

pre-training and fine-tuning several transformer-based models. Huggingface also offers a repository 

of pre-trained models which makes it quick and easy to download the models and start fine-tuning. 

The open source python framework, Seqeval [27] contains classes for calculating metrics and model 

performance. The framework is used to collect the statistical results from the fine-tuning, which is 

presented in chapter four. Seqeval supports the labeling scheme chosen for the datasets used during 

validation and evaluation (see Entity Types). 

All models were fine-tuned on Google Colabs [28] cloud service. Google Colab is a free cloud service 

built for AI developers in which a user can run their Python code on Google's hardware. By using 

Google Colab, the project had access to much better hardware than was available within the project 
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team or at Regionarkivet. However, this relinquished control of which GPUs were used and meant 

that different models got trained on different GPUs.  

During the fine-tuning of the models on Google Colabs, it was noted that long use of the service re-

sulted in eventual blocking of GPUs. Being a free service, the limited availability of GPUs results in 

prioritization on who gets access. Paying customers get priority. However, currently Google only of-

fers paid subscriptions within the USA.  

3.1.2 Entity Types 
Since the models were fine-tuned for NER each word in the datasets were labeled with an entity type. 

The entities of interest in this study are: 

● Personal names - Labeled as PER 

● Relationships - Labeled as REL 

● Location - Labeled as LOC 

● Organizations - Labeled as ORG 

The entity type, ‘relationship’, is used to cover words that can identify a specific person but are not 

specific names of that person. These words are used to define a type of relationship from one individ-

ual towards another. If the reader already knows the identity of one part of the relationship, it would 

be possible to identify the other individual by how the relationship is defined in the text. For example, 

if I know who the child is in a record, I can also know who the mother is when they are mentioned in 

this record. Because of this, it becomes necessary that the models are able to identify when such an 

entity is used in a sentence and tag it appropriately. See appendix 1 for the words defined as a ‘rela-

tionship’ entity. 

The entity types Location and Organizations are used so that the model can make distinctions be-

tween organization, location and personal names. For example, “Karl AB” is an organization that 

could be interpreted as a personal name.  

The BIO labeling scheme, also known as IOB2 [29], was followed when labeling the datasets. Because 

some entities are made up of several words, for example “Karl Johan” contains two words which to-

gether make up the entity “PER”, it becomes necessary to be able to tell the model that the words 

belong together. The BIO labeling scheme allowed a solution to this problem. In the BIO labeling 

scheme, each label is prefixed with either B or I. A label prefixed with B means that the word is the 

beginning of an entity, labels prefixed with I means that it is “connected” to the previous label. The 

BIO-scheme also introduces the label “O”. A word labeled with “O” tells the model to ignore that word, 

that the word is not an entity of interest. Figure 3.1 is an example of the BIO labeling scheme. 

Karl,B-PER 

Johan,I-PER 

is,O 

writing,O 

to,O 

KTH,B-ORG 

Figure 3.1: Example of BIO labeling scheme. 
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3.1.3 Datasets 

As previous work has shown [19] the more datasets used in pre-training and fine-tuning a Bert model, 

the better results the model will yield. Therefore, the model(s) was trained, validated and evaluated 

with a total of three different datasets. 

The first dataset is the Stockholm-Umeå Corpus 3.0 (SUC) [30]. The corpus is a collection of Swedish 

texts written in the 1990’s. The texts are from a wide variety of genres and proportioned to give a 

generalized representation of the Swedish language. It contains over 1M tokens, 74K sentences. The 

dataset was processed so that names, relationships, locations and organizations got annotated ac-

cording to the entity types. The corpus was supplied as an xml-file and was converted it into a csv-file 

while simultaneously redoing the annotation of the texts according to the chosen BIO-scheme and 

entity types. Furthermore, the corpus was complemented with over one hundred handcrafted sen-

tences designed to mimic the records supplied by Regionarkivet.  Each sentence was constructed and 

annotated as described in figure 3.1. Appendix 1 was used as a base and at least five sentences were 

made per word to create the corpus. Due to the generalized nature of this corpus, the project also 

required datasets that focused more on the type of documents that the language models are aimed at 

processing. That is why the following two datasets were included. 

The second dataset is Läkartidningen 2005 (lt2005) [31]. This corpus represents the technical lan-

guage used within healthcare services. It contains over 1.5M tokens and 85K sentences. This corpus 

was also supplied as an xml-file and the same scripts for conversion to csv used for the SUC, was used 

for lt2005. This corpus was included to see the performance differences of models when fine-tuned 

to different types of text. As mentioned in delimitations, it was not possible to acquire a large enough 

dataset of Regionarkivets records, to make fine-tuning of the language models. Lt2005 is used to ap-

proximate the style of text handled by Regionarkivet. 

The third dataset is text made available to the project by Regionarkivet. The set contains over 1000 

sentences and represents patient journals. This set was used to evaluate the models after they had 

been fine-tuned with the previous sets. Due to the sensitive nature of these texts, evaluation of models 

using the dataset was confined to Regionarkivets own premises using their own computers. This lim-

ited the time and processing power available when evaluating the language models. The corona pan-

demic further complicated onsite training because of limited available visiting hours. This led to the 

creation of the smaller dataset. 

3.1.4 Fine-tuning and Hyperparameters 
The project followed the original BERT recommendation for fine-tuning [11]. For fine-tuning, the 

batch size was set to 16 and the learning rate at 4e-5. These values were picked to be able to evaluate 

each model on equal footing. 

For the optimization, Adam [32] was chosen, following BERTs recommendation for beta1, beta2 and 

epsilon. Adam was included because it outperforms other stochastic optimization methods and has 

been successfully used in previous work such as GLUE [12] and BERT [11]. 

In this study, the project only performed fine-tuning on the same hyper-parameters as was used in 

the original BERT-paper. With the Adam optimizer it is possible to change several parameters. How-

ever, during evaluation, fine-tuning was only done on one set of values. Due to the possibility of 

changing the values of the optimizer, it is possible that the optimizer might return better results. So, 

an improvement to the evaluation model would be to incorporate the use of different hyper-parameter 
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values. This would ensure that the tested models deliver the best possible results for the datasets used 

in the fine-tuning. 

A maximum sequence length of 64 was set for fine-tuning. This would allow for an acceptable fine-

tuning speed while still minimizing the number of sentences that would be truncated for the chosen 

datasets. About 0.18% of sentences of the lt dataset and 0.26% of the SUC dataset got truncated while 

reducing the fine-tuning time by half. 

For each dataset, 90% of the sentences was used those for training and 10% of the sentences for vali-

dation of the training session. Selection of which sentences gets picked for the validation set is ran-

domized. Furthermore, the sentences in the training set are randomly given to the model as batches 

each epoch. This is to ensure the model does not learn a pattern of the dataset but instead a language. 

3.1.5 Data representation 
Before fine-tuning, each sentence in the datasets were converted to follow the BERT format. As illus-

trated in table 3.1, to mark the start, each sentence begins with a “[CLS]”-token. Similarly, each sen-

tence marks its end with a “[SEP]”-token. This allows the BERT model to understand when it arrives 

at a new sentence.  

Since all sentences needed to have a uniform length, “[PAD]”-tokens was added to the end of the 

sentences. The number of “[PAD]”-tokens added to the sentences is controlled by the maximum se-

quence length (see Fine-tuning and Hyperparameters). An attention mask was included to allow a 

language model to recognize which tokens/words are part of a sentence and which are “[PAD]”-to-

kens. The attention mask uses 1 and 0 to convey this information. Table 3.1 shows how “[PAD]” tokens 

are placed in a sentence and how they are masked differently from tokens that belong to the sentence.  

BERT and DistilBERT uses WordPiece tokenization which means that a word can be split up in two 

or more subwords, each subsequent subword prefixed by “##”, as shown in table 3.1. For example, 

the word “Adding” might be split up into two subwords “Add”, “##ing”. To inform the model that the 

subsequent words have the same entity as the first the subsequent words receives the same entity 

type.  

XLM and ALBERT uses SentencePiece tokenization which, instead of adding “##” on subwords, adds 

an underscore character (_) after each word representing a space. As seen in table 3.2, the underscore 

before “is” tells the tokenizer that there is a space between “Engelbert” and “is”. And since there is no 

underscore between “Engel” and “bert” the tokenizer knows that those belong to the same word. As 

with WordPiece the same entity type was added to subwords. 

Table 3.1: Example of sentences represented in WordPiece format. Only one PAD-token is shown. 

Sentence  Engel ##bert is his father   

Tag [CLS] B-PER B-PER O O B-REL [SEP] [PAD] 

Attention 
mask 

1 1 1 1 1 1 1 0 
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Table 3.2: Example of sentence represented in SentencePiece format. Only one PAD-token is shown. 

 

3.1.6 Validation and Scoring 
The metrics precision (P), recall (R) and the language models F1-score was gathered during fine-tun-

ing and evaluation. These metrics were then used to evaluate the performance of the language models. 

In order to understand these metrics, the following is an introduction of the four results a model can 

get when predicting an entity. 

● True positive (TP) = The model correctly predicts an entity on a word. 

● False positive (FP) = The model incorrectly predicts an entity on a word. 

● True negative (TN) = The model correctly predicts that a word is not an entity. 

● False negative (FN) = The model misses an entity or predicts the wrong entity for the word. 

The confusion matrix at table 3.3 illustrates how TP, FP, TN and FN works. The matrix shows the 

results from a hypothetical training session of classifying words as whether a word belongs to entity 

A or not. In this example, the model correctly labeled 10 words as entity A. This is a TP. It also pre-

dicted 3 words as not being of entity A even though they were. This is the FP. The TN are 14 words the 

model correctly predicted as not belonging to entity A. Finally, the model wrongly predicted 2 words 

as not classified as A even if they were. 

Table 3.3: Example confusion matrix. 

 

 

 

 

P measures, out of the predicted tags, how many of them did the model actually predict correctly. For 

example, if the model predicted 100 words to be of entity PER and 10 of them were not PER, the 

precision is 90 %. This measurement is especially important to consider if the cost of a false positive 

is high. For Regionarkivet, a word incorrectly tagged as PER would result in a false flag for the officer 

looking over a record. This leads to extra work and wasted time for Regionarkivet. Formula 1 is used 

to calculate P. 

𝑃 = 𝑇𝑃/(𝑇𝑃 + 𝐹𝑃) (1) 

Sentence  Engel bert _is _his _father   

Tag [CLS] B-PER B-PER O O B-REL [SEP] [PAD] 

Attention 
mask 

1 1 1 1 1 1 1 0 

Confusion Matrix A Not A 

Predicted A 10 3 

Predicted Not A 2 14 
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R measures, out of the available tags, how many of them did the model predict correctly. For example, 

if there are 100 PER tags in the dataset and the model predicted 90 of them, the recall is 90%.  This 

measurement is important if the cost of a false negative is high, which it is for Regionarkivet. A false 

negative could result in a name or relationship not being tagged, which in turn could lead to an officer 

missing to mask sensitive information. A model with bad recall would lead to Regionarkivet not hav-

ing faith in the system and work around rather than make use of it. Formula 2 is used to calculate R. 

𝑅 = 𝑇𝑃/(𝑇𝑃 + 𝐹𝑁) (2) 

A model’s F1-score is a measure of a test’s accuracy. It represents the harmonic mean of the values P 

and R. The score gives a more balanced measurement for how well a model performed during a test, 

compared to just looking at P and R. Formula 3 is used to calculate the F1-score. 

𝐹1 =  2 ∗ ((𝑃 ∗ 𝑅)/(𝑃 + 𝑅)) (3) 

These validation metrics were chosen in order to follow the praxis used in previous work including 

but not limited to GLUE Benchmark.  

The metrics were gathered on a per entity basis as well as a summary on each model. This will show 

which model performs best overall as well as show if any model performs better on specific entities. 

In the Regionarkivet’s case, it is more important to achieve high results on the entities PER and REL 

than LOC and ORG. 

Another metric gathered during testing of the models was the speed with which a fine-tuned model 

could process a NER task. These metrics are then compared with accuracy scores to further analyze 

models in regards to hardware limitations. 

To measure each language model’s speed, they are setup to make predictions on 1K sentences from 

the lt2005 dataset. Measuring starts before the first prediction is made and ends directly after the last 

prediction is done. Processing time spent starting up the system is not taken into account when meas-

uring, i.e. initialization of the model, tokenizer and reading from the file system. Each model was fine-

tuned on the lt2005 dataset. The models were run three times on the same hardware while taking 

measurements. The average of the three runs was then calculated to rule out statistical outliers.  

3.2 Language Models 
For the evaluation, the project looked at several model contenders to use for the module. The criteria 

for a model being selected was for it to have been pre-trained to understand the Swedish language, 

either as a single language model or a multilanguage model that included the Swedish language in 

their pre-training dataset. Due to time and resource constraints, the models had to be all pre-trained 

and ready for fine-tuning.  

Six different models were chosen for fine-tuning. The models are the Swedish cased BERT-base model 

v.1.1 by the National Library of Sweden [22], the Swedish uncased BERT-large model by the Swedish 

Public Employment Service [23], a multilanguage cased BERT-base model by Google Research [25], 

a Swedish cased ALBERT base model also by the National Library of Sweden [22], a multilanguage 

DistilBERT model from Huggingface [20], and a multilanguage XLM-RoBERTa model from Face-

book AI [17]. It was decided to use pre-trained models in order to save time and resources.   
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From the National Library of Sweden, the Swedish BERT-base generalized model was chosen instead 

of their model already fine-tuned for NER. The choice was made because of the fine-tuned versions 

experimental state. Due to the TenserFlow model weights not being released, it was uncertain how 

far along the fine-tuning had come. Therefore, it was easier to conduct the fine-tuning from scratch 

using entity types specifically adapted to the project’s use case. The evaluation also included the AL-

BERT-base model, a cased language model that was pre-trained on the same corpus as the BERT 

models from the National Library of Sweden. The ALBERT-model is a first version and is tagged as 

alpha, it is not recommended to use in any production scenarios. However, it was decided to include 

the model in order to observe and compare the performance of a much smaller single language model. 

The Swedish uncased BERT-large model from the Swedish Public Employment Service was chosen to 

evaluate the difference in performance between a base model and a large model. According to J. 

Devlin et al. [11], a large model should perform better than a base model. However, the presented 

results by Google Research [25] in regards to their multilingual models, indicates that uncased models 

perform worse than cased models. Therefore, the Swedish uncased BERT-large was tested against the 

Swedish cased BERT-base to evaluate differences in performance. 

A BERT-base model from Google Research [25] was chosen to allow for the comparison between a 

single language model and a similar model but for multilingual use. For this purpose, the evaluation 

included the multilingual cased BERT-base model that was recommended by Google Research them-

selves. The single language model should return a better result. Both the National Library of Sweden 

[22] and Google Research [25] mentions single language models delivering better results. However, 

none of them have presented test results for the Swedish language that compares a single versus a 

multilingual model.  

The multilanguage Distilbert model presents a smaller and faster model, while still being able to com-

pete with the bigger models in terms of accuracy. This is thanks to its knowledge distillation technique 

and using the same optimization techniques as RoBERTa [19]. This makes Distilbert interesting since 

Regionarkivet have limited capabilities when it comes to computational power. Even though its accu-

racy might be a bit lower than the bigger model it might be a more realistic model in terms of hardware 

requirements.  

From Facebook AI the project chose their XLM-R base model.  This model is of interest primarily due 

to the large corpus that it was pre-trained on. Furthermore, it follows the RoBERTa paper [19] and is 

trained for longer, using bigger batches and longer sequences than regular BERT models. This makes 

it interesting to compare with the other models, especially the single language models due to the size 

difference of the corpora used in pre-training. 
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4 Result 

This chapter presents the statistical results from fine-tuning the models. The different models used 

in fine-tuning are named as follows: 

● BERT model from the National Library of Sweden named as ‘nls-bert’. 

● ALBERT model from the National Library of Sweden named as ‘albert’. 

● BERT model from Swedish Public Employment Service named as ‘spes-bert’. 

● BERT model from Google Research named as ‘mbert’. 

● DistilBERT model from Huggingface named as ‘distilbert’. 

● XLM-R model from Facebook AI named as ‘xlm-r’. 

All models were fine-tuned on Google Colabs and fine-tuned a total of three times for each dataset to 

remove any statistical fluke. In all cases the result stayed within 0.01 of each other. Due to the nature 

of how Google Colabs operates, assigning a GPU on connect dependent on availability, the models 

were fine-tuned on different hardware. The hardware used for fine-tuning was, in order of perfor-

mance: 

● Tesla P100 16GB 

● Tesla P4 8GB 

● Tesla T4 12GB 

● Tesla K80 12GB 

Figure 4.1 presents an approximation of how long each fine-tuning session took per model dataset 

pair in minutes. nls-bert and Distilbert was fine-tuned on a Tesla K80, spes-bert and xlm-r on a Tesla 

P100 16GB, mbert on a Tesla P4 8GB and albert on a Tesla T4 12GB. 

During fine-tuning, different values for learning rate and epochs the language models trained on a 

dataset was tried. The optimum number of epochs for a dataset was four. The increase in performance 

between epoch three and four was minimal and doing more epochs saw the f1-score start to decrease. 

The learning rate was set to 4e-5.  

For the uncased BERT-large from the Swedish Public Employment Service, the DO_LOWER_CASE 

was set to true. This drastically improved the model's result. The other models had the parameter set 

to false. 
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Figure 4.1: Approximation of each fine-tuning session per model dataset pair grouped by assigned GPU. 
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4.1 Validation from Fine-tuning 
The values in table 4.1 show the results from the fine-tuning on the SUC3 dataset, while table 4.2 

shows the results from fine-tuning the models on the lt2005 dataset. Each model was fine-tuned on 

a dataset three times in order to rule out any statistical anomalies. During fine-tuning, the results 

from each attempt stayed within 0.01 from the mean. Only the highest results from the fine-tunings 

are presented in the table. 

The best performing model is nls-bert, with an F1-score of 0.92 for both datasets. The other single 

language models (spes-bert, albert) give the worst performance for both SUC3 and lt2005. Albert can 

be explained by the fact that the model is smaller than the others, only having 12M parameters. This 

is not the case of spes-bert, which is a BERT large model with 340M parameters. spes-bert differs 

from the other single language models by being uncased and trained on a smaller corpus, 300M words 

compared to 3000M words for albert and nls-bert.  

The multilingual models (mbert, distilbert, xlm-r) give similar results and are closely behind nls-bert 

in performance. distilbert and mbert have almost identical performance. In this case, the optimiza-

tions made by Sanh et al. for pre-training, makes up for the fact that distilbert is a smaller model than 

mbert. xlm-r is marginally better than the other multilingual models. xlm-r is trained on a larger 

corpus than distilbert and mbert, and is trained for longer using bigger batches and longer sequences.  

The models generally performed better on the lt2005 dataset then SUC3. Especially spes-bert had an 

increase in performance for lt2005. However, spes-bert stays the worst performing model after fine-

tuning.  

Table 4.1: Table that shows the best results for each model when fine-tuned with the SUC3 dataset. 

 

Table 4.2: Table that shows the best results for each model when fine-tuned with the lt2005 dataset. 

 

  

Model Precision Recall F1-score 

nls-bert 0.93 0.91 0.92 

spes-bert 0.85 0.77 0.81 

mbert 0.91 0.88 0.90 

distilbert 0.92 0.88 0.90 

albert 0.87 0.83 0.85 

xlm-r 0.93 0.90 0.91 

Model Precision Recall F1-score 

nls-bert 0.92 0.91 0.92 

spes-bert 0.88 0.84 0.86 

mbert 0.90 0.91 0.90 

distilbert 0.90 0.91 0.91 

albert 0.88 0.86 0.87 

xlm-r 0.91 0.91 0.91 
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4.2 Evaluation 
After fine-tuning on the datasets, the best performing models were evaluated on the dataset con-

structed on text supplied by Regionarkivet. Evaluation was done on a Dell Latitude E7470 laptop, 

Windows 7 Enterprise 64-bit, with an Intel Core i5-6300 CPU 2.40GHz and 8GB of RAM. The results 

are presented in table 4.3. 

Overall, the results are worse than what was measured during fine-tuning. This was expected, since 

the dataset contains text the models have not been exposed to before. The best performing model was 

spes-bert fine-tuned with the lt2005 dataset, achieving an F1-score of 0.72. However, the model has 

one of the worst recall values at 0.63. This is the higher priority metric when it is more important that 

the model is able to find all actual examples of entities in the text.  

The highest recall value was achieved by nls-bert fine-tuned with the SUC3 dataset. It shares the sec-

ond highest F1-score together with distilbert fine-tuned with the lt2005 dataset. The worst perform-

ing model on the evaluation is albert fine-tuned on the suc dataset, receiving a 0.60 F1-score. 

Table 4.3: Table that shows the results from each model when tested with the dataset from Regionarkivet. 

 

  

Model Precision Recall F1-score 

spes-bert-lt 0.82 0.63 0.72 

spes-bert-suc 0.74 0.66 0.70 

albert-lt 0.71 0.65 0.68 

albert-suc 0.59 0.61 0.60 

nls-bert-lt 0.70 0.70 0.70 

nls-bert-suc 0.68 0.74 0.71 

distilbert-lt 0.73 0.69 0.71 

distilbert-suc 0.65 0.71 0.68 

mbert-lt 0.70 0.66 0.68 

mbert-suc 0.66 0.71 0.69 

xlm-r-lt 0.71 0.70 0.70 

xlm-r-suc 0.62 0.70 0.66 
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4.3 Entity Scores 
The F1-score the models receive for each entity is presented in table 4.4. Overall, the models get low 

scores for the ORG entity, the highest reaching 0.42 for the mbert-suc. Highest performance is seen 

for the REL entity. The highest score is 0.85 achieved by nls-bert-lt and mbert-suc. No definitive trend 

on performance could be found in regards to what dataset the models were fine-tuned on.  

On average the mono-language models, with the exception of albert, performed better than the mul-

tilanguage models on the PER entity with an average score of approximately 0.62 versus 0.58. The 

multi-language models had an average score of 0.33 on the ORG entity outperforming the mono-

language models by some margin with their score of 0.26. The two groups performed equally well on 

the REL and LOC entities both groups scoring, on average, approximately 0.83 and 0.66 respectively. 

Table 4.4: Table that shows the F1-score each model got on the entities during evaluation with Regionarkivet’s 
dataset. 

Modelname PER REL LOC ORG 

spes-bert-lt 0.61 0.84 0.66 0.26 

spes-bert-suc 0.66 0.82 0.56 0.24 

albert-lt 0.59 0.81 0.64 0.21 

albert-suc 0.53 0.69 0.61 0.33 

nls-bert-lt 0.58 0.85 0.70 0.30 

nls-bert-suc 0.62 0.83 0.74 0.26 

distilbert-lt 0.61 0.83 0.70 0.39 

distilbert-suc 0.58 0.84 0.61 0.34 

mbert-lt 0.57 0.82 0.70 0.26 

mbert-suc 0.57 0.85 0.61 0.42 

xlm-r-lt 0.62 0.83 0.68 0.21 

xlm-r-suc 0.53 0.82 0.65 0.39 
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4.4 Speed 
Figure 4.2 shows the speed with which a model is able to process 1000 sentences from the lt2005 

dataset. Each model evaluated the 1000 sentences on a Tesla P100-PCIE 16GB GPU supplied by 

Google Colab. During evaluation, the time it took for a model to complete its tasks was measured in 

seconds. 

As can be seen in figure 4.2 the largest model, spes-bert a 24-layer based model, took considerably 

more time than the other models, it was roughly 267% slower than the slowest 12-layer based model 

(mbert) and 653% slower than the 6-layer based model distilbert.  

All the 12-layer based models, nls-bert, xlm-r. mbert took roughly the same time with the exception 

of albert which were quite a bit faster, however not that much faster considering its much smaller 

size. Even though albert is the smallest model by far it was still 53% slower than the 6-layer based 

distilbert model. 

 

 

 

Figure 4.2: Chart that shows the amount of time in seconds it takes for a model to process 1000 sentences from 
the lt2005 dataset 



23 | ANALYSIS AND DISCUSSION 

5 Analysis and Discussion 

This chapter analyze the results from fine-tuning the models as well as discuss possible ways the 

method of preparing the models could be improved. Possible sources of error in regards to the results 

are presented. Furthermore, a discussion is held regarding possible alternative solutions to the prob-

lem and potential pros and cons of those methods. Finally, economic, social, ethical and environmen-

tal aspects regarding the prototype module are discussed. 

5.1 Language Model Performance 
The models fine-tuned on the lt dataset performed better overall. During the fine-tuning stage all lt-

models achieved higher scores compared to their equivalent model on the SUC3 dataset. The main 

difference being that the lt dataset is larger than the SUC3 dataset. During evaluation, the lt-models 

performed better than suc-models four out of six times. However, the difference was usually minor. 

It is therefore considered that the lt2005 dataset does not adequately represented the type of data 

that Regionarkivet deals with. Not any more than the SUC3 does at least.  

During the fine-tuning phase, the overall difference between the multi-language models and mono-

language models were small and on average the multi-language models actually outperformed the 

mono-languages models in several cases. Looking at previous work like the XLM-R paper, a mono-

language model is expected to perform better than a multilanguage one. The multilingual models use 

optimized training techniques compared to the original BERT models. This would explain their ability 

to achieve competitive results with the monolingual models. 

Another observation is the poor performance of the spes-bert and albert models. spes-bert, due to 

being a larger model, was expected to perform well. The fact that the model is uncased, something 

that is detrimental for downstream-tasks as noted by Lee et al., is believed to be the cause of the 

model's poor performance.  Another factor contributing to the difference in performance between 

spes-bert and nls-bert is the smaller corpus used by spes-bert during pre-training. It is argued by both 

Conneau et al and Liu et al that training a model at scale improves its performance. Alberts perfor-

mance is believed to be due to its small size, only having 12M parameters. This size factor was further 

illustrated in the evaluation phase, as it remains a poor performer among the different models. 

Looking at the evaluation phase the mono-language models performed better, with the exception of 

the albert models which performed on par with the multilingual models or lower. Surprisingly, con-

sidering it was the worst performing model during fine-tuning, the spes-bert-lt model got the highest 

score. Considering both the spes-bert score and the albert score, the spes-bert’s performance can be 

attributed to its size. spes-bert has the most parameters of all the tested models, while albert has the 

lowest. Had spes-bert been pre-trained on a larger dataset, we believe that the model would have 

performed even better.  

Considering that recall is the more valuable metric in the project’s use case, the best performant model 

is not necessarily the one with the highest F1-score. Even though the spes-bert-lt model got the high-

est F1-score on the evaluation test. It also got one of the lowest recall scores. Due to this, the more 

valuable language model in this case is nls-bert, which overall has a higher recall. 
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With the exception of the spes-bert model all models performed significantly worse during the eval-

uation phase than during the fine-tuning phase. Most notably the xlm-r model, which was a top per-

former during the fine-tuning phase, dropping to one of the worst performers in the evaluation phase. 

Fine-tuning the models on domain specific data should move the evaluation result towards the result 

seen in tables 4.1, 4.2 and shows the importance of domain specific data during fine-tuning.  

Looking at the entity scores, the mono-language models performed on average better on the entities 

PER and REL. Indicating that the pre-training on only Swedish text made an impactful difference 

when it comes to Swedish personal names. 

5.2 Sources of Error 
This study only focused on models already pre-trained with a Swedish vocabulary. However, it is pos-

sible that other transformer models or model architectures perform better. But as previously stated, 

such evaluations were beyond the scope of this project.  

The evaluation model uses pre-existing corpora as datasets for fine-tuning. As seen in the results, this 

leads to the language models having a large difference between validation and evaluation metrics. The 

results also show that the highest performing model during fine-tuning, does not continue to stay in 

the lead during evaluation. To improve the evaluation model, a better method would be to fine-tune 

the language models using a dataset that better represents the use case scenario. This was a preferred 

option during the project.  

Since the evaluation model uses the same hyperparameters for all models some hyperparameters may 

not be optimal for that model and dataset. This can be a possible source of error and more optimal 

results may be ascertained if the hyperparameters were optimized for each model. This could also be 

a source of over- or underfitting. Which could be a possible reason for the difference in result between 

the fine-tuning phase and evaluation phase.  

During this study the ALBERT model released by Kungliga biblioteket was still in alpha and it is not 

necessary that their model is a fair representation of the ALBERT paper. This alpha state may have 

had a significant impact on the performance of the model. Lack of documentation regarding the alpha 

model from the National Library of Sweden, prohibits any definitive conclusions on the matter. 

5.3 Token vs Sequence Classification 
During development of the evaluation model, it was designed with the assumption that NER would 

be the optimal NLP task to solve the problem presented in the use case. An alternative to NER would 

be to use sequence classification instead. With NER, each word in a sentence is predicted and words 

of interest are tagged with an entity. However, while a sentence can include words (or entities) of 

interest that does not mean that the sentence as a whole is of interest. For example, the sentence “His 

grandmother was sick” has a REL-entity (grandmother), which is of interest, but that does not neces-

sarily mean that the sentence in and of itself is of interest to Regionarkivet. It is not considered sen-

sitive information to know that the grandmother was sick. With sequence classification the whole 

sentence is predicted and the outcome binary. Is this sentence of interest or not? 

All the models in this paper support sequence classification and the Huggingface library used in this 

paper has functionality for sequence classification. To be able to fine-tune a model for sequence clas-

sification you need annotated sentences specific for the use case which were not available during the 

project. A further consideration that discouraged attempting this method is the subjective nature of 
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determining sensitive information. It was to avoid the ethical dilemma of deciding if a piece of infor-

mation (a sentence) is of a sensitive nature or not. Such a classification is also more fluid over time 

than token classification. What is sensitive today might not be in the future and vice versa.  

5.4 Economic, Social, Ethical and Environmental Aspects 
From an economic standpoint, there are large long-term benefits in a successful implementation of 

the module to the masking process at Regionarkivet. With automatic tagging of relevant words, the 

information in a large text that is of actual concern to the officers can be more quickly identified and 

masked appropriately. This would save up potential man hours for other pursuits.  

However, in order to make the use of the models practical, a certain level of hardware availability is 

expected. The speed with which the models processed text during testing (see figure 4.2) using a ded-

icated high-end GPU, especially for a large model, suggest that implementing a module would require 

dedicated hardware. A lack of such hardware would lead to an initial investment in order to keep the 

system the module is implemented in practical for the end user. Implementing additional hardware 

in order to set up a proper language model would increase the power requirements of operations. The 

effect on the environment however, would be considered negligible.  

A social and ethical aspect is the faith placed in an automatic process of identification. Like any sys-

tem, errors from the models can and do occur. This can have ramifications both within Regionarkivet 

as outside of it. The identification and masking of sensitive information is vital for protecting individ-

uals and governed by law. A system that relies too heavily on the module to find all relevant tokens, 

risk missing a piece of information that then leaks out. Such an occurrence could lead to a damaged 

public opinion of those entrusted with safeguarding such information. Beyond that, if the employees 

tasked with masking information feel they cannot trust the system, they will disregard it, resulting in 

the module becoming dead weight. 

 



26 | ANALYSIS AND DISCUSSION 
 

 



27 | CONCLUSION 

 

6 Conclusion 

The evaluation model can be used to evaluate language models in how they perform on the NLP task 

NER. With some adjustment, the model can be further implemented to evaluate language models on 

other NLP tasks as well. This model was used in evaluating a selection of language models on their 

performance in identifying the entities PER, REL, LOC and ORG in Swedish text. The project has 

shown that it is possible to draw conclusions from the evaluation on what language model is more 

beneficial for a specified use case. Furthermore, the results show the value of using representative 

datasets when fine-tuning models to get accurate and reliable results.  

Of the available models in this project, it is recommended to continue work with either the nls-bert 

or distilbert models. These models performed best during evaluation with the Regionarkivet dataset. 

The choice of model is dependent upon hardware limitations. If able to use dedicated high-perfor-

mance hardware, the use of the BERT-base model should pose no problems and would give the best 

accuracy. For a smaller setup, distilbert becomes more valid due to its size and speed while keeping 

competitive accuracy scores. It is not recommended to use the tested models without first fine-tuning 

them to an annotated dataset of records stored at Regionarkivet. This dataset should be of comparable 

size to the datasets used in this project. 

6.1 Future Work 
Investigate the differences in entity performance when it comes to the ORG entity compared to the 

other entities. All the fine-tuned language models performed considerably worse on the ORG entity, 

independent on which dataset it was fine-tuned on or if it were a multi- or mono-language model.   

During this project Kungliga Biblioteket released new Swedish language models of ALBERT. These 

could be evaluated with the evaluation model to see if the new models perform better than the AL-

BERT in this project. 

As mentioned in section 5.2, over- or underfitting might have occurred during the fine-tuning phase 

of this project. Future work could investigate if different hyperparameters would result in better per-

formance during the fine-tuning phase and if different hyperparameters would result in less of a per-

formance loss when evaluating on a completely new dataset. 
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Appendix 1: Words in ‘Relationship’ Entity 

The following is a list of the different combinations of characters that belongs to the entity ‘relation-

ship’. This list was created in support with staff at Regionarkivet Stockholm. 

mamma 

moder 

mor 

M 

pappa 

far 

fader 

F 

son 

dotter 

bror 

broder 

brorsa 

B 

syster 

syrra 

S 

syskon 

föräldrar 

mormor 

MM 

farmor 

FM 

morfar 

MF 

farfar 

FF 

farbror 

FB 

morbror 

MB 

faster 

moster 

kusin 

vän 

kompis 

partner 

make 

maka 
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