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Abstract

Ensuring the health of a distributed system with frequent updates is complicated.

Many tools exist to improve developers’ comprehension and productivity in this task,

but room for improvement exists. Based on previous research within request flow

comparison, we propose a system design for using distributed tracing data in the

process of reviewing code changes. The design is evaluated from the perspective of

system performance and developer productivity using a critical production system at

a large software company.

The results show that the design has minimal negative performance implications

while providing a useful service to the developers. They also show a positive but

statistically insignificant effect on productivity during the evaluation period. To a

large extent, developers adopted the tool into their workflow to explore and improve

system understanding. This use case deviates from the design target of providing a

method to compare changes between software versions. We conclude that the design is

successful, but more optimization of functionality and a higher rate of adoption would

likely improve the effects the tool could have.

Keywords

Distributed tracing, Request flow comparison, Developer productivity, Code review,

Distributed systems
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Sammanfattning

Att säkerställa stabilitet i ett distribuerat system med hög frekvens av uppdateringar

är komplicerat. I dagsläget finns många verktyg som hjälper utvecklare i deras

förståelse och produktivitet relaterat till den här typen av problem, dock finns

fortfarande möjliga förbättringar. Baserat på tidigare forskning inom teknik för

att jämföra protokollförfrågningsflöden mellan mjukvaruversioner så föreslår vi en

systemdesign för ett nytt verktyg. Designen använder sig av data från distribuerad

tracing för att förbättra arbetsflödet relaterat till kodgranskning. Designen utvärderas

både prestanda och produktivitetsmässigt under utvecklingen av ett affärskritiskt

produktionssystem på ett stort mjukvaruföretag.

Resultaten visar att designen har mycket låg inverkan på prestandan av systemet där

det införs, samtidigt som den tillhandahåller ett användbart verktyg till utvecklarna.

Resultaten visar också på en positivmen statistiskt insignifikant effekt på utvecklarnas

produktivitet. Utvecklarna använde primärt verktyget för att utforska och förbättra

sin egen förståelse av systemet som helhet. Detta användningsområde avvek från

det ursprungliga målet med designen, vilket var att tillhandahålla en tjänst för att

jämföra mjukvaruversioner med varandra. Från resultaten drar vi slutsatsen att

designen som helhet var lyckad, men mer optimering av funktionalitet och mer

effektivt införande av verktyget i arbetsflödet hade troligtvis resulterat i större positiva

effekter på organisationen.

Nyckelord

Distribuerad tracing, Jämförelse av protokollförfrågningsflöden, produktivitet hos

utvecklare, Kodgranskning, Distribuerade systems
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Chapter 1

Introduction

Developing software in the context of a distributed architecture is a complex but

increasingly common task today. With the large sizes of many systems, many

companies are heavily dependent on specialized tooling to successfully evaluate new

contributions as well as finding existing problems in their codebases. Tools and other

solutions are actively being developed and evaluated, both in industry and academia,

to ensure that developers can perform their tasks efficiently and without introducing

avoidable issues. Assessing the impact that new features could have on the system as

a whole before going live is often paramount with a large number of active users as

this results in tremendous impact if anything goes wrong. Automated tests have long

been, and continue to be, a vital part in ensuring correct behavior. However, it is often

impossible to know to the full extent what effects a change has with the distributed

nature of these systems.

One way of improving the visibility and testability of distributed architectures is the

application of distributed tracing. The technique consists of logging information

about local invocations, network calls, and contextual information such that they are

correlatable with each other. The logging format captures the structural properties,

and traces based on call chains throughout multiple systems are constructed. The

traces can be visually presented to developers and otherwise used for algorithmic

testing and debugging. One such example is a method called request flow comparison

where multiple traces are coalesced into flows through the system and later

compared between software versions to find changes in latency as well as structural

alterations.

In this report, we propose and evaluate a method for integrating request flow

comparison as part of the regular CI/CD and testing workflow for developers. This

1



CHAPTER 1. INTRODUCTION

contribution has the goal of assisting future developers in the task of developing

distributed systems and improving state of the art in the research field of request flow

comparisons. The design of the proposed tool is created and adapted to integrate flow

comparison as a part of code-review in the context of a typical workflow for experienced

software engineers. This way, it complements automated tests and can be part of

manual reviews, which ultimately could increase productivity. The evaluation consists

of a case study of integrating the tool into the workflow of engineers working with

a high traffic, mission-critical, distributed system at Spotify. The goal with it being

to determining any positive or negative effects the tool could have on workflow or

productivity.

In the process of creating and evaluating the tool, we also present two unique

contributions to the academic community. Firstly, a technical contribution in terms of

a new method for integrating request flow comparison into the code quality assurance

process. A review process for increased code quality is applied at many software

companies today and often tightly coupled with the deployment pipeline, putting some

extra constraints on it. The second contribution we provide is an evaluation of the

impact of adding a tracing tool given the context of a large team of developers, critical

company infrastructure, and many active end users. The investigated implications

include both the performance impact of the modification and workflow-related impact

for the developers.

The result from the evaluation shows that it is possible to implement request flow

comparison without any impact on the production system by integrating it entirely

into the testing pipeline. This design is possible as long as a sufficiently large portion

of the complete distributed system is launchable on a single isolated machine, without

too much flakiness and external network calls. The evaluation also shows that this

process of collecting traces can be fast enough not to impact the overall build time

when running in parallel to ordinary tests, at least in the case studied here. In regards

to the impact the tool had on productivity, one of the investigate metrics showed

a positive effect. The metric was total time taken before merged, which decrease

for the treatment group. However, the effect found here was not significant for p

< 0.05. Analysis of qualitative results points towards multiple factors that impact

the overall effect that the tool could achieve. The first thing is the complexities of

learning and thoroughly understanding the potentials of a tool that provides insights

that differ from the way developers are used to working with code. The second

is flakiness in behavior caused by caching and dynamically changing data currently

unaccounted for in the algorithmic model. These reasons together limited the total

2



CHAPTER 1. INTRODUCTION

adoption during the experimentation period and reduced the tool’s statistical effects

on the overall workflow. At the same time, all interviewed subjects found that it

provided them with a sufficient value to continue using it under the condition that

the flaky behavior was addressed. The additional value the tool provided in terms

of automatically documenting flows through the system provided developers with a

better overview and amore simplistic way of describing what was happening to others.

During experiments, it also helped in the discovery and fixing of five different bugs in

the codebase. The larges deviation from the intendeduse casewas thatmost developers

used the tool inmore of an exploratory way than for the task of verifying code behavior.

This finding could indicate that the best way to apply this type of tool is to show

results only if there are significant changes and otherwise only provide the data as live

documentation.

1.1 Research Questions

This report tries to answer the following four research questions as listed in Table

1.1.1

Table 1.1.1: Research questions.

# Question

RQ1. How can a system for visualization of changes that alter request
flow be constructed and integrated into the daily testing workflow?

RQ2. What is the performance impact of adding this visualization
system?

RQ3. Does this visualization system improve developer productivity by
decreasing the effort required to test new code?

RQ4. Does this visualization system improve developer productivity by
decreasing the effort required to review code written by another
developer?

1.2 Purpose

The purpose of this report is to propose a way of integrating comparison of request

flow, collected using distributed tracing, into the regular code review workflow of

developers. In addition to the system design, the purpose is also to provide evidence

on the effectiveness of the technique on developer productivity. Doing so allows the

answering of the four research questions listed in Table 1.1.1.

3



CHAPTER 1. INTRODUCTION

The system developed by the part of the organization which was targeted by the

tool proposed in this report has an architecture with many microservices connected

using several different protocols. Many services also have a wide range of external

dependencies that play vital roles during normal operations. The architecture

combined with dependencies makes many parts of the system hard to test before

deployment to a single shared testing environment, which means that there is an

increased risk of interrupting the workflow for other developers while testing. These

properties made it a good target system as improvements to the overview, and system

integration testing had a high probability of positively impacting productivity.

1.3 Benefits and Ethics

The primary beneficiaries of the tool proposed in this report are companies and

developers working with distributed systems. Automated feedback tools and bots have

the potential to automate tasks otherwise done manually by a developer, ultimately

saving engineering hours and overall cost for the company where they are applied

[41].

There were no major concerns regarding the impact on the ethical or sustainability

aspects of this project. As the study was user-based, data collection was done, but only

to the extent necessary for the study’s completion. No additional personal information

was collected as the focus of the study was on the overall impact of the tool, rather than

changes connected to individuals. For the qualitative and interview-based evaluation,

permission was collected from every developer, and data from interviews was only

analyzed on group-level to limit the sensitivity.

Quantitative data was also collected from a closed source repository without any

interaction from the public. This information was deemed to be publicly shared

information within the company and should not contain any sensitive information.

All data collected here was anonymous after the collection had taken place.

1.4 Methodology

The design of the system presented in this report is based on the methodology

design science for information system research [22, 31, 45]. The process is based

on establishing academic rigor through published research, while keeping the project

current by creating the design in the context of a company were solving the issue has

relevance. This process is visualized from a high-level perspective in Figure 1.4.1. The
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CHAPTER 1. INTRODUCTION

figure shows how the process consists of taking the environment in the company to

provide business needs and applicable knowledge from academic literature. Both parts

are combined in an iterative design process of development and justifications, going

back to the sources when needed. The results of using this methodology is a high

relevance from both a practical and academic standpoint [22].

Environment Knowledge Base

Develop

Justify

Assess Refine

Business
Needs

Applicable
Knowledge

In Appropriate 
Environment

Addition to
Knowledge Base

Relevance Rigor

Figure 1.4.1: Design Philosophy for Design Science. An environment (company)
provides business needs, and academia provides a rigorous knowledge base which is
combined in the research to create something relevant from both perspectives. Figure
adapted from [22].

In practice, this means that a design for the proposed tool needs to created and

evaluated within an organization where the design is relevant. The architecture is

evaluated based on multiple aspects relevant to answering the research questions and

the organization. Both collected requirements, performance, productivity impact, and

general usefulness is evaluated in our case. In the study presented in this report, this

is achieved using a mixed method using both quantitative and qualitative data. We

present quantitative evidence in terms of execution times, interaction patterns, and

small questionnaires. Our qualitative data consists of results from semi-structured

interviews with developers that interacted over time with the proposed tool.

1.5 Stakeholders

The primary stakeholder for the project presented in this report is the company

Spotify, as experiments were held within that company. Spotify proposed no specific

requirements on results or design, however, some alterations had to be made to

conform with company-wide infrastructure for technical solutions. The impact this

had on the overall design is deemed to be limited as alternatives with the same

functionality would have yielded similar results.

5



CHAPTER 1. INTRODUCTION

1.6 Delimitations

The study presented in this report was limited to the design and case study of applying

that design in a single company. Some technological choices emanate from this

property of the study. However, the setting is not entirely unlike that of others, which

is why results most likely translate well even in other contexts. In addition to being

limited to a single company, the study was limited to studying the impact on a single

design created to fit that company iteratively over a relatively short period. This meant

that features could not be statistically evaluated against each other. Future studies

could explore what information to include or exclude for optimal performance.

1.7 Outline

This report is structured as follows. First, a background to distributed systems

development and tracing is presented in Chapter 2. This chapter also presents related

work and state of the art in the research field. Chapter 3 then presents the system

design, all the way from requirements gathering to the final design proposition. This

information is sufficient to conclude the design and answer the first research question.

After that, Chapter 4 presents the system evaluation method. Chapter 5 presents

the results from the evaluation which are further analyzed in Chapter 6 to answer

the remaining of the research questions. The last chapter, Chapter 7, concludes the

report.

6



Chapter 2

Background

The development of distributed systems is a complex task, often involving teams of

developers and awhole range of tools tomake it possible. In this chapter, the concept of

a distributed systemand some commonpractices used during the development process

are introduced in Section 2.1. The section after that (2.2) introduces the technique

distributed tracing, which is a tool commonly used for debugging and gaining more

insight into the communication patterns inside a complex distributed system. After

that we introduce algorithms and methods for comparing graphs and traces to each

other in Section 2.3. Lastly, related work to the tool proposed in this report and some

other relevant algorithms are described in Section 2.4.

2.1 Distributed Systems Development

There are many different definitions of what a distributed system is. Well-known

authors and researchers such as Coulouris, Tanenbaum, and Lamport have all given

their own definitions. The core of the concept is that a distributed system is a system

with many computers connected using some form of network [23]. For the rest of this

report, we will work with the definition given by Tannenbaum; “A distributed system

is a collection of independent computers that appear to the users of the system as a

single computer.” [4]. As the system consists of a collection of servers, it often means

that internally, any single server no longer has the responsibility or ability to handle

requests sent by a client in their entirety. Instead, many servers are providing the

service together, either by dividing the requests between themselves (load balancing),

taking responsibility for only a part of the answer of a request, or a combination

of these two. This introduces many challenges, such as increased network traffic,

synchronization issues, and problems with identifying faulty parts.

7



CHAPTER 2. BACKGROUND

Distributed systems are becoming the norm on the market today with the ever-

increasing scale on both users and companies developing the internet-based service

most of us use every day. With this development, we can reap some of the benefits of

having a divided system, including scalability and division of responsibility between

discrete parts. It also means that we have to manage all the complexities, which often

requires new and specialized tools.

The target architecture for the system proposed in this report is a microservice

architecture, which is one of the most popular choices for developing systems towards

end-users today. Microservice architecture is introduced as a concept in the next

Section 2.1.1, together with deployment options in the section after 2.1.2. The target

workflow for development that our system is building for is introduced in Section 2.1.3

- 2.1.4 and includes workflow with version control, and automated test pipelines.

2.1.1 Microservice Architecture

One of the most common architectural patterns for creating distributed systems today

is called microservice architecture. Microservices are small and autonomous services,

each performing a discrete and autonomous task. The mix and combination of several

different microservices work together to form the complete system. This is as opposed

to having a monolithic architecture, where the entire system is implemented and

deployed as a single application. The two approaches are visually represented in Figure

2.1.1.

Client

Web API

Service 2

service 1
data

service 2
data

Service 1

Service 3

Microservices Client

Service replica

Load Balancer

shared data

Service replica

Monolith

Figure 2.1.1: Example of microservice architecture compared to monolithic
architecture. In a microservice architecture, services should have their own data store
as far as possible, and every response usually comes frommany different sub-requests
to different services that provide their part.
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CHAPTER 2. BACKGROUND

The core concept of a microservice does not have a strict definition but commonly

includes aspects such as vertical separation of data, automated and individual

deployment infrastructure, and strict separation of both errors and business logic

[17, 28]. In a monolithic architecture, it is possible to have service replicas, but the

application is usually easier to debug locally as a single application is responsible for the

entire request. The gain fromdistributed tracing, in this case, ismuch lower, ultimately

making it obsolete in this type of architecture where services are self-contained.

There aremany reasons for goingwithmicroservice instead ofmonolithic architecture,

and not all can be enumerated here. However, the core arguments usually include

problems related to scalability, faster deployments, fine-grained testing, and a team-

based workflow in the organization [28]. For one reason or the other, many of the

larger software-based organizations have ended up with significant portions of their

systems being developed and deployed as microservices. This landscape, with many

microservices beingmanaged in companies, both opens up for and requires specialized

tools to make the process of developing them efficient and safe from a business

perspective [17].

Now that we have established the target as microservices with all their needs, we need

to answer the next logical question; “How do we deploy and manage a whole range of

different services and replicas?”. This is what we will cover next in Section 2.1.2.

2.1.2 Docker and Service Isolation

An integral part ofmodern infrastructure for testing and deployingmicroservices is the

virtualization of hardware for isolation between services. Without isolation, it quickly

becomes unmanageable to have 10’s if not 100’s of services running at the same time,

all with strict performance requirements.

One of themost commonways to achieve isolation is by running services in containers.

A container is on a fundamental level a package of software bundled together

with Operating System (OS) libraries used by the software. This package contains

everything to be executed as an isolated environment [12, 44]. Both network and file

systems inside each container are isolated from all others, even if they are running

on the same physical host. The package does not contain the complete Linux kernel

or any unnecessary libraries, which allows the size and virtualization to be much

more lightweight than a virtual machine that emulates the entire operating system for

each running instance [12]. A comparison between the two models is made in Figure

2.1.2.

9



CHAPTER 2. BACKGROUND

Dockerization Virtual Machines

Hardware

Host OS

Docker Engine

Container

Service 1

Libraries

Container

Service 2

Libraries

Hardware

Hypervisor

Host OS

Virtual Machine

Service 1

Libraries

OS

Virtual Machine

Service 2

Libraries

OS

Figure 2.1.2: Dockerization compared to virtual machines on top of a hypervisor. A
dockerized application only requires the code for the application and libraries used
while the rest of the resources can be shared.

By containerizing a service, it allows it to be easily transferred and deployed on

different hosts to be tested with the same configuration that will be used when it is

deployed. As the environment in which the service is running in is constant, it greatly

reduces the risk that things will break because of changes once it is deployed. It also

makes the addition of new testing stages much more manageable in an automated

deployment pipeline.

2.1.3 Workflow with Version Control and Mono-Repositories

Version control is one of the core tools that make development with many people

possible. There are a few different options for version control today where one of

the most popular versions is git. Git is also very well integrated into the commercial

product GitHub which provides a graphical web interface to perform useful actions

related to the workflow. GitHub also provides many ways to integrate with other

services that are heavily relied on for automated builds and feedback in the targeted

company in this report. Some options for integration are also found in alternatives,

such as SVN or Mercurial, but they are not as ubiquitous and generally available [26,

43].

There are some differences in how different teams choose to work with git in

conjunction with GitHub depending on needs. For this report, we will work with a

workflow where Pull Request (PR)s are in the center of the workflow. This workflow

is illustrated in Figure 2.1.3 and starts with a developer creating a fork of a shared

repository (1), meaning that the entire code base, including any branches (code

versions tracked in parallel), is cloned to a remote copy on GitHub which belongs to

10
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the specific developer. After that, the new fork can be cloned (and updates pulled) to a

local copy on the computer of the developer (2). The developer (labeled as “committer”

in the figure) develops new code and commits it in the local repository, which fixates

and digitally signs the specific changes (3). The commits allow others to see who wrote

the code and make it possible to compare the new code to the version in the shared

repository. The new commit is pushed to the forked repository located on GitHub (3),

and finally, a PR towards the shared repository is created (5), representing a request

to merge the new changes with the primary branch (often called master). This pull

request is given a dedicated page on GitHub, showing an inline difference view of new

code and results from automated tests that have been applied to the new code (6-7). A

second developer (labeled as “reviewer” in the figure) can provide feedback (8), and the

committing developer is allowed to update the pull request according to all feedback

they receive (9 and restart at 3) [19].

Developer 1
(committer)

3. Commit

Shared 
repository

Local 
branch

Fork of shared
repository

4. Push

5. Pull Request

Developer 2
(reviewer)

1. Fork

Automated
tests

6. Code

7. Test Feedback
8. Feedback

9. Feedback

2. Clone / Pull

Figure 2.1.3: Workflow when working with git and GitHub as version control for code.
A shared repository is forked (1), which is then cloned by the developer to the local
machine (2). The new code is then developed and committed to the local repository (3)
and subsequently pushed to the fork (4). From this pushed code, a pull request towards
the shared repository is created (5). Before it can be merged, the code is automatically
tested (6-7), and another developer provides manual review (8). The manual review
and test results are provided as the final feedback to the developer that wrote the code
(9).

This type of workflow, and similar variations of it, is widespread in large development-

focused organizations and allows for easy feedback and review of all new code that is

added to a repository. Integrations with additional feedback services can be targeted

towards the centralized and shared repository, which also provides a simple interface

for developers to interact and receive the collected feedback. As the workflow is

relatively standardized and easy to integratewith, it creates an opportunity for different
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types of specialized tests and other automated operations towards the shared codebase,

which is exploited in this report.

There are still more choices related to how to structure the code when looking

closer. One relevant example here is the content of the shared repository in relation

to the services developed by different teams. There are two primary ways in

which repositories can be organized, either single service repositories or as mono-

repositories. In a mono-repository, all code is stored together and may consist of

many services with widely different functionality, test procedure, and deployment.

Mono-repositories makes it easy to share code, configuration, and processes used in

testing as well as deployment. However, it is not always positive in the long term as

it increases the risk of high coupling of otherwise unrelated parts. It can also increase

the complexity of assessing the content of pull requests as the code might touch on

many services at once. The risk with mono-repositories can, to some extent, work

against the core principles ofmicroservice, and special care has to be taken to create the

intended small services with high cohesion and low coupling [28]. Compared to having

a repository for every service, it does allow for easier cross-service testing, which is one

of the important aspects used in the design of the system proposed in this report.

2.1.4 Continuous Integration

Continuous Integration (CI) is the practice of frequent integration of code into themain

branch of the repository shared by all developers. When successfully implemented, it

is common for developers to add code to the primary branch of the repository at least

daily, but often even more frequently. To safely perform all these integrations, the

process has to be very efficient and usually consists of manual reviews and automated

tests on the codebase to ensure that broken parts are discovered early. Using CI

decreases the risk associated with any single change and enables more frequent

delivery to production systems [13–16, 24].

Having a codebase that is always up to date and never broken on the main branch,

enables Continuous Delivery (CD) which refers to a software delivery pipeline where

the primary branch can be deployed to a production system at any moment. The idea

is to make the process so easy that the threshold at the moment of deployment is

practically zero [14, 15]. As CI and CD are commonly used together, they are often

referred to as the combined concept CI/CD, which is illustrated in a generalized form

as a sequence of actions in Figure 2.1.4. The core concept to notice here is that all

actions needed from development to deployment are made into a combined pipeline

process that is easily repeatable.
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1. Plan 2. Code 3. Build 4. Test 5. Deploy 6. Monitor

 4b. Code Review and Problem Fixes

Figure 2.1.4: Example of steps in a generalized workflow with a CI/CD pipeline.
The new code is planned and written (1 and 2). As soon as the code is written, it
is automatically built (3) and the artifacts from the build are checked by a range
of automated tests (4). If the tests pass, the code can immediately be deployed to
production (5), where it is continuously monitored (6) to allow developers to take
relevant actions if anything goes wrong.

With a rise in the popularity of agile development and CI/CD pipelines, it is now an

essential part of any development team to have the automated tools necessary to make

the process of reviewing code smooth. Thismeans that behind the very general concept

illustrated in Figure 2.1.4, there is usually a whole range of critical tools in making the

process possible. As it is crucial to make sure that new errors are minimized at all

times with a system that can be deployed at anymoment, it also needs to be possible to

stop the process (by taking path 4b in Figure 2.1.4). One of the most important tools

to achieve this is the manual review by other developers, but it is often enhanced by

automated tooling. In this report, the aim is to improve the process and make sure

that path 4b. is used when needed, but not otherwise.

2.2 Distributed Tracing

Distributed tracing is one tool that is available to increase transparency when

developing and operating complex distributed architectures. A trace refers to the

specific path any incoming request takes throughout the system with added metadata,

such as timing and logs. This way, information gets more context than what would

otherwise be available in a regular log file without any previous knowledge of the

structure of the systems. As the information and data paths are generally more visible,

it is easier to understand the functionality of different parts of a system on a high

level, which is helpful in both development and operation. Many different standards

have been proposed and developed over the years for tracing requests and make the

technique relatively mature in terms of available technological options.

The primary standards and technologies used in this report are OpenTracing together

with the commercial product LightStep. These tools are presented in Section 2.2.1 -

2.2.2. Distributed tracing is not without any costs. There are performance implications

of adding it to the systems as more processing has to be done for every request that is
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traced. Section 2.2.3 discusses some of these issues and solutions to limit the negative

impact of an otherwise useful technique.

2.2.1 The OpenTracing Standard

The standard for collecting traces that is used in the tool proposed in this report is

called OpenTracing. It is open-source and includes specifications for data storage,

transmission, as well as an implementation for collecting traces in a few different

languages [30]. Other standards include OpenCensus, OpenTelemetry, and a whole

range of smaller experimental implementations, all of which provide relatively similar

functionality when it comes to the trace they produce in the end. Differences are

primarily related to the format the data is stored in, how it is collected with event

correlation mechanics. It is also common with differences in the type of changes

(instrumentation), which is required to be done to the code base to facilitate collection

[5, 8, 35, 46]. The previously mentioned standard OpenTelemetry is a natural

successor to OpenTracing. However, this new standard is not stable enough to be a

viable alternative at the time of writing [29].

The OpenTracing standard specifies a trace as a Directed Acyclic Graph (DAG) which

contains Spans connected by References. Every span in the trace represents an

operation with timing and other meta-data, while the references connect the spans in

parent-child relationships such that there is a path from the root-span to every child-

span. This relationship pattern is exemplified in Figure 2.2.1.

Span 1

Span 4Span 2 Span 3

Time

Entrypoint

Figure 2.2.1: Example trace consisting of spans (operations) connected by references.
There are two types of references, child-of represented by a solid arrow in the figure
(e.g., 1 → 2, or 1 → 4) and follows-from, represented by a dashed line (e.g., 2 → 3).
The follows-from relationship represents an operation that is performed after the first
one finishes as opposed to child-of, which is a sub-operation performed before the first
one finishes (1 can not finish before 4).

An effective correlation and collection method is needed to make this type of relatively

fine-grained monitoring possible from a performance perspective. This is achieved

in OpenTracing by encoding contextual information, such as the identifier of current

and parent span, into the carrier protocol for all network calls. One typical example
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of how this is achieved is through Hypertext Transfer Protocol (HTTP) headers. The

standard also allows for additional information such as identifying tags to attach to a

trace by specifying a relation to the current span identifier. The same type of contextual

information can be added as part of a trace with regular (local) function calls that are

of particular interest to allow for more fine-grained tracing [30].

A list of all individual spans with references to parent span is sufficient information

to construct the final DAG, and all the additional meta-data is simply attached by

reference to their respective span. As every host can record their own span and only

provide a reference to parent operation, it is relatively easy to completely distribute

the process of collection and later construct the final product when all service has

reported in their respective parts of the trace. The amount of information needed to be

transmitted in every network call is relatively small in size and serviced canbatchup the

final data before sending it to a collection system to improve performance [30].

2.2.2 LightStep and Collection Infrastructure

LightStep1 is a commercial product largely built on top of the OpenTracing standard,

introduced in the previous Section 2.2.1. They provide infrastructure for collecting

data, parsing raw data, storage of trace information, and data analytics based on

trace data. From an external viewpoint, the architecture of the product provided

by LightStep looks like the example provided in Figure 2.2.2. Local services are

instrumented with code for recording trace data locally. A background process

(daemon) collects this local data and send it to collection satellites provided by

LightStep for initial parsing. From the collection satellites, the data is moved to

LightSteps’ servers for further analysis and storage [25].

Trace API
(LightStep)

Satellite
(LightStep)

Service

Daemon

local collection 

gRPC Trace Consumer

HTTP/JSON

Figure 2.2.2: Architecture for the collection of traces using LightStep. Services collect
data locally where a daemon groups the data together and send it to collection satellites
using HTTP or gRPC. After traces have been collected, the data is made available using
either a web-app or through an Application Programming Interface (API).

1Website: https://lightstep.com/
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The architecture used by LightStep allows for traces of different types, and potentially

different standards to be collected and stored in a uniform format for the consumer

of the information. Allowing heterogeneity in trace collection has been shown to be

necessary to many companies as differences in implementations between teams and

services are prevalent [35]. The usage of LightStep as part of the architecture presented

in this report is not critical, and this approach was selected for other reasons further

discussed in the implementation in section 3.4. In general, any black-boxed approach

that allows for traces to be asynchronously collected and trace DAGs constructed from

them is a viable alternative.

2.2.3 Performance Implications

The performance impact of tracing can often be relatively low (<1% in throughput).

However, implementation details can have a significant effect on what is experienced

in real-world systems [34, 40]. In general, the more details that are tracked, the

worse the performance is as additional operations have to be performed. It often hits

harder on latencies than throughput, and some systems have beenmeasured to suffer a

performance impact in the range of 16% [40]. The type of technology andprogramming

language being used also has a significant impact on the overall effect.

In those caseswhere the impact of tracing is high enough to impact the user experience,

there are methods available to improve the result. Some common techniques include

request sampling, less detailed tracing, tracing on-demand, and tracing in a separated

environment [34]. Request sampling is a technique where a decision at some point is

made to perform or skip the tracing of a request with a random distribution chosen to

limit the impact sufficiently. The sampling can be done at the time of entrance into

the system or later depending on the goal. When trying to improve performance in

terms of request latencies, the approach of sampling at entry (head based sampling) is

most effective as this stops the process for taking place during the entire execution of

most requests (those which are not sampled) [34, 39]. The second option, less detailed

tracing, only implies that fewer details are collected throughout the call chain. As

fewer operations are added, this also means lower latencies for any request. Tracing

on demand means that tracing is not always enabled, but only at moments when it

adds real value [39]. A variant of this is to enable it in separated environments such

that most requests are never impacted.
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2.3 Graph Algorithms and Trace Differences

One of the key components in the tool presented in this report is the ability to compare

graphs to each other to create an inline difference view. This view is represented

by a graph where removed, replaced, and added nodes are highlighted as shown in

Figure 2.3.1. As a DAG can represent the trace produced in distributed tracing (as

previously discussed in Section 2.2), all algorithms applicable to generalized graphs

also applies to the structural data from distributed tracing. There are many ways to

compute differences between graphs, and selecting the best has been an active area of

research for the last few decades. Some of the more common approaches are further

discussed in the related work section below (Section 2.4).

1 2 3 4

1 2 3

5

1 2 3 4

5
G2

G1 Gdiff

Figure 2.3.1: Computing the difference between two graphs G1 and G2 results in the
difference-view Gdiff . New nodes are highlighted in green while the removed nodes
are in red.

There are some alternatives to the inline difference when it comes to displaying how

two graphs differ from each other. Two examples are rendering graphs side by side to

allow visual clues on node correspondence, or animating between the two alternatives

to showhow things changed over time. However, the inline difference is also frequently

used by developers in other contexts, such as showing new code changes in version

control. This makes it a suitable representation when working with tools aimed at

developers with some experience [38].

When working with changes between graphs produced by tracing requests through

a system, the comparison is sometimes referred to as “request flow comparison” in

other literature to signal that it is not always a single run of tracing that represents the

complete path [38]. However, this process of coalescing multiple paths into a single

graph is not used in this report, which makes the concept less relevant here.
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2.4 Related work

There are two primary areas of previous work that are relevant to the design of the tool

presented in this report. Those are researchwithin debugging using distributed tracing

(Section 2.4.1), and researchwithin algorithms formaking graph comparisons (Section

2.4.2). The first area is relevant as this is the research directly linked to the concept of

the type of system presented in this report. Algorithms for graph comparisons are a

key component in how the problem is solved from a technical standpoint.

2.4.1 Debugging Based on Distributed Tracing

In the area of processing tracing data to compare software versions, the researchers

Sambasivan et al. connected to both Carnegie Mellon University and many large IT

companies, were one of the earliest major contributors. They proposed a new way of

comparing patterns in how requests are processed and forwarded through adistributed

system (request flow comparison) in 2011, which was a base for future research within

this area. Their system worked by coalescing data from multiple requests taking the

same path while receiving production traffic. The primary use case is to find causes for

performance problems in a distributed system [38]. The approach proved successful

and was later expanded in a second paper where the request flows were visualized in

a graphical user interface. They performed a user study with selected developers and

explored the best way to visualize large execution traces between broken and working

systems. The developers were given different tasks mostly related to finding specific

features or latencies in the system. They found out that an inline difference view was

effective at doing this for experienced developers, while those with less experience

often preferred a side by side view [36]. Much experience was collected and published

as guidelines for constructing mature tracing based systems in [35].

Other researchers have proposed new interfaces and techniques for highlighting

features in distributed traces, mostly focusing on debugging complex distributed

algorithms [3, 6, 11, 21, 32, 37, 42]. One example is the authors Beschastnikh

et al., who introduced the tool ShiViz that can visualize casually related events in

distributed systems to make it easier to debug distributed algorithms with frequent

communication back and forth. The approach was based on instrumentation with

a logging library with vector clock based IDs to reconstruct strict happen-before

relationships in the graph. The study included 109 students but only two developers

and showed that their implementation of visual traces had a significant impact on

system comprehension [5]. At the time of evaluation with users, this tool did not have
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the inline difference view preferred by experts [36]. Neither did the study investigate

the impact on applying such as tool in a workflow but rather as one-off experiments of

software with known problems.

Research has also been done to improve the general comprehension of tracing

data. With the amount of communication and data spread out in different locations

common for distributed systems, patterns are harder to spot. Alimadadi, Mesbah, and

Pattabiraman used algorithms inspired by biology to construct motifs representing

sections of code that are more easily identifiable on a high level, which is useful

in overall comprehension. Others introduced modeling languages for automated

parsing and validation of the information [32], or merely extracting the information

to automate documentation of systems where this is otherwise lacking [20]. Some also

collect additional data such as CPU profiles to get very fine-grained execution data in

a distributed context [9]. The data displayed and collected must be both of the right

type, and in the right amount to make it possible for a developer to comprehend and

have use of it. Otherwise, the information only introduces additional confusion.

2.4.2 Comparing Graphs

Another relevant aspect of relatedworks is attempts to computationally analyze graphs

using algorithms that take advantage of structural changes or features. One example

here is graph edit distance, representing how different two graphs are in terms of their

features such as edges and nodes. There are many graph edit distance measures, and

most are only useful in a specific context [18]. Commonly, these algorithms suffer

performance-wise as it is an NP-complete problem to compute the difference between

two graphs exactly. Computing it faster is an area that has been subject to much

research during the last few decades [10].

Approximated graph edit distance and edit paths algorithms are available, but even

those are usually slow with practical implementations taking minutes to complete for

medium to large-sized graphs [1]. In practice, thismeans that even fast approximations

can take in the order of minutes to complete for smaller graphs (<100 nodes) while

yielding imperfect results.

One option is the usage of algorithms for the detection of graph isomorphism based

on features attached to nodes and edges, which is performant even for slightly larger

graphs [10]. However, only being able to determine if a graph has or does not have

changes without detecting specific features can severely limit where it can be applied.

This means that the only viable alternative to graph distance algorithms such as [1, 10,
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18] is to approximate the graph edit distance using a string edit distance algorithm such

as Levenshtein Distance, where the solution has an upper bound on the computational

complexity of O(n2) [27]. The structure of the graph is captured as a string by

appending the character representation of structural components from the graph as

the first step of performing this approximation. This is done by enumerating nodes

using a depth-first search pattern while keeping track of features seen between graphs.

After the graph structure has been captured, the distance algorithm is applied to the

string, which is often very fast. This process was introduced by Sambasivan et al. in

the context of comparing graphs between traces but has some limitations in terms of

change patterns that can be captured. However, the algorithm results in much better

performance than the approximations based on the actual graph [27, 38]. A modified

version of this approach is what is used in this report and is further discussed in the

system design chapter in Section 3.3.3.
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System Design

The systemdesign presented is created using the researchmethodology design science.

This methodology is further presented and discussed in the methodology section,

Section 1.4, in the introduction. When practically applied for the design process, it

consists of four primary steps. First, requirements from the organization are collected

to ensure that the final product can solve a real challenge affecting the company. After a

baseline and requirements for the design are established, the second step is to research

previous academic work relevant to the subject. The background research anchors the

work into state of the art research. The combination of academic knowledge and the

specific scenario at the company are used in the third step, to create requirements and

the final design. The last step in themethod is to evaluate the created system according

to initial requirements and the research questions, as specified in the introduction

Section 1.1.

In this chapter, results from step number one to three of the method are presented,

representing the entire systemdesign process. The content of this chapter is structured

as follows. First, the process and results from collecting requirements from the

organization are described in Section 3.1. After that, the design of the system from

an architectural point of view is presented in Section 3.2. Details regarding the

implementation of the different components and algorithms are then described in

Section 3.3. The implementation process is described in Section 3.4, and the last

section, Section 3.5, concludes the design process. The evaluationmethod is presented

in the next chapter, Chapter 4.
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3.1 Requirements

The requirement gathering used in this design process is a dynamic process based on

the combined experience of the workflow used in the organization and open-ended

interviews with experienced software engineers to narrow down details. There are four

primary categories of requirements that are analyzed before the construction of the

system. The first category is requirements based on the core functionality of the tool.

These functionalities are analyzed and presented in Section 3.1.1. After that, further

remarks are made for the following areas: general properties and architecture of the

system our tool is targeting (Section 3.1.2), the workflow of the developers actively

working with the target system (Section 3.1.3), and lastly the general benefits and

goals the organization had with the introduction of the tool (Section 3.1.4). The final

requirements are summarized in Section 3.1.5.

3.1.1 Functionality of Tool

The first set of requirements emanate from RQ1, as presented in Section 1.1 in the

introduction. As RQ1 states, the first overall goal of the report is to answer how we

can utilize tracing-based difference visualizations a part of the daily testing workflow.

The core requirements for this task can be gathered from the properties the tool needs

to have to make that process possible.

All data required by the tool has to be collected and stored in a format that allows it

to be retrieved and compared between different software versions. After data from

traces have been collected, the tool has to support the comparisons between two traces

to compute which differences in properties they display. Tracing all paths through a

system for every software version means that many traces exist for any single version.

To be able to compare correctly, the tool needs to match which trace corresponds to

which between software versions. In addition to matching traces, the large number

of traces per software version also means that the system has to be able to create a

summary of the complete information that highlights the core properties in differences.

If such a summary is not done, it becomes infeasible for developers to find part which

requires attention. Lastly, the tool needs to be able to determine which software

version to compare to which. Finding this out is not always trivial.

3.1.2 Target System

After defining the core functionality that has to be provided by the tool, another highly

important aspect of integrating into the workflow, is to seamlessly integrate and not
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be in the way of the system being developed at the company. We analyze the facts

and requirements posed by the target system to allow for the necessary adjustments

required for seamless integration. The system facts for the target are presented as a

summarized list in Table 3.1.1.

Table 3.1.1: System facts

Fact Name Fact

Programming Languages Python, PostgreSQL

Architecture Microservice Architecture

Version Control mono-repository on git / GitHub

Number of End Users > 120,000,000

Size of Code Base > 1,000,000 lines

Number of Services 5 - 15 with multiple endpoints on each service

Number of Developers > 25

Number of Spans in Traces 10 - 150

Number of Commits per Day 25 - 50

Number of Dependencies on
External System

> 10

With any production system where latencies are critical, it is essential to reduce the

number of time-consuming operations performed for every request of an end-user. It

has been shown that slowness and unresponsiveness have a direct impact on revenue

for web-based companies [2]. With many active end users, this issue is proportionally

larger. For tracing specifically, the impact can be limited by either sampling requests,

running tracing in a separately deployed environment for testing, or by running tests in

a completely isolated build environment. More information about the performance of

tracing can be found in the background in Section 2.2.3 of this report. The fact that the

targeted system has many active users introduces these types of constraints in terms

of acceptable performance impact in production environments. Adding a high impact

with the slowness of a scripted language means that the impact of changes in the path

of a request through this system is amplified. This limits how much and where the

system can be traced.

Another important fact related to the target system is that it is based on a dockerized

microservice architecture with many services, similar to the generalized scenarios

described in the background in Section 2.1.1 and 2.1.2. The system is relatively

large in terms of code, number of services, number of developers, and the number
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of teams working on it. The target system also has a large number of incoming

and outgoing dependent systems, which to some extent makes testing harder and

give bugs a larger impact. These effects together is clearly a bad combination. The

dockerized architecture enabled somemore flexible workflow and deployment-related

options, but the size and internal coupling between services also introduce challenges

in creating fully functional deployments and instrumenting codes for tracing. On the

positive side, many services share libraries and deployment pipelines because of a

mono-repository version control structure.

The last fact that should be considered is the size of the traces produced in the system.

With graph algorithms suffering from performance issues, it is important to select

something appropriate depending on how large the graphs to be processed are. In

general, the size of produced traces in this system can be considered small to medium

in the context of tracing requests through a larger distributed architecture.

3.1.3 Target Workflow

The second area of requirements is related to the workflow used in the organization.

Depending on how developers interact with systems and which procedures are used,

different approaches should be applied.

In regards to interaction with the codebase, the workflow of the developers interacting

with the target system follows a common fork-based approach. Manual reviews

complement automated tests before merging any code into the master branch. This

approach is briefly outlined in the background, Section 2.1.3. In addition to the review

workflow, the entire repository is hooked into a CI/CDpipeline, as described in Section

2.1.4, to automatically deploy code to an internal testing environment and ultimately

to production. With a large number of developers, this workflowmakes it important to

keep the master branch of the mono-repository working at all times and to minimize

bugs only discovered once the code change had been automatically deployed. As there

only a single shared testing environment in this case, finding bugs there blocks other

developers from deploying code. For bugs deployed to production, the scenario is even

worse.

As developers need to wait for builds and tests to finish to be able to merge PRs, it is

also important that the process of comparing traces in the build is fast. If any tool adds

significantly more time to a process, it has a severely adverse effect on productivity as

additional time is spent waiting instead of moving forward.

24



CHAPTER 3. SYSTEM DESIGN

3.1.4 Target Problems

The target problems and goal of the new tool has multiple parts to it. The ultimate goal

is to increase the system’s visibility in regards to code changes to enable developers to

be more productive. The three most relevant parts in regards to this are presented in

the paragraphs below.

1) With a relatively large system, getting a general overview can be hard. Visual tools

are often useful in finding problems and impacting different changes in this context. In

addition to this, the group of active developers for the specific system targetted in this

report was relatively large. Not all were familiar with all parts of the system. This

further strengthens the previous argument for making the system as a whole more

visible.

2) Even though much of the system we target here is part of critical company

infrastructure, adding additional code for tracing instrumentation is something most

teams can not be expected to do in the short term because of other prioritized tasks.

On the positive side, as most services are of the same type in terms of structure and

libraries, tracing instrumentation can be added as part of this code. This enables

changes without having an immediate impact on the organization’s productivity in

regards to new development.

3) There are also many types of bugs that may appear in a distributed system, which

we want to highlight and improve detection of as far as possible. Some of the common

problems found in the type of system under development here include unknowingly

making multiple requests to another system, API changes that break downstream

dependencies, and new queries with too long execution time. Minimizing the number

of bugs while improving the productivity of every developer ultimately increases the

value provided towards the business.

3.1.5 Final Requirements

To summarize, many parts are important in the design of a tool to fit into the workflow

of the company. We considered three aspects of requirement, functionality, facts

regarding the targeted system, andproblems that could be solvedusing this type of tool.

The requirements are further divided and summarized into three areas in the tables

below: functional, non-functional, and interface requirements. The core ideas have

already been presented in the sections above, and are only made more concrete here.

The first table, Table 3.1.2, presents functional requirements, Table 3.1.3 presents non-

functional requirements, and finally Table 3.1.4 presents requirements related to the
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interface and rendering of the information.

Table 3.1.2: Summary of system requirements - Functional Requirements

Category # Description

Collection R1.1 Must be able to collect and store traces connected to a
specific software version.

R1.2 Must be able to retrieve/collect traces fromknown versions
of old software.

Comparison R1.3 Must be able to compute difference between two traces
from specified software versions.

R1.4 Must be able to find correspondence in traces between a
new and old software version.

Feedback R1.5 Must be able to summarize the results from computing
difference between all traces in two software versions.

R1.6 Should be able to provide feedback before software has
been deployed to production.

Table 3.1.3: Summary of system requirements - Non Functional Requirements

Category # Description

Performance R2.1 Must have low impact in production from tracing (<1%).

R2.2 Should have low impact on build process (<5%).

R2.3 Should provide interactive experience for single graphs up
to 150 spans.

R2.4 Should provide interactive
experience for summarized information between complete
information for two software versions.

Technology R2.5 Must be compatible with Python and PostgreSQL.

R2.6 Must be compatible with a distributed dockerized
architecture.

R2.7 Must be compatible with a mono-repository

R2.8 Must publish summarized results to developers as part of
their workflow.

R2.9 Must not require extensive instrumentation widely spread
in the code base.

R2.10 Should be easy to add additional details to
instrumentation.
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Table 3.1.4: Summary of system requirements - Interface Requirements

Category # Description

Visualization R3.1 Must be able to visualize the difference between two graphs
based on tracing data.

R3.2 Must provide an overview of interaction patterns of a
system with 5 - 15 services

R3.3 Should highlight aspects of interest and hide unaffected
parts of system from a change

Interface
Properties

R3.4 Should be easily understood by a diverse and large team
without significant previous knowledge.

R3.5 Should facilitate finding common issues found in this type
of code base
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3.2 Architecture

Based on the requirements presented in Section 3.1, we propose a tool with minimal

modification and impact on the existing systems used at the company. One core

idea of the architecture is to isolate the collection of traces for software versions as

much as possible, and then provide the core functionality using a processing service.

This service has all interfaces to integrate with tools needed in the daily workflow,

such as GitHub and trace storage services. Any alterations to the build process are

minimized to keep collection separated and independent from the core functionality

and to minimize work needed by the teams in the organization to enable the new

tool. The architecture is also optimized to make use of tracing infrastructure that

might already exist in companies. As long as the used tracing infrastructure provides

interfaces for extracting traces based on known IDs or software versions, they can

replace the trace storage and alterations to the build. The diagram inFigure 3.2.1 shows

the final architecture.

The tracing tool’s proposed architecture consists of adding two new services and

changes to the existing code base to make the collection of tracing data possible. The

architecture from Figure 3.2.1 shows the primary units of the system marked with

gray areas, additions and modifications to existing software in blue, and external or

otherwise unaffected parts in red. The first part (S1 in the figure) is modifications to

the existing code base, including the build system tomake data collection possible. The

second part (S2 in the figure) is the core backend service for processing the tracing

information. The last part (S3 in the figure) is a front end service that hooks into

S2 to visualize detailed and extensive information that can not be provided directly

into the tools used in the daily workflow (such as GitHub). An example highlights the

primary use case of the tool in the flowchart in Figure 3.2.2 and showsmost interactions

between the core units of the system. This use-case consists of the entire process from

the creation of a new PR to the developer’s final feedback.

With the high requirements for having a low impact in the production environment

for our case, instrumentation for collecting traces is disabled there and only activated

when needed. Instead, data is collected in parallel to the regular build and testing

process. The fact that the targeted systemwas version controlled as amono-repository

makes this process relatively easy as it is possible to start allmicroservices in an isolated

docker environment and enable tracing for that specific environment. After all the

services have been started, end-to-end tests can run tomake the services communicate

and consequently collects tracing data. The tracing data can then be tagged with
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Figure 3.2.1: Architecture of trace service where arrows represent flow of information.
S1/Build Server: Modifications to existing build and code base to collect data on traces.
S2/Processing Service: Trace processing service which does all the heavy lifting in
terms of computation and data collection. Long running tasks are performed by a task
daemon which stores tasks and results in the same database as the rest of the data.
S3/Visualization Service: Reactive front end to display more detailed information
retrieved from S2.
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Figure 3.2.2: Flowchart showing the process from PR to getting feedback. Initiating
operations are shown in green, blue represents operations, and black represents
the end of a process. Solid lines represents synchronous interaction while dashed
lines represents asynchronous connections. The PR triggers the build and collection
process. This in turn triggers the scheduling of graph computation to create the
difference view of the graph. The feedback is provided to the user in terms of a PR
comment linking to the full interface.
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version information, already available as part of most build systems. The data is then

sent off for storage. In addition to sending the traces for storage, additional metadata

sent to be stored by the processing service. This data includes fatal and non-fatal

exceptions from the execution, and any information needed to extract traces from the

storage system. The build triggers the processing service by sending the metadata

as this signals the completion of the collection process. At this point, the processing

service (S2) can compute the difference between the current version and a base version.

The trace difference data is provided back on the PR that triggered the process and as

a page on the web service. Most computational tasks available through the API have to

be offloaded to a task daemon for computation and results stored as they take too long

to perform in real-time.

3.3 Component Design

This section presents the design decisions and technical details of the different

components of the proposed tool. First, the process of collecting traces as part of the

build process (S1) is described in Section 3.3.1. This part includes instrumentation of

the code base, how the build process is customized to allow for the collection of traces,

and the process of automatically finding which software version to compare with.

After Section 3.3.1, the processing service (S2) with the primary computational parts

of the system is described in Section 3.3.2. This part is complemented by a detailed

description of the core algorithm, graph edit path in Section 3.3.3. The following two

sections, Section 3.3.4 and 3.3.5, presents how data is visualized to the developers (S3).

The first section is in terms of the difference showing interface, and the second section

relates to how it is summarized to be part of PRs.

3.3.1 Collecting Data: Instrumentation and Tests

The data collection is done with modifications to the existing build system (as part of

system S1 from the architecture overview in Section 3.2). The design of this system

consists of three primary parts. The first is the type of added instrumentation to the

code base to make tracing possible, the second is the method used to activate services

which results in the creation of traces, and last is the problem of automatically finding

traces of the base software version to use when computing the change metrics. All

these three parts are intimately connected and affect each other by limiting or enabling

specific methods.
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Listing 3.1 Pseudo code as an example of service library instrumentation.

1 def HandleIncomingServiceCall(request):
2 serviceSpan = StartSpanWithInfo(serviceInfo , pathInfo)
3 result = HandleEndpointOperation(request)
4 StopSpan(serviceSpan)
5 return(result)
6

7 def HandleOutgoingServiceCall(request):
8 networkCallSpan = StartChildSpan(currentServiceSpan)
9 result = NetworkCall(request)
10 StopSpan(networkCallSpan)
11 return(result)

For the first part, the instrumentation is added to the code base by modifying the

service library used formost of the services inside the target system. An example of how

this can be achieved is shown inListing 3.1. In this listing,HandleIncomingServiceCall

represents a service library function that receives incoming requests over the network,

andHandleOutgoingServiceCall represents a network call through the service library

where the service is performing an outgoing operation towards another system.

Alternatives to this type of instrumentation, viable in a Python environment, includes

automated monkey-patching (replacing parts of libraries at runtime) and completely

manual instrumentation. Instrumentation of the base library is selected in this case,

as most services have shared core dependencies, and the technique provides better

opportunities to instrument with high quality while keeping the effort low. Using a

semi-manual approach enables better naming conventions and information collection

than what can be achieved with completely automated patching. With this type of

instrumentation, it is also easy to complement it manually to improve quality further.

The base instrumentation is slightly limited in the details and mostly captures high-

level events. However, this has the benefit of removing the necessity of filtering

operations as the graph becomes more coarse-grained.

For the secondpart of trace collection, the generation of service interaction, we propose

using automated end-to-end tests in an isolated build environment. These tests have

to be created manually; however, with the state of the project where experiments take

place, much scriptedmanual testing has been done previously and can, to some extent,

be reused. The automated end-to-end tests make it possible to integrate the process

as a part of the build system to make the data available before merging PRs. In the

case when code is already merged, it adds significant friction in the organization if
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alterations have to be made to code, as the entire CI/CD pipeline has to be stopped

for all developers in the system. Having it as a part of the build also allows for very

fast turn around times from the creation of a new software version to getting feedback

on changes added by the new code. Finally, as part of the build and test pipelines, it

means that the final tool is completely isolated from production environments, thus

preventing any performance implication that tracing might otherwise bring.

The approach adds some limitations in terms of tracking external dependencies.

However, asmany parts of the core system live in the samemono-repository, the loss is

not a severe problem. There are also additional requirements on collection stability as

flaky behavior could impact an otherwise stable build process. In general, we find that

the positive side effects outweights the problems in this case. The solution of deploying

towards a testing system as part of a pipeline could be more viable for those systems

being developed by a smaller number of people as the impact of stopping the pipeline

is much lower.

C1

C 2

C 3 Master branch

C 4 New branchOld / base branch

Figure 3.3.1: Example of git tree for reusing tracing runs for base version. When a
commit on a feature branch is created (C2 in figure), tests automatically run to collect
the traces through the system. When it is merged into master, C3 in figure, no tracing
data is collected but an event is emitted from GitHub to record that the data from the
previous feature branch can be used. A new feature branch is created on top of the
merge commit C3, for any new commit on this branch tracing runs, such as C4, data
from the feature commit C2 is used as base for comparisons.

The last piece of the collection infrastructure is finding a base version and data for the

base version that any new change is to be compared to. This step is done by analyzing

the version control system information to find the previous software version onmaster

where tracing information has already been collected. An example of a git versioning

tree for this process is shown in Figure 3.3.1. The first step is to do a lookup of the last

shared commit (C3 in the figure) between a branch connected to the new code (C4)

and the master branch. After finding the last shared commit between the branches,

we know the shared point with the master branch, and there exists no tracing data

for the merge commits on the master branch in this system. Tracing is by design only

performed when code exists as a PR for merging into master. The merge commits

are, however, created from branches of code that was previously traced (such as C2
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in the figure). All commits on the master are created from tested PRs where tracing

had been done. This means that data can be reused to compare to the new version. It

effectively halves the total amount of processing time needed to perform tracing, as the

alternative is to trace both the new and old versions at the time of the creation of every

new version.

3.3.2 Processing Service and Task Daemon

After traces from a new software version are collected, the next part of creating

the feedback is the initial processing to create something easier to digest for the

visualization service. This processing is done by the primary processing service S2

both interactively on API calls and asynchronously using a background task daemon.

The primary goal is to take the raw information, exposed by the trace storage, and

compute the difference between two software versions. The service is also responsible

for storing andmanaging anymetadata and communicationwith external systems that

are part of the workflow, where the most key integration being GitHub. Four primary

problems are solved in this part of the system to make trace comparisons possible: 1)

how to efficiently find equivalence between pairs of nodes or edges, 2) how to match

which trace to compare to which between versions, 3) how to compute the difference

between two complete trace graphs, and 4) how to make the computations sufficiently

fast to enable a smooth user experience.

The first two problems related to finding equivalence emanates from the fact that all

nodes in every trace graph are initially identified by a randomly generated identifier

created by the instrumentation library. These IDs are propagated throughout the

system and make them a natural choice for many operations related to identifying a

single node in a trace. As they are randomly generated, they are not useful when trying

to identify properties across different runs but only inside a single version. Instead, we

define a hash function SHASH(n) (stable-hash) to produces identifiers that are stable

across runs by basing the function on information on features connected to every node

ni. In our case, it is constructed by appending service properties: name, type, method,

and path into a joint string and passing it through a hash function such as MD5. The

goal is to construct an identifier with reasonably low collisions but without any real

requirements on cryptographic properties, which makes a fast hash function such as

MD5 well suited [33]. Applying the function SHASH(n) to nodes and edges makes

it possible to identify them across software versions. It also allows the matching of

complete traces across software versions by using it on the root span.

Relating to the second two problems, the algorithms that are available for computing
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edit distance between two graphs are slow even under perfect circumstances. This

means that approximations are useful and needed, but even approximations suffer

performance-wise when many graphs are to be compared. The algorithm that was

used for our experiments is presented in detail in the next Section, 3.3.3. It needs

to be complemented with asynchronous computation and storage of pre-computed

summaries to be fast enough to create a usable web API. The primary operation that

is done asynchronously by the task daemon is the comparison of all graphs for an

entire run against a previous version, as this usually meant that many traces have to

be compared against each other. The operation of computing change for a single pair

of graphs is designed to be sufficiently fast to be done interactively, which saves some

amount of data that has to be stored.

In particular, the processing service exposes four primary endpoints that are used

to communicate with the front end service. These endpoints, together with their

respective functionality, are listed in Table 3.3.1. The design of the API is not critical

in terms of the overall architectural design. It is, however, still relevant in terms of

the evaluation of user interaction with different parts of the system, which is why it is

mentioned in this chapter.

Table 3.3.1: Exposed endpoints from the processing service towards the visualization
service. Naming and design is not critical for the structure, but is used as a part of
evaluating user interaction with different endpoints.

Endpoint Type Description

/trace_diff Detailed data Provides the difference
computation between two different
traces, specified by identifiers per
trace. Must be sufficiently fast to
compute results interactively

/trace_summary Entry point/summary Provides a summary of all traces
in a build and the base version.
Automatically find the base version
to compare to in case this is not
explicitly defined.

/trace Detailed data Provides a complete trace in case no
comparison is needed as provided
by /trace_diff

/trace_runs Entry point List all tracing runs / builds that
have taken place in recent times.
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3.3.3 Core Algorithm: Graph Edit Distance

The process of constructing a graph representing a difference between two others is

a complex problem when it has to be fast, which is one of the requirements. Instead

of using algorithms made for graphs, we can utilize string change functions, for which

much faster algorithms exist. This means that the graph structure is captured into a

string, an algorithm for finding string edit operations is applied, and lastly, the changes

are then mapped back to the original graph.

In our approach, we use node relations (edges) as the primary unit to be enumerated

while creating the string representation to focus on capturing the structure of the graph

rather than nodes. Comparisons of nodes are made using the previously introduced

function SHASH(n) which makes all identifiers stable unless data inside of the spans

change between versions. In those cases, it can be considered to be a change regardless,

as the information differs. An example of the process of capturing the structure of the

graph in a string is shown in figure 3.3.2 and ismore formally described in Algorithm 1.

For the algorithm towork, we define the functionDFS(G) for the rooted directed graph
G = (N , E) to represents a stable depth-first search exploration from the root to every

relation (n1, n2) ∈ E and ni ∈ N . Stable in this context means that the enumeration
will be always be done in the same order for two graphs with the same structure. The

algorithm works by going through the graphs, and for each graph, start a depth-first

enumeration of edges. For each edge, it checks if it has been seen before and decides

what to do next. In the case when it is a new edge, it assigns a character s to that

edge before appending it to the string Si corresponding to the graph currently being

processed. In the case when the edge has been seen previously, it uses the existing

character for that edge and appends it to the string corresponding to the graph. As the

primary interest of the algorithm is the newer graph G2, this graph is the first to be

processed, and any changes are captured in relation to this.

1 2 3 4 1 2 3

4

a b c a b

d e

"abc" "abde"

Figure 3.3.2: Graph to string approach partially based on [38]. The graph change
is represented by the string change ‘‘abc” → ‘‘abde”, suggesting that the connection
c = (3, 4) has been removed and been replaced by two new connections.
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Algorithm 1: GraphsToString - Convert two graphs into string representations
Input: Two directed graphs G1 = (N1, E1) and G∈ = (N2, E2)
Output: Two strings of characters S1,S2 where Si approximates the structure of

Gi
S1 ← {}
S2 ← {}
M← {}
s← char(a)
for i← 2 down to 1 do

for (nfrom, nto)← DFS(Gi) do
edge_hash← SHASH(nfrom) + SHASH(nto)
if edge_hash ∈M then
Si ← Si +M(edge_hash)

else
s← char(int(s) + 1)
M(edge_hash)← s
Si ← Si + s

end
end

end
return S1,S2

Algorithm 2: LevenshteinToGraph - Reconstruct the graph from edit operations
Input: Two directed graphs G1 = (N1, E1), G2 = (N2, E2) and edit operations

EV = [e1, e2, . . . ] based on Levenshtein Distance between the base graph
G1 and the new graph G2

Output: The graph Gdiff which represents the difference between the original
and the new graph G2. Auxiliary data structure representing old, new
and altered states.

Enew ← {}
Eremoved ← {}
for (op, nold, nnew) in EV do

if op ∈ {replace, delete} then
Eremoved ← Eremoved + nold

end
if op ∈ {replace, insert} then
Enew ← Enew + nnew

end
end
Ediff ← Enew ∪ Eremoved

Ndiff ← N1 ∪N2

Gdiff ← (Ndiff , Ediff )
return Gdiff , Enew, Eremoved

By computing the strings representations S1,S2 of two graphs G1,G2 using the

procedure described in Algorithm 1, it is possible to construct both graph edit distance
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and edit path using the string-based algorithm Levenshtein distance. Computing

Levenshtein edit distance is both relatively efficient and can produce a list of operations

(later EV ) to transform one string to another, as well as a total cost based on the total

number of operations. The edit operations list can be applied back to the newer graph

G2 to construct a graph representing the difference between the two graphs G1,G2, with
a focus on alterations based on the second. The process of reconstructing the graph

from the edit path and the initial graph is described in Algorithm 2 and starts with an

enumeration of every operation produced by the string edit distance algorithm. For

each operation, it is checked and recorded independently if the operation results in

adding to the new graph removing from it. After this step, the new graph is constructed

by taking the union of all nodes and edges from the graphs. The combined graph

is complemented with additional knowledge of how they were updated (removed or

added). This update status is a core feature in the implementation of Algorithm 2 that

is not completely visible in the algorithmic description. An auxiliary data structure

associated with the trace is used to make it possible to color code change in the visual

interface.

3.3.4 Visual Interface

The visual interface represents the web interface that is exposed to the users (labeled

as S3 in the architectural view in Section 3.2). This system has four primary

functionalities. 1) It facilitates general exploration of tracing runs by providing an

interface to list the last traced runs for anyone just interested in looking at the current

state of the software. 2) It provides a way to show detailed error messages from

exceptions that occurred during the collection of traces. The last feature is important

to enable developers to fix problems in their software quickly as the tool functions as

an addition to the standard testing procedures. 3) It provides a summary of changes

between any two complete trace. 4) It provides a difference-view to show in detail

which changes appeared between two versions.

Both the first and the second part of the functionality listed above are relatively trivial

in their design. Listing previous builds is achieved by just listing version number and

date for every build that has been recently processed. Listing exceptions is similarly

easy by just creating a list of stack traces from exceptions during the execution.

The third functionality has more nuance to it as the summary must contain sufficient

information to allow a developer to quickly determine if anything is wrong and skip any

further inspection when nothing is. The processing service pre-computes a summary

as soon as a build is finished. This summary consists of the total change in terms of

37



CHAPTER 3. SYSTEM DESIGN

percentage of the number of affected relations between spans, any new or completely

removed traces, as well as information on any exceptions that occurred. By ordering

traces by their change amount, it is easy to quickly dismiss unwanted or unexpected

changes by watching for alterations above 0%.

For the graph difference feature, the service renders the difference between software

versions as a graph where changes are highlighted in different colors. There are

different alternatives when it comes to showing changes between graphs. As presented

in Section 2.4, the researchers Sambasivan et al. have shown that the inline difference

view is more effective for experienced developers as it is more compact than side-

by-side views, which motivates the usage of this format for the tool that is aimed

at experienced developers. An example of how this can look is shown in Figure

3.3.3.

1 2 3

4

a b

d e

4
c

Figure 3.3.3: Example of graph difference visualization building on the previous
example of graph change in Figure 3.3.2. Green arrows represents new relations while
red represents relations that are removed in the new version. Different services are
painted in different colors to enable easy identification in larger traces. In this example,
there are tree different services represented by the three different colors on the spans.

Even thoughmost developers are generally experienced, not all of them have extensive

knowledge of the exact system they work on at the moment, which still makes clarity a

top priority. Only painting relational changes in different colors do not give a good

overview of the system as a whole. It is not apparent how to quickly distinguish

between calls connected to different services in an overview of a large system where

many services communicate with each other. To make this easy, the front end service

assigns colors to spans based on which service they are related to, making the process

of finding patterns in the system more accessible. This means that identifying every

point in the trace where interaction with a specific service happens is easy. To some

extent, this feature sacrifices the clarity of changes for a better overview, which could

be prioritized differently depending on organizational needs. Having the nodes colored

based on service means that changes to graph structure has to be rendered on the

arrows connecting the nodes, as shown in the Figure 3.3.3.

In addition to the already mentioned visual cues, it is also essential to have a layout

algorithm thatmakes nodes and relations visible without causing unnecessary crossing
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of lines. We propose the usage of a convenient method already available based on a

graphing library such as [7].

3.3.5 Pull Request Feedback: GitHub Integration

The PR feedback system represents the integration between the processing system

(S2) and the external provider GitHub. This integration’s primary goal is to make

the trace difference easy to find and help developers determine if there is any use in

visiting the full summary page that is available from the web service. This means that

the feedback in this integration has to be constructed slightly differently from the full

information.

When posting feedback related to a PR, it is important that the amount of information

does not clutter other discussions and otherwise hinders the process. Showing the top

changes or if no change occurred, is sufficient for a developer to determine if they want

to have a closer look at the full information. In case no trace contains any change, no

more relevant information could be displayed even if they look at the full interface. The

best practices when working with version control and code review is to limit the scope

of each PR to make it easier to track and review, which means there is not a huge loss

in limiting the number of changes that could be displayed. In the tool presented here,

only the top three changes are shown in the PR feedback. Top three is determined by

those which the larges changes, and this is expected to be a very low number which is

why the rest can be excluded.

Apart from the standard case when traces can be collected, and all integrations work as

expected, the feedback on GitHub must also tell a developer if the system has broken

down completely. If no traces are collected, the regular feedback will not be provided

as there are no traces to be processed. This problem is solved by the tool by posting

exception messages directly to GitHub in case of unrecoverable exceptions during the

collection process.

There are two primary ways to provide this type of feedback to a developer on GitHub.

The first way is to attach comments to a specific commit, which will appear as part of

the landing page for discussion related to the PR. The second way is to integrate the

feedback into the same API that allows tests to block the merging of code that breaks

any automated tests. Both the fact that the tool’s primary function is not to find broken

code and that information posted on the start page of a PR is more visible makes the

first alternative slightly better in our case. Therefore, the method of connecting the

feedback to a specific commit is used.
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3.4 Implementation

The instrumentation technology is a key implementation choice for this work. This

technology needs to support tagging traces with software version information as

well as storage with search or lookup functionality. One such example is Jaeger1.

We eventually selected a combination of OpenTracing2 and the commercial product

LightStep. Both of these technologies are describedmore in the background in Section

2.2.1 - 2.2.2. This choice was made to facilitate the integration in existing pipelines,

since the companywhere experimentswere held had those tools as their primary choice

for any application of distributed tracing.

The processing service was implemented as a Python Flask service3, exposing

HTTP/JSON endpoints as that provides good flexibility and easy setup in both Python

and Javascript for the front end. With the primary language in the teams working with

the system being Python, it was a good choice for general maintenance of the system.

The language also has good tooling for processing graphs and easy service creation, all

adding up the decision. This service was then hosted as a microservice in a Kubernetes

cluster with two assigned CPU cores and 2.5 Gb of RAM. The service integrated with

Cloud SQL4 for persistent data storage. The choice of hosting as a Kubernetes service

did not have an impact on any functionality provided by the tool.

The visualization service was implemented as a React5 front end andNGINX6 was used

to proxy requests to the service or API provided by the processing service. Hosting for

this service was similar to the processing service. Graphing of data was achieved using

the library D37 together with an extension for layout and creation of DAGs8.

3.5 Design Summary

To conclude the system design presented in this chapter, we present a summary of

how the requirements are fulfilled with the design. The requirements are available in

Table 3.1.2 - 3.1.4 in Section 3.1.5. For ease of reading, the evaluation is presented and

categorized in the same order as the requirements tables presented them.

1https://www.jaegertracing.io/docs/1.17/architecture/
2https://github.com/opentracing/opentracing-python
3https://flask.palletsprojects.com/en/1.1.x/
4https://cloud.google.com/sql/docs
5https://reactjs.org/
6https://www.nginx.com/
7https://d3js.org/
8https://github.com/erikbrinkman/d3-dag
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3.5.1 Functional Requirements

The first two functional requirements (R1.1 - R1.2) are related to collection

infrastructure, specifically collecting, storing, and retrieving trace based on the

software version. Both of these problems are solved by using existing technology and

procedures for instrumenting and storing this type of data. In our implementation, the

service is provided by using LightStep with traces tagged for specific software versions.

Verifying correct behavior is easily done by testing that the described service can be

fulfilled continuously for each software version.

The second category of functional requirements (R1.3 - R1.4) is related to the

comparisons of software versions. The tool must provide ways of comparing specific

traces to each other and find which traces to compare. The solution to both of these

issues in the proposed system are relatively similar and is achieved by computing

hashes for nodes based on stable content insides spans and then comparing these

identifiers. Finding correspondence between traces is done by comparing the hash

or the root node, while complete trace comparisons use hashes for each node. The

core algorithm for comparing tracing, as presented in Section 3.3.3, provides the core

functionality and correctness is ensured by injecting graphs with known differences

to verify that those changes are detected. However, it is not possible to verify this

correctness exactly as the algorithm only approximates the changes.

The last category of functional requirements (R1.5 - R1.6) is related to when and how

feedback is created. The tool should provide summarized feedback, and the feedback

should be available before deploying software to production. The summarized version

is provided by limiting the amount of information that is posted. This process is

described in detail in Section 3.3.5 and primarily consists of limiting the number of

entries as most of them are of less relevance witch changes in most PRs intentionally

having a limited scope.

3.5.2 Non-functional Requirements

The first four non-functional requirements (R2.1 - R2.4) specify the performance

impact necessary to provide an interactive service and not have a significant negative

impact on existing workflows. R2.1 is fulfilled by designing the system to work in

an isolated environment, thus ensuring no impact in production. R2.2 - R2.3 are

directly timing-related, which is further analyzed and results presented in the following

two chapters. The last requirement, R2.4, is solved by pre-computing results, which

reduces latencies when comparing two complete traces to that of a fast database

41



CHAPTER 3. SYSTEM DESIGN

lookup, as described in Section 3.3.2.

The last six requirements (R2.5 - R2.10) reflects the technological context in which

the tool is developed for. R2.5 - R2.8 can be considered fulfilled by having a working

system in this context, while R2.9 - R2.10 are more directly reflected in the choice of

instrumenting the base libraries used for most services in the experimentation system

as described in Section 3.3.1.

3.5.3 Interface Requirements

The last category of requirements is related to the design of the interface that

developers are interacting with. R3.1 and R3.2 are at the core of the features provided

by the design of the tool. This is mostly an extension of the requirement to be able

to compute the difference between graphs, and only adds visually representing and

coloring graphs to that problem. Both R3.2 and R3.3 are also related to how to hide

parts of less relevance. This is mostly solved by highlighting parts with changes and

hiding or otherwise visually decrease the importance of details that might not be

relevant to all users. Based on R3.4 and R3.5, the interface is also designed to be

as intuitive and self-documenting as possible. Usability is further evaluated in the

following chapters.

3.5.4 Conclusion

It can be concluded that the system design fulfills the requirements in the current

state, even though some of them are harder to verify thoroughly. As stated in the

introduction, research question 1 (RQ1) is to find a solution to integrating visualization

of flow changes into theworkflowof testing new code. With the requirements discussed

above, we considered this question answered by the system design presented in this

chapter. There are naturally many ways of solving the issue of designing a system, and

this is one of them.
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System Evaluation

The tool presented in this report is evaluated based on three different categories to

ensure conformance with requirements from Section 3.1 and answer the research

questions as presented in the introduction in Section 1.1. The method for evaluation is

based on an investigation of the following three different categories. 1) Performance

of the system, 2) impact on workflow and productivity for developers, and 3) the

perceived fitness and usefulness of the tool in the organization. The first two categories

are evaluated quantitatively with the help of questionnaires on PRs and automatically

collected data based on system interaction. These categories are also tested for

statistical significance where applicable. The last category is evaluated qualitatively

to find any shortcomings or positive impact not directly visible on productivity at a

higher level.

This chapter is structured according to the previouslymentioned evaluation categories.

First Section 4.1 presents the method used for performance evaluation, Section 4.2

then goes on to present themethod for quantitatively evaluating developer productivity

and the last section, Section 4.3, presents the qualitative evaluation of the performance

of the tool in the workflow.

4.1 Performance Impact

The system performance impact is evaluated to ensure that the proposed tool has an

acceptable negative impact on workflow and the system in general when it comes to

latencies. It is also evaluated to ensure that it provides an interactive experience. It is

important for the overall experience that computation is sufficiently fast not to annoy.

The system is designed to perform all actions as part of the build process, whichmeans
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Table 4.1.1: Build performance context - System facts for the compute instance used in
the build system (S1).

Property Value

CPU type Intel(R) Xeon(R) CPUs @ 2.30GHz

CPU Cores 64

RAM 60 Gb

Table 4.1.2: Execution performance context - System facts for the Kubernetes cluster
used to run the processing service (S2). Total amounts represents the resources at a
single node in the cluster while the allocated amounts represents resources which are
reserved for the application.

Property Value

CPU type Intel(R) Xeon(R) CPUs @ 2.30GHz

Total CPU Cores 32

Total RAM 124 Gb

Allocated CPU Cores 1

Allocated RAM 2 Gb

that impact evaluation in the production environment is not necessary. Instead, the

evaluation focuses on the context which applies, such as interactions and the trace

collection process.

For evaluation of the collectionprocess, data is collected over time for the build process.

Before introducing the tool, the process of collecting total runtime for builds is started

to collect a base case. No real modification is necessary for this data collection as

the information is exposed by the regular build system used in this case. The total

runtime of builds is complemented with runtime performance related to the creation

of the docker container used for trace collection, as well as the time it takes to run

all tests in the collection container. For context, all builds run on cloud provisioned

compute instance with the physical resources listed in Table 4.1.1. The general load of

this system is low, which means that interference between concurrent build processes

should be minimal.

For the runtime performance of the processing service, performance in terms of

execution time from the trace pre-processing is recorded. In addition to this, the

interactive computation performance, when comparing two traces to each other, is

saved. These two steps of processing correspond to the processing described in Section

3.3.2 in the design. The evaluation is performed using data collected during the daily

44



CHAPTER 4. SYSTEM EVALUATION

use of the tool. For tracing processing, only the total time to process a complete build

is recorded, while the runtime for comparing two traces is supplemented with the total

number of spans in the traces for additional context. The physical resources associated

with the Kubernetes pod and allocations to the processing service are listed in Table

4.1.2.

4.2 Quantitative Impact on Workflow

The second part of the evaluation of the tool deals with quantitative metrics related

to the workflow and interaction developers have with the tool. The tool is introduced

as part of the daily workflow in the organization by posting summarized results from

the trace comparison process. The summarized results correspond to the described

GitHub integration, as presented in Section 3.3.5. As part of any interaction where

developers saw from the tool in action, documentation regarding functionality is

provided as a linked online document providing examples of tool usage in both textual

and visual form. Before the process starts, developers are given the option to attend

a seminar on the functionality of the tool. In all scenarios where possible, the tool

is introduced in a randomized fashion where only a selected number of builds are

given results as feedback (later called treatment group). This information is recorded

in addition to the other data to create an A/B test scenario. Such a setup allows for

analysis on group level and can find indications on metrics the proposed tool could

impact.

Table 4.2.1: Automatically collected interaction data. All questions had alternatives
from 1 - 7. For time based estimation a time scale had the following time ranges: [< 5
min, 5 - 10 minutes, 10 - 20 min, 20 - 30 min, 30 - 45 min, 45 - 60 min, 1 - 2 h, > 2 h].
For the risk-based estimation, the following scale was given: [1 = no risk, 4 = not high
or low, 7 = much higher than normal]

# Question Description

Q1. Estimate: How high is the risk that
this code will introduce a bug?

Higher expected risk can indicate
problems with sufficient testing.

Q2. Estimate: How much time did it
take to test this before merge? (this
excludes writing reusable code for
tests)

Longer manual testing results in
slowed down workflows.

Q3. Estimate: How long will it take
to do the required manual tests in
staging/testing before going live?

Longer manual testing results in
slowed down workflows. Testing
after merge has even higher impact.
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Throughout experiments, data is collected both based on actions developers performs

using the tool but also by posting questions on GitHub to ask developers questions

about their workflow. Only multiple choice style questions can be used in the

integrationwith GitHub as those can quickly be answered right on the pagewith check-

boxes. In practice, this is achieved using a GitHub bot, listening for the creation of new

PRs, and posting a comment containing a randomly selected question to each of them.

An example of how this looks is available in the Appendix in Figure B.1.1. The goal of

this design is to minimize any friction caused by the need to visit external interfaces.

In total, three different questions are used. However, only a single question is posted

to any PRs to limit annoyance and increase the chances of reasonable estimations

made by developers. The final set of questions are listed in Table 4.2.1. The data from

these questionnaires is extracted fromGitHub’s page using a selenium bot12 as the API

from GitHub does not provide the possibility of extracting questionnaires created as

comments from a bot.

Table 4.2.2: Automatically collected interaction data

# Metric Explanation

M1. Time to merge of PRs Lower is better as that signifies
higher throughput and agility in
workflow.

M2. Number of commits per PR Higher can indicate more problems
during implementation.

M3. Number of comments per PR Higher can indicate more problems
during implementation.

M4. Number of interaction with the tool Higher can indicate that developer
find it useful.

For the metrics that can be automatically collected from GitHub, there is no limitation

on the amount of data collection, as this part does not introduce any friction for

developers. This means that collecting as much as possible to explore potential

impacts can be used. In general, the metrics are selected based on the convenience

of extraction, together with assumptions regarding their ability to estimate work

throughput. The final list ofmetrics is shown in Table 4.2.2. The extractionmethod for

these metrics is the same as for the questions posted on GitHub, with a selenium bot.

The additional changes required to perform this collection using the bot are relatively

small, making it convenient.

1https://sites.google.com/a/chromium.org/chromedriver/downloads
2https://selenium-python.readthedocs.io/installation.html
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4.3 Fitness in Workflow

The last part of the evaluation of the tool introduced in this report is a qualitative

evaluation of the impact it has on workflow, together with perceived usefulness from

developers. This part is also aimed at finding shortcomings as well as the most

critical functionality to strengthen any future developments. The evaluation has two

different parts to it. The primary part consists of interviews with developers after they

experienced the tool as part of their daily workflow. The second part is the continuous

process of recording any bugs the system helped to discover.

The developer interviews are organized as shorter (30 - 45 minutes) online video

meetings. The format is semi-structured with relatively open questions to allow

developers to express any feedback they have related to the tool or their workflow

when using it. Neither completely structured or unstructured interviews are used

as the additional structure from semi-structured interviews provide better focus on

the subject while completely structured interviews limit the amount of qualitative

information that can be extracted. The final set of questions is presented in the

appendix in Section B.2 and are complemented with follow up questions during

interviews to encourage further discussion and explanations. After interviews have

been performed, the results are inserted into a theme-based text matrix for analysis.

This allows for cross-referencing and finding recurring subjects between interviews.

The themes for analysis are listed in Table 4.3.1. The result is an analysis on group-

level, which maintains the qualitative aspects of the data.

The second part of the qualitative evaluation, analysis of bugs found by the tool, is a

continuous process while the tool is an active part of the workflow. Any bugs that are

discovered because of the tool are recorded. For every bug, the context, impact, and

type is written down and can be compared against the expected and targeted types of

bugs. Some examples of common bugs that were targeted have already been discussed

in Section 3.1.4. The goal with the collection is to evaluate if the type of bugs that are

found corresponds well with the target problems. In addition to this, we evaluate any

impact on productivity by eliminating issues that might become problematic unless

they are dealt with before deploying code to production.
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Table 4.3.1: Themes for matrix-based analysis of interview results.

Theme Explanation

Usage patterns for pull requests Investigating how developers incorporated it
in their daily workflow.

Usage patterns for reviews Investigating if developers used the tool for
review as well.

Other usage patterns Investigating if there are other use cases where
this type of tool had a bigger impact than the
normal PR based workflow.

Positive impact on workflow Summarizing any positive effects developers
experienced.

Negative impact on workflow Summarizing any negative effects developers
experienced.

Ideas for further development Finding any shortcomings or parts that
developers miss after using the tool.

Concluding remarks Finding the conclusions developers had
regarding the usage of this type of tool in the
workflow.
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Results

Based on the evaluationmethod presented in the previous chapter, all results from the

study are presented in this chapter. The results summarize all collected data from a

period of one month where the tool was enabled, and two months where traces were

collected. In total, traces from 526 builds were processed during the experimentation

period. For every build, between 6 and 10 traces were recorded. The number of spans

in each trace varied between 2 and 125, with the mean being 29.5.

As the evaluation was based on having the tool enabled and part of the workflow,

all developers actively working had some types of interaction with it. In total, 22

developers contributed to the code base in terms of committing code during the

experiments andwere exposed to the tool’s build results. For the qualitative evaluation,

8 developers were interviewed in a semi-structured matter.

This chapter is structured in the same way as the evaluation method presented in the

previous chapter. First, the performance impact is presented in Section 5.1. Section

5.2 then goes on to presents all the quantitative results regarding interaction patterns

and workflow. The last section in this chapter, Section 5.3, presents the results from

the qualitative evaluation of fitness in the workflow.

5.1 System performance impact

The performance in terms of processing times for the collection and pre-processing

steps is presented in Figure 5.1.1. The mean time to build the tracing container was

113.8 seconds. For the total time taken to collect traces, we add the additional time to

run tests, which had the mean execution time of 64.9 seconds.
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Figure 5.1.1: Total processing time for all steps of the tracing. Each plot represents
one part of the processing. In total, these three steps together make up the complete
process. Running time for building image and running tests is based on 20 individual
runs as this value was hard to track for all builds during experiments. Processing time
is based on all processed builds. Builds contained 5 - 10 traces with <125 spans each
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Figure 5.1.2: Total build time with and without caching. The total build time with
caching (left) had an increase in variance, partially explainable from external changes
to the build, and the addition of the new tracing. In the non-cached version, only a
minimal and insignificant effect could be observed.

The build system in this case tries to optimize the speed of builds based on content

by using cached results for those parts without any changes. This means that there

are two clear groups of build results based on when cached results could be utilized,

or if the system has to start from scratch with the build. To make the analysis of total
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build time more accurate, these groups are separated before being used to analyze the

building process’s total running time. The final result is displayed in Figure 5.1.2. The

separation was trivial to produce as cached builds results in a total time well below

250 seconds while non-cached builds always took 300 seconds or longer. Further

analysis is possible by regressionwithin each group and gives the result shown in Table

5.1.1. The selected regression model is linear with the introduction of the build tool (in

treatment group) as the single explaining factor for how long the build takes.

Table 5.1.1: Regressions with linear models for the total build time. The two
regressions are made for cached and non-cached builds separately as the total time
varies greatly between these groups. The increase of processing time is insignificant
for the case without caching but significant without caching (p <0.05).

Estimate (s) Std. Error t-value p

With Caching

In Treatment Group 0.244 × 102 5.98 0.408 × 101 0.100 × 10−3

(Intercept) 0.722 × 102 4.19 0.172 × 102 0.000

Without Caching

In Treatment Group 0.523 × 101 6.00 0.870 0.384
(Intercept) 0.418 × 103 4.51 0.929 × 102 0.000

The result from Table 5.1.1 shows an increase in mean processing time for both cached

and non-cached results. However, the result from non-cached results is both small

and insignificant. For the cached result, we see from figure 5.1.2 that the variance

in the experiments is increased. The change also represents a significant increase in

mean value because of the added variance. It is a high probability that this increase is

based on other changes in the system as the tracing process is relatively stable in total

processing time.

The results from recording processing time for graph comparisons, which are done

interactively, are presented in Figure 5.1.3. The processing time increases with the

number of spans in each graph. It was below 6 milliseconds with up to a combined

maximumof 239 spans for both graphs, whichwas themaximumnumber encountered

in our case. For the most common cases, it stayed below 2 milliseconds. The

figure shows two distinct groups based on the total number of spans. This pattern

is an artifact based on the real distribution of traces that were collected during the

experiments. The sizes in between were not found in the system used for experiments

here. In the range of sizes that were tried here, the computation scaled almost

linearly.
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Figure 5.1.3: Processing time for computing differences between graphs of different
sizes. The X-axis is the sum of the total number of spans from both graphs that are
compared. The line represents the trend using the regression method glm with a
confidence interval for the 95th percentile. The absence of data between 60 and 180
spans is a direct effect of the sizes of spans found in the production system used for
tests.

5.2 Quantitative Impact on Workflow

For the quantitative evaluation, the first part evaluates the total time it took from

the creation of each PR to the merging time. The distribution of the number of

commits and the number of comments between the treatment group (those that used

the tool) and the control group (those who did not) were not sufficiently stable to

draw direct conclusions without controlling for those factors. An unstable distribution

would signify that the difficulty in creating the code was different and create a bias

in the evaluation. In Figure 5.2.1, results for changes in the time it took before the

merge is presented and controlled for bias by only sampling PRs with a single commit.

Variance and mean time taken before the merge decreased while using the tool, and

the number of comments increased slightly. None of these results were significant for

p < 0.05.

By creating a regression that controls for the number of commits and number of

comments, it is also possible to estimate an impact with less bias from complexity

associated with each PR while using more of the collected data. The results of multiple

linear regression are presented in Table 5.2.1 which shows that the treatment group has

a slight decrease in time to merge. This effect was not significant for p < 0.05.

Apart from measuring productivity, we also present interaction patterns over time.
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Figure 5.2.1: Time to merge and the number of comments on PRs with and without
tool. Samples were randomly selected but controlled for bias created by differences
in complexity between PRs by sampling only PRs with a single commit. For time to
merge: mean with = 14.7, mean without = 28.0 and p-value = 0.386 (not significant).
For number of comments: mean with = 0.875, mean without = 0.813, p-value = 0.923
(not significant)

Table 5.2.1: Multiple linear regression for the total time before merging of every PR.
The treatment group shows a slight decrease in total time before any merge, signified
by a negative effect on time to merge on the estimate of the treatment group variable.
This effect is not significant for p < 0.05.

Estimate (s) Std. Error t-value p

In Treatment Group −0.746 × 104 0.382 × 105 −0.200 0.845

Number of Comments 0.151 × 105 0.291 × 104 5.21 0.000

Number of Commits 0.139 × 105 0.526 × 104 2.65 0.840 × 10−2

(Intercept) 0.520 × 105 0.157 × 105 3.32 0.100 × 10−2

Figure 5.2.2 shows the proportion of interaction with endpoints associated with

different parts of the system and the total number of interactions for each day.

This data is also aggregated in Table 5.2.2. The most visited endpoint exposed the

functionality to compute the difference between two traces and received, on average,

54.5% of all traffic. This traffic, together with the traffic to show a single trace,

represents all traffic to showdetails from tracing. The summary endpoint exposed a full

summary and received the second most traffic with 21.1% of the total. To summarize,

the entry points (summary and listing tracing runs) received 30.7% of traffic, while

69.3% came from more detailed inquiries.
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Figure 5.2.2: Interaction patterns over time.

Table 5.2.2: Proportion of interactions with different endpoints. /trace_diff and
/trace provide a complete tracing graphs. The entry points into the system are
/trace_summary and /trace_runs. The summarizes results from an entire build, while
the second lists all recent builds.

Endpoint Type Interactions (%)

/trace_diff Detailed data 54.8

/trace_summary Entry point and summary 21.1

/trace Detailed data 14.5

/trace_runs Entry point 9.60

5.2.1 Responses to Micro Questionnaires

Responses from micro questionnaires were collected from developers by extracting

answers developers gave by clicking check-boxes on questions that were posted as

comments on PRs during the experimentation phase. Figure 5.2.3 shows the estimated

risk results, while Figure 5.2.4 shows the estimated time developers spent onmanually

testing code. As shown in Table 5.2.3, the response ratio varied between 38.4% and

32.2% before the tool was introduced into the workflow. However, the response ratio

dropped to below 10% at the time of the introduction of the tool. This change meant

that no results could be obtained for the treatment group. The sudden change likely
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depends on both inconvenience of answering questionnaires, decreasing novelty of the

questions, and the increasing pollution of information on the PR page.

Table 5.2.3: Response ratio onmicro questionnaires, as presented in Table 4.2.1. Total
number in the table represents the total number of times the question was asked.

# Total Number Number of Responses Response Rate (%)

Q1. 103 38 36.9

Q2. 99 38 38.4

Q3. 124 40 32.3
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Figure 5.2.3: Risk associated with PRs estimated by developers before merging. This
corresponds to Q1. in Table 4.2.1 and 5.2.3. Scale as presented to developers : [1 = no
risk, 4 = not high or low, 7 = much higher than normal]
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Figure 5.2.4: Estimated time spent on testing the code in PRs in a non-reusable
fashion. This corresponds to answers to question Q2 and Q3, in that order, in Table
4.2.1 and 5.2.3.
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From Figure 5.2.3, we can observe that the majority of PRs are estimated to have low

or no risk associated with them. Developers probably underestimate the risk given

that the neutral option was given as option 4 with the scale. From Figure 5.2.4, we

can observe that most developers estimate that they spend less than five minutes

testing every PR. Still, the most time spent on manual testing is spent in the testing or

production environment that code is deployed to after being merged into the master

branch.

5.3 Fitness in Workflow

Fitness in the workflow was evaluated qualitatively in interviews with developers. The

interviews were complemented with an evaluation of bugs found and reported as a

direct consequence of the tool being used in the organization. Section 5.3.1 presents

an analysis of the interview results. After that, Section 5.3.2 gives a short summary of

the context where bugs were found using the tool.

5.3.1 Interview Results

Semi-structured interviews with 8 full time engineers were completed and analyzed

category-wise using the matrix method described in Section 4.3. The results from the

analysis are presented below in a summarized format per category.

Usage Patterns for Pull Requests

Most developers (75%) had at the time of interviews not fully incorporated the tool

into their daily and regular workflow even though it had been active for a while. This

pattern is most likely to improve over time, especially as the tool grows more stable.

One developer said that it would be useful to look at the tool every time if there were

no issues with flakiness.

Most of the interviewed developers (63%) do not regularly make substantial changes

to the structure of the call chains, which makes it harder to use this type of tool fully.

This type of workflow is typical for developers of the system investigated here as it

is an older and more stable system. Instead, one of the most liked features was the

identification of exceptions occurring in different services that were extracted and

displayed in the tool. This made it easier to identify and fix before causing issues. As

many errors persisted a while before being fixed, this caused some annoyance with

repeatedly shown errors.
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However, most interviewed developers (63%) also found the tool to be promising for

the task of identifying any added or broken call chains further down in the system

where they had more limited experience. Only one developer said that they had used

it to find a problem like this at the time of the interview.

A few of the interviewed developers (25%) found it to be useful when looking at

different database calls and seeing the types of transactions performed in different

parts of the system while evaluating their own code. Others (50%) were very eager

to use it as a tool to find performance problems. It is unclear if this was a good use

case, as the deployment is not entirely similar to the production environment. This

problem was also pointed out by some of the developers.

Usage Patterns for Review

Most developers did not use the tool in any meaningful way when reviewing code from

others. This stands in contrast to the process the developer had when using the tool

with their own code. A few (25%) mentioned that it was helpful to refresh the memory

on other parts of the codebase while doing a review as it is not always possible to

know the details in other areas with the size of the code base used here. It can also be

useful to verify that the code they were reviewing did not have any unwanted external

consequences. One developer often opened the results when errors were extracted

from the tracing on the PRs they reviewed.

Other Usage Patterns

Most of the interviewed developers (88%) found the tool to be a good complement to

manual documentation and used it to explore the current state of the system. Using it

this way, it provided better insights into what would happen further down in the call

chains that they might not otherwise consider. Multiple developers (38%) also found

that the tool was great when discussing or introducing someone new to the system’s

interaction patterns. One developer used it to analyze if there were any places where it

would be easy to speed up performance by altering the database usage.

Positive Impact on Workflow

The tool’s positive impact on most of the interviewed developers was related to an

increased understanding of how their system connected to the rest. The tool provided

up to date documentation and details in interaction patterns and could be used to

introduce others to the system. The complexity and time to learn the tool impacted
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how well they were able to adopt it and make use of it in their daily work. If the tool

was fully adopted, a few developers suspected that the tool would make them feel safer

while doing extensive refactoring.

Apart from providing an up to date source of documentation, the tool was also helpful

when it provided error messages, as well as when it allowed developers to analyze how

database calls were distributed and done in the system. Only a few of the interviewed

developers (25%) had used the tool to explore alterations in call patterns. The low

number here can, to a large extent, be explained by the routine work performed in the

relatively stable system.

Negative Impact on Workflow

Around half of the developers never found any negative impact at all. The rest found

that the tool sparked interest in exploring the system in a previously impossible

way. The new opportunity made them spend time there instead of doing other, more

productive things.

One developer found that the tool added some extra clutter to the pages connected

to PRs, which could be better if the tool only showed up when a problem was

detected.

Problems with the Tool

Most interviewed developers (88%) mentioned that the tool was a bit flaky in the

current state due to unstable caching patterns and dynamic URLs used in the

communication.

A few developers (25%)mentioned that top changes came up in the summary, and was

not useful to everyone. Maybe it is sufficient to know that something changed but not

how much. The functionality ”Added and removed endpoints” was also mentioned by

a fewwho seemed to be unsure of the realmeaning. This second feature appears to be a

smaller problem than the test for top changes based on what the developers said. Both

of these problems could be related to how well documented the different tests are. The

tool is complex, and it is not always clear how to interpret different things. It is hard to

convince people to go to a separate manual, which means that it has to be integrated

into highlights or another format that does not require any previous knowledge of the

system.

A few developers (37%) found it hard to understand the difference between the

functionality provided by the tool, a static analysis of source code, and system
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performance analysis without additional explanation. As many are more familiar with

the latter two categories, it sometimes limits howwell they adopt the new functionality

into their workflow. A structural pattern detector seemed to be harder to grasp right

away for the test group.

Ideas for Further Development

The main point most developers (63%) were missing from the system was a more

structured analysis of changes to response times. A few pointed out that it is not

optimal to analyze this outside of production, but it would still be helpful to be

reminded in case a code change introduces massive delays.

A few developers (25%) wanted the tool to be even more integrated into the rest of the

tools they use daily. For example, it would be useful to be able to explore code changes

based on PRs with descriptions. Such exploration is not possible in the current state. A

few developers also wanted even more feedback detailing potential problems without

the currently required manual analysis. One example of a proposed test could be to

analyze risk by checking how many requests are going through different routes. One

developer proposed that it would be useful to exclude or otherwise block routes that

contain dynamic information and, therefore, are hard to analyze for the tool in the

current state.

Concluding Remarks

All developers found the tool provided sufficient value to be kept around in the current

state, at least if issues with the flakiness could be solved. Otherwise, they found that

it would reduce the credibility of the result, and any potentially helpful result could be

ignored.

5.3.2 Ability to Find Bugs

The ability to find bugs in a system is an essential part of having meaningful

contributions to the work done by the developers in the organization. This section

presents a short analysis of found bugs, including the context of where they were

discovered by the tool. In total, 5 bugs were found, 2 of which affected service startup

and 3 caused by migration. The bugs that are presented here are divided into the two

previously mentioned categories.
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Initialization Errors

In one of the bugs discovered, services failed to initialize communication channels,

which lead to invalid messages sometimes being sent instead of the intended one for

the first message a service received. This behavior was discovered to be common the

first time a message was sent and was fixed as it could impact some users. These bugs

could have been found by the addition of any extensive end-to-end tests with multiple

services running simultaneously.

A secondbug occurredwhen abackgroundprocess failed to start because of themissing

initialization of a variable. The faulty service was deployed without any tests breaking,

which stopped the consumption of events in a queue. This bug was discovered during

the monitored startup phase before tracing started. The bug was fixed before having

any impact on production. This type of bug could have been found by any other system

which launched services and monitored them to ensure none of the crashed.

Migration Problems

In one instance, a bug occurred where a developer tried to migrate to a new database

schemabut dropped columns that had dependent constraints on it. This change caused

the setup procedure for the tool to fail before tracing started. A second bug related to

database tests occurred when a developer tried to create a table constraint towards

a column that did not exist was also found in the same way. Other tests would have

probably found this bug at a later stage of the testing pipeline if it had not been captured

here.

A new bug was created during migration from Python2 to Python3 because of how

python handles strings between the versions. This issue was discovered because of

the more extensive testing of different code paths. The bug never had an impact on

production as the pathwasnot usedduring normal flows andhad a lower priority.

Summary

Alternative testing methods could have found all the bugs that were found as a

consequence of adding the tool. It is still helpful to add additional end to end tests

that are performed in an automated fashion in general, which is demonstrated by all

the bugs that were found.

The tool’s primary goal is to help developers by providing hints regarding changes

and improving their general overview of the impact they have, which could be more

useful in the long run. At the point of evaluation, it is still not clear what the long term
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effects will be as no bugs related to this category was found and reported as a direct

consequence of the tool.
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Discussion

In this chapter, we present an analysis of the results and answers the research questions

as presented in Section 1.1. In conjunction with this, we mention problems in the

method that was used. The analysis part of this chapter is divided into two sections

based on the subject in the associated research question. First Section 6.1 presents an

analysis of the performance impact which is related to RQ2. Section 6.2 analyses the

impact onproductivity, both based onquantitative andqualitativemetrics. This is used

to answer RQ3 and RQ4. RQ1 is deemed to have been answered by the system design

as presented in Chapter 3. After the analysis and answering research questions, we

present self-critique regarding the study presented in this report in Section 6.3.

6.1 Performance Impact

The results indicate success concerning both the performance for tracing data

collection and the interactivity of the service. As shown in Section 5.1, the tool’s impact

on the build process was generally low, with the only significant effect being for highly

cached builds. Figure 5.1.2, shows the effect visually and illustrates the increased

variance for cached builds. The same impact is also captured as the regression

presented in Table 5.1.1, showing an increased build time (24 seconds) for cached and

only a statistically insignificant increase of 5 seconds for the non-cached builds. Both

of these numbers should be considered low in the context. It would most likely be

possible to further improve the performance of this process with smart dependency

caching, as the creation of the runtime environment with packages made up most of

the build time. However, speeding it up was not deemed necessary with the limited

impact it would have on the overall process here. The results also showed that the

approximation algorithm for calculating the difference between traces was sufficiently
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fast to be used, even in the larger traces encountered during experimentation. Based

on Figure 5.1.3, we know that the average processing time for calculating a difference

between two traces is below 6 milliseconds for all the encountered scenarios in this

real-world scenario. Most traces were well below this latency, which shows that there

is room for increasing computation time in case the service would be extended in the

future with more tracing comparison models.

Based on the facts presented here, we can conclude the performance analysis and

answer the research question RQ2 from Section 1.1: “What is the performance impact

of adding this visualization system?”. Having a performance impact in production

systems was entirely avoided by keeping the entire process separated into an isolated

environment. Based on the analysis above, it is also clear that the build process’s

impact is low as long as the process can be done in parallel to ordinary tests. And lastly,

the performance in terms of latency during usage is sufficient tomake the systemmore

than usable with extra room for computation of more complex algorithms in those

cases when that might be useful.

6.2 Impact on Productivity

The overall impact on productivity during the experiments was not sufficiently large

to be statistically significant. Below in Section 6.2.1, we present an analysis of the

tool’s usage based on the quantitative data that was collected. After that, Section 6.2.2

presents a qualitative evaluation that goes into the other qualities presented by the tool

that was not always visible in statistical metrics over the shorter period when the tool

was evaluated.

6.2.1 Analysis of Quantitative Data

For quantitatively verifiable metrics, the results were meager regarding the impact on

productivity. A small positive effect was observed for the metric “total time taken

before merging PRs” (see Figure 5.2.1 and Table 5.2.1). However, the change that

was seen was not statistically significant. It can be suspected that the limitation to

the impact was due to the somewhat limited adoption of the tool as part of the daily

workflow. The tool contained many new concepts unfamiliar to developers and had

some problems with flakiness.

This suspicion of low levels of adoption and incorporation into the workflow can also

be backed up with an analysis of interaction patterns. In Figure 5.2.2, the patterns of
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developer interaction are, to some extent, visible and show that there is a relatively

high variance in usage between different days. The variance can be partially explained

by public holidays or developers being otherwise inactive in the routine development

work. However, this is not the entire story. The high variance of usage, together with

usage patterns collected from semi-structured interviews, indicates that developers

were using the system primarily as a means of exploration rather than a way of

verifying code as part of their regular workflow. Such a use case would have impacted

the short term effects the tool had during experiments as the immediate help would

diminish.

Lookingmore into the details of the interactions, we can see thatmost of the interaction

developers had with the system were linked to the tracing data endpoints, rather than

entry-points, with almost 70% of the traffic. With the expected use case of mostly

looking at a single endpoint that had changed, this number is slightly more inflated

than expected for single endpoint investigations (1 entry-point and 1 tracing details,

50%). In addition to this, almost 10% of all interactions (representing 0.096 / 0.211 =

0.455 = 45.5% of all incoming traffic) were towards the listing endpoint. This endpoint

provides a way of finding builds that had been performed without a connection to a PR

created by that specific developer, further showing that developers are seeking out the

information in other cases than the expected. The problems that could have caused

these types of workflows include limited time for learning and partially flaky behavior,

as both limit the tool’s immediate applicability to a single PR.On the other hand, it does

not necessarily limit long termusefulness, as productivity also improveswith increased

learning rate. The use case of exploration was repeatedly mentioned by developers to

be one of the key features they liked about the tool.

The second part of the quantitative evaluation was based on small questionnaires,

distributed as part of the PRs. In general, the result from before the tool was

added shows that a slightly higher ratio of time spent testing was spent on testing

in production rather than locally, highlighting the problem with testing being done

only after merging into the master branch (see Figure 5.2.4). This effect was, however,

not very large. Unfortunately, these questionnaires only worked well for the scenario

before the tool was added to the system. After this point, most developers did not

spend the extra time to fill them out, resulting in the almost complete absence of data

for this period. Therefore, no real conclusion could be drawn regarding the impact on

productivity with this data. The sudden change in interactions was probably impacted

by decreasing novelty over time and increasing noise level in PRs with the automated

feedback that was added there.
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6.2.2 Analysis of Qualitative Data

The results from the qualitative analysis showmostly positive impacts and good overall

performance from introducing the tool into the organization. Many developers found

that it provided them with an additional source of information that was helpful in

general understanding, if not to analyze specific problems that new source code could

introduce. However, it is clear that the intended use case was not necessarily how

developers started to use the tool. More focus was put towards documentation and

understanding than on the analysis of specific PRs.

In general, when looking at the use case of PRs, the developers that participated in

the interviews were mostly interested in results related to their own builds to verify

correctness. When looking at the build created by someone else, much less interest

was shown, and many never considered looking at the results produced by the builds

from others. Those who did show interest in this matter, mostly did so because they

found the system to be a good source of documentation to remind themselves of things

to consider while doing their otherwise completely manual review.

The results show that tracing, in general, has the potential to improve workflows and

provided extra support to keep automated documentation and a visual way of looking

at overall structures in the system. A clear benefit can also be found when looking

at bug reports that were collected as part of the evaluation. However, the discovered

bugs were not necessarily the types of problems that had to be targeted by a tracing

application. Instead, any additional structured end to end test has the benefit of giving

additional context on how well a system will work once it deployed. Running tests in

a running system give a more complete context than what is generally possible by unit

tests or simple integration tests.

6.2.3 Summary of Productivity Analysis

Based on the analysis presented in Section 6.2.1 and 6.2.2, we conclude the analysis

regarding the impact on workflow and productivity and answer research question RQ3

and RQ4 from Section 1.1.

RQ3 is the following question: “Does this visualization system improve developer

productivity by decreasing the effort required to test new code?”. Regarding this,

we found indications that effort might decrease by applying the tool, but those

were insignificant. However, we also found that the tool helped with a general

understanding, which ultimately increases howwell a developer is able to test code and

comprehend the impact it might have based on non-trivial relations between different
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systems. The short answer to this question is that no significant effect was found on

productivity for the case studied here. It can still be suspected that the tool could have

a positive impact in long term usage.

The last research question is RQ4 and says: “Does this visualization system improve

developer productivity by decreasing the effort required to review code written by

another developer?”. For this question we found the impact to be even smaller as

developers focus their efforts on completely manual analysis. It can be suspected that

impact would be higher in case developers found a way to integrate the tool into their

everyday workflow more.

6.3 Limitations and Method Critique

The primary limitation of the study presented in this report is related to tool adoption.

There was a relatively large group of developers who were exposed to the tool during

the study. However, many of them did not actively participate enough to affect the

results. There are many reasons for this, such as limited time for experimenting with

new things, the complexity of adopting new things, and problems with the analysis

results produced by the tool. Future studies could potentially work around these issues

by running more extensive experiments, having more thorough introductions, and

incentivizing participation.

In addition to this problem, severe problems were experienced in collecting complete

information regarding developer productivity. Measuring developers’ productivity is

an area of research in itself, and from our results, it is clear that answering questions

regarding it is relatively intrusive and not very interesting for many as long as it is not

extensively motivated.
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Conclusion

In this report, we proposed a new tool and presented an evaluation of the impact on the

organization when implementing it into the workflow. The tool provided a new way of

integrating data analysis from distributed tracing into the code review pipeline.

On a high level, we conclude that the proposed architecture and way of presenting the

additional analysis of tracing results to developers was successful and had benefits to

the developers. The systemdid not have any significant adverse effects on theworkflow

or the production environment while it was providing the benefits of adding additional

context to developers. The system proved to be useful in finding problems that could

otherwise have gone undetected before reaching production, as shown by the multiple

bugs that were found. In addition to this quality, it provided an overview of the system

and, to some extent, changes in it. However, success was not complete. The primary

limitations were related to the absence of statistically significant effects on the selected

productivity metrics used. The developers also experienced problems with flakiness

caused by internal caching by the targeted system. The problems with some of the

data collection and flakiness ultimately had a negative impact on the study as a whole

as it limited the effects and adoption of the tool. The effects would likely have been

more substantial if the tool’s adoption had been better.

7.1 Future Work

Based on the results and requirements found during the study, we present four ideas

and directions that could be taken in future work. 1) To delimit the work in this study,

we choose only to study structural changes to new code introduced into the codebase.

Many developers found this to be a bit confusing or wished that analysis would be
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based on latency as well. A future study could investigate how both of these features

could be integrated into the tool. It should be established which information carries

the most value to organizations in regards to usage of tracing. 2) Another problem and

potential improvement would be to score the risk associated with the introduction of

code. This scoring could aid in the presentation to highlight changes that are of higher

importance than others. 3) Quite a lot of research has already been made in the area

of comparing graphs to each other. However, the process of comparing the graphs

specifically for traces is relatively limited. Different approximations or optimizations

based on the nature of these graphs could be made and should be evaluated for both

accuracy and speed as both are of high importance here. 4) The last suggested idea is

related to the type of data that was available during the study. In the case structured

information regarding bugs was available, it could be used to provide valuable insights

into the risks any single code change would have on the codebase. Having this type of

information would allow the system to recommend developers to take a look at code

only in those cases where the probability of finding problems was high. This type of

functionality was not possible here due to a limited dataset.
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Appendix A

Systems Design

This appendix presents some additional information regarding the system design

process described in this report.

A.1 Interface

This section presents a visual overview of the interface. The data displayed in these

figures is limited or invented to a large extent as the system used for experiments had

closed source.
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APPENDIX A. SYSTEMS DESIGN

Figure A.1.1: Summary of changes between two software versions
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APPENDIX A. SYSTEMS DESIGN

Figure A.1.2: Difference view between two software versions. Red arrows and text
signal to a developer that the part has been removed from the new version. Green
instead show things that were added. All services are given a unique color and client
component are rendered in a lighter color to make them easier to distinguish.
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Appendix B

Questionnaires

This appendix presents questions and interfaces used as part of the evaluation.

B.1 Micro Questionaire on GitHub

Figure B.1.1: Questionnaire comment as displayed to developers on GitHub.
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APPENDIX B. QUESTIONNAIRES

B.2 Questions for Semi Structured Interview

1. Have you received feedback on a PR at least once?

(a) Did you ever follow a link to visit the full page from there?

i. In which scenarios did you do that?

(b) Did you find that the summarized representation represented the full

change page well?

2. Have you visited the full page of the tool at least once when looking at your own

PR?

3. Have you visited the full page of the tool at least once when looking at your

someone elses PR?

4. Have you visited the full page of the tool for any other reason than to view the

change the code introduced?

5. For any of the scenarios above (2-4): Did you ever experience that the tool was

able to visually capture the change your or someone made?

(a) In which scenario was that?

6. For any of the scenarios above (2-4): Did you ever experience that the tool failed

to capture a behavioral change that you believe should have been caught by the

tool?

(a) In which scenario was that?

7. Did you at any time find that the tool had any positive or negative impact on your

workflow or productivity? Hints: This could be changes in time spent reviewing

new code, understanding flows in systems or finding bugs.

(a) In which way did it impact that?

8. Do you think that there could be any scenario in the future where you would find

this type of tool valuable?

9. Do you think the tool adds sufficient value to be kept around in the current form?

a) or b) depending on answer:

(a) If you could have any feature added to the tool that does not exist right now,

what would that be?
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APPENDIX B. QUESTIONNAIRES

(b) What would be the minimum change required to make it valuable to keep

around?

10. If you could have any feature removed or toned-down in the current

implementation, what would that be?

11. Do you have any other comments, feedback or suggestions?
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