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Abstract

In the past few years, deep reinforcement learning (RL) has shown great
potential in learning action selection policies for solving different tasks. De-
spite its impressive success in games, several challenges remain, such as de-
signing appropriate reward functions, collecting large amounts of interactive
data, and dealing with unseen cases, which make it difficult to apply RL algo-
rithms to real-world robotics tasks. The ability of data-efficient learning and
rapid adaptation to novel cases is essential for an RL agent to solve real-world
problems.

In this thesis, we discuss algorithms to address the challenges in RL by
reusing past experiences gained while learning other tasks to improve the
efficiency of learning new tasks. Instead of learning directly from the target
task, which is complicated and sometimes unavailable during training, we
propose first learning from relevant tasks that contain valuable information
about the target environment, and reuse the obtained solutions in solving the
target task. We follow two approaches to achieve knowledge sharing between
tasks. In the first approach, we model the problem as a transfer learning
problem and learn to minimize the distance between the representations found
based on the training and the target data, such that the learned solution can
be applied to the target task using a small amount of data from the target
environment. In the second approach, we formulate it as a meta-learning
problem and obtain a model that is explicitly trained for rapid adaptation
using a small amount of data. At test time, we can learn quickly on top of
the trained model in a few iterations when facing a new task.

We demonstrate the effectiveness of the proposed frameworks by eval-
uating the methods on a number of real and simulated robotic tasks, in-
cluding robot navigation, motion control, and manipulation. We show how
these methods can be applied to challenging tasks with high-dimensional
state/action spaces, limited data, sparse rewards, and requiring diverse skills.
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Sammanfattning

Under de senaste åren har förstärkande inlärning (eng. reinforcement lear-
ning (RL)) visat stor potential för att lösa olika uppgifter. Trots imponerande
framgångar i spel kvarstår flera utmaningar, såsom att utforma lämpliga be-
löningsfunktioner, samla stora mängder data och hantera osedda fall, vilket
gör det svårt att tillämpa RL-algoritmer på verkliga robotikuppgifter. För
att en RL-agent skall kunna lösa verkliga problem krävs att den kan lära sig
dataeffektivt och anpassa sig snabbt till nya fall.

I denna avhandling diskuterar vi metoder för att ta itu med utmaningarna
i RL genom att återanvända tidigare upplevelser när vi lär oss nya uppgifter
för att förbättra effektiviteten. I stället för att lära sig direkt från måluppgif-
ten, vilket är komplicerat och ibland inte tillgänglig under träning, föreslår vi
att vi först lär oss av relevanta uppgifter som innehåller värdefull information
om målmiljön och återanvänder de erhållna lösningarna för att lösa målupp-
giften. Vi följer två metoder för att uppnå kunskapsdelning mellan uppgifter.
I det första tillvägagångssättet modellerar vi problemet som ett överföringsin-
lärningsproblem och lär oss att minimera avståndet mellan datafördelningen
vid träningen och måluppgift, så att den inlärda lösningen kan tillämpas på
måluppgiften med hjälp av en liten mängd data från målmiljön. I det andra
tillvägagångssättet formulerar vi problemet som ett meta-inlärningsproblem
och skapar en modell som är optimerad för att ge snabb anpassning till en på
förhand okänd målmiljö med en liten mängd data från denna. Vid testning
kan vi lära oss en ny modell med utgångspunkt i meta-modellen på några få
iterationer när vi står inför en ny uppgift.

Vi visar effektiviteten i de föreslagna metoderna genom att utvärdera
metoderna på ett antal verkliga och simulerade robotuppgifter, inklusive ro-
botnavigering, rörelsekontroll och manipulation. Vi visar hur dessa metoder
kan tillämpas på utmanande uppgifter med högdimensionella tillstånds- och
handlingsrum, begränsad data, glesa belöningar och uppgifter som kräver oli-
ka färdigheter.



v

Acknowledgements

The years of my Ph.D. study were full of ups and downs, but I was lucky enough
to work with so many amazing people, which made this long journey full of fun
and exciting. I would like to thank my main supervisor Patric, for his guidance,
patients, and unconditional supports, which helped me through the most difficult
days after changing my research topic. Without him, I could not have made it this
far to complete this thesis. I would like to thank my colleague and co-supervisor Ali
Ghadirzadeh for all the enjoyable collaborations, creative discussions, and exciting
works we did together during those intense days before the deadlines. Those expe-
riences will always be in my replay buffer and give me confidence to new challenges.
I would also express my gratefulness to Danica Kragic for providing me with this
wonderful opportunity to continue working at RPL and finish my study.

I would like to give my sincerest gratitude to my dear girls (and boys) at 715.
It has been an honor to have you with me all these years. Especially to Cheng,
Püren, and Judith, who helped me to start my Ph.D., to Marcus and Samuel, who
liked to shared their thoughts with me and always encouraged me, and to Petra,
who worked with me until the very end of my study. I spent a lot of time in the
robotics room with many wonderful roommates. Thanks to Diogo, Silvia, Ioanna
and Joshua for their company and helpful advises on how to work with robots in
a good mood, as well as Yumi, Baxter and Pluto, who had been my important
collaborators in my work. Also, thanks to João for taking care of my cat, and all
other friends in RPL for the happy days that we spent together.

Finally, I want to thank my cyber friends, who lighted up my life staying at
home in this special year 2020. We have spent many memorable moments together
fighting in the world of Azeroth. I would like to dedicate all my respects to the Lore-
master Helious (Yuan), my partner in love, life, and lab. Thanks for his generosity
and intelligence which helped me earn 5 million golds in less than two months to
buy my own Brutosaur. We ruled the auction house of the burning blade server.
Also, great thanks to the Warrior Solutionwar (Jiexiong) for leading me through my
first mythic +15 keystone dungeons, and the Deamon hunter ForceG (Zhehuan),
for always running together with me for the weekly quest. We will meet again soon
at the Shadowland.

Xi Chen
Stockholm, Sweden

November, 2020



Contents

Contents vi

I Overview 1

1 Introduction 3
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.2 Thesis outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.3 List of included publications and contributions . . . . . . . . . . . . 7
1.4 List of publications not included in the thesis . . . . . . . . . . . . . 8

2 Background 9
2.1 The Policy Training Problem . . . . . . . . . . . . . . . . . . . . . . 9
2.2 Policy Transfer Between Domains . . . . . . . . . . . . . . . . . . . . 10
2.3 Policy Adaptation Using Meta-Learning . . . . . . . . . . . . . . . . 13

3 Summary of Papers 19
A Deep Reinforcement Learning to Acquire Navigation Skills for Wheel-

Legged Robots in Complex Environments . . . . . . . . . . . . . . . 19
B Adversarial Feature Training for Generalizable Robotic Visuomotor

Control . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
C Meta-Learning for Multi-objective Reinforcement Learning . . . . . . 20
D Bayesian Meta-Learning for Few-Shot Policy Adaptation Across Robotic

Platforms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4 Conclusions 23

Bibliography 25

II Included Publications 35

vi



Part I

Overview

1





Chapter 1

Introduction

1.1 Motivation

Reinforcement learning (RL) is an area of machine learning that enables an agent to
learn to solve sequential decision-making problems by trial-and-error. It considers
an agent situated in an environment. At each time step the agent takes action ac-
cording to the current state and receives a numerical reward from the environment.
The reward encodes the success or failure of an action’s outcome. Actions that lead
to better results receive higher rewards, while actions that lead to worse results
receive lower rewards or even punishments (negative reward). The strategy that
the agent uses to select actions at each state is called a policy. While interacting
with the environment, the RL system learns to solve a given task by finding an
action selection policy that maximizes the accumulated reward([1]).

In recent years, the combination of RL with deep learning techniques (deep
RL) has become increasingly popular and has shown great success in a variety of
fields from robotics [2, 3, 4], human-robot interaction [5, 6], self-driving car [7]
to recommended system [8] and finance ([9]). The advances in deep learning using
neuronal networks allow RL agents to learn directly from raw perceptual inputs (like
images) without any hand-designed features or domain heuristic. Several notable
works of deep RL in games have attaining superhuman performance in playing Atari
[10], reaching human-level performance in playing Go [11] and Poker, and beating
professional players in Starcraft II [12].

Despite its numerous successes in games, the state-of-the-art RL algorithms still
suffer from many issues when applied to real-world tasks such as robotic control
and manipulation. Here, we summary three issues that we think make such RL
problems particularly challenging.

The reward function
The objective of the RL algorithm is to maximize the cumulative long-term reward.
This means that the desired behavior is implicitly specified by the reward function.

3
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The reward function must precisely reflect how one behavior outperforms another
in terms of completing a given task. Otherwise, it is not possible to determine how
to improve the policy.

In game environments, we often receive instant feedback, such as a running
point, collected gold, and the number of monsters killed, indicating how good or
bad we have performed in a short period of time or even at every step. However,
in many robotic tasks, it is more natural to provide a reward when the task is
completed [13, 14]. For example, when training a strategy to pour water from a
bottle into a cup, it is easier to detect whether the water is in the cup than to
determine how much each action contributes to the final success or failure of the
task. Therefore, generating a reward function to provide meaningful immediate
feedback is challenging [15]. In addition to the need of providing intermediate
rewards, finding a good trade-off between different factors that best satisfy the
requirements of the task is another essential issue. For instance, making a robot
run fast may reduce the time to complete the task, but it consumes more energy
and has the risk to damage the robot. When the optimal behavior is constrained by
multiple factors, the reward function may end up in a complicated form ([16, 17])
and needs to be carefully tuned for many iterations to find a good balance between
policy training and task performance. It requires both RL expertise and domain-
specific knowledge of the task at hand to engineer a reward function to describe
the optimal behavior.

In the literature, there are many approaches that deal with problems related to
the less informative reward function in RL. One of the most intuitive solution is
reward shaping [18, 19, 20], where a function containing expert heuristic knowledge
is added to the original reward function to speed up the learning process. An-
other family of approaches provides an intrinsic motivations to the agent, which
encourages the agent to keep exploring the state space when the extrinsic reward
from the environment is absent. Well-known intrinsic rewards include: the state
prediction error [21, 22, 23] and state-visitation counts [24, 25, 26], which estimate
the novelty of a state and encourage the agent to move to less visited states; and
the empowerment [27, 28], which measures how much control an agent has over its
environment and drives the agent to go through states with diverse outcomes. The
inverse reinforcement learning is also a promising alternative to reward shaping,
where we can learn the reward function from a set of expert demonstrations, and
avoid manually specifying the function [29, 30, 31].

The sample inefficiency

Real-world robotic tasks typically have complex system dynamics and a high-
dimensional observation and action space. At the same time, unlike supervised
learning task, in which we have access to consistent labels, the RL algorithm re-
lies on indirect, noisy, and sometimes absent rewards, which significantly increases
the number of samples needed to learn a good mapping from observation to ac-
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tion. However, collecting interactive data in the real world is expensive. There are
several challenges to data collection and training for real-world robotic systems.

• The dynamics of a robot may change over time due to many factors like
temperature and motor wear. Thus, the samples collected in the past may
not cover the real dynamics of the current system.

• The data collection is time-consuming. We need to wait for the robot to
perform an action and cannot speed this up. Some tasks even require human
supervision, e.g., putting the target object back on the table during a picking
task, making the procedure even slower.

• Safety issues also need to be considered when exploring the states for discov-
ering better actions. It is nearly impossible to have RL agents explore and
learn from scratch in a real-world environment.

The RL methods require a large amount of data to achieve reasonable performance.
Due to the low sample efficiency, many algorithms are limited by the simulations,
and are difficult to deploy to a real-world system.

There are some ways to improve the sample efficiency of policy training algo-
rithms. For instance, we can train a policy in simulation and transfer the trained
policy to the real environment through few-shot learning [32, 33]. However, these
methods need high-fidelity simulators which are challenging to design. Off-policy
training, as opposed to on-policy, is another approach to improve the sample effi-
ciency of the learning algorithms. In on-policy approaches, each update requires
collecting new samples from the environment. The learning process becomes ex-
pensive with increasing task complexity, as more updates are required to learn an
efficient policy [34, 16, 35]. In off-policy approaches on the other hand, we keep a
history buffer and reuse past experience, which is more efficient in using samples
[36, 37]. However, one major challenge in off-policy methods is the shift between
the train and test data distributions [38]. In other words, the policy is trained on
one distribution and evaluated on a different one since the trained policy would
take different actions and visit novel states. Model-based reinforcement learning is
another promising approach to improve the sample efficiency of policy training al-
gorithms [39, 40, 41, 42, 43]. However, a major challenge in model-based RL is that
it can be extremely challenging to learn an accurate model especially with high-
dimensional visual data [44]. Finally, another approach is to leverage hierarchical
RL to learn multiple levels of policies using the same amount of data [45, 46]. The
lower-level policies are shared across different tasks, and the higher-level policies
are trained to select which lower-level policies to execute.

The ability to generalize
A desirable characteristic of an intelligent agent is the ability to operate in diverse
environments, including ones that have never been visited before. For example, a
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policy trained to pour water into a black mug should also perform well on a different
mug, under different lighting conditions, with different viewpoints and backgrounds.
It is particularly important for a real-world system to interpolate training tasks
to similar ones and handle unseen situations. However, many RL algorithms are
trained and evaluated on a fixed environment. Although it is possible to learn a
policy to solve a complex task, there is a risk of overfitting it to the training data
and failing on tasks with even subtle changes in the environment [47].

Prior work has considered mainly two different approaches to address the lack
of generality in policy training. The first approach learns the perception layers of
the network separately in simulation, and then transfer it to real-world scenarios
[48, 49, 50, 51]. The domain-shift between the real-world data distribution and
the simulated distribution is compensated by generating a wide range of data with
significant appearance variation in simulation. The second approach trains the
policy with a number of auxiliary losses on the perception layers [52]. The auxiliary
losses are used to find a relevant representation of the states of the tasks. Typical
auxiliary objectives include identifying objects of interest in the scene [53, 54],
reconstructing the input in an autoencoder architecture [55, 14], and predicting the
next state based on the current state and the applied action [56, 57].

The contents of the thesis

We introduce a set of approaches to address these issues from the perspective of
data-efficient policy learning and adaptation. We propose first to learn a set of
prior policies from related tasks and then adapt the prior policies to the target
task, rather than learning the challenging target task from scratch. In the thesis,
we focus on the following two scenarios.

• In the first scenario, we train the prior policies in less complicated variations of
the target task (papers A and B). We construct these variations by simplifying
the configuration in the target environment (e.g., the number of obstacles
in the scene) to make the policies easier to train and provide insights into
the target task. Our goal is to use the data collected from prior policies to
accelerate the learning process of the target task, such that fewer interactive
data or even no interactive data are required from the target environment.

• In the second scenario, we deal with cases where the exact target task is not
available during training (papers C and D). Instead, we have access to the
distribution of tasks, where the target might be drawn (i.e., a distribution
of robot with different arm length). In this case, we train a meta-policy on
tasks sampled from the distribution to capture the common structure shared
across different tasks in the distribution. At testing time, our goal is to
adapt the meta-policy to a given target task by interacting with the target
environment for a few iterations or with a few demonstration trajectories
without interaction.
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In our approach, we avoid reshaping the reward function by providing a training
environment consisting of simple and complex variations of the target task settings.
We obtain optimal trajectories in simple tasks with the original reward functions
and use the data to guide the training in complex tasks. We improve data effi-
ciency by learning the most data-demanding stage from less complicated tasks and
explicitly training our policies to be quickly adapted to new tasks. The amount of
required interactive data in the target environment are greatly reduced. Moreover,
we improve the generalizability of our policies by training jointly with multiple
tasks. It encourages the model to build features that are useful for a range of tasks,
thus reducing overfitting and improving generalizability.

1.2 Thesis outline

The remainder of the thesis consists of two parts. In the first part of the paper, we
provide the necessary preliminaries and backgrounds to understand the included
papers (Chapter 2), summarize the included papers (Chapter 3), and conclude the
thesis (Chapter 4). In the second part of the thesis, we attach the included papers.

1.3 List of included publications and contributions

This thesis is a compilation of three previously published papers [58, 59, 60] and
one pre-print of our recent work [61]. In this section, we list the included papers
and contributions.

(A) Chen, X., Ghadirzadeh, A., Folkesson, J., Björkman, M. and Jensfelt, P.,
2018, October. Deep reinforcement learning to acquire navigation skills for
wheel-legged robots in complex environments. In 2018 IEEE/RSJ Interna-
tional Conference on Intelligent Robots and Systems (IROS) (pp. 3110-3116).
IEEE.

(B) Chen, X., Ghadirzadeh, A., Björkman, M. and Jensfelt, P., 2019. Adversarial
Feature Training for Generalizable Robotic Visuomotor Control. In 2020 IEEE
International Conference on Robotics and Automation (ICRA) (pp. 1142-
1148). IEEE.

(C) Chen, X., Ghadirzadeh, A., Björkman, M. and Jensfelt, P., 2019, Novem-
ber. Meta-Learning for Multi-objective Reinforcement Learning. In 2019
IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS)
(pp. 977-983). IEEE.

(D) Ghadirzadeh1, A.*, Chen, X.*, Poklukar, P., Finn, C., Björkman, M. and
Kragic, D., 2020. Bayesian Meta-Learning for Few-Shot Policy Adaptation
Across Robotic Platforms, arxiv preprint.
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In paper (A), (B), and (C), the Ph.D. student devised the methodologies, im-
plemented the algorithms, and performed the experiments. The research question
is formulated together with Dr. Ghadirzadeh, and he also helped in writing the
introduction and method section of the paper. In paper (D), the Ph.D. student
implemented the algorithms and performed the experiments. The question formu-
lation and algorithm design were done jointly with Dr. Ghadirzadeh. The paper
is written by Dr. Ghadirzadeh. In all of the publications, the supervisors reviewed
and commented on improving the papers.

1.4 List of publications not included in the thesis

(E) Schilling, F., Chen, X., Folkesson, J. and Jensfelt, P., 2017, September. Geo-
metric and visual terrain classification for autonomous mobile navigation. In
2017 IEEE/RSJ International Conference on Intelligent Robots and Systems
(IROS) (pp. 2678-2684). IEEE.

(F) Klamt, T., Rodriguez, D., Baccelliere, L., Chen, X., Chiaradia, D., Cichon, T.,
Gabardi, M., Guria, P., Holmquist, K., Kamedula, M. and Karaoguz, H., 2019.
Flexible Disaster Response of Tomorrow: Final Presentation and Evaluation
of the CENTAURO System. IEEE robotics & automation magazine, 26(4),
pp.59-72.

(G) Ghadirzadeh, A.*, Chen, X.*, Yin, W., Yi, Z., Björkman, M. and Kragic, D.,
2020. Human-centered collaborative robots with deep reinforcement learning.
arXiv preprint arXiv:2007.01009.

(H) Chen, X.*, Gao, Y.*, Ghadirzadeh, A., Castellano, G. and Jensfelt, P., 2019.
Skew-Explore: Learn faster in continuous spaces with sparse rewards.

In paper (E), the Ph.D. student performed the experiments. The question for-
mulation, paper writing, algorithm design, and implementation were done jointly
with another student, Fabian Schilling. In paper (F), the Ph.D. student was respon-
sible for the terrain classification component. The question formulation, paper writ-
ing, algorithm design, and implementation were done jointly with Dr. Karaoguz.
In paper (G), the Ph.D. student implemented the algorithms and performed the
experiments. The question formulation and algorithm design were done jointly with
Dr. Ghadirzadeh. The paper is written by Dr. Ghadirzadeh. In paper (H), the
Ph.D. student implemented the algorithms and performed the experiments. The
question formulation, method design, and paper writing were done together with
another Ph.D. student, Yuan Gao. Dr. Ghadirzadeh helped in writing the intro-
duction section. In all of the publications, the supervisors reviewed and commented
on improving the papers.



Chapter 2

Background

In this chapter we provide preliminaries and scientific background to fully under-
stand the included papers. We start from the definition of the policy training prob-
lem in RL, the concept of transfer learning and meta-learning. Then, we present
our task settings to data-efficient policy transfer between domains and few-shot
policy adaptation to new tasks.

2.1 The Policy Training Problem

A policy is a state-to-action mapping that defines how an agent behaves in different
situations. The objective of RL system is to obtain an action-selection policy that
performs a given task successfully. In RL, a task is defined as a Markov Decision
Process (MDP). It consists of five elements (S,A,P,R, γ). S is the state space,
representing the configurations of the agent itself and its surrounding environment;
A is the action space, defining how the agent interacts with the environment; P :
S × A × S → [0, 1] is the transition function, showing what will be the next state
after performing an action; R : S×A×S → R is the reward function, indicating the
performance of an action to complete the task; and γ is the discount factor, used
to compute the accumulated long-term reward. The policy π(a|s) : S × A → [0, 1]
is a mapping from states to actions that defines how an agent selects actions.
For stochastic policies, π(a|s) is a probability distribution over all possible actions.
There are also deterministic policies, where a = π(s). In the thesis, we only consider
stochastic policies.

In episodic tasks, the agent starts from an initial state s0 sampled from the
initial state distribution p(S0). At each time step t, the agent draws an action at
from π(a|st) and executes it. The agent moves from state st to state st+1 according
to the transition probability P(st+1|st, at). After each executed action, a reward rt
is given by the function R(st, at, st+1). The episode terminates and resets after a
maximum length ofH. The episode may terminate earlier if it reaches a termination
state. In non-episodic tasks, the maximum trajectory length H =∞.

9
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A trajectory τ is the collection of a sequence of state, action and reward tuples,
from time step t = 0 to a maximum time step t = H, τ = {(si, ai, ri)}. The
probability of a trajectory given a stochastic policy π is:

p(τ |π) = p(s0)
H∏
t=1
P(st+1|st, at)π(at|st) (2.1)

To evaluate the performance of a sampled trajectory, we define the return as
the accumulated long-term reward. For every state st in a trajectory, we compute
the return as:

Rτ (st) =
H∑
t′=t

γt
′−trt′ . (2.2)

The policy training problem is then defined as finding an action policy such that
the expected return Eτ∼P (τ |π)[Rτ (st)] over states is maximized. In the next section,
we introduce the concept of transfer learning and describe how we transfer optimal
policies trained for other tasks to a different target task.

2.2 Policy Transfer Between Domains

Transfer learning
A common assumption in many machine learning algorithms is that the training
and testing data is in the same space and have the same distribution. When the
distribution changes, we need to rebuild the model from scratch using newly col-
lected data from the testing distribution. Even though we are able to train deep
neural networks using a large amount of labeled data to learn complex mappings
for input to output, in many real-world applications, the access to the amount of
data required to train a model from scratch is not always available. The ability to
transfer knowledge from previously learned tasks to a new one is important. Trans-
fer learning is a research problem in machine learning that focuses on reusing the
knowledge gained while solving one task and applying it to a related task. The data
domains, tasks, and distributions involved in the two tasks can be different. For
example, we could train a model to recognize apples using the knowledge encoded
in a classifier trained for recognizing citrus. Transfer learning is needed when the
data in the target domain is rare, inaccessible or too expensive to collect and label.

Sharing knowledge between training and target domains can be achieved in
different forms. A simple idea is to assign weights to the training data to reduce
the divergence of the distribution between the two domains [62, 63, 64]. Another
commonly used approach is to share part of the network parameters (such as the
feature extraction layers) learned from the training samples to the target model [65,
66]. We could also map the two domains to another space where data distributions
become similar [67, 68, 69], or learn to extract features that are shared between the
two domains [70, 71, 72, 73].
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In the following, we first provide the notations and definitions of transfer learn-
ing in supervised learning tasks; then, we introduce two common approaches in
transfer learning which are also used in paper (A) and (B); and finally, we present
our task settings of the policy transfer problems between domains in paper (A) and
(B).

Notations and definitions of the transfer learning problem

In transfer learning, a domain is represented by D = {X , P (X)}, where X is the
feature space, and P (X) is the marginal probability with X = {x1, x2, ...xn} ∈ X .
A task is represented by T = {Y, f(y|x)}, where Y is the label space, and f(y|x)
is a mapping learned from the training data consisting of pairs xi ∈ X and yi ∈ Y.

Given a source domain DS = {XS , PS(X)} with the corresponding source task
TS = {YS , fS(y|x)}, as well as a target domain DT = {XT , PT (X)} and the target
task TT = {YT , fT (y|x)}, where DS 6= DT or TS 6= TT , the objective of the trans-
fer learning is to efficiently obtain the target conditional probability distribution
fT (y|x) in DT and TT with the information gained while learning fS(y|x) in DS
and TS . In most cases, DS contains more samples than DT .

Domain randomization

Domain randomization is a technique to improve the generalizability of a model to
a test domain by randomizing the non-essential aspects of the training domain. It
has been widely used to close the gap between the simulation and real-world by
generating synthetic data with sufficient variation, such that the model can process
the realistic data as a variation of the simulated data. Domain randomization
techniques have been applied to a varieties of tasks, such as object detection [74,
75, 48], image segmentation [76, 77], robotic manipulation [78, 79], and collision-free
navigation [49, 80]. The commonly uses aspects for rendering includes appearance
of objects (shape, color and texture), configuration of objects (number, position
and orientation), lighting condition, background images and hardware parameters.

Domain adaptation

Domain adaptation applies to a particular case of transfer learning, where the source
and the target share the same task, but have a distribution change or domain shift
between the data. The goal is to use labeled data in the source domain, to learn a
model for unseen or unlabeled data in a target domain. In general, we assume that
the source domain is related to the target domain, but not identical. In [81], the
domain adaptation is split into two main categories based on the type of divergences:
homogeneous and heterogeneous domain adaptation. In the homogeneous setting,
the data between the two domains share the same space (XS = XT ) but have
different data distribution (PS(X) 6= PT (X)). For example, the source domain
contains pictures taken in the summer and the target domain contains pictures
taken in the winter. In the heterogeneous setting, the data space is not equal
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(XS 6= XT ), however, they can be projected to an intermediate domain, which is
more related to the source and target domains than their direct connections. For
example, we can describe an image using both texts and voice. The inputs are in
totally different domains, but they share the same concept, which is the contents
of the image. In the thesis, we only consider homogeneous domain adaptation.

The key to domain adaptation is to find a representation which can diminish the
shift between the source and target domains. In many works, people try to achieve
this by learning features that minimize a distance measure of the two distribu-
tions. The most commonly used distance measure includes: the maximum mean
discrepancy (MMD) [73, 82, 68], the correlation alignment (CORAL) [83, 84, 85],
and the KullbackLeibler (KL) divergence [86]. Another group of approaches re-
lay on the adversarial training to find domain-invariant feature representations
[72, 87, 88, 70, 89, 90]. In this case, a discriminator is trained to classify whether
a feature is extracted from the source or target data, and the model is encouraged
to generate features which are not distinguishable by the discriminator. A more
comprehensive survey can be found in [81, 91, 92].

Transferring source policies to a target task

In paper (A) and (B), we assume that we have access to one or several uncompli-
cated versions of the target task, and we are able to learn optimal policies for these
tasks. We construct the uncomplicated tasks (source domain) as variations of the
target task (target domain) by simplifying configurations in the target environment,
such as the number of obstacles or visual clutter in the scene. Our goal is to learn
a policy for the target task with less interactive data, by utilizing samples collected
in the uncomplicated tasks.

In our setting, we have access to a target domain task MT = (ST ,A,P,R, γ),
and a set of source domain tasks {Mi}, where Mi = (Si,A,P,R, γ). All tasks
share the same action space, transition function, reward function and discount
factor, but have different state spaces. In the source domain, we have a set of
pre-trained policies Π = {π0, π1, ..., πn}, each πi(a|s) optimizes the task defined by
Mi.

The optimal policies denote the best action that the agent should execute at a
given state, so that the best action can be seen as the label to the corresponding
state. From this perspective, we construct the source domain by sampling a large
set of state-action pairs from all source tasks using the pre-trained policies. The
source domain is then represented by DS = {SS , PS(S)}, where SS is the union of
all Si, and P (S) is the probability distribution of the sampled data. The source task
is represented by TS = {A, fS(a|s)}, where A is the action space, and fS(a|s) is the
mapping from states to the optimal actions of all sampled data. Similarly, the target
domain is defined as DT = {ST , PT (S)}, with the target task TT = {A, πT (a|s)}.
The πT (a|s) is the policy we want to obtain. The policy transfer problem in RL is
therefore converted to a transfer learning problem in supervised learning.
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When transferring the policy, the algorithm may or may not have full access to
the target environment. In paper (A), we are able to collect trajectories and receive
rewards from the target environment by running the policy online, while in paper
(B), we only have a set of pre-collected states from the target environment with no
corresponding rewards. In paper (A), we apply the domain randomization technique
to improve the versatility of the training samples in the source domain, and fine-
tune the policy in the target domain. In paper (B), we follow the domain adaptation
approach using adversarial training, to find a shared feature representation between
the source and the target domains. The learned policy can be applied directly in
the target task without further training.

2.3 Policy Adaptation Using Meta-Learning

Meta-learning
Deep learning algorithms typically require large amounts of data to achieve good
performance. However, humans can learn a new concept well enough from just
a few examples. For instance, a child can tell the difference between birds and
other animals after seeing a few pictures of birds. In contrast to machine learning
models, which are typically trained to solve specific tasks, humans learn richer
representations from numerous tasks and can use them to solve new ones ([93]).
Meta-learning or "learning to learn", is a method that intends to obtain a meta-
model that is capable to rapidly adapt or generalize to a new task using only a
few training samples or trials. To accomplish this, the meta-model is trained to
learn the common representation among a set of tasks that can make generalizable
inferences with small amounts of data from each task [94].

Meta-learning approaches can generally be categorized into three groups: the
metric-learning approaches, the black-box approaches, and the optimization-based
approaches [95]. The metric-learning approaches compare and predict the label of
samples in a learned metric space. For example, the siamese network [96] learns
to predict whether two training samples are from the same class. At test time,
it compares the testing sample with the training samples and chooses the label
with the highest score. Other approaches learn an embedding function and project
training samples to the feature space and perform weighted nearest neighbor in
the embedded space to predict the label of a testing point [97, 98]. The black-
box approaches train a deep neural network, such as an LSTM or a neural Turing
machine, to take the training samples and predict their labels sequentially [99, 100].
The model processes the test sample and generates its label after the training
data. Optimization-based methods aim to design an optimization procedure to cope
with a small number of training samples or optimization steps [101, 102, 103, 104].
Most of these methods interoperate using a two-level optimization loop, where
the inner-loop optimizes the meta-model towards a given task, and the outer-loop
learns the common representation among different tasks that can make generalizable
inferences with small amounts of data [94].
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We build our approaches of paper (C) and (D) on the framework of Model-
agnostic meta-learning for fast adaptation of deep networks (MAML [101]), which
is a gradient-based meta-learning algorithm that can adapt quickly with standard
gradient descent. In the following, we introduce the definitions and notations of
the MAML framework, and describe our problem settings of papers (C) and (D).

Policy training and adaptation using MAML
In meta-RL, we consider a distribution of tasks ki ∼ P (T ), where each task ki =
(Si,Ai,Pi,Ri, γi) is a different MDP, with state space Si, action spaceAi, transition
probability Pi, reward function Ri and discount factor γi. The objective of MAML
is to find a set of parameters θ for a policy πθ(a|s), which are sensitive to the
changes of a task. When we optimize the policy in the direction of the gradient of
the loss given by a task drawn from P (T ), even a small change in the parameters
can produce a large improvement on the loss function of the given task ([101]).

When adapting to a task ki, we update the policy parameter vector θ to θ′i
using one or more gradient decent on the loss of task ki. For each update, we
collect trajectories by running the policy πθ in the environment of task ki, and
compute the loss to maximize the return Rki,τ as:

Lki,θ = −Est∼τ,τ∼P (τ |πθ)[Rki,τ (st)]. (2.3)

The updated parameter θ′ of one gradient decent is computed as:

θ′i = θ − α5θ Lki,θ, (2.4)

where the step size α is a hyper-parameter.
The parameter θ is updated by optimizing the performance of πθ′

i
across tasks

sampled from P (T ). To perform such updating, we collect trajectories one more
time for each sampled task using the policy πθ′

i
with updated parameters θ′i. The

loss function of updating the meta-policy is computed as:

Lmeta =
∑

ki∼P (T )

Lki,θ′
i

(2.5)

An example of performing the meta-optimizating across tasks via stochastic gradi-
ent descent (SGD) is as follows:

θ ← θ − β 5θ Lmeta, (2.6)

where β is the meta step size.

Task settings in paper (C)
In paper (C), we address a multi-objective reinforcement learning problem (MORL),
where several, possibly conflicting objectives are involved in the reward function. In
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this case, it is not possible to find one single policy that optimizes all the objectives.
Instead, we need to learn a number of policies, each optimizes a different preference
of the objectives. We formulate it as a meta-learning RL problem, where the goal
is to find a meta-policy which can be efficiently adapted to any given preference of
objectives, and achieve a higher performance than directly training the policy with
the given preference.

We assume that the reward r is a weighted sum of multiple objectives with a
vector wi ∼ P (W ),

Rwi = wi1r1 + wi2r2...+ wiM rM (2.7)

where M is the number of objectives, and
∑M
m=0 wim = 1. The task distribution

P (T ) is the same with P (W ). Each task ki is an MDP (S,A,P,Rwi , γ), and all
tasks share the same state/action space, transition function and discount factor,
but with reward functions parameterize using different weights.

In paper (C), we first learn a meta-policy using MAML from the training task
distribution over the preferences, and then adapt the meta-policy to a target task
by fine-tuning it to optimize a given preference.

Few-shot policy adaptation

Using MAML, we are able to adapt the meta-policy to a new task in few iterations
of gradient updates. However, for each iteration, interactive data are required from
the environment. In the following, we introduce the formulation that allows policy
adaptation using only a few data points.

In the few-shot adaptation case, we assume that we have access to a set of tasks
{ki} sampled from our task distribution P (T ). For each task ki = (Si,Ai,Pi,Ri, γi),
we have a pre-trained policy πki(a|s). We use the pre-trained policies to construct
a meta-train dataset {Dki}, where each Dki = {Ski , Aki} consists of a set of states
Ski = {sj} sampled form the state space of task ki with the corresponding optimal
action set Aki = {aj}, where aj ∼ πki(a|sj) which maximize the the accumulated
reward defined in ki. Similar to what we have discussed in section 2.2, the action
aj ∈ Aki is used as a label for state sj ∈ Skj . We can also construct the meta-train
dataset by providing human demonstrations or using other optimization methods.
The loss function of equation 2.3 becomes:

Lki,θ = −Esj ,aj∼Dki [logπθ(aj |sj)], (2.8)

The rest of the parameter updating process is the same as for the RL case. The
only difference is that, instead of running the policy to collect another batch of
interactive data, we directly sample the data from Dki .

For a novel task knov ∼ P (T ) where knov = (Snov,Anov,Pnov,Rnov, γnov),
our goal is to obtain an optimal policy πnov that maximizes the accumulated re-
ward of task tnov, by providing only a few demonstration data points in Dnov =
{Snov, Anov}. When adapting the meta-policy to a novel task, we update the policy
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parameters using the gradient computed from the data point in Dnov.

θnov = θ − α5θ Lknov,θ, (2.9)

Uncertainty in few-shot samples

The meta-learning method learns how to quickly adapt to a new task using a small
amount of data. However, a critical challenge in the few-shot learning setting is
the task ambiguity. There might not be enough information in the small number
of samples to obtain an accurate single model for the new task [105]. For example,
we want to adapt the meta-policy to a new robot platform to perform a given task
by providing only five successful trajectories of the new platform. However, from
the five trajectories, we cannot accurately determine the structure of the platform,
and therefore, we are not able to provide a single model that can be applied to the
new platform. Instead, it is desired to produce a distribution of possible solutions
for the task and select the preferable one by requesting additional data or asking
for human supervision.

To incorporate such task ambiguities to the learning structure, different proba-
bilistic frameworks based on MAML [105, 106, 107] were introduced as well as the
Bayesian meta learning frameworks [108, 109, 110]. However, most of these methods
model the uncertainty in high-dimensional model parameter spaces, which hinders
the search for the final model through a further optimization process. In paper
(D), we introduce a probabilistic meta-learning algorithm build upon MAML, that
models the task uncertainty with a low-dimensional task embedding learnt from
the few-shot samples. We propose to assign a distribution over the task embedding
to cope with the task ambiguities inherent in few-shot learning settings, such that
multiple solutions can be generated from the same samples.

We encode the input few-shot samples sj , aj ∼ Dki to a meta-task latent variable
z, and use a network generative model pϕ(φ|z), parametrized by ϕ to generate the
high dimensional meta-parameters φ from a given representation z. The model
parameter φ is equivalent to the meta-parameter θ in normal MAML. The different
is that, in MAML the initial meta-parameter is shared across all tasks, but in our
method, we generate different initial meta-parameter that are well-suited for each
few-shot data. The variable z is sampled from a variational distribution qψ(z|sj , aj),
parametrized by ψ. The qψ is a Gaussian distribution. Similiar to equation 2.8, we
use the following loss function to optimize the meta-model towards a given task:

Lki,φ = −Eφ∼pϕ(φ|z),z∼qψ(z|sj ,aj),sj ,aj∼Dki [logπφ(aki |ski)], (2.10)

and we update the parameter φ using equation:

φ′i = φ− α5φ Lki,φ. (2.11)
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The task encoder qψ and the network generative pϕ are optimized by maximizing
the following variational lower bound:

max
ϕ,ψ

∑
ki∼P (T ),sj ,aj∼Dki

Lki,φ′
i
−DKL(qψ(z|sj , aj)||p(z)) (2.12)

where p(z) is the prior over the meta-task latent variable z.

Task settings in paper (D)
In paper (D), we address the challenging problem of how to adapt an action-
selection policy to a new robotic platform to perform a given manipulation task,
by providing only a few demonstrations of motion trajectories on the target robot.
We formulate it as a few-shot probabilistic meta-learning problem and model the
uncertainty arising from the few-shot setting with a low-dimensional latent vari-
able. In paper (D), we generate 400 different robots to perform a reaching task in
simulation as our training tasks. The robots are created by adjusting the mechan-
ical parameters of four 7 degree-of-freedom robotic platforms; ABB YuMi, Kinova,
Franka Emika and Baxter. We train the meta model from the meta-train dataset,
and then adapt the model to a novel robot platform by providing five demonstration
trajectories of the novel platform.





Chapter 3

Summary of Papers

In this chapter, we provide a short summary of our publications that are included
in this thesis.

A Deep Reinforcement Learning to Acquire Navigation
Skills for Wheel-Legged Robots in Complex
Environments

In this paper, we developed a method to train action selection policies to acquire
navigation skills for wheel-legged robots using deep reinforcement learning. We
proposed to train several secondary policies, each to acquire a certain behavior
(e.g., slimming the body to pass narrow corridors or lifting to cross over obstacles),
and then combine them to train the primary policy which solves the navigation
tasks. Furthermore, we introduce a domain randomization technique to efficiently
learn to attend task-relevant aspects of the sensory observations without further
interactive training using RL.

We demonstrated that our proposed method improves the performance of the
RL agent to overcome difficulties with reward sparsity, credit assignment problem,
and data inefficiency. Our experiment results showed a significant improvement in
terms of success rate, robustness against irrelevant sensory data, and the quality of
the maneuver skills.

B Adversarial Feature Training for Generalizable Robotic
Visuomotor Control

In this work, we demonstrated that by using adversarial training for domain trans-
fer, it is possible to train visuomotor policies based on RL frameworks, and then
transfer the acquired policy to other novel task domains. We proposed to lever-
age the deep RL capabilities to learn complex visuomotor skills for uncomplicated
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task setups, and then exploit transfer learning to generalize to new task domains
provided only still images of the task in the target domain.

We evaluated our method on two real robotic tasks, picking and pouring, and
compared it to a number of prior works. Our empirical analysis demonstrated that
our method outperforms prior work with a good margin in terms of task success
rate and generalizability to unseen tasks.

C Meta-Learning for Multi-objective Reinforcement
Learning

Multi-objective reinforcement learning (MORL) is the generalization of standard
reinforcement learning (RL) approaches to solve sequential decision making prob-
lems that consist of several, possibly conflicting, objectives. Generally, in such
formulations, there is no single optimal policy that optimizes all the objectives si-
multaneously. Instead, a number of policies have to be found, each optimizing a
preference of the objectives. Different from our works using domain randomization
or adaptation, where we learn a separate solution per task, in this paper, we learn
a meta-policy, a policy that simultaneously trained with multiple tasks sampled
from a task distribution. In other words, the MORL is framed as a meta-learning
problem, with the task distribution given by a distribution over the objectives.

We evaluated our method on obtaining Pareto optimal policies using a number
of continuous control problems with high degrees of freedom. We demonstrated
that our method results in a better approximation of the Pareto optimal solutions
in terms of both the optimality and the computational efficiency.

D Bayesian Meta-Learning for Few-Shot Policy Adaptation
Across Robotic Platforms

Reinforcement learning methods can achieve significant performance but require
a large amount of training data collected on the same robotic platform. A policy
trained with expensive data is rendered useless after making even a minor change to
the robot hardware. In this paper, we address the challenging problem of adapting
a policy, trained to perform a task, to a novel robotic hardware platform given only
few demonstrations of robot motion trajectories on the target robot. We formu-
late it as a few-shot meta-learning problem where the goal is to find a meta-model
that captures the common structure shared across different robotic platforms such
that data-efficient adaptation can be performed. We achieve such adaptation by
introducing a learning framework consisting of a probabilistic gradient-based meta-
learning algorithm that models the uncertainty arising from the few-shot setting
with a low-dimensional latent variable. We experimentally evaluate our framework
on a simulated reaching and a real-robot picking task using 400 simulated robots
generated by varying the physical parameters of an existing set of robotic plat-
forms. Our results show that the proposed method can successfully adapt a trained
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policy to different robotic platforms with novel physical parameters and the superi-
ority of our meta-learning algorithm compared to state-of-the-art methods for the
introduced few-shot policy adaptation problem.





Chapter 4

Conclusions

This thesis is composed of a collection of articles that present methods to address is-
sues related to the reward function, sample efficiency, and generalizability in robotic
RL tasks, from the perspective of data-efficient policy learning and adaptation.

We have first addressed the topic of transferring policies trained from related
tasks to a given target task. The related tasks are constructed from the target task
by randomizing non-essential aspects of the training environment that do not affect
the validity of the optimal behavior. We acquired multifaceted skills by learning
manageable behaviors in the related tasks based on RL frameworks and adapted
the learned skills to the target task using transfer learning techniques. We applied
our methods to a navigation task and a manipulation task, and demonstrated that
we are able to obtain the optimal policy with less or even no interactive data in the
target environment. In the future, we plan to continue our work in environments
that require more challenging prior skills, such as adding obstacles with irregu-
lar shapes, using uneven terrains, and dealing with objects with special grasping
positions. We are also interested in applying our methods to sim-to-real transfer
problem that learns the prior policies completely in simulation and then transfer
to real platforms.

In paper (C) and (D), we have discussed the topic of few-shot policy adaptation
using meta-learning. In this topic, we considered the case where the exact target
task is not known while training, we only have access to a set of training tasks that
are drawn from the same family of problems with the target tasks. We framed this
problem as a few-shot meta-learning problem, and aimed at training a meta-model
that enable rapid adaptation to a novel target task. In paper (C), we applied our
method to a multi-objective reinforcement learning problem where several, possibly
conflicting objectives were involved in the reward function, making it impossible to
find one single policy that optimizes all the objectives. We learned the meta-policy
from the training task distribution given by a distribution over the preferences of
all objectives, and then, adapted the meta-policy to a target task by fine-tuning
it to optimize a given preference. We evaluated our algorithms in a number of
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continuous control problems with high degrees of freedom, and demonstrated supe-
rior performance compared to the prior works in terms of both the data-efficiency
and the final performance. In paper (D), we addressed the challenging problem
of adapting a policy to an unseen robot platform to perform a manipulation task,
by providing only a few demonstrations of motion trajectories. We formulated
it as a few-shot probabilistic meta-learning problem, and presented a probabilistic
gradient-based meta-learning algorithm to model the uncertainty caused by the few-
shot setting. Our experiment results demonstrated superior performance compared
to prior works on different target robots. In future work, we plan to investigate
out-of-distribution situations where the target task remains relevant to the training
task but does not come from the training distribution. We are also interested in
evaluating our approach on more complicated control or manipulation scenarios
that use multiple types of platforms.
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