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Abstract

This thesis contains results on high dimensional integration with
two papers, paper I and paper II, presenting applications in machine
learning and two papers, paper III and paper IV, presenting applica-
tions to molecular dynamics.

In paper I we present algorithms based on a Metropolis test for
training shallow neural networks with trigonometric activation func-
tions. Numerical experiments are performed on both synthetic and
real data. The trigonometric activation function gives access to the
Fourier transform and its inverse transform. The algorithms gives
equidistributed amplitudes.

In paper II we derive smaller generalization error for deep residual
neural networks compared to shallow ones. An algorithm that builds
the residual neural network layer by layer based on an algorithm from
paper I is presented both as a stand alone algorithm as well as a pre-
step for a global optimizer like Stochastic gradient descent or Adam.
Numerical test are performed with promising results.

In paper III we make use of the semiclassical Weyl law to show
that canonical quantum observables can be approximated by molecular
dynamics with an error rate proportional to the electron-nuclei mass
ratio. Numerical experiments are presented that confirms the expected
theoretical result.

In paper IV we consider canonical ensembles of molecular systems.
We propose four numerical algorithms for efficient computation of the
canonical ensemble molecular dynamics observables. The four algo-
rithms can each be efficient in different situations. For example in
low temperatures we can make use of the fact that the lowest elec-
tron energy levels contributes most to the observable. The work is an
extension of the results in paper III.
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Sammanfattning

Den här avhandlingen innehåller resultat inom högdimensionell in-
tegration med två rapporter, rapport I och rapport II, som presenterar
applikationer inom maskininlärning och två rapporter, rapport III och
rapport IV, som presenterar applikationer inom molekyldynamik.

I rapport I presenterar vi algoritmer baserade på ett Metropolis-
test för träning av grunda neurala nätverk med trigonometriska ak-
tiveringsfunktioner. Numeriska experiment utförs på både syntetisk
och riktig data. Den trigonometriska aktiveringsfunktionen ger tillgång
till Fouriertransformen och dess inverstransform. Algoritmerna ger lika
fördelade amplituder.

I rapport II härleds mindre generaliseringsfel för djupa residualnät
i jämförelse med grunda. En algoritm som bygger residualnät lager
för lager baserat på en algoritm från rapport I presenteras både som
en fristående algoritm såväl som ett försteg till en global optimerare
så som Stochastic gradient descent eller Adam. Numeriska test utförs
med lovande resultat.

I rapport III använder vi Weyls semiklassiska lag för att visa att ka-
noniska kvantobservabler kan approximeras med molekyldynamik med
ett fel som är proportionellt mot massförhållandet mellan elektroner
och atomkärnor. Numeriska experiment presenteras som bekräftar det
förväntade teoretiska resultatet.

I rapport IV betraktar vi kanoniska ensembler av molekylära sy-
stem. Vi föreslår fyra numeriska algoritmer för effektiv beräkning av
molekyldynamikobservabler i den kanonisk ensemblen. De fyra algorit-
merna kan var och en vara effektiva i olika situationer. Till exempel vid
låga temperaturer kan vi använda det faktum att de lägsta elektrone-
nerginivåerna bidrar mest till observablerna. Arbetet är en utvidgning
av resultaten i rapport III.
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1 Introduction

This thesis presents algorithms for approximating high dimensional integrals
with application to machine learning and molecular dynamics.

To compute integrals in one dimension there are many efficient and ac-
curate quadrature techniques, adaptive and non adaptive. If one wants to
compute an integral in a higher dimension than one, a quadrature rule can
be applied repeatedly exploiting the Fubini theorem. The problem then is
that the computational complexity grows exponentially with the dimension.

One way to overcome the curse of dimensionality in the field of numer-
ical integration is to make use of a Monte Carlo method. Suppose that
x1, ..., xN ∈ Rd are independent identically distributed random variables
from a distribution with probability density function p : Rd → [0,∞). De-
note x = (x1, ..., xN ) and for a given function g : RNd → R, Ep(x)[g(x)] :=∫
RNd g(x)

∏N
j=1 p(xj)dxj . For a given function f : Rd → R, the Monte Carlo

approximation

IN :=
N∑
n=1

f(xn)
Np(xn) '

∫
Rd
f(x)dx =: I

has the expected value

Ep(x)[
N∑
n=1

f(xn)
Np(xn) ]

=
∫
RNd

N∑
n=1

f(xn)
Np(xn)

N∏
j=1

p(xj)dxj

1
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=
N∑
n=1

∫
Rd

f(xn)
N

dxn
N∏
j 6=n

∫
Rd
p(xj)dxj︸ ︷︷ ︸

=1

=
∫
Rd
f(x)dx

and variance
Ep(x)[|IN − Ep(x)[IN ]|2]

= Ep(x)[|IN − I|2]
= Ep(x)[(IN − I)(IN − I)]

= Ep(x)

[(
N∑
n=1

f(xn)
Np(xn) − I

)(
N∑
m=1

f(xm)
Np(xm) − I

)]

= Ep(x)

[
N∑
n=1

(
f(xn)
Np(xn) −

I

N

) N∑
m=1

(
f(xm)
Np(xm) −

I

N

)]

= Ep(x)

[
N∑
n=1

(
f(xn)
Np(xn) −

I

N

)2]

+
N∑
n=1

N∑
m=1,m6=n

Ep(x)

[
f(xn)
Np(xn) −

I

N

]
Ep(x)

[
f(xm)
Np(xm) −

I

N

]
︸ ︷︷ ︸

=0

= Ep(x)

[
N

(
f(x)
Np(x) −

I

N

)2]

= 1
N

Ep(x)

[
f2(x)
p2(x) − I

2
]

= O(N−1)

which, we note, does not depend explicitly on the dimension d.
This introduction is divided into sections. The first part considers ma-

chine learning and the second part considers molecular dynamics. In Section
2 we present an introduction to the papers I and II. The introduction guides
the reader through some concepts of neural networks by asking questions
and presenting theory and examples. The main results include algorithms
for training shallow and deep neural networks.

The second part, starting at Section 4, introduces the reader to some
basic ideas from molecular dynamics, quantum mechanics and statistical
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physics with the purpose of giving background on paper III, and paper IV of
how molecular dynamics can be used for approximating canonical quantum
observables.

Algorithms from both the first and the second part approximates high
dimensional integrals. In the remainder of Section 1 follows two examples
of high dimensional integrals from the two main application fields touched
in this thesis, machine learning and molecular dynamics.

1.1 An example of high dimensional integrals in
machine learning

Suppose the weights ωk ∈ Rd, k = 1, ...,K are independent identically dis-
tributed random variables from a distribution with probability density func-
tion p : Rd → [0,∞). Consider a one hidden layer neural network, presented
in more detail in Section 2.1, β : Rd × RKd → R

β(x) := β(x, (ω1, ..., ωK)) =
K∑
k=1

β̂kσ(ωk · x+ bk) (1.1.1)

for σ : R→ R, β̂k ∈ R and b : RK → R. Suppose that there exists a function
α̂(ωk) such that α̂(ωk)

Kp(ωk) = β̂k and a function b(ωk) = bk for k = 1, ...,K.
Then (1.1.1) is the Monte Carlo approximation

K∑
k=1

β̂(ωk)σ(ωk · x+ b(ωk)) '
∫
Rd
α̂(ω)σ(ω · x+ b(ω))dω .

With this continuous view of the neural networks we have a high dimensional
integral for any d � 1. In Section 2.4 we present this Monte Carlo view of
the neural network when σ is a trigonometric function giving us access to
the Fourier transform.

1.2 An example of high dimensional integrals in
molecular dynamics

Suppose we have a molecular system at constant temperature with N nuclei.
The probability density function for the distribution of the system states is
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the classical Gibbs density for z ∈ R6N

p(z) = e−H(z)/T∫
R6N e−H(z′)/Tdz′

where H is the total energy and T is the temperature of the system. The
number 6 in R6N comes from 3 spatial coordinates and 3 momentum co-
ordinates. Computing any integral involving p, like an expected value or
more specifically a molecular dynamics observable, see Section 4.7, becomes
feasible in high dimension, N � 1, by using Monte Carlo methods.



2 Adaptive random Fourier features with
Metropolis sampling

2.1 A supervised learning problem
The purpose of this section is to introduce the concept of a neural network
β : Rd × CK × RKd → R and the main problem

min
(β̂,ω)∈CK×RKd

{
Eρ̃[|yn − β(xn; β̂,ω)|2] + λ|β̂|2

}
, (2.1.1)

of this and the following subsections where λ ≥ 0 is called a Tikhonov
regularization parameter. The data points {(xn, yn)}Nn=1 ∈ Rd × R are in-
dependent identically distributed samples from an unknown probability dis-
tribution with density function ρ̃. For simplicity we assume that the data is
noiseless and that there exists a function f : Rd → R such that yn = f(xn).
In Paper I we present the theory when considering noisy data as well. Here
and in the following we denote Eρ̃[g(ω, x, y)] := Eρ̃[g(ω, x, y)|ω].

Artificial neural network

We make use of the notation β̂ := (β̂1, . . . , β̂K) ∈ CK , ω := (ω1, ..., ωK) ∈
RKd and b := (b1, ..., bK) ∈ RK throughout this and the following sections.
Consider the function β : Rd × CK × RKd × RK → R defined by

β(x; β̂,ω, b) =
K∑
k=1

β̂kσ(ωk · x+ bk) (2.1.2)

where β̂k, ωk, k = 1, 2, ...,K are called weights and bk is called bias. For
ease of notation we will write β(x) := β(x; β̂,ω, b). The function β is

5
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called a one hidden layer artificial neural network or shorter just neural
network. Even though such neural networks are inspired from biological
neural networks they are different. Here the function σ : R → R is called
an activation function. The word activation comes from the fact of how
biological neurons trigger depending on received signal. If the activation
function is the so called sigmoid function σ(x) = 1

1+exp (−x) it represents the
activation of a biological neuron in the sense that it is active i.e. σ(x) ≈ 0
for x� 0 and it is inactive or σ(x) ≈ 1 for x� 0.

Trigonometric activation function

The real valued trigonometric function for x ∈ Rd

σ(x) = cos (ω · x+ b) (2.1.3)

where ω ∈ Rd and b ∈ R are random variables and its complex valued
counter part

σ(x) = exp (iω · x) (2.1.4)
where ω ∈ Cd is a random variable are called Random Fourier features.

Rahimi and Recht first introduce Random Fourier features in [RR08]
as a computationally fast and accurate way to approximate the kernels of
machines like Support Vector Machines, [CS08]. They give a point wise con-
vergence proof as well as empirical evidence of competitiveness considering
accuracy, training and evaluation time in relation to state-of-the-art kernel
machines.

In the context of neural networks Random Fourier features can serve
as activation functions. One benefit of using a trigonometric activation
function like (2.1.3) or (2.1.4) is the intuitiveness of interpreting a weight
ω as a frequency and the representation by the Fourier transform f̂(ω) =
(2π)−d/2

∫
Rd f(x)e−iω·xdx and its inverse f(x) = (2π)−d/2

∫
Rd f̂(ω)eiω·xdω.

We will mainly be considering the complex valued trigonometric activa-
tion function (2.1.4) that does not require a bias and we denote our neural
network β(x; β̂,ω) or briefly β(x).

The mean is greater than or equal to its minimum

The main problem (2.1.1) is a non linear minimization problem with respect
to (β̂,ω) ∈ CK×RKd. Some standard methods of solving it includes stochas-
tic gradient descent and ADAM, see [KB17]. Instead of minimizing directly
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with respect to (β̂,ω) ∈ CK × RKd we look at two minimization problems
where the frequencies ωk, k = 1, . . . ,K are seen as independent identically
distributed samples from a probability distribution with probability density
function p(ω).

An upper bound for the main problem (2.1.1) comes from the fact that
the mean is greater than or equal to its minimum,

min
(β̂,ω)∈CK×RKd

{
Eρ̃[|yn − β(xn)|2] + λ|β̂|2

}
≤ Eω

[
min
β̂∈CK

{
Eρ̃[|yn − β(xn)|2] + λ|β̂|2

} ]
and with the probabilistic view of the frequencies ω having distribution p
the bound can be improved as

min
(β̂,ω)∈CK×RKd

{
Eρ̃[|yn − β(xn)|2] + λ|β̂|2

}
≤ min

p
Eω
[

min
β̂∈CK

{
Eρ̃[|yn − β(xn)|2] + λ|β̂|2

}]
≤ Eω

[
min
β̂∈CK

{
Eρ̃[|yn − β(xn)|2] + λ|β̂|2

} ]
. (2.1.5)

Now the inner minimization problem of

min
p

Eω
[

min
β̂∈CK

{
Eρ̃[|yn − β(xn)|2] + λ|β̂|2

}]
(2.1.6)

is a regularised linear least squares problem with respect to the amplitudes
β̂ and hence a convex problem. But what is the optimal probability density
p for the frequencies ω? That is a question we will answer in Section 2.5.
But first let us recall the idea of random Fourier features.

Data partitioning, normalization and error

In practice when training a neural network we partition the data set into
three subsets: training data, test data and validation data. The training
data is normalized by subtracting the empirical mean of the training data
and dividing by the standard deviation of the training data, see Algorithm
3 on page 23. The test data set and the validation data set are normalized
with the mean and standard deviation of the training set.
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The purpose of the test data set is to measure the performance of the
neural network on data it has previously not seen and the purpose of the
validation data set is to tune any eventual hyper parameter.

In the computational experiments we compute the generalization error
as the mean squared error of the neural network evaluated at and against
the test data. With training error we instead use the training data.

2.2 Random Fourier features
Consider the least squares problem

min
β∈NK

{
Eρ̃[|yn − β(xn)|2] + λ

K∑
k=1
|β̂k|2

}
, (2.2.1)

where

NK :=
{
β(x) =

K∑
k=1

β̂k exp(iωk · x)
}

(2.2.2)

is the set of one hidden layer neural networks with activation function (2.1.4)
and the frequencies ωk are samples from a probability distribution with prob-
ability density function p and λ ≥ 0 is a Tikhonov regularization parameter.

Problem (2.2.1) can be discretized, for data {(xn, yn)}Nn=1, as a standard
least squares problem

min
β̂∈CK

{
N−1|Sβ̂ − y|2 + λ|β̂|2

}
(2.2.3)

where S ∈ CN×K is the matrix with elements Sn,k = eiωk·xn , n = 1, ..., N ,
k = 1, ...,K and y = (y1, . . . , yN ) ∈ RN with the corresponding linear
normal equations

(STS + λNI)β̂ = STy (2.2.4)

which can be solved with e.g. singular value decomposition.
Let us now turn to an example that introduces the idea of choosing a

suitable distribution p of frequencies ωk.

Example 1. Consider the data {(xn, yn)}N=2×104

n=1 where xn are i.i.d. sam-
ples from the standard normal distribution and yn = f(xn) for the Gaussian
function f(x) := exp (−62x2

2 ). Let the frequencies {ωk}K=1024
k=1 be i.i.d. sam-

ples from the normal distribution N (0, σ2). We solve problem 2.2.1 for a
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subset {(xn, yn)}N/2n=1 of the given data and the frequencies {ωk}K=1024
k=1 for a

range of different values of σ. We compute the generalization error using
the subset {(xn, yn)}Nn=N/2+1 of the given data and present the generalization
error with respect to σ in Figure 2.1.

Figure 2.1 – The figure illustrates the generalization error with respect to
the standard deviation σ of the frequencies ω.

2.3 Random Fourier Features in a classification
problem

Now we turn to the problem of classifying handwritten digits. The MNIST
database, see [YLB98], contains 60000 handwritten digits for training and
10000 handwritten digits for testing. We will see that neural networks with
random Fourier features can be used as classifiers.

Consider the ten least squares problems

min
β̂i∈CK

(
N−1|Sβ̂i − yi|2 + λ|β̂i|2

)
, i = 0, 1, . . . , 9 , (2.3.1)

where S ∈ CN×K is the matrix with elements Sn,k = eiωk·xn , n = 1, ..., N ,
k = 1, ...,K, yi = (yi1, . . . , yiN ) ∈ RN and the frequencies ωk, k = 1, 2, ...,K
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are samples from the normal distribution N (0, diag([σ2, σ2, ..., σ2])). Here
σ = 0.1 is seen as a hyperparemeter adjusted from evaluating the training
error or ideally a partition of the training set with the purpose of adjust-
ing hyperparameters. The training data {(xn; (y0

n, y
1
n, ..., y

9
n))}Nn=1 consist

of handwritten digits represented by vectors xn ∈ R784 and corresponding
vector labels (y0

n, y
1
n, ..., y

9
n). Each vector label (y0

n, y
1
n, ..., y

9
n) has one com-

ponent equal to one and the other components equal to zero, also called a
one-hot vector. The index i of the component yin that is equal to 1 is the
number that the handwritten digit xn represents. The problems (2.3.1) have
the corresponding linear normal equations

(STS + λNI)β̂i = STyi , i = 0, 1, ..., 9 , (2.3.2)

Example 2. We compute the percentage of misclassified handwritten digits
on the test set after solving the 10 problems (2.3.1) for K = 2, 4, ..., 1024
and present the resulting plot in Figure 2.2.

10
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Figure 2.2 – The figure illustrates the percentage of misclassified handwriten
digits with respect to K.

In Example 1 the error depends on the standard deviation of the prob-
ability distribution p of the frequencies ωk and by adjusting the standard
deviation σ we can decrease the error. But what is the optimal standard
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deviation? Or what is the optimal p for a general target function? And,
how can one sample from p in general?

In Example 2 the percentage of misclassified handwritten digits seems
to decrease as O(K−0.5) but how does the error depend on K in general?
These are some of the questions that has motivated the work in Paper I.

2.4 An approximation rate estimate for random
Fourier features

In this section we present an error analysis for a one hidden layer neural
network with random Fourier features approximating given data. Barron
provided the first derivation of such estimates in [Bar93]

We assume that the data {xn, yn} ∈ Rd × R, n = 1, . . . , N is a set of
independent identically distributed samples from an unknown probability
distribution with probability density function ρ̃. For simplicity we assume
that the data is noiseless and that there exists a function f : Rd → R such
that yn = f(xn). In Paper I we present the theory when considering noisy
data as well.

The main idea, originally presented in Section 2.1 in Paper I is to use
a Monte Carlo approximation of the inverse Fourier transform and to make
use of the fact that minimum is less than or equal to its mean. But first let
us recall the definition of the Fourier transform

f̂(ω) := (2π)−d/2
∫
Rd
f(x)e−iω·xdx

and its corresponding inverse Fourier transform

f(x) := (2π)−d/2
∫
Rd
f̂(ω)eiω·xdω

where we assume that both f and f̂ are L1(Rd) functions. The inverse
Fourier transform can be approximated by the Monte Carlo approximation

f(x) ' 1
K

K∑
k=1

1
(2π)d/2

f̂(ωk)
p(ωk)

eiωk·x =: α(x) (2.4.1)

where {ω1, . . . , ωk} are independent samples from a probability density p :
Rd → [0,∞). The function α(x) can be seen, from a machine learning
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perspective, as a one hidden layer neural network with the random Fourier
feature activation function, frequencies ωk and amplitudes

α̂k := 1
(2π)d/2

f̂(ωk)
K p(ωk)

.

Since the frequencies ωk are independent identically distributed samples, the
neural network α(x) has the expected value

Eω[α(x)] = f(x) (2.4.2)

with respect to the frequencies ω := (ω1, . . . , ωK) ∈ RKd where Eω[g(ω, x, y)] :=
E[g(ω, x, y) |x, y] denotes the conditional expectation with respect to the dis-
tribution of the frequencies ω conditioned on the data (x, y). The variance
of α(x) is then
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Eω[|α(x)− Eω[α(x)]|2]
= Eω[|α(x)− f(x)|2]

= Eω

[
|
K∑
k=1

α̂ke
iωk·x − f(x)|2

]

= Eω

[
|
K∑
k=1

(
α̂ke

iωk·x − f(x)
K

)
|2
]

= Eω

[
K∑
k=1

K∑
`=1

(
α̂ke

iωk·x − f(x)
K

)∗(
α̂`e

iω`·x − f(x)
K

)]

= Eω

[
K∑
k=1

(
α̂ke

iωk·x − f(x)
K

)∗(
α̂ke

iωk·x − f(x)
K

)]

+
K∑
k=1

K∑
`=1,`6=k

Eω
[(
α̂ke

iωk·x − f(x)
K

)∗]
Eω
[(
α̂`e

iω`·x − f(x)
K

)]
︸ ︷︷ ︸

=0

= Eω
[
K|α̂eiω·x − f(x)

K
|2
]

= K−1Eω
[
|Kα̂eiω·x − f(x)|2

]
= K−1Eω

[
|Kα̂|2 −Kα̂eiω·xf(x)−

(
Kα̂eiω·x

)∗
f(x) + f2(x)

]
= K−1Eω

[
|f̂(ω)|2

(2π)dp2(ω) − f
2(x)− f2(x) + f2(x)

]

= K−1Eω

[
|f̂(ω)|2

(2π)dp2(ω) − f
2(x)

]
.

(2.4.3)

Denote α̂ := (α̂1, . . . , α̂K) ∈ CK and recall that a mean is greater than or
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equal to its minimum. Our error bound to problem (2.1.5) is then

Eω
[

min
β̂∈CK

{
Eρ̃[|β(x)− f(x)|2] + λ|β̂|2

}]
≤ Eω

[
Eρ̃[|α(x)− f(x)|2] + λ|α̂|2

]
≤ 1
K

Eω[ |f̂(ω)|2

(2π)dp2(ω) − Eρ̃[f2(x)]] + λ

K
Eω[ |f̂(ω)|2

(2π)dp2(ω) ]

≤ 1 + λ

K
Eω[ |f̂(ω)|2

(2π)dp2(ω) ]

(2.4.4)

or in other words, one hidden layer random Fourier features neural networks
approximate real valued L1(Rd) functions as O(K−1) in the mean squared
error sense. But how about the constant Eω[ |f̂(ω)|2

(2π)dp2(ω) ]? What is the optimal
p and how can one sample from such an optimal p? The answers comes in
the following sections.

2.5 The optimal probability density p

In Example 1 we saw that by trial and error of adjusting p we could re-
duce the error. Moreover the constant in the O(K−1) error bound (2.4.4)
depends on p. We will now derive the the optimal choice of p in the sense of
minimizing the constant Eω[ |f̂(ω)|2

(2π)dp2(ω) ], following the ideas in Section 2.3 in
Paper I. First, take into account that an optimal p is a probability density
function and hence by definition it is required that

∫
Rd p(ω)dω = 1. Thus

we can write
p(ω) = q(ω)/

∫
Rd
q(ω′)dω′

for any q : Rd → [0,∞) and then

Eω[ |f̂(ω)|2

(2π)dp2(ω) ] =
∫
Rd

|f̂(ω)|2

(2π)dp2(ω)p(ω)dω =
∫
Rd

|f̂(ω)|2

(2π)dp(ω)dω

=
∫
Rd

|f̂(ω)|2

(2π)dq(ω)/
∫
Rd q(ω′)dω′

dω =
∫
Rd

|f̂(ω)|2

(2π)dq(ω)dω
∫
Rd
q(ω′)dω′.

To find the minimum, perturb q a small amount ε with an arbitrary function
v : Rd → R and define

H(ε) :=
∫
Rd

|f̂(ω)|2

q(ω) + εv(ω)dω
∫
Rd
q(ω′) + εv(ω′)dω′
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which has the derivative

dH
dε (ε) = −

∫
Rd

|f̂(ω)|2v(ω)
(q(ω) + εv(ω))2 dω

∫
Rd
q(ω′) + εv(ω′)dω′

+
∫
Rd

|f̂(ω)|2

q(ω) + εv(ω)dω
∫
Rd
v(ω′)dω′

that at the optimum evaluates to

dH
dε (0) = −

∫
Rd

|f̂(ω)|2v(ω)
q2(ω) dω

∫
Rd
q(ω′)dω′

+
∫
Rd

|f̂(ω)|2

q(ω) dω
∫
Rd
v(ω′)dω′.

For simplicity denote two constants from above as∫
Rd
q(ω′)dω′ =: C1

and ∫
Rd

|f̂(ω)|2

q(ω) dω =: C2

to get
dH
dε (0) =

∫
Rd

(
C2 − C1

|f̂(ω)|2

q2(ω)
)
v(ω)dω.

Setting dH
dε (0) = 0 yields the equation

0 =
∫
Rd

(
C2 − C1

|f̂(ω)|2

q2(ω)
)
v(ω)dω

which has the solution

q(ω) = (C1
C2

)1/2|f̂(ω)|.

Thus the optimal p is given by

p(ω) = |f̂(ω)|∫
Rd |f̂(ω′)|dω′

.
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Now with the optimal p derived, let us look back at the target function
f(x) = exp (−62x2

2 ) of Example 1 which has the Fourier transform f̂(ω) =
1√
36 exp (−ω2

72 ). The optimal p(ω) = |f̂(ω)|∫
Rd |f̂(ω′)|dω′ is exactly the probability

density function for the normal distribution N (0, 62). It should now be
understandable why the smallest error in Figure 2.1 is seen around σ = 6.

Even though we now know the optimal probability density function p,
it still remains unclear how to actually sample from p in a general case. In
the following section we propose an algorithm for finding an approximate
solution to problem (2.1.6) that assymptotically samples from the optimal
p.

2.6 Adaptive Metropolis

The goal of this section is to motivate the use of two algorithms that as-
symptotically samples frequencies ω from the optimal probability density
function p. The main algorithm and an extension of it, which adaptively
updates a covariance matrix when sampling the frequencies, are both pre-
sented in detail in Paper I.

The main idea of Alorithm 1 is to make use of the Metropolis algorithm
to sample from the optimal p. The proposal step is a standard normal
random walk step in the frequencies ω generating ω′ as proposal frequencies.
The frequencies ω and ω′ yields the amplitudes β̂ and β̂′ by solving the
problem (2.2.3). For each frequency ωk, k = 1, ...,K the Metropolis test
|β̂′k|γ/|β̂k|γ > rU , where rU is a random number between 0 and 1, then tells
which frequencies to accept and not. With the Metropolis algorithm we
would like to sample from |f̂ |∫

Rd |f̂(ω′)|dω′ but in general f̂ is not accessible so

we approximate |f̂ | by |β̂k|.
We now turn to a numerical example to motivate the use of Algorithm 1.

This numerical experiment is described in detail with all parameter choices
in Paper I. The target function

f(x) = Si
(
x

a

)
e−

x2
2 (2.6.1)

where a = 10−3 and
Si(x) :=

∫ x

0

sin(t)
t

dt
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is the so called Sine integral has a Fourier transform that decays slowly
as ω−1 up to |ω| = 1/a = 1000. The motivation behind the choice of the
target function (2.6.1) is to demonstrate the capability of Algorithm 1 to
train a neural network even though ||f ||L∞ � ||f̂ ||L1 which gives a large
constant Eω[ |f̂(ω)|2

(2π)dp2(ω) ] in the error bound (2.4.4). The target function f is
plotted in Figure 2.3, together with f evaluated at N x-points sampled from
a standard normal distribution.
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Figure 2.3 – The target function f plotted with sampled data set points
(xn, yn) marked as red dots. The two insets shows |f̂ |.

The Fourier transform of f is approximated by computing the fast Fourier
transform of f evaluated in 2N equidistributed x-points in the interval
[−2π, 2π]. In the insets in Figure 2.3 we present the absolute value of the
fast Fourier transform of f where we can see that the frequencies becomes
zero at approximately |ω| = 1/a = 103.

Since the optimal distribution of frequencies is p(ω) = |f̂(ω)|∫
Rd |f̂(ω′)|dω′ we

expect the histogram of frequencies ωk look, up to a normalizing constant,
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(a) SGM (b) Adaptive Metropolis

(c) SGM (d) Adaptive Metropolis

(e) SGM (f) Adaptive Metropolis

Figure 2.4 – Histograms of the K = 1024 frequencies at iteration n =
0, 106, 107 for stochastic gradient descent to the left and for adaptive
Metropolis at iteration n = 0, 100, 103 to the right.

somewhat like |f̂ | in Figure 2.3. Running N iterations of the stochastic
gradient descent method for problem 2.2.3 with target function (2.6.1), K =
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Figure 2.5 – Norm of the frequency ω ∈ RK at iteration n for stochastic
gradient descent to the left and for adaptive Metropolis to the right.

1024, and making a histogram with 500 bins generates Figures 2.4a, 2.4c and
2.4e. As we can see, the frequency distribution has almost not changed after
n = 107 iterations. One could argue that the learning rate is too small for
the stochastic gradient method but it has been tuned in the example to be
as large as possible without getting stability issues. On the other hand, if we
look at the norm of ω ∈ RK with respect to the number of iterations, Figure
2.5a, we can see that it is growing but slowly. Eventually the frequencies
could spread out but with the cost of unreasonable computational time.

Running the same problem with Algorithm 1 we get the corresponding
histograms, Figure 2.4b, 2.4d and 2.4f and the Figure 2.5b illustrating the
norm of ω. As we can see, the distribution of frequencies ωk is much more
spread out looking similar to the optimal distribution.

The problem is also solved 10 times for several values of K to generate
error bars with the width of two empirical standard deviations centered at
the empirical mean of the 10 outcomes of the generalization errors for each
value of K. The errors are presented in Figure 2.6 where we can see that the
generalization errors produced by Algorithm 1 are of orderO(K−1) while the
generalization errors produced by the stochastic gradient method stagnates
already for small values of K.

In the random walk Metropolis proposal step in Algorithm 1 the vector
rN is a sample from the standard multivariate normal distribution. If we
instead sample it from a multivariate normal distribution where the corre-
sponding covariance matrix Ct is updated recursivly as first proposed and
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Figure 2.6 – Square root of the generalization error with respect to K.

analysed in [HST01] and further tested in [RR09] we get Algorithm 2 pre-
sented in detail in Paper I.

This far we have studied one hidden layer random Fourier features neu-
ral networks theoretically and experimentally. But what if we increase the
number of hidden layers L? Will the generalization error be the same if LK
is constant but we vary L? We are now ready to move on to deep neural
networks and specifically we will present some results on residual networks
in the coming section.
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Algorithm 1 Adaptive random Fourier features with Metropolis sampling
Input: {(xn, yn)}Nn=1{data}
Output: x 7→

∑K
k=1 β̂ke

iωk·x{random features}
Choose a sampling time T , a proposal step length δ, an exponent γ (see
Remark 1 in Paper I), a Tikhonov parameter λ and a frequency m of β̂
updates
M ← integer part (T/δ2)
ω ← the zero vector in RKd
β̂ ← minimizer of the problem (2.2.3) given ω
for i = 1 to M do
rN ← standard normal random vector in RKd
ω′ ← ω + δrN {random walk Metropolis proposal}
β̂′ ← minimizer of the problem (2.2.3) given ω′
for k = 1 to K do
rU ← sample from uniform distr. on [0, 1]
if |β̂′k|γ/|β̂k|γ > rU{Metropolis test} then
ωk ← ω′k
β̂k ← β̂′k

end if
end for
if i mod m = 0 then
β̂ ← minimizer of the problem (2.2.3) with adaptive ω

end if
end for
β̂ ← minimizer of the problem (2.2.3) with adaptive ω
x 7→

∑K
k=1 β̂ke

iωk·x



22
CHAPTER 2. ADAPTIVE RANDOM FOURIER FEATURES WITH

METROPOLIS SAMPLING

Algorithm 2 Adaptive random Fourier features with Metropolis sampling
and adaptive covariance

Input: {(xn, yn)}Nn=1{data}
Output: x 7→

∑K
k=1 β̂ke

iωk·x{random features}
Choose a sampling time T , a proposal step length δ, an exponent γ (see
Remark 1 in Paper I), a Tikhonov parameter λ, a burn in time t0 for the
adaptive covariance, a maximum frequency radius ωmax and a number Ň
of β̂ updates
M ← integer part (T/δ2)
ω ← the zero vector in RKd
β̂ ← minimizer of the problem (2.2.3) given ω
Sω ← 0
Cω ← the zero matrix in Rd×d
C̄ ← identity matrix in Rd×d
for i = 1 to M do
rN ← sample from N (0, C̄)
ω′ ← ω + δrN {random walk Metropolis proposal}
β̂′ ← minimizer of the problem (2.2.3) given ω′
for k = 1 to K do
rU ← sample from uniform distr. on [0, 1]
if |β̂′k|γ/|β̂k|γ > rU and |ω′k| < ωmax{Metropolis test} then
ωk ← ω′k
β̂k ← β̂′k

end if
Sω ← Sω + ωk
SC ← SC + ωTk ωk

end for
ω̄′ ← Sω/(iK)
C̄ ′ ← SC/(iK)− ω̄′T ω̄′
if i > t0 then
C̄ ← C̄ ′

end if
if i mod m = 0 then
β̂ ← minimizer of the problem (2.2.3) with adaptive ω

end if
end for
β̂ ← minimizer of the problem (2.2.3) with adaptive ω
x 7→

∑K
k=1 β̂ke

iωk·x
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Algorithm 3 Normalization of data
Input: {(xn, yn)}Nn=1{data}
Output: {(xn, yn)}Nn=1{normalized data}
ȳ ← 1

N

∑N
n=1 yn

x̄j ← 1
N

∑N
n=1 x

j
n, j = 1, 2, ..., d

σy ←
√∑N

n=1(yn−ȳ)2

N−1

σxj ←
√∑N

n=1(xjn−x̄j)2

N−1 , j = 1, 2, ..., d

{(xn, yn)}Nn=1 ← {(
x1
n−x̄1

n
σx1

, x
2
n−x̄2

n
σx2

, ..., x
d
n−x̄dn
σ
xd

; yn−ȳσy
)}Nn=1





3 Deep Residual networks vs. shallow
neural networks

To this point we have only considered one hidden layer neural networks,
that is neural networks with L = 1 hidden layers that can be written as

β(x) = Re
K∑
k=1

c̄0ke
iω′0k·x .

The theory, algorithms and examples of this section are but a brief sample
of the content in Paper II. With a deep residual neural network with L > 1
we mean the neural network

βL(x) := z̄L(x) + β(x)

where

z̄`+1 = z̄` + Re
K∑
k=1

b̄`ke
iω`k z̄` + Re

K∑
k=1

c̄`ke
iω′`k·x , ` = 1, . . . , L− 1

and z̄0 = 0. Consider the minimization problems

min
c̄0k∈C
ω′0k∈R

d

k=1,...,K

Exy
[
|y − Re

K∑
k=1

c̄0ke
iω′0k·x|2

]
(3.0.1)

and

min
c̄`k,b̄`k∈R

ω′`k∈R
d,ω`k∈R

`=1,...,L−1
k=1,...,K

Exy
[
|z̄L −

(
y − β(x)

)
|2 + δ̄L

L−1∑
`=1
|z̄`+1 − z̄`|2

]
(3.0.2)

25
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for δ̄ > 0 where Exy denotes the expected value with respect to the (x, y) data
distribution. One way to build a residual neural network that approximates
a solution to the minimization problems (3.0.1) and (3.0.2) is to build it
layer by layer. This is the main idea behind Algorithm 4 which tries to solve
the L minimization problems

(b̄`·, c̄`·) = arg min
b̄`k∈C,c̄`k∈C

N∑
n=1
|z̄`(xn)+Re

( K∑
k=1

b̄`ke
iω`k z̄`(xn)+

K∑
k=1

c̄`ke
iω′`k·xn

)
−yn|2 ,

(3.0.3)
` = 1, ..., L, for data {xn, yn}Nn=1 where the frequencies ω′`k are sampled by
Algorithm 1 and the frequencies ωk are sampled from the standard normal
distribution. To further decrease the error the resulting residual neural
network resulting from Algorithm 4 can be used as an initial neural network
for a global optimizer such as stochastic gradient descent or ADAM, see
[KB17]. That is the main idea of Algorithm 5. In Paper II we compare
the generalization error from ADAM iterations for a test example when
using Algorithm 4 as initializer to using the Xavier initializer, see [GB10].
Theorem 1 in Paper II gives an error bound to βL approximating a target
function, presents the optimal distributions for ω′k and ωk and tells us that
there exists target functions that are better approximated by deep residual
networks than shallow ones for fixed values of LK. One such function is the
target function

f(x) = Si
(
x1
a

)
e−
|x|2

2

where a = 10−2 and
Si(v) :=

∫ v

0

sin(t)
t

dt

is the Sine integral, as mentioned in Section 2.6. In Paper II we present
a numerical example in detail where we train a residual neural network in
dimension d = 4 against the target function f for several values of LK when
L = 1 and when L = 5. The method of training the neural network by
Algorithm 5 is called Method 3 in Paper II. Here we present the resulting
error plot in Figure 3.1a. The exact parameter choices are presented in detail
in Table 2 in Paper II. If we keep the parameter settings and change only
the activation function to the sigmoid activation function instead we still
see the benefit of using a deep neural network compared to using a shallow
one in Figure 3.1b. We note though that the error is larger but varies less
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between runs when using the sigmoid activation function compared to using
the trigonometric one.

(a) Trigonometric activation function (b) Sigmoid activation function

Figure 3.1 – The generalization error for residual neural networks when
L = 1 and L = 5 for two different activation functions.

Algorithm 4 Layer by layer adaptive random Fourier features with
Metropolis sampling

Input: {(xn, yn)}Nn=1{data}
Output: x 7→ z̄L(x){Residual network}
Choose the number of layers L
z̄1 ← real part of output from Algorithm 1 run on data {(xn, yn)}Nn=1
{rn}Nn=1 ← {yn − z̄1(xn)}Nn=1
for ` = 2 to L do
Sa← real part of output from mod. Alg. 1 run on data {(xn, rn)}Nn=1
z̄` = z̄`−1 + Sa
{rn}Nn=1 ← {yn − z̄`(xn)}Nn=1

end for
x 7→ z̄L(x)
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Algorithm 5 Global optimization of layer by layer pre-trained residual
network

Input: {(xn, yn)}Nn=1{data}
Output: x 7→ z̄L(x){Residual network}
Choose the number of layers L and the number of data points N1 ≤ N
for the pre-training
z̄L ← output from Algorithm 4 run on data {(xn, yn)}N1

n=1
z̄L ← output from global optimizer run on z̄L and data {(xn, yn)}Nn=1
x 7→ z̄L(x)



4 Approximating canonical quantum
observables with ab initio molecular
dynamics

4.1 Introduction

To describe the motion of things around us in a daily life we can go quite
far using intuition—the immediate decisions acquired by the neurons in our
brains without any logical reasoning. In science and engineering intuition
is usually not precise enough. Instead Newton’s law of motion is used with
good precision. Errors, compared to experiments, start to appear though
if the object in motion is very small, moving very fast or is in the presence
of immense gravitational forces. The error is reduced by using quantum
mechanics, special relativity and general relativity respectively. We consider
small objects, more specifically atoms without relativistic effects, in this
thesis. Since the quantum mechanics is one of the physical models with one
of the smallest errors in all of physics, compared to experiments, one could
ask: why bother using any other model? The problem is the complexity
of the electronic Schrödinger equation as the solution will depend on 3N
variables where N is the number of electrons. Thus even though using
the fastest super computers available today the curse of dimensionality will
not make it possible to solve any system with more than just a couple of
electrons within reasonable time. So instead of trying to solve the accurate
Schrödinger equation we use Molecular dynamics which is the numerical
approximation to the solution of Newton’s equation of motion. But what
then is the trade-off? Or, how big is the error using molecular dynamics

29
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compared to solving the Schrödinger equation when computing canonical
quantum observables?

4.2 Ab initio molecular dynamics
The Latin term ab initio means "from the beginning". It is widely used in
areas like language studies, literature, law and science and engineering. As
an example, someone starting Japanese studies from the beginning is said
to study Japanese ab initio. And in law ab initio can refer to a case starting
from the beginning.

When talking about ab initio molecular dynamics the term ab initio has
the same character as first principle. That is, the dynamics starts directly
from an established physical law without any requirements or assumptions
on empirical or fitting parameters.

Assume that the mass of each particle is 1 and denote xτ := x(τ) as the
coordinates for the position of all particles at time τ . The ab inito molecular
dynamics related to the electron ground state is given by{

ẋτ = pτ

ṗτ = −∇λ1(xτ ), τ > 0
(4.2.1)

where λ1 : RN → R is the electron ground state energy, i.e. the lowest
electron energy for given nuclei positions x ∈ RN . The differential equations
(4.2.1) form a Hamiltonian system with the Hamiltonian

H(x, p) = |p|
2

2 + λ1(x)

which represents the total energy of the system given the particle positions
x and the particle momentums p. With the dynamic (4.2.1) the molecule
positions and momentums are treated classically not considering any quan-
tum effects. Ignoring quantum effects is not without a cost and we will see
later that the particle masses have an important role to play.

4.3 Molecular dynamics observable
In physics an observable is something that can be measured. Like in all
classical mechanical system an observable, in a system following the ab ini-
tio molecular dynamics (4.2.1), is a real-valued function depending on phase
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space coordinates (x, p) of the system, possible at different times to include
correlations. We categorize observables into two groups—equilibrium ob-
servables and time-correlated observables. An example of a time-correlated
observable is the diffusion constant

1
6τ

3
N

N/3∑
n=1
|xnτ − xn0 |2

that evaluated with initial distribution in the canonical ensemble gives rise
to the normalized expression∫

R6N
1
6τ

3
N

∑N/3
n=1 |xnτ − xn0 |2e

−H(x0,p0)
T dx0dp0∫

R6N e
−H(x,p)

T dxdp
. (4.3.1)

With the phase space variable notation z = (x, p) a general form for a time-
correlated observable evaluated with initial distribution in the canonical
ensemble is ∫

R6N A(zt(z0))B(z0)e
−H(z0)

T dz0∫
R6N e

−H(z)
T dz

.

The product of the functions A(zt(z0)) and B(z0) is called an observable. So
are the functions themselves as well. In this classical setting the functions
A(zt(z0)) and B(z0) are also called symbols.

4.4 Quantum mechanics
A molecular system with N nuclei and J electrons can be modeled as a high
dimensional wave by a wave function depending on nuclei coordinates x,
electron coordinates x̄ and time t,

Φ(x, x̄, t) : R3N × R3J × [0,∞)→ C

which solves the time-dependent Schrödinger equation

i∂tΦ =
√
MĤΦ.

The total energy of the system is represented by the Hamiltonian operator

Ĥ = − 1
M

∆x + V (x, x̄) (4.4.1)
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where M is the mass ratio between the nuclei and the electrons which here
for simplicity is assumed to be constant. In general M is a diagonal matrix
related to the different nuclei. The Hamiltonian operator is composed of
two parts—the kinetic energy − 1

M∆x and potential energy V (x, x̄). The
part called kinetic energy represents the kinetic energy of the nuclei. The
part called potential energy represents the potential energy resulting from
the Coulomb forces between electron-electron, electron-proton and proton-
proton. The potential energy part also contains the kinetic energy of the
electrons. As a simplification of the potential energy we discretize it to the
matrix valued function

V : R3N → Cd×d

and denote the eigenvalues of V (x) by λj(x), j = 1, 2, ..., d.

4.5 Weyl quantization

When studying observables we sometimes talk about molecular dynamics
observables and sometimes about quantum observables. A molecular dy-
namics observable is also called a symbol. The molecular dynamics observ-
able introduced in Section 4.3 is an example of a symbol. Each symbol has
a corresponding operator and each operator has a corresponding symbol. It
is possible to relate symbol and operator as follows.

Given a function A on the phase space with coordinates (q, p) it has
the corresponding operator Â that is given by the Weyl quantization, see
[Zwo12],

Âφ(x) =
( 1

2π

)N/2 ∫
R6N

ei
√
M(x−y)·pA

(
x+ y

2 , p

)
φ(y)dydp.

4.6 Canonical ensemble

Canonical ensemble is the name of a statistical ensemble that represents
a mechanical system in contact with a heat bath that keeps temperature
constant in the system and lets energy flow between the system and the
heat bath. The ensemble represents the possible states that the system can
be in. The probability of the system to be in a specific state can be computed
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with the classical Gibbs density

e−Hs/Ts∫
R6Ne−Hs(zs)/Tsdzs

(4.6.1)

where Hs is the total energy of the system and Ts is the temperature of the
system. Central is the so called Boltzmann factor (also Gibbs density)

e−Hs/Ts (4.6.2)

introduced by Gibbs and Boltzmann, cf. [KK80, Chapter 3]. A key as-
sumption in the derivation of the Gibbs density is that the system and the
heat bath are weakly coupled. In Paper III we introduce another assump-
tion, namely that the distribution in a subsystem has the same density as
the whole system. The motivation for the latter assumption falls natural
when considering it as a requirement; large systems can not be simulated
on modern computers and thus we seek settings for smaller systems that
have comparable attributes. It turns out, see Paper III, that the classi-
cal Gibbs density (4.6.1) is the only differentiable function that satisfies all
assumptions in the derivation of the Boltzmann factor (4.6.2).

4.7 Molecular dynamics approximation
We are now in a position to be able to present one of our main results
concerning the approximation error in molecular dynamics when compared
to canonical quantum observables. Let us assume that Ψ : R6N → Cd×d and
that Ψ(x) is an orthogonal matrix with Hermitian transpose Ψ∗(x). Define
Ā as ˆ̄A(τ, z) := Ψ̂∗(x)Âτ Ψ̂(x), τ ≥ 0 where the orthogonal transformation Ψ
in RN is chosen such that H̄(x, p) := Ψ∗(x)Ĥ(x, p)Ψ̂(x)+ 1

4M∇Ψ∗(x)·∇Ψ(x)
is almost diagonal. We show in Paper III the fact that it is possible to make
such a choice of Ψ. Assume that Ā0 and B̄0 are diagonal. Assume also that
the eigenvalues of H are distinct. We have in Paper III, Theorem 3.7 proved
the estimate

trace( ˆ̄Aτ (B̄0e
−βH̄0 )̂)

trace((e−βH̄0 )̂)

=
∑d
j=1

∫
R6N qjĀjj(0, zjτ (z0))B̄jj(z0)fj(z0)dz0∫

R6N fj(z)dz
+O(M−1)

(4.7.1)
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as M →∞ where zjτ = (xτ , pτ ) solves{
ẋτ = pτ

ṗτ = −∇λj(xτ ), τ > 0,

with the initial condition z0 = (x0, p0) and

fj(z) := e
−(βH̄)jj(z0)

T

where
qj = qj(H̄) :=

∫
R6N fj(z)dz∑d

k=1
∫
R6N fk(z′)dz′

, j = 1, ..., d

One thing assumed for the above estimate to be valid is that the symbol A
can be diagonalized by the same eigenvectors as V . Estimate (4.7.1) is also
tested for a test case in Paper III, generating the plots presented in Figure
4.1. From the plots we conclude that the error is of order O(M−1).
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Figure 4.1 – (Left) Molecular dynamics position correlation observable
shown together with its Schrödinger counterpart for three values of the mass
ratio M . (Right) The L∞-error in the molecular dynamics position corre-
lation observable approximation for τ = 0.2, shown in log-log scale. The
dotted line shows the slope −1 for reference.

4.8 Metropolis algorithm
A standard procedure to sample from a probability distribution in one di-
mension, given a probability density function p(x) on a domain D ⊂ R, in-
volves computing the inverse of the cumulative distribution function P (x) =
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∫ x
−∞ p(y)dy for uniformly distributed numbers on [0, 1]. With a closed form
for the inverse cumulative distribution function the computations usually
can go smoothly. Without a closed form some additional work is required,
but it is possible to perform. On the other hand if the domain D ⊂ Rn has
a high dimension n, we need to turn to other techniques.

One way to sample from a probability distribution in the more problem-
atic cases is to use the simple but powerful Metropolis-Hastings algorithm,
based on the rejection method, originally presented by Metropolis et al. in
[MRR+53] and later modified by Hastings and presented in [Has70]. For a
thorough introduction to the Metropolis-Hastings algorithm see [Rob15].

Let p be the probability density we want to sample from defined on a
state space D and let p̃(x) be a function proportional to p. The Metropolis
algorithm requires only p̃ which in many cases is the sell point for the al-
gorithm since sometimes the computations of a normalization to get p are
virtually impossible.

The Metropolis-Hastings algorithm generates an ergodic and stationary
Markov chain (Invariant measure) on D.

Algorithm

Algorithm 1 (Metropolis-Hastings). Choose an arbitrary initial x0, and
initialize a counter n = 0. Take a probability density q with wide enough
support to be able to reach the entirety of D, see [MRR+53]. Repeat the
following steps:

1. Generate a proposal x̄ from q(x̄|xn);

2. generate a uniform random number ι on [0, 1];

3. take xn+1 =
{
x̄, α(x̄, xn) ≥ ι
xn, α(x̄, xn) < ι

, where α(x, y) := min
(
1, p̃(x)

p̃(y)
q(y|x)
q(x|y)

)
;

4. n← n+ 1.

Remark 1. The function α(x, y) is called the acceptance probability. In the
special case that the conditional probability q is symmetric, i.e. q(x|y) =
q(y|x), the algorithm is called Metropolis instead of Metropolis-Hastings.
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4.9 Double Metropolis
With estimate (4.7.1) we showed that it is possible to approximate canonical
quantum observables with molecular dynamics and keep track of the error.
We have not presented any method to actually compute the molecular dy-
namics observables. In this section we present one algorithm that can be
used to approximate the integral in the right hand side of (4.7.1).

In this section we present a double Metropolis algorithm. By double
Metropolis we mean that an acceptance test is done both after a spatial
position step and after an energy level step. A benefit of the algorithm
presented in this section is that it works for any temperature T and any
number of energy levels. Another benefit is that of being able to take larger
time steps in the proposal spatial position step due to the presence of an
acceptance test. In practice a computational bottleneck is to determine the
eigenvalues λj . Here we use a simple model, without that complication.

Denote by µjk , jk ∈ {1, ..., J} for some J , an eigenvalue to a given
matrix. By taking N̄ of those J eigenvalues we can form

(J
N̄

)
energy levels

λj(x) :=
N̄∑
k=1

µjk(x), j = 1, ..., d =
(
J

N̄

)
. (4.9.1)

We call the eigenvalues contributing to an energy level λj(x) occupied. The
indices of the occupied eigenvalues form the set O := {j1, ..., jN̄}. If an
eigenvalue is not in the set of occupied eigenvalues we call it unoccupied.
The indices of the unoccupied eigenvalues form the set U := {1, ..., J} \O.
The intuition behind letting eigenvalues be called occupied is that of imag-
ining energy levels being occupied by electrons. Thus an excitation (or
de-excitation) of an electron corresponds to replacing one eigenvalue in O
with one from U . The eigenvalues µjk , jk ∈ {1, ..., J} are the so called Fock
matrix eigenvalues, see [LB05].

The evaluation of a molecular dynamics observable Ãjj(zjτ (z0))B̃jj(z0)
with initial conditions in the canonical ensemble means, see (4.7.1), that the
expression

d∑
j=1

∫
R2N

Ãjj(zjτ (z0))B̃jj(z0) fj(z0)∑d
k=1

∫
R2N fk(z)dz

dz0

where
fj(z) := e−H̃jj(z)/T = e−( |p|

2
2 +λj(x))/T
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should be computed. Since both d and N are large, the integral is over a high
dimensional space and the sums include many terms, a natural approach is
to use a Monte Carlo method. We view the sum and the integral as a double
sum and perform Monte Carlo sampling of both z and j with the density

ρ(j, z0) := fj(z0)∑d
k=1

∫
R2N fk(z)dz

. (4.9.2)

That gives the Monte Carlo approximation
d∑
j=1

∫
R2N

Ãjj(zjτ (z0))B̃jj(z0) fj(z0)∑d
k=1

∫
R2N fk(z)dz

dz0

=
K∑
k=1

Ãjj(zj(ωk)
τ (z0(ωk)))B̃jj(z0(ωk))

K
+O(J̃−1/2),

where (j(ωk), z0(ωk)), k = 1, ...,K are samples from the probability density
ρ. A heuristical argument for the error termO(J̃−1/2) is presented in Section
4.11 where J̃ is defined. Roughly speaking J̃ is the approximate number of
uncorrelated sub paths following the dynamic that generates the proposal
steps.

A direct computation of the sum in the denominator of the density (4.9.2)
is in general unfeasible. To sample from the density (4.9.2) one Metropolis-
Hastings step is taken in position space and another one in energy level
space.

The proposal position step in the algorithm presented in this section
is done by the forward Euler discretization of the so called overdamped
Langevin dynamic

dXt = ∇λ(Xt)dt+
√

2TdWt, (4.9.3)

where Wt is the Brownian motion, which has the invariant measure

e−λ(x)/Tdx∫
R3N e−λ(x)/Tdx

.

Consider the discrete dynamic

pn+1 = Ǎpn, n = 0, 1, 2, ... (4.9.4)

for pn ∈ R2 and Ǎ ∈ R2×2. Take o ∈ O and u ∈ U and let

p = (p̌, 1− p̌)T



38
CHAPTER 4. APPROXIMATING CANONICAL QUANTUM

OBSERVABLES WITH AB INITIO MOLECULAR DYNAMICS

for
p̌ = 1

1 + exp(−(µo(x)− µu(x))/T ) ,

representing the probability of an eigenvalue being occupied. We construct
Ǎ as

Ǎ =
[

p̌ p̌
1− p̌ 1− p̌

]
.

so that it maps p to p implying that the dynamic (4.9.4) has the invariant
measure p which is the main reason why we use it as the proposal step in
the energy level space.

Algorithm 2 (Double Metropolis sampling of (4.9.2)). Choose an initial
position x0, j0, and initialize a counter n = 0. Repeat the following steps:

1. Sample pn from the Normal distribution N (0, T ).

2. Take a proposal step with the over damped Langevin dynamics

x̄ = xn −∇λj(xn)∆t+
√

2T∆W,

where W : [0,∞)→ RN is the standard Wiener process with indepen-
dent increments ∆W that are normal distributed with mean zero and
variance ∆t > 0.

3. Accept the proposal step with probability

e−λj(x̄)/T

e−λj(xn)/T ·
e−(xn−x̄+∇λj(x̄)∆t)2/(4T∆t)

e−(x̄−xn+∇λj(xn)∆t)2/(4T∆t)

and let xn+1 denote the outcome position.

4. Take a random k ∈ {1, 2, ..., N̄} and take a proposal energy level
step j̄ by flipping jnk to a random j̄k ∈ U with probability p̄ =

1
1+exp(−(µjn

k
(xn+1)−µj̄k (xn+1))/T ) .

5. Accept the proposal energy level step with probability e
−λ

j̄
(xn+1)/T

e
−λjn (xn+1)/T ×{1−p̄

p̄ , j̄ 6= jn

1, j̄ = jn
.

6. n← n+ 1
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4.10 A numerical test of the double Metropolis
algorithm

We present a test case where the electron energy surfaces λi are taken as
sums of functions µi, as in (4.9.1), which can be thought of as eigenvalues
of a Fock matrix. We choose

µ1(x) = x2 −
√
δ2 + x2, µ2(x) = x2 +

√
δ2 + x2.

The acceptance rate in the position space acceptance test is kept at 66% for
∆t = 1.

The result is a convergence rate of O(K−1/2) where K is the number of
iterations as can be seen in Figure 4.2.
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Figure 4.2 – The mean squared error appears inverse proportional to the
number of iterations, as expected.

4.11 Two heuristical work comparisons

We now turn to the question of how much computational effort should be
put on computing observables on different energy levels using the Monte
Carlo method.
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The molecular dynamics observable

G =
∑d
j=1

∫
R2N Ãjj(z)e−H̃jj(z)/Tdz∑d

j=1
∫
R2N e−H̃jj(z)/Tdz

(4.11.1)

may be rewritten as
d∑
j=1

qjAj , (4.11.2)

where qj are probabilities (i.e. they are positive and sum to one) for being
on the respective electron energy levels, and are given by

qj =
∫
RN e

−λj(x)/Tdx∑
k

∫
RN e

−λk(x)/Tdx
(4.11.3)

We make a heuristic analysis that motivates a choice of computational
effort to put on the respective electron energy levels. We here measure the
work by total number of time steps on all levels, and also assume, for the
time being, that all probabilities qi are known exactly. What remains is
therefore the question of how to compute the different level observables Ai
in order to minimize the error in the expected value (4.11.2).

Given a tolerance parameter ε, the time step on each level is chosen so
that ∆t2 = ε. Here the Ai are computed as approximations to the ergodic
average

Aj = lim
τ∗→∞

τ−1
∗

∫ τ∗

0
Ãjj(zjt )dt

where zjt is the time t realization of the Langevin dynamic{
dXt = Ptdt
dPt = −∇λj(Xt)dt− αPtdt+

√
2αTdWt

(4.11.4)

where Wt is the Wiener process and α is a constant. The Langevin dynamic
(4.11.4) has the invariant measure

e−H̄jj(z0)/T∫
RN e

−H̄jj(z)/Tdz
. (4.11.5)

The damping parameter is chosen as α = ε in order to have accuracy ε
also for time correlation observables. The time for the Langevin solution
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to become approximately independent is proportional to 1/α. The time
spent on level k is denoted Nk/α. On level k the observable contributes
proportional to qk, so that the error is approximately proportional to

ek :=
Nk∑
j=1

qkξj/Nk,

where the ξj are N(0, 1) distributed and independent. We have

E[ek] = 0

and

E[e2
k] = E

[ Nk∑
j=1

Nk∑
l=1

q2
kξjξl/N

2
k

]
= q2

k

Nk
.

The standard deviation of the error on level k is therefore qk/
√
Nk. If we

choose the amount of computational work on level k to satisfy
qk√
Nk

= ε
√
qk,

i.e.
Nk = qk

ε2 , (4.11.6)

the total work from a simulation on many levels will be the same as a
simulation when only one level is present. The total work is

d∑
k=1

α−1

∆t Nk = 1
ε

1√
ε

d∑
k=1

qk
ε2 = 1

ε7/2

d∑
k=1

qk = 1
ε7/2 ,

i.e. the same for one (d = 1) or many levels d� 1. The total error from all
levels is approximately

e :=
d∑

k=1

qk√
Nk

ξk =
d∑

k=1
ε
√
qkξk.

We therefore have E[e] = 0 and

E[e2] = E
[ Nk∑
k=1

Nk∑
j=1

ε2√qkqjξkξj
]

= ε2
d∑

k=1
qk = ε2.
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A heuristical work comparison between two methods of
computing correlation observables on a single energy level

Suppose the correlation observable

I :=
∫
R2N Ãjj(zjτ (z0))B̃jj(z0)e−H̃jj(z0)/Tdz0∫

R2N e−H̃jj(z0)/Tdz0

is to be computed. Denote by τc the time such that if τ & τc then the
observables Ãjj(zjτ (z0))B̃jj(z0)e−H̃jj(z0)/T and Ãjj(zj0(z0))B̃jj(z0)e−H̃jj(z0)/T

are approximately uncorrelated.
The correlation observable I can be expressed as an ergodic limit

I = lim
τ∗→∞

1
τ∗

∫ τ∗

0
Ãjj(zt+τ )B̃jj(zt)dt

where xt is a time t realization of the dynamic (4.11.4) and τ is the time
over which we study the correlation. It is reasonable to choose τ . τc in the
study of correlation, since otherwise the correlation is approximately zero.
An approximation of the ergodic limit can be computed as

I ' 1
τ∗

∫ τ∗

0
Ãjj(zt+τ )B̃jj(zt)dt (4.11.7)

for some fixed τ∗. For the computation we perform a forward Euler dis-
cretization of (4.11.4) to obtain{

xn+1 = xn + pn∆tn
pn+1 = −∇λj(xn)∆tn − αpn∆tn +

√
2αT∆Wn, n = 0, ..., NL

(4.11.8)
for some NL, TL where NL∆tn = TL, t0 < t1 < ... < tNL = TL, ∆tn =
tn+1 − tn, and ∆Wtn ∼ N (0,∆t) are independent normal distributed with
expected value 0 and variance ∆tn. The quotient

τ∗

τc
=: J̃

tells us how many uncorrelated sub paths that are passed following the
dynamic (4.11.4) from time t = 0 to t = τ∗. Thus the work is approximately

We := τ∗

∆t = τ∗

τc
· τc∆t = J̃ · τc∆t
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and the error is of order
1√
J̃
.

Another way to approximate I is to use a Monte Carlo method. That is

I '
J̃∑
j=1

A(zτ (z0(ωj)))B(z0(ωj))
J̃

where z0(ωj), j = 1, ..., J̃ are independent samples of the probability mea-
sure (4.11.5). The error is again approximately

1√
J̃

but the work is
WMC := J̃ · τ∆t .

Since τ . τc it we have that

WMC < We

which also is the case in the test results presented in Figure 4.3.
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Figure 4.3 – The left panel shows the absolute error of the observable A(x) =
(x− 1)2 approximated by computing the approximate ergodic limit (4.11.7)
versus computational work. The right panel shows the absolute error of
the observable A(x) computed with a Metropolis algorithm (MALA) versus
computational work.



5 Summary of Results

5.1 Paper I: Adaptive random Fourier features
with Metropolis sampling

We consider the minimization problem

min
p

Eω
[

min
β̂∈CK

{
Eρ̃[|yn − β(xn)|2] + λ|β̂|2

}]
, (5.1.1)

based on the random Fourier features problem, see [RR08, SSBD14], where
the inner minimization problem is a linear least squares problem with respect
to the amplitudes β̂ ∈ CK as described in Section 2.1. By following the
work [Bar93] by Barron we derive a O(K−1) bound to the problem (5.1.1)
as in Section 2.4. The error bound contains the constant Eω[ |f̂(ω)|2

(2π)dp2(ω) ] and
we show, as in Section 2.5, that the optimal density function to sample
frequencies from is the normalized absolute value of the Fourier transform
of f , p(ω) = |f̂(ω)|∫

Rd |f̂(ω′)|dω′ . Our work thus considers how to choose the Fourier
features, i.e. frequencies, optimally for a fixed K while in other works like
[Bac17] and [AKM+17] finding the number K that can give a desired error
for a fixed number of data points is of interest.

We present an algorithm for training shallow neural networks β(x) =∑K
k=1 β̂ke

iωk·x with given data {xn, yn} ∈ Rd × R, n = 1, ..., N .
The frequencies ωk are sampled by an adaptive Metropolis algorithm

using the amplitudes to approximately find the unknown density p = |f̂ |
||f̂ ||L1

.
The proposal frequencies ω′k are outcomes from a random walk Metropolis
proposal step with a fixed proposal distribution. The proposal frequencies
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are accepted with probability min
{
1, (|β̂′k|/|β̂k|)γ

}
for a positive parameter

γ.
The proposed algorithm is extended with an alternative algorithm with

an adaptive covariance matrix, based on [HST01], of the normal distribution
in the Metropolis proposal step.

The presented algorithm gives equidistributed amplitudes |β̂k| as K →
∞. We show that the corresponding frequencies asymptotically perform as
independent samples from the optimal density.

Numerical regression experiments are performed on synthetic data and
classification experiments are performed on the MNIST data set, see [YLB98].

5.2 Paper II: Smaller generalization error
derived for deep compared to shallow
residual neural networks

We generalize the random Fourier features, in Paper I, from one hidden layer
neural networks to deep residual neural networks, for L > 1, on the form

βL(x) := z̄L(x) + β(x)

where

z̄`+1 = z̄` + Re
K∑
k=1

b̄`ke
iω`k z̄` + Re

K∑
k=1

c̄`ke
iω′`k·x , ` = 1, . . . , L− 1

and z̄0 = 0. In Theorem 1 in Paper II we prove that, for a fixed total number
of nodes, the generalization error for a deep residual network can be smaller
than the generalization error bound for a one hidden layer neural network,
presented in Section 2.4 and originally derived in [Bar93]. The optimal dis-
tribution of frequencies, i.e. random Fourier features, is derived by applying
a mean field optimal control to the deep residual neural networks.

The residual neural networks are built both in theory and in practice
layer by layer. As in Paper I we solve the convex minimization problem

min
c̄0k

k=1,...,K

Exy[|y − Re
K∑
k=1

c̄0ke
iω′0k·x|2] , (5.2.1)
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for the parameters c̄0k where ω`k, ω′`k are sampled frequencies. The solution
c̄∗0k, k = 1, . . . ,K of (5.2.1) defines the one hidden layer approximation

β∗(x) = Re
K∑
k=1

c̄∗0ke
iω′0k·x , (5.2.2)

which defines the optimization problems for the deep residual networks
(b̄`k, c̄`k), ` = 1, . . . , L− 1

min
(b̄`k,c̄`k)∈C×C
`=1,...,L−1
k=1,...,K

Exy
[
|z̄L −

(
y − β∗(x)

)
|2 + δ̄L

L−1∑
`=1
|z̄`+1 − z̄`|2

]
,

subject, for ` = 1, . . . , L− 1, to

z̄`+1 = z̄` + Re
K∑
k=1

b̄`ke
iω`k z̄` + Re

K∑
k=1

c̄`ke
iω′`k·x ,

z̄1 = 0 .

(5.2.3)

The idea in the proof of the error bound in Theorem 1 in Paper II is to look
at the optimization problem (5.2.3) as a discrete version of a continuous in
time optimal control problem where the discretization of the control func-
tion is viewed as the limit of a Monte Carlo approximation. The partition
of the control into a part depending on x and another part depending on
z̄` is identified so that the variance of the Monte Carlo approximation is
minimized.

We present an algorithm, see Algorithm 4, that can be used by itself or
as a pre-step, see Algorithm 5, for a global optimizer like Adam, see [KB17],
that builds a residual neural network layer by layer based on Algorithm 1
in Paper I.

Promising numerical evidence of the claimed theoretical results are pre-
sented for synthetic data where the target function is chosen to have a
regularised discontinuity.

In [EMW19] an optimal control approach to deep residual neural net-
works is used and an error estimate is proved. The error estimate does not
indicate smaller generalization error for deep residual network compared to
one hidden layer networks for a fixed number of nodes.

Other papers, e.g. see [SZ19, RT18], present results that show smaller
errors for deep neural networks compared to shallow ones for specific target
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functions. In [RT18] they show that uniform approximation of monomials
requires exponentially more nodes for a shallow neural network compared
to a deep one to achieve the same error.

5.3 Paper III: Canonical quantum observables
for molecular systems approximated by ab
initio molecular dynamics

With Weyl quantization, see [Zwo12] and Section 4.5, a connection between
the Hamiltonian operator Ĥ(x,−~) and it’s phase space RN × RN symbol
H(x, p) appears. Quantum observables, first shown in 1932 by Wigner in
[E.32], can be approximated by the classical Gibbs ensemble average by
taking the semiclassical limit ~→ 0.

In Paper III we consider the mass ratio me/mn where me = 1 denotes
the electron mass and mn =: M denotes the nuclei mass. Both masses me

and mn are in atomic units. Thus 1/M is small and we exploit it as the
semiclassical parameter. The classical limit when 1/M goes to zero can be
approximated by molecular dynamics for the nuclei with a potential from
the electron eigenvalue problem, see [LB05, DJ09].

It is well known that molecular dynamics can be used for approximating
quantum observables for low temperatures. Our results contain derivations
of methods for accurate approximation of quantum observables by molecular
dynamics also for the case when the temperature is large relative to the first
eigenvalue gap. We present results both for time independent observables
and for observables depending on time correlations.

One of the main results states that, given Schrödinger Hamiltonians with
Hermitian matrix valued potential V : RN → Cd×d with eigenvalues λj , j =
1, ..., d, canonical quantum observables can be, for any positive temperature
T , approximated by molecular dynamics with an error of order O(M−1/2).
More precisely we require some assumptions which include three bounded
derivatives of the symbol observables Ā0 and B̄0, which are assumed to be
diagonal, and five bounded derivatives of the d× d Hamiltonian symbol H.
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We also assume that H(z) has distinct eigenvalues H̃jj . Then

1
2trace

(
Âτ (B̂0e

−Ĥ/T + e−Ĥ/T B̂0)
)

trace(e−Ĥ/T )

=
d∑
j=1

∫
R2N

qjĀjj(0, zjτ (z0))B̄jj(z0) e−H̃jj(z0)/T∫
R2N e−H̃jj(z)/Tdz

dz0 +O(M−1/2) ,

(5.3.1)

where zjτ solves

ẋt = pt

ṗt = −∇λj(xt), t > 0

with initial data (x0, p0) = z0 and the probability qj for state j is defined as

qj :=
∫
R2N e−H̃jj(z)/Tdz∑d

k=1
∫
R2N e−H̃kk(z′)/Tdz′

, j = 1, . . . , d,

Âτ = Ψ̂ ˆ̄Aτ Ψ̂∗ where Ψ is a certain matrix that approximates the matrix
that diagonalizes V , taking composition of Weyl quantizations into account.

Paper III includes numerical results of simple model problems with com-
parisons of the quantum and molecular dynamics observables.

We also prove anO(M−1) estimate based on a slightly modified operator.
Here the left hand side in (5.3.1) is the canonical time dependent quan-

tum observable relating time τ and 0.

5.4 Paper IV: Computational algorithms for
canonical ensemble observables

In paper IV we build upon the results in paper III. In paper III error bounds
are derived for molecular dynamics approximations of canonical quantum
observables for any temperature but nothing is said about how to actu-
ally compute the molecular dynamics efficiently. Paper IV addresses the
issue of computing molecular dynamics approximating canonical quantum
observables. Four algorithms are presented with each having benefits in dif-
ferent situations. A factor to take into account when choosing algorithm
is the temperature T . For low temperatures most of the contribution to
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the observables comes from the lower electron energy levels, but when the
temperature increases we need to spend more computational effort on the
higher energy levels as well.

In Paper IV we present a heuristical work comparison between two meth-
ods of computing a correlation observable as in Section 4.11.

We use the Hartree-Fock approximation, see e.g. [LB05], to discretize
the electron operator in the Schrödinger equation. With the Hartree-Fock
method we can approximate the full electron wave function by a so called
Slater determinant built up by orthogonal functions called orbitals, see
[CDK+03, DJ09]. The orbitals are expressed in a finite basis and used
to construct a matrix called the Fock matrix. The Fock matrix implies an
eigenvalue problem. The electron operator eigenvalues can then be approx-
imated by a sum of the Fock matrix eigenvalues.

We can evaluate the molecular dynamics observable Ãjj(zjτ (z0))B̃jj(z0)
with initial conditions in the canonical ensemble, see Paper III, if we can
compute the expression

d∑
j=1

∫
R2N

Ãjj(zjτ (z0))B̃jj(z0) fj(z0)∑d
k=1

∫
R2N fk(z)dz

dz0

where
fj(z) := e−H̃jj(z)/T = e−( |p|

2
2 +λj(x))/T .

The question is how to compute the high dimensional integral. In Algorithm
1 of Paper IV we suggest to use a Monte Carlo method and view the sum
and the integral as a double sum with sampling of both z and j with the
density

ρ(j, z0) := fj(z0)∑d
k=1

∫
R2N fk(z)dz

.

The sampling in turn is done by Metropolis sampling, see [MRR+53], in
both energy level and in position space. The energy level proposal step is
done by flipping a random Fock eigenvalue between a occupied state and an
unoccupied state. The space coordinate proposal step is performed by the
overdamped Langevin dynamics that has the Gibbs measure as invariant
measure.

The Metropolis sampling is used in Algorithm 2 of Paper IV as well but
with a Metropolis-adjusted Langevin algorithm (MALA), see [RT96], step
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in space and a MALA step in energy level. The idea is that for high temper-
atures the discrete energy level space can be approximated as a continuous
space.

The third algorithm in Paper IV is based on the Metropolis algorithm
and the fourth one computes observables using dynamics on the Helmholtz
free energy potential.

Numerical test cases are presented showing the expected error rates.
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