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Abstract

Energy comes in two forms; potential energy and kinetic energy. Energy
is stored as potential energy and released in the form of kinetic energy. This
process of storage and release is the basic strategy of all energy alternatives
in use today. This applies to solar, wind, fossil fuels, and the list goes on.
Most of these come in diluted and scarce forms allowing only a portion of the
energy to be used, which has prompted the quest for the original source, the
Sun.

As early as 1905 in the work by Albert Einstein on the connection between
mass and energy, it has been seen theoretically that energy can be extracted
from the process of fusing lighter elements into heavier elements. Later, this
process of fusion was discovered to be the very source powering the Sun.
Almost a century later, the work continues to make thermonuclear fusion
energy a reality.

Looking closer at the Sun, we see that it consists of a hot burning gas
subject to electromagnetic fields, i.e. a plasma. The plasma in the Sun is
contained by the massive gravitational force which allows for fusion to be
created in a stable and continuous process. Taking inspiration from the Sun
we see that a hot plasma and its containment are key to achieving fusion. The
gravitational force is not present on Earth, and creating it artificially is, as
of today, and insurmountable task. Fortunately, the plasma can be contained
in another way; with magnetic fields.

The challenges of making fusion a viable energy source are numerous and
diverse. To deal with these challenges there are several fields of fusion re-
search; engineering, physics, and numerical analysis. These of course overlap,
but serve to illustrate the focus of different groups. This thesis work is focused
on the latter two, physics and numerical analysis.

The containment of the plasma in a fusion device is degraded by drift
wave turbulence. The turbulence in the plasma occurs on the micro-scale,
namely on the scale of particles travelling around the magnetic field lines.
The physics behind turbulence and the drift waves responsible is a rich field
with many future topics.

Since the micro-turbulence can quickly grow and diffuse plasma through-
out the device in a matter of micro-seconds, it becomes a difficult challenge
to numerically resolve the turbulence over a longer span of time. The typical
confinement times required in a fusion device is on the order of several sec-
onds. Thus, the main focus of this thesis is on developing a numerical method
that can effectively resolve the plasma physics over longer time-intervals. To
this effect, a Time-Spectral method has been developed that utilizes the ad-
vantageous properties of spectral methods to all domains, specifically the
temporal domain. The numerical method has been implemented on com-
pressible Navier-Stokes, ideal magnetohydrodynamics (MHD), and a toroidal
two-fluid plasma turbulence model called the Weiland model.

Keywords— Fusion, Turbulence, Micro-instabilities, Time-spectral, Navier-Stokes, MHD,
Weiland model
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Sammanfattning

Energi finns i tv̊a former; potentiell energi och kinetisk energi. Energi lag-
ras som potentiell energi och frigörs i form av kinetisk energi. Denna lagrings-
och frigöringsprocess är den grundläggande strategin för alla energialternativ
som används idag. Detta gäller sol, vind, fossila bränslen och listan fortsätter.
De flesta av dessa kommer i utspädda och knappa former som endast gör det
möjligt att använda en del av energin, vilket har lett till jakten p̊a den ur-
sprungliga källan, solen.

Redan 1905 i Albert Einsteins arbete om sambandet mellan massa och
energi har det teoretiskt sett att energi kan extraheras fr̊an processen att
sl̊a samman lättare element till tyngre element. Senare upptäcktes att den-
na fusionsprocess var själva källan som driver solen. Nästan ett sekel senare
fortsätter arbetet att göra termonukleär fusionsenergi till verklighet.

När vi tittar närmare p̊a solen ser vi att den best̊ar av en het brännande
gas som utsätts för elektromagnetiska fält, dvs. ett plasma. Plasman i solen
är innesluten av den massiva gravitationskraften som möjliggör fusion att
skapas i en stabil och kontinuerlig process. Med inspiration fr̊an solen ser
vi att en het plasma och dess inneslutning är nyckeln till att uppn̊a fusion.
Gravitationskraften finns inte p̊a jorden, och att skapa den artificiellt är fr̊an
och med idag en oöverstiglig uppgift. Lyckligtvis kan plasman inneslutas p̊a
ett annat sätt; med magnetfält.

Utmaningarna med att göra fusion till en genomförbar energikälla är
många och varierande. För att hantera dessa utmaningar finns det flera fält
inom fusionsforskning; teknik, fysik och numerisk analys. Dessa överlappar
naturligtvis men tjänar till att illustrera olika gruppers fokus. Detta uppsats-
arbete fokuserar p̊a fysik och numerisk analys.

Inneslutningen av plasma i en fusionsanordning försämras av drivv̊agsturb-
ulens. Turbulensen i plasman sker p̊a mikroskalan, nämligen p̊a skalan av
partiklar som rör sig runt magnetfältslinjerna. Fysiken bakom turbulens och
drivv̊agorna som är ansvariga är ett rikt fält med många framtida ämnen.

Eftersom mikro-turbulensen snabbt kan växa och sprida plasma genom
hela enheten p̊a n̊agra sekunder, blir det en sv̊ar utmaning att numeriskt
lösa turbulensen under en längre tidsperiod. De typiska inneslutningstiderna
som krävs i en fusionsanordning är i storleksordningen flera sekunder. Av-
handlingen fokuserar allts̊a p̊a att utveckla en numerisk metod som effektivt
kan lösa plasmafysiken över längre tidsintervall. För detta ändam̊al har en
Tidsspektralmetod utvecklats som utnyttjar de fördelaktiga egenskaperna hos
spektrala metoder för alla domäner, särskilt den temporala domänen. Den nu-
meriska metoden har implementerats p̊a komprimerbara Navier-Stokes, ideal
magnetohydrodynamik (MHD) och en toroidformad tv̊avätske-plasmaturbul-
ensmodell som kallas Weiland-modellen.
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Chapter 1

Introduction

Thermonuclear fusion is heralded as the clean and sustainable energy source of the future.
To this end, numerical simulations will play a key role in the development of the future
fusion reactors. With the complex nonlinear interactions coupled with the large separation
of scales, fusion plasma physics features a challenge for numerical methods. Increasing
the stability, efficiency, and general scope of numerical methods will then help to further
advance the realization of fusion energy.

This chapter includes a discussion on the current world energy status and some of
the energy alternatives that seek to meet that demand. Fusion energy is presented as a
potential and advantageous energy source along with the challenges that thermonuclear
fusion presents. Last, the thesis objectives are stated along with their relevance to current
fusion research.

1.1 World energy

The world has experienced an ever-increasing demand for energy ever since the industrial
revolution. Before the industrial revolution energy was mainly renewable in the form of
fire, hydro-, and good ol’ fashion horse-power. However, with the advent of large factories
and public transport fossil fuels quickly eclipsed all other forms of energy.

The benefits of the increase in energy demand are innumerable. The decrease of
global poverty levels and the increase of the average human life expectancy being the
primary benefits. Global trade and the invention of the internet have connected nations
and peoples all over the world. However, with the increase in wealth and living conditions
the awareness of our impact on the environment has become apparent.

The total global energy consumption in 2018 was roughly 14,000 Mtoe (mega-tons
of oil equivalent), or 18.6 TW (tera-watts). The energy consumption of that year was
accompanied with a primary energy consumption growth of 2.8% compared to the previous
year, which was the fastest growth rate in the past decade. This has been a typical trend
however, with the exception of outlier years such as the economic crisis in 2008-2009 [1].

The fossil ratio increases every year. In other words, even though renewable energies
have increased their shares and global scope, so has the use of fossil fuels. In 2018 the coal
and oil consumption grew by 1.4% and 1.5%, respectively. This lead to a 2.0% increase
in carbon emissions.

3
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As of writing (December 7th 2020) the world is currently in the end of its first year
battling the Covid-19 pandemic. According to the Statistical Review of World Energy 2020
[2], including the impact of Covid-19, the growth in primary energy consumption decreased
to 1.3%. The carbon emissions from the consumption of energy then slowed to 0.5%, which
is much lower than the average over the past decade of 1.1%. The different Covid-strategies
employed by countries has had a significant impact on the energy consumption. Countries
with full lockdowns featured a 25% decline in energy demand, compared to the 18%
decline in countries with a partial lockdown [3]. Globally the energy consumption demand
decreased by 3.8% during the first quarter of 2020. One positive fact is that renewable
energies were the only energy alternatives that experienced an increase in demand during
this time.

There is, however, nothing that would suggest that the global consumption of energy
will continue the trend during the Covid-19 pandemic. The world population will recuper-
ate from the pandemic as it has in the past, thus the upward trajectory and acceleration
of carbon emissions can be quite certain. This is worrisome in many ways, the main being
that carbon emissions are a green house gas, i.e. it prevents a portion of the Earth’s
radiation from escaping. This will lead to further global rise of temperature. Notwith-
standing, the CO2 content in the atmosphere has now reached over 417ppm reported by
the U.S. National Oceanic Atmospheric Administration, far above the 280ppm recorded
10,000 years ago.

These levels of CO2 already have a significant impact on the climate, e.g. temperature,
sea levels, ice-sheet mass, precipitation, ocean acidification, and more. The Special Report
on the Ocean and Cryosphere in a Changing Climate [4] reported that the ice-sheets
in Greenland and the Antarctic have lost on average 278 ± 11Gt and 155 ± 19Gt of ice
mass between 2006-2015. The data that is reported in [4] has different degrees of certainty,
however this list is reported as virtually certain; oxygen in the ocean surface has decreased,
global ocean temperatures have increased (90% of which is from carbon emissions), global
mean sea level has increased, and the frequency of extreme events have also increased.

All of the climate change impacts listed are urgent matters that need to be mitigated,
however it does not spell doom for the human race. It is common practice to assume
that there will be some form of adaptation to issues such as warming, rising sea level, and
air pollution etc [5, 6]. By increasing the human capital world wide the people groups
that are most at risk will have the means by which to adapt. This can be seen in many
areas with rising sea levels where proper irrigation and dikes are constructed to keep the
nearby populations safe. Even with rising temperatures we see more air conditioning
being installed. It is the author’s belief (perhaps optimistic) that humans will continue
to thrive and adapt to these challenges, however other species might not be as fortunate.
The species at risk of losing their habitat and ecosystem deserve our utmost attention as
well.

1.2 Energy alternatives

In order to move away from the large consumption of fossil fuels there needs to be other
sustainable and clean alternatives to take their place. The renewable energy installations
in 2019 broke the previous record of annual installed capacity by reaching over 200 GW
[7]. From the total renewable energy output worldwide Photovoltaic (PV) Solar Power
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produced 627 GW and Wind Power 650 GW. This was accompanied with a market increase
of 12% for PV and 19% for Wind Power in 2019 [7].

Solar energy is a free and inexhaustible energy source. Every year four million exa-
joules (1018J) is incident on the Earth [8]. There is already widespread support for solar
energy in the form of solar-cells. These can readily be seen installed on rooftops in urban
areas as well as cities. Also, Building-Integrated Photovoltaics can provide future build-
ings with a self-sufficient energy source in the very architecture of the building, e.g. in the
walls, roof, and even windows [9].

Solar power also features large scale power plants that can output more energy for a
larger population. Solar power plants seek to reflect and gather as much sun light as pos-
sible in order to increase the operating temperature which can then create electricity with
a turbine [10]. There are several types of so called Concentrating Solar Power (CSP) tech-
nologies; Solar Parabolic-Dish system, Parabolic-Trough Collector, Solar Power-Tower,
and Linear Fresnel-Reflector [11].

The first CSP was installed in the USA in 1982 and as of today there are 98 CSP plants
that are active, 18 being constructed, and 24 CSP plants that are in the development phase
[11]. The output from all active CSP plants in the world give a total of 4749 MW. It is
calculated that for all CSP technologies to date that gather roughly 1880 kWh/m2 of solar
radiation will require around 5− 7 acres/MW and 4m3/MWh of water supply for cooling
and cleaning [11].

Wind power is another form of renewable energy. The energy from the wind is har-
nessed in the form of mechanical power by the use of a wind turbine. The wind turbine
in turn drives electric generators which supply electricity to the grid.

A large effort has been made to improve and scale wind power over the past two
decades. The total capacity of wind power world wide is as of 2019 650.8 GW [12]. This
is lower than the 2017 projected value of 760 GW to be reached in 2020 [13]. This can
partly be explained by the economic slowdown due to Covid-19.

The advances in wind power primarily comes in the form of advanced power electronic
technologies. The evolution of the wind power electronics started with a soft starter →
rotor resistance control → rotor power control → to full generator power control [13].
What this means is that wind power turbines in the 1980s started with generators with
a fixed rotational speed, which meant that the turbines could not work at maximum
efficiency in a large range of weather conditions. By adding more and more control to
the rotational speed of the generators the variability of the wind could be smoothed out,
allowing the wind turbine to achieve higher efficiencies [13]. This full control of the wind
turbine generators also allows a wind farm of turbines to work in tandem to achieve a
stable and continuous energy output.

Wind power, as with solar, is an intermittent energy source. Although wind power
has the advantage of being an indigenous source, thus allowing countries across the globe
to be energy independent, the intermittant/inconsistent nature of wind is inevitable. It
becomes important then to find suitable locations where a reliable source of wind can be
found, offshore wind farms being a prime example.

Another renewable energy source, and perhaps the oldest, is Geothermal energy. Ar-
chaeological evidence has shown that pre-historic humans, some estimating as far as 10,000
years ago, were drawn to hot springs for various reasons, mainly for the warmth and reli-
gious activities.

Geothermal (Greek Geo - Earth and thermal - heat) energy comes from the heat in
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Figure 1.1: World energy consumption and electricity generation. Reprinted from
World Energy Data (2019) [14], accessed, December 08 2020.

the Earth’s core. The center of the Earth has temperatures ranging from 4, 400−6, 000oC.
This is comparable to the surface of the Sun. Through convection the heat in the core
is transferred to the Earth’s surface where it can be extracted. Geothermal power plants
extract heat from the Earth through a heat exchanger, which in turn produces steam that
drives a turbine.

The main advantage of geothermal, other than being clean and renewable, is that it is
a stable and continuous source of energy, unlike solar and wind. Many countries around
the world have access to geothermal energy, and new drilling technologies can even create
a geothermal spring by cracking the surrounding sediment rock. The disadvantage being
rules and regulation that prevent companies from drilling. Even if a site is chosen and
given the license to drill, it is not guaranteed that the plant will be as profitable as initial
estimates. Algorithms, data, and statistics are used to provide the most promising sites
for the plant, however you have to drill to find out. This uncertainty can prevent investors
from supplying the initial cost of building a geothermal power plant.

Even though geothermal has the potential to provide the world with enough energy
twice over, in 2016 only 1% of the world energy consumption was supplied by geothermal
[15]. This amounts to 8.55 GW as reported by the World Energy Council (2016) [16]. By
2019 the total installed capacity worldwide of geothermal reached 13.39 GW [17].

Last, but not least, we have Hydropower. With the largest share of global renewable
electricity production at 15.6% in 2019 [14], hydropower is set to be a major contributor in
the transition from fossil fuels. The world energy consumption and electricity generation
by energy source can be seen in Figure 1.1.



1.3. FUSION ENERGY 7

Hydropower works by converting the energy of flowing water to electricity. This is
accomplished by using the potential energy stored in the water, which allows it flow
downwards due to gravitational forces, until it comes in contact with turbine blades. The
mechanical energy then turns the turbine.

There are several types of hydropower, the two main ones are dam and run-of-river
hydropower. Dam hydropower blocks the flow of water initially until it fills up a reservoir.
Once filled to a certain extent the water can be released in a controlled flow. This allows
for a stable and continuous source of electricity. However, the negative aspects of dam
hydropower are; deforestation, habitat loss, danger to fish, depopulation of the area, and
the risk of the dam breaking.

The run-of-water concept diverts a portion of the water from naturally occurring
rivers. This allows most of the natural land to be kept untouched, other than the site
of the hydropower station itself. Most of the negative aspects of the dam approach are
addressed in the run-of-water scenario, however the source of energy becomes intermittent
due to it being subject to natural river cycles.

1.3 Fusion energy

The quest for thermonuclear fusion as an energy source has been pursued since the 1930s.
The first few decades of fusion research saw a mix of voices claiming fusion to be the
holy grail of energy production, whilst simultaneously being dismissed by some as science
fiction! Unfortunately for the fusion enthusiasts, the first devices built were plagued with
a mysterious lack of performance. Looking back, we can see that their perseverance has
paid off. Since the 1970s, the fusion product, a parameter that measures the success of
a magnetically confined plasma, has increased by a factor of 1000, with a factor 5 left in
order for thermonuclear fusion to be a viable energy alternative [18].

Figure 1.2: Binding energy per nucleon. Reprinted from Fusion Plasma Physics by
W.M. Stacey [19], accessed: February 10 2020.
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The energy released in the fusion reaction comes from the mass difference between the
reactants and the product. The physics behind this phenomena was first published by
Albert Einstein in 1905, where he proposed that mass and energy are interchangeable by
the formula E = mc2. Thus, when atomic nuclei fuse together the mass defect is converted
to kinetic energy for the product particles.

Another way of describing the mass defect comes from the binding energy per nucleon,
see Figure 1.2. The binding energy is the energy required to break up the fusion reactants,
which is transferred as kinetic energy. This binding energy, measured in electron volts [eV],
differs for specific nucleons. Furthermore, the binding energy per nucleon increases with
mass number up until iron, and then decreases. This makes iron the most stable nucleus,
being the product of both fusion and fission.

Figure 1.3: List of the most favourable fusion reactions. Reprinted from Fusion
Physics by Kikuchi et al. [20], accessed: February 11 2020.

In Figure 1.3, taken from Fusion Physics [20], we can see a list of the most common
fusion reactions. Notice that deuterium and tritium have the highest binding energy in
the list. This along with a relatively small cross-section, the probability that fusion will
occur is highest when using deuterium and tritium, for comparable plasma parameters.
This is why the D+T reaction is the favoured reaction for first generation reactors.

The product of the D+T reaction is a Helium-4 nuclei and a neutron with 3.5 MeV
and 14.1 MeV, respectively. The neutrons will collide with the walls of the fusion device,
creating heat that can be extracted. The kinetic energy of the neutron is then used, in
various stages, to heat up a gas in a turbine that generates electricity. So, in the end, the
first generation of thermonuclear fusion is a highly complex way of heating a gas.

1.4 Nuclear fusion

In order for thermonuclear fusion to be a viable energy source it needs to supply more
energy than it consumes. An important study on break-even fusion, i.e. the power
balance, was published early on by J. D. Lawson in 1957 [21]. In the article Law-
son compares the power produced by thermonuclear fusion in a specific time and vol-
ume PR = n1n2〈vσ(T )〉E (called reaction power density), with the power radiated by
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Bremsstrahlung radiation PB = αn2T 1/2 J1/2m3s−1 (α = 1.7 × 10−38) and the power to
heat the plasma. Thus, he could derive a necessary criteria for future fusion reactors. We
will take a look at the fusion power term more closely, and his result, called the Lawson
criterion.

The power from thermonuclear fusion can be obtained by studying a slab of plasma
with incident particles colliding with the plasma (following heuristic derivation in [18]).
The slab has thickness dx and area A. The n number of particles in the slab have cross-
sections σ. We can envisage the view of an incident particle that sees a fraction of the
plasma slab blocked by particles. This fraction of the plasma slab is nAdx(σ/A) = nσdx.
If we have a flux of particles incident to the plasma slab, the flux will be reduced the
further it gets in the plasma. The flux can be described with dΓ/dx = −nσΓ, that has
the solution Γ = Γ0e

−nσx, where Γ0 is the initial flux of the particles. Here we can see
that after a certain distance the flux has slowed down due to collisions. From this we can
calculate the frequency at which fusion reactions occur in the slab with average particle
velocities v, f = nσv. We can start to see the similarity in terms with the fusion power
used by Lawson. A few more steps are needed to arrive at the desired formulation.

In a fusion plasma we have two particle species, deuterium and tritium. These can be
represented by particle group 1 and group 2, respectively. Also, the group of particles in
1 and 2 all have different positions and velocities, to some degree. Thus we can formulate
this velocity distribution of both groups by f1(v1) and f2(v2). In order to calculate the
fusion frequency we need to integrate over all velocity dependent frequencies, thus the
new expression for the frequency becomes

∫ ∫
σ(v)n1n2f1(v1)f2(v2)v1v2, v ≡ |v1 − v2|.

Assuming the velocity distributions are Maxwellian, the integral can be computed as
n1n2〈σv〉12, where 〈σv〉 is the reactivity and it is a function that is temperature dependent.
We thus have the reactivity function, and when multiplied by the energy E produced by
each fusion reaction, we have the final form for the fusion power density, PR = n1n2〈σv〉E.

The Lawson criterion can then be formulated as the power that is used to convert heat
to electricity, PR +PL, and the power that is lost, PL. The efficiency of conversion lies in
the range between η = 0.3− 0.4. The Lawson criterion is thus,

η(PR + PL) > PL. (1.1)

The power loss includes the Bremsstrahlung radiation and the kinetic plasma energy
3neT/τE , which includes all other forms of losses in the plasma. The energy confinement
time τE is a global mean variable that is dependent on the energy density W and the
input power P , and it describes the time it takes for a confined plasma to loose its energy.

Inserting the power results from above along with n1 = n2 = nDT /2 we obtain,

η
(

(n2
DT /4)〈σv〉E + α(n2

DT /4)T 1/2+

+ 3nDT eT/2τE
)
> α(n2

DT /4)T 1/2 + 3nDT eT/2τE , (1.2)

which can be simplified to

nDT τE >
3eT

η
1−η

1
4
〈σv〉E − α

√
T
. (1.3)

From the criterion 1.3 we see that the only unknown on the right hand side is the
temperature. When the fusion energy E, cross-section 〈σv〉, and conversion efficiency η
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is set we can calculate what temperatures, densities, and confinement times are necessary
for break-even thermonuclear fusion.

Design and constraints

In order to fulfil the Lawson criterion a device has to be designed that can meet those
requirements. This is a great challenge that continues today. To see why this is such
a challenge a general fusion reactor can be designed that highlights the possibilities and
eventual constraints on the fusion performance.

The most successful approach to controlled thermonuclear fusion to date is magnetic
confinement. This is done by trapping charged particles in a plasma state with large
magnetic fields. There are two major groups of magnetic confinement configurations
called toroidal confinement and open-end confinement. The open-end configurations use
magnetic inhomogeneities to bounce particles from end to end of the device, whilst toroidal
configurations are closed so that particles travel around in a torus.

The plasma physics behind the closed-end configurations start with studying a plasma
that is subjected to a toroidal magnetic field only. In this scenario the plasma will expe-
rience a magnetic field gradient in the radial direction due to the fact that the magnetic
field is stronger towards the machines center axes. The magnetic field gradient will then
make particles drift vertically which gives rise to charge separation when ions and electrons
travel in opposite directions, which leads to an electric field response perpendicular to the
toroidal magnetic field. The plasma now experiences a drift called the E×B drift towards
the outboard side of the device [22]. To prevent the plasma to drift out towards the wall
a poloidal component is introduced to the magnetic field. The combined magnetic field
then creates helical paths for the charged particle to travel around the torus. The different
toroidal magnetic configurations are typically classified by the magnetic field profile and
the technique by which the poloidal magnetic field is created. Some of the more estab-
lished toroidal magnetic confinement devices are the Tokamak, Reversed-Field Pinch, and
Stellarator. These, along with a Magnetic-Mirror device will be briefly discussed in the
forthcoming sections.

With a qualified plasma configuration the plasma can reach high temperatures and
pressures in order to create fusion reactions. Furthermore, the reactor needs to be designed
to handle the fusion products whilst preventing damage to the vessel and magnets. The
engineering parameters for a general fusion device are collected in Table 1.1, taken form
Plasma Physics and Fusion Energy by J. Freidberg [22].

The plasma is surrounded by a vacuum vessel. The vacuum vessel is composed of
several blanket modules, such as the “first wall” directly facing the plasma, a shield, and
magnets, all with varying thickness. In between the first wall and the shield there will
also be the breeding blanket and a layer where the heat is transferred to a turbine. The
breeding blanket contains lithium (isotope 6Li) that will create tritium through the nuclear
reaction 6Li + n→ α+ T + 4.78 MeV [23].

In the most promising fusion devices today superconducting magnets are required to
contain the high pressure plasma. These magnets need to be cooled, to roughly 20K,
in order to function in a superconducting state. Thus, the shield in front of the magnets
needs to be nearly perfect at keeping the high velocity neutrons from escaping and causing
damage.



1.4. NUCLEAR FUSION 11

Quantity Symbol

Minor radius a
Major radius R
Thickness of blanket/shield b
Thickness of magnets c
Temperature T
Density n
Pressure p
Fusion power density St

Energy confinement time τE
Magnetic field B
Normalized plasma pressure βN

Table 1.1: Quantities defining the design of a fusion reactor. Reprinted from Plasma
Physics and Fusion Energy by J. Freidberg [22], accessed: June 20 2020.

There are several constraints posed on a fusion plasma, for example pressure and
density limits. Furthermore, the energy confinement time is the most pertinent variable
that describes the success of a confined plasma, is dependant on variables such as the
density. It becomes a challenge then to strike the perfect balance between a maximum
energy confinement time without exceeding certain limits.

The energy confinement time can be estimated by a scaling law calculated from em-
pirical data for tokamaks, specifically ITER. The expression for τE taken from the ITER
Physics Expert Group on Confinement and Transport (1999) [24],

τ
IPB 98(y,2)
E = 0.05621I0.93

p B0.15
T P−0.69n0.41

e M0.19R1.97A−0.58κ0.78 (1.4)

where Ip [MA] is the current, toroidal magnetic field BT [T], heating power P [MW], ne
[1019m−3] is the volume-averaged electron density, ion mass M [AMU], major radius R
[m], major and minor radius ratio A = R/a, and κ is the elongation of the tokamak profile.
From Eq. (1.4) it can be seen that the major radius and the plasma current have a large
impact on the performance of a fusion reactor. An increase in the magnetic field strength
and line-averaged electron density is also shown to improve the confinement time.

The line-averaged electron density has a limit which can be expressed by the empirical
Greenwald limit [25],

ne20 ≤
I

πa2
. (1.5)

The Greenwald limit was the culmination of many experiments that tried to figure out
why increasing the density, i.e. fuel, eventually lead to a degradation in confinement time.
This empirical limit is however an approximation and can be less or more by a factor of 2
in certain reactors [25]. However, the limit on how much fuel that can be used in a fusion
reactor still stands, and puts a constrain on the design.
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Another limit can be seen from the beta (β) limit. The β limit is a performance
quantity, like the confinement time, that is expressed as,

β =
〈p〉

B2/2µ0
. (1.6)

The β limit is the ratio of average plasma pressure and magnetic pressure, in other words
it is a measure of how well the magnetic fields are able to confine a plasma at a specific
pressure. Maximizing the β is one of the key components in creating a viable fusion
reactor.

Maximizing the plasma pressure is then desirable, unfortunately this is also con-
strained. The constrain on the β, and fusion power in general, can be seen in the normal-
ized βN (Troyon limit [22, 25])

βN = β
aBT
Ip

, (1.7)

where a is the minor radius of the plasma cross section, toroidal magnetic field BT ,
and plasma current Ip. This limit is important for fusion plasma performance due to
its direct relation to the triple product, which measures the necessary plasma density,
temperature, and confinement time to achieve ignition. The Troyon limit is calculated as
βN = 0.028 (2.8%) from MHD equations [25] where the largest macro instabilities in a
plasma have been included. The Troyon limit is analogous to a simple gas container, where
the container inevitably fails due to increased pressure. The simple analogy is complicated
by other factors such as MHD instabilities that degrade the magnetic confinement.

Tokamak

The tokamak has a magnetic configuration that is comprised of a toroidal and poloidal
magnetic field, see Figure 1.4. The tokamak has a toroidal magnetic field much larger
than the poloidal field strength. A current flows through the magnetic coils in the poloidal
direction which produces a magnetic field Bφ in the toroidal direction. The poloidal field
component is produced by driving a current through the inner poloidal field coils (a.k.a.
ohmic heating coils) in the primary central solenoid. This produces a current Ip in the
plasma that travels in the toroidal direction which induces a magnetic field Bθ in the
poloidal direction. External poloidal field coils are also applied for vertical stabilization
and plasma shaping.

The geometry of a tokamak is in the form of a cylinder that is connected (folded) in
the toroidal direction creating a torus, or “doughnut” shape. The geometry of a torus can
be described in two ways, but perhaps the most used convention is the quasi-cylindrical
representation with coordinates (r, θ, φ), where r is the minor radius, θ is the poloidal
angle, and θ is the toroidal angle. The parametric equations used in the coordinate
transform are

x(θ, φ) = (R+ rcosθ)cosφ

y(θ, φ) = (R+ rcosθ)sinφ

z(θ, φ) = rsinθ (1.8)

where R is the major radius and R/r is the aspect ratio. The toroidal magnetic field
strength decreases by ∼ 1/R so that the inner edge of the plasma is the high field side
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and the outer edge of the plasma is the low field side. The poloidal field is zero at the
center of the plasma and it increases with minor radius until a given point, and then it
decreases slightly at the edge (see Figure 1.5b). This gives the tokamak a safety factor
of q0 ≈ 1 at the center and roughly qedge ≈ 2 − 4 at the edge. The safety factor is the
number of poloidal turns per toroidal turn, or in other words the helical winding of the
magnetic field.

Figure 1.4: Schematic representation of a Tokamak device. Reprinted from Fusion
Physics by Kikuchi et al. [20], accessed: November 18 2020.

The advantage of a tokamak is the relatively large energy confinement times compared
to other devices, τE ≈ 1 sec. The tokamak has relatively favourable stability properties
and current tokamaks are very close to reactor conditions even though tokamaks have
low β values, roughly β ≈ 0.02 − 0.05. However, it is not without other drawbacks. For
example, the tokamak cannot as of yet be operated in a steady state due to the fact that
the central solenoid cannot sustain a current in the plasma indefinitely. The tokamak also
experiences instabilities that can be detrimental to the magnetic confinement, for example
edge localized modes and Sawtooth instabilities, or worse, Disruptions.

Disruptions are catastrophic events that pose a major concern for future tokamak
operations. Disruptions are aptly named because they effectually disrupt a plasma shot
due to a loss of global confinement. In a disruption event the plasma is rapidly expelled
unto the wall facing components and divertor, causing serious damage to the immediate
components and vessel [26, 27, 28]. This damage comes in the form of localized surface
melting, vaporization, and erosion [24]. The in-vessel and ex-vessel components are also
exposed to severe mechanical loads, roughly 0.5 MPa [24], due to electromagnetic forces
induced during the rapid quench of the current.

The main concern then is what causes disruptions. As is well known from decades of
tokamak plasma operations there exists operational limits on the achievable density, nor-
malized β, and safety factor as discussed above. These limits can and have been exceeded
in many experiments, however the likelihood of major degradation in performance will
drastically increase.
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When the operational limits are exceeded the plasma becomes subject to MHD insta-
bilities. The MHD instabilities helically perturb the equilibrium profile in a wave form
with toroidal and poloidal mode numbers. These instabilities are able to contort the en-
tire plasma column, create islands, and cause magnetic reconnections. According to ITER
expert group on disruptions [24] the main cause of disruptions is an unstable nonlinear
MHD instability in low magnetic shear regions of the plasma. This can cause a section of
relatively cold plasma at the edge to be transported to the core, whereupon a significant
amount of thermal energy is released.

The idea then is to radiate enough thermal and magnetic energy in order to minimize
the damage. In order to mitigate the runaway process of disruptions there are several
techniques that could be used. The disruption mitigation systems that are expected
to perform well for large scale machines are pellet injection and massive gas injection
[24, 29, 30]. Pellets have the advantage of being able to travel further into the plasma and
be deposited/radiated quickly, however, pellets can cause damage to the tiles. To address
this cryogenic shattered pellets can used, which are pellets that are broken into shards
before entering the plasma.

Reversed-field pinch

The Reversed-Field pinch (RFP) is also an axisymmetric magnetic confinement device as
the tokamak, the main difference being the shape of the magnetic profile. The RFP has
a toroidal and poloidal magnetic field, with the toroidal magnetic field reversing at the
edge of the plasma (see Figure 1.5 for a comparison of the RFP and Tokamak profiles). In
the RFP the toroidal magnetic field and poloidal magnetic field strength are roughly the
same, thus an RFP is analogous to a tokamak with a reduced toroidal field strength by a
factor 10−100. Furthermore, the discovery of the RFP as a viable magnetic fusion device
was first observed with the ZETA pinch device in the 1960s, where upon shutdown the
researchers noticed that the plasma self-organized into a “reversed” magnetic configuration
which was characterized by an improvement in confinement [31].

The self-relaxation of the plasma is a fascinating discovery and it remains an ongoing
research topic today. The relaxation process, first described in theory by J. B. Taylor
[32] and later reviewed by H.A.B. Bodin [33], is a process by which the plasma enters a
minimal energy state. This served theoreticians and engineers for many years in making
predictions and hypotheses regarding the RFP. This showed good agreements in certain
regimes, however it has been shown to be in disagreement with new results [34].

The new picture of the self-relaxation process in the RFP is that of helical states
sustained by a plasma dynamo [34]. The RFP has a toroidal field almost entirely sustained
by internal currents in the plasma. The current is thus increased above the Kruskal-
Shafranov limit. When this limit is exceeded a resistive-kink instability will deform the
plasma column. This instability will then saturate nonlinearly when the toroidal field
reverses at the edge [35]. Thus, we have an equilibrium force-free profile, such as seen in
Figure 1.5a, and it is sustained by the plasma dynamo.

The RFP has its advantage in the self-organized configuration, however instabilities
are still an issue. The difference in toroidal field strength between the tokamak and the
RFP leads to another striking difference, namely the safety factor q = rBφ/RBθ. In
the tokamak the safety factor is q > 1 whilst in the RFP the safety factor is q < 1.
This becomes significant when studying the various instabilities that arise in the plasma
at points where the safety factor is rational. There are many such rational, or singular,
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(a) Reversed-Field Pinch (b) Tokamak

Figure 1.5: The magnetic configurations RFP (left) and Tokamak (right) with the
pressure profile (top) and the safety factor profile (bottom). Reprinted from Plasma
Physics and Fusion Energy by J. Freidberg [22], accessed: December 21 2020.

surfaces in the RFP plasma and the result is that tearing mode islands form. The problem
becomes worse when islands start to overlap, in which case the flux surfaces can degrade
and loss of confinement ensues.

There are several more advantages of RFPs as viable fusion devices. The low mag-
netic field strengths in the RFP will allow for much higher β-values in comparison to a
tokamak for example. It has also been shown that due to the high currents in the plasma
the resulting ohmic heating is exceedingly large and will, perhaps, be enough to reach
thermonuclear fusion temperatures.

Stellarator

The stellarator is another toroidal magnetic confinement device. The major difference
between the stellarator and tokamak is how the stellarator creates the magnetic field
configuration. The tokamak, as stated above, uses a toroidal current and toroidal field
coils to create the toroidal and poloidal magnetic fields. The stellarator, on the other
hand, uses helical coils [36] (see Figure 1.6 for different stellarator configurations). Thus,
the stellarator should at first glance have similar confinement properties as the tokamak,
but not only that, the stellarator does not need to sustain a toroidal current which means
that it can run continuously [37].

Another advantage of the stellarator is its potential of being more resistant to MHD
instabilities than the tokamak. Again, if we take a look at the typical force balance
equation J × B = ∇p we see that, as tokamaks, the plasma will ideally be confined
by nested flux surfaces. However, there are certain MHD instabilities that occur in a
magnetically confined plasma when for example the current density or the pressure is
changed above certain limits. In the reversed-field pinch we saw that a resistive kink
instability was induced when increasing the current density above a certain limit, this
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Figure 1.6: Stellarator-type magnetic system configuration. (A) Classical stellara-
tor with a continuous helical coil, (B) continuous helical-to-modular coil transfor-
mation, (C) a torsatron/ heliotron with continuous helical coil and several com-
pensating coils, and (D) a modular stellarator. Reprinted from Facilities With
Magnetic Plasma Confinement by Belyavok et al. [36], accessed: March 26 2020.

same phenomenon also occurs in tokamaks, so that the plasma column “twists”. Since
the stellarator lacks any significant toroidal current this instability is all but absent in the
stellarator.

In the LHD device it has been shown that the Greenwald limit in the density also
does not occur in the stellarator. The record that the stellarator LHD has been able to
obtain is ne = 1021m−3 [37]. Not only this, but the stellarator is so far disruption free,
as Helander et al. 2012 states quote, “After 120 000 plasma discharges, LHD has still not
experienced a single current disruption”.

As it can be seen, there are a number of advantages of the stellarator compared to
the tokamak and other magnetically confined devices. However, there are some disadvan-
tageous as well. For example, the construction of the stellarator is much more complex
with respect to its engineering. This can be seen in the shaping of the coils in Figure 1.6.
The most complex of the configurations being the modular coils (D), where the margin
for error is extremely small in order for the flux surfaces to be sufficiently closed/nested.

The modular design (D) in Figure 1.6 is the design adopted by the Wendelstein 7-X
(W7-X) at the Max Planck Institute for Plasma Physics in Greifswald, Germany. The
W7-X is the largest modular coil stellarator in the world with a major and minor radius of
5.5 and 0.5 meters, respectively. With temperatures and densities at 3.4 keV and 8 · 1019

m−3 it manages to reach a triple product of nTiτE = 6.4 · 1019 keV s m−3 and 〈β〉 = 1.2%
[38].
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Magnetic-mirror device

The magnetic-mirror device belongs to the group of open-end devices. The idea behind
magnetic-mirror devices is that the charged particles will experience forces along the mag-
netic field line, which in some circumstances will bounce, or reflect, the particles in the
other direction. Hence the name “mirror” device, see Figure 1.7 for a schematic.

Figure 1.7: Drift of a particle in a magnetic mirror field. Reprinted from Introduc-
tion to Plasma Physics and Controlled Fusion by F. Chen (2016) [39], accessed:
March 31 2020.

To see how this works we need to look closer to a particle and its dynamics. A charged
particle gyrates around magnetic field lines. Thus, it can be seen as a current loop with a
dipole moment µ = mv2

⊥/2B. This quantity is conserved when a charged particle travels
along a magnetic field line [39]. Since the magnetic field varies in strength, the velocity of
the particles will change, more importantly the parallel velocity v‖ will change.

The magnetic-mirror device will thus reflect particles at the ends of the device. How-
ever, there will be a certain amount of particles that will not be reflected, but instead
escape through the ends of the device. This loss of particles, along with early challenges
with instabilities, complexity of coils, and low temperatures lead to the shelving of the
magnetic-mirror device in favour of the tokamak.

This hasn’t stopped certain parties from continuing to work on magnetic-mirrors. The
technologies involved in magnetically confined fusion have improved over the years and
has certainly benefited the magnetic-mirror community. The recent work by Nakashima
et al. (2016) [40] show the recent progress on the GAMMA 10/PDX Project, which is a
tandem mirror device.

In [40] the team implements Ion Cyclotron Resonance Heating (ICRH) and Electron
Cyclotron Resonance Heating (ECRH) to the tandem mirror by increasing the temper-
ature to several keV. Another improvement is seen in the confinement in the loss region
by including another section of plasma on either side called Anchor cells. New stud-
ies and simulations of rotating magnetic coils also feature more than 90% improved end
confinement [41].

ITER

ITER (latin word for “The Way”) is a cooperative project among several countries with
the stated goal in the ITER EDA Agreement quote, “to demonstrate the scientific and
technological feasibility of fusion energy for peaceful purposes” [42]. The ITER project
started in 1985 and is currently being built in Cadarache, France, with 35 countries in-
volved with the research, construction, and planning etc. ITER is not set to produce any
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electricity to the grid, but for experimental purposes only. The goal is to produce 500
MW from the deuterium-tritium fusion reaction over a period of 400 seconds [42]. With
50 MW in auxiliary power, the ITER project will achieve a Q ≥ 10.

ITER is designed to be an experimental tokamak with an elongated plasma configu-
ration and a single poloidal divertor [42], see Figure 1.8 for a cross section of the ITER
plasma flux surface configuration. Tokamaks are presently inherently pulsed reactors so
ITER will also have long pulsed shots. To confine the plasma ITER will be equipped with
superconducting toroidal and poloidal magnetic field coils.

The design of ITER has largely been determined by the engineering constraints and
operational limits described above. These are, again, the Greenwald limit on the achievable
density, normalized β and the Troyon limit constraints on the pressure. Other constraints
in ITER are the safety factor q95 ∼ 3 and the amount of impurities present Zeff ≤ 2.0.

Figure 1.8: ITER nomenclature.
Reprinted from ITER Technical Ba-
sis [42], accessed: June 29 2020.

From previous generations of tokamaks
experimental results and scaling laws have
been calculated to help design future re-
actors. From the H-mode scaling law we
saw that increasing the size of the reac-
tor greatly increases the confinement time.
Thus, the ITER expert group has cho-
sen the major and minor radius to be 6.2
and 2.0 meters, respectively, making it the
largest tokamak reactor to date.

One of the key objectives of ITER is to
assess the capabilities of the blanket mod-
ules. The blanket will consist of 440 blan-
ket modules that will cover the inside of
the vacuum vessel. Each module is de-
signed to be easily detached in case of re-
pair, or more likely, replacement. The first
layer of blanket is aptly called the first
wall layer. This layer will be facing the
plasma, and will be the first to come in
contact with high energy neutrons and the
eventual plasma heat flux. The material
chosen to withstand this bombardment is
beryllium bonded with a copper alloy and
stainless steel. The first wall is designed to
withstand heat fluxes between 2 MW/m2

and 4.7 MW/m2 [43].
The second layer consists of the tritium breeding blanket [44], followed by the shielding.

The shield layer will block almost all the neutrons and potential heat fluxes from coming
in contact with the superconducting coils. The minimum amount of heat flux that is
allowable to pass the shield without degrading the performance of the coils is roughly 15
kW.
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Safety, environment, and economics

The safety of nuclear fusion is favourable compared to fission in many aspects. First, the
fuel that is used in a fusion reactor at any given time will only last for a couple of seconds.
Thus, if the fuel injection is shut off the fusion burn will quickly subsist, in comparison
with fission reactors that can store fuel inside of the reactor to last for several years. Both
fission and fusion reactors rely on neutron multipliers in order to sustain a burn. However,
in fusion this is only to compensate for lost neutrons, compared to fission that produces
roughly 3 times the neutrons for each reaction [45]. This is not to say that fission is unsafe,
given the fact that modern fission reactors have a net negative void coefficient, in other
words, the reactions will naturally decline over time if sufficient cooling is applied. This
issue is of course completely avoided in fusion reactors due to the fact that a runaway
reaction is physically impossible and the decay heat does not cause vessel melting [45].

Figure 1.9: Structure of the direct costs of the
DEMO2 reference model. Reprinted from Ap-
proximation of the economy of fusion energy
by Entler et al. [46], accessed: August 8 2020.

The inevitable radioactive waste
can of course be an issue of safety as
well as an environmental issue. In
a fusion reactor deuterium, lithium,
and the by product helium-4 is present
[45]. These are not radioactive and
thus pose no explicit threat to the en-
vironment or safety. However, lithium
is used to create tritium which in turn
is used as fuel in the reactor. Tri-
tium is radioactive and can cause sig-
nificant damage if released in large
amounts. In a fusion reactor there
will be several kilos of tritium in a
closed loop system, i.e. the tritium
that is bred in the blanket is imme-
diately consumed in the fusion reac-
tor [47]. If a worst case scenario of
an accident there are physical barri-
ers and detritiation systems that will

make evacuation of the public a non-issue [45].
Since fusion reactors have no by-products that contribute to the green house effect or

depletion of the ozone it is a sustainable energy source. Also, fusion reactors can be built
in any environment on earth, making it available to all nations, which in turn helps the
transition away from fossil fuels. With the low land mass required for fusion reactors, the
land that would otherwise be used for solar or biomass for example, can be re-purposed
as wildlife or farming land.

Fusion reactors are thus inherently safe and environmentally friendly, but it needs to
be competitive economically as well in order for it to be a viable choice for the maximum
number of consumers. Consumer choice and preference drives technological innovations
and gives further incentive to improve the efficiency of an organization. This includes
efficient transport, buildings, financing etc. Thus, competition naturally benefits efficient
energy sectors, and thus the environment.

The analysis of the cost of electricity (COE) of future, not fully proven, nuclear tech-
nologies such as fusion is obviously fraught with difficulties. However, there has been
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substantial speculation and analysis of future fusion reactors such as DEMO by using
known values and costs and projecting certain future scenarios. One such study on the
approximate future cost of fusion energy that goes slightly more in depth has been done
by Entler et al. [46].

In Figure 1.9 the direct cost of investing in a fusion reactor, specifically DEMO2
(a tokamak much larger than ITER), is presented. Here we can see that the nuclear
technologies, magnets, and the buildings make up the majority of the direct cost. The
construction of the superconducting magnets being the most expensive, with 37% of the
total direct cost. This is because the magnets are relatively new technologies and require
specific “know-how” to make. it has been estimated that roughly 75% of the total direct
cost of a fusion reactor plant comes from constructing items that are specific to fusion
[46].

The result of the economic analysis in [46] of a future fusion nuclear power plant of
the tokamak type was a limit sales price of 175 dollars per Megawatt hour. In comparison
with the price in 2015 in the EU which was 34 dollars per Megawatt hour [46]. The limit
sales price is heavily dependent on the net efficiency of production and can thus change
dramatically. By increasing the net efficiency by 7% the limit sales price can decrease
by up to 21% [46]. Thus, the high limit sales price of fusion is highly speculative and
conservative with respect to the future capabilities of production. It must also be noted
that compared to other environmentally friendly energy sources such as solar and wind,
fusion is relatively similar. Subsidies ranging from 136 to 249 dollars per Megawatt hour
are routinely paid for solar and wind.

1.5 Plasma transport

There are several key hurdles that need to be overcome in order for fusion energy to
become a reality. One of the main hurdles being that of plasma transport. Since the
plasma in a magnetically confinement device is always in a state of non-equilibrium, and
density and temperature gradients are present, free energy in the system will increase
instabilities. These instabilities will drive diffusion and decrease the confinement time,
effectually lowering the fusion gain.

Fusion plasmas have three general features that increase the level of transport. The
first being particle collisions, called classical transport. This allows particles to slowly drift
across the confining magnetic flux surfaces proportional to the size of the displacement
of the collision. This is typically the size of the radius that a particle orbits around the
magnetic field lines, called the Larmor radius. Second is non-homogeneous magnetic fields
that allow particles to create new orbits in the device that feature much larger distances
than the Larmor radius, thus increasing the transport further, called neoclassical transport.
Third is micro-instabilities in the density and temperature that seed turbulence, called
anomalous transport.

Classical transport

To understand the basic principle of classical transport we again look closer at the charged
particle dynamics. In a plasma the charged particles gyrate around magnetic field lines.
Eventually the particles will collide with one another as coulomb collisions. In the process
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the particles will exchange momentum and energy, resulting in diffusion of the particles
along and perpendicular to the magnetic flux surfaces.

The classical transport is characterized by plasma particles that have a mean free
path much smaller than the characteristic length of the plasma, i.e. λ � Lc. One way
to describe this type of transport is by applying a random walk mechanism. This implies
that particles will be deflected in random directions at a specific collision frequency. Given
enough random collisions the net distance of diffusion can be calculated.

This type of transport is a local phenomena dominated by collisions, however in order
to calculate the diffusion coefficient the average walk distance and mean time of the
collisions needs to be calculated. Thus, the diffusion of the plasma is the average walk
distance squared divided by the mean time it takes for the collisions to take place, i.e.
D = (4l)2/τ . This can be estimated by postulating the electron Larmor radius ρLe as
the accumulated distance a particle’s guiding center travels after N number of electron-ion
collisions. The classical diffusion coefficient is then Dc ∼ ρ2

Le/τei.

Neoclassical transport

The neoclassical mechanisms involve non-homogeneous magnetic fields such as in toroidal
devices. Classical transport is still applicable locally in cases where the mean free path
is small however, when it is not small toroidal effects dominate and thus increase the
diffusion across flux surfaces. In this case the toroidal magnetic field is stronger on the
inner side of the plasma, and declines as ∼ 1/R.

The particles travelling around the torus, tracing out orbits on the magnetic flux
surfaces, will then experience a minimum magnetic field strength on the outside of the
device, and a minimum magnetic field strength on the inside. If a particle’s parallel
velocity is then sufficiently small it can bounce back when moving towards a region with
a larger magnetic field, thus becoming trapped in the outside region of the device (similar
to the magnetic mirror device). The criteria for a particle becoming trapped in a tokamak
with a local inverse aspect ratio ε = r/R0 is

v2
‖

v2
⊥
<

2ε

1− ε . (1.9)

The orbits that these trapped particles trace around the torus are called banana orbits (so
aptly named due to their uncanny resemblance to a banana).

Since we are only looking at diffusion due to collisions, i.e. no micro-instabilities are
included, the diffusion can be heuristically obtained the same way as the classical diffusion.
In the case of neoclassical diffusion there exists three regimes called the banana regime,
plateau regime, and the Pfirsch-Schlüter regime. For a full kinetic review of neoclassical
theory see [48]. Also, for a (perhaps) more intuitive review based on guiding center and
random walk theory see [22]. Here we will restrict the discussion to the banana regime in
order to present the key differences between classical and neoclassical diffusion coefficients.

In the banana regime the trapped particles complete their orbits multiple times before
colliding. The width of the banana orbit rb ≈ qrLe/

√
ε can then be used as the accumu-

lated distance that the guiding center travels in the effective time between 90o collisions,
i.e. τeff = ετei. The neoclassical diffusion coefficient can then be estimated as

Dnc = ft
(rb)

2

τeff
∼ q2r2

Le

ε3/2τei
=

q2

ε3/2
Dc, (1.10)
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where ft =
√

2ε/(1 + ε) is the fraction of trapped particles. From Eq. (1.10) it can be
seen that the classical and neoclassical banana regime diffusion coefficients differ by a
factor of q2/ε3/2, which for a typical tokamak can be 2 orders of magnitude.

Anomalous transport

Neoclassical transport, posing a problem in itself, is unfortunately not the whole picture.
By comparing the levels of neoclassical transport with that of transport levels in real ex-
periments the neoclassical transport comes up short, by several orders of magnitude. This
tells us that real fusion devices are much worse at confining plasmas than the neoclassical
theories predict. Furthermore, recent experiments show that the thermal diffusivity of
electrons and ions are in the same order of magnitude, roughly χi ∼ 2χe, whilst neoclas-
sical values predict χi = (mi/me)

1/2χe. Extensive research has been done in order to
understand where this extra transport is coming from, thus called anomalous transport.

Anomalous transport is widely recognized as being caused by micro-instabilities in
the plasma that are induced by fluctuations in the pressure and temperature. These
micro-instabilities grow and propagate throughout the plasma until they saturate due to
turbulence, leading to an enhanced level of diffusion.

This poses a difficult challenge due to the nonlinear dynamics of the turbulence and
the disparate scales involved. Since the turbulent transport occurs on the micro-scale,
and the fusion device is typically in meters, a fully nonlinear kinetic simulation of each
species is not practically feasible. Various efforts of deriving approximate kinetic and fluid
theories have shown great promise and have advanced our understanding of turbulent
transport.

1.6 Thesis objective

The overall plasma transport levels and the properties of the individual instabilities are
routinely solved with numerical methods. Again, due to nonlinear interactions and the
large differences in temporal and spatial scales in fusion plasmas, it becomes increasingly
difficult to solve anomalous transport with numerical methods. High degrees of accuracy
in both space and time is required to accurately approximate the plasma state, which is
then used to extrapolate/predict the performance levels of real fusion devices.

The over-arching objective of this thesis is to develop a time-spectral numerical method
that can potentially resolve the spatial, and temporal domain specifically, of plasma trans-
port more efficiently. Explicit time-marching schemes like the Runge-Kutta method is
subject to the CFL criterion C = a∆t/dx < 1, where a is the fastest wave speed of
the solution. This means that increasing the accuracy in space will dramatically degrade
the maximum time-step that the method can take, otherwise becoming unstable. The
time-spectral method developed here seeks to solve the temporal domain as a global so-
lution, i.e. the entire temporal domain at once. This can be done with time-spectral
methods since they are unconditionally stable. The temporal domain can then be split
into time-intervals in order to improve the temporal resolution.

The time-spectral method developed here is a highly generalized method that allows for
arbitrary partial differential equations to be solved with minimal effort. Most importantly,
it allows for larger temporal intervals to be computed and it features spectral accuracy in
all domains when the solution is smooth. Since the time-spectral method is generalized
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for an arbitrary amount of dimensions, equations, boundary conditions etc. it can be used
to solve a variety of models. The models studied here are;

� The linear/nonlinear Burger’s equation. This is a suitable equation for benchmark-
ing due to its similarity to more complex hydrodynamic models, whilst also featuring
an exact solution.

� Compressible Navier-Stokes equations. This model describe a hydrodynamic fluid,
e.g. gas and water.

� Ideal magnetohydrodynamics. Ideal MHD describes an electrically conducting fluid,
i.e. a plasma, that interacts with electromagnetic fields. This is the most simple
model that describes plasma on the macroscopic scale. Ideal MHD equations are
routinely used to simulate various instabilities in a fusion plasma.

� A toroidal two-fluid model called the Weiland model. This model describes the
microscopic perturbations and turbulence of a toroidal fusion plasma. It is used to
solve for anomalous transport such as that induced by temperature, pressure, and
magnetic gradients in the plasma.

The models listed above then add physics and complexity in descending order, starting
with the most simple Burger’s equation, and ending with the Weiland model. This is a
natural progression for benchmarking a numerical method.

Another feature of the time-spectral method is the use of root solvers that solve lin-
ear/nonlinear algebraic equations. Thus, it becomes of interest to develop and implement
efficient root solvers since these are directly related to the performance of the time-spectral
numerical method.

The thesis objectives are then,

� Develop a 2D Time-Spectral method with subdomains and arbitrary boundary con-
ditions such as Dirichlet, Neumann, and periodic boundary conditions.

� Develop and optimize subdomain schemes that scale in terms of CPU time and
memory consumption.

� Develop and optimize current root solvers. Perform test on various root solver such
as the Semi-implicit root solver, Quasi Semi-Implicit root solver, and the Anderson
Acceleration method.

� Benchmark the method with Navier-Stokes and ideal MHD and implement filters
for reducing Gibbs phenomenon and improving resolution.

� Derive and implement the Weiland model.

� Simulate ion-temperature gradient drift waves with a 2D Time-Spectral method.
Develop routines for the Time-Spectral method presented in this thesis so that
zonal flow physics can be included in the ion-temperature gradient simulations.





Chapter 2

Time-spectral method

Numerical methods are algorithms that help us solve mathematical models, such as or-
dinary and partial differential equations, either by hand, or with computers. Numerical
methods are routinely used to simulate the aerodynamical properties of airplanes, the
mechanical load on buildings and bridges, and also the flow of plasma in a fusion reactor,
to name a few.

This chapter will include a description of a time-spectral method, first presented by
Scheffel (2011-2012) [49, 50], and further developed in this thesis called the Generalized
Weighted Residual Method (GWRM). In order to uniquely solve specific problems bound-
ary conditions and subdomain schemes need to be supplemented. Here a brief introduction
to the specific subdomain schemes developed for the GWRM will be presented.

The GWRM is then applied to the Navier-Stokes and ideal MHD models and the
solution data is presented. To end the chapter a section on GPU accelerated modules is
included.

2.1 Generalized weighted residual method

To start a brief description of the nomenclature is necessary. The numerical method
presented here is the Generalized Weighted Residual Method (GWRM). The GWRM is a
specific method in a class called Galerkin methods, named after the soviet mathematician
Boris Galerkin (1871–1945) [51]. It is named Generalized because all variables, dimensions,
and parameters are treated the same way. Since here we are interested in solving linear
and nonlinear partial differential equations that are both time and space dependent, the
inclusion of the temporal domain in the GWRM makes the title Time-Spectral method
fitting.

So what exactly is it that the GWRM method does? The GWRM reformulates dif-
ferential equations into a so called “weak form”, i.e. a discrete and finite problem, which
makes it more amenable to solve computationally. This discrete problem comes in the
form of linear and nonlinear algebraic equations.

The analysis of the GWRM starts with an arbitrary set of partial differential equations,

∂u

∂t
= D[u] + f. (2.1)

25
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where u(t,x;p) is the unknown solution vector, D is an arbitrary linear or non-linear
operator, and f is a source term. The above equation is formulated in the “strong form”.
Note that the variable u, operator D, and source term f can (if so chosen) depend on
time t, space x, and physical parameters p.

It is our aim to solve Eq. (2.1), and to achieve that additional information needs to
be supplemented. The initial condition u(0,x;p) and boundary conditions are chosen
(problem specific) in order to compute a unique solution. One way to reformulate Eq.
(2.1) in order to explicitly include the initial condition is to integrate Eq. (2.1) over the
temporal domain.

u = u(t0,x;p) +

∫ t1

t0

(D[u] + f)dt′. (2.2)

The GWRM introduces an ansatz to approximate u(t,x;p). The ansatz chosen is a
series of first kind multivariate Chebyshev polynomials Tn(x) = cos(ncos−1x). From here
one parameter and spatial dimension is considered for clarity. The ansatz takes the form,

u(t, x; p) ≈ U(τ, ξ;P ) =

K∑
k=0

′
L∑
l=0

′
M∑
m=0

′
aklmTk(τ)Tl(ξ)Tm(P ) (2.3)

where the symbol ′ denotes a 1/2 multiplication of the first term in the summation. Here
the Chebyshev coefficients are denoted by aklm and (K,L,M) are the number of temporal,
spatial, and parameter modes, respectively.

Chebyshev polynomials are orthogonal in the interval [−1, 1] so a coordinate transfor-
mation from real space to Chebyshev space (t, x; p) → (τ, ξ;P ) ∈ [−1, 1]3 is performed.
Here the coordinate transformation is linear,

τ =
t−At
Bt

, ξ =
x−Ax
Bx

, P =
p−Ap
Bp

, (2.4)

where Az = (z1 + z0)/2 and Bz = (z1 − z0)/2 (z = t, x, and p). If we were to simply
substitute our ansatz into Eq. (2.2) we would have only replaced one unknown, namely
u, with another set of unknowns, the Chebysev coefficients aklm.

The next step is then to somehow construct a system of equations for each coefficient
aklm. This is done by applying the weighted residual method to Eq. (2.2). The procedure
is to create the residual, multiply by Chebyshev polynomials (test functions) and weights,
and then integrate over the entire computational domain,

R = u(t, x; p)−
[
u(t0, x; p) +

∫ t1

t0

(D[u] + f)dt′
]
, (2.5)∫ t1

t0

∫ x1

x0

∫ p1

p0

RTq(τ)Tr(ξ)Ts(P )wtwxwpdpdxdt = 0. (2.6)

where the weights are wz = 1/
√

1− z2. By forcing the right hand side to zero we are
requiring that our solution satisfy a zero-converging residual. Thus the spectral method
will minimize the residual globally.

Each term in the integration of Eq. (2.6) can be handled separately. It is typically
customary to approximate the integral with techniques such as Gauss Quadrature, however
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since GWRM uses linear coordinate transformations the integrals can be analytically
derived (see Abstract A). The resulting algebraic equations have the form,

aqrs = 2δq0brs +Aqrs + Fqrs. (2.7)

The brs coefficients represent the initial conditions, Aqrs are linear/nonlinear terms,
and Fqrs represent the forcing term (note Aqrs depends on aqrs). Boundary equations are
substituted for the highest modes, depending on the order of the system. For example,
a second order system requires that the two highest spatial modes be substituted for
coefficients pertaining to specific boundary conditions.

A simple example can elucidate how the GWRM is applied. We can choose one
subdomain with three temporal and spatial Chebyshev modes. The total number of
algebraic equations is then nine. The specific partial differential equation we seek to solve
includes one temporal and spatial derivative.

∂u

∂t
=
∂u

∂x
(2.8)

u(t, x) = u(0, x) +

∫ t

0

∂u

∂x
dt′ (2.9)

aqr = 2δq0br +Aqr (2.10)

Here aqr are the solution coefficients, br represents the initial condition, and Aqr
represents the integral of the spatial derivative (see Appendix B for Chebyshev algorithms).
The spatial domain is x ∈ [0, 1] and the initial condition is chosen as finit(x) = x(1− x).

The Chebyshev coefficients of the initial condition can be obtained from the formula

br =
2

L+ 1

L∑
l=0

′
finit(xk)Tr(ξk), (2.11)

where Chebyshev roots ξk = cos[π(k − 0.5)/(L + 1)] (xk = ξkBx + Ax) have been used.
The Chebyshev coefficients of the initial condition finit are then b = [0.247, 0, −0.127]
and the Chebyshev coefficients of the derivative of u are,

dqr =

11.928a0,3 + 3.976a0,1 7.952a0,2 0
11.928a1,3 + 3.976a1,1 7.952a1,2 0
11.928a2,3 + 3.976a2,1 7.952a2,1 0

 (2.12)

The Chebyshev coefficients of the time integral of the derivative are,

Aqr =

0.596a0,3 + 0.199a0,1 + ... 0.398a0,2 − 0.265a2,2 + ... 0
0.298a0,3 + 0.099a0,1 + ... 0.199a0,2 − 0.199a2,2 0
0.149a1,3 + 0.050a1,1 + ... 0.099a1,2 − 0.099a3,2 0

 (2.13)

The system of equations aqr = 2δq0br +Aqr can then be constructed.
In order to obtain a unique solution the system of algebraic equations aqr needs to

be supplemented with boundary conditions. The partial differential equation is a first
order equation, thereby requiring one boundary condition. An example would be to set
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a Dirichlet boundary condition, e.g. u(t, 0) = 0. The Chebyshev coefficients for the
boundary condition is then,

K∑
k=0

′
L∑
l=0

′
aklTk(τ)Tl(−1) =

K∑
k=0

′
L∑
l=0

′
aklTk(τ)(−1)l = 0, (2.14)

ak,L = − 1

(−1)L

L−1∑
l=0

′
akl(−1)l. (2.15)

The coefficients for the boundary condition will then be substituted into the system
of equations aqr at the highest spatial mode L. With a complete and unique system of
algebraic equations a root solver of choice can be used to obtain a solution.

(a) Chebyshev approximation of f0 =
x(1− x) (b) Error

Figure 2.1: Initial condition Chebyshev approximation of finit(x) = x(1 − x) (left)
and error (right). GWRM solution of toy test case. GWRM parameters: K = 2 =
L = 2.

In Figure 2.1a the Chebyshev approximation of the initial condition finit(x) = x(1−x),
with only L = 2 spatial modes, can be seen along with the error in Figure 2.1b. The
GWRM solution of this example problem can be seen in Figure 2.2a and the calculated
error in Figure 2.2b. The simulation was calculated in one time-interval ∆t = 0.1 withK =
L = 2 modes. Take note of the error that is produced with a modest number of Chebyshev
modes. The reason for the error being larger (than the error in the initial condition) in the
temporal solution is due to the fact that the exact solution has a discontinuity whereas
the initial condition does not.
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(a) GWRM solution (b) Error

Figure 2.2: GWRM solution (left) and error (right) of toy test case. GWRM
parameters: K = 2 = L = 2.

2.2 Root solver

A root solver is used in order to solve the linear/nonlinear algebraic Eqs. (2.7). Here three
root solvers will be presented; Semi-Implicit Root solver (SIR) [52], Quasi Semi-Implicit
root solver (Q-SIR), and Anderson Acceleration (AA) [53, 54].

Semi-implicit root solver

The Semi-implicit root solver is an iterative solver akin to the classical Newton method.
SIR reformulates the system of equations f(x) = x−φ(x) = 0 into the fixed-point iterative
form xi+1 = φ(xi) that has the same roots as the original system. However, the problem
with fixed-point iteration schemes is the poor global convergence, and if the scheme does
manage to find the root the rate is typically linear. Therefore, the fixed-point iteration
needs to be accelerated in some way, and this is typically what sets root solvers apart.

To show the specific properties of SIR we start with a short description of the Newton
method. The Newton method seeks to find the global minimum of an equation, i.e.
f(x) = 0. This can be done by applying a Taylor series approximation and keeping only
terms up to first order,

f(x) ' f(x0) + f ′(x0)(x− x0), (2.16)

where a prime denotes differentiation.
The above equation can be cast in an iterative form that seeks to find the root,

f(xi) + f ′(xi)(xi+1 − xi) = 0, → xi+1 = xi − f(xi)

f ′(xi)
. (2.17)
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The semi-implicit approach amounts to finding the roots to a different set of equations
that have the same roots as the original,

xi+1 + βxi+1 = βxi + φ(xi) (2.18)

where β is a free parameter. After isolating the advanced step xi+1 we get the formula,

Φ(xi, α) ≡ xi+1 = α(xi − φ(xi)) + φ(xi) (2.19)

where α = β/(1 + β). With a suitable choice of α the above iteration scheme will iterate
to the same root as the Newton method. The next step is then to derive a criteria for
choosing and updating α so as to achieve optimal convergence.

As stated in Scheffel et al. (2009) [52] it is sufficient to update αi so that 0 <
∂Φ(xi, αi)/∂xi < 1. Thus, we can set ∂Φ(xi, αi)/∂xi ≡ Ri, where Ri is decreased in
each iteration towards zero. This gives us a formula for updating αi.

αi =
Ri − φ′(xi)
1− φ′(xi) (2.20)

Thus, the Semi-implicit root solver can be formulated for arbitrary dimensions as
follows,

xi+1 = A(xi − φ(xi)) + φ(xi) (2.21)

where A = I + (R − I)J−1. As the Newton method, SIR requires the computation of
the system Jacobian. The difference here is the free parameters included in the diagonal
matrix R.

Eq. (2.21) is stated in the intuitive semi-implicit form which serves to highlight exactly
what the method seeks to achieve. However, a more compact and efficient form can be
derived,

xi+1 = xi + (R− I)J−1f(xi). (2.22)

Here we see the difference clearly between SIR and Newton, namely in the R term,
and both are identical when R = 0. What this does is to effectively transform the n-
dimensional space so that it is possible to take more “careful” steps. This avoids landing
on local minima for example, which is a common problem with the Newton method with
line search.
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Input: A vector function f(x) : RN → RN and initial estimate x0 ∈ RN .
Output: A vector x∗, being a root of the matrix equation f(x∗) = 0.
Data: N - number of equations to be solved, tol – solution accuracy, Imax max number

of iterations, Rfac - factor controlling R at each iteration;
1 R := δmnRm, I := Identity matrix;

2 H = J−1;
3 for i = 1 to Imax do
4 x1 = x0 + (R− I)Hf(x0);

5 ε = ||f(x1)||2; // 2-norm

6 if ε < tol then
7 break;
8 end

9 s = x1 − x0;

10 y = f(x1)− f(x0);

11 Case “Good” Broyden: H = H + (s−Hy)(sTH)/(sTHy);

12 Case “Bad” Broyden: H = H + (s−Hy)yT /(yTy);

13 Case BFGS: H = (I − (syT )/(yT s))H(I − (ysT )/(yT s)) + (ssT )/(yT s);
14 R = RfacR;

15 x0 = x1;

16 end

17 x∗ = x1;

Algorithm 1: Q-SIR: Quasi Semi-implicit root solver

The SIR method, as stated above, requires the full computation of the Jacobian and its
inverse in each iteration. As it has been shown in Papers I and II SIR can be optimized if
the Jacobian has a certain structure and/or if it is sparse. However, this is not always the
case, and for larger scale problems that will be considered here the Jacobian still requires
a substantial amount of operations.

There exists root solvers that seek to approximate and update the Jacobian and its
inverse instead of calculating them directly. These methods are called Quasi methods,
one specific Quasi root solver being the Quasi-Newton method [55, 56]. This can also be
applied to SIR, creating the Q-SIR method.

Consider the inverse of the Jacobian J−1(xk) = H(xk). This can be updated by using
the difference in the previous and current solution iterates and functions sk = xk − xk−1

and yk = f(xk)−f(xk−1), respectively. Three common methods of updating the inverse
Jacobian are “Good” Broyden, “Bad” Broyden, and Broyden–Fletcher–Goldfarb–Shanno
(BFGS) [57, 58, 59, 60]. The first two are rank one updates that require vector-vector mul-
tiplication, and the third is a rank two update that requires matrix-matrix multiplication.
All three quasi updates can be seen in the Q-SIR Algorithm 1.

Anderson Acceleration

As we have seen above, a fixed point iteration scheme can be vastly improved by introduc-
ing a system Jacobian that increases the rate of convergence, along with free parameters
that optimize the global convergence. However, methods like SIR and Newton both require
large matrix computations and memory allocation.
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The Anderson Acceleration (AA) method, originally developed by D. Anderson (1965)
[53] and later analysed and improved by Walker et al. (2011) [54], seeks to take the “middle
road”. The AA method creates a constrained optimization problem in each iteration in
order to accelerate the fixed-point iteration. Thus, it avoids poor global convergence
properties of the fixed-point iteration whilst using far less memory than the full inverse
Jacobian methods like Newton and SIR.

Input: A vector function g(x) : RN → RN and initial estimate x0 ∈ RN .
Output: A vector x∗, being a root of the matrix equation g(x∗) = x∗.
Data: N - number of equations to be solved, tol – solution accuracy, Imax - max

number of iterations, mmax - max number of stored residuals;
1 mAA = 0; F = []; G = [];
2 for k = 0 to Imax do
3 g1 = g(x0);

4 f1 = g(x0)− x0;

5 ε = ||f1||2; // 2-norm

6 if ε < tol then
7 break;
8 end
9 if mAA = 0 then

10 x0 = g1;
11 else
12 if mAA < mmax then
13 F = concat(F ,f1 − f0);

14 G = concat(G, g1 − g0);

15 else
16 F = concat(F [:, 2 : −1],f1 − f0);

17 G = concat(G[:, 2 : −1], g1 − g0);
18 mAA = mAA − 1;

19 end
20 Q,R = QRdecomp(F);

21 γk = LeastSquares([Q,R],f1);

22 x0 = x0 − Gγk ;

23 end

24 f0 = f1; g0 = g1;
25 mAA = mAA + 1;

26 end

27 x∗ = x0;

Algorithm 2: AA - Anderson Acceleration w/ QR-decomp.

Intuitively, the AA method uses previous residuals and iterates and finds a solution
that minimizes a linear combination of the residuals the most. This solution is then
used to update the fixed-point iteration. The advantage of the AA method is that it is
Jacobian-free and the memory consumption is dependent on the amount of residuals and
iterates that are stored.

The basic AA algorithm obtained from Walker et al. [54] can be seen in Algorithm 2.
This is the unconstrained version of the AA method that includes LU-decomposition. The
pseudo-code presented here is a simple version that does not include a tolerance check for
deleting residuals. Furthermore, In Walker et al. [54] a method of updating the QR matrix
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by adding or deleting columns was presented (Matlab command qrdelete). This has been
included in some simulations here however, in Maple the QR-decomposition function is
fast and simplifies the code, so the AA version here calculates the QR matrix in every
iteration. The drawback with computing the QR matrix every iteration is that the AA
method has to store the residuals, using slightly more memory.

2.3 Spatial discretization schemes

Spectral methods, being global in nature, can solve the entire computational domain
without subdomains, if enough spectral modes are used. This will require many modes in
order to accurately resolve the spatial dynamics of the solution. To solve this subdomains
can be included that excise the computational domain into smaller pieces and can thus be
represented by fewer modes. These subdomains can then be coupled together by ensuring
the subdomains exchange information at their respective boundaries.

The GWRM is classified as a continuous subdomain method, i.e. the GWRM requires
that each subdomain has continuous solutions throughout the entire computational do-
main. The way that the GWRM ensures continuity between subdomains is by coupling
the solution and/or the solution gradient at each subdomain edge.

There are two methods of ensuring poinwise and gradient continuity; simply matching
the solutions and gradients, or to create subdomains that overlap a small distance and
then ensure pointwise continuity at multiple overlapping points. The latter method is the
approach used here, see Figure 2.3.

Figure 2.3: GWRM subdomains with overlapping region, distance exaggerated (or-
ange area): Chebyshev roots xk = cos((2k − 1)π/2K), k = 1. . .K (blue dots),
and the subdomain boundaries (solid black lines).

To see the effect on the amount of operations by adding subdomains we can take a look
at the inversion of the system Jacobian. The amount of operations for each iteration of
SIR with system size consisting of (K,L,M) modes is Ω = (K+1)3(L+1)3(M+1)3 due to
matrix inversion. This can be decreased by a factor of three by using LU decomposition.
The problem is then that the amount of operations scales cubically.
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If spatial subdomains Nx and Ny, and temporal subdomains Nt, are introduced the
scaling will change as

NtNxNy
3

(K + 1

Nt

)3(L+ 1

Nx

)3(M + 1

Ny

)3

= (Ω/3)/(NxNyNt)
2. (2.23)

At its conception it was hoped that the GWRM would be able to solve the linear/non-
linear algebraic equations for each subdomain independently and separately. If successful,
this would reduce the system to be solved by the root solver thus opening up for the
possibility of using SIR for larger scale problems.

The method of independent subdomains was implemented in [61] and compared with
dependent subdomains, i.e. total system Jacobian inversion in each SIR iteration. Both
subdomain schemes were implemented on the 1D Burger’s equation. Solved with SIR, the
dependent subdomain scheme with increasing subdomains Nx ∈ [1, 5] required only five
iterations to find a solution [50].

The independent subdomain scheme proved however to be unstable, and only worked
for a minority of problems and for a limited amount of subdomains. For the solution
of the 1D Burger’s equation with Nx = 2, the root solver required between 12 and 74
iterations [61]. When increasing the amount of subdomains further the root solver failed
to converge. Several additive techniques of slowly updating boundary conditions and/or
nonlinear terms were tried, however convergence of the root solver was unfortunately
excessively slow. Thus, it became incumbent to optimize SIR and to develop a new
subdomain scheme that could decrease the memory consumption and computations of the
dependent method.

Optimizing SIR

There are several factors that contribute to the efficiency of the dependent subdomain
scheme in conjunction with SIR. Since the majority of the computations occur inside the
root solver SIR, it becomes highly advantageous to optimize SIR. A few considerations
are made; the choice of initial guess x0, efficient evaluation of the GWRM functions φ,
computation of the Jacobian, and the inverse of the Jacobian.

The calculation of the system Jacobian requires the differentiation of the solution
vector with respect to all variables. This is a highly computation intensive procedure, and
if the function evaluation is computationally expensive the calculation of the Jacobian
becomes more intensive than computing the inverse.

So the solution is to optimize the function evaluations as much as possible and to
optimize the Jacobian procedure. The function evaluations are always the primary concern
of any numerical method which is covered in Section 2.6. The way to optimize the Jacobian
procedure is to realize that by including spatial subdomains the Jacobian becomes highly
sparse. More specifically, the Jacobian matrix becomes a sparse banded matrix.

In Paper V the SIR optimizations were implemented for the 1D GWRM where the 1D
nonlinear Burger’s equation was solved. With the optimizations the standard dependent
subdomain scheme achieved a CPU scaling of ∼ N1.4

x , rather than the N3
x for the unopti-

mized case. The GWRM was also compared with an explicit Lax-Wendroff and implicit
Crank-Nicholson scheme. For the same accuracy the GWRM performed ∼ 8 times faster
with 6% of the allotted memory compared to the Lax-Wendroff method. The GWRM
compared with Crank-Nicholson performed ∼ 4 times faster with 19% of the memory.



2.3. SPATIAL DISCRETIZATION SCHEMES 35

Common-boundary-condition method

As mentioned above on improving the semi-implicit root solver, the scaling of CPU time
and memory can be greatly improved over the original cubic and square scaling, respec-
tively. However, in order for the method to be competitive for large scale problems, further
considerations need to made.

The equations generated by GWRM can be cast in the form xs = Φs, where s is
the subdomain. The equations for each subdomain can be split into “physical” equations
xsp = Φs

p and boundary condition equations xsBC = Φs
BC . The physical equations are

explicitly dependent on the boundary conditions in their respective subdomain. Since the
boundary conditions in each subdomain is dependent on the neighbouring subdomains, the
physical equations will then have an implicit dependence on the neighbouring subdomain
boundary conditions. This process is visualized in Figure 2.4.

Figure 2.4: CBC subdomain schematic. The schematic visualizes the dependence
of the physical variables (denoted with index “p”) on boundary conditions (denoted
with index “BC”) of neighbouring subdomains.

Since the physical equations are only explicitly dependent on the boundary conditions
in their respective subdomain they can be solved independently for each subdomain. This
allows only the boundary conditions to be solved globally, effectually reducing the total
set of equations to be solved simultaneously. The Common-Boundary-Condition (CBC)
algorithm was first presented in Paper I, and included here below (see Listing 2.1).
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Listing 2.1: CBC - subdomain scheme

Comment: Define the bounded computational domain D = {(t, x) : [t0, t1], [x0, x1]}.
Then discretize the spatial domain into overlapping subdomains Nx. The Ne partial
differential equations, with initial conditions, are then spectrally decomposed. Assume here
2 external boundary conditions, so that L− 1 spatial modes are computed.

Precompute: Total set of equations xj = ϕj(x), j = 1..N , corresponding to equation
(6), where N = NeNx(K+ 1)(L+ 1) is the total number of equations to solve. Create set of
private equations xsP = ϕϕϕsP (xsP ,x

s
BC) (where s refers to the respective subdomain) number-

ing NP = NeNx(K + 1)(L− 1), and common BC equations xBC = ϕϕϕBC(xBC) numbering
NBC = 2NeNx(K+1) by extracting the appropriate indices from the global set of equations.

Step 1: Initial common boundary condition values Xs
BC are substituted into

xsP = ϕϕϕsP (xsP ,X
s
BC), so that only private variables are unknown. Call on SIR to

solve private equations.

Step 2: Compute ∂xP /∂xBC=[xP (xBC+ ε)−xP (xBC)]/ε by solving xsP = ϕϕϕsP (xsP ,X
s
BC),

for every BC variable XBC = XBC + ε, i.e. 2NxNe(K + 1) times. Here ε is the finite
difference length.

Step 3: Compute the BC Jacobian.

JBCpq = δpq −
∂ϕBCp

∂xBCq
−
ν=s+1∑
ν=s−1

NeNp∑
i=1

∂ϕBCp

∂xνPi

∂xνPi
∂xνBCq

.

Step 4: Compute xi+1
BC = Φi

BC(xiBC), which includes JBC from step 3) and ϕϕϕBC(xBC)
with private variables from step 1). This here is a linear system, hence it only requires a

single SIR iteration (more otherwise) to calculate the new common BC values xi+1
BC .

Step 5: Repeat step 1), i.e. compute also xsP = ϕϕϕsP (xsP ,X
s
BC), where XBC = xi+1

BC from
step 4).

Final: Update Chebyshev coefficients akl using solution vector x.

In Paper I the Common-Boundary-Condition (CBC) scheme was compared to the
standard GWRM subdomain scheme, along with a comparison of the Lax-Wendroff and
Crank-Nicholson method. The test problem for the comparison was the linear 1D Burger’s
equation,

∂u

∂t
+ b

∂u

∂x
= κ

∂2u

∂x2
, (2.24)

where κ and b are constants. The initial and boundary conditions chosen for the test are

u(0, x) = sin(πx)ebx/2κ, (2.25)

u(t, 0) = u(t, 1) = 0. (2.26)

With these initial and boundary conditions an exact solution can be derived. This
allows for an accurate benchmark between methods (see Figure 2.5),

u(t, x) = sin(πx)ebx/2κ−(b2/4κ+κπ2)t (2.27)
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Figure 2.5: CBC-GWRM solution and error with κ = 0.01 and b = 0.06; K = 7,
L = 6 and Nx = 7.

The obtained CBC-GWRM solution and error with parameters K = 7, L = 6, and
Nx = 7 subdomains can be seen in Figure 2.5. Here the entire temporal domain is solved in
one time-interval ∆t = 10. The finite difference schemes in the 1D linear Burger’s equation
test performed slightly better for lower accuracies. However, the CBC-GWRM achieved
faster CPU times when higher accuracies were calculated, see Figure 2.6 to see the CPU
scaling according to the maximum error of the solution. The CBC-GWRM achieved a
CPU scaling ε ≈ t−3.5

CPU , compared to the Crank-Nicholson ε ≈ t−0.9
CN and Lax-Wendroff

ε ≈ t−0.6
LW .

Figure 2.6: Error plot vs CPU time [s].
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In terms of memory consumption the CBC-GWRM, solving 1D linear Burger’s equa-
tion with Nx = 50, used roughly 33% less memory. When solving the forced wave equation
the CBC-GWRM scales linearly wrt. to memory consumption, whilst the standard sub-
domain has a quadratic scaling.

When implementing the CBC-GWRM on nonlinear problems the method was unfor-
tunately unstable, i.e. it proved difficult for the root solver to converge for typical time-
interval lengths. When decreasing the time-interval substantially the method eventually
managed to converge. Thus, the 2D GWRM was implemented with the standard subdo-
main scheme and the memory consumption was improved by introducing the Anderson
Acceleration method.

Before implementing the 2D GWRM on an advanced fluid model such as the Weiland
model in Section 3.2 it was necessary to benchmark the method on more established fluid
models. This was done in order to verify that the boundary conditions and residuals
were calculated properly. The two models chosen to benchmark the 2D GWRM are
the compressible Navier-Stokes equations and ideal MHD equations. The results will be
discussed in Chapter 5.

2.4 Navier-Stokes

The compressible Navier-Stokes (CNS) equations are solved. Here we consider a isother-
mal low Mach fluid with velocity vector u, pressure p, and density ρ. The fluid is de-
fined in the computational domain D = {(t, x, y) : t > 0, [x0, x1][y0, y1]} and bounded
by external boundary conditions such as Dirichlet (e.g. u(t, x0) = 0), Neumann (e.g.
∂xu(t, x, y)|x=x0 = 0), and periodic boundary conditions (e.g. u(t, x0) = u(t, x1) and
∂xu(t, x, y)|x=x0 = ∂xu(t, x, y)|x=x1). The CNS equations are stated as follows,

∂ρ

∂t
+∇ · (ρv) = 0, [Continuity equation] (2.28)

∂v

∂t
+ v · ∇v +

1

ρ
∇p− κ∇2v = 0, [Momentum equation] (2.29)

d

dt
(ρp−γ) = 0. [Energy equation] (2.30)

In an incompressible system the divergence of the velocity field is zero, i.e. ∇ · v = 0.
When assuming that the flow is incompressible, the Navier-Stokes equations become sim-
plified in that the amount of equations are reduced, however the pressure term becomes
problematic. Typically the pressure is seen as a Lagrange multiplier that is mathemati-
cally consistent. The physical assumptions on the other hand can be questioned. In an
incompressible fluid the physical interpretation is that the wave speed is infinite and is
thus able to respond infinitely fast to a density perturbation.

Since the GWRM seeks to solve a system of PDEs for longer time-intervals, it be-
comes especially important to include a physically consistent evolution equation for every
variable. This can be remedied (perhaps) by solving the Poisson equation for the pressure
for all temporal modes, however for the ease of implementation the CNS equations have
been chosen, since it includes an evolution equation for the pressure.

The CNS equations have been solved for the Kelvin-Helmholtz instability. This test
case involves a fluid with sharp density gradients which are perturbed by the shearing
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motion of the velocity field. This is similar to the Rayleigh-Taylor instability where the
initial fluid perturbation is enhanced by the gravitational field.

The Kelvin-Helmholtz instability has a computational domain D = {(t, x, y) : t >
0, [−0.5, 0.5]2} and initial conditions,

ρ(x, y) =

{
1 |y| > 0.25
2 |y| < 0.25

(2.31)

vx(x, y) =

{
−0.5 |y| > 0.25
0.5 |y| < 0.25

(2.32)

vy(x, y) = 0 (2.33)

p(x, y) = 2.5. (2.34)

Figure 2.7: Kelvin-Helmholtz instability. Density at t = 0.5 (top left), t = 1.0
(top right), t = 1.5 (bottom left), and t = 2.0 (bottom right). GWRM parameters;
Nx = Ny = 16, K = 5, and L = M = 8.

The discontinuity in the initial condition is relaxed to a finite gradient in order for
the GWRM to achieve a smooth initial solution. The initial velocity field is perturbed
by adding a small periodic wave ũ = 0.01sin(4π(0.5 + x)) + 0.001sin(6π(0.5 + y)) to both
x and y elements of the velocity. The Kelvin-Helmholtz solution for times t : [0, 2] can
be seen in Figure 2.7. The GWRM parameters used were Nx = Ny = 16, K = 5, and
L = M = 8, i.e. five temporal modes and 8× 8 spatial modes in each subdomain. This is
roughly equivalent to 384× 384 spatial points for a comparable finite difference method.
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The CFL criterion for a two-dimensional problem is C = ∆t(ax/∆x+ay/∆y) ≤ Cmax,
where (ax, ay) are the maximum magnitudes of the velocity and (∆x,∆y) are the spatial
grid lengths. With the sound speed roughly csound ≈ 2.0 = ax = ay and ∆x = ∆y = 1/384
the GWRM managed to take roughly 4.6− 6.14 times the time-interval lengths compared
to an explicit finite difference scheme (Cmax = 1). This is due to the steep gradients which
degrade the root solver performance, and hence decreases the maximum time-interval that
the GWRM can take. In many scenarios the maximum CFL number is chosen < 1, hence
with Cmax = 0.2− 0.8 the time-step ratio becomes roughly 5.76− 30.72.

Another example can be seen with Nx = Ny = 3, K = 5, L = M = 6, and a sound
speed at t = 0 ax = ay = 1.3. The equivalent finite-difference spatial grid size is then
∆x = ∆y = 1/54. With a computed time-interval of ∆t = 5/10 the GWRM managed to
take a 70.2 times larger time-step than an explicit method.

As can be seen in Figure 2.7 the initial perturbation quickly grows and creates large
vortices. The density gradient between the two fluids becomes more steep and thus Gibbs
oscillations are induced throughout the domain. There are several techniques that can be
used to either remove the Gibbs oscillations post-process or accurately resolve the shocks
thereby foregoing the oscillations.

The most widely used technique to remove the Gibbs oscillations is to apply spectral
modal filters to the Chebyshev coefficients post-process. An exponential modal filter can
recover spectral accuracy away from the shock wave, however it can produce smearing
close to the shock wave. A more accurate shock capturing filter is the Gegenbauer filter.
This however relies on ad-hoc parameters that require the near exact location of the shock
wave.

Figure 2.8: GWRM Kelvin-Helmholtz instability density solution at t = 2.0 (left)
and the filtered solution using total nuclear variation post-processing (TNV) (right).
TNV parameters: λ = 0.4 and τ = 0.01.

The technique of filtering that suits the initial implementation of the 2D GWRM is a
digital filter. As with image noise reduction techniques a digital total variation filter seeks
to reduce the total variation of the solution. The reason why this applies to numerical
spectral solutions is because the Gibbs oscillations can be viewed as a noise added on top
of the underlying solution. The Gibbs oscillations, or noise, increases the total variation
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where it occurs, hence, it can easily be filtered. The most beneficial property of a digital
total variation method is the accurate resolution of the shock wave. In Figure 2.8 the
non-filtered and filtered Kelvin-Helmholtz solution at t = 2.0 is presented. The specific
digital filter used is the Total Nuclear Variation (TNV) method.

2.5 Magnetohydrodynamics

The ideal MHD model is the simplest model that describes the dynamics of an electrically
conducting fluid immersed in electromagnetic fields. The ideal MHD equations are derived
from the full kinetic equations by taking the mass, momentum, and energy moments and
integrating over the velocity space. The fluid is then coupled to Maxwell’s equations that
describe the dynamics of electric and magnetic fields. The ideal MHD equations are stated
as follows,

∂ρ

∂t
+∇ · (ρv) = 0, [Continuity equation] (2.35)

ρ
(∂v
∂t

+ v · ∇v
)

+∇p− 1

µ0
(∇×B)×B = 0, [Momentum equation] (2.36)

∂B

∂t
−∇× (v ×B) = 0, [Induction equation] (2.37)

d

dt
(ρp−γ) = 0, [Energy equation] (2.38)

∇ ·B = 0, [Divergence constraint] (2.39)

where ρ is the density, v is the velocity vector, p is the pressure, and B is the magnetic
field. The energy equation is the adiabatic form where γ is the ratio of specific heats,
here set to γ = 5/3. The Ideal Ohm’s law and Faraday’s law are combined to remove the
dependence on the electric field, and Ampere’s law is used to describe the Lorentz force
in the momentum equation, effectively removing the current density.

The approximations involved in deriving the MHD equations are: low frequencies,
long wavelengths, and the length scales are longer than the Debye length and Larmor
radius. From these two approximations other statements can be made, e.g. the plasma is
quasi-neutral ni = ne, and relativistic effects and the displacement current are neglected
(v2/c2 � 1).

The ideal MHD test case here is the Orszag-Tang vortex (OTV). This test is a difficult
test, like the Kelvin-Helholtz instability, in that steep gradients quickly dominate the
solution. The OTV includes the creation of shock waves and shock-shock interactions.
It serves as a test case for many different types of algorithms that one could implement
in a standard numerical method, e.g. divergence cleaning, shock capturing, h-p adaptive
meshes (variable subdomains and polynomial order), and post-processing filters.

The OTV is here implemented on the computational domain D = {(t, x, y) : t >
0, [0, 2π]2}. The boundary conditions are periodic on all boundaries and the initial condi-
tions are,

[ρ, vx, vy, Bx, By, p] = [γ2,−sin(y), sin(x),−sin(y), sin(2y), γ]. (2.40)

The 2D GWRM solution of the OTV magnetic field Bx t ∈ [0.3, 1.2] can be seen in
Figure 2.9. The unfiltered GWRM solution of the density at t = 1.5 can be seen in Figure
2.10, along with the TNV post-processed solution.
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Figure 2.9: Orszag-Tang vortex solution. Magnetic field Bx at t = 0.3 (top left),
t = 0.6 (top right), t = 0.9 (bottom left), and t = 1.2 (bottom right). GWRM
parameters; Nx = Ny = 30, K = 5, and L = M = 6.

Figure 2.10: GWRM Orszag-Tang vortex solution (left) and the total nuclear varia-
tion post-processed solution (right). Density at t = 1.5. TNV parameters: λ = 0.4
and τ = 0.01.

An example of Nx = Ny = 40, K = 5, and L = M = 6 gives the equivalent number
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of finite difference grid points 720 × 720. At t = 0.6 the maximum speeds of the OTV
are roughly ax = ay ≈ 3.0, and the grid sizes are ∆x = ∆y = 2π/720. The explicit time-
step is then approximated to ∆t = 0.00145 and the GWRM time-interval is ∆ = 0.015,
giving us a roughly 10.31 times larger time-interval length with the GWRM. Again, if the
maximum CFL number is chosen < 1, e.g. Cmax = 0.2− 0.8, the time-step ratio becomes
roughly 12.89− 50.57.

2.6 GPU accelerated modules

Will it scale? That is one, if not the most, important question that needs to be addressed
when developing a new numerical method. Many advanced codes today harness the high
performance computing power of cutting edge CPUs (Central Processing Unit) and GPUs
(Graphics Processing Unit). These new devices allow you to go from solving partial
differential equations in a simple geometry with a couple dozen subdomains, to real-
world CAD models of cars and airplanes with hundreds of thousands of subdomains.
The problems become so large you even need advanced parallel techniques to store your
solution!

The Cuda Toolkit (documentation at https://docs.nvidia.com/cuda/) is a parallel
computing platform that allows users to adapt existing code (eg. Fortran, C, and C++)
to use GPUs. GPUs have been developed with massive multi-threading in order to han-
dle large parallel computations. This allows GPUs to output a large amount of data to
thousands of independent pixels on your screen without having to wait for the image to
refresh. This is what GPUs were originally designed to do, however recent trends show
just how wide spread the capabilities of GPUs really are. Now GPUs are routinely used
in data analysis, computational fluid dynamics, neural networks and more.

The difference between a CPU and a GPU is in the arithmetic operation and caching/-
control ratio, GPUs favouring arithmetic operations (see Figure 2.11). This makes it
possible to divide operations among the threads in parallel, with minimal data caching.

Figure 2.11: Schematic of CPU and GPU architecture. (Accessed: 2020-10-14
https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html)

The GPU hardware consists of Streaming Multiprocessors (SM). These can be seen
as self-contained units. The GPU can then achieve massive parallelism by fitting a host
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of SMs in one GPU. These SMs consist of Cuda cores, shared memory, a register file,
load/store units etc. When data is sent to the GPU for calculation it is distributed to
available SMs.

The Cuda programming model, on the other hand, provides a level of abstraction
between software and hardware so that users can easily launch functions, called kernels
1, without necessarily having to know the exact GPU architecture. This means that we
can choose to launch a kernel on N number of threads, which then get distributed to the
SMs. In order to optimize the kernels however, attention to the actual GPU architecture
and memory sharing is absolutely essential. The two kernels presented here will show the
difference between a naive kernel, versus an optimized kernel.

The first kernel presented is a naive, or monolithic, kernel. The name monolithic refers
to the thread strategy employed. For simplicity and clarification we will look at a Cuda
code implementing the 1D Chebyshev product algorithm (see Appendix B, Eq. (18)). In
each element ck we have a set of summations. The most straight-forward way to execute
this on a GPU is to assign one thread per element ck, i.e. monolithic. Thus each thread
computes all of the summations/multiplications in that element. Below is a partial code
showing the monolithic kernel.

1 i n t i = blockIdx . x * blockDim . x + threadIdx . x ;
2 double sum ;
3 i f ( i < n) {
4 sum = 0 . f ;
5 f o r ( i n t j = 0 ; j <=i ; j ++){
6 sum += a [ j ]*b [ i=j ] ;
7 }
8 f o r ( i n t j = 1 ; j < n=i ; j ++){
9 sum += a [ j ]*b [ j+i ] + a [ j+i ]*b [ j ] ;

10 }
11 c [ i ] = 0 .5 f *sum ;
12 }

This kernel is a good first step in GPU acceleration. However, the drawbacks in this
kernel is the choice of thread strategy. When implementing a thread strategy there are
two main points that need to be addressed in order to optimize the kernel; Deploy more
parallel threads and efficiently use the memory. Thus we see where this kernel falls short.
The monolithic kernel can be improved by launching multiple threads per vector element.
One key algorithm that should be used when computing summations is the reduction sum
algorithm. Also, we see that the first load from storage is a[j], where all threads are trying
to load the same value. For optimal memory coalescing we want adjacent threads to load
adjacent values. Below is a partial code of the optimized kernel, called the Stride kernel.

1 const unsigned row mask = ˜((0xFFFFFFFFU>>5)<<5) ;
2 i n t k = blockIdx . x ;
3 i n t row width = ( ( ( k )>(n=k ) ) ?( k ) : ( n=k ) ) +1;
4 i n t s t r i d e s = ( row width>>5) + ( ( row width & row mask ) ? 1 : 0 ) ;
5 i n t j = threadIdx . x ;
6 double tmp a ;
7 double sum = 0.0 f ;
8 f o r ( i n t s =0; s<s t r i d e s ; s++) {
9 i f ( j < n) tmp a = a [ j ] ;

1 The equivalent of a C++ function in CUDA C++ is called a kernel.
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10 i f ( j <= k ) sum += tmp a*b [ k=j ] ;
11 i f ( ( j > 0) && ( j < (n=k ) ) ) sum += tmp a*b [ j+k ] + a [ j+k ]*b [ j ] ;
12 j += 32 ;
13 }
14 f o r ( i n t o f f s e t = warpSize>>1; o f f s e t >0; o f f s e t>>= 1) {
15 sum += s h f l d o w n s y n c (0xFFFFFFFFU, sum , o f f s e t ) ;}
16 i f ( ! threadIdx . x ) c [ k ] = 0 .5 f *sum ;

The thread strategy in the stride kernel is one block of threads per vector element.
The stride occurs where threads in the block collect values in the summations, and then
a reduction sum algorithm is performed. The threads in a warp (32 threads) can read the
registers of all the threads in the warp (Cheng et. al [62]) so that they can quickly sum
the collected values (see Figure 2.12). The reason why this is more efficient than writing
to shared memory in a thread block is that the register is the fastest memory on a GPU.

Figure 2.12: Schematic of the shuffle-down-sync reduction sum.

The simulations were computed on the Tegner system with a Tesla K80 GPU and an
Intel(R) Xeon(R) CPU E5-2623 v3 3.00GHz. The speedup results can be seen in Figure
2.13. For the 1D case we have a nearly linear increase in speedup, and for the 2D case
we see an exponential increase. The CPU code was run with openMP instructions and
compiled with optimization flag -O3. For low numbers of Chebyshev modes in the 1D
case the CPU outperforms the monolithic kernel. The Stride kernel outperforms both the
CPU and the monolithic kernel in all cases.

The optimized striding kernel manages to outperform both the CPU and the mono-
lithic kernel. The main reason being the fact that the GPU is launching more threads,
and these threads read data from the registers in their respective warp. The maximum
speedup attained with the striding kernel is recorded for the 2D case N = M = 180 at
S = 220771, which is also indicative (although speculative) of the speedup results that
can be obtained for higher dimensions.

The CPU function was programmed with openMP instructions. This applies threads,
in this case 32, for the elements of vector c. The optimization flag -O3 was also used
in order to optimize the instructions sent to the CPU. This was done in order to get
a favourable CPU computation time. However, the CPU code could be improved with
a better understanding of openMP instructions for parallelizing for loops. Some cases
showed the serial CPU code performing similar to the parallel code. This could be partly
explained by the extra overhead that is required for parallel programs.
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(a) N Chebyshev modes. (b) N=M Chebyshev modes.

Figure 2.13: GPU acceleration (Parallel CPU) of a 1D (a) and 2D (b) Chebyshev
series product algorithm (Tesla K80). The two bars represent a naive monolithic
kernel (red) and an optimized striding kernel (green).

The computation times presented include only the time it takes for a kernel to exe-
cute. The copy function that sends data between CPU and GPU was not profiled due
to the small array sizes. However, if larger arrays were to be transferred back and forth
the transfer times should be included in the overall analysis. This should be taken into
consideration when applying the entire GWRM method on a GPU, since a lot of data will
be transferred between the host and device. Here it is worth mentioning that flattening
2D arrays to 1D arrays is also beneficial, and has been included in the code here. Another
form of overhead for the GPU is if 2D arrays need to be transposed for optimal memory
coalescing.

The GPU-accelerated algorithms presented above have not been implemented in the
2D GWRM Maple code used in this thesis. The Cuda-C codes were written to address
the most computationally expensive part of the 2D GWRM, namely the product of two
Chebyshev series. Future work will require the implementation of the GPU-accelerated
modules in the 2D GWRM code, which can be accomplished in both Matlab and Maple.
Another option would be to transfer the entire 2D GWRM code to C/C++ in order to
fully take advantage of the parallel capabilities of GPUs.



Chapter 3

Anomalous transport

The transport in a fusion plasma device is the result of many complex interactions on the
macro scale, as well as the micro scale. This makes the process of simulating the transport
challenging for numerical methods. A part of this thesis then involves implementing the
2D GWRM on problems that describe the plasma turbulence in a fusion device.

In this chapter the topic of anomalous transport and drift-wave turbulence will be pre-
sented. The specific model that will be simulated with the GWRM is the Weiland model,
which is a toroidal two-fluid plasma turbulence model. Here a (nearly) full derivation of
the Weiland model is presented1. This was done in order to verify that the equations to
be solved corresponded with previous studies, and could lead to extended studies where
additional physics would be implemented. Last, in Section 3.4 the zonal flow physics will
be presented along with a brief summary on how zonal flows could be included in the
GWRM.

3.1 Drift-wave turbulence

The basic concept behind magnetically confined plasmas is to create a magnetic field con-
figuration that confines the plasma in all directions, i.e. radial, poloidal, and toroidal.
The magnetic confinement configurations such as Reversed Field Pinches, Tokamaks, and
Stellarators seek to create an equilibrium where the magnetic forces counteract the pres-
sure gradients in the plasma. The force balance is stated as ∇p = J ×B, thus the Lorenz
force created by the magnetic field and current density counteracts the pressure gradient.
The first step of any magnetically confined device is to ensure that the equilibrium can
stabilize the most unstable modes, namely ideal MHD modes.

As we have seen in the opening chapter the diffusion of plasma across flux surfaces,
i.e. radial diffusion, can be partly explained by classical and neoclassical effects. However,
when compared to experimental data the theoretical value of neoclassical diffusion is much
lower in certain regions of the plasma. This difference between real experimental data and
the neoclassical value is called anomalous transport. The neoclassical ion and electron

1 The drift velocities and Eq. (3.44) were derived by me. The rest was supplied by Jan Scheffel
through private correspondence. With his approval I have compiled his notes on the Weiland
model.
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thermal diffusivities are roughly χneo
i ∼ 0.2m2/s and χneo

e ∼ 0.005m2/s, respectively [63].
In Nordman et al. [64] the anomalous ion thermal diffusivity was calculated numerically
as χanom

i ∼ 1− 10m2/s, along with the relation χi ∼ 2χe in the bulk of the plasma. The
experimental values have been measured in JET as χexp

i ∼ 0.9m2/s and χexp
e ∼ 0.6m2/s

with high resolution Thomson scattering and an interpretive analysis code [65]. Thus,
we can clearly see the substantial difference between the neoclassical values and that of
numerical and experimental values, specifically when looking at electrons.

It was found in the 1960s that even though a plasma was MHD-stable, the gradients in
the plasma pressure could provide free energy for instabilities to occur [66, 67, 68, 69, 70,
71, 72]. The first candidate for anomalous transport is so called micro-turbulence. One of
the unstable modes in the plasma that leads to micro-turbulence is the Ion Temperature
Gradient (ITG) drift mode, also called the ηi (ratio of density scale length and temperature
scale length) mode. This mode is excited by temperature and density fluctuations in the
plasma, which are universally present.

3.2 Weiland model

The Weiland model is an electrostatic two-fluid model for toroidal slab geometry that
describes turbulence due to ion temperature gradients (ITG) in curved magnetic field
geometry. It is derived from the two-fluid Braginskii equations with the inclusion of drift
velocities due to the non-uniform magnetic field. The model is formulated in terms of an
ion energy equation and a continuity equation;(

∂

∂t
+ ṽE · ∇

)
δTi +

(
7

3
+

2

3
ρ2
s∆

)
vDi · ∇δTi

+

{
1

τ

[
ηi +

2

3

(
1 +

1 + ηi
τ

)
ρ2
s∆

]
v∗e

+
2

3

(
1 +

1

τ

)
(1 + ρ2

s∆)vDi

}
· ∇eφ =

2

3τ
ρ2
s(ṽ∗i + ṽE) · ∇∆eφ, (3.1)(

∂

∂t
+ ṽE · ∇

)
(1− ρ2

s∆)eφ

+

[(
1 +

1 + ηi
τ

ρ2
s∆

)
v∗e + (1 + τ)vDi

]
· ∇eφ

+ τvDi · ∇δTi = ρ2
s(ṽ∗i · ∇)∆eφ. (3.2)

It may be noted that Eq. (3.1) couples to Eq. (3.2) only through the term τvDi ·
∇δTi. Here δTi and φ are the perturbed ion temperature and the electrostatic potential,
respectively. Indices “j” denote particle species. The drift velocities included in the
equations above are the E×B drift ṽE , the ion background magnetic drift vDi, the electron
background diamagnetic drift v∗e, and the ion diamagnetic drift perturbation ṽ∗i. The
physical parameters included in the model are the density-temperature length scale ratio
ηi = Ln/LT , ρs =

√
τ/2ρi, where ρi is the ion Larmor radius, and the temperature ratio

τ = Te/Ti. Throughout, temperatures Tj are expressed in units of eV, other units are SI.
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Presently there is no published complete derivation of the Weiland model for 2D
two-fluid core turbulence in fully ionized plasmas, with assumptions and approximations
highlighted. The Weiland model is derived from first principles, however the derivations
here start with the Braginskii equations. Potentially weak points of the derivation have
been highlighted. We have begun by stating the two resulting Eqs. (3.1) and (3.2) above
(these will be referred to frequently), corresponding to the ion energy and continuity
equations, respectively.

The derivation is split up into steps, listed as;

1. Assumptions and approximations used in the derivation are listed.

2. Braginskii and Maxwell equations on which the model is based are stated.

3. The background (equilibrium) plasma is defined.

4. An expression for the ion heat flux is derived and all relevant fluid drifts are obtained
from the momentum equation.

5. A simplified form of the energy equation is derived.

6. Finite Larmor radius (FLR) contributions, due to the pressure tensor and polariza-
tion drifts, are derived.

7. A continuity equation without FLR terms is subsequently derived.

8. A derivation of the ion energy equation is shown, without FLR terms.

9. Nonlinear FLR effects, due to the polarization drift, are computed.

10. Finally FLR terms are included into the continuity and ion energy equations, re-
spectively. This completes the derivation of the Weiland model [73, 74].

Assumptions and approximations made in the Weiland model

The notation used here will be explained further on.

Geometry

� B ‖ ez
� ∇(equilibrium variables) = 0

� ∇‖Te = 0

� ∇‖Ti = 0

� ∇Ti ⊥ j

� j ‖ B in equilibrium, thus ∇p = 0

� ∇B ‖ −ex

� dp/dx < 0 always (constant)

� v∗i ⊥ all gradients (equil. and pertb.)

Term ordering

� δpi � pi etc (everywhere)

� ṽE dominating first order drift

� δniδTi = 0

� κ κp etc - terms can be neglected

� |∇(pertb. terms)| ≈ |∇(BG terms)|
� |∇‖δp| � |∇⊥δp|

Physics assumptions
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� Collisionless ions and electrons

� ωciτi � 1

� β = p/(B2/2µ0)� 1 (low β)

� no background electric field E

� ∇δp · j = 0

� electrostatic (magn. vector pot. A
neglected)

� ∇ · vperturbed = 0 (in ∇ · (nvπ))

� ∂n/∂t = 0

� Ti const. (∇ · vπ), p. (x))

� ∇Te = 0, ∇n0 6= 0

� ∇φ ⊥ B (k⊥ � k‖)

� ∇ · v = 0 (FLR terms into (8b))

� δpe = Teδne + 0 (adiabatic electrons)

� ∇pe = Te∇ne

� γ = 1 (isothermal; pressure changes
are slow compared to heat flow)

These assumptions are consistent with the drift orderings ([63] p. 33);

δ =
ρs
L⊥

=
cs

L⊥ωci
∼ δn

n
∼ δT

T
≈ eφ

T
� 1

where L⊥ stands for either of the characteristic lengths Ln, LT or LB . In terms of Fourier
wave numbers k = 2π/λ it holds that k⊥L⊥ � 1 and k2ρ2 � 1. The time scales are
ordered as

∂

∂t
∼ ω ∼ ṽE · ∇ ∼

cs
L⊥
� ωci.

Braginskii equations

We start our derivation of the Weiland model at the fundamental level described by the
Maxwell-Boltzmann kinetic equations,

∂fj
∂t

+ w · ∇fj +
e

mj
(E + w ×B) · ∇wfj = Cj + Sj (3.3)

where Cj is the Coulomb collision operator and Sj is an external source. Setting the
source term to zero and introducing fluid approximations we get the Braginskii equations
that describe an inhomogeneous magnetized plasma in a non-uniform magnetic field. The
parallel motion of electrons is modelled by the Boltzmann relation, assuming isothermal
electrons

4n
n

=
e4φ
γkBTe

⇐⇒
γ=1

δne
n

=
eφ

Te
, (3.4)

∂nj
∂t

+ nj∇ · vj + vj · ∇nj = 0, (3.5)( ∂
∂t

+ vj · ∇
)
vj =

qj
mj

[
E + vj ×B

]
− 1

mjnj
∇ ·
↔
P j +

1

mjnj
Rj , (3.6)

3

2
nj
( ∂
∂t

+ vj · ∇
)
Tj +

↔
P j : ∇ · vj +∇ · qj = Qj , (3.7)

where
↔
P j = pjI +

↔
π j and

↔
P j : ∇vj = (Pkivk,i)j . Above we have the isothermal electrons

Eq. (3.4), continuity Eq. (3.5), momentum Eq. (3.6), and the energy Eq. (3.7). To close
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the system Maxwell’s equations are added:

∇×B = µ0

∑
j=e,i

jj = µ0

∑
j=e,i

qjnjvj , (3.8)

E = −∇φ− ∂A

∂t
, (3.9)

B = ∇×A (3.10)

where we have the number density nj , fluid velocity vj , temperature Tj , isotropic pressure
pj = njTj , charge qj , mass mj , permeability of free space µ0, heat flux qj , and the

momentum transfer rate (friction force) Rj ;
↔
π j is the anisotropic stress tensor; φ and

A are the electric potential and magnetic vector potential (neglected in this electrostatic
model).

In a collisionless plasma (Qj = 0), the momentum transfer terms Rj = 0 for ∇‖Te = 0
if ωcjτj � 1. The collisionless heat flux is (see also [63], p. 103)

qe = 0.71neTev‖ −
5

2

nTe
meωce

(b×∇Te), (3.11)

qi =
5

2

niTi
miωci

(b×∇Ti). (3.12)

Equilibrium (background plasma)

The present model includes the effects of background (BG) plasma magnetic field gradients
(parameter εn ≡ 2Ln/LB), density and temperature gradients (parameter ηi ≡ Ln/LT ) as
well as of different electron and ion temperatures (τ ≡ Te/Ti). Here Ln, LB , and LT are
scale lengths for the background density, magnetic field, and temperature, respectively.
Curvature effects are not included in FLR terms. Cartesian geometry is assumed, with
B = Bez and

∇B = − B

LB
ex (3.13)

∇ni = − ni
Ln

ex (3.14)

In a small plasma slab, located at the outboard side of the magnetic axis, where the
magnetic field curvature is unfavourable, the z-axis would point in the toroidal direction,
the x-axis radially outwards, and the y-axis in the poloidal direction.

We thus obtain the background drifts

vDi =
2pi

eniB2
(ez ×∇B) = −2ρscs

τLB
ey (3.15)

vDe = − 2pe
eneB2

(ez ×∇B) =
2ρscs
LB

ey (3.16)

v∗e = − 1

eneB
(ez ×∇pe) =

ρscs
Ln

ey (3.17)

Here the relation ρscs = c2s/ωci = Te/(eB) = τTi/(eB) has been used. It is generally
assumed that Ln, LT , and LB are much larger than typical mode wavelengths, that is the
waves “see” a nearly constant background.
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Ion energy equation

Let us now embark on deriving the ion energy equation. As can be seen in [75] off-diagonal
pressure tensor terms can be discarded when (ρi/LB)/(vi/vT )� 1, where vi and vT denote
the fluid flow and thermal velocities, respectively.

We thus get (at first omitting
↔
π j , thus excluding FLR effects)

↔
P i : ∇vi = (Pklvk,l)i = (pIklvk,l)i = (pvk,k)i = pi∇ · vi (3.18)

and the energy equation becomes

3

2
ni
( ∂
∂t

+ vi · ∇
)
Ti + pi∇ · vi = −∇ · qi. (3.19)

Eq. (3.12) gives, with b = B/|B|

∇ · qi = ∇ ·
(5

2

niTi
miωci

b×∇Ti
)

=
5

2e
∇ ·
(pi
B
b×∇Ti

)
=

=
5

2e

{
∇ ·
(
pi
•

1

B
b×∇Ti

)
+∇ ·

(
pi

1

B
•

b×∇Ti
)

+∇ ·
(
pi

1

B
b
•
×∇Ti

)
+∇ ·

(
pi

1

B
b×∇Ti

•

)}
=

5

2e
(q1 + q2 + q3 + q4). (3.20)

The symbol • denotes which variable the nabla operator is applied to when using the
product rule. To continue, we now also perturb all quantities, so that

ni = n0 + δni, with δni � n0 (3.21)

pi = pi0 + δpi, with δpi = (Ti0δni + n0δTi)� pi0 (3.22)

5

2e
q1 =

5

2eB2

(
∇pi ×B

)
· ∇Ti = −5

2
niv∗i · ∇Ti. (3.23)

q2 = pi∇
( 1

B

)
· (b×∇Ti) = −pi

∇B
B2
· (b×∇Ti) =

=
pi
B3

(B ×∇B) · ∇Ti
5

2e
q2 =

5

4

2pini
eniB3

(B ×∇B) · ∇Ti =
5

4
nivDi · ∇Ti. (3.24)

q3 =
pi
B
∇Ti · (∇× b) =

pi
B
∇Ti ·

(
∇× B

B

)
=

=
pi
B
∇Ti ·

(
− ∇B

B2
×B +

1

B
∇×B

)
=

= q2 +
pi
B2
∇Ti · (∇×B). (3.25)

q4 = −pi
B
b · (∇×∇Ti) = 0 (3.26)
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We find

∇ · qi = −5

2
niv∗i · ∇Ti +

5

2
nivDi · ∇Ti +

5pi
2eB2

(∇×B) · ∇Ti. (3.27)

which agrees with Eq. (6) in [73] except for the third term. This term can be neglected,
assuming ∇Ti · j = 0, which is the case if ∇Ti ⊥ j, or j ‖ B (low β).

Momentum equation

To derive Eq. (3.2), the continuity equation, we need to distinguish the two-fluid drifts.
Thus we turn our attention to the momentum equation. Assuming B = Bê‖ and taking
the vector product of the momentum equation we get( ∂

∂t
+ vj · ∇

)
ê‖ × vj =

qj
mj

ê‖ × E +
qj
mj

ê‖ × (vj ×B)− 1

mjnj
ê‖ × (∇pj +∇ ·↔π j)

=
qj
mj

ê‖ × E +
qj
mj

[
Bvj(ê‖ · ê‖)−Bê‖(ê‖ · vj)

]
− 1

mjnj
ê‖ × (∇pj +∇ ·↔π j)

=
qj
mj

ê‖ × E +
qjB

mj

[
vj − v‖j ê‖

]
− 1

mjnj
ê‖ × (∇pj +∇ ·↔π j)

(3.28)

We will now neglect parallel ion motion (see [63] p. 99). This assumption should hold
whenever the modes travel faster than the ions along the field lines. The velocity can be
approximated by the drift velocities;

vj ≈ v⊥j = ṽE + v∗j + vπj + vpj . (3.29)

The drift velocities are

ṽE =
1

B
(ê‖ ×∇φ), [E ×B drift] (3.30)

v∗j =
1

qjnjB
(ê‖ ×∇pj), [Diamagnetic drift] (3.31)

ṽ∗j =
1

qjnjB
(ê‖ ×∇δpj), [Perturbed diamagnetic drift] (3.32)

vπj =
1

qjnjB
(ê‖ ×∇ ·

↔
π j), [Stress tensor drift] (3.33)

vpj = − 1

Bωcj

( ∂
∂t

+ vj · ∇
)
∇φ, [Polarization drift] (3.34)
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where ωcj = qjB/mj is the gyrofrequency and pj is the scalar kinetic pressure. The
polarization drift was obtained by setting the velocity to the leading order E ×B drift;

mj

qjB

( ∂
∂t

+ vj · ∇
)
ê‖ × vj =

1

ωcj

( ∂
∂t

+ vj · ∇
)
ê‖ × ṽE

=
1

ωcj

( ∂
∂t

+ vj · ∇
)
ê‖ ×

[ 1

B
(ê‖ ×∇φ)

]
=

1

Bωcj

( ∂
∂t

+ vj · ∇
)
ê‖ × (ê‖ ×∇φ)

=
1

Bωcj

( ∂
∂t

+ vj · ∇
)

(∇‖φê‖ −∇φ)

= − 1

Bωcj

( ∂
∂t

+ vj · ∇
)
∇φ (3.35)

Continuity and energy equations

Eq. (3.5) can be cast in the following form [73]:

∂ni
∂t

+ ṽE · ∇ni + ni∇ · ṽE +∇ · (niṽ∗i)

+∇ · (nivπi) +∇ · (nivpi) = 0 (3.36)

Unless this expression is used to first order only, it is questionable to exclude the ∇·(niv∗i)
term since we assume that |∇ · ṽ∗i| ≈ |∇ · v∗i|.

We move now to Eq. (3) of [73]:

∇ · (niṽ∗i) =
1

Ti
vDi · ∇δpi (3.37)

where

ṽ∗i =
1

enB2
(B ×∇δpi) (3.38)

is the perturbed ion diamagnetic drift. Eq. (3.37) is shown in the following way.

∇ · (niṽ∗i) = ∇ ·

(
n

1

enB2
B ×∇δpi

)
=

1

e
∇ ·

(
1

B2
B ×∇δpi

)

=
1

e

[
∇

(
1

B2

)
· (B ×∇δpi) +

1

B2
∇ · (B

•
×∇δpi) +

1

B2
∇ · (B ×∇δpi

•
)

]

=
1

e

[
−2∇B
B3

· (B ×∇δpi) +
∇δpi
B2

· ∇ ×B − B

B2
· (∇×∇δpi)

]

=
2

eB3
(B ×∇B) · ∇δpi =

2pi
enB3

(B ×∇B) · 1

Ti
∇δpi

=
1

Ti
vDi · ∇δpi (3.39)
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We have thus derived Eq. (3) in [73]. It is assumed that ∇δpi · (∇×B) = ∇δpi · j = 0,
that is the perturbed pressure is assumed constant on the equilibrium flux surfaces. In a
moment we will derive expressions for the last two FLR terms of Eq. (3.36).

Now we turn to derive the ion energy equation Eq. (7) in [73]. We need Eqs. (3.5))
and (3.19). The first step in the derivation is to substitute ∇ · v from the continuity
equation into the energy equation,

∇ · vi = − 1

ni

(∂ni
∂t

+ vi · ∇ni
)
,

3

2
ni
( ∂
∂t

+ vi · ∇
)
Ti −

pi
ni

(∂ni
∂t

+ vi · ∇ni
)

= −∇ · qi,

⇓

3

2
ni
( ∂
∂t

+ vi · ∇
)
Ti − Ti

( ∂
∂t

+ vi · ∇
)
ni = −∇ · qi. (3.40)

We make the split v = vc + v∗i to separate convection terms and diamagnetic contri-
butions. Thus, using Eq. (3.27) we get,

3

2
ni
( ∂
∂t

+ (vc + v∗i) · ∇
)
Ti − Ti

( ∂
∂t

+ (vc + v∗i) · ∇
)
ni =

5

2
v∗i · ∇Ti

− 5

2
nivDi · ∇Ti. (3.41)

It will now be shown that all diamagnetic terms cancel. Thus assume,

3

2
niv∗i · ∇Ti − Tiv∗i · ∇ni =

5

2
v∗i · ∇Ti, (3.42)

⇓

−niv∗i · ∇Ti − Tiv∗i · ∇ni = 0,

⇓

v∗i · ∇(niTi) = v∗i · ∇pi = 0, (3.43)

The latter relation holds if we assume that v∗i is perpendicular to gradients of both
equilibrium and perturbed pressure. Eq. (3.41) now simplifies to

3

2
ni
( ∂
∂t

+ vc · ∇
)
Ti − Ti

( ∂
∂t

+ vc · ∇
)
ni = −5

2
nivDi · ∇Ti (3.44)

which is Eq. (7) of [73] if ni → n, vc → ṽE , Ti → δTi in the last term (since vDi ⊥ ∇Ti0).
We should remark that (see (3.30- 3.34)): vc ≡ ṽE + vπ + vp, where ṽE is the dominating
term.

Next, we want to combine Eqs. (3.4), (3.36), (3.39), and (3.44) to obtain Eqs. (3.1)
and (3.2). These have dependent variables δTi and φ. We henceforth employ n = ni = ne
(quasi-neutrality).
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FLR terms

Eq. (3.36) must also be evaluated with regards to ∇ · (nvπ) +∇ · (nvp). We start with
∇ · (nvπ), and derive expressions for ∇ · π.

See also [63] p. 105-106. From [76] and Eq. (2.35) in [77] we have, studying collisionless
⊥ motion:

πxx = − nT

2ωci

(
∂vy
∂x

+
∂vx
∂y

)
− 1

4ωci

(
∂qx
∂y

+
∂qy
∂x

)
(3.45)

πyx =
nT

2ωci

(
∂vx
∂x
− ∂vy

∂y

)
+

1

4ωci

(
∂qx
∂x
− ∂qy

∂y

)
(3.46)

We neglect curvature effects in FLR order so that ∇ωci = 0.

(∇ ·↔π )x = πxx,x + πyx,y =
∂πxx
∂x

+
∂πyx
∂y

= {∇ωci = 0}

= − nT

2ωci

(
∂2vy
∂x2

+
∂2vx
∂x∂y

)
− 1

2ωci

(
∂vy
∂x

+
∂vx
∂y

)
dp

dx
− 1

4ωci

(
∂2qx
∂x∂y

+
∂2qy
∂x2

)

+
nT

2ωci

(
∂2vx
∂x∂y

− ∂2vy
∂y2

)
+

1

2ωci

(
∂vx
∂x
− ∂vy

∂y

)
dp

dy
+

1

4ωci

(
∂2qx
∂x∂y

− ∂2qy
∂y2

)

=

{
dp

dy
= 0

}
= − nT

2ωci
∆⊥vy −

1

4ωci
∆⊥qy −

1

2ωci

(
∂vx
∂y

+
∂vy
∂x

)
∂p

∂x

= − nT

2ωci
∆⊥vy −

1

4ωci
∆⊥qy +

p

2ωci
κp

(
∂vx
∂y

+
∂vy
∂x

)
(3.47)

Note that the model assumes dp/dx < 0 always. We have defined dp/dx = −p|∇lnp| ≡
−κpp (equilibrium quantities; p = p0). Thus vπ contributions are first order, whereas we
will see that vp is represented up to 2nd order in nonlinear terms in Eqs. (3.1) and (3.2).

Next, we derive an expression for (∇ ·↔π )y. From [76] and [77] we have

πyy =
nT

2ωci

(
∂vx
∂y

+
∂vy
∂x

)
+

1

4ωci

(
∂qx
∂y

+
∂qy
∂x

)
(3.48)

(∇ · π)y = πxy,x + πyy,y =
∂πxy
∂x

+
∂πyy
∂y

= {∇ωci = 0}

=
nT

2ωci

(
∂2vx
∂x2

− ∂2vy
∂x∂y

)
+

1

2ωci

(
∂vx
∂x
− ∂vy

∂y

)
dp

dx
+

1

4ωci

(
∂2qx
∂x2

− ∂2qy
∂x∂y

)

+
nT

2ωci

(
∂2vx
∂y2

+
∂2vy
∂x∂y

)
+

1

4ωci

(
∂2qx
∂y2

+
∂2qy
∂x∂y

)

=
nT

2ωci
∆⊥vx +

1

4ωci
∆⊥qx +

1

2ωci

(
∂vx
∂x
− ∂vy

∂y

)
dp

dx

=
nT

2ωci
∆⊥vx +

1

4ωci
∆⊥qx −

p

2ωci
κp

(
∂vx
∂x
− ∂vy

∂y

)
(3.49)
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The definition ∆ ≡ ∆⊥ + ∆‖ = (∂/∂x2 + ∂/∂y2) + ∂/∂z2 is now used.

ez ×∆⊥v =

 ex ey ex
0 0 1

∆⊥vx ∆⊥vy 0

 = (−∆⊥vy,∆⊥vx, 0) (3.50)

∇vy =

(
∂vy
∂x

,
∂vy
∂y

, 0

)
(3.51)

ez ×∇vx =

 ex ey ex
0 0 1
∂vx
∂x

∂vx
∂y

0

 =

(
− ∂vx

∂y
,
∂vx
∂x

, 0

)
(3.52)

Thus

∇ ·↔π =
nT

2ωci

[
ez ×∆⊥v +

1

2p
ez ×∆⊥q + κp(∇vy − ez ×∇vx)

]
(3.53)

and

vπ =
1

qnB2
(B ×∇ ·↔π ) =

1

qnB
(ez ×∇ ·

↔
π )

=
1

qnB

nT

2ωci
ez ×

[
ez ×∆⊥v +

1

2p
ez ×∆⊥q + κp(∇vy − ez ×∇vx)

]
=

1

4
ρ2ez ×

[
ez ×∆⊥v +

1

2p
ez ×∆⊥q + κp(∇vy − ez ×∇vx)

]
(3.54)

using T = miv
2
Ti/2 and ρ = vTi/ωci. The following relation is thus obtained (same as Eq.

B.53 in [63])

vπ =
1

4
ρ2
[
−∆⊥v −

1

2p
∆⊥q + κpez ×∇vy + κp∇vx

]
(3.55)

Next, we need to calculate ∇ · (nvπ).

Stress tensor contribution ∇ · (nvπ)

We now neglect nonlinear terms in κp, using the assumption of short wavelength dynamics
(κp � k). For simplicity, also assume ∇κp = 0, which should be valid when comparing
with other terms in the “box” studied. B is again assumed constant, that is curvature
effects are neglected in FLR ordering.

Now rewrite nvπ using

1

2mω2
ci

=
ρ2

2mv2
Ti

=
nρ2

4p
(3.56)

Thus

nvπ =
1

2mω2
ci

[
− p∆⊥v + pκp(ez ×∇vy +∇vx)− 1

2
∆⊥q

]
(3.57)
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and

∇ · (nvπ) =
1

2mω2
ci

[
−∇p ·∆⊥v − p∇ ·∆⊥v + pκp∆vx −

1

2
∇ ·∆⊥q

]
(3.58)

since ∇ · (ez ×∇vy) = −ez · (∇×∇vy) = 0 and κp∇p ≈ 0. We write ∇ ·∆⊥v = ∆⊥∇ · v
and obtain, to lowest order,

∇ · v = ∇ · ṽE +∇ · v∗ = ∇ ·

(
B ×∇φ
B2

)
︸ ︷︷ ︸
=0, for B=const.

+∇ · v∗ = ∇ · v∗ (3.59)

∇ · v∗ =
1

eB
∇ ·

(
ez ×∇p

n

)
=

1

eB
∇

(
1

n

)
· (ez ×∇p) (3.60)

+
1

enB
∇ · (ez ×∇p)︸ ︷︷ ︸

=0

= −∇n
n
· v∗ ∝ κκp|v∗| ≈ 0 (3.61)

where κ ≡ |∇lnn|. Note that ∇n · v∗ is of second order in equilibrium density/pressure
gradients κ and κp.

Furthermore (for an expression for q; see [77] p. 20, where it is argued that q = q∗;
the perpendicular flux of ion energy)

∇ · q∗ =
2

eB
∇ ·
[
p⊥(ez ×∇T⊥)

]
=

2

eB

{
∇p⊥ · (ez ×∇T⊥) + p⊥∇ · (ez ×∇T⊥)︸ ︷︷ ︸

=0

}
= − 2

eB
∇T⊥ · (ez ×∇p⊥) = 0 (3.62)

since ∇T⊥ and v∗ are orthogonal. Summarizing, we have

∇ · (nvπ) =
1

2mω2
ci

[
−∇p ·∆⊥v + pκp∆vx

]
(3.63)

We have −∇p = pκpex ⇒

∇ · (nvπ) =
1

2mω2
ci

[
pκpex ·∆⊥v + pκp∆vx

]
=

p

mω2
ci

κp∆vx (Error in [63] p. 106) (3.64)

This can be written as

∇ · (nvπ) =
nρ2

2p
p
−∇p
p
·∆v = −1

2
ρ2 1

T
∇p ·∆v (3.65)

which is Weiland’s [77] result (2.46); it is somewhat unclear, however, how it is obtained.
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Polarization contribution ∇ · (nvp) - linear

The linear contributions to ∇ · (nvp) are now derived. We have (in the simple geometry
outlined above):

vp =
1

ωci

(
∂

∂t
+ v · ∇

)
(ez × v) (3.66)

Now note that in a first order analysis v in ez × v will be of first order since ∇ is acting
on this term. This means that v in v · ∇ is zeroth order. Since we assume that there is no
background E, to leading order we will have v = v∗, which is in the ey-direction.

∇ · (nvp) = ∇ ·

(
n

ωci

∂

∂t
(ez × v)

)

+
1

ωci

{
∇ ·
[
n
•
(v∗ · ∇)(ez × v)

]
+∇ ·

[
n(v∗
•
· ∇)(ez × v)

]
+∇ ·

[
n(v∗ · ∇)(ez × v

•
)
]}

(3.67)

Again note that in FLR ordering, curvature effects are neglected, so that ∇ωci = 0. The
first term in the parenthesis is

1

ωci
∇n · (v∗ · ∇)(ez × v) ∝ κκp ≈ 0 (3.68)

Furthermore, short wavelength dynamics is assumed and thus the second term may be
assumed negligible in comparison with the third (this is quite ad hoc since the terms
contain vectors).

We now simplify the third term, being

n

ωci
(v∗ · ∇)∇ · (ez × v) =

n

ωci
v∗ · ∇

(
− ∂vy

∂x
+
∂vx
∂y

)

=

{
v∗ · ∇ =

1

enB
(ez ×∇p) · ey

∂

∂y
=

1

enB
ex · ∇p

∂

∂y
=

1

enB
(−pκp)

∂

∂y

}
=

= − n

ωci

1

enB
pκp

∂

∂y

(
∂vx
∂y
− ∂vy

∂x

)

= − 1

mω2
ci

pκp
∂

∂y

(
∂vx
∂y
− ∂vy

∂x

)
(3.69)

Note that ∇p = − ∂p
∂x
ex. We now combine ∇· (nvp), omitting the first term, and ∇· (nvπ):

∇ · (nvπ) +
n

ωci
∇ ·
[
(v · ∇)(ez × v)

]
=

p

mω2
ci

[
κp∆vx − κp

(
∆vx −

∂2vx
∂x2

− ∂2vy
∂x∂y

)]

=
p

mωci2
κp

∂

∂x
∇ · v ≈ 0 (3.70)
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assuming that (perturbed) ∇· v = ∇· ṽE = 0. The diamagnetic contributions to ∇· (nvp)
are thus cancelled by the full (to leading order) ∇ · (nvπ) term. Combining the above, we
find that

∇ · [n(vp + vπ)] = ∇ ·

[
n

ωci

∂

∂t
(ez × v)

]
(3.71)

To leading order

ez × v = ez × ṽE + ez × ṽ∗i = ez ×
ez ×∇φ

B
+ ez ×

( 1

enB
ez ×∇δpi

)
(3.72)

Thus

∇ · (ez × v) =
1

B

(
−∆φ− 1

en
∆δpi −∇

(
1

en

)
· ∇δpi

)
(3.73)

The last term can be omitted, assuming short wavelength perturbations (k � ∂/∂x).
Assuming ∂n/∂t = 0, ∂Ti/∂t = 0 and |∇n| ∝ κ, being of lowest order, we have

∇ · [n(vp + vπ)] =
1

ωci

[
∇n · ∂

∂t
(ez × v)− n

B

∂

∂t

(
∆φ+

1

en
∆δpi

)]

=
∂

∂t

(
− nTi
Beωci

∆
eφ

Ti
− 1

ωcieB
∆δpi

)

=

{
nTi
eBωci

=
n 1

2
mv2

Ti

eBωci
=
n

2

v2
Ti

ω2
ci

=
n

2
ρ2
i

}
=

=

{
1

ωcieB
=

Ti
ω2
cimiTi

=
1
2
mv2

Ti

(v2
Ti
/ρ2
i )miTi

=
ρ2
i

2Ti

}
=

= −n
2
ρ2
i
∂

∂t
∆

(
eφ

Ti

)
− 1

2

ρ2
i

Ti

∂

∂t
∆δpi (3.74)

Note that there are some minor mistakes in [63] p. 107. The first term coincides with
Weiland’s [77] on page 21, derived for constant temperature. The second term is Weiland’s
[77] (2.47), which includes temperature gradients.

Derivation of Eq. (3.2), without FLR terms

We start with Eq. (2) in [73]:

∂n

∂t
+ ṽE · ∇n+ n∇ · ṽE +∇ · (nṽ∗i) +∇ · [n(vπ + vpi)]︸ ︷︷ ︸

FLR, here omitted

= 0 (3.75)

Note that, in accordance with Eq. (3.36), that a ∇ · (nv∗i) term, being of 0th order, has
been neglected in the left hand membrum.
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Eq. (3.39) tells us that (since |δTi∇n| � |n∇δTi|)

∇ · (nṽ∗i) =
1

Ti
vDi · ∇(δpi) =

1

Ti
vDi · ∇(nδTi + δnTi)

=
n

Ti
vDi · ∇δTi + vDi · ∇δn (3.76)

Thus, from Eq. (3.75),

∂δn

∂t
+ ṽE · ∇n0 + ṽE · ∇δn+ n∇ · ṽE +

n

Ti
vDi · ∇δTi + vDi · ∇δn = 0 (3.77)

∂

∂t

(
neφ

Te

)
+ ṽE · ∇n0 + ṽE · ∇

(
neφ

Te

)
+ n∇ · ṽE

+
n

Ti
vDi · ∇δTi + vDi · ∇

(
neφ

Te

)
= 0 (3.78)

eφ

Te

∂n

∂t
+

n

Te

∂eφ

∂t
+ neφ

∂

∂t

(
1

Te

)
+ ṽE · ∇n0

+ ṽE ·

(
eφ

Te
∇n0 +

n0

Te
∇eφ+ n0eφ∇

(
1

Te

))
+ n∇ · ṽE

+
n

Ti
vDi · ∇δTi + vDi ·

(
eφ

Te
∇n0 +

n0

Te
∇eφ+ n0eφ∇

(
1

Te

))
= 0 (3.79)

∂eφ

∂t
+
eφ

n

∂n

∂t
− eφ

Te

∂Te
∂t

+
Te
n0
ṽE · ∇n0 +

eφ

n0
ṽE · ∇n0 + ṽE · ∇eφ−

eφ

Te
ṽE · ∇Te

+ Te∇ · ṽE + τvDi · ∇δTi +
eφ

n
vDi · ∇n0 + vDi · ∇eφ−

eφ

Te
vDi · ∇Te = 0 (3.80)

We now use

∂n

∂t
= 0, (n is a background variable)

∂Te
∂t

= 0, (Te is a background variable)

∇Te = 0, (Te is a background variable)

so that (
∂

∂t
+ ṽE · ∇

)
eφ+

Te
n0
ṽE · ∇n0 +

eφ

n0
ṽE · ∇n0

+ Te∇ · ṽE + τvDi · ∇δTi + vDi · ∇(eφ) = 0 (3.81)

We have used

vDi · ∇n0 = 0, (assuming vDi ‖ ey, ∇n0 ‖ ex)
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Furthermore

∇ · ṽE = ∇ ·

(
B ×∇φ
B2

)

= −2∇B
B3

· (B ×∇φ) +
1

B2
∇φ · (∇×B)− 1

B2
B · (∇×∇φ) (3.82)

Now ∇φ is nearly perpendicular to B (k⊥ � k‖), ∇ × B is nearly parallel to B (low β)
and ∇×∇φ = 0. Thus

∇ · ṽE =
2

B3
(B ×∇B) · ∇φ =

e

Ti

2pi
enB3

(B ×∇B) · ∇φ =
q

Ti
vDi · ∇φ (3.83)

with q positive for ions. Finally we have

eφ

n0
ṽE · ∇n0 =

eφ

n0

B ×∇φ
B2

· ∇n0 = − eφ

n0B2
(B ×∇n0) · ∇φ

= − 1

n0B2

(
B ×∇

(
n0eφ

Te
Te

))
· ∇φ

= − 1

en0B2

(
B ×∇(δnTe)

)
· ∇(eφ)

= − 1

en0B2
(B ×∇δpe) · ∇(eφ) ≡ ṽ∗e · ∇(eφ) (3.84)

It should be noted that whereas ṽ∗e · ∇(eφ) is nonzero, (B ×∇φ) · ∇φ is indeed zero. We
now obtain Eq. (3.2), without FLR effects, using Eqs. (3.81), (3.83)), and (3.84):(

∂

∂t
+ ṽE · ∇

)
(eφ) + v∗e · ∇(eφ) + ṽ∗e · ∇(eφ)

+ (1 + τ)vDi · ∇(eφ) + τvDi · ∇δTi = 0 (3.85)

since Te∇ · ṽE = τvDi · ∇(eφ), using Eq. (3.83), and

Te
n0
ṽE · ∇n0 =

Te
n0

B ×∇φ
B2

· ∇n0 = − Te
n0B2

(B ×∇n0) · ∇φ

= − 1

en0B2
(B ×∇pe) · ∇(eφ) = v∗e · ∇(eφ) (3.86)

assuming ∇Te = 0. Note, that an additional ṽ∗e · ∇(eφ)-term is obtained in Eq. (3.85) as
compared to Eq. (2) and Eq. (8b) in [74]. Setting the term to zero would imply that the
y-component of ∇φ is zero, due to the product (B × ∇n0) · ∇φ in Eq. (3.84). We will,
however, later show that this term is small.

Derivation of Eq. (3.1), without FLR terms

The starting point for the derivation of the energy equation (3.1), without FLR terms, is
Eq. (7) in [73] (see also Eq. (3.44)):

3

2
n

(
∂

∂t
+ ṽE · ∇

)
Ti − Ti

(
∂

∂t
+ ṽE · ∇

)
n = −5

2
nvDi · ∇δTi (3.87)
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Expanding to second order, we obtain(
∂

∂t
+ ṽE · ∇

)
δTi + ṽE · ∇Ti0

− 2

3

Ti
n

[(
∂

∂t
+ ṽE · ∇

)
δn+ ṽE · ∇n0

]
= −5

3
vDi · ∇δTi (3.88)

assuming ∂Ti0/∂t = 0. Using ∂Te0/∂t = 0, ∂n/∂t = 0 we find

∂δn

∂t
=

∂

∂t

(
neφ

Te

)
=
n0

Te

∂

∂t
(eφ) (3.89)

Furthermore

Ti
n
ṽE · ∇n0 =

{
see section 1.8

}
=
Ti
Te

Te
n0
ṽE · ∇n0 =

1

τ
v∗e · ∇(eφ) (3.90)

ṽE · ∇δn = ṽE · ∇

(
neφ

Te

)
=
eφ

Te
ṽE · ∇n0 +

n0

Te
(ṽE · ∇)(eφ) (3.91)

where

eφ

Te
ṽE · ∇n0 =

{
see section 1.8

}
=
n0

Te
ṽ∗e · ∇(eφ) (3.92)

Combining Eqs. (3.89)-(3.92), we obtain

2

3

Ti
n

(
∂

∂t
+ ṽE · v

)
δn =

2

3

Ti
n0

n0

Te

∂

∂t
(eφ) +

2

3

Ti
n0

(
n0

Te
ṽ∗e · ∇(eφ) +

n0

Te
(ṽE · ∇)(eφ)

)

=
2

3τ

(
∂

∂t
+ ṽE · ∇

)
(eφ) +

2

3τ
ṽ∗e · ∇(eφ) (3.93)

From Eq. (3.85) we have(
∂

∂t
+ ṽE · ∇

)
(eφ) =− v∗e · ∇(eφ)− ṽ∗e · ∇(eφ)

− (1 + τ)vDi · ∇(eφ)− τvDi · ∇(δTi) (3.94)

Inserting Eqs. (3.89), (3.90), (3.93), and (3.94) in Eq. (3.88) we obtain(
∂

∂t
+ ṽE · ∇

)
δTi + ṽE · ∇Ti0 +

2

3τ

[
v∗e · ∇(eφ) + ṽ∗e · ∇(eφ)

+ (1 + τ)vDi · ∇(eφ) + τvDi · ∇δTi

]
− 2

3τ
ṽ∗e · ∇(eφ)

− 2

3τ
v∗e · ∇(eφ) = −5

3
vDi · ∇δTi (3.95)
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How should we write ṽE · ∇Ti0? Since ∇Ti0 ‖ ∇n0 we have an answer:

nṽE · ∇Ti0 = Ti0ṽE · ηi∇n0, with ηi ≡
Ln
LT

(3.96)

Thus

ṽE · ∇Ti0 =
Ti0
n
ηiṽE · ∇n0 =

ηi
τ

Te0
n0

ṽE · ∇n0

=
{

see section 1.8
}

=

=
ηi
τ
v∗e · ∇(eφ) (3.97)

We can now rewrite Eq. (3.95) to obtain Eq. (3.1), or Eq. (8a) of [74], without FLR
terms, (

∂

∂t
+ ṽE · ∇

)
δTi +

7

3
vDi · ∇δTi +

ηi
τ
v∗e · ∇(eφ)

+
2

3

(
1 +

1

τ

)
vDi · ∇(eφ) = 0 (3.98)

Note the cancellation of ṽ∗e · ∇(eφ) in Eq. (3.95), which is due to the presence of this
term in Eq. (3.85). Thus Eq. (3.98) agrees with (8a) in [74] although a term ṽ∗e · ∇(eφ)
is missing in their (8b).

Polarization contribution ∇ · (nvp) - nonlinear

In this geometry the nonlinear part of vp (see Eq. (3.66)) can be written

vpn =
1

ωci

[
(ṽ∗i · ∇)(ez × ṽE)︸ ︷︷ ︸

1O

+ (ṽE · ∇)(ez × ṽ∗i)︸ ︷︷ ︸
2O

+ (ṽE · ∇)(ez × ṽE)︸ ︷︷ ︸
3O

]
(3.99)

In [74, 77] the second term, as well as a term (ṽ∗i · ∇)(ez × ṽ∗i), are neglected but we
retain them here.

(ṽ∗i · ∇)(ez × ṽE) = (ṽ∗i · ∇)

(
ez ×

ez ×∇φ
B

)

= (ṽ∗i · ∇)

(
1

B

(
∂φ

∂z
ez −∇φ

))
=
{

only 2D xy motion is of interest here
}

=

= − 1

B
(ṽ∗i · ∇)∇φ (3.100)

Similarly

(ṽE · ∇)(ez × ṽE) = − 1

B
(ṽE · ∇)∇φ (3.101)
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Thus, omitting curvature effects,

∇ · (nvpn) =− n

Bωci

[
∇(ṽ∗i

•
· ∇) · ∇φ+ (ṽ∗i · ∇)∆φ− 1

en
∇ ·
(

((ṽE + ṽ∗i) · ∇)∇δpi
)

+∇(ṽE
•
· ∇) · ∇φ+ (ṽE · ∇)∆φ

]
=− n

eBωci

[
(ṽ∗i · ∇)∆(eφ) + (ṽE · ∇)∆(eφ)

]
(3.102)

Again we assume that gradients of equilibrium quantities (like ∇n) are small.
The latter expression is that used in [73, 74] and assumes that derivatives of φ dominate

over other derivatives. This is something that needs verification. We have

n

eBωci
=
n 1

2
miv

2
Ti

TieBωci
=

n

2Ti

v2
Ti

ω2
ci

=
n

2Ti
ρ2
i =

=
n

2Ti

2

τ
ρ2
s =

n

Te
ρ2
s (3.103)

We have used ρs ≡ cs/ωci, c2s = Te/mi, and ωci = vTi/ρi. This yields

∇ · (nvpn) = − n

Te
ρ2
s(ṽ∗i · ∇)∆(eφ)− n

Te
ρ2
s(ṽE · ∇)∆(eφ) (3.104)

Multiplying with Te/n we have the remaining (non-linear) FLR terms of (8b) in [73].

FLR and polarization contributions into Eq. (3.2)

From Eq. (3.74) we have

∇ ·
[
n(vp + vπ)

]
= −n

2
ρ2
i
∂

∂t
∆

(
eφ

Ti

)
− 1

2

ρ2
i

Ti

∂

∂t
∆δpi

=

{
ρ2
i =

v2
Ti

ω2
ci

=
2 1

2
miV

2
Ti

miω2
ci

= 2
Ti

miω2
ci

= 2
c2s
τω2

ci

=
2

τ
ρ2
s

}
=

= − n

Te
ρ2
s
∂

∂t
∆(eφ)− ρ2

s

Te
∆
∂δpi
∂t

(3.105)

Including Eq. 3.104 we obtain

∇ ·
[
n(vp + vπ + vpn)

]
=− n

Te
ρ2
s
∂

∂t
∆(eφ)− ρ2

s

Te
∆
∂δpi
∂t

− n

Te
ρ2
s(ṽ∗i · ∇)∆(eφ)− n

Te
ρ2
s(ṽE · ∇)∆(eφ) (3.106)

For a simple expression for the pressure response ∂/∂t(δpi) we may assume ∇ · v = 0 and
∇ · qi = 0 in Eq. (3.19). Thus (

∂

∂t
+ v · ∇

)
Ti ≡

dTi
dt

= 0 (3.107)
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We can now obtain the desired relation

dpi
dt

=
dn

dt
Ti + n

dTi
dt

= 0 (3.108)

since, from continuity,

∂n

∂t
+ n∇ · vi + vi · ∇n = 0⇔ dn

dt
= −n∇ · vi = 0 (3.109)

we write

dpi
dt

=

(
∂

∂t
+ vi · ∇

)
(pi + δpi) = 0 (3.110)

to obtain, to first order, assuming ṽE is the dominating drift,

∂δpi
∂t

= −vi · ∇(pi + δpi) = −ṽE · ∇(pi + δpi)

= −ez ×∇φ
B

· ∇(pi + δpi) =
ez ×∇pi

B
· ∇φ+

ez ×∇δpi
B

· ∇φ (3.111)

The last term is now omitted, being of second order. Since we generally assume |∇p| ≈
|∇δp| this assumption needs to be verified.

We have (in order to separate ∇T and ∇n contributions), letting ηi ≡ Ln/LT ,

∇pi =
dpi
dx

ex =

(
dn

dx
Ti + n

dTi
dx

)
ex = −

(
nTi
Ln

+
nTi
LT

)
ex

= −nTi

(
1

Ln
+

1

LT

)
ex = −nTi

Ln
(1 + ηi)ex = − pi

Ln
(1 + ηi)ex

= − pe
τLn

(1 + ηi)ex =
(1 + ηi)

τ
∇pe (3.112)

if we assume ∇Te = 0, in the last membrum. This approximation requires verification,
since ∇Te = ∇(ηiTi). We thus obtain (again assuming ∇Te = 0)

ez ×∇pi
B

· ∇φ = −n(1 + ηi)

τ
v∗e · ∇(eφ) (3.113)

(with ∇Pe = Te∇ne)and

− ρ
2
s

Te
∆
∂δpi
∂t

= − ρ
2
s

Te
∆

(
ez ×∇pi

B
· ∇φ

)
=

n

Te

(1 + ηi)

τ
ρ2
s∆
(
v∗e · ∇(eφ)

)
(3.114)

We can now, after having simplified the FLR terms in Eq. (3.106), multiply all terms with
the factor (Te/n) and replace Eq. (3.105), which contains linear FLR terms only. Using
Eqs. (3.75) and (3.85), Eq. (3.2) is now obtained, however with an additional term ṽ∗e
within the brackets.
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FLR and polarization contributions into Eq. (3.1)

From the derivation of Eq. (3.2), without FLR terms, it is clear that the expression for

−

(
∂

∂t
+ ṽE · ∇

)
(eφ) (3.115)

obtained from Eq. (3.2), now including FLR terms, should be substituted instead of the
expression within brackets in Eq. (3.95). The derivation presented here of Eq. (3.2),
that is (8b) of [73], has shown that some terms that were previously neglected, may be of
significance. This should be further investigated.

For the time being, we include the additional term ṽ∗e ·∇(eφ) of Eq. (3.85) only. Thus
we can rewrite Eq. (3.85), including FLR and polarization drift terms, as

−

(
∂

∂t
+ ṽE · ∇

)
(eφ) = −

(
∂

∂t
+ ṽE · ∇

)
ρ2
s∆(eφ)

+

[(
1 +

1 + ηi
τ

ρ2
s∆

)
v∗e + ṽ∗e · ∇(eφ) + (1 + τ)vDi

]
· ∇(eφ)

+ τvDi · ∇δTi − ρ2
s(ṽ∗i · ∇)∆(eφ) (3.116)

A problem is the first FLR term, including a time derivative. By writing(
∂

∂t
+ ṽE · ∇

)
ρ2
s∆(eφ) = ρ2

s∆

(
∂

∂t
+ ṽE · ∇

)
(eφ) (3.117)

we may use Eq. (3.1) without FLR terms, that is Eq. (3.85), as an approximation:(
∂

∂t
+ ṽE · ∇

)
(eφ) =− v∗e · ∇(eφ)− ṽ∗e · ∇(eφ)

− (1 + τ)vDi · ∇(eφ)− τvDi · ∇δTi (3.118)

Using Eqs. (3.116)) and (3.118) in (3.95), rather than Eq. (3.94), we obtain(
∂

∂t
+ ṽE · ∇

)
δTi + ṽE · ∇Ti0 +

2

3τ

(
− ṽE · ∇ρ2

s∆(eφ)

+ ρ2
s∆(ṽE · ∇(eφ) + v∗e · ∇(eφ) + ṽ∗e · ∇(eφ)

+ (1 + τ)vDi · ∇(eφ) + τvDi · ∇δTi

+

[(
1 +

1 + ηi
τ

ρ2
s∆

)
v∗e + ṽ∗e + (1 + τ)vDi

]
· ∇(eφ)

+ τvDi · ∇δTi − ρ2
s(ṽ∗i · ∇)∆(eφ)

)
− 2

3τ
ṽ∗e · ∇(eφ)

− 2

3τ
v∗e · ∇(eφ) = −5

3
vDi · ∇δTi (3.119)

Note that we can (see Eq. (3.97)) use ṽE · ∇Ti0 = ηi
τ
v∗e · ∇(eφ).
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Let us now see if we can construct Eq. (3.1). We thus simplify to obtain(
∂

∂t
+ ṽE · ∇

)
δTi +

(
7

3
+

2

3
ρ2
s∆

)
vDi · ∇δTi

+

{
1

τ

[
ηi +

2

3

(
1 +

1 + ηi
τ

)
ρ2
s∆

]
v∗e

+
2

3

(
1 +

1

τ

)
(1 + ρ2

s∆)vDi

}
· ∇(eφ)

+
2

3τ
ρ2
s∆
(
ṽ∗e · ∇(eφ)

)
=

2

3τ
ρ2
s(ṽ∗i + ṽE) · ∇∆(eφ) (3.120)

which indeed is Eq. (3.1) since

1. The additional term on the LH side
(

2
3τ
ρ2
s∆∆(ṽ∗e ·∇(eφ)

)
is small as shown below

2. The term ṽE · ∇(eφ) of Eq. (3.119) is zero due to the definition of ṽE

The first term originates from the term ṽ∗e ·∇(eφ) in Eq. (3.85), which is absent in [73, 74].
We can simplify it, using that

ṽ∗e · ∇(eφ) = − 1

enB
(ez ×∇δpe) · ∇(eφ)

=
{
δpe = Teδne = Te

neφ

Te
=
pe
Te
eφ
}

=

= − 1

enB

eφ

Te
(ez ×∇pe) · ∇(eφ)

=
eφ

Te
v∗e · ∇(eφ) (3.121)

Since we assume (eφ)/Te � 1 this term is small in our ordering. Likewise we may neglect
ṽ∗e ·∇(eφ) in Eq. (3.2). This completes the derivation of the Weiland model as presented
in [73, 74].

3.3 Numerical results

Eqs. (3.1) and (3.2) were solved with the 2D GWRM in a computational domain D =
{(t, x, y), t > 0, [0, 80]2} with periodic boundary conditions on all external boundaries.
The fourth order boundary conditions requires four overlapping points of the external
boundaries to achieve double-periodic boundary conditions. The initial conditions for φ
and δTi is chosen as a random signal with vanishing values at the boundaries x0 = 0 and
x1 = 80 (including artificial internal transport barriers).

In Figure 3.1b the perturbed electrostatic potential can be seen at t = 20. The
maximum growth rate calculated for the linear and FLR case is γITG = 0.446, where the
true growth rate is estimated to be γ ∼ 0.33. This is roughly a 30% difference. When all
terms are included, namely linear, nonlinear, and a small dissipative and diffusive term,
the growth rate calculated was as γ = 0.34. The discrepancy between the linear and FLR
case, without nonlinear and damping terms, is perplexing but could be due to the choice
of initial conditions and solution accuracy. It should also be noted that in Figure 3.1a the
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(a) ITG growth rate with varying ηi and
εn parameters

(b) Cyclone base case electrostatic potential
at t = 20

Figure 3.1: GWRM solution of linear and FLR Weiland model τ = 1.0, ε = 0.909,
and ηi = 3.14. GWRM parameters: Nx = Ny = 3, K = 5, and K = L = 10.

ηi and εn scaling is reproduced qualitatively, however the GWRM calculates lower growth
rates for higher εn compared to the Quasi-linear model presented in [78].

The ion-temperature gradient can be seen in Figure 3.1b developing streamers in the
radial direction. These large-scale structures are also called convective cells, which are
radially extended and poloidally localized. These structures show that the large anomalous
diffusion found in plasmas can be described by collective modes even when the collision
rate is small.

When simulating the Weiland model with the AA root solver it fails to converge
when higher order derivatives (> 2) are included. Excessively small time-intervals were
necessary in order for the AA method to work, however this became inefficient. This
prompted the development of the Q-SIR method (see Section 2.2).

The Q-SIR method did however struggle to converge in the Weiland simulations as
well. The idea of supplying the Q-SIR method with an approximate initial Jacobian was
then implemented. This allowed the Q-SIR method to converge when an initial Jacobian
was calculated with boundary conditions only. Since the external and internal boundary
conditions consist of linear equations an approximate system Jacobian (w/ BCs) can be
computed efficiently. Furthermore, the Jacobian is highly sparse, thus the inverse can also
be efficiently computed with LU-decomposition. The Jacobian is also passed to preceding
time-intervals so that optimal convergence rates can be achieved throughout the entire
temporal domain.

A simulation of the ITG growth rate with Nx = Ny = 2, K = 5, K = L = 10 managed
to take time-interval lengths of ∆t = 5.0 and ∆t = 2.5 for the linear and nonlinear case,
respectively. The growth rate in both cases was calculated as γITG = 0.34. This test
was done in order to push the maximum time-interval length of the GWRM with Q-SIR,
irrespective of spatial or temporal accuracy.

The simulations of the Weiland model with linear terms only was then a success. How-
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ever, including nonlinear terms provided another challenge. The 2D turbulence features
direct and inverse cascades of energy, meaning that energy is transferred to small scales as
well as large scales. This will lead to a solution that grows in amplitude until it eventually
diverges. The solution would be to include dissipation and diffusion in the model in order
to damp the cascades of energy, the result being a saturated turbulence level.

Unfortunately, the Weiland model in our simulations proved to be highly sensitive to
the damping. Either the instabilities were completely damped leading to a non-physical so-
lution, or the solution diverged (also leading to a non-physical solution). One explanation
could be that the damping in previous simulations were applied in Fourier space, where
specific frequencies were damped, which would leave the production range of turbulence
unfiltered.

Since the artificial damping proved unsuccessful so far, the focus was then turned to a
physical mechanism that reduces turbulence in a real fusion plasma, namely zonal flows.

3.4 Zonal flows

The inclusion of zonal flows in the description of drift-wave turbulence has received a
significant amount of attention [79, 80, 81, 82, 83, 84, 85]. The early work on simulating
drift-wave turbulence focused on modes with higher mode numbers kx, ky > 0, since the
lowest k = 0 modes were thought to be part of the background and thus have no effect on
the turbulence [73, 74, 64]. Later, it was found when simulating the drift-wave turbulence
such as ITG and TEM modes the kx > 0, ky = 0 mode could be excited through nonlinear
mode coupling.

The zonal flows are large-scale antisymmetric structures that are radially localized
(ky = 0) and poloidally extended (kx > 0). These structures are formed through an
inverse cascade of energy from small wavelengths to longer wavelengths. They help govern
and stabilize the drift-wave turbulence by E ×B shear flows.

In Anderson et al. [86] an evolution equation for the zonal flow was derived. This was
done by splitting the electrostatic potential into a mean flow Φ and a small fluctuation
term φ and substituting that into the Weiland model. Then the continuity equation was
averaged over the flux surfaces, which in a slab geometry is simply a domain average
integral over the y-coordinate. The result presented in [86] is,

∂

∂t
∇2
xΦ− µ∇4

xΦ = (1 + τ)∇2
x

〈∂φ
∂x

∂φ

∂y

〉
+ τ∇2

x

〈∂φ
∂x

∂δTi
∂y

〉
(3.122)

where 〈 〉 denotes the average flux integral and µ is an artificial diffusion coefficient. The
average flux integral can be accomplished with Chebyshev integration. Below we will show
how to implement the flux averaged terms in Eq. (3.122) with the GWRM.

As an example, introduce an ansatz for the first nonlinear term in Eq. (3.122)

∂φ

∂x

∂φ

∂y
=

L∑
l=0

′
M∑
m=0

′
cklTk(x)Tl(y) (3.123)
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and then flux average Eq. (3.123)

〈∂φ
∂x

∂φ

∂y

〉
=

∫ y1

y0

L∑
l=0

′
M∑
m=0

′
cklTk(x)Tl(y)dy,

=

L∑
l=0

′
M∑
m=0

′
cklTk(x)

∫ y1

y0

Tl(y)dy. (3.124)

The task then is to obtain the Chebyshev coefficients ckl, and to do that the definite
integral of the Chebyshev polynomial needs to be calculated. We restrict the derivation
now to include only the y-direction, i.e. modes m, for simplicity.

The definite integral of a Chebyshev polynomial of the first kind can be obtained by
introducing a change of variables y = cosθ,∫ y1

y0

Tm(y)dy = By

∫ π

0

cosmθsinθdθ

= By

{
0 m+ 1 even
2

1−m2 m+ 1 odd
(3.125)

We can now introduce a series of Chebyhsev polynomials and then proceed to integrate.

SM (y) =

M∑
m=0

′
cmTm(y),

∫ y1

y0

SM (y)dy =

M∑
m=0

′
cm

∫ y1

y0

Tm(y)dy,

= By

M∑
m=0

′
cm

{
0 m+ 1 even
2

1−m2 m+ 1 odd

=

M+1∑
m=0

′
AmTm(y).

Now the coefficients Am (generalized to multiple dimensions) can be obtained,

Aklm = 0, m > 0

Akl0 = 2By

M∑
m=0

′
cklm

{
0 m+ 1 even
2

1−m2 m+ 1 odd
. (3.126)

Here By = (y1 − y0)/2 is the linear y-coordinate transformation [y0, y1] → [−1, 1].
Below is an example of a C-code implementation of the Chebyshev definite integral (with
input BMA = By).

1 double sum ;
2 f o r ( i n t l =0; l<=L ; l++) {
3 f o r ( i n t l =0; l<=L ; l++) {
4 sum = 2.0* c [ k+1, l +1 ,1 ] ;
5 f o r ( i n t m=1; m<=M; m++) {
6 i f ( (m+1) % 2 != 0 ) {
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7 sum =+ 2.0* c [ k+1, l +1,m+1]*2.0/(1=mˆ2) ;
8 }
9 }

10 A[ k+1, l +1 ,1] = BMA*sum ;
11 }
12 }
13

14 f o r ( i n t k=0; k<=K ; k++) {
15 f o r ( i n t l =0; l<=L ; l++) {
16 f o r ( i n t m=1; m<=M ; m++) {
17 A[ k+1, l +1,m+1] = 0 ;
18 }
19 }
20 }

Eq. (3.122) is then coupled with the Weiland model Eqs. (3.1) and (3.2), and subse-
quently solved with the GWRM in the computational domain D = {(t, x, y), t > 0, [0, 80]2}
and with periodic boundary conditions on all external boundaries. The growth rates of
all three variables and the zonal flow solution at t = 20 can be seen in Figure 3.2b.

(a) Growth rates of φ, Ti, and ZF. (b) ZF at t = 20.

Figure 3.2: Zonal flow (ZF) solution of the nonlinear Weiland model τ = 1.0,
ε = 1.0, and ηi = 4.0. GWRM parameters: Nx = Ny = 1, K = 4, and K = L = 16.

The ITG growth rate γT = 0.57 was calculated by the GWRM, with physical param-
eters τ = 1.0, ε = 1.0, ηi = 4.0, and numerical parameters Nx = Ny = 1, K = 4, and
K = L = 16. With the zonal flow growth rate γZF = 1.1, the ratio γZF /γT = 1.93
differs within 15% of the value calculated in [86]. Thus, the zonal mode growth rate was
calculated within reasonable values, however differences could be due to parameters such
as plasma elongation, which was included in [86].

The zonal flow was implemented in the model in order to provide a physical mechanism
for damping the drift waves and the inverse energy cascade. In these simulations the
nonlinear saturated state was not able to be reproduced, whether with artificial damping
and/or zonal flow. The simulation shows agreement with previous results in the linear
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phase, and the initial nonlinear phase where the zonal flow mode is excited. The solution
does however continue to grow until it diverges.





Chapter 4

Summary of the included papers

4.1 Paper I - A time-spectral method for initial-value
problems using a novel spatial subdomain scheme

In this article the Common-Boundary-Condition subdomain scheme was developed and
implemented for the 1D GWRM. Three PDEs were solved; linear Burger’s equation, wave-
equation, and ideal MHD. The new subdomain scheme was compared to the previous
standard subdomain scheme in terms of CPU time and memory consumption. The CBC-
GWRM was also compared to other time-marching methods such as Lax-Wendroff and
Crank-Nicholson.

The purpose of the CBC subdomain scheme is to allow the GWRM to better scale
in terms of the number of subdomains and spatial modes compared to other methods.
Since the root solvers such as SIR require the calculation of a Jacobian, the CPU and
memory consumption scales poorly with an unoptimized subdomain scheme. The CBC-
GWRM addressed this by splitting the computations of private and global equations. The
private equations in each subdomain were computed separately from the global boundary
conditions.

The main findings were the CPU and maximum error scalings ε ≈ t−3.5
GWRM , t−0.9

CN , and
t−0.6
LW , for the GWRM, Lax-Wendroff, and the Crank-Nicholson method, respectively. The

improvement in the subdomain and CPU scaling was ∼ N1.1
x compared to the standard

global subdomain scheme N1.4
x .

My contributions to the article were:

� Optimized existing code for the 1D linear Burger’s equation.

� Implementing the CBC-method on the Wave equation and ideal MHD.

� The reduction of computations performed for linear PDEs.

� Benchmarked the CBC-method and compared it to the other time-marching schemes.

� I wrote and submitted the paper.

75
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4.2 Paper II - Spectral representation of time and physical
parameters in numerical weather prediction

This article explored the possibility of introducing the physical parameters, and the initial
conditions, in the GWRM ansatz. Thus, the Lorenz equations could be solved for a
spectrum of physical parameters and initial conditions in one simulation. The parameter
scalings and dependence on the weather related variables could be obtained efficiently.

The chapter includes parameter scalings and the Initial-Condition-Parameter-Dependency
(ICPD) scheme. The result of the ICPD error propagation simulation was the reproduc-
tion of previous studies with a five-fold increase in CPU time.

My contribution to this work was;

� Develop the idea of solving an ODE and PDE with a spectrum of initial conditions.

� Writing the ODE code with initial conditions parameter included in the GWRM
ansatz.

� Performing an analysis of the error propagation of the solution with a spectrum of
initial conditions.

� I wrote and submitted the chapter.

4.3 Paper III - A time-spectral approach to numerical
weather prediction

This article focused on comparing the Time-Spectral method with other explicit and im-
plicit time-marching methods when solving weather related ODEs. The Lorenz system of
equations that feature chaotic behaviour are highly sensitive on the accuracy of temporal
solution. Thus, the spectral accuracy of the Time-Spectral method allowed it to accu-
rately and efficiently compute the chaotic variables, showing that the method is suitable
for such tasks.

My contribution:

� Writing the time-adaptive codes. This allowed the Time-Spectral method to take
shorter and longer time-intervals in different regions of the temporal domain.

� I performed the error propagation study and subsequently wrote the section on the
respective topic in the paper.

4.4 Paper IV - SIR — An efficient solver for systems of
equations

This paper presented optimized and updated codes for SIR. Many updates had been made
over the years to the codes and it became of interest to share these developments on a
platform (github) where others could easily access and run the codes. The article featured
the improvements and presented convergence plots comparing SIR with other root solvers
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such as the Newton method and a popular Matlab fsolve function.

My contribution to this work:

� Writing the code and the documentation of the Semi-implicit root solver, along with
making it available as an open source.

� Writing an updated code version in both Maple and Matlab.

� Performing the global convergence study of the different root solvers.

� The paper was co-written by J. Scheffel and I, with the majority being written by
J. Scheffel.

4.5 Paper V - Optimizing time-spectral solution of
initial-value problems

This paper focused on presenting recent advancements of the GWRM. Since the GWRM
is largely dependent on the performance of the root solver, much attention has been
in optimizing the most computationally intensive section of the root solver, namely the
computation of the Jacobian and its inverse.

It was found that by including subdomains in the GWRM method the Jacobian be-
came highly sparse and it featured a banded structure. Thus the Jacobian procedure
was optimized to include only the non-zero banded region, along with existing numerical
packages that solve the inverse of a banded matrix with LU-decomposition.

My contribution:

� Writing the code and implementing the optimized procedures in the Time-Spectral
method.

4.6 Paper VI - 2D continuous Chebyshev-Galerkin
time-spectral method

The GWRM has here been developed for 2D problems. The 2D GWRM was applied
to three cases; the compressible Navier-Stokes equations, ideal MHD, and an advanced
two-fluid plasma turbulence model called the Weiland model. The three applications were
solved with two root solvers QSIR and AA. These were compared in terms of convergence
rate and the global convergence wrt. time-interval lengths.

The main results of this study showed that the 2D GWRM managed to take roughly
2 times the time-interval length compared to an explicit time-marching scheme when
the spatial resolution featured steep gradients. The maximum time-step ratio for the
compressible Navier-Stokes was documented as roughly 70 times larger than an explicit
scheme. These numbers were obtained by using the CFL criterion that establishes the
maximum time-step most explicit methods can take.

Furthermore, the root solver comparison showed that the Q-SIR method featured far
better convergence rates in most cases compared to the AA method, in some cases up
to 85% less iterations. However, the study on relaxation parameters for both methods
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showed that they have little to no effect on global convergence.

My contributions were;

� Optimizing existing Chebyshev modules with C-compiled code and parallelizing the
subdomains with CPU threads.

� Introducing Clenshaw algorithms for accurate transformations to real space. The
Clenshaw algorithms were also included in the calculation of the boundary condi-
tions.

� I implemented the compressible Navier-Stokes equations and the ideal MHD model.
The Navier-Stokes model was solved for the Kelvin-Helmholtz instability and the
ideal MHD model for the Orszag-Tang vortex.

� I wrote and published the article.

4.7 Paper VII - Temporal Smoothing - a Step Forward for
Time-Spectral Methods

The GWRM features spectral accuracy in smooth regions, however the efficiency of the
method is degraded in regions with steep gradients. This paper presents a novel method of
time-averaging, where the ODEs and PDEs are analytically derived exactly for variables
with a running average. Since the GWRM is a global method in time and space, it can
compute averaged of the variables efficiently through the use of integrals.

My contribution;

� I helped develop, alongside Jan Scheffel, optimized algorithms for the root solver
SIR.

� I provided a literature review and wrote a section in the introduction on the subject.

� I took part in discussions on the topic of averaging and transformation of the solution
vector.
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Discussion

The GWRM method has been applied to several 1D PDEs; the linear/nonlinear Burger
equation, Wave equation, and the linear ideal MHD model. Here the 1D linear Burger
case was presented with the CBC-GWRM method. In Paper I it was shown that the CBC-
GWRM featured faster CPU times for higher accuracies compared to the finite difference
time-marching schemes Crank-Nicholson and Lax-Wendroff. The CBC subdomain scheme
did however feature slower CPU times compared to the standard GWRM, although the
CBC subdomain scheme required less memory consumption.

For nonlinear problems the CBC-GWRM had difficulty converging for typical time-
interval lengths. Another issue for the CBC-GWRM lies in the fact that a substantial
amount of operations have to be performed in order to calculate the reduced system
Jacobian, for example the implicit derivatives of every variable. Thus, there is no benefit
in CPU gain compared to the standard GWRM subdomain scheme.

A few considerations:

� For linear problems the amount of derivatives can be reduced. If the operations are
reduced then the CBC-GWRM does feature faster CPU times. This strategy was
shown in Paper I. However, it does not work for nonlinear problems.

� For nonlinear problems perhaps only a certain amount of implicit derivatives need to
be calculated in order to reach convergence. There is also the possibility to update
the reduced Jacobian with Broyden’s class of updates as that featured in Q-SIR.

� The CBC-GWRM could still be competitive compared to the AA method or Q-SIR
for 2D problems. This is yet to be verified.

When moving from 1D to 2D for the GWRM it was found that the AA method featured
sufficient convergence rates without the use of a Jacobian. Thus, for the 2D GWRM the
standard sudomain scheme was implemented along with the AA method as root solver.

The 2D GWRM was used to solve the Kelvin-Helmholtz instability in the Navier-
Stokes model and the Orszag-Tang vortex in the ideal MHD model in Paper VI. The AA
method was found to be a suitable root solver for both of these problems in terms of
convergence rates and memory consumption.

It was tested in Paper VI if the 2D GWRM could sustain longer time-intervals even
though the spatial resolution was low. For the Kelvin-Helmholtz instability and Orszag-
Tang vortex the GWRM managed to compute the solution with time-intervals roughly

79
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2.5-70 times that of an explicit time-marching scheme. The higher values allowed the
method to initially move quickly through the temporal domain, however both of the test
cases quickly created steep gradients and shock waves throughout the solution domain.
The steep gradients were found to not only degrade the performance of the root solver, but
also the boundary conditions, eventually decreasing the time-interval lengths to roughly
a factor of 2.5 larger than an explicit time step.

A few considerations:

� Since the steep gradients in the spatial domain degrade the temporal accuracy, it
is important to resolve the shocks. To solve this hp-adaptive subdomain schemes
could be implemented, i.e. the size of subdomains can change and the order of the
Chebyshev ansatz can vary.

� When employing adaptive mesh schemes however, the time-interval needs to ac-
commodate the changes, i.e. it needs to be short enough for the mesh to be able
to adapt to the dynamics. One solution to this would be to introduce complex
mesh transformations in both space and time, specifically a prism mesh (two spa-
tial dimensions and one time dimension). This could allow the GWRM to solve the
adaptive mesh throughout the temporal domain.

� Another promising method is the so called time-smoothing scheme that has been
studied in Paper VII. This involves transforming the PDEs into a set of equations
that evolve a running average, and in post-process the exact solution could be
retained. This method could be applied adaptively in subdomains that feature
steep gradients.

When implementing the 2D GWRM and AA method to the Weiland model however,
it did not manage to converge for any acceptable time-interval lengths. This prompted the
development of a Quasi-SIR solver that works by way of updating the Jacobian and/or
its inverse in each iteration. This allows the Q-SIR method to postulate an approximate
initial Jacobian, and subsequently update it with different techniques such as Broyden’s
class of updates. Not only that, but the inverse Jacobian can be updated throughout the
solution in each time-interval leading to an increase in convergence rates.

For the majority of tests the R factor controlling the monotonic convergence increased
the amount of iterations. However, for higher accuracies the R factor did manage to
increase the global convergence of the Q-SIR method for certain simulations of the ITG
modes.

The Weiland model with nonlinear terms featured energy cascades in two directions,
namely towards large wavelengths and small wavelengths. In a real plasma these energy
cascades are damped by Landau damping and zonal flows. In previous experiments ar-
tificial damping was included to simulate Landau damping. Thus, with proper damping
a saturated turbulence state was obtained. However, this form of damping, both artifi-
cial viscosity and inclusion of the zonal flow, proved unsuccessful at reaching a saturated
solution with the GWRM.

A few considerations:

� The zonal flow equations need further investigation in order to determine that the
zonal flow equations are correctly implemented in the 2D GWRM.

� Since the AA method does not converge, and the Q-SIR does not scale favourably
in terms of memory consumption, the simulations featured a low resolution. This
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could be remedied if the cause of AA not converging could be found, or if a limited
memory Q-SIR method is developed.

� A 3D GWRM could be used to solve the Weiland model since inverse energy cascades
are not present in 3D turbulence models.

� Using the GWRM to solve the Weiland model, or any two-fluid plasma turbulence
model, allows the parameter domain to be included in the solution ansatz. Thus,
the drift wave growth rates and/or diffusion rates can be simulated with a spectrum
of parameter values. For example, the radial dependence of the diffusion rate could
potentially be calculated in one simulation.

As of today the GWRM solves the system of equation in the form g(x) = x. If the
boundary conditions are not readily available in an exact analytically derived formula then
the procedure of isolating the highest Chebyshev modes must be done computationally.

In order to include boundary conditions in symbolic form, without exact formulas,
a system of linear equations must be solved for the highest modes. This is perhaps an
inefficient way of computing boundary conditions. Either the boundary conditions are
solved once analytically and symbolically, and thus require more memory, or once every
iteration making the process inefficient.

Instead the form f(x) = 0 could be solved, where the linear sets of equations are solved
directly with the root solver, e.g. by setting f(xL) = BC1−BC2 = 0. Initial results have
shown a decrease in root solver convergence, however this might be a necessary trade-off
when large scale problems are implemented.

Here the basic AA method with QR-decomposition with relaxation has been used.
There are better and more stable versions to choose. This was not implemented here due
to the lack of time. Some of the improvements made to the AA method involve; restarts
(removing past residuals), monotonicity checks, and pre-conditioning.

There is also the potential to more accurately pinpoint and remove residuals that
increase the condition number of the minimization problem. The AA method removes the
last added residual when the maximum number of residuals has been reached, and also
when the condition number exceeds a user defined tolerance. This could be inaccurate
if the last residual was improving the convergence of the root solver more than some
other residual. The solution would then be to more accurately delete/add residuals to the
minimization problem.





Chapter 6

Conclusions

The world energy situation has shown that the increase in the use of fossil fuels is an
untenable path forward in terms of climate change. The rising levels of CO2 and the
correlated rise in temperature poses a problem, not only for humans, but for other species
that depend on stable ecosystems to survive.

Several renewable and clean energy sources have been discussed that seek to tackle
this issue. A handful have been included here, namely solar, wind, geothermal, and hy-
dropower. These are established energy sources that should be invested in and researched
further. However, these all have their share of disadvantages. Some of these include in-
termittancy, low efficiencies, excessive land use, deforestation, and wild life obstruction
etc.

Nuclear fusion energy seeks to solve these issues. It is a clean energy source that can
be supplied world wide, and with an abundant source of fuel it is virtually inexhaustible.
The most promising candidate for the first generation of fusion reactors is the magnetic
confinement device. With the advent of the magnetic confinement device ITER, fusion
energy is that much closer.

Magnetic confinement has improved dramatically over the past decades, however
micro-instabilities are still an ongoing issue. Since the turbulence transport features a
large separation of scales simulating the physics with numerical methods becomes a diffi-
cult task. Typical time-marching numerical methods are forced to take excessively short
time-steps in order to obtain a stable solution. Here a time-spectral method has been
developed that could potentially solve plasma turbulence more efficiently.

The GWRM is a fully spectral method that uses a solution ansatz with Chebyshev
polynomials in all dimensions, including space, time, and parameter space. This allows
the GWRM to achieve spectral accuracy in all dimensions. In this thesis the GWRM has
been applied to several 1D and 2D partial differential equations. These are; the Burger
equation, compressible Navier-Stokes equations, ideal MHD, and an advanced two-fluid
plasma turbulence model called the Weiland model.

For the 1D case the GWRM has been compared to explicit and implicit finite difference
schemes, namely Lax Wendroff and Crank-Nicholson, respectively. The tests have been
performed with several different subdomain schemes for the GWRM. In this work we have
presented the global subdomain scheme and the Common-Boundary-Condition (CBC)
scheme. With both subdomain schemes the GWRM managed to outperform the finite
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difference codes in certain tests, specifically for higher accuracies. The CPU times with
respect to the maximum error showed that the GWRM, with the Common-Boundary-
Conditions scheme, scales as ε ≈ t−3.5

CPU . This can be compared to the FD schemes;
Crank-Nicholson ε ≈ t−0.9

CN and Lax-Wendroff ε ≈ t−0.6
LW . In terms of memory consumption

the CBC-GWRM scaled linearly, whilst the standard subdomain scheme with SIR scaled
quadratically.

Furthermore, the GWRM has here been developed for 2D PDEs. The studies showed
that the GWRM applied to the ideal MHD model could take roughly 10.3 times the time-
interval lengths compared to an explicit time-marching scheme. If a lower maximum CFL
number is chosen Cmax = 0.2−0.8 then the time-interval ratio becomes 12.9−50.6. When
the solution featured steep gradients the time-interval decreased to roughly 2.5 times that
of an explicit scheme. This is due to poor root solver convergence, and in the more severe
cases the steep gradients degraded the boundary conditions. Properly resolving the steep
gradients will most likely mitigate the issue of short time-interval lengths, however root
solver performance is perhaps the most important aspect of the GWRM.

The 2D simulations were run with two different root solvers; Quasi Semi-Implicit root
solver and Anderson Acceleration. Since the efficiency of the GWRM is inextricably linked
to the root solver performance, the tests were made to see which one performed best in
terms of convergence rate and global convergence. In other words, with as few iterations
as possible and with initial iterates as far away from the true solution as the root solvers
can achieve.

The tests showed that Q-SIR in most cases has better convergence rates, especially
when an approximate initial Jacobian is calculated. However, Anderson Acceleration
does allow the GWRM to scale to higher degrees of freedom due to the low memory
requirements. The Anderson Acceleration method does also show comparable convergence
rates compared to Q-SIR in many applications. The conclusion being that the Anderson
Acceleration method is better suited for most 2D GWRM simulations, except for higher
order partial differential equations such as plasma turbulence transport models.

In order to further optimize the efficiency of the GWRM a substantial amount of ef-
fort has been put towards addressing the most computationally expensive module, namely
the product of two Chebyshev series. C-compiled modules have featured several factors
of speed-up gains in computation time compared to previous modules and the mem-
ory requirements were decreased. Furthermore, the C-modules were successfully GPU-
accelerated, thus managing to reach speed-up gains over several thousands compared to
the CPU versions.

The Weiland model has been derived in detail and specific properties and potential
weaknesses have been highlighted. The Weiland model describing ion-temperature gradi-
ent drift wave turbulence was solved with the 2D GWRM. The simulations included linear
and FLR terms for a variety of ηi and εn parameters. The critical ηic values, along with
the proper ηi-εn scaling was shown to coincide with previous studies. However, smaller
growth rates for higher εn values were documented with the GWRM. For the Cyclone
base case the ITG mode growth rate has been calculated γ ∼ 0.34− 0.47, where the lower
values being in agreement with experimental values.

Furthermore, initial simulations with zonal flow physics has been performed. In order
to solve for volume averaged quantities an efficient definite integral Chebyshev algorithm
has been implemented. The zonal flow growth rate normalized to the ITG growth rate
was calculated as γZF /γT = 1.93.



Chapter 7

Personal reflections

The GWRM has the potential, in my opinion, to be a great numerical method of choice,
especially since it can be applied to so many fields of research. The different types of
problems that the GWRM can solve is impressive. All the way from fractional derivatives
to plasma turbulence. It truly is a generalized method.

There are some disadvantages that need to be addressed in future work in order for
the method to be adopted by the scientific and industrial community. The biggest disad-
vantage of the method is that it requires linear transformations, thus complex geometries
are as of today not possible. The GWRM would gain the most by including complex ge-
ometries in both space and time. A prism transformation involving both space and time
would allow the GWRM to solve moving/adaptive boundary conditions throughout the
entire spatio-temporal domain.

At the beginning of my time as a Ph.D. student the GWRM struggled with excessive
memory consumption. This has been in large part fixed by the reworking of the code from
symbolic to floating point operations. This can in some scenarios actually decrease CPU
time for simulations with low degrees of freedom. This is due to the fact that an exact
symbolic Jacobian can be computed and evaluated with relative ease so that SIR can take
full advantage of the increased convergence rate.

Symbolic expressions are beneficial if the result that one seeks is also symbolic. Take
for example the integral of a sinus function. If the result one seeks is the indefinite integral,
resulting in the cosine function, then symbolic expressions are necessary. However, if the
numerical value of the definite integral of a sinus function over a specific interval is sought,
then function handles are more efficient. When using functions, symbolic expressions are
not placed in memory, instead only the compiled instructions inside the function itself are
stored.

Attempts to decrease the memory consumption of the 2D symbolic code proved to
be difficult, thus the code was rewritten and the Anderson Acceleration method was
implemented instead of SIR. The result being that the 2D GWRM did not suffer from
memory issues, thus the focus could be on evaluating the algebraic equations as efficiently
as possible. This is where GPU acceleration was included in the thesis to address the issue
of Chebyshev series multiplication.

Although the work spent on the numerical method was fruitful and of practical use for
the scientific community, the fusion related research was postponed. The goal of simulating
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plasma turbulence in a tokamak was not realized due to either issues with boundary
conditions, and/or the diverging solution due to inverse energy cascades. Implementing
zonal flow physics and ensuring proper artificial damping could allow the GWRM to finally
solve fusion plasma turbulence. A way forward on how to implement zonal flows in the
GWRM has been presented here.

The work that was done related to plasma turbulence was then more theoretical and
focused on investigating and extending the results from other authors. The insights and
explanations from Hans Nordman and my supervisor Jan Scheffel has certainly made me
appreciate the field to a greater extent. The Weiland model was studied in depth and the
potential to add still more physics to the model than has been done previously is certainly
a work worth pursuing.

To end, do I think fusion energy will become a reality? Absolutely. Not without its
challenges though, and certainly not with optimal efficiency in the first generation devices.
With that said, I would never bet against human ingenuity.

Appendix A
We seek to analytically solve the variational integrals in Eq. (2.6) (for more detail see
[49, 50]). The first term has the form,∫

Ω

K∑
k=0

′
L∑
l=0

′
M∑
m=0

′
aklmTk(τ)Tl(ξ)Tm(P )Tq(τ)Tr(ξ)Ts(P )wtwxwpdΩ. (1)

Here we can demonstrate the process by taking one dimension at a time,∫ t1

t0

K∑
k=0

′
aklmTk(τ)Tq(τ)wtdt =

K∑
k=0

′
aklm

∫ t1

t0

Tk(τ)Tq(τ)(1− t2)−1/2dt,

=

K∑
k=0

′
aklm

∫ π

0

Btcos(kθ)cos(qθ)dθ,

=

K∑
k=0

′
aklmBt

[
δkq

π

2
+ δk0δq0

π

2

]
,

= aklmBt
π

2
. (2)

Here the δ is the Kronecker delta which has the property δij = 1 if i = j and δij = 0
if i 6= j. The linear transformation parameter is Bt = (t1 − t0)/2. The same procedure
can be done for all dimensions, thus solving the integrals in Eq. (1) analytically.∫

Ω

K∑
k=0

′
L∑
l=0

′
M∑
m=0

′
aklmTk(τ)Tl(ξ)Tm(P )Tq(τ)Tr(ξ)Ts(P )wtwxwpdΩ (3)

= BtBxBp
(π

2

)3

aklm. (4)

To derive the other terms in Eq. (2.6) expansions of the temporal integral can be
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introduced. ∫ t

0

D[uN ]dt′ =

K+1∑
k=0

′
L∑
l=0

′
M∑
m=0

′
AklmTk(τ)Tl(ξ)Tm(P ), (5)

∫ t

0

fdt′ =

K+1∑
k=0

′
L∑
l=0

′
M∑
m=0

′
FklmTk(τ)Tl(ξ)Tm(P ). (6)

Appendix B
Chebyshev modules

1. Integration
The following derivation of the integral and differentiation of the Chebyshev polynomial
can be find in Chebyshev Polynomials by J. C. Mason and D. C. Handcomb. The inte-
gration of a series of Chebyshev polynomial of the first kind can obtained by introducing
a change of variables t = cosθ,∫

Tk(t)dt = −
∫

coskθsinθdθ

= −1

2

∫
[sin(k + 1)θ − sin(k − 1)θ]dθ

=
1

2

[
cos(k + 1)θ

k + 1
− cos|k − 1|θ

k − 1

]
(7)

Here the integral of every Chebyshev polynomial of order k is obtained. Thus, if
we introduce a series of Chebyhsev polynomials and then integrate an algorithm for the
individual Chebyshev coefficients can be obtained.

SK(t) =

K∑
k=0

′
ckTk(t),

∫
SK(t)dt =

K∑
k=0

′
ck

∫
Tk(t)dt,

= C +
1

2
c0T1(t) +

1

4
c1T2(t) +

K∑
k=2

ck
2

[
Tk+1(t)

k + 1
− Tk−1(t)

k − 1

]
,

=

K+1∑
k=0

AkTk(t).

Here the second term in Eq. (7) is zero for k = 1. The following algorithm for the
coefficients Ak is obtained by matching the coefficients Ak and ak with the same Chebyshev
polynomial Tk,

Aklm =
Bt
2k

(ck−1,l,m − ck+1,l,m), (8)

cK+1,l,m = cK+2,l,m = 0, (9)

A0lm = −2

K+1∑
k=1

Aklm(−1)k. (10)
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The Chebyshev integral algorithm is here generalized for multiple dimensions and ar-
bitrary linear transformations. The lowest mode A0 is obtained from the constant of
integration C.

2. Derivative
The derivative of a series of Chebyshev polynomials can be obtained directly from the
derivative of the integral obtained above (here changing to spatial dimension),

d

dx
IK(x) =

d

dx

∫
SK(x)dx

ck,l−1,m =
2k

Bx
Aklm + ck,l+1,m, l = L+ 1, L, ..1,

ck,L+1,m = ck,L,m = 0.

This can be explicitly stated with the formulas for the first and second derivative as,

d

dx

L∑
l=0

′
GklmTl(ξ) =

L−1∑
l=0

′
gklmTl(ξ), (11)

gklm =
1

Bx

L∑
λ=l+1,
λ−l odd

2λGkλm (12)

d2

dx2

L∑
l=0

′
HklmTl(ξ) =

L−2∑
l=0

′
hklmTl(ξ), (13)

hklm =
1

B2
x

L∑
λ=l+2,
λ−l even

λ(λ2 − l2)Hkλm. (14)

3. Product
The most computation intensive terms in the algebraic Eqs. (2.7) are the products between
series of Chebyshev polynomials. We start by regarding the resultant Chebyshev series
h(t) of a Chebyshev series product,

h(t) '
K∑
k=0

′
ckTk(τ) =

K∑
i=0

′
aiTi(τ) ·

K∑
j=0

′
bjTj(τ) (15)

Next, we introduce the formula for the product of two Chebyshev polynomials of the
first kind,

h(t) '
K∑
k=0

′
ckTk(τ) =

K∑
i=0

′
K∑
j=0

′ aibj
2

[Ti+j(τ) + T|i−j|(τ)] (16)

Following the procedure laid out in the article by Riva et. al [87], we wish to pair each
index k with all possible combinations of the indexes j + i and |j − i|. This gives us the
substitutions j = k − i, j = k + i, and j = i− k, so that,

ckTk(τ) =

k∑
i=0

aibk−i
2

Tk(τ) +

K−k∑
i=1

aibi+k
2

Tk(τ) +

K−k∑
j=1

aj+kbj
2

Tk(τ) (17)
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Eliminating Tk(τ) on both sides and substituting j = i gives the final result,

ck =

k∑
i=0

aibk−i
2

+

K−k∑
i=1

aibi+k
2

+

K−k∑
i=1

ai+kbi
2

(18)

The first summation limit was chosen so that the upper limit will not become negative.
The second and third summation limits were set so that no extra terms are computed that
are not needed. If the resultant Chebyshev coefficients reach K, then the highest mode of
the summation must also be K. Also, the second and third summation start at i = 1 so
that the i = 0 term is only computed once.
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[4] H.-O. Pörtner, D.C. Roberts, V. Masson-Delmotte, P. Zhai, M. Tignor, E. Poloczan-
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