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Abstract

This thesis investigates cooperative maneuvers for aerial vehicles autonomously
landing on moving platforms. The objective has been to develop methods for safely
performing such landings on real systems subject to a variety of disturbances, as well
as physical and computational constraints. Two specific examples are considered:
the landing of a fixed-wing drone on top of a moving ground carriage; and the
landing of a quadcopter on the deck of a boat. The maneuvers are executed in a
cooperative manner where both vehicles are allowed to take actions to reach their
common objective, while avoiding safety based spatial constraints. Applications
of such systems can be found in, for example, autonomous deliveries, emergency
landings, and in search and rescue missions. Particular challenges of cooperative
landing maneuvers include the heterogeneous and nonlinear dynamics, the coupled
control, the sensitivity to disturbances, and the safety criticality of performing a
high-velocity landing maneuver.

In this thesis, a cooperative landing algorithm based on Model Predictive Control
(MPC) that includes spatial safety constraints for avoiding dangerous regions is
developed. MPC offers many advantages for the autonomous landing problem, with
its ability to explicitly consider dynamic equations, constraints, and disturbances
directly in the computation of the control inputs. It is shown that the cooperative
landing MPC can be decoupled into a horizontal and a vertical sub-problem. This
result makes the optimization problems significantly less computationally demanding
and facilitates the real-time implementation. The autonomous landing maneuver
is further improved by the employment of a variable horizon. The variable-horizon
MPC framework lets the finite horizon length become a part of the optimization
problem, and makes it possible to always extend the horizon to the end of the
landing maneuver. An algorithm for variable horizon MPC that can be implemented
to real-time systems is derived by the use of efficient update rules, and by taking
into account the similarities between the multiple optimization problems that we
have to solve in each sampling period. The algorithm is fast enough to be used
even in time-critical systems with long horizons. Furthermore, the solution time
of the variable-horizon MPC decreases as the target gets closer. This means that
the computational demand becomes smaller in the most critical part of the landing
maneuver.

The algorithms are derived for two different landing systems, and are subsequently
implemented in realistic simulations and in real-world outdoors flight tests through
the WASP research arena. The results demonstrate both that the controllers are
practically implementable on real systems with computational limitations, and that
the suggested controller can successfully be used to perform the cooperative landing
under the influence of external disturbances and under the constraint of various
safety requirements.





Sammanfattning

Denna avhandling behandlar kooperativa och autonoma landningar av drönare p̊a
mobila landingsplattformar, och undersöker hur s̊adana landningar effektivt kan
implementeras p̊a verkliga system som p̊averkas av externa störningar och som
samtidigt arbetar under fysiska och beräkningsmässiga begränsningar. Tv̊a exempel
betraktas särskilt: först landingen av ett autonomt flygplan p̊a en markfarkost,
därefter landning av en quadcopter p̊a en b̊at. Landningarna utförs kooperativt,
vilket innebär att b̊ada fordonen har möjlighet att p̊averka systemet för att fullborda
landningen. Denna typ av system har applikationer bland annat inom autonoma
leveranser, nödlandningar, samt inom eftersöknings- och räddningsuppdrag. Forsknin-
gen motiveras av ett behov av effektiva och säkra autonoma landingsmanövrar,
för fordon med heterogen och komplex dynamik som samtidigt måste uppfylla en
mängd säkerhetsvillkor.

Reglermetoden som appliceras är modell-prediktiv reglerteknik (MPC), en op-
timeringsbaserad metod där ett optimalt reglerproblem med ändlig horisont löses
under varje samplingsperiod. Denna metod tillför till det autonoma landningsprob-
lemet fördelar s̊asom explicit hantering av systemdynamik, samt direkt inkludering
av störningshantering och bivillkor vid beräkning av insignaler. P̊a s̊a sätt kan vi
direkt i optimeringslösaren hantera säkerhetsvillkor och externa störningar. Det
visas i avhandlingen hur lösningstiden för optimeringen kan effektiviseras genom
att separera den horisontella och den vertikala dynamiken till tv̊a subproblem som
löses sekvensiellt. Därefter härleds en ny algoritm för variabel-horisont MPC, där
vi horisonten till̊ats variera som en del av optimeringsproblemet i MPC-regulatorn.
Algoritmen använder sig av effektiva uppdateringsregler och tar hänsyn till de
likheter som finns i strukturen p̊a de flertalet optimeringsproblem som löses under
varje samplingstid. Vi visar dels att algoritmen är tillräckligt effektiv för att im-
plementeras p̊a system även med l̊anga horisonter, och även att lösningstiden g̊ar
ner när manövern g̊ar mot sitt slutskede. Detta betyder att kraven p̊a systemets
beräkningskraft minskar under den mest kritiska delen.

Algoritmen implementeras för tv̊a olika landingssystem, för att därefter tillämpas
och utvärderas i b̊ade realistiska simuleringsmiljöer under olika typer av störningar,
samt med flygtester p̊a en verklig plattform genom WASPs forskningsarena. Re-
sultaten visar dels att reglermetoden ger önskade resultat med avseende b̊ade p̊a
störningshantering och uppfyllande av bivillkor fr̊an säkerhetskrav, och dels att algo-
ritmen är praktiskt implementerbar även p̊a system med begränsad beräkningskraft.
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Chapter 1

Introduction

Autonomy has been a prominent research and development field over the past
decades, providing us with technological advances in everything from transportation
and manufacturing to personal assistance and space exploration. The large interest in
autonomous systems is likely driven by the many benefits that it presents compared
to using a human operator, including increased safety, higher accuracy, and improved
efficiency.

Going forward, as more and more autonomous agents are expected to advance
from theory and experimental lab-environments to real applications, the ability to
interact safely with other autonomous agents becomes increasingly important. Not
only is cooperation necessary for safe interactions – the distributed, modular and
heterogeneous features of a cooperative system can improve both the flexibility and
the robustness of the system. By combining their operational skills, cooperating
agents are able to perform new types of tasks that a single agent is not capable of.

Examples of successful applications of autonomous cooperative systems are
illustrated in Figure 1.1. The first example shows three trucks driving in a platoon,
using autonomous driving to adjust the relative distance. This reduces the air-drag,
which in turn lowers the total fuel consumption. The next example is of in-air
refueling, where a smaller aircraft approaches and connects to a larger aircraft. The

Figure 1.1: Some examples of autonomous cooperative systems. From the left: Au-
tonomous platooning with Scania Trucks. Airbus performs the first autonomous aerial
refueling of a large airplane. A SpaceX Falcon 9 rocket landing on the autonomous
spaceport drone ship “Of Course I Still Love You”. Image credit: Scania/Airbus/SpaceX.
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2 Introduction

smaller aircraft then stays in a fixed relative position for some time to perform the
refueling maneuver. The final example shows the recovery of the first-stage of a
rocket using a position-stabilized landing platform at sea, which is a recent major
contribution to the field of rocket control.

1.1 Cooperative systems

Common for the three examples mentioned above is that there are two or more agents
that interact with and coordinate themselves through control and communication.
This type of interaction is generally referred to as cooperative. We will in this thesis
define a cooperative system as a system where:

1. The agents have (at least partially) a common goal.

2. The agents are to some degree aware of each other; either by knowing the
entire or partial state of the other agent, or by knowledge of the objective,
intentions, previously applied control inputs, or planned trajectory of the other
agent.

3. The agents can use the knowledge collected about the other agents when
making decisions and computing their own control inputs.

Cooperative systems require two primary steps: data acquisition and control ex-
ecution. The data acquisition part deals with the collection of data to generate
knowledge of the other agents. This is done using wireless data transmission and
external sensors. In the control step, each agent computes control inputs to drive
the system towards its goal, while considering the global information generated in
the data acquisition step. As such, several agents might simultaneously attempt
to control the same state, resulting in a coupling of the control efforts. Additional
challenges in cooperative control arise from the fact that the relative proximity
between the agents is changing, meaning that the agents might be subjected to
state-dependent disturbances and constraints.

1.2 Rendezvous problems

In this thesis, we focus on a subclass of cooperative control problems called ren-
dezvous problems. Such problems are characterized by the control of two or more
agents to simultaneously reach a meeting point (see Figure 1.2). Neither the co-
ordinate nor the time of arrival need to be fixed beforehand, instead, the main
distinguishing feature is the fact that some coordinate is reached by all agents
simultaneously.
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Rendezvous point

Figure 1.2: Rendezvous between two quadcopters. The vehicles reach the rendezvous
point simultaneously.

1.2.1 Applications

There is a large number of potential applications to the rendezvous problem as
defined above. Some aerospace applications are highlighted here:

Aerial refueling and spacecraft docking

Aerial refueling is a method for providing additional fuel to an aircraft while it is
still in the air by using a separate tanker aircraft equipped with a refueling drogue.
Because of the complexity of the maneuver, which requires an operator to fly very
close to another vehicle, automation would both be valuable for the robustness
and safety of a manned aircraft, as well as make it usable for unmanned systems.
The objective of the automatic maneuver is to first rendezvous the two aircraft
and then to keep the relative position fixed while the client receives fuel. Recently,
Airbus achieved the first ever fully automatic aerial refueling operation with a
boom system [1], and Boeing is preparing its aerial refueling plane for autonomous
capabilities in the future [2] Several research projects have focused on the control
of similar automated refueling systems [3, 4]. A related problem is that of docking
two spacecraft [5, 6]. Autonomous docking can be applied to various types of space
missions, for example docking onto space stations, repairing satellites or collecting
space debris. Autonomy is specifically valuable in this setting due to the remoteness
and lack of other resources in space.

Ground assisted aircraft landings

In recent years, there has been an increasing number of applications for drones
landing on platforms instead of using their traditional landing gear. Several projects
have investigated the possibility of landing fixed-wing aircraft on either another
vehicle, such as a ship [7], a car [8], or on a platform specifically designed for the
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landing [9]. The reasons for landing on a platform instead of using the typical landing
gear are many: in some situations, such as when the aerial vehicle is over water, a
platform landing might be the only option; in other cases, the landing gear might
be removed on purpose, e.g. to reduce the empty mass of the airplane. A similar
landing solution could be used in emergency landings, where for some reason the
standard landing procedure is impossible.

Aerial product deliveries

Aerial deliveries is an emerging technology which has received a lot of interest in
the past few years from major delivery actors such as DHL, Amazon, and Alibaba.
By shifting consumed energy from truck fuel to the electricity used by drones, this
technology could potentially be used to reduce greenhouse gas emissions [10, 11]
and shorten delivery times. One of the current major challenges is the relatively
short flight times of most aerial vehicles, in particular when the payload is heavy.
This issue could partially be solved by using combined truck and drone deliveries
where the truck is responsible for the long-range transport and the drone for
the final delivery. Amazon has patented a mobile base, similar to a truck, which
uses autonomous aerial vehicles that take-off from the base, and then return after
delivering items [12]. Companies are also considering food-deliveries by drone, with
researchers at the research institute RISE recently conducting the first aerial food
delivery in Sweden [13]. Autonomous delivery has also been used in the long-distance
delivery of medicine. Recently, the American medical product delivery company
Zipline delivered COVID-19 vaccines by fixed-wing drones in Ghana [14].

Search/surveillance missions

Search-and-rescue and surveillance missions that use more than one vehicle have
the ability to distribute its sensing, control and decision making. By extending the
system with aerial vehicles, camera footage and other recorded data can be used to
improve the overall situation awareness from above. Search and rescue for disaster
relief is one such system that strongly benefits from being able to observe the area
from above since this might be a crucial part of identifying areas where victims
are located. Together with vehicles on ground level, accurate localization can be
achieved [15]. In view of this, the ability to launch and retrieve aerial vehicles on
demand greatly benefits this category of missions. An ongoing project that considers
the scenario of search and rescue at sea is the WARA Public Safety demonstrator [16].
Similar applications can be found in the field of space exploration. NASA will as a
part of its latest Mars mission launch the small helicopter Ingenuity [17]. Although
this mission is mainly a technology demonstration, autonomous drones on Mars
and other planets or moons might in the future assist planetary rovers by scanning
areas for objects of geological interest or dangerous paths and obstacles, or even by
collecting small samples and return them to the main rover.
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1.2.2 Control problem

Any control method for the rendezvous problem will directly or indirectly compute:

(1) The rendezvous coordinate

(2) The time of arrival

(3) Trajectories of the involved agents from their initial state to the rendezvous
coordinate at the time of arrival.

There are many variations of the rendezvous problem, with a varying number of
agents, different connectivity assumptions, dynamics and constraints. As such, there
is a large diversity in the control techniques that are being used to solve these
different problems; which one is most suitable for any particular application will
depend on the context, problem formulation, and objective. Further, a number
of simpler rendezvous problems can be constructed if either of the above values
are made constant. If the rendezvous coordinate (1) is fixed, the problem becomes
that of solving for a common time of arrival for all involved agents. This is done
in e.g. [18, 19]. A fixed time of arrival (2) on the other hand, which is considered
in [20], gives the agents a set of possible terminal locations that can be reached
at that point in time, from which a suitable rendezvous coordinate can be chosen
according to some criteria. If the system consists of only two vehicles, then one of
the trajectories in (3) can be made constant by giving all cooperative control effort
to one of the agents. In such cases, the set of terminal states is fixed to lie on the
trajectory of the other agent. This special case is considered in many works, for
example in [21, 22].

While the simplifying assumptions of fixing the rendezvous point, the time of
arrival, or the trajectory of one of the agents, are useful in certain applications,
it will in general limit the achievable performance and reduce the robustness to
external disturbances. For example, the assumption of a fixed time of arrival will
make the system very sensitive to disturbances since an unexpected change in the
external environment might make the problem infeasible.

Next, various control solutions for rendezvous problems are reviewed that include
both the main rendezvous problem, and the simplified versions defined by fixing
one of the rendezvous parameters (1-3).

1.2.3 Control methods

In the field of multiagent networked control, rendezvous is treated as a special
case of the consensus problem [23], with emphasis on how the system network
properties affect the convergence. This type of problem class is often made very
general. For example, in [24] an arbitrary number of agents is considered, and in [25]
this is extended to work in arbitrary dimensions as well. The agent dynamics are in
these examples often kept simple, typically with heterogeneous integrator or double
integrator dynamics, or as in [26] with simple second-order dynamics. The main
focus is instead on the network graph and information consensus.
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On the contrary, many rendezvous problems consider as few as two involved
agents and thus assume full connectivity. These problems often incorporate more
complex and heterogeneous agent dynamics compared to the agents considered in the
very general multiagent problems. This type of system can be used to model various
types of precise vehicle maneuvers, such as spacecraft docking, aerial refueling or
traffic maneuver coordination. As opposed to the multiagent networked control
applications, focus is here on the interaction itself, and not the distributed properties
and communication of the system.

If the environment is complex with many obstacles, path planning can be used to
compute an initial estimation of the rendezvous trajectory. Path planning methods
include graph-search methods, in which the search space is discretized into nodes
of a graph where the edges represent possible transitions. A path can then be
found by searching for a valid route from the initial to the final node using e.g. A∗-
search [27]. The dynamics can be taken into account in a second step by smoothing
the planned path to make it dynamically feasible, as described by [28, 29]. The
curse of dimensionality makes traditional graph-search methods computationally
intractable when the search-space is large. In this case, sample-based methods such
as probabilistic roadmaps [30] or rapidly-exploring random trees [31] can be used to
lower the computational time. The downside of sampling-based methods is that the
solutions are suboptimal unless enough time is provided for the solver, and that the
planners cannot in general detect infeasibility.

Another class of control methods that has been widely applied to the rendezvous
problem is optimal control, see e.g. [20, 21, 32]. A great advantage of optimization-
based control is that if a solution exists, it will be a dynamically feasible trajectory
that satisfies all state and input constraints. The scope of problems that can be
defined in this framework is very large, and the biggest drawback of the method is
that certain problems can be challenging to solve in real-time. An optimal control
law can be found using dynamic programming or the Hamilton-Jacobi-Bellman
equations, methods that become very expensive if the dimension is high [33, 34].
Instead of computing an optimal control policy, an open-loop control solution can
be found by solving the trajectory optimization problem from a given initial state.

An issue with the open-loop control resulting from the trajectory optimization
problem is that few systems operate well under open-loop control laws. Model
Predictive Control (MPC) is an optimization-method that is implemented with a
receding horizon and where the optimization problem is recomputed every sampling
time. As such, MPC inherits many of the benefits from optimal control such as
explicitly including the system dynamics and constraints, while the recomputations
of the problem make the controller less sensitive to disturbances and system errors.

1.3 WASP research arenas

The WASP Research Arenas (WARA) for public safety has been one of the motivating
factors behind the research in this thesis. WARA is a joint collaboration between
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Figure 1.3: The search and rescue demonstrator is a large-scale arena
for testing and developing algorithms for autonomous systems. Map data:
Google/Lantmäteriet/Metria.

several Swedish universities and companies, with the main focus being a research
demonstration arena outside the coast of Sweden [16]. The arena provides a realistic
and large-scale demonstration environment for developing and testing algorithms
related to cooperative maneuvering and other search and rescue challenges for
autonomous surface and aerial vehicles. A map of the area is shown in Figure 1.3.

In a search and rescue mission, it is very important that help reaches the victims
as fast as possible. At the same time, the vehicles must navigate through an unknown
environment containing accident debris and other obstacles, potentially during bad
weather. By connecting aerial and surface vehicles through wireless technology, it is
possible to gather and process information about the environment from a range of
different sensors and perspectives while simultaneously executing necessary actions
fast and efficiently. The aerial vehicles can use their overhead view to identify areas
of interest and guide the USVs safely through the rescue mission, while the latter
focus their efforts on the physical work that is demanded to secure the area.

As a result of the limited battery capacity that quadcopter UAVs have, they
also have a very limited flight range from their take-off point. Therefore, to be able
to extend the flight range and the search time, it might be necessary to be able
to recharge the batteries during the mission. For this purpose, WARA have had
interest in researching the possibility of using the USVs as moving landing platforms
for the UAVs. With such take-off and landing capabilities, the drones would be able
to be deployed as needed and later land on the closest USV to recharge its batteries.

There are several motivating factors for performing a landing while the USV is
moving instead of standing still; one is that it might be desirable to let the USV
continue moving due to an ongoing rescue operation, another reason might be that
the USV can assist the UAV in a difficult landing situation (e.g. in strong winds
or during an emergency landing). Landing the UAV while the USV is moving adds
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Figure 1.4: Landing attempts during the WARA experiments.

complexity to the system but will in the end contribute to a more flexible and useful
setup which is applicable in a wider range of scenarios.

1.4 Research problem

This thesis presents research related to cooperative landings of an autonomous aerial
vehicle on a moving autonomous landing platform. While the main focus is the
control design, other aspects related to the practical implementation to real systems
are also covered.

1.4.1 Autonomous cooperative landings

The autonomous cooperative landing problem poses several challenges. Two hetero-
geneous vehicles are controlled with the common objective to rendezvous. While
the rendezvous coordinates and the time of arrival are not fixed beforehand, there
might be limitations that must be taken into account (e.g. because of a limited
runway length, or a battery that is about to discharge). The system is also assumed
to be safety-critical, meaning that we want to be able to guarantee the safety of
the maneuver by restricting the UAV from entering certain regions. Because both
vehicles are assumed to be moving at potentially high speeds, a collision might cause
great damage to the vehicles or to human operators that are close by.

Further, the vehicles have several state limitations that must be fulfilled during
the landing. This includes minimum and maximum flight velocities, constrained
attitudes for safety, and restrictions on the touch-down velocity at landing.
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1.4.2 Model predictive control

In this thesis, MPC is chosen as the control method for the rendezvous maneuver.
This is a suitable control method for several reasons. First, MPC will explicitly
include the future system dynamics by predicting the potential outcomes of differ-
ent combinations of control inputs, and will thus explicitly handle the dynamical
interaction from the coupled objective. Further, by including safety requirements
as constraints in the optimization, dangerous states can be avoided. The choice of
controller is further motivated by experimental results from previous research in
Chapter 3.1.

MPC is in general a very flexible control framework, and a large variety of
extensions to the nominal MPC controller makes it possible to directly include for
example nonlinearities, hybrid dynamics, disturbances, and distributed computations
into the problem. It is therefore an attractive method for solving nontrivial tasks.
One of the main challenges when it comes to implementing MPC in practice is the
high computational requirements, which is therefore an important aspect to consider
when designing the controller. Nevertheless, algorithmic and hardware developments
over the last decades have made it possible to solve many of the problems efficiently,
and even very large optimization problems can be solved in real-time. MPC and its
extensions are reviewed more in depth in Chapter 1.

1.4.3 Implementation to real systems

An essential aspect of this thesis has been the practical implementation of the
autonomous landing system in a real environment. Compared to testing the controller
in a simple simulation environment, this adds many challenges and questions to be
solved, some of them listed here:

• Disturbances: Aerial vehicles are sensitive to disturbances from wind and
other airflow, e.g. from other vehicles. The system must be able to safely
handle these conditions to avoid dangerous situations. Further, if the landing
platform is a sea vessel, then external disturbances from waves and currents
will also affect the landing platform.

• Communication Because the vehicles are physically separated, questions
regarding the wireless transmission must also be dealt with. This includes
what transmission rates to use and what data to share. The system must also
keep track of any communication delays or losses.

• Relative localization: It is very important that the involved vehicles have
accurate estimations of their locations relative to each other. In indoors envi-
ronments, this can be solved using camera systems for localization. Outdoors,
the problem is more challenging. GNSS receivers, cameras, LIDAR, and other
sensors are then used in combination to estimate the relative position.
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• Sensors and state estimation: The sensors attached to the vehicles will
have noisy and possibly biased values. If sensor data is transmitted between
the vehicles, then delays might have to be considered. Finally, the data must
be filtered to generate accurate estimates of the vehicle states, and in case
this is not possible, the system should be notified to abort the landing.

• Real-time execution: All software running on the vehicles must be executed
in real-time. As noted above, this might be especially challenging for the MPC
controller in some cases.

Another practical aspect that makes a real outdoors implementation more challenging
is that certain types of testing, such as very aggressive testing or large-scale repeated
testing, is not possible. This is because of safety aspects and because of the limited
battery capacity and the time it takes to setup and run each test. As a complement
to testing, we therefore consider realistic simulations that can include the above
challenges, but which can also be repeated more easily. This way, the controller can
be tested and tuned in a safe environment, and there is also the possibility to collect
large amounts of data.

1.4.4 Research questions

The preceding discussion regarding autonomous cooperative landings, model predic-
tive control, and practical implementations specify the main topics of this thesis.
More specifically, the following research questions are addressed:

• What is a good way to design and implement a controller for the cooperative
landing maneuver that satisfies the constraints listed in Section 1.4.1?

• Is MPC an appropriate control method for computing trajectories and control
inputs for the autonomous landing scenario? How can the MPC framework
be used to include relative state constraints to guarantee that the landing
trajectory fulfills certain safety requirements?

• Can MPC be made practically implementable with regards to the challenges
listed in Section 1.4.3?

• Given the limitations and challenges of real-world experiments, what are good
alternatives to test the controller in preparation for real outdoors testing?

1.5 Research methodology

In control research, the objective is to develop theories and methods used in control
engineering and to apply those theories and methods in novel settings. Because it is
a field with strong connections to an engineering discipline, much of the research is
directly motivated by challenges encountered in the real world.
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The quality of a control method can be assessed in many different ways. First, by
making assumptions on the plant dynamics and its external environment, analytic
methods are used to prove properties like stability, robustness, and convergence. One
of the big advantages of analytic methods is their ability to make general statements
given that certain conditions are fulfilled.

Analytic methods are by themselves not sufficient for analyzing control systems
that are to be applied in real-world settings. Depending on the model and environ-
mental assumptions that are made, there will always be some degree of deviation
from the true system. To verify that a method works outside of an idealized envi-
ronment, analytic methods can be complemented with tests and experiments. This
increases the external validity of the results, meaning that the conclusions have
relevance outside of the scope or the context for which it was designed.

Simulations can be used in control research to obtain a comprehensive overview
of the performance of a closed-loop system under the presence of modeling errors,
communication delays, measurement errors, and disturbances. Simulations are ideal
for collecting large amounts of data that can be used to analyze the system. They
can also be used for calculating suitable control parameter values prior to testing
the controller on a real system, and can be used for more aggressive testing since no
real hardware or operators are involved.

Physical experiments illustrate the applicability of a method in the real world,
including all of the unknown dynamics and disturbances, and other phenomena
that are not included in a computer simulation. Even though experiments only
prove applicability to a specific experimental setup, it is a major step in bringing
control methods from theory to practice. Further, when the research problems are
based on challenges that we are faced with in the real-world, experimental results
demonstrate the role that control research plays in solving such challenges.

This thesis considers the use of MPC to a cooperative autonomous landing
problem. MPC research is a field with many analytical results that can be directly
applied to the control design. The research in this thesis develops MPC methods
with existing MPC theory as a basis, while adding novel algorithms and designing
control frameworks for specific types of maneuvers. Further contributions are made
to the research field by applying MPC in a very challenging setting and doing
experiments in both realistic simulation environments and in real-world outdoors
experiments.

1.6 Thesis outline and contributions

The outline of the thesis, and its major contributions, are as follows:

Chapter 1: Introduction
This chapter has presented background material relevant to put the research into
context, and motivated the research questions that are considered throughout the
rest of the thesis.
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Figure 1.5: The cooperative landing of a fixed-wing UAV on top of a ground vehicle,
in an experimental setup [8], and in a realistic simulation environment [35].

Chapter 2: Background
The second chapter provides theory relevant to understand the research presented
later in the thesis. The intention is to give the reader a background to the theories
and concepts that will be used later in the control design chapters. The chapter
begins with a presentation of the control framework that is leveraged throughout the
thesis: MPC. After this, a summary of kinematics and flight dynamics is provided.

Chapter 3: Autonomous and Cooperative Landings
In the third chapter, the systems that are used in the autonomous landing problems
are derived. We consider two main systems. The first system is a fixed-wing drone
landing on a cooperative ground platform driving along a runway. Previous exper-
imental results are presented that motivate the use of MPC for this application.
The second system that is considered is a quadcopter landing on a boat at sea.
Simplified dynamical models of the fixed-wing drone and the quadcopter are derived.
Similarities and differences between the problems are highlighted, and some of the
constraints are presented. This chapter is partially based on results presented in the
following papers:

• T. Muskardin, G. Balmer, L. Persson, S. Wlach, M. Laiacker, A. Ollero, and K.
Kondak. A novel landing system to increase payload capacity and operational
availability of high altitude long endurance UAVs. Journal of Intelligent &
Robotic Systems, 88(2):597–618, Dec 2017.

• L. Persson, T. Muskardin, and B. Wahlberg. Cooperative rendezvous of ground
vehicle and aerial vehicle using model predictive control. In 2017 IEEE 56th
Annual Conference on Decision and Control (CDC), pages 2819–2824, Dec
2017.

• L. Persson and B. Wahlberg. Model Predictive Control for Autonomous Ship
Landing in a Search and Rescue Scenario. In AIAA Scitech 2019 Forum,
January 2019.
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Chapter 4: MPC for the Autonomous Landing
Chapter four presents the model predictive control design. MPC design questions
relating to the rendezvous problem are discussed, and constraints specific to the
autonomous landing problems are defined. An initial controller, where spatial
constraints are modeled using binary decision variables, is compared to a second,
decoupled controller. Simulation results illustrate the effectiveness of the decoupling.
The contributions of this chapter include:

• The derivation of a rendezvous MPC with a free rendezvous location and
time of arrival, where unwanted states are actively avoided through spatial
constraints.

• A decoupled MPC structure, where a non-convex optimization problem is
made convex by separating the dynamics into two parts. This controller results
in a significant reduction of the computational time.

• Specific derivations of MPC for the quadcopter/ship cooperative landing and
the fixed-wing/ground vehicle are given.

• Reachable set computations resulting in sets of states from which the maneuver
can be initiated. This information assists in deciding whether or not to start
the maneuver.

This chapter is partially based on results presented in the following papers:

• L. Persson, T. Muskardin, and B. Wahlberg. Cooperative rendezvous of ground
vehicle and aerial vehicle using model predictive control. In 2017 IEEE 56th
Annual Conference on Decision and Control (CDC), pages 2819–2824, Dec
2017.

• L. Persson and B. Wahlberg. Model Predictive Control for Autonomous Ship
Landing in a Search and Rescue Scenario. In AIAA Scitech 2019 Forum,
January 2019.

Chapter 5: Variable-Horizon MPC
In chapter five, the use of Variable-Horizon MPC (VH-MPC) is considered. VH-
MPC for the autonomous landing problem is motivated by the decreasing time to
maneuver completion as the vehicles approach each other, which is a distinctive
property of rendezvous problems. Two novel contributions make our VH-MPC
algorithm applicable to real-time systems. This is illustrated by implementing the
algorithm with the QP-solver OSQP. The contributions of this chapter include:

• Novel horizon-update rules that reduce the number of optimization-problems
that have to be solved in each iteration of the VH-MPC.

• The banded matrix structure of the permuted KKT matrix is utilized when
deriving a forward recursive factorization. This results in an LDLT -factorization
that is easy to truncate or extend to any desired horizon.
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• Our algorithm for recursive LDLT -factorization is implemented using the
state-of-the-art QP solver OSQP in C.

• The recursive LDLT -factorization is tested in initial simulations and is shown
to reduce the total solver time.

This chapter is partially based on results presented in the following papers:

• L. Persson and B. Wahlberg. Variable Prediction Horizon Control for Cooper-
ative Landing on Moving Target. In 2021 IEEE Aerospace Conference, March
2021.

• L. Persson, A. Hansson, and B. Wahlberg. A Computationally Fast Variable
Horizon MPC Algorithm With Application in Rendezvous of Autonomous
Unmanned Vehicles. (Submitted to Control Engineering Practice), 2021.

Chapter 6: WARA Public Safety
This chapter describes the experimental setup of the quadcopter/boat landing that is
implemented as a part of the the WARA Public Safety demonstration. The practical
setup is presented, along with an explanation of the implementation of the controller,
state estimation, and other functions in the Robot Operating System (ROS). The
Chapter also presents experimental results of the quadcopter landings using the
different MPC presented in previous chapters. The contributions of this chapter
include:

• The physical setup is presented, including the quadcopter and the intended
boat, as well as communication setup and sensors.

• The landing is analyzed in both realistic simulations and real flight tests, under
the influence of different sources of external disturbances.

• Testing in an outdoors environment show the effectiveness of the autonomous
landing MPC. The tests include a distributed setup that is tested under the
insertion of communication losses.The VH-MPC algorithm is also tested and
shown to work very well for the quadcopter/USV landing.

This chapter is partially based on results presented in the following papers:

• L. Persson and B. Wahlberg. Model Predictive Control for Autonomous Ship
Landing in a Search and Rescue Scenario. In AIAA Scitech 2019 Forum,
January 2019.

• R. Bereza, L. Persson, and B. Wahlberg. Distributed Model Predictive Control
for Cooperative Landing. In Proceedings of the 2020 IFAC World Congress,
June 2020.

• L. Persson and B. Wahlberg. Variable Prediction Horizon Control for Cooper-
ative Landing on Moving Target. In 2021 IEEE Aerospace Conference, March
2021.
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• L. Persson, A. Hansson, and B. Wahlberg. A Computationally Fast Variable
Horizon MPC Algorithm With Application in Rendezvous of Autonomous
Unmanned Vehicles. (Submitted to Control Engineering Practice), 2021.

Chapter 7: FlightGear Simulations
To test the MPC in a realistic environment for the fixed-wing scenario, a simulation
environment has been developed using the open-source software FlightGear, JSBSim
and Python. The contributions of this chapter include:

• Development of a simulation setup using FlightGear, JSBSim and Python for
testing of cooperative maneuvers and corresponding controllers, including the
development of low-level controllers.

• The implementation of a real-time MPC to cooperatively control a fixed-wing
unmanned aerial vehicle (UAV) and an unmanned ground vehicle (UGV) to
rendezvous from estimated vehicle models.

• Realistic simulation experiments, including visualization, of the UAV/UGV
cooperative landing maneuver using the decoupled MPC approach. The MPC
is compared to a hybrid PD controller.

• The implementation of the VH-MPC algorithm to the real-time experiments.
The results demonstrate the effectiveness of the algorithm.

This chapter is partially based on results presented in the following papers:

• L. Persson and B. Wahlberg. Verification of Cooperative Maneuvers in Flight-
Gear using MPC and Backwards Reachable Sets. In European Control Con-
ference (ECC), June 2018.

• L. Persson and B. Wahlberg. Variable Prediction Horizon Control for Cooper-
ative Landing on Moving Target. In 2021 IEEE Aerospace Conference, March
2021.

• L. Persson, A. Hansson, and B. Wahlberg. A Computationally Fast Variable
Horizon MPC Algorithm With Application in Rendezvous of Autonomous
Unmanned Vehicles. (Submitted to Control Engineering Practice), 2021.

Chapter 8: Relative Positioning using Satellite Navigation
Accurate relative position measurements are necessary for a safe autonomous landing
on a moving platform. Chapter 8 details some of the work that has been done on
the topic of relative positioning using satellite navigation. The contributions of this
chapter include:

• The implementation of a double-difference algorithm for estimating the relative
position without the use of a ground-station.
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• Experiments evaluating the accuracy of normal satellite positioning algorithms,
RTK augmented satellite positioning, and relative positioning using the DD
algorithm.

• Flight experiments where the robustness of the DD and RTK algorithms are
evaluated, and where the effect on flight dynamics is considered.

Chapter 9: Summary and Future Research Directions
The final chapter of the thesis contains conclusions from the research so far, and
provides suggested directions for future research. In particular, some of the key
elements that are needed to make the quadcopter/boat experiments go forward are
discussed, along with some ideas for improving the controllers further.

1.7 Author’s contributions

The thesis author is the main contributor to the published papers [35–38]. The role
of the coauthors have been in discussions, problem formulations, and supervision. In
the submitted paper [39], the thesis author made contributions to the development
of the theory, as has written all of the code and performed the experiments. In the
work presented in Bereza et al. [40], the thesis author had the role of master thesis
supervisor of the first author, which included formulating a problem and assisting in
the control development and experimental execution. The first author implemented
the controller, and both authors took part in the flight experiments. In the accepted
paper by Lapandić et al. [41], the thesis author’s contribution was in the problem
formulation, background discussions, and writing. The paper by Muskardin et al. [8]
was written after the thesis author’s master thesis project, and presents results from
a project for which the main contributor was the first author. The contribution by
the thesis author was to the topics of control design and analysis, as well as the
experimental execution and analysis.



Chapter 2

Background

This chapter introduces theory relevant to understand the research presented later in
the thesis. The intention is to provide the reader with a background to the theories
and concepts that will be used in the control design chapters.

The chapter begins with an overview of MPC and presents some notation that
will be used in the thesis in Section 2.1. The special case of linear MPC is presented
in Section 2.2. MPC is discussed from an implementation perspective in Section 2.3.
In particular, this section discusses MPC implementation from the point of view of
the solve time and feasibility of the optimization problems. Sections 2.4–2.6 present
some preliminaries about reference frames and the dynamics of the system models
that are considered in the autonomous landing problems.

2.1 Model Predictive Control

Model Predictive Control (MPC) is an optimization-based control technique, where
at every sampling instant a finite-horizon optimal control problem (OCP) is solved.
Historically, MPC has its roots in the process industry, where it has been applied
successfully for a long time and is considered a mature technology [42]. The method
has been developed under many different names throughout the years, and is also
known under other names such as Receding Horizon Control (RHC), Dynamic
Matrix Control (DMC) [43], or Generalized Predictive Control (GPC) [44]. What
unifies these methods is their use of models of the system dynamics to obtain input
signals by minimizing an objective function, and that the optimization is done
according to the receding horizon principle, as is illustrated in Figure 2.1. Though
initially applied primarily to relatively slow processes, recent algorithmic advances
and modern hardware have enabled successful implementations of MPC in fast
systems that have sampling times of fractions of seconds, for example drones [45]
and trucks [46]. Other applications include energy efficient buildings [47], smart
grids [48], and vehicle platoons [49].

17
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2.1.1 Preliminary notation

Let the number of states in the controlled system be denoted by nx and the number
of inputs be denoted by nu. At every sampling time t, the controller optimizes over
possible future inputs and state trajectories. The predicted state and input i steps
into the future, given the information available at time t, is denoted by

x(t+ i | t) ∈ R
nx , u(t+ i | t) ∈ R

nu .

For short, this is often denoted xt+i|t and ut+i|t respectively. The predicted states
should be interpreted as possible future states and should not be confused with the
real states and inputs, at time t denoted by

x(t) ∈ R
nx , u(t) ∈ R

nu .

When the context is clear however, the notation (t+ i | t) might be dropped and
replaced by the shorter (k) to save space. A trajectory of consecutive states or inputs
is denoted in bold as

x = {x(t+ 1 | t), x(t+ 2 | t), . . . , x(t+N | t)},
u = {u(t | t), u(t+ 1 | t), . . . , u(t+N − 1 | t)}.

Optimal control

The goal of the optimal control problem for dynamical systems is to compute a
control input trajectory such that an objective function is minimized, while satisfying

i−2 i−1 i i+1 i+2 i+3
. . . . . . . . . . . . . . .

i+N

r

x̂

x⋆

u

u⋆

u⋆0

Figure 2.1: The receding horizon principle. At each time i, the controller solves an
optimization problem over the possible future input and state trajectories N steps in
the future. In the example pictured here, the objective is to reach the reference r while
satisfying state and input constraints. The solution trajectories (denoted u⋆ and x⋆)
are shown in green and blue. Only the first input u⋆

0, shown in red, is applied to the
system. The same process is then repeated in the next step with the horizon shifted
forward.
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the dynamical constraints and additional equality and inequality constraints on the
states and control inputs.
The disturbance-free discrete-time system dynamics is given by

x(t+ 1) = f(x(t), u(t)), t ≥ 0,

and is in the linear case written as

x(t+ 1) = Ax(t) +Bu(t), t ≥ 0. (2.1)

The initial condition is given by the state at the start of the sample time x(t) = x0.
If there are constraints on the states or inputs, these can be expressed as

x(t) ∈ X ⊆ R
nx ∀t, (2.2a)

u(t) ∈ U ⊆ R
nu ∀t.. (2.2b)

Often, the constraints will be given by a linear inequality

Fxx(t) ≤ gx ∀t, (2.3a)

Fuu(t) ≤ gu ∀t. (2.3b)

If the horizon is finite and equal to N , the objective function is defined as follows

VN (x0,u) :=

N−1∑

i=0

l(xt+i|t, ut+i|t) + lN (xt+N |t),

where the stage costs l(x, u) and terminal cost lN (x) map the state and input to a
scalar cost

l
(
xt+i|t, ut+i|t

)
: Rnx+nu → R (2.4a)

lN
(
xt+N |t

)
: Rnx → R. (2.4b)

The value function is defined as the minimum value of the cost function, evaluated
at the optimal input trajectory

V ⋆N (x0) = minimize
u

VN (x0,u) (2.5)

with the optimal input trajectory is defined as u⋆N (x0) = argmin
u

VN (x0,u). When

the horizon is finite, the final state of the state sequence x(t+N | t) can optionally
be constrained to belong to a terminal set such that

x(t+N | t) ∈ XN .
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Example 2.1 (Infinite-horizon LQR). A special case of the linear OCP is the
unconstrained infinite-horizon linear quadratic regulator (LQR), in which the cost
is given by

V∞(x0,u) =

∞∑

i=0

xTi Qxi + uTi Rui

where Q is a positive semi-definite symmetric matrix and R is a positive definite
symmetric matrix. The solution to the infinite horizon LQR problem can be
obtained using dynamic programming. The optimal value function is given by
the quadratic expression V ⋆∞(x0) = xT0 Px0, where P is solved for in the algebraic
Riccati equation

P = Q+ATPA−ATPB(R+BTPB)−1BTPA. (2.6)

The optimal feedback is the linear feedback policy

ut = Kxt = −(R+BTPB)−1BTPAxt. (2.7)

If (Q,A) is observable and (A,B) is controllable, then the closed loop system is
stable with the LQR feedback [50].

MPC algorithm

As opposed to the LQ controller, the general finite horizon constrained MPC does
not have a closed form solution. Instead, the optimization problem must be solved
at every sampling time. The optimization problem to be solved is given by

minimize
u

∑N−1
i=0 l

(
xt+i|t, ut+i|t

)
+ lN

(
xt+N |t

)

subject to xt|t = x0,

xt+i+1|t = f(xt+i|t, ut+i|t),

Fuut+i|t ≤ gu,
Fxxt+i|t ≤ gx,







i = 0 . . . N − 1,

xt+N |t ∈ XN .

(2.8)

The solution to this optimization problem, if it exists, is the optimal state sequence

x⋆N = {x⋆t+1|t, x
⋆
t+2|t, . . . , x⋆t+N |t},

and the optimal action sequence

u⋆N = {u⋆t|t, u⋆t+1|t, . . . , u⋆t+N−1|t},
from which the first action is applied as an input

u(t) = u⋆t|t. (2.9)
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The algorithm for applying model predictive control to a system is shown in Algo-
rithm 1, where MPC(x0) denotes the optimization problem (2.8) solved at x0 = x(0).

Algorithm 1: Model Predictive Control.

t = 0;
x0 = x(0);
while x0 ∈ X0 do

x⋆t , u
⋆
t ← MPC(x0) ;

if feasible solution then
Apply u⋆t (0);

end
t← t+ 1;
x0 ← x(t);

end

2.1.2 Stability

MPC is a nonlinear control method, and therefore nonlinear stability analysis such
as Lyapunov stability theory must be used when analyzing the stability properties.
The paper [51] surveys different proposed techniques for guaranteeing stability for
MPC. A common approach is to use the value function (2.5) as a Lyapunov function
for the MPC to establish stability. This approach is detailed in the following example,
adapted from one of the methods presented in [51]:

Example 2.2 (Lyapunov stability for MPC). Assume that the system is starting
from state x0 at time t0. The optimal trajectories u⋆N and x⋆N are computed by
solving the optimal control problem P(x0) as

u⋆N (t0) = {u⋆t0|t0 , u
⋆
t0+1|t0 , . . . , u⋆t0+N−1|t0},

x⋆N (t0) = {x⋆t0+1|t0 , x
⋆
t0+2|t0 , . . . , x⋆t0+N |t0}

with the objective value

V ⋆N (x0) =

N−1∑

i=0

l(x⋆t0+i|t0 , u
⋆
t0+i|t0) + lN (x⋆t0+N |t0).

The control to be applied to the system at this point is given by u(t0) = u⋆t0|t0 ,
by which the system ends up in the state x1 = x⋆t0+1|t0 .
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Example 2.2 (continued). To obtain an upper bound on the value function for
x1, a feasible input sequence is constructed by shifting u⋆N and adding the input
u† = g†(x⋆t0+N |t0) to the end such that

ũN = {u⋆t0+1|t0 , u
⋆
t0+2|t0 , . . . , x⋆t0+N−1|t0 , u

†},

with the corresponding future state trajectory

x̃N = {x⋆t0+2|t0 , x
⋆
t0+3|t0 , . . . , x⋆t0+N |t0 , f(x⋆t0+N |t0 , u

†)}.

For this sequence to be feasible, the last input u† = g†(x) needs to have the
following properties

g†(x) ∈ U and f(x, g†(x)) ∈ XN ∀ x ∈ XN .

The objective value corresponding to the sequences ũ and x̃ from x1 is

VN (x1, ũN ) =

N−1∑

i=1

l(x⋆t0+i|t0 , u
⋆
t0+i|t0) + l(x⋆t0+N |t0 , u

†) + lN (f(x⋆t0+N |t0 , u
†))

= V ⋆N (x0)−l(x⋆t0|t0 , u
⋆
t0|t0)−lN (x⋆t0+N |t0)+l(x⋆t0+N |t0 , u

†)+lN (f(x⋆t0+N |t0 , u
†)).

Assuming that

l(x⋆t0+N |t0 , u
†) + lN (f(x⋆t0+N |t0 , u

†))− lN (x⋆t0+N |t0) ≤ 0,

we now have that the following inequality holds

V ⋆N (x1) ≤ VN (x1, ũN ) ≤ V ⋆N (x0)− l(x⋆t0|t0 , u
⋆
t0|t0)

for all x0 that have a feasible solution to the optimization problem.

From the above example, the following conditions are sufficient for stability to hold:

1. XN ⊂ X , 0 ∈ XN

2. g†(x) ∈ U ∀x ∈ XN

3. f(x, g†(x)) ∈ XN ∀x ∈ XN

4. l(x⋆t0+N |t0 , u
†) + lN (f(x⋆t0+N |t0 , u

†))− lN (x⋆t0+N |t0) ≤ 0

Noting that the above conditions are only sufficient for stability, many authors
have over the years presented different conditions that lead to stability for various
systems.

In [52], the authors show how the constrained MPC problem with a terminal
cost is equivalent to the infinite horizon LQR under certain assumptions. The first
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assumption is that the terminal cost is derived from the infinite-horizon LQR cost-
to-go (2.6) of the unconstrained Linear Quadratic problem. The second assumption
is that the terminal state of the controller xN lies within a control invariant set,
derived from the LQR feedback (2.7).

While terminal constraints can be used to guarantee stability, they might also
limit the set from which the problem is feasible, and might make the problem
conservative if the horizon is too short. In practice, a sufficiently long control horizon
will also make the system stable, see e.g [53]. When considering stable plants, if
the horizon is chosen to be large enough compared to the plant dynamics, the
closed-loop system will achieve the stability properties associated with the infinite
horizon problem [51].

2.2 Linear MPC

A special case of the MPC problem is the linear MPC problem, where the most
common choice of constraints and cost are as follows:

• The dynamics of the system can be expressed using (2.1).

• The state and input constraints(2.2a–2.2b) are linear, and the terminal con-
straint at time t+N can be expressed as FNx(t+N) ≤ fN .

• The stage costs (2.4) are quadratic

l
(
xt+i|t, ut+i|t

)
=
∥
∥xt+i|t

∥
∥

2

Q
+
∥
∥ut+i|t

∥
∥

2

R

lN
(
xt+N |t

)
=
∥
∥xt+N |t

∥
∥

2

Qf
.

Couplings between state and control variables can be penalized by choosing the
following stage cost instead

l(x, u) =
[

x u
]
[

Q S

ST R

][

x

u

]

,

Next, the problem is rewritten in the form of a quadratic program (QP). Introduce
the decision variable

z = [u(t | t) x(t+ 1 | t) . . . u(t+N − 1 | t) x(t+N | t)]T ∈ R
nz

Let the state and input constraints be expressed as Fxx + Fuu ≤ g ∈ R
nc . The

complete quadratic optimization problem can now be written as

minimize
z

zTHz + fT z

subject to Fz ≤ d
Cz = k,

(2.10)
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where

H =
















R 0 0 . . . 0 0 0

0 Q S . . . 0 0 0

0 ST R . . . 0 0 0
...

...
...

. . .
...

...
...

0 0 0 . . . Q S 0

0 0 0 . . . ST R 0

0 0 0 . . . 0 0 Qf
















∈ R
nz×nz (2.11a)

F =











Fu 0 0 . . . 0 0 0

0 Fx Fu . . . 0 0 0
...

...
...

. . .
...

...
...

0 0 0 . . . Fx Fu 0

0 0 0 . . . 0 0 FN











∈ R
nc(N+1)×nz (2.11b)

d =
[

g − Fxx0 g g . . . g g gN

]T

∈ R
nc(N+1) (2.11c)

C =











B −I 0 . . . 0 0 0

0 A B . . . 0 0 0
...

...
...

. . .
...

...
...

0 0 0 . . . −I 0 0

0 0 0 . . . A B −I











∈ R
Nnx×nz (2.11d)

k =
[

−Ax0 0 0 . . . 0 0 0
]T

∈ R
Nnx . (2.11e)

2.3 MPC implementation

MPC requires the solution of an optimization problem on the form (2.10) in every
sampling time. For it to be possible to use this control method in practice, the
optimization problem has to be 1) feasible in every iteration, and 2) solvable
before the next sample time. This imposes restrictions on the OCP complexity and
robustness.

Optimization solve time

Modern hardware and recent algorithmic advances have made it possible to solve
the QPs associated with many MPC problems (2.11) online at very high speeds.
Still, the limited time between each sampling instant must be considered in both
the design of the MPC problem, and in the practical implementation. Many works,
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see e.g. [54–59], consider speeding up the solve time by utilizing the inherent matrix
structure of the MPC problem (2.11). In [59], various methods for speeding up the
solution time of each QP are combined, including warm-starting, early termination,
and exploiting the block tridiagonal matrix structures. Inexact optimization for
solution speed in MPC is covered also in [60, 61]. Move-blocking is a method in
which certain inputs are fixed, thus reducing the degrees-of-freedom and decreasing
the solve time of the problem [62, 63]. For nonlinear MPC, efficient linearization
methods can be used to decrease the solve time [64]. Other research is motivated
by the need for MPC solvers for embedded applications [65–67]. Automatic code
generation can speed up the solution times for many problems, for example using
CVXGEN [68] for solving QPs, or ACADO code generation [69] for nonlinear control.

Another way to deal with the computational demand is addressed in explicit
MPC [70], where techniques from multiparametric programming are used to remove
the need to solve the optimization problems online. Instead, a control law is pre-
computed offline, which is then accessed online through a Piece-Wise Affine (PWA)
function. This method is mainly applicable to small problems due to the exponential
growth of the dimension of the constraints. More recently, deep-learning methods
have been used to approximate the explicit MPC problem, thus making the online
evaluation tractable for larger systems [71, 72].

Recursive feasibility

The optimization problem (2.8) is said to be infeasible if there exists no solution that
satisfies the constraints. If the closed-loop system has a feasible solution for every
future state in the trajectory generated under the MPC control law (2.9) from a
feasible initial state x0 ∈ X0, then the problem is said to be recursively feasible from
x0. Under nominal circumstances, terminal sets can be used to guarantee recursive
feasibility.

If the system has model errors, or is exposed to unmodeled disturbances or
sensor noise, the control law might still drive the system to a state that has no
feasible solution. Slack variables can be used to soften the constraints to make the
OCP feasible [73] even if the hard constraints (2.3) are not satisfied. Using slack
variables s, the problem is reformulated by

Fxxt + Fuut ≤ g + s

s ≥ 0

where s is added to the decision variables and is given a high penalty in the cost
function. The paper [74] deals with how to formulate the soft constraints in order
to ensure stability.

An alternative is to model the system dynamics with the disturbances belonging
to some set [75]. For example, a min-max optimization problem [76, 77] can be solved
that considers the worst case scenario, resulting in conservative control actions.

Another method for robustly guaranteeing constraint satisfaction under the
influence of disturbances is to use constraint tightening, as is described in [78, 79].
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Under the assumption that the state disturbance lies in W, the constraints in the
optimization problem are tightened such that a nominal feedback candidate makes
the optimal input sequence feasible for all w ∈ W. If {K1, . . . ,Kp} is a time-varying
feedback that drives the system to zero in p steps, then the system evolution under
this feedback is captured by Li+1 = (A+BKi)Lt, with L0 = I. The accumulated
closed-loop effect of the disturbance on the state t steps into the future can now be
written as

Wx
i = L0W ⊕ L1W ⊕ . . .⊕ Li−1W (2.12)

Wz
i = (C+DK0)L0W ⊕ (C+DK1)L1W ⊕ . . .⊕ (C+DKi−1)Li−1W (2.13)

and the updated state and output constraints Z and terminal constraints Q are
tightened as

Zi = Z ⊖Wz
i

Qi = Q⊖Wx
i

(2.14)

where ⊖ denotes the Pontryagin set difference, and ⊕ the Minkowski sum [80].
Another way to include the effect of disturbances is to use offset-free MPC [81, 82],

where an observer for the state and external disturbance is used to correct the
dynamical equations in the optimization problem. Although this method by itself
does not guarantee that the problem stays feasible, it will decrease the influence
of disturbances. In [81] it is shown that under certain conditions on the number
of modeled disturbances and the observer, the steady state output will go to the
reference value. In [83], a linear and a nonlinear MPC for quadcopter trajectory
tracking under external disturbances using offset-free methods are compared. The
results show that the controllers have comparable behavior but that the disturbance
rejection capabilities are slightly better for the nonlinear MPC.

2.4 Kinematics

Next, the system dynamics for the vehicles considered in this thesis are presented.
We differentiate between two main frames – the inertial frame and the body frame,
as illustrated in Figure 2.2. The inertial frame is here given in East-North-Up (ENU)
coordinates, and the body frame is given in Forward-Left-Up (FLU) coordinates.
This convention is chosen since it is the same as what is used in the Software
Development Kit (SDK) of the quadcopter that we implemented the algorithms on,
and as such, the data is already delivered in this frame of reference. More details on
the quadcopter SDK are provided in Section 6.2. The yaw angle ψ is defined as the
positive rotation between the forward-facing side of the drone and east.

Let x = [x y z]T be the position of the origin of the body frame relative to some
reference point in the inertial frame and let vi = [vx vy vw]T be the velocity of the
body frame with respect to the inertial frame. The relation between the velocity in
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Figure 2.2: The inertial (East-North-Up) and body (Forward-Left-Up) frames.

the body frame vb = [u v w]T and vi can be computed with

vi=Rib(θ)vb

where the rotation matrix Rib is defined by

Rib(θ)=





cosψ cos θ cosψ sinϕ sin θ− sinψ cosϕ cosψ cosϕ sin θ+ sinψ sinϕ

sinψ cos θ sinψ sinϕ sin θ+ cosψ cosϕ sinψ cosϕ sin θ− cosψ sinϕ

− sin θ sinϕ cos θ cosϕ cos θ



 (2.15)

and θ = [ϕ θ ψ]T represents the roll, pitch and yaw angles respectively. The
transformation from angular velocity ω = [p q r]T to the derivative of the
orientation of the body-fixed frame relative to the inertial frame is given by

θ̇ = Tib(θ)ω

where

Tib(θ) =






1 sinϕ tan θ cosϕ tan θ

0 cosϕ − sinϕ

0 sinϕ/ cos θ cosϕ/ cos θ




 .

Let m be the mass of the quadcopter and I be the inertia matrix. The total
force in the accelerating body frame of reference is given by

Fb = m (v̇b + ω × vb) (2.16)

Mb = Iω̇ + ω × (Iω). (2.17)

Defining the generalized force vector Q and the generalized acceleration vector ν as

Q =

[

Fb

Mn

]

, ν =

[

vb

ω

]

,
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these equations are written in short as

Q =

[

mI3×3 03×3

03×3 I

]

ν̇ +

[

−mS(ω) 03×3

03×3 S(Iω)

]

ν (2.18)

where I3×3 is the 3× 3 identity matrix and S(ζ) is the skew-symmetrical matrix
defined by

S(ζ) =






0 −ζ3 ζ2

ζ3 0 −ζ1

−ζ2 ζ1 0




 , ζ =

[

ζ1 ζ2 ζ3

]T

.

2.5 Fixed-wing drone

The aerodynamic forces and moments acting on a fixed-wing airplane can be
described by the equations

F baero =






Xb

Y b

Zb




 =






−q̄SCD
q̄SCC

−q̄SCL




 M b

aero =






L

M

N




 =






q̄SbCp

q̄Sc̄Cq

q̄SbCr




 (2.19)

where q̄ = 1
2ρv

2 is the dynamic pressure, S is the total wing area, and b is the
wingspan, and c̄ is the mean aerodynamic chord. The remaining coefficients are the
aerodynamic force coefficients, which are nonlinear functions of the aerodynamic
angles, the Mach number, the angular velocities, and on the control surfaces

Drag CD = fD(α, q, δe) Roll Cp = fp(β, p, r, δa, δr)

Lift CL = fL(α, q, δe) Pitch Cq = fq(α, q, δe)

Sideforce CC = fC(β, p, r, δa, δr) Yaw Cr = fr(β, p, r, δa, δr)

(2.20)

where α is the angle of attack, β is the side-slip angle. The aerodynamic coefficients
are controlled using the control surfaces rudder δr, ailerons δa, and elevator δe.
Approximations of these nonlinear equations can be found by fitting data from
wind tunnel experiments or numerical simulations to polynomials of these variables.
In-depth descriptions of these functions can be found in e.g. [84].

Because of symmetry in the y-direction of the body axis, the inertial matrix is
assumed to have the shape

I =






Ixx 0 Ixz

0 Iyy 0

Ixz 0 Izz




 .

The total force and moment on the fixed-wing aircraft is given by the aerodynamic
forces, the gravitational force, and potentially other external forces. By combining
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equations (2.15), (2.19), and (2.16–2.17), the total force and moment acting on the
fixed-wing drone can be expressed as

m(u̇+ qw − rv) +mg sin θ + Fx = Xb

m(v̇ + ru− pw)−mg cos θ sinϕ = Y b

m(ẇ + pv − qu)−mg cos θ cosϕ = Zb

(2.21)

Ixṗ+ (Iz − Iy)qr − Ixz(pq + ṙ) = L

Iy q̇ + (Ix − Iz)pr − Ixz(p2 − r2) = M

Iz ṙ + (Iy − Ix)pq − Ixz(qr − ṗ) = N

(2.22)

2.6 Quadcopter

A quadcopter uses four rotor blades to generate thrust and torque. It is controlled
by varying the angular velocity of its four rotors Ω = [ω1 ω2 ω3 ω4]T , where rotor
1 and 3 rotate clockwise, while rotor 2 and 4 rotate counterclockwise, see Figure 2.3.
Derivations of the quadcopter dynamical equations can be found e.g. [85–87]. Each
rotor generates a thrust force Ti and a torque τi for i = 1, 2, 3, 4 proportional to the
squared angular velocity of the rotor

Ti = kω2
i , τi = bω2

i .

T1

T2 T3

T4

Figure 2.3: The direction of rotation and the resulting thust forces.

Let ℓ be the length between the center of the quadcopter and the rotor blade.
Defining the roll axis as pointing in the direction between rotor 1 and 4 and the
pitch axis to be directed in between rotor 1 and 2, the moment around the roll and
pitch axes are given by

Mctrl =






kℓ√
2
(ω2

1 − ω2
2 − ω2

3 + ω2
4)

kℓ√
2
(ω2

1 + ω2
2 − ω2

3 − ω2
4)

b(−ω2
1 + ω2

2 − ω2
3 + ω2

4)




 :=






kℓ√
2
u1

kℓ√
2
u2

bu3




 . (2.23)

The force from all motors are aligned with the zb-axis. As such, the total force from
the motors in the body frame can be written as

Fctrl =
[

0 0
∑4
i=1 kω

2
i

]T

:=
[

0 0 ku0

]T

.
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In addition to the forces and moments from the rotors, the quadcopter is subjected
to friction when moving through the air Fdrag(v), the gravitational force Fg, and
external forces such as wind Fext. The frictional force is complex and depends on
the velocity, physical shape, and attitude of the quadcopter.

Let m be the mass of the quadcopter and I be the inertia matrix, which due to
symmetry will be diagonal

I =






Ixx 0 0

0 Iyy 0

0 0 Izz




 .

Without the external forces, we end up with the following set of equations for the
quadcopter

m(u̇+ qw − rv) = −mg sin θ + F xdrag (2.24a)

m(v̇ + ru− pw) = mg sinϕ cos θ + F ydrag (2.24b)

m(ẇ + pv − qu) = mg cosϕ cos θ + T + F zdrag (2.24c)

where the thrust T = ku0.

Ixxṗ+ qr(Izz − Iyy) = kℓ√
2
u1 +Mx

drag (2.25a)

Iyy q̇ + pr(Ixx − Izz) = kℓ√
2
u2 +My

drag (2.25b)

Izz ṙ + pq(Iyy − Ixx) = bu3 +Mz
drag. (2.25c)

2.7 Landing platforms

Two types of landing platforms will be considered. The first type is a ground vehicle
with a landing platform attached on top of the vehicle. The second type of landing
platform is one that is placed on the deck of a boat.

Detailed car dynamics models for optimization can be found in for example [88].
Depending on the type of maneuver and the level of control, different effects of the
car dynamics can be included or ignored when defining the dynamical equations.

For ships, detailed modeling of the dynamics is presented in [89]. Boat dynamics
are, compared to the car model, more sensitive to the influence of disturbances.
Because a boat can move in more directions than a car (heave, roll and pitch), the
number of states to describe the kinematic relationship is larger.

In this thesis, simpler models will be used for both the car and boat. For the
boat, only simple sinusoidal wave motion in the heave direction is included. These
assumptions are approximately true if the vehicles are not performing very aggressive
maneuvers, and assuming that the disturbances are small. Note that the boat and
car have considerably larger moment of inertia and mass than the drone, and as
such are much slower dynamically. This means that they will be less involved in the
fast and precise control of the rendezvous maneuvers.



Chapter 3

Autonomous and Cooperative Landings

This chapter deals with the topic of cooperative and autonomous landings. Sec-
tion 3.1, outlines the successful implementation of a hybrid proportional controller
to a fixed-wing aircraft and ground vehicle cooperative landing system. Based on
the challenges encountered in this landing experiment, we motivate the use of MPC
as a suitable control method for the application. In Section 3.2, the contributions of
this thesis are compared to related research of cooperative autonomous landings and
related subjects. In Section 3.3, the objectives and constraints of the autonomous
landing problem are defined more properly. Following this, two example problems
are defined. The first scenario is presented in Section 3.4, and deals with the landing
of a fixed-wing UAV on top of a ground platform moving along a runway. The second
scenario is presented in Section 3.5, and is that of a quadcopter landing on the deck
of a moving boat at sea. This chapter is partially based on results from [8, 36, 37].

3.1 Motivating example

The fixed-wing cooperative landing maneuver is a very complex task, requiring the
coordination of two heterogeneous vehicles traveling at high speeds. Aside from the
control problem, such landing experiments also requires solutions for the backup
safety arrangements, wireless communication and telemetry, relative localization and
sensor data filtering, and much more. Despite all of the preceding challenges, the
project presented in [8] resulted in successful landings of a fixed-wing UAV on top
of a semi-autonomous car moving at a velocity of around 70 km/h. A photograph
from one of the successful landings is shown in Figure 3.1. The control strategy
that was used in this particular landing is based on a hybrid descent controller. A
simplified version of this is illustrated in Figure 3.2. The switching is based on the
physical distance between the drone and the car, which has been separated into
several safety-based zones. Each zone defines a flight mode of the UAV, including
hold attitude, descend, and in case of failure to land while guaranteeing the safety,
abort landing.

For the alignment of the vehicles in the horizontal plane, a type of proportional

31
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Figure 3.1: The cooperative landing of a fixed-wing UAV on top of a ground vehicle,
in an experimental setup [8].

Ground

control
Drone

waypoint

navigation

Car

acceleration
Alignment

Attempt

Descent

Go to safe

altitude

Hold safe

altitude

Retard

mode

Landing

complete

If close Land

Abort

Retry

Go-around

Figure 3.2: Flowchart of the landing process. The drone waypoint navigation and car
acceleration phase are triggered by ground control. The blue box contains the main
steps of the landing – alignment, descent, retardation (shut of motors) and touch-down.
If during the descent, a dangerous state is reached, the descent is aborted. The drone
goes to a safe altitude and will, if possible, attempt to land again.

controller was used. The reference velocities vrefi and reference course angles ψrefi

are then computed as

vrefuav(t) = k0 (xugv(t)− xuav(t)) + k1v0

vrefugv(t) = k2 (xuav(t)− xugv(t)) + k3vuav

ψrefuav(t) = k4 (yugv(t)− yuav(t))
ψrefugv(t) = k5 (yuav(t)− yugv(t))

(3.1)

for a reference speed v0 and some constants ki ≥ 0. The vertical control, when not
in abort or hold mode, was given by an altitude dependent flare law

γ(t) =

{

γ0, if h(t) ≥ −(T sin γ0v0 + hb)

{s.t. ḣ(t) + 1
T

(h(t) + hb) = 0}, if h(t) < −(T sin γ0v0 + hb)
(3.2)

for some time constant T and some bias term hb. This vertical controller makes the
reduction in sink rate proportional to the altitude, as is illustrated in Figure 3.3.
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Figure 3.3: An example of an altitude dependent flare profile. The aircraft vertical
speed is reduced as it approaches the ground. This is the profile which would ideally
have been followed for the hybrid control approach.

One of the main advantages of the control structure in Figure 3.2 is that it
guarantees safety; if the UAV at any point during the descent enters a potentially
dangerous state, the maneuver is temporarily canceled and the UAV gains altitude
to reach a safe state. However, for the system to remain truly safe this “safe set”
must be chosen rather conservatively, since the maneuver is not canceled until after
the drone has entered the set.

Once a safe altitude has been reached after the maneuver abort, the UAV makes
another attempt at landing. In theory, this could go on until a safe enough attempt
is made and the landing is completed. In practice, the landing is done on a runway
of finite length, and each cancellation and retry of the landing adds to the total
runway distance used. If the landing is canceled repeatedly, the runway is likely
to end before maneuver completion. Example of data captured from two of the
landings is shown in Figure 3.4. Both pictured landing attempts went into the abort
mode. While the right attempt landed on its second try, the left went through a
second cycle of retry and abort before aborting terminally. The abort commands
were sent because the UAV entered a dangerous region with a too low altitude.

The choice of the hybrid control method for these experiments was driven by
the need to guarantee safety for initial tests. While this strategy does provide
safety, it is quite conservative and not particularly efficient. By identifying the
factors that make the controller inefficient, the constraint violations and subsequent
maneuver cancellations can be avoided to a larger degree. The violation of the
safety constraints occur because of several reasons. For example: not predicting how
the current control action and state combination will affect the future trajectory,
attempting to land before the horizontal control has settled, or not handling external
unmeasured disturbances. To avoid violating the constraints, a controller that better
takes into account the effect of the current control action with respect to both the
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Figure 3.4: Data captured from one successful landing attempt, and one attempt
that lead to two aborts. The blue and green lines show the relative distance in the x
and y-direction respectively [8].

future trajectory and the constraints is needed. By explicitly taking the dynamics
into account, we can choose the inputs to avoid overshoots and constraint violations.
The controller should also be able to take into account potential disturbances to
some degree. As has been motivated in Chapter 2, these are some of the properties
of a model predictive controller. This motivates our choice to consider implementing
MPC for the autonomous landing problem.

3.2 Contributions and related work

The main control method presented in this thesis is based on MPC. Some of the
specific attributes of this controller are as follows:

• Long planning horizon. Long horizons are used to predict the complete
maneuver. This way, the entire maneuver will be guaranteed to be feasible,
and the inputs are computed based on the future states of the system.

• Variable planning horizon. An alternative to the long-horizon planning
is to use a Variable Horizon MPC, which is presented in Chapter 5. This
method is especially suitable for the autonomous landing problem since the
cost function can be designed to better match the true objective, and because
the maneuver time can be included in the optimization problem.

• Integration of vertical and horizontal planning. By considering both
the horizontal and vertical dynamics, the trajectory is planned in a safe and
efficient manner where the feasibility is taken into account during the descent.
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• Safety constraints. In addition to constraints on state and input variables,
safety contestants are added to avoid dangerous regions around the landing
platform and to make the touchdown safe.

• Replanning of trajectory. Neither the rendezvous coordinate, nor the time
of arrival are fixed, but are both solved for online. With MPC, the trajectory
is replanned in each iteration, meaning that the last produced trajectory will
be feasible and efficient based on the latest state measurements.

The topic of autonomous landings has been explored in a lot of recent research,
and has been considered for a variety of different systems and situations. For example:
using fixed-wing aircraft [8, 90–94], helicopters [95–99] and quadcopters [100–109].
In particular, the problem of landing on a moving platform has received a lot of
interest – likely because such a maneuver has many potential applications, and
because it provides an interesting framework for demonstrating novel algorithms.
Several works have looked at autonomous landings from the perspective of vision-
based positioning [107–109]. The relative positioning is a challenging aspect of the
autonomous landing problem, which requires fast, accurate, and robust solutions.
Another common research direction is the application of MPC to the landings [90,
91, 94, 96, 97, 99–104].

While there exists a wide range of MPC solutions for autonomous landings on
moving platforms, many do not consider the vertical part of the landing trajectory
in the MPC [94, 100–102]. In some of these works, the vertical trajectory is chosen
to start descent after the horizontal state has reached some set, e.g. being within a
certain distance of the landing platform. This type of landing is illustrated by the
blue line in Figure 3.5. Other solutions [93, 103, 104] plan a trajectory in both the
horizontal and vertical plane, but do not consider any additional constraints for
forcing the horizontal plane (∆x, ∆y) to align before the vertical (∆h). The method
presented in this thesis on the other hand, integrates the horizontal and vertical
trajectory planning such that the vertical trajectory can start before alignment in
∆x, ∆y is completed, but still can guarantee that ∆h will not go to zero before it is
safe to do so. Further, the method in this thesis adds spatial safety constraints such
that the drone is forced to avoid certain regions around the landing platform before
the landing. This means that the controller in this thesis will plan a trajectory that
is both safe (as the above controllers that first align, then descend) and efficient (as
the above controllers that plan their descent trajectory as a part of the MPC).

Another novel part is the application of Variable Horizon MPC (VH-MPC) to the
autonomous landing problem. This method is very suitable to the rendezvous-type
problems that are considered here, since the distance to the target is decreasing as
the maneuver proceeds. As we will see in Chapter 5, this leads to more appropriate
cost-functions and improved maneuver trajectories. VH-MPC has been considered in
a variety of settings before, but because of the integer variables in the optimization
problem it has been challenging to apply it to real-time systems. This thesis mitigates
this difficulty with the use of efficient update rules for the horizon, and by taking
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Figure 3.5: Much of the previous work considers a landing where the vehicles first
align in the horizontal plane, then proceed to land (blue). Here, we allow the drone to
plan the path freely, as long at it fulfills certain safety constraints (green).

advantage of the similarities between the multiple optimization problems that are
solved in each sampling time.

In certain applications, nonlinear MPC is required because the nonlinearities of
the system during the landing are too large to ignore. Such is the case for example in
the deep-stall landings described in [90, 91], where a nonlinear MPC is used to land
the drone without the use of a runway. Deep-stall landings are possible for fixed-wing
drones due to their fast reduction in lift and increase in drag when the drone goes
into a high angle of attack. As is noted by [91], the implementation of such nonlinear
MPC is still a challenge for real-time applications. While nonlinear MPC has been
implemented and used in some of the experiments in this thesis, linear MPC has been
the main control method. For quadcopters, linear and nonlinear MPC have been
shown to have similar performance under non-aggressive maneuvers [83]. Nonlinear
MPC using real time iterations (RTI) is an NMPC method that in some applications
requires only marginally more computational time than linear MPC [110], and can
as such be implemented in real-time in many cases.

MPC has in several projects been applied to autonomous landings on boats under
the influence of waves. For example, [97] considers an autonomous helicopter landing
on the deck of a boat which is under the influence of known waves in the heave
(vertical) direction. The MPC controller is compared to an LQR and a loop-shaping
design technique, and the authors conclude that the MPC is better at tracking the
reference signals but that the computational requirements are much higher for the
MPC compared to the alternatives. A more complex helicopter model is considered
in [96], which also uses an MPC technique to perform a soft landing. The focus of
this paper is on tracking wave motions in different directions , as well as designing a
highly accurate 32 state model of the linearized helicopter dynamics. The controller
has a relatively short horizon and guides the descent of the helicopter. In [99] the
same model is extended to include the effects of ship airwakes. The controller in this
thesis uses reference tracking to land softly when the landing platform is moving in
the vertical direction, and assuming sinusoidal wave motion.
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3.3 Objective and constraints

Rendezvous is defined to be achieved when the relative positions

∆x = xuav − xugv, ∆y = yuav − yugv, ∆h = huav − hugv

are all equal to zero. The problem is considered to be finished after rendezvous
has been achieved and what happens after is not considered part of the problem.
The objective is to drive the system to a rendezvous state, while also considering a
number of other constraints and objectives:

• The relative states in the horizontal plane (∆x, ∆y) need to converge to and
remain close to zero before the relative altitude (∆h) can go to zero.

• The drone must not go into certain regions close to the landing vehicle where
there might be equipment or other things to avoid.

• The vehicles should be able to perform the rendezvous while moving at a
certain speed, and/or satisfying other constraints.

• The touchdown velocity cannot be greater than some bound ḣmaxtd .

The requirement that ∆x, ∆y → 0 before ∆h → 0 is crucial for the safety of
the maneuver since there is a large risk of the vehicles crashing into each other
otherwise. In other words, we want the UAV to start descending only when the
UGV can be reached at the end of the descent. This constraint is further defined
next.

3.3.1 Spatial safety constraints

To force the drone to rendezvous with the landing platform from above, while
avoiding certain dangerous regions around the landing platform, we require UAV to
never enter a predefined “danger zone” during its descent. An example of such a
zone is illustrated in Figure 3.6, where the red region is the zone which is considered
to be too close to the water and to the boat equipment for safety.

The descent region is chosen to be a polyhedron with six sides, such that the
slopes of the region can be chosen differently in all four directions. The safe region
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can formally be expressed as the union of the two polyhedra
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where ∆x, ∆y are the distances between the vehicles in the x and y-direction, and
dx, dy, dl and hs are design parameters.

Figure 3.6: The quadcopter is constrained from entering areas too close to the boat.

A simple symmetric zone in 2D with the coordinates of interest marked out
is shown in Figure 3.7. This descent region can formally be described with the
inequalities
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Figure 3.7: The danger zone for the final landing phase is shown in red. The drone
must approach from above and can land at most dl away from the middle of the
landing platform.
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3.4 Scenario 1: Fixed-wing drone landing on a moving

platform

In this scenario we consider an autonomous fixed-wing UAV and an autonomous
ground vehicle (UGV). The objective is to land the UAV on top of the UGV, while
the UGV is traveling along some road, such as a runway. The original problem
presented in [8] motivated this problem by the need to remove landing gear in
certain types of long-endurance aircraft, where this would result in a lower weight.
Other potential applications were reviewed in Section 1.2.1.

Kinematic model

A dynamical model of a fixed-wing drone was derived in Section 2.5. Note that the
moment and force equations (2.21–2.22) are nonlinear and depend on a number
of aerodynamic derivatives. Simplified kinematic models can be derived under the
assumption that there is an underlying autopilot that is controlling e.g. the airspeed,
course and flight path angles. Then, simple differential equations can be used to
model the closed-loop response to the autopilot input commands.

In [84], the following model is derived under the assumption that the roll angle,
flight path angle, and airspeed are controlled by the autopilot

ṗn = Va cosψ cos γa + wn

ṗe = Va sinψ cos γa + we

ḣ = Va sin γa − wd
χ̈ = kχ(χcmd − χ) + kχ̇(χ̇cmd − χ̇)

γ̇ = kγ · (γcmd − γ)

V̇a = kVa · (V cmda − Va)

x

y

vuav vugv

Figure 3.8: The landing problem seen from above. The vehicles cooperate to align
themselves in the xy-plane, and to achieve the same velocity.
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where pn, pe are the positions in north and east directions, wn, we, wd are the wind
components, Va is the airspeed, γ is the flight path angle, χ is the course angle, ψ is
the heading, and ϕ is the roll angle. Further, kγ , kVa and kϕ are constants from the
resulting autopilots. Further, we can relate the airspeed, ground speed Vg, and wind
components by the relationship

Va






cosψ cos γa

sinψ cos γa

− sin γa




+






wn

we

wd




 = Vg






cosχ cos γ

sinχ cos γ

− sin γ






from which we get

ṗn = Vg cosχ cos γ

ṗe = Vg sinχ cos γ

ḣ = Vg sin γ

Low-level controllers

It is assumed that the vehicles are operating with low level controllers such that
we can command the acceleration, flight path angle, and course angle instead of
commanding the throttle and control surfaces directly (δt, δe, δa, δr). The course
angle autopilot takes a course command χcmd or a course rate command χ̇cmd and
produces control inputs to the rudder and aileron. The acceleration a and the flight
path angle γ of the aerial vehicle is controlled using a Total Energy Control System
(TECS) [111]. With TECS, the use of throttle and elevator are coordinated by taking
the total kinetic energy required and the desired energy distribution into account.
This has the advantage that the autopilot more precisely can control velocity and
flight path simultaneously. The TECS and heading controller block diagrams are
shown in Appendix A.

Final model

A local coordinate system, which is aligned with the runway, is defined according
to Figure 3.8. The local coordinates are denoted xuav, yuav, and huav for the aerial
vehicle and xugv, yugv for the ground vehicle. The simplified dynamics will be defined
using the state

xuav = [xuav yuav huav vuav auav γuav χuav χ̇uav]
T ,

where vuav is the ground speed and auav the acceleration in the direction of the
nose of the aircraft, χ̇uav is the course rate, γuav the flight path angle, and χuav the
course angle. Note that the course angle is approximately given by

χ̇ =
g

vuav
tanϕ cos(χ− ψ)
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and can be approximated using the roll angle ϕ and the ground speed. The angle ψ
is here the heading of the aircraft. The UAV is in this simplified form described by
the following equations

ẋuav(t) = vuav(t) cos γuav(t) cosχuav(t) (3.7a)

ẏuav(t) = vuav(t) cos γuav(t) sinχuav(t) (3.7b)

ḣuav(t) = vuav(t) sin γuav(t) (3.7c)

v̇uav(t) = auav(t) (3.7d)

ȧuav(t) = 1
τa

(
kaa

cmd
uav (t)− auav(t)

)
(3.7e)

γ̇uav(t) = 1
τγ

(
kγγ

cmd
uav (t)− γuav(t)

)
(3.7f)

χ̈uav(t) = kχ
(
χcmd(t)− χ(t)

)
+ kχ̇

(
χ̇cmd(t)− χ̇(t)

)
(3.7g)

The UGV is similarly modeled as

ẋugv(t) = vugv(t) cosχugv(t)

ẏugv(t) = vugv(t) sinχugv(t)

v̇ugv(t) = augv(t)

ȧugv(t) = 1
τag

(
kaga

cmd
ugv (t)− augv(t)

)

χ̇ugv(t) = 1
τχg

(
kχgχ

cmd
ugv (t)− χugv(t)

)
.

(3.8)

3.4.1 State and input constraints

The flight path angle, the velocities and the accelerations of the systems are all
limited according to

ϕmin ≤ ϕ(t) ≤ ϕmax (3.9)

σmin ≤ σ(t) ≤ σmax, (3.10)

for the states ϕ ∈ {auav, augv, vuav, vugv, γuav}, and for every input σ ∈
{acmduav , a

cmd
ugv , γ

cmd
uav }.

For the touchdown of the landing to be gentle, we impose an additional constraint
on the vertical velocity at touchdown

w(ttd) = vuav(ttd) sin γ(ttd) ≥ wtd, (3.11)

where wtd ≤ 0 is the minimal (negative) vertical speed at touchdown.

3.5 Scenario 2: Quadcopter landing on deck of moving boat

The second application that is considered is the landing an autonomous quadcopter
on top of an autonomous boat. The motivation behind this system is a search-
and-rescue scenario demonstrated in the WASP research arenas, first introduced in
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Section 1.3 and presented more in detail in Chapter 6. The idea is that quadcopters
are deployed from unmanned surface vehicles (USVs) to search an area of interest,
and that they are then expected to be able to return to one of the USVs and land
safely while the USV is moving. The work presented in this thesis relating to the
WARA experiments considers only the cooperative landing maneuver. The landing
should consider safety constraints by avoiding certain areas close to the USV, and
the landing should work while the USV follows other objectives as well – such as
moving in a certain direction at a reference velocity.

Kinematic model

Following the procedure presented in Section 3.4, a simplified model representing
the drone movement is derived. The frictional force is assumed to be proportional
to the velocity in each direction

1

m






F xdrag
F ydrag
F zdrag




 =






−kxvx
−kyvy
−kzvz




 . (3.12)

Low-level control It is assumed that there exists a low-level controller that
computes inputs to the nonlinear dynamical system (2.24–2.25a) such that the
resulting system response is approximately linear. In the quadcopter used in our
outdoors experiments (Chapter 6), low-level controllers are already provided by the
quadcopter manufacturer. These controllers can be used with any of the input types
specified in Table 3.1 and Table 3.2.

In the MPC implementations, we choose to control the attitude (roll and pitch),
vertical velocity, and yaw rate. It is assumed that the low-level controllers use the
roll angle ϕcmd, pitch angle θcmd, yaw rate ψ̇cmd, and vertical velocity ḣcmd as
control inputs. The attitude control dynamics are assumed to be approximated as
second-order systems. For roll and pitch, the transfer functions from command to
attitude are in the form of Laplace transfer functions expressed as

Φ(s) =
kφω

2
φ

s2 + 2ξφωφs+ ω2
φ

Φcmd(s) (3.13)

Θ(s) =
kθω

2
θ

s2 + 2ξθωθs+ ω2
θ

Θcmd(s). (3.14)

For the yaw, the rate control is modeled as

Ψ(s) =
1

s

kψ
τψs+ 1

Ψ̇cmd(s). (3.15)
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Input type Variable Limits

Roll and pitch angle ϕ, θ 35 degrees

Horizontal velocities vx, vy 30 m/s

Position offsets ∆pe, ∆pn —

Angular rates ω1, ω2 5/6π rad/s

Table 3.1: Horizontal control

Input type Variable Limits

Vertical speed ḣ -5 to 5 m/s

Altitude h 0 to 120 m

Thrust T 0% to 100%

Table 3.2: Vertical control

In the vertical direction, thrust is controlled such that the vertical velocity ḣ
approximately follows

Ḣ(s) =
kv

τvs+ 1
Ḣcmd(s), (3.16)

Complete model Now, the dynamics can be summarized as

ṗ(t) = ve(t)

v̇e(t) = −g +Rib(t)T (t) + 1
m
Fdrag + 1

m
Fext(t)

θ̇(t) = ω(t)

ω̇(t) = fω(ω(t),θ(t),θcmd(t)),

(3.17)

where p denotes the position, v the velocity, a the acceleration, θ the attitude
and ω the angular acceleration. The function fω is given by equations (3.13–3.15).
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Ignoring the disturbance terms, the equations become:

ṗx(t) = vx(t) (3.18a)

ṗy(t) = vy(t) (3.18b)

ṗz(t) = vz(t) (3.18c)

v̇x(t) = (cosψ cosϕ sin θ + sinψ sinϕ)T (t)− kvxvx(t) (3.18d)

v̇y(t) = (sinψ cosϕ sin θ − cosψ sinϕ)T (t)− kvyvy(t) (3.18e)

v̇z(t) = (cosϕ cos θ)T (t)− kvzvz(t)− g (3.18f)

ϕ̇(t) = ω1(t) (3.18g)

θ̇(t) = ω2(t) (3.18h)

ψ̇(t) = ω3(t) (3.18i)

ω̇1(t) = −ω2
ϕϕ(t)− 2ωϕξϕω1(t) + kϕω

2
ϕϕ

cmd(t) (3.18j)

ω̇2(t) = −ω2
θθ(t)− 2ωθξθω2(t) + kθω

2
θθ
cmd(t) (3.18k)

ω̇3(t) = 1
τψ
ω3(t) +

kψ
τψ
ψ̇cmd(t) (3.18l)

In the above model, the inputs are commanded roll, pitch, yaw rate, and thrust,
but in the MPC we will use vertical velocity ḣcmd as input instead of thrust (3.16).
Starting from (3.18f), the relation (3.16) can be approximately fulfilled by choosing
T as

T (t) =
1

cosϕ(t) cos θ(t)
(g + ḧ(t))

=
g + 1

τv

(
kvḣ

cmd(t)− ḣ(t)
)

cosϕ(t) cos θ(t)
.

With this thrust, the acceleration from thrust becomes

RibT = (g + v̇z)






cosψ cosϕ sin θ+sinψ sinϕ
cos θ cosϕ

sinψ cosϕ sin θ−cosψ sinϕ
cos θ cosϕ

1




 = (g + v̇z)






cosψ tan θ + sinψ tanϕ
cos θ

sinψ tan θ − cosψ tanϕ
cos θ

1




 .

Assuming that the angles ϕ and θ are small, this can be approximated as

RibT ≈ (g + v̇z)






cosψ · θ + sinψ · ϕ
sinψ · θ − cosψ · ϕ

1




 .
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The system equations (3.18) can in this case be written as

ṗx(t) = vx(t) (3.19a)

ṗy(t) = vy(t) (3.19b)

ṗz(t) = vz(t) (3.19c)

v̇x(t) = (cosψ · θ + sinψ · ϕ) (g + v̇z(t))− kvxvx(t) (3.19d)

v̇y(t) = (sinψ · θ − cosψ · ϕ) (g + v̇z(t))− kvyvy(t) (3.19e)

v̇z(t) = 1
τv

(
kvḣ

cmd(t)− vz(t)
)

(3.19f)

ϕ̇(t) = ω1(t) (3.19g)

θ̇(t) = ω2(t) (3.19h)

ψ̇(t) = ω3(t) (3.19i)

ω̇1(t) = −ω2
ϕϕ(t)− 2ωϕξϕω1(t) + kϕω

2
ϕϕ

cmd(t) (3.19j)

ω̇2(t) = −ω2
θθ(t)− 2ωθξθω2(t) + kθω

2
θθ
cmd(t) (3.19k)

ω̇3(t) = 1
τψ
ω3(t) +

kψ
τψ
ψ̇cmd(t) (3.19l)

with ϕcmd, θcmd, ψ̇cmd and ḣcmd as inputs. Here we assume that kvz = 0.

3.5.1 Constraints

The quadcopter will have constrained inputs, attitude, and velocities. In addition,
we constrain the vertical velocity at touchdown, which is expressed as

vz(t) ≥ vminz , vz(t) ≥ k1h(t) + vmin,tdz (3.20)

where vmin,tdz < 0 is the limit of the vertical velocity at touchdown, and k1 < 0 is a
constant. This makes the vertical velocity constraint depend on the altitude.

3.5.2 Boat model

The boat model is similar to the ground vehicle model

ẋusv(t) = vusv(t) cosχusv(t)

ẏusv(t) = vusv(t) sinχusv(t)

v̇usv(t) = ausv(t)

ȧusv(t) = 1
τag

(
kaga

cmd
usv (t)− ausv(t)

)

χ̇usv(t) = 1
τχg

(
kχgχ

cmd
usv (t)− χusv(t)

)

zusv(t) = fz(t),

(3.21)

where zusv(t) models the vertical movement, which is here assumed to be a wave
disturbance that we cannot control.
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To be able to perform a soft landing, the motion of the boat needs to be tracked.
Here we present a very simple model for detecting sinusoidal heave motion. The
assumption that heave waves can be represented by linear combinations of sinusoidal
functions is used in for example [95, 112]. In MPC, the wave motion has been
incorporated into the optimization problem as a reference altitude based on a
prediction of the future wave motion [96, 97]. Here, we do not require the wave
motion to be known beforehand, but instead estimate it in real-time based on IMU
measurements. The heave motion is for simplicity assumed to be a single sine wave
with amplitude A and frequency ω.

pz = A sin (2πω · t+ ξ)

This could be extended to a linear combination of sinusoids. The vertical acceleration
measurements are given by

az =
d2

dt2
pz = − (2πω)

2
A sin(2πω · t+ ξ).

Data from the past M accelerometer measurements are processed using the Fast
Fourier Transform (FFT). The frequency ω is then chosen as the dominant frequency
of the spectrum. For the amplitude estimation, the wave height is estimated using
the power of the signal

A =

√
√
√
√ 2

M

M∑

i=0

pz(i)2.

In Figure 3.9, it is illustrated how the heave motion is being estimated in real-time.
To begin with, not enough data has been measured and so the estimation is not
accurate. Then, as more data is collected, the estimation improves. In Figure 3.9,
M = 1000 and h = 0.05, and the period of the wave is 7 seconds.
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Figure 3.9: The heave motion being estimated in real time. In this example, the
sampling rate is 20 Hz.



Chapter 4

MPC for the Autonomous Landing

In this chapter, control algorithms based on MPC are derived for the autonomous
landing problem presented in Chapter 3. The chapter begins with a general discussion
of MPC design for the autonomous landing problem in Section 4.1. The objective
and constraints are defined, and examples are presented that illustrate the challenges
for this specific problem. After this, two controllers are derived for the cooperative
landing of a fixed-wing drone on top of a moving landing platform. The first proposed
controller, presented in Section 4.2, uses binary decision variables to model the
spatial safety constraints. The second proposed controller, presented in Section 4.3,
is decoupled in the vertical/horizontal plane. This makes the optimization problems
convex as opposed to the first controller. An initial evaluation of the controllers is
given in Section 4.4. Next, an MPC is derived for the quadcopter/boat scenario
in Section 4.5. This controller is then compared to the one in the fixed-wing/car
landing scenario, and some basic simulations demonstrate the wave compensation
algorithm. This chapter is partially based on results from [35–37].

4.1 MPC design for rendezvous problems

We define rendezvous to be achieved when the relative positions

∆x = xuav − xugv, ∆y = yuav − yugv, ∆h = huav − hugv

are all equal to zero. For the applications considered in this thesis, an additional
constraint is that the relative state in the horizontal plane (∆x, ∆y) needs to
converge to and remain close to zero before the relative altitude (∆h) reaches zero.
Further, the vertical velocity at touchdown is constrained for safety reasons.

Other than the selection of horizon and sampling time, the major design choices
in MPC are the cost function and constraints. To define an optimization problem
that has a solution trajectory where the relative state goes to zero, we could choose
one of the following strategies:

1. Choose the terminal constraint as ∆x = ∆y = ∆h = 0.

47
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2. Choose the cost function to penalize relative state deviations (∆x, ∆y, ∆h).

For the first alternative, the trajectory will always terminate in the rendezvous state
assuming that the optimization problem is feasible. However, it is easy to see that
this does not work well in closed loop, since the rendezvous constraint is consistently
only guaranteed to be satisfied N steps ahead. This is illustrated in Figure 4.1.
However, if we would be able to reduce the horizon as the vehicles approach each
other, this method can work. This is what is considered in Chapter 5.

The second alternative will drive the system towards the rendezvous state if the
stage cost and the terminal cost are designed properly. Note however that penalizing
the relative position does not correspond to the true rendezvous objective. This is
illustrated in Figure 4.2. If the penalty on the relative position ∆p is chosen too
large, then, because of the quadratic penalty, the optimal trajectory will include
an overshoot. This makes a landing infeasible until the system has settled again,
and is not a desired effect. By carefully designing the cost matrices, this type of
undesired behavior can largely be avoided, however, the design of the cost becomes
more difficult as the size and complexity of the system increases.

Additionally, none of the above alternatives will guarantee that ∆x and ∆y
converge before ∆h does. This has to be included in the constraints , which will be
discussed in Section 4.2.3.
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Figure 4.1: The closed-loop trajectory and some intermediate open-loop trajectories
for a simple 3-state system with terminal constraint ∆p = 0 and no penalty on ∆p in
the cost function.

4.2 First proposed controller

In this section, an MPC for the problem stated in the previous section is proposed.
The controller is based on a linear MPC formulation where non-convex constraints
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Figure 4.2: The closed-loop trajectory for varying penalty on the relative position ∆p.
The system is a simple dynamical system of position, velocity and acceleration. The
cost corresponding to the velocity and acceleration are set to 1. The responses show
that a small penalty for ∆p leads to a very slow convergence, while a larger penalty
leads to fast initial convergence with overshoot. In this case, the cost 0.5 is preferred
since it makes the system stay within the ±0.5 m bounds earliest (after around 8s).

are handled using binary variables. This is applied from a technique using the mixed
logical dynamical (MLD) framework [113] for MPC.

First, the kinematics defined in (3.7–3.8) are linearized around some trimmed
state with the desired landing velocity and heading. This results in two discrete
linear systems

xuav(t+ 1) = Auavxuav(t) +Buavuuav(t) (4.1)

xugv(t+ 1) = Augvxugv(t) +Bugvuugv(t), . (4.2)

Let the total state and system dynamics be given by the stacked variable x

x =
[

xTuav xTugv

]T

, x(t+ 1) = Ax(t) +Bu(t),

with nx states and nu inputs. Further, the following reduced system model is defined

x̄ = Nx ∈ R
(nx−2)

x̄(t+ 1) = Āx̄(t) + B̄u(t).

Here, the matrix N ∈ R
(nx−2)×nx converts the positions xuav, yuav, xugv, yugv to

relative positions ∆x, ∆y and keeps the rest of the states as they are.

4.2.1 Reference tracking and disturbance rejection

The controller should drive the system to rendezvous, while also tracking other
references, here given by the speed and course angle at landing. The reference is
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implemented as follows. Let r be the reference that should be tracked by a linear
combination of the states Hx̄. In steady-state, the following should hold

[

(Ā− I) B̄

H 0

][

x̄ref

uref

]

=

[

0

r

]

where the LHS matrix has to be invertible. Here we choose the four tracked variables
as

1. Relative x position ∆x.

2. Relative y position ∆y.

3. Forward velocity of the ground/sea vehicle vg.

4. Course angle of the ground/sea vehicle χg.

Note that number 3. and 4. indirectly means that the drone velocity and course
angle have to be the same values. For example, considering only the lateral and
longitudinal dynamics, if the reduced state is defined by

x̄ = [∆x ∆y vuav auav χuav χ̇uav vugv χugv]
T

then the H matrix would be given by

H =








1 0 0 0 0 0 0 0 0 0

0 1 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 1 0

0 0 0 0 0 0 0 0 0 1







.

To eliminate steady-state disturbances, a disturbance observer can be added. Fol-
lowing [114], the disturbance models Bd, Cd are chosen to form an orthonormal
basis for the null space of [ĀT−I C̄T ], and the observer gains matrices Kx and
Kd are chosen to make the observer stable.

The observer will estimate the current state x̂ and disturbance d̂ corresponding
to the chosen disturbance model. Now, the steady state variables x̄ref and uref are
solved for from

[

(Ā− I) B̄

H 0

][

x̄ref

uref

]

=

[

−Bdd̂
r −HCdd̂

]

. (4.3)

The disturbance rejection is illustrated in Figure 4.3 with disturbances acting on
the quadcopter velocities during the maneuver.
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Figure 4.3: Rendezvous with and without disturbance compensation using offset-free
MPC. The system represents a quadcopter and ground vehicle during rendezvous. A
disturbance is added to the drone velocity in x and y at t = 4 s, and is increased until
t = 10 s. Gray dashed lines represent the constraints at landing, and the red dashed
line is the reference velocity (4 m/s). With N = 50, dt = 0.1.
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4.2.2 Cost function

From the previous section, we get a steady-state reference for the state and input of
the system x̄ref , uref to track the desired reference. The stage cost can from this
be written as

lk(x̄k, uk) = ‖x̄k − x̄ref‖2
Q

+ ‖uk − uref‖2
R

=

[

x̄k

uk

]T [

Q

R

][

x̄k

uk

]

− 2
[

x̄TrefQ uTrefR
]
[

x̄k

uk

]

+ const,

where Q � 0 and R ≻ 0 are diagonal matrices. In certain applications, we might
want to include the entire system state x in the MPC (instead of the reduced state
x̄). For example, there might be constraints on how far a vehicle can move in x or y.
In this case, the cost can be expressed as

lk(xk, uk) = ‖xk − xref‖2
NTQN

+ ‖uk − uref‖2
R

=

[

xk

uk

]T [

NTQN

R

][

xk

uk

]

− 2
[

xTrefN
TQN uTrefR

]
[

xk

uk

]

+ const.

Note that in either case, only the linear cost is affected by the reference values.
The choice of weights in Q and R is based on the desired properties of the planned

trajectory. A good starting point is to first scale the values such that the value
ranges of the states are similar, and then multiply this with values corresponding to
the weights. As was illustrated by the example in Figure 4.2, while minimizing the
relative position over the entire trajectory is not the ideal representation of the true
objective, it still gives the desired effect if the weights are designed properly.

4.2.3 Spatial safety constraints

Motivated by the safety region in Section 3.3.1, a spatial constraint is defined for
the MPC. The half-planes of the safety region are defined by the inequalities

h(t) ≥ hs
∆x(t)− dl
(ds − dl)

(4.4a)

h(t) ≥ hs
−∆x(t)− dl

(ds − dl)
(4.4b)

h(t) ≥ hs
∆y(t)− dl
(ds − dl)

(4.4c)

h(t) ≥ hs
−∆y(t)− dl

(ds − dl)
(4.4d)

h(t) ≥ hs. (4.4e)
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For the system to remain safe, either constraints (4.4a– 4.4d) or constraint (4.4e)
must be satisfied. This can be formulated as a logic constraint, making the system
a Mixed Logic Dynamical (MLD) system where

¬(4.4a– 4.4d) =⇒ (4.4e)

¬(4.4e) =⇒ (4.4a– 4.4d)

must be satisfied. Following [113], this constraint is implemented as follows. Let
b1, b2 ∈ BN be binary decision variables. Associate b1 with (4.4e), and with b2

(4.4a–4.4d). The constraint that the system has to belong to either of the above sets
can be added to the optimization problem by the following constraints











0 0 1

hs 0 (ds−dl)
−hs 0 (ds−dl)

0 hs (ds−dl)
0 −hs (ds−dl)
















∆x(t)

∆y(t)

h(t)




+











−hs
hsdl

hsdl

hsdl

hsdl











+M











b1(t)

b2(t)

b2(t)

b2(t)

b2(t)











≥ 0

⇐⇒ fb(∆x(t),∆y(t), h(t), b(t)) ≥ 0, (4.5)

for i = 0, . . . , N , where M is a sufficiently large number. The requirement that at
least one of the constraints must be fulfilled at any given time instant is captured
by the constraint

b1(t) + b2(t) ≤ 1, i = 0, . . . , N. (4.6)

4.2.4 Touchdown velocity constraint

For the fixed-wing drone, the touchdown constraint (3.11) depends on both the
flight path angle γ and the velocity vuav. To make it dependent on only one of the
variables, the constraint is linearized around the reference velocity v0. The constraint
becomes

v0γ(tend) ≥ wtd =⇒ γ(tend) ≥ γtd =
wtd
v0

,

where γtd ≤ 0 is the the minimum (negative) flight path angle at touchdown. This
constraint is included in the optimization with

γ ≥ max{γmin,−k(h− γtd/k)}
for some design variable k ≥ 0. This is more conservative than the original constraint
but will ensure that the landing is safe. To make the transition between the γ
constraints smooth, the k constant is chosen as

γ(t) ≥ γmin − γtd
hf

h(t) + γtd =⇒ k =
γmin − γtd

hf
.

The shape of such a constraint is shown in Figure 4.4.
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Figure 4.4: The lower constraint of the flight path angle increases at lower altitudes,
which ensures a smooth and safe touchdown. Here, hf = 5, γmin = −10◦ and γtd = −2◦.

4.2.5 Terminal constraint

In [113], stability is proven for the MLD MPC problem by choosing the terminal
state to be equal to an equilibrium xe of the dynamical system. For our purposes,
xe can be found by solving (4.3) for appropriate values of r and H, such that

∆x = ∆y = 0

vg = v0

χg = χ0

Note that a relatively long horizon will be needed to be able to reach this state if
the vehicles start far away from each other. If this is not possible, we can instead
choose an equilibrium point that does not require ∆x, ∆y to be zero. However, the
benefit of using a long horizon is that the controller becomes less conservative, since
it will plan and apply the correct control inputs earlier. A long horizon benefits both
the closed-loop solution and the stability of the MPC [51, 53]. Further, if we want
the UAV to descend only when it is known that a landing will be possible, a long
horizon will be necessary if we want the landing to be efficient. Otherwise, the UAV
has to wait until it has already been aligned in ∆x,∆y before initiating the landing.

An alternative to the equilibrium point is to compute a set Xf where xe ∈ Xf , in
which there exists a local controller that drives the system to xe. This was discussed
in Section 2.1.2. This method is what is used in most applications in this thesis.
Still, a long horizon might be needed to reach this set. This requirement is discussed
more in Section 4.4.1.

4.2.6 Optimization problem

The objective function is given by

VN (x0,uuav,uugv, b) =
∑N−1
k=0 (‖x̄k − x̄ref‖2

Q
+ ‖uk − uref‖2

R
)

+ ‖x̄N − x̄ref‖2
Qf
.

(4.7)
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The first proposed MPC for the autonomous cooperative landing solves the opti-
mization problem given by

minimize
uuav,uugv,b

VN (x0,uuav,uugv, b)

subject to x0 = x(0), xN ∈ Xf ,
xk+1 = Axk +Buk

[Hx Hu][xTk uTk ]T − g ≤ 0
for k = 0, . . . , N−1

fb(∆xk,∆yk, hk, b1(k), b2(k)) ≥ 0

b1(k) + b2(k) ≤ 1
for k = 0, . . . , N.

(4.8)

where fb(∆x,∆y, h, b) ≥ 0 is the inequality defined in (4.5). The state and input
constraints, as well as the touchdown constraint, are all included in the inequality

[

Hx Hu

]
[

xk

uk

]

− g ≤ 0.

As a consequence of the binary constraints, this MPC requires the solution of a
mixed-integer quadratic program (MIQP) in every iteration.

4.3 Second control approach: decoupling the controller

In this section, a second MPC formulation is derived, in which the controller is
decoupled into two sub-problems. This partition significantly simplifies the solution
of the optimization problem, which will be demonstrated in tests in Section 4.4.

While the MDL formulation in the previous section is very flexible and can
implement the type of spatial constraints that we are interested in, the resulting
MIQP becomes computationally intractable for long horizons. Motivated by this,
we exploit the problem structure to simplify the optimization. Note that while both
vehicles affect ∆x and ∆y, the UAV alone operates in the h and γ-dimensions.
Further, the h and γ variables are coupled with the rest of the system only through
the altitude equations (3.7c), and the spatial safety constraint (3.5). When the system
is linearized around a reference velocity v0, the linear dynamics and constraints of
the aerial vehicle (4.1) can be partitioned as

xuav(t+ 1) = Auavxuav(t) +Buavuuav(t)

=

[

Ahrzuav

Avrtuav

][

xhrzuav(t)

xvrtuav(t)

]

+

[

Bhrzuav

Bvrtuav

][

uhrzuav(t)

uvrtuav(t)

]

and

[

Hhrz
uav,x Hhrz

uav,u

Hvrt
uav,x Hvrt

uav,u

]








xhrzuav

xvrtuav

uhrzuav

uvrtuav







−
[

ghrzuav

gvrtuav

]

≤ 0.
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Figure 4.5: Control structure for the modified MPC. The MPC is separated into two
parts, one acting in the horizontal plane and one in the vertical.

The modified controller uses two separate MPC to generate trajectories for the
vehicles. The control setup is illustrated by the block diagram in Figure 4.5. Next,
the two separated MPC are presented.

4.3.1 Horizontal control

The first controller considers only the horizontal part of the problem.

xhrz(t+ 1) = Ahrzx(t) +Bhrzu(t) =

[

Ahrzuav

Augv

][

xhrzuav

xugv

]

+

[

Bhrzuav

Bugv

][

uhrzuav

uugv

]

and

[

Hhrz
x Hhrz

u

]
[

xhrz

uhrz

]

− ghrz ≤ 0

⇐⇒
[

Hhrz
uav,x Hhrz

uav,u

Hugv,x Hugv,u

]








xhrzuav

xugv

uhrzuav

uugv







−
[

ghrzuav

gugv

]

≤ 0.

The horizontal MPC is defined by

minimize
uhrz

∑N−1
k=0

(∥
∥
∥x̄hrzk − x̄hrzref

∥
∥
∥

2

Q
+
∥
∥
∥uhrzk − uhrzref

∥
∥
∥

2

R

)

+
∥
∥
∥x̄hrzN − x̄hrzref

∥
∥
∥

2

Qf

subject to xhrz0 = xhrz(0), xhrzN ∈ X hrzf ,

xhrzk+1 = Ahrzxhrzk +Bhrzuhrzk

[Hhrz
x Hhrz

u ]

[

xhrzk

uhrzk

]

− ghrz ≤ 0
for k = 0, . . . , N−1.

(4.9)
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4.3.2 Vertical control

The horizontal MPC results in an optimal path xhrz,⋆ and input sequence uhrz,⋆.
These trajectories are used when linearizing the vertical dynamics (3.7c) and (3.7f).

[

ḣ(t)

γ̇(t)

]

=

[

0 v⋆(t)

0 −1/τγ

][

h(t)

γ(t)

]

+

[

0

1/τγ

]

γcmd. (4.10)

The inclusion of the predicted velocity v⋆ makes the linearization of ḣ = v sin γ more
accurate than the linearization in the original controller. The binary values b1, b2

from the spatial safety constraint can be precomputed from xhrz,⋆ using (4.4) as

max














1 0

−1 0

0 1

0 −1








[

∆x⋆t
∆y⋆t

]







≥ ds =⇒
{

b⋆1(t) = 0

b⋆2(t) = 1

else =⇒
{

b⋆1(t) = 1

b⋆2(t) = 0
,

meaning that whenever the relative position is inside the rectangle defined by
(±ds, ±ds), the binary constraint b1 is active and constraint b2 is inactive. Now,
because both the predicted binary variables and relative state trajectories ∆x⋆,
∆y⋆ are known, (4.5) is simplified to

h(t) ≥ max







hs
ds − dl











ds − dl
−∆x⋆(t)− dl
∆x⋆(t)− dl
−∆y⋆(t)− dl
∆y⋆(t)− dl











−M











1 0

0 1

0 1

0 1

0 1











[

b⋆1(t)

b⋆2(t)

]







= fb(∆x
⋆(t),∆y⋆(t), b⋆(t)).

Or, this can equivalently be written without the binary variables as

h(t) ≥ hs ·min

(

1,max

(
∆x⋆(t)−dl
ds−dl

,
−∆x⋆(t)−dl

ds−dl
,

∆y⋆(t)−dl
ds−dl

,
−∆y⋆(t)−dl

ds−dl

))

= fb(∆x
⋆(t),∆y⋆(t))

By changing the descent area to a circle instead of a square, this expression can be
simplified even further

h(t) ≥ min

(

hs, hs ·
√

∆x⋆(t)2 + ∆y⋆(t)2 − dl
ds − dl

)



58 MPC for the Autonomous Landing

The predicted horizontal trajectory can also be used to improve the shape of
the vertical trajectory. For example, the penalty on the altitude qh can be scaled by
the binary variable b1 so that a high altitude is only penalized when a landing is
possible. The penalty is then rewritten as

b⋆1(k)qh. (4.11)

Alternatively, a reference altitude can be set as a function of the distance in the
horizontal plane

href = f(∆x⋆(t),∆y⋆(t)).

This can also be used to improve the UAV descent by making the reference go
smoothly between the initial altitude and 0.

The vertical MPC is defined by the optimization problem

minimize
uvrt

∑N−1
k=0

(∥
∥
∥x̄vrtk − x̄vrtref

∥
∥
∥

2

Qv
+
∥
∥
∥uvrtk − uvrtref

∥
∥
∥

2

Rv

)

+
∥
∥
∥x̄vrtN − x̄vrtref

∥
∥
∥

2

Qv,f

subject to xvrt0 = xvrt(0), xvrtN ∈ X vrtf ,

xvrtk+1 = Avrt(v⋆k)xvrtk +Bvrt(v⋆k)uvrtk

Hvrt[xvrtk uvrtk ]T − dvrt ≤ 0

hk − fb(∆x⋆k,∆y⋆k) ≥ 0







for k = 1, . . . , N−1

(4.12)
where the inequality Hvrt[xvrtk uvrtk ]T − dvrt ≤ 0 includes all constraints except
for the spatially dependent altitude constraint. The major steps of the cooperative
MPC algorithm are summarized in Algorithm 2.

4.4 Evaluation of controllers

The basic performance of the first controller (Section 4.2) is verified and compared
to the second, decoupled controller (Section 4.3). More realistic applications of the
controllers running in real-time are presented in Chapters 6 and 7.

Simulations are run in Julia [115] using the Convex.jl package [116]. The nonlinear
models (3.7–3.8) are used in the simulation of the vehicle dynamics, and normally
distributed noise affecting the UAV velocity, flight path angle and course angle is
added to represent disturbances and model errors. In the implementation presented
in this section, no terminal constraint is used and slack variables are added to the
optimization problem. The sampling time is 0.4 seconds in all simulations.

The average computational time for the two MPC over a varying horizon length
is shown in Figure 4.6. As expected, the binary constraints of MPC1 makes the
computational time grow exponentially, making this controller computationally
intractable compared to MPC2 for longer horizons.

Next, the shape of the vertical path is considered. By updating the penalty
according to (4.11) for MPC2, we get a controller that only penalizes high altitudes
if it is not possible to land. Figure 4.7 compares MPC1 and MPC2 when the initial
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Algorithm 2: The decoupled MPC algorithm.

t = 0;
x0 = x(0);
if landing then

while x0 ∈ X0 do
if h ≤ 0.05 m then

cut of motors;
break;

end
else

if x0 ∈ Xf then
uhrz⋆uav (t), u⋆ugv(t)← LQRhrz(xhrz0 , r, d) ;

end
else

xhrz⋆uav (t), uhrz⋆uav (t),x⋆ugv(t), u
⋆
ugv(t)← MPChrz(xhrz0 , r) ;

end
for i = 1 . . . N do

hmin(i) = fh(∆x⋆(t+ i | t),∆y⋆(t+ i | t));
end
xvrt⋆uav (t), uvrt⋆uav (t)← MPCvrt(xvrt0 , rvrt, hmin);
apply u⋆hrz(t), u

⋆
vrt(t);

t← t+ 1;

xhrz0 , xvrt0 ← Measurements();

end

end

end

distance is −80 m and −10 m respectively. Since MPC1 has an objective function
where h is always penalized, the resulting control makes the UAV descend as much
as possible and follow the spatial safety constraint (Figure 4.7a). MPC2 on the
other hand initiates the landing just in time to land at first opportunity. Figure 4.7b
shows that when the initial state is such that the landing is possible directly, the
trajectories of MPC1 and MPC2 are more or less the same. Note also that in both
examples, the rendezvous time is similar for the different MPC.

Figure 4.8 compares the resulting landing trajectory under normal conditions,
to the resulting trajectory when landing under the disturbance of strong wind. The
wind gust is applied to the system between t = 3.2 and 4.2 seconds. MPC2 is used
in both simulations. The disturbed system adapts its planned trajectory to the new
state and lands safely, and successfully avoids the dangerous region.
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Figure 4.6: Average solve time for the two MPC defined in Sections 4.2 and 4.3.

4.4.1 Feasibility and backwards reachability

When the MPC is constrained by a terminal set where ∆x = ∆y = 0, the set of
states from which the problem is solvable will be limited. To learn when the problem
is solvable within a specific horizon, we consider backwards reachability [80].

Consider the lateral reachability of the system. Given the control invariant
terminal set Xe containing ∆x = ∆y = 0 and Vg = v0, we recursively compute
feasible sets by propagating the system backwards, using the method presented
in [80]. A recursive formula for this is

X0 = Xf
Xi = {x ∈ X | ∃u ∈ U s.t. Ax+Bu ∈ Xi−1} (4.13)

Every such set is expressed as a polytope on the form

Xi = {x ∈ R
n | αix− βi < 0} (4.14)

where αi ∈ R
n×n and βi ∈ R

n. The reachable sets have here been computed using
the MPT3 Toolbox [117]. The sets are computed offline. The number of constraints
for each set Xi grows exponentially, so computing them online is intractable, even
when the linear dynamics are simplified. Here, a step time of ∆t = 0.5 s was used,
and the roll motion of the drone was ignored to simplify the dynamics further.

After a reachable set has been computed, it can be used to estimate when the
optimization problem will be feasible. This can be captured by a switching condition

if αNx < βN : Solve MPC

else: Reach XN

Any standard control method could then be used to reach the final maneuver
initiation set.
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Figure 4.7: The vertical trajectories of the two MPC from two different initial states.
The upper Figure shows the closed-loop trajectory when the UAV starts at x = −80
m, and the lower at x = −10 m. While MPC1 drives the UAV to go as low as possible,
MPC2 decreases the UAV altitude only when a landing is possible. Note how both
MPC make the systems land at approximately the same time.
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Figure 4.8: Evolution of the system under MPC2. The blue dashed line represents
the system under normal operation, with only normally distributed but small noise
affecting the system. The green lines illustrate the case when the system at time
T = 3.2 s is affected by a strong wind gust from behind, making the UAV overshoot.
The MPC then replans to suit the new condition.
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An example of a reachable set is shown in Figure 4.9, with the reference velocity
v0 = 20 m/s. The set shows the backwards reachable set over 5 seconds, and has
been projected to show the relative distance, and the UAV and UGV velocities. In
Figure 4.10, the minimum required horizon is plotted as a function of the initial
distance between the vehicles, with a sampling time 0.4 s.

Figure 4.9: Backwards reachable set for 5 seconds. The set has been projected to
show only the d, vuav and vugv dimensions. For the landing to occur within 5 seconds,
the vehicles should not be more than approximately 25 meters apart.
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Figure 4.10: The minimum control horizon depends on the initial distance, velocities,
and attitudes. This figure shows the minimum horizon projected to depend only on
distance, with a sampling time of 0.4 s.
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4.5 MPC for the quadcopter landing

Next, the scenario of landing a quadcopter on the deck of a boat is considered. This
section describes the basic structure of the MPC controller applied in the landing
experiments that are a part of the WARA PS demonstrations. More details, as well
as real outdoors experiments, are presented in Chapter 6.

This MPC is very similar to the decoupled controller that was presented in
Section 4.3. In particular, for the horizontal control, a controller based on (4.9) is
used, and for the vertical control, a controller based on (4.12) is used. The main
differences will be the vehicle dynamics, the disturbances, and the constraints.

The system dynamics is given by (3.19–3.21), linearized around a reference
heading ψ0 and some reference velocity v0. The final quadcopter horizontal dynamics
is discretized from

ṗx(t) = vx(t)

ṗy(t) = vy(t)

v̇x(t) = (cosψ0 · θ + sinψ0 · ϕ) g − kvxvx(t)

v̇y(t) = (sinψ0 · θ − cosψ0 · ϕ) g − kvyvy(t)
ϕ̇(t) = ω1(t)

θ̇(t) = ω2(t)

ω̇1(t) = −ω2
ϕϕ(t)− 2ωϕξϕω1(t) + kϕω

2
ϕϕ

cmd(t)

ω̇2(t) = −ω2
θθ(t)− 2ωθξθω2(t) + kθω

2
θθ
cmd(t).

Note that the horizontal velocity equations (3.19d–3.19e) depend on the vertical
acceleration v̇z(t), while here, it is assumed that the vertical acceleration is zero.
This assumption is discussed more in Section 4.5.3.

The vertical dynamics can be written as
[

ṗz(t)

v̇z(t)

]

=

[

0 1

0 − 1
τv

][

pz(t)

vz(t)

]

+

[

0
kv
τv

]

ḣcmd(t).

In addition to the constraints on the input, we also limit the touchdown velocity
using the constraint 3.20. As was described in Section 4.3, the altitude constraint is
computed based on the solution from the horizontal MPC.

4.5.1 Comparison of autonomous landing scenarios

The two problems presented in Section 4.3 and 4.5 have many similarities:

• We consider an autonomous landing task of dynamically decoupled systems of
heterogeneous, nontrivial vehicles subject to disturbances.

• We require the satisfaction of spatial constraints based on safety specifications.
The controller can be separated into vertical and horizontal subproblems,
making the optimization problem convex.
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Notable differences between the landing scenarios are

• There speed range and agility of the vehicles are different. While the fixed-wing
UAV has a minimum velocity, no such requirement exists for the quadcopter.
The quadcopter on the other hand has a smaller maximum velocity.

• The UGV is constrained to move along a runway.

• The boat can be disturbed by waves in the heave direction.

• The decoupling meant that the fixed-wing UAV could improve its linearization
of the vertical dynamics based on the groundspeed. The quadcopter on the other
hand has horizontal dynamics that are dependent on the vertical trajectory.

4.5.2 Simulation of wave compensation

Consider the problem of compensating for the wave disturbances in the vertical MPC.
A description of the wave model and its identification is described in Section 3.5.2.
The goal is to land the UAV while satisfying the touchdown constraint

vz(t) ≥ k1∆h(t) + vmin,tdz

even when the USV is under the influence of waves. This will be done by estimating
the future wave motion and including the predicted motion as a reference in the
vertical MPC. As opposed to e.g. [97], we do not attempt to track the vertical
motion while in air, but instead try to land as fast as possible while still making the
touch-down soft.

Hardware-in-the-loop simulations were run using the simulator included with
the quadcopter, and a boat simulated in Python on a separate computer. As such,
the computational hardware is the same as that which is used later in the real
experiments. Figure 4.11 shows the altitude of the UAV and the USV separately
when the USV is subjected to wave disturbances. The waves have a period of 10
seconds and an amplitude of 0.8 m. At around t = 8 seconds, the UAV temporarily
slows down the descent to allow the vehicles to align better, so that the vertical
velocities are better matched. Then, as the drone continues to descend, it lands with
a safe relative vertical velocity using the estimated heave motion as a reference for
the altitude.

4.5.3 Correction of the attitude commands

Consider the expression for the accelerations (3.19d–3.19e)

[

a′
x

a′
y

]

= −
[

kdx 0
0 kdy

] [

vx
vy

]

+

[

cosψ tan θ′ + sinψ tanϕ′

cos θ′

sinψ tan θ′ − cosψ tanϕ′

cos θ′

]

(g + v̇z)
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Figure 4.11: A landing during simulated waves. Using the heave estimation presented
in Section 3.5.2, the drone adapts its vertical velocity before touchdown.

Assuming that the acceleration in the vertical direction is zero (v̇z = 0), we have
instead that

[

ax
ay

]

= −
[

kdx 0
0 kdy

] [

u
v

]

+

[

cosψ tan θ + sinψ tanϕ
cos θ

sinψ tan θ − cosψ tanϕ
cos θ

]

g.

By setting equality between these accelerations (ax = a′
x, ay = a′

y), it is possible to
solve for the corrected θ′(t) and ϕ′(t) as

θ′(t) = atan
(

g
g+v̇z

· tan θ
)

, ϕ′(t) = atan
(

cos θ′

cos θ ·
g

g+v̇z
tanϕ

)

(4.15)

From Table 3.2, v̇cmdz is limited by the quadcopter SDK to be between ±5 m/s2.
In the MPC implementation we limit this value even further (typically ±2.5 m/s2).
This gives us

0.8 ≤ g

g + v̇z
≤ 1.3.

This information can be used to scale the constraints if we choose to correct the
inputs based on (4.15). However, noting that the accelerations are typically short,
the effect of setting v̇z = 0 in the horizontal MPC predictions is typically very small
and can in most cases be ignored.

4.6 Summary

Two different MPC algorithms have been derived for solving the autonomous
landing problem while satisfying spatial safety constraints. The long prediction
horizons of the MPC makes it possible to start the descent just in time for a
landing. The decoupling of the MPC into vertical and horizontal subproblems
made the optimization tractable for long control horizons, while also adding the
possibility to incorporate more complex costs and providing better linearizations.
Initial simulations demonstrated the ability of the system to adapt itself both to
small noise and wind gusts. Further tests, performed in more realistic simulation
environments and in real outdoors experiments, are presented in Chapters 6 and 7.



Chapter 5

Variable Horizon MPC

In this chapter, the autonomous landing MPC is adjusted to a Variable-Horizon
MPC (VH-MPC), allowing the horizon to vary with the problem. Typically such
VH-MPC are considered intractable for use in real-time applications that require fast
computations, since multiple MPC optimization problems with different horizons
have to be solved within each sampling iteration. To mitigate this difficulty, a
computationally efficient algorithm for VH-MPC is derived, and later shown to be
suitable for implementation in systems with real-time requirements. The chapter
starts with some motivation to why VH-MPC is useful for rendezvous control in
Section 5.1. Some background to other VH-MPC and related implementations
are provided in Section 5.2. The main algorithm is presented in Section 5.3. The
algorithm uses two methods to reduce the computational time: first, efficient update
rules that selects suitable horizons to tests, and then, an update algorithm that
utilizes the similarities between the problems being solved in each iteration. Details
on these contributions are presented in Section 5.4 and 5.5 respectively. In Section 5.6,
a parallel algorithm is derived. The implementation of the algorithm in the OSQP
(Operator Splitting Quadratic Program) solver is discussed in Section 5.7. Some
initial implementation results are presented in Section 5.8, while more advanced
simulation results and outdoors experiments are presented in later chapters. This
chapter is mainly based on results presented in [38, 39].

Figure 5.1: The time and distance until maneuver-completion become smaller as the
vehicles get closer.

67
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5.1 Motivation

In standard MPC formulations, both the sampling period Ts and the horizon N are
pre-designed as fixed parameters, resulting in a constant look-ahead horizon time
TN = N · Ts. While this is appropriate in many MPC applications, there are several
classes of important problems that benefit from using a variable time horizon. One
such example is in rendezvous control, since VH-MPC allows the controller to adapt
the look-ahead time to exactly match the remaining time to reach the rendezvous
state. The varying horizon is illustrated in Figure 5.1. Note that after the rendezvous
point has been reached, the maneuver is completed and the behavior of the system
after this is no longer considered to be a part of the control problem. As such,
considering the horizon after this point can be seen as a waste of computational
resources.

When using fixed-horizon MPC, the rendezvous objective can be formulated
using a quadratic penalty on the distance between the agents. Although such an
objective function can give the desired result if the system is tuned correctly, this
cost does not reflect the true objective – which is for the vehicles to simultaneously
reach the same position. With VH-MPC, the rendezvous objective can instead be
captured by a terminal set that has to be reached at the end of the horizon. By
penalizing the horizon in the objective function, we can make sure that the time until
rendezvous decreases as the maneuver proceeds. This is illustrated in Figure 5.2,
where the VH-MPC is compared to a fixed-horizon MPC.
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Figure 5.2: Rendezvous MPC for two simple third-order systems. All values in the
cost functions are equal to 1, except for the penalty on position deviations (MPC) or
the penalty on the horizon length (VH-MPC). The figure illustrates one of the reasons
why VH-MPC is a suitable framework for rendezvous maneuvers. Using VH-MPC, it is
possible to weigh the completion time against control inputs in the objective function.
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Further, since the horizon can be made a part of the cost function, the maneuver
time can be weighed against the size of the control inputs or other costs when
computing the optimal trajectory. Additional benefits of the variable horizon is that
the horizon can always be extended to reach a terminal set if the system starts
far from the target, and that the size of VH-MPC optimization problem becomes
smaller and thus less computationally demanding as the system approaches the
most critical part of the maneuver.

The horizon is a very important design parameter in MPC that affects both the
optimality and the feasibility. To understand the effect of the horizon N on the
control performance, consider the following example:

Example 5.1 (The MPC horizon). Consider a simple integrator model for a
UAV with state x = [px py vx vy ax ay]

T and the linear dynamics

x(t+ 1) = Ax(t) +Bu(t)

where

A =












1 0 0.05 0 1.2 · 10−3 0

0 1 0 0.05 0 1.2 · 10−3

0 0 1 0 0.05 0

0 0 0 1 0 0.05

0 0 0 0 1 0

0 0 0 0 0 1












, B =












2 · 10−5 0

0 2 · 10−5

1.2 · 10−3 0

0 1.2 · 10−3

0.05 0

0 0.05












.

The objective is to control the UAV to a landing platform at position (0, 0). The
UAV must avoid the red areas illustrated in Figure 5.3a while performing the
landing. Let the initial state be

x0 =
[

10 4 0 0 0 0
]T

.

Using a linear MPC with a fixed cost function, but varying the horizon N ,
results in the trajectories illustrated in Figure 5.3a. The minimal feasible horizon
Nmin = 52 provides very few degrees-of-freedom and forces the trajectory to
operate close to the boundary of the constraint set. As the horizon is increased,
the solution converges to a more appropriate trajectory. Figure 5.3b shows the
corresponding cost to go from the initial state with varying values of N . After
some horizon N ≈ 70, the cost stops decreasing as the horizon increases.
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Figure 5.3: The cost and optimal trajectory for varying values of the horizon N . A
lower N has fewer degrees of freedom and requires more extreme maneuvers, operating
on the boundary of the constraint sets. With N = 52, the drone first ascends to be
able to accelerate down faster and land in shortest possible time. With N > 70, there
is no significant difference in cost or planned trajectory.
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5.2 Background

MPC with a variable prediction horizon N was introduced in [118] to handle global
optimality and feasibility problems for non-linear MPC. Following this work, several
papers have made use of similar concepts for various applications. For example,
in [119], a variable horizon is used to guarantee completion of finite maneuvers under
bounded disturbances. This has important applications to rendezvous problems
because the terminal set does not have to be invariant. The work in [120] motivated
the use of a variable horizon with the improved closed-loop performance that such
an implementation has compared to standard MPC. This is achieved by using a
controller that is implemented as a min-max problem that considers worst-case
disturbances. However, this min-max formulation makes the dimension of the
optimization problem very large. Thus the problem is tractable only for relatively
slow systems or problems with short horizons. Variable-horizon MPC has also been
applied to find the minimum-time trajectory, see e.g. [120, 121]. The time-optimal
solution can be found by minimizing N , as expressed by the cost

V ⋆TO = minimize
u,N

∑N
i=0 1 (5.1)

subject to the typical state and input constraints. The solution is the minimum-
horizon feasible trajectory, which corresponds to the most time-efficient maneuver
that the system can perform under the given constraints. In Figure 5.3a, this
corresponds to the most extreme trajectory. Because the time is very constrained,
very little consideration is given to other objectives, such as keeping the inputs small
or the states close to their reference values.

In many problems, it is not suitable to use MPC that minimizes only with
respect to time, since such a maneuver tends to be more extreme and leave less
room for model errors or unaccounted for disturbances. The controller in [119]
solves this by using a cost function with a trade-off between time-optimality and
the magnitude of the applied control input in the cost function, making it possible
to tune time-optimality against the use of large inputs

V ⋆ℓ1
= minimize

u,N

∑N
i=0 1 + γ ‖ui‖ .

where ‖ui‖ denotes the ℓ1-norm. This cost is chosen to prove a strict decrease in
value function and a finite completion time. However, several authors, see e.g. [122],
dissuade from the use of ℓ1-costs for such applications due to its erratic closed-loop
behavior and tendency towards either dead-beat or idle control. On the other hand,
the work in [123] utilizes the dead-beat property to approximate optimal-time
controllers. Nevertheless, a quadratic stage cost remains the most common choice in
MPC applications.

In some applications, where the maneuver time is known beforehand, an MPC
method called Shrinking Horizon MPC (SHMPC) can be used. A fixed initial
maneuver horizon Hm is reduced by 1 in each iteration to reach the desired state in
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Hm steps. In [124], SHMPC is used for a helicopter-ship landing. The initial horizon
Hm must be chosen as a large value to avoid infeasibility problems. Further, the
system would not be able to handle large disturbances since this would require the
horizon to increase. A similar approach called Adaptive Horizon MPC (AHMPC) is
presented in [125]. The horizon is not included in the optimization problem, but is
reduced in each iteration if this results in a feasible solution. If it is not possible
to decrease the horizon, it will instead be increased until some stability condition
holds. This method is similar to the VH-MPC algorithm in implementation, with
the main difference that the horizon is not made part of the objective function.

Including the horizon as a variable in the optimization problem makes it in
general a Mixed-Integer Program (MIP) with the horizon N as an integer variable.
This can for example, as described in [119, 120], be implemented in a solver using

Nmax binary variables bi, with the constraint
∑Nmax
i=0 bi = 1, to select the active

horizon. While this problem can be efficiently solved using current optimization
algorithms, a large horizon will still result in expensive computations. However,
noting that there is only one integer-valued variable (N) in the basic VH-MPC
formulation, an integer-search is a possible approach. This is closer to what is done
in [121, 125]. Still, having the horizon as a variable in the optimization problem
requires us to solve multiple optimal control problems within every sampling period.

Reduction of the computational time of MPC with a variable horizon has been
considered in several papers. In [63], move-blocking is used to lower the computational
requirements of a variable horizon MPC problem by partitioning the allowed input
into constant sequences. This method reduces the number of decision variables in
the optimization problem, at the cost of reducing its degrees of freedom and adding
the additional step of deciding on a move-blocking matrix. The TOMPC in [121]
implements and tests an online active-set method that warm-starts the optimizer
based on previous solutions. In [126], a reinforcement learning approach is taken
for learning the optimal AHMPC horizon. The horizon is then given by a policy
computed off-line and can be efficiently updated in each iteration.

The rest of this chapter presents an efficient implementation of a VH-MPC
algorithm that is implementable in real-time to the autonomous landing problem.
The controller consists of two main parts – an outer algorithm for finding the
optimal horizons, and an inner algorithm for updating the optimization problems
between different horizons efficiently. Note that the inner algorithm can just as
well be implemented to AHMPC or SHMPC controllers. Here, we choose to work
with VH-MPC because this controller will take into account the cost of the entire
maneuver and weigh the cost of the maneuver time against e.g. the required control
inputs. This stands in contrast to AHMPC and SHMPC, where the horizon will be
decreased in each time step if it is possible.
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5.3 VH-MPC algorithm

As the preceding examples have shown, the use of VH-MPC instead of a fixed
horizon MPC comes with several advantages. For the autonomous landing problem,
some benefits of VH-MPC are:

• The VH-MPC objective function captures the true objective of the rendezvous
maneuver, where instead of minimizing the quadratic distance, we can penalize
the time to reach some set. Since the horizon can be made a part of the cost
function, the total maneuver time can be weighed directly against e.g. the
control input in the objective function.

• There is no need to choose a fixed horizon N as a part of the controller design.

• VH-MPC allows the agents to start far apart, since the horizon can be extended
until the terminal constraint becomes feasible.

• As the agents get closer to landing, which is the most critical part of the
maneuver, the horizon becomes shorter and less computational resources are
used.

The problem of finding a solution to the variable-horizon MPC rendezvous
problem can be decomposed into two parts:

1. Feasibility detection: First, it must be determined whether or not the problem
has a solution for a given horizon N0. Infeasibility in MPC can be attributed
to either

a) The terminal constraint xN ∈ QN not being feasible, such that it is not
possible to reach the terminal state within N steps, or

b) The state/input constraints zi ∈ Zi not being satisfiable for the entire
problem horizon.

By increasing the horizon, the optimization problem can often be made feasible
with respect to the terminal constraints. Other constraints must be made
feasible by other means, e.g. using constraint tightening [79]. The problem of
detecting infeasibility is discussed in e.g. [127], [128].

2. Optimization: Among the set of feasible horizons, we want to find the one
which minimizes the value function, while still considering the horizon length.
For this, the cost of a longer horizon is weighed against the other parameters
in the objective function of the optimization problem.

The VH-MPC problem can be solved e.g. by formulating it as a mixed-integer
program, however, since there is only one integer-valued variable, a simple integer-
search is an option. Next, the VH-MPC problem is defined more formally. Consider
a two layer optimization problem, consisting of an inner trajectory optimization and
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an outer integer search. The inner MPC problem is solved for a fixed horizon N ,
and thus corresponds to a normal MPC problem

minimize
u

JN (ξ0,u)

subject to ξ0 = ξ(0)

ξk+1 = Fξk +Guk for k = 0, . . . , N − 1

ck ≤ Cξk +Duk ≤ dk for k = 0, . . . , N − 1

cN ≤ CNξN ≤ dN ,

(5.2)

where ξ0 is the initial state and u is the input trajectory. The outer problem
optimizes the overall objective over different horizons

minimize
N0

JN0(ξ0,u) + c ·N0

subject to (5.2) is feasible,
(5.3)

where c ≥ 0 is a constant weight. The choice of c will affect how time-optimality
is weighed against the other objectives in JN (ξ0,u). Notably, if c→∞, then this
problem will have the same solution as the time-optimal MPC problem (5.1) and
JN (ξ0,u) can be disregarded in (5.3).

To make the search more efficient and to enable real-time implementation, two
main algoritmic changes are proposed:

• Outer problem: Reduce the number of optimization problems that are solved
by considering a smaller set of suitable N0 in (5.3). This method provides
an alternative to the complete integer search, MIP, SHMPC or AHMPC
algorithms described above.

• Inner problem: Efficiently perform updates between the multiple optimization
problems that are solved each iteration of (5.2). This is done by taking
into account the structure of the problems and their similarities for different
horizons. The main idea is to perform forward recursions to factorize the KKT
matrix, such that it is possible to extend or truncate the KKT factorization
without redoing the factorization from start each time. Note that this method
can be used also with other frameworks such as SHMPC or AHMPC.

5.4 Outer problem

Proposition 1. Given that the problem can be made feasible with respect to
the state and input constraints, the problem (5.3) has a smallest feasible horizon
Nmin ≥ 0 for any given initial point. Further, let the cost function in (5.2) be given
by

JN (ξ0,u) =
1

2

N−1∑

k=0

[

ξk

uk

]T [

Q1 Q12

QT12 Q2

][

ξk

uk

]

+
1

2
ξTNQNξN
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where QN is the cost-to-go of the infinite-horizon MPC problem (2.6). Then, the
value function is non-increasing as N →∞. By adding the horizon as a cost to the
value function, as in (5.3), the value function becomes convex.

Proof. Assume that N⋆ is a feasible horizon with optimal input sequence u⋆ =
{u0, u1, . . . uN⋆−1} and state sequence x = {x0, x1, . . . , xN⋆}. Now we increase the
horizon such that N† = N⋆ + 1. A feasible input sequence is then given by

u† = {u0, u1, . . . uN⋆−1, uN†},

where the last input is given by the LQR feedback

uN† = KLQRxN⋆ .

Because this last term is included in the cost for horizon N⋆ indirectly through the
terminal cost QN , it follows that

JN⋆(x0,u
⋆) = JN†(x0,u

†)

minimize
u

JN⋆(x0,u) ≥ minimize
u

JN†(x0,u).

Further, because

minimize
u,N0

JN0(x0,u) ≥ 0

the cost must settle at a constant value as N →∞. Now, because the cost in (5.3) is
a sum of a non-increasing function and a linear function with respect to the horizon,
the problem will be convex.

The fact that the outer problem (5.3) is convex simplifies the optimization
problem because we only have to search for a local minima. Furthermore, with this
cost function, assuming that at time t0 the optimal horizon is N0, and the optimal
states and inputs are

u⋆0 = {ut0|t0 , ut0+1|t0 , . . . , ut0+N−1|t0}
x⋆0 = {xt0+1|t0 , xt0+2|t0 , . . . , xt0+N |t0},

then under the assumption that the system perfectly follows the predicted dynamics,
in the next iteration the optimal horizon should be N0 − 1 and the optimal states
and inputs are

u⋆1 = {ut0+1|t0 , ut0+2|t0 , . . . , ut0+N−1|t0}
x⋆1 = {xt0+2|t0 , xt0+3|t0 , . . . , xt0+N |t0}.

We can warm start the problem using this state and input sequence, with the initial
guessed horizon N0 − 1. As long as the system model is relatively accurate, the
warm start will be close to the true optimal trajectory. In [119], it is shown how
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N̂ V ⋆ =MPC(N̂ , x0)

∆N = −1
N = N̂−1

∆N = +1
N = N̂+1

V =MPC(N , x0) V =MPC(N , x0)

V ⋆ = V

N = N +∆N

V =MPC(N , x0) return

return return

else

if V ⋆ < V̂

if V < V ⋆

else

if V < V ⋆

else

if t < tmax

if V < V ⋆ else

Figure 5.4: The outer algorithm searches for the optimal N , starting from a feasible
initial guess N̂ . The last feasible solution with the lowest value function is always
saved, and the algorithm exits if more time than tmax is spent.

constraint tightening can be used to make the guess N0− 1 feasible given a bounded
set of disturbances. The same method is applied here to guarantee that we find a
feasible horizon in each iteration.

After computing the value function of the initial guess N1 = N0 − 1, an integer
search is performed to find better values of N1. Each time a value function V is
computed such that VNi < V ⋆, the optimal trajectories are saved. The algorithm
terminates if it takes more than tmax seconds, or if the optimal horizon N⋆ is found.
The outer algorithm is pictured in Figure 5.4. Note how after the MPC is solved
with N̂ , a heuristic is used to decide if N should be decreased or increased. This
could for example be based on the difference between the expected value V̂ and
the computed V ⋆, or on whether or not the horizon was increasing or not when the
outer algorithm last was interrupted. In most cases, assuming that the controller has
not exceeded the time constraint, at least three different horizons will be tested. If
N0 is the previous horizon, the outer algorithm will in the nominal case test N0 − 1,
N0, and N0 − 2.

When the maneuver is first initiated, an initial horizon must be guessed or
computed. This can be done by solving the outer problem for some range of values
until a solution is found, or by estimating the time to rendezvous based on the
current positions and velocities. In Section 7.5, it will be shown that this initial
choice is not critical for the overall algorithm to work.

5.5 Inner problem

During the integer-search in the outer problem (5.3), several closely related op-
timization problems on the form (5.2) are solved. These optimization problems
can generally be rewritten and solved in the form of Quadratic Programs (QPs).
Common to most QP solvers is the computation of search directions using the KKT
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optimality conditions. Much research has considered how to utilize the inherent
structure of the MPC problem to speed up this step [54–56, 129–143]. Many of these
works utilize Riccati recursions to efficiently compute search directions for either
Interior Point (IP) or active-set solvers. In [57], it is shown how Riccati recursions
can be used to setup a factorization of the optimality conditions of an LQR problem.
Using backward and forward substitutions, this factorization can then be used to
solve multiple equations of the same form but with different right-hand sides. In [57],
this factorization is used to solve a robust output tracking problem efficiently. In [58],
it is shown how the inherent chordal structure of MPC can be used to efficiently
compute search-directions for IP solvers, with Riccati recursions being derived as
a special case of the method using backwards Dynamic Programming (DP). The
general method using a message-passing algorithm is presented in [144].

While both backwards DP and Riccati recursions have been relatively common
methods for efficiently solving the optimization problems related to MPC, forward
recursions are more difficult because the sub-problems that arise do not fulfill the
required rank condition when used in conjunction with popular interior-point or
active set methods [58]. Here, the OSQP solver [145] will be used, which is a state-
of-the-art implementation of the very efficient ADMM algorithm [146]. As opposed
to the IP and active set methods, the resulting KKT matrix of the sub-problems in
the OSQP solver does fulfill the aforementioned rank condition. This enables us to
derive a forward recursion algorithm to compute a matrix factorization that can
be extended or truncated to any given horizon, resulting in very fast updates for
solving MPC problems of different horizons in VH-MPC.

The solution procedure of the OSQP solver can broadly be divided into two main
parts: the setup of the problem, which includes the permutation and factorization
of a large matrix; and the iterative ADMM steps taken towards the solution. The
ADMM steps require the repeated solution of optimality conditions on the form

[

P + Iσ AT

A −ρ−1I

][

x̃k+1

ν̃k+1

]

=

[

σxk − q
zk − ρ−1yk

]

, (5.4)

where x̃ is an auxiliary variable, ν̃ is a dual variable, and σ and ρ are step-size
parameters. The matrix in this equation is called the KKT matrix. In OSQP, (5.4) is
solved e.g. using the quadratic solver QDLDL [147], which performs a permutation
of the KKT matrix (5.4) using an Approximate Minimum Degreee (AMD) algorithm.
To see a comparison of the setup time (including the time to factorize the KKT
matrix) versus the time taken by the iterative solve steps, consider the following
example.
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Example 5.2 (QP solution time). Consider an MPC problem of the form (5.2),
where the system represents a 12 states, 4 inputs linearized quadcopter model.
The numerical values are presented in Appendix B. Let the problem be to drive
the quadcopter from an initial point x0 to a terminal set at the end of the
horizon N , while satisfying constraints on maximum velocities and attitudes. We
here use OSQP to solve this problem under various horizons. The total solution
time, separated into its setup time and the time taken by the ADMM iterations,
is illustrated in Figure 5.5. Note that the same initial point x0 is used for all
horizons. In this example, the time to update the problem between each horizon
is comparable in size to the time taken by the ADMM iterations.
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Figure 5.5: The time to solve one MPC problem for different horizons, using the
standard OSQP algorithm. The objective behind the recursive VH-MPC algorithm
is to reduce the update curve (blue), by taking the similarity in the structure of the
KKT matrix into account between updates.

The above example illustrates how the time to setup the problem can be of a
size comparable to the solution iterations. The relative size between these two parts
of the solver will depend on the problem size and the required accuracy, among
other things. In the MPC application considered here, we tend to need relatively
few ADMM iterations because we will have a relatively good guess to warm start
the optimization problem with, and we do not require a very high accuracy of the
solutions. This means that the factorization time will be a relatively large part of
the total solve time when using the standard solver.

We note two things about the KKT matrix in (5.4). First, as long as the system
matrices and step size parameters do not change, the matrix remains constant. This
can be compared to IP or active set methods for which the corresponding matrix
varies between iterations. Second, the step-size parameters σ and ρ gives the matrix
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full rank – a fact that will be of importance in our algorithm.
In our method, the factorization of the KKT matrix is instead done using a

forward recursion method, resulting in a factorization that can easily be extended
to any desired horizon. This means that the time to update the problem between
iterations will be decreased significantly.

The forward factorization algorithm is derived as follows. First, let the MPC
optimization problem be rewritten as a quadratic program as

min
x
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or on shorter form

minimize
x

xTPx+ qTx (5.5)

subject to c ≤ Ax ≤ d. (5.6)

Introduce the matrices

A0 =

[

D

G

]

∈ R
(nx+ny)×nu , Ai =

[

C D

F G

]

∈ R
(nx+ny)×(nx+nu)

Aij =

[

0 0

−I 0

]

∈ R
(nx+ny)×(nx+nu), AN−1,N =

[

0

−I

]

,
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for i = 1, . . . , N − 1 and j = i+ 1. The A matrix can now be written as

A =











A0 A01

A1 A12

. . .

AN−1 AN−1,N

CN











∈ R
(Nnxy+nt)×Nnxu

This MPC problem has now been formulated using a banded matrix structure, which
can be used to speed-up the solver [141], [58].

A major step of the ADMM iterations presented in [145], is the solution of
the equation system (5.4). In the OSQP implementation, this equation is solved
e.g. using the quadratic solver QDLDL [147], which includes a permutation of the
matrix in 5.4 using an an AMD algorithm.

For our purposes, a different permutation matrix will be used. Define P0 as

P0 =




















Inu×nu
Inxu×nxu

. . .

Inx×nx
Inxy×nxy

Inxy×nxy
. . .

Int×nt




















This matrix permutes the KKT matrix into a indefinite banded matrix K ′ = PT0 KP0

defined by
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. (5.7)
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5.5.1 The Shur complement

If X is an invertible matrix, the Shur complement can be used to get the following
LDLT -decomposition

[

X Y

Y T Z

]

=

[

I 0

Y TX−1 I

][

X 0

0 Z − Y TX−1Y

][

I X−1Y

0 I

]

. (5.8)

This formula will be used to factorize (5.7) recursively. First, assume that in (5.8),
X can be factorized by

X = LDLT .

Next, introduce Ȳ as the solution of

XȲ = Y,

and finally perform LDLT -factorization on Z − Y TX−1Y = L1D1L
T
1 and form

[

X Y

Y T Z

]

=

[

I 0

Ȳ T I

][

LDLT 0

0 L1D1L
T
1

][

I Ȳ

0 I

]

=

[

L 0

Ȳ TL L1

][

D 0

0 D1

][

LT LT Ȳ

0 LT1

]

(5.9)

which is an LDLT -factorization of (5.8). We will apply (5.9) recursively to (5.7).

Pivot element 1

We start by taking X = Q2 + σI which implicitly defines Y = [AT0 0] and

Z =











−ρ−1I A01

AT01 Q+ σI AT1
. . .

AN−1 −ρ−1I AN−1,N

ATN−1,N QN + σI











.

Next, we perform a Cholesky factorization of X = Q2 + σI = L0D0L
T
0 r. We then

need to solve for Ȳ0

XȲ0 = Y ⇐⇒ L0D0L
T
0 Ȳ0 =

[

AT0 0
]
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Because X is invertible we have that Ȳ0 =
[

Ȳ01 0
]

where L0D0L
T
0 Ȳ01 = AT0 .

Applying (5.8) results in
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where we note that A0Ȳ01 = A0L
−1
0 D−1

0 L−T
0 AT0 ≥ 0.

Pivot element 2

We next apply (5.9) to the remaining matrix, with X as the negative definite matrix
X = −ρ−1I −A0Ȳ01, Y = [A01 0] and

Z =
















Q+ σI AT1
A1 −ρ−1I A12

AT12 Q+ σI AT2
A2

. . .

AN−1 −ρ−1I AN−1,N

ATN−1,N QN + σI
















.

Perform a Cholesky factorization of −X = L1D1L
T
1 , where L1 is lower triangular.

We then need to compute

Ȳ1 = X−1Y ⇐⇒ −L1D1L
T
1 Ȳ1 = [A01 0] =⇒ Ȳ1 = [Ȳ11 0]

where we solve for Ȳ11 from L1D1L
T
1 Ȳ11 = −A01. This results in the factorization





L1 0 0

Ȳ T
11L1 I 0

0 0 I









−D1 0

0 Z −

[
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]
[
Ȳ11 0
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LT
1 LT

1 Ȳ11 0

0 I 0

0 0 I





Recursion Pivot 1 factorized the (positive definite) first cost matrix, and pivot 2
factorized the modified (negative definite) first constraint matrix. Continuing the
recursive factorization, the algorithm consists of repeatedly varying between the
following steps:
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• Even pivot: Perform an LDLT factorization of a matrix X � 0 that is the sum
of a cost matrix Qi, and a term that is passed down from previous iterates.
Solve a matrix equation on the form XȲ = Y . This results in a lower diagonal
matrix Leven, a diagonal matrix Deven, and a matrix Ȳeven that are added to
the L matrix.

• Odd pivot: Perform an LDLT factorization of a matrix −X � 0 that is the
sum of a constraint matrix Ai, and a term that is passed down from previous
iterates. This results in a lower diagonal matrix Lodd, a diagonal matrix Dodd,
and a matrix Ȳodd that are added to the L matrix.

This recursion is continued until only the terminal constraint matrix remains.

Final factorization

The overall factorization now becomes

PT0 KP0 = LDLT

with matrices

L =












L0

Ȳ T
01L0 L1

Ȳ T
11L1

. . .

. . . L2N

Y T
2N,1L2N L2N+1












, D =











D0

−D1

. . .

D2N

−D2N+1











.

This formula is easy to extend or truncate to any given horizon.

5.6 Parallel computations

In this section, it is shown how the recursive factorization can be implemented
and solved in parallel. The sub-problems are obtained by partitioning the KKT
matrix into sub-matrices and solving the smaller factorizations in parallel. The
application of parallel Riccati recursions has previously been considered in [148],
where a master problem is utilized to merge the sub-problems, and in [58] using
a message-passing algorithm. Both methods introduce dummy variables to enable
the partition. The method presented in this chapter on the other hand requires no
additional variables. Further, it can be extended or truncated in a similar fashion to
the recursive factorization method presented in the previous chapter. We here derive
the special case when the matrix is partitioned into two sub-matrices, however, more
than two partitions are possible by performing the same procedure multiple times.
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Using the same permutation matrix P0 as before, the resulting matrix is parti-
tioned into sub-matrices as follows

PT0 KP0=
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=






X U

UT Y V

V T Z






The matrices X and Z can now be separately factorized as

PTXP = LDLT , QTZQ = MEMT , (5.10)

using e.g. the factorization method presented in Section 5.5, or some other method,
such as the method included in OSQP.

Let N0 be the horizon of the first partition, and let N1 be the horizon of the
second partition. The matrix can be written as

PT0 KP0 =






X U 0

UT Y V

0 V T Z




 , =⇒

{

U = [0 A1]T

V = [A12 0]
(5.11)

where the number of rows/columns in X is n0 = nu + N0(nxu + nxy) − nx and
the number of rows/columns in Y is n1 = N1(nxu + nxy) + nx + nt, such that
X ∈ R

n0×n0 , Y ∈ R
n1×n1 , U ∈ R

n0×nny , V ∈ R
nxu×n1 and Y ∈ R

nxy×nnu . Assume
that the factorization of sub-matrices X and Z can be written as

PTXP = LDLT , QTZQ = MEMT (5.12)

where P and Q are permutation matrices. Apply the permutation matrices P and
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Q to (5.11) by introducing a second permutation matrix P1

PT1 P
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 . (5.13)

Next, the Shur complement (5.8) is used to remove Ū := UTPL−T from the
middle matrix (5.13)
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 (5.14)

The same procedure is continued for the E matrix, where we first permute the
matrix such that (5.14) is equal to
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0 M 0









D
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 (5.15)

and introduce V̄ := V QM−T and Ŷ := Y − ŪD−1ŪT − V̄ E−1V̄ T . To make the left
matrix lower triangular, apply a third permutation matrix

P2 =






I 0 0

0 0 I

0 I 0






Now, a complete factorization can be obtained by

PT2 P
T
1 P

T
0 KP0P1P2 =
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I





The partition into multiple smaller problems have several potential benefits and
applications. When more than one processor is available, the method can be used
to fully utilize the computational capabilities and speed up the solve time.
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The parallel algorithm also has applications to cases where the system matrices
are changing, i.e. nonlinear MPC or when the system is relinearized around the
reference trajectory between iterations. In such cases, the parallel computations can
be used to separate the computations into two parts. The initial part would then be
computed with an efficient factorization method that corresponds to the majority of
the maneuver time. The second part is the extendable horizon that can be adapted
to any desired horizon at a low additional cost. This is illustrated in Figure 5.6.
Another implementation of this algorithm could be to use a backwards factorization
for the initial part, and the forward factorization discussed in 5.5 for the end, as is
illustrated in Figure 5.7. This is particularly useful for time-varying systems, where
the initial “shrinking” part can be updated as the system moves forward.

Extendable horizon
(Forwards factorization)Main factorization

f0, f1, . . . , fN0−1 fN0
fN0+1 fN0+2

. . .

Figure 5.6: A partitioned model where only the last part is extendable.

t = 0

Extendable horizon
(Forwards factorization)

Shrinking horizon
(Backwards factorization)

f0 f1 . . . fN0−1 fN0
fN0+1 fN0+2 . . .

t = 1
f1 . . . fN0−1 fN0

fN0+1 fN0+2 . . .

Figure 5.7: A partitioned model where both the initial part and the last part is
extendable.

5.7 VH-MPC implementation

The outer problem is implemented in C++. The implementation of the inner problem
is done directly in OSQP to maximize the efficiency. The code for this altered version
of OSQP can be found on GitHub1. The main changes are as follows. All matrix
data are saved in the sparse Compressed Sparse Column (CSC) matrix format,
presented e.g. here [149]. When the problem structure of 5.5 is changed, the A and
P matrices, as well as the permutation matrix P0 needs to be updated. Further, the
lower triangular L matrix and the diagonal matrix D that factorize (5.7) have to
be updated. The CSC format allows us to cheaply add or remove columns at the

1https://github.com/laperss/osqp-recursive-ldl

https://github.com/laperss/osqp-recursive-ldl
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end of the matrix, so updating the A, P , and P0 matrices is straightforward. The
algorithm for the factorization to find L and D is shown in Algorithm 3. Note that
all odd X (those corresponding to system constraints) are saved in an array, so that
when the horizon is updated from N0 to N = Nnew, there are two scenarios:

1. Horizon is increased: Choose X = Xarr[N0−1], continue from line 7 in
Algorithm 3 but with i = N0 − 1, . . . , N − 1.

2. Horizon is decreased: Choose X = Xarr[N−1], continue from line 14 in
Algorithm 3.

The changes we make affect the part described in Section “Direct method” in [145].
Other than the initial factorization and the factorization updates, we do not make
any other changes to the algorithm, but the exact same functions are called to solve
the problem in OSQP after the factorization stage.

5.8 Evaluation of VH-MPC algorithm

The recursive algorithm has been implemented into OSQP and is compared against
the standard OSQP algorithm for application to a variable-horizon MPC application
of a quadcopter going from point A to point B. The main difference between the
original algorithm and the recursive KKT algorithm is the computation of the
LDLT -factorization.

Figure 5.8 illustrates the difference in the nonzero-structure of the resulting L
matrix for the example system with horizon N = 19 using the forward recursive
factorization method derived in Section 5.5, versus the factorization resulting from
the algorithm included in OSQP. The original method results in a slightly more
sparse matrix, while the recursive method gives a banded diagonal matrix. This is to
be expected since the recursive formula does not take the entire sparsity structure
into account.

The total solve time, separated into its update time and the time taken by
the ADMM iterations in the solver, is shown in Figure 5.9. Here we can confirm
that the recursive formula requires a constant, very small, time for the update
of the horizon in the matrices between each iteration, compared to the standard
algorithm presented earlier (Figure 5.5), which has a setup time of a comparable
size as the iterative ADMM solve time. For clarity, the setup and update time in
both algorithms are compared side-by-side in Figure 5.10. We see that the longer
the horizon, the more time is saved using the recursive algorithm, since the standard
method grows linearly with the horizon. These results illustrate how the recursive
algorithm can compute the LDLT -factorization for many consecutive VH-MPC
horizons at a very low computational cost, compared to the computational time
taken by the standard algorithm.
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Algorithm 3: Recursive factorization of KKT matrix

Input : Horizon N , CSC matrices Q, CN , Ai, Aij for
i = 0, . . . , N−1, j = i+ 1

Output : CSC matrix L, vector D, CSC array Xarr

/* Initialize L as a CSC matrix and D as a vector */

L := CSC(N · (nxu+nxy) + nt, nnnz);
D := zeros(N · (nxu + nxy) + nt);

/* Functions pivot even() and pivot odd() compute Li, Di and Ȳi
and add them to the large matrix L and the vector D */

X = Q2 + σI;

Ȳ = pivot even(L, D, X, A0);

X = −ρ−1I −A0Ȳ ;
Xarr += X; // Save for future updates

for i = 1, . . . , N − 1 do
Ȳ = pivot odd(L, D, X, Ai−1,i);

X = Q+ σI −ATi−1,iȲ ;

Ȳ = pivot even(L, D, X, Ai);

X = −ρ−1I −AiȲ ;
Xarr += X; // Save for future updates

end

Ȳ = pivot odd(L, D, X, AN−1,N);

X = QN + σI −ATN−1,N Ȳ ;

Ȳ = pivot even(L, D, X, CN);

X = −ρ−1I − CN Ȳ ;

/* No need to solve for Ȳ in last pivot */

pivot final(L, D, X);
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Figure 5.8: The zero-structure of the L-matrix (with the diagonal removed) when the
horizon N = 19. The standard implementation uses an AMD algorithm to permute
the KKT matrix. Negative values are plotted in red and positive values in blue.
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Figure 5.9: The time to solve one MPC problem for different horizons in OSQP,
using the recursive factorization algorithm.
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Figure 5.10: A comparison between the time to setup the VH-MPC problem each
time (normal) to the recursive update time (recursive).

5.9 Summary

This chapter has presented an efficient algorithm for solving variable horizon MPC
problems in real-time. The main novelties are the update rules, as well as the forward
factorization of the KKT matrix, which was possible because of the introduced
step-size parameters in the OSQP algorithm that makes the matrix full row-rank.
This factorization enabled us to quickly extend or truncate the matrix to any given
horizon, making it relatively cheap to solve many problems of different horizons
in each iteration. Initial tests have shown that the recursive factorization lets us
update the horizon of the problem at almost no additional computational cost.
This means that it becomes relatively cheap from a computational perspective to
solve the MPC problem for several different horizons. Further tests of the VH-MPC
algorithm, performed in more realistic simulation environments and in real outdoors
experiments, are presented in Chapters 6 and 7.



Chapter 6

WARA Public Safety

This chapter describes the experimental setup of the cooperative autonomous
landing scenario with a quadcopter landing on an unmanned surface vehicle (USV),
and presents experimental results that have been obtained in various tests. The
research presented in this chapter was done as a part of the the WARA Public
Safety demonstration that was introduced in Section 1.3. The experimental setup is
outlined in Section 6.1, including a description of the boat and quadcopter used in
the experiments. Section 6.2 continues with an explanation of the implementation
of the software, including the controller, state estimation, and other functions in the
Robot Operating System (ROS). The dynamical model of the system is discussed
in 6.3. Real outdoors experiments are presented for different setups in Sections 6.4–
6.6, including real-time experiments of VH-MPC and tests of a distributed version
of the controller. This chapter is mainly based on results presented in [37–40].

Figure 6.1: Landing attempts during the WARA experiments.

91



92 WARA Public Safety

(a) The CB90 boat (b) Drawing of the CB90

Figure 6.2: The CB90 craft is 16 m long, with a landing platform on the stern of the
boat.

6.1 Experimental setup

Surface vehicle

The boat that has been available to us from the WARA Public Safety research
arena is a rebuilt CB90-class craft, shown in Figure 6.2. This is a highly agile boat,
which can perform very sharp turns at high speeds. It uses water jets for propulsion
and can decelerate from its top speed of 40 knots to a full stop in 2.5 boat lengths.
There is currently work in progress by Saab Kockums to make the boat autonomous.
Currently, the boat is fitted only with a GPS and a compass. It is possible to connect
a laptop directly to the boat GPS, from which NMEA sentences can be accessed.
Specifically, this gives information on the boat latitude, longitude, speed and heading
at a rate of 1 Hz. This data is then used to control the direction and throttle of the
jets. In the future, more sensors will make it possible to better estimate the state of
the vehicle.

A landing platform can be added to the stern deck, which is approximately 4× 4
m2, with the landing platform taking up approximately 3 × 3 m2. The different
landing platforms that we considered are described in Appendix D. The area around
the landing platform has various masts, antennas, and other protruding boat parts.
The avoidance of these parts will be solved by the spatial safety constraints of the
MPC.

Aerial vehicle

The aerial vehicle is a DJI Matrice 100, a platform with open-access to parts of the
code base and with an SDK that is compatible with ROS. Through the SDK, it is
possible to access sensor data coming from the IMU, GPS and pressure sensor, as
well as send commands to the low-level controllers. The drone has a camera mounted
on a gimbal, which can be controlled using angle or angular velocity commands.
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Some of the operating limitations are summarized in Table 6.1. A drawing of the
quadcopter is shown in Figure 6.3.

Max. Speed 22 m/s

Max. Speed of ascent 5 m/s

Max. Speed of descent 4m/s

Max. Pitch angular velocity 300◦/s

Max. Yaw angular velocity 150◦/s

Max. Tilt angle 35◦

Table 6.1: Platform operating limitations of the quadcopter.

Figure 6.3: The DJI Matrice 100 platform is approximately 100 × 100 × 25 cm3,
excluding the antenna.

6.2 Implementation

This section provides a summary of the software side of the system. The code is
written in C++ and Python, where the scripts that are executed most frequently (the
Kalman filter and MPC node) are running in C++. A diagram of the implementation
is illustrated in Figure 6.4.

The setup runs on two computers, one NUC 7i7BNB flight computer, which
also runs all the low level drone control, and one laptop situated on the boat. Both
computers are running Ubuntu 18.04 and are communicating through ROS in the
Noetic Ninjemys distribution1. The wireless communication is done using a local
2.4 GHz Wi-Fi network, with a measured average latency of less than 75 ms.

1http://wiki.ros.org/noetic

http://wiki.ros.org/noetic
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Figure 6.4: The system is distributed over two computers, communicating over Wi-Fi.
ROS is used as the message-passing system both within and between the computers.

In some of the tests, gimbal tracking was running to track the boat using the
DJI onboard camera. The goal was to detect a tag, and to use this information
to get an estimate of the relative position between the vehicles. To this end, an
open-source ROS package for AR tag recognition was used.

6.2.1 Control system

The control of the DJI Matrice 100 is accessed through a predefined SDK, with
inputs summarized in Table 6.2. Here, the control is chosen to be executed through

Horizontal input Variable Limits

Roll and pitch angle ϕ, θ 35 degrees

Horizontal velocities vx, vy 30 m/s

Position offsets ∆pe, ∆pn —

Angular rates ω1, ω2 5/6π rad/s

Vertical input Variable Limits

Vertical speed ḣ -5 to 5 m/s

Altitude h 0 to 120 m

Thrust T 0% to 100%

Yaw input Variable Limits

Heading angle ψ -π to π

Yaw rate ψ̇ 5/6π rad/s

Table 6.2: DJI Matrice 100 control inputs
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vertical velocity, roll angle, pitch angle, and yaw rate commands.
Several different optimization methods have been used in the implementation

of the MPC. Initial tests used either ACADO [69] for nonlinear control or code-
generation tool CVXGEN [68] for linear control. The later experiments use instead
the OSQP-based VH-MPC described in Chapter 5. Most implementations have
a sampling time of 0.1 seconds. The MPC that have been implemented for the
landing experiment have been tested with a number of different configurations, cost
matrices, and constraints. For completeness, example values used in some of the
tests is provided in Appendix B.2. The following values have been used to define
the safety region (compare with Figure 3.7):

ds = 2.0 hs = 4.0 dl = 0.5.

The controller has successfully been tested with reference velocities up to 3 m/s,
which was the fastest we could safely try in the outdoors test area.

The control of the vehicles is coordinated through a supervisor node, which takes
information from the Kalman filter and the MPC and decides what commands to
forward to the low-level controllers. If the next input is not yet available from the
MPC, then the supervisor can continue to send inputs from the last optimal input
trajectory u⋆. For example, if the first command u0 has already been sent to the
drone, but no new trajectory has been sent, then u1 is also applied to the drone.
This continues until sample m when it is not considered safe to follow old commands.
The supervisor also checks the timestamps of the MPC trajectories and the filtered
data, to detect any delays or issues with the communication or the computations. If
any issues are detected, an abort command is sent and the drone will go to a safe
altitude.

6.2.2 Sensors and state estimation

A modified Extended Kalman Filter (EKF) has been implemented for filtering the
sensor data from the drone and the boat. The state estimation runs at a rate 50 Hz.
The Kalman filters are implemented so that partial updates of the system states are
allowed when not all sensor information is available, similar to the work described
in [150]. The predicted values are corrected once every iteration if there are new
measurements available from any of the sensors. One state estimation filter runs
locally on each vehicle. This means that each vehicle has an estimate both of itself,
and of the other vehicle. If for some reason no new data has been received from the
other vehicle for a certain amount of time, then the state estimate of that vehicle
is flagged as unreliable and this information is included in the subsequent control
and decision making. The state algorithm is summarized in Algorithm 4, where the
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state and inputs are given by

xuav = [puave puavn puavu vuavf vuavl vuavu quavw quavx quavy quavz ]T

uuav = [auavf auavl auavu puav quav ruav]T

xusv = [pusve pusvn pusvu vusvx vusvy vusvz qusvw qusvx qusvy qusvz ]T

uusv = [ausvf ausvl ausvu pusv qusv rusv]T

where qi are elements of the quaternions defining the attitude of the vehicles. The
DJI SDK provides raw data from the IMU, as well as an altitude estimate based
on the altmeter readings. There is also a GNSS receiver that outputs an estimated
position and velocity. In addition to or as a replacement of the onboard satellite
position system, several different methods were tested. This is further discussed in
Chapter 8.

Algorithm 4: The EKF

while connected to boat and drone do
x̂uavk|k−1 ← PredictDrone(x̂uavk−1|k−1, u

uav
k );

x̂usvk|k−1 ← PredictBoat(x̂usvk−1|k−1, u
usv
k );

Fk ← Jacobian(x̂uavk−1|k−1, u
uav
k , x̂usvk−1|k−1, u

usv
k );

Pk|k−1 = FkPk−1|k−1F
T
k +Q;

foreach new measurement do
Add measurement to yk;
Add row to Hk;

end

Kk = Pk|k−1Hk
T (HkPk|k−1Hk

T +Rk)−1 ;

x̂k|k = x̂k|k−1 +Kk

(
yk − h(xk|k−1,uk)

)
;

Pk = (I −KkHk)Pk|k−1;
Publish(x̂uavk|k , x̂usvk|k );

end

6.2.3 Relative positioning

To safely land the drone on the landing platform, an accurate estimate of the relative
position is needed. This is a challenging part of the practical implementation of
the autonomous landing problem, and it has been considered in several research
projects, for example [107–109, 151–153]. In [152], an image recognition technique
is used where patterns of different sizes are combined to accurately estimate the
relative position and pose between the quadcopter and a moving ground platform
in a lab. In [153], the approach is instead to use an infrared camera which enables
tracking of IR-lights under limited lighting conditions.
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As a part of the WARA experiments, two main approaches were tested for the
relative positioning: vision based and GNSS based positioning. Because this was
not a major part of the research, readily available packages were used for the vision
based positioning. To this end, we chose to use AR-tags (see Figure 6.5) since there
are readily available packages in ROS for their detection2. The gimbal that the
camera is attached to was then controlled to always point in the direction of the
boat, so that its distance could be estimated by the tag recognition algorithm. At
first, the direction to point at would be decided based on the GNSS position of the
boat. After the AR-tag was detected, tracking would switch to follow the tag with
the camera. Although the gimbal tracking algorithm worked well in experiments,
the relative state estimation from the tag recognition algorithm was not stable for
this application. The output from the algorithm was strongly affected by lightning
conditions.

The second approach to relative positioning that was considered was to use the
relative positioning using raw measurements from the GNSS receivers. This part of
the project is presented in Chapter 8.

Figure 6.5: To improve the positioning, an AR tag tracking system was added to the
quadcopter. However, the tracking was unreliable in certain lightning conditions.

6.3 System modeling

Dynamical models of the quadcopter and the boat were derived in Section 3.5. The
parameters of the equations (3.13–3.15) have been approximated using experimental
data from real flight tests. The resulting models are presented in Appendix C.2.
For the boat, no input-output data has been recorded since the manual inputs
were not accessible for recording. However, GNSS data has been collected during
different maneuvers to approximate the responses and to estimate maneuverability
limitations. Some of the data collected in these tests are presented in Appendix C.3.
This data has been a basis for the nonlinear simulation model of the boat.

2http://wiki.ros.org/ar track alvar

http://wiki.ros.org/ar_track_alvar
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6.4 Outdoor experiments

Because the boat was not yet made autonomous by the time of the experiments, we
never performed tests in a fully cooperative mode including both vehicles. To still
test the system in a realistic environment, a setup was developed in which the real
drone landed on a virtual, simulated boat.

6.4.1 Boat simulations

The boat is simulated from a separate script running on the boat laptop. The
simulation runs the nonlinear model (3.21), with the option to add sinusoidal
disturbances representing waves. The model is integrated using ACADO. The
simulation model generates IMU and satellite positioning measurements with added
noise. This data is published to the state estimation node. The simulation has been
implemented so that it will be easy to add the real boat at a later stage, with the
boat software already integrated to the system.

6.4.2 Initial tests

Figure 6.6 shows data from one of the initial tests for landing the quadcopter on the
simulated moving boat. The plot shows the relative distance in x and y, along with
the altitude h of the drone above the simulated boat. Instead of landing directly
when the drone reaches an altitude of 10 cm, it was left to follow the boat for
approximately 5 seconds before landing. This was only done to confirm that the
controller worked as intended and would not be done in a real landing, where
the drone would land at first possibility. The controller both manages to drive
the relative distance close to zero and keep the error below 50 cm. Further, no
constraints are violated during the experiments.
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Figure 6.6: Outdoors test of the quadcopter control with a simulated boat. The
relative distance converges fast and after the drone gets within 20 cm of the ground,
the distance does not exceed 0.5 m.
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Figure 6.7: The relative x and y position between the quadcopter and the virtual
boat for varying initial positions. All trajectories reach and stay within the required
±0.5 m limit for the landing. Time has been shifted in the figure to make the landing
time more similar.

6.5 Flight experiments with VH-MPC

All the experiments that were performed with the VH-MPC algorithms were per-
formed outdoors under moderately windy conditions. In addition to the rendezvous
objective, the vehicles are simultaneously tracking a desired heading and velocity.
This means that the landing will be performed while the boat is traveling at some
reference speed.

The algorithm runs successfully on the drone and simulated boat, and is able to
safely complete the maneuver under various initial conditions. The variable horizon
makes it possible to start the maneuver from large distances.

Figure 6.7 shows the trajectories in ∆x and ∆y when using the outer algorithm
presented in Section 5.4 in 15 different tests. The landings have varying terminal
headings and velocities (between 0.5 and 3.0 m/s). The figure illustrates the consistent
performance of the algorithm, even with different initial and terminal conditions.
Note that time has been shifted to give similar rendezvous times, for the sake
of illustration. The corresponding horizontal and vertical horizons are shown in
Figure 6.8. It can be seen that the horizon decreases in most iterations. A few
notable exceptions to this occured when there was a large disturbance from the
wind.

Next we consider the VH-MPC algorithm with both the inner and the outer
algorithms active (Sections 5.4–5.5). Figure 6.9 shows results from two landings
where the initial relative position is ∆x = 15 m, ∆y = 6 m, and ∆h = 8 m.
The reference velocity is 1 m/s in the x direction. Figure 6.9a shows the resulting
decreasing horizon and the time to solve the optimization problem when no large
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wind is present during landing. The initial horizon is around 110, corresponding to a
look-ahead time of 11 seconds. We see that this time corresponds well to the actual
maneuver time. Figure 6.9b shows the same initial conditions but where the drone
was disturbed by a wind gust at around t = 9 seconds. The horizon now adapts
itself to the new conditions, before continuing its decrease when conditions return
to normal. This illustrates the algorithm’s ability to adapt the horizon to external
disturbances.
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(a) Horizon of the horizontal VH-MPC.
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(b) Horizon of the vertical VH-MPC.

Figure 6.8: The horizon of the horizontal and vertical VH-MPC in the outdoors
experiments. The time has been shifted to give similar landing times (between t = 9.5
and t = 14). The horizons decrease in almost every step, except in a few cases where
it remains constant or increases to remain optimal. The corresponding xy-trajectories
are shown in Figure 6.7.
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(a) Normal conditions.
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(b) Wind gust at t = 9 s.

Figure 6.9: The horizon of the horizontal VH-MPC (left axis) in the outdoors
experiments, with the horizontal solver time (right axis). The upper image shows the
result when no significant wind disturbances are present, and the lower figure shows
the case when a large wind gust disturbs the drone around t = 9 s. The horizon is
adapted to the new conditions and starts decreasing again when a landing is possible.
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6.6 Flight experiments with distributed MPC

Because of the distributed nature of the cooperative autonomous landing problem,
the MPC problem extends well to using distributed MPC. Here, we compare a
centralized MPC implementation to a distributed one, and implement and test
these on the DJI Matrice 100 and the simulated boat. A simplified version of the
decoupled controller that was presented in Section 4.3 is used as the basis for the
MPC. The distributed MPC is based on theory from [154], however, since there are
only two systems with full communication the algorithms are simplified considerably.
Further, the experiments presented in this section are mainly intended to illustrate
the feasibility of the method, and to be used as a starting point for future research
projects.

One advantage of distributing the MPC is that it allows the vehicles to act more
independently from one another, in case of e.g. a short communication loss. This
stands in contrast to the centralized case, where the USV cannot act without control
inputs from the UAV.

Let the drone system dynamics be defined by the states xh, xv and inputs uh, uv
in the horizontal and vertical direction respectively. The boat, which is only defined
in the horizontal plane, is defined by the state xb and input ub.

Centralized MPC

In the centralized algorithm, the control inputs for both vehicles are computed by
the same process. Because the dynamics of the UAV are faster than the dynamics
of the USV, the computations are done on the drone computer. The horizontal
optimization problem is given by:

minimize
uh,ub

∑N−1
k=0 lc(xh(k), xb(k), uh(k), ub(k), r) + lc,N (xh(N)−xb(N))

subject to
xh(k + 1) = fh(xh(k), uh(k))
xb(k + 1) = fb(xb(k), ub(k))

}

k=0, ..., N−1

xh(k) ∈ Xh, xb(k) ∈ Xb
uh(k) ∈ Uh, ub(k) ∈ Ub.

}

k=0, ..., N

(6.1)

where r is the reference that the system should track. The vertical problem is
similarly given by:

minimize
uv

∑N−1
k=0 lv(xv(k), uv(k)) + lv,N (xv(N))

subject to xv(k + 1) = fv(xv(k), uv(k))

xv(k) ∈ Xv(d(k)), uv(k) ∈ Uv, k = 0, ..., N.

(6.2)

where the state constraint Xv(d(k)) depends on the distance between the vehicles,
computed from (6.1).
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Algorithm 5: Centralized algorithm

while Has not landed do
Receive state x̂b from USV;
Solve centralized problem (6.1);
Compute predicted distance d⋆ using x⋆h and x⋆b ;
Solve vertical problem (6.2);
Apply control signals u⋆h(0) and w⋆cmd(0);
Transfer u∗

b(0) to USV;

end

USV Horizontal MPC

UAV Horizontal MPCVertical MPC

Predicted
trajectory

Figure 6.10: In the distributed controller, the horizontal problem is distributed
between the UAV and USV, and the vehicles share their predicted trajectories.

Distributed MPC

In the distributed MPC, the computation of the horizontal problem is distributed
between the vehicles. Each vehicle computes its own control inputs, based on a
predicted state trajectory of the other vehicle. The vehicles exchange their predicted
trajectory and adjust their own trajectory to better adapt themselves to each other.
The schematic of this algorithm is illustrated in Figure 6.10. The vertical problem
in the distributed case is only solved on the UAV and is therefore identical to (6.2).
The horizontal problem of both vehicles are now defined as follows:

minimize
uself

∑N−1
k=0 lself (xself (k), x̂other(k), uself (k), r)

+lN,self (xself (N), x̂other(N))

subject to

xself [k+1] = fself (xself (k), uself (k))

xself (k) ∈ Xself
uself (k) ∈ Uself

}

k = 0, ..., N

(6.3)

where x̂other is the predicted state of the other vehicle and (self, other) ∈ {(h, b), (b, h)}
for the UAV and USV respectively.

The distributed algorithm, on the other hand, consists of two separate algorithms,
where the first algorithm runs on the UAV and the second on the USV. A description
of the first can be seen in Algorithm 6.
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Algorithm 6: UAV distributed algorithm

while Has not landed do
Obtain most recent x̂b;
Solve distributed UAV problem (6.3);
Compute predicted distance d⋆ using x⋆h and x⋆b ;
Solve vertical problem (6.2) ;
Apply control signals u⋆h(0) and w⋆cmd(0);
Transfer x⋆h to USV;

end

Algorithm 7: USV distributed algorithm

while Has not landed do
Obtain most recent x̄h;
Solve distributed USV problem (6.3);
Apply control signals u⋆b(0);
Transfer x⋆b to UAV;

end

6.6.1 Results

Two tests were performed: tests comparing the computational time, which we expect
to be smaller in the distributed case, and field experiments investigating the landing
performance of the algorithms.

For testing the computational performance of the algorithms, HIL-simulations
were performed using the DJI simulator, as such, the code was running on the
hardware that they do in real tests. Figure 6.11 shows the distribution of the
computational times of 100 trials with a prediction horizon of 193 time steps. This
shows us that the distributed case can run at a frequency of around 20 Hz safely,
since it has a margin of over 20 ms. The centralized algorithm on the other hand
would need to use a lower frequency if this horizon was used.

The ability of the algorithms to successfully land the UAV was tested in flight
experiments performed outdoors. In these tests, a prediction horizon of N = 100 (5
s) was used. The altitude of the UAV during a landing experiment, together with
the horizontal distance between the vehicles and the altitude safety constraints, is
shown for both algorithms in Figure 6.12. All algorithms successfully performed
the landing without violating any safety constraints. The parameters describing
the safety region were hs = 4 m, ds = 2 m, and dl = 1 m. Note that the USV was
in constant motion during these experiments, so the UAV was able to land while
following the USV motion.

To compare the ability of the algorithms to handle short communication losses,
a set of experiments where the communication was broken for about 2.5 s were
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Figure 6.11: Distribution of computational times for Algorithms 5 and 6, both with
N = 193 time steps.

performed. The communication break was introduced around 4 s after the start of
the landing, and during that time no messages were sent from either of the vehicles.
Figure 6.13 shows the landing attempts of each algorithm in these experiments.
Both distributed algorithms successfully satisfied the safety constraints at all times,
which the centralized algorithm, on the other hand, could not. In the centralized
case, once the USV stops receiving instructions from the UAV, it will stop applying
control inputs, making the predictions made by the UAV inaccurate. Therefore,
the UAV will continue moving, expecting the USV to move along with it, until it
eventually fails to satisfy the safety constraints. In the distributed case, once the
UAV and USV stop receiving updated plans from each other, they still have old
predictions to follow. By assuming that the other vehicle follows the last received
plan, both vehicles can continue moving approximately as agreed, until new plans
arrive.
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(a) Landing using Algorithm 5.
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(b) Landing using Algorithm 6.

Figure 6.12: Landing attempts using Algorithms 5–7. All algorithms successfully
avoided crossing the safety limit. The UAV altitude is denoted by hUAV , and the
horizontal distance between the vehicles is denoted dhor.
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(b) Landing using Algorithm 6.

Figure 6.13: Landing attempts with a 2.5 s break in communication. The motion
during the time of communication loss is represented by a dash-dotted line. For the
centralized controller, the break in communication made the USV fall behind the UAV,
and despite attempts to abort to a safe altitude, safety constraints were violated. The
distributed algorithms satisfied the safety constraints throughout the landing.



Chapter 7

FlightGear Simulations

In this chapter, a simulation setup for testing and analyzing cooperative land-
ing maneuvers and corresponding control algorithms is developed. In particular,
the cooperative rendezvous between a fixed-wing unmanned aerial vehicle and an
unmanned ground vehicle, as has been presented in Section 3.4, is considered.

Realistic simulations and corresponding visualizations are a vital part of the
control design for any complex and/or safety critical system. Simulations can be
used to obtain a comprehensive overview of the performance of the system under
the presence of modeling errors, communication delays, measurement errors, and
disturbances. They can also be used for calculating suitable control parameter values
prior to testing the controller on a real system.

The simulation structure and some of the features of the flight dynamics generator
are discussed in Section 7.1. The controller, including a low-level autopilot and a
model predictive controller, is presented in Section 7.2. The system equations are
derived and estimated in Section 7.3. Results from several landing simulations are
presented in Section 7.4 and Section 7.5, demonstrating that the MPC solution for
the cooperative landing is a promising method also for use in complex, safety-critical
systems.

7.1 Simulation structure

In these simulations, FlightGear1 together with JSBSim2 are used for flight dynamics
modeling, simulation and visualization. FlightGear is an open-source flight simulator,
used in academic and industrial settings, as well as by hobbyists and for pilot training.
In academia, FlightGear is used in a variety of applications including hardware-in-
the-loop simulations and development of aircraft and flight control systems. JSBSim
is a standalone, open-source flight-dynamics model. JSBSim defines the aircraft
dynamics and computes its movement by integrating its state over time subject
to external and internal forces and moments. JSBSim includes configurable flight

1http://www.flightgear.org/
2http://jsbsim.sourceforge.net/
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Figure 7.1: The cooperative landing maneuver visualized in FlightGear, using the
JSBSim flight engine.

control systems, aerodynamics, and actuator definitions using an XML-based text
format [155]. JSBSim has many types and models of aircraft available for download
and the models can easily be adapted according to the needs of the simulation. The
aircraft models include nonlinear, state-dependent dynamics, making it possible to
capture complex behaviors like stall and spin. Moreover, environmental effects such as
wind gusts and turbulence are directly integrated into the simulations in FlightGear.
This means that we get a significantly more comprehensive understanding of how
the controller performs when tested in a real-time scenario.

The UAV used in these tests is the Rascal 110 UAV3, which is a small fixed-wing
drone with a wingspan of 2.8 m and an empty weight of 5.9 kg.

7.1.1 Simulation Structure

Two setups for simulating the cooperative autonomous landing have been developed,
with slightly different use cases. The first setup includes FlightGear, and is a more
complete solution that includes advanced visualization and configurable external
effects such as weather and turbulence. The second setup uses JSBSim flight dynamics
modeling standalone, and can be used for testing in larger quantities since FlightGear
does not have to be restarted for every simulation.

The FlightGear simulation setup uses two instances of FlightGear and JSBSim
running simultaneously, corresponding to the UAV and the UGV (see Figure 7.2).
Python is used as a control interface for converting inputs and sending them to
FlightGear. The communication between Python and JSBSim/FlightGear is done
using the Telnet protocol for individual and occasional commands, and over TCP
for continuous commands such as the reference trajectories.

3https://github.com/PX4/HIL/tree/master/aircraft/Rascal

https://github.com/PX4/HIL/tree/master/aircraft/Rascal
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Figure 7.2: The structure of the implementation using FlightGear and JSBSim. The
gray blocks are implemented with one of the optimization frameworks discussed in 7.2.1,
and the blue blocks are implemented using JSBSim and FlightGear.

The two vehicles are connected using the FlightGear MultiPlay mode, which
makes it possible for the vehicles to interact physically and be seen in the same
visualization window. The two instances communicate over TCP. There is a delay
in the exchange of states, causing a lag in the visualization. To counteract this,
there is a patch for predicting the other vehicles movement based on velocities and
accelerations. This corrects the problem to a large degree. After this correction,
there still remains small fluctuations in the delays in the data stream from JSBSim
to Python. To counteract this, the data has been timestamped and is corrected
before it is sent to the controllers.

The second setup that only uses JSBSim is implemented in ROS Noetic Ninje-
mys4, and is running the two different simulation scripts and the control script as
separate nodes. Everything is running in real time.

7.2 Controller

The control system consists of two main parts: the MPC and the low-level controllers.
First, the decoupled MPC described in Section 4.3 is used to compute reference
paths for the acceleration, flight path angle, and heading angle. Here, the MPC has
a setting that allows the user to choose between VH-MPC and normal MPC. The
reference trajectories are forwarded to the low-level autopilot controllers, which then
use these values to compute actuator control signals. These low-level controllers are
implemented in the JSBSim XML-based file format, as described below.

4http://wiki.ros.org/noetic

http://wiki.ros.org/noetic
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Figure 7.3: The structure of the UAV autopilot. Given a reference acceleration ar, a
reference flight path γr, and a reference heading ψr, the flight control system produces
suitable throttle command δt, elevator command δe, and aileron command δa. The
low-level controllers are shown in Appendix A.

Low-level controller

When deriving the kinematics of the system in Section 3.4, it was assumed that
low-level controllers exist that convert commands for acceleration, flight path angle,
and course angle to control signals for the throttle, elevator, aileron and rudder δt,
δe, δa, δr, and that this low-level control made the responses approximately linear.

To this end, autopilots have been designed for the UAV in JSBSim. Each loop is
a cascaded PID controller. The UAV autopilot takes as input:

• Velocity or Acceleration.

• Altitude or Flight Path Angle.

• Heading or Wings-Level.

From these reference values the autopilot computes the elevator, aileron, and throttle
commands, denoted δe, δa and δt respectively. The UAV control structure is shown
in Figure 7.3. The acceleration a and the flight path angle γ of the aerial vehicle
are controlled using a Total Energy Control System (TECS) [111]. With TECS, the
use of throttle and elevator are coordinated by taking the requirement of the total
mechanical energy and the desired energy distribution into account. This controller
has the advantage that the autopilot approximately decouples the longitudinal and
vertical control, assuming that the thrust and pitch control are tuned to give suitable
responses.
The UGV control system takes as input:

• Velocity or Acceleration.

• Heading,

and computes a throttle command δf and a steering command δs.
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Figure 7.4: The structure of the UGV autopilot. For a reference acceleration ar and a
reference heading ψr, the control system returns a throttle command δf and a steering
command δs.

7.2.1 Model predictive control

The decoupled MPC presented in Section 4.3, is implemented to compute optimal
trajectories and corresponding inputs to the autopilots. Several different implementa-
tions of the MPC algorithms have been tested. Initial controllers were implemented
using Python and CVXPY [156], while later implementations used code genera-
tion with ACADO [69], or CVXGEN [68]. All VH-MPC are implemented using
OSQP [145]. The MPC solver is called every sampling time at a frequency of 10 Hz.
In case no solutions are found (e.g. because the states are outside of the feasible set,
or because the optimization did not have time to converge), the vehicles are sent
commands to cancel the maneuver and reach a safe state.

Constraint tightening

To make sure that the MPC stays feasible even under model uncertainty and
disturbances, constraint tightening is used. Following [78, 79], the constraint set is
tightened according to a candidate feedback law. Here, this candidate law is chosen
such that

(A+BK0)(A+BK1) · . . . · (A+BKp−1)W = 0

where W is the set of bounded disturbances. For this, we solve for p state feedback
gains Ki. Note that while this candidate law will not be used in practice, the choice
will affect the tightening of the different variables, as is illustrated in Figure 7.5.
With Zi, Qi defined by(2.12–2.14), the optimization problem becomes

minimize
u

JN (x0,u)

subject to xi+1 = Aixi +Biui

zi = Cixi +Diui

zi ∈ Zi, xN ∈ Qi,

(7.1)

An algorithm for computing the Pontryagin difference, adapted from [80], is
presented in Algorithm 8. Note how only the vector valued left hand side of the
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inequality changes from the subtraction: Mx ≤ m becomes Mx ≤ m − h after
subtracting N from M. This means that when constraint tightening is used, only
the vector valued part of the linear inequality in the optimization problem has to
be updated. This suggests that the constraint tightening can be efficiently updated
online if needed. For example, the altitude constraints

h(t+ i | t) ≤ hlim(t+ i | t)

can be tightened to
h(t+ i | t) ≤ hlim(t+ i | t)− ν(i)

where ν has been precomputed using Algorithm 8. The computation of the distur-
bance sets Wi (2.12–2.13) have been implemented in Python, using the CDD library
for Python5 to compute extreme points of the sets.

Algorithm 8: Pontryagin difference: P =M⊖N
Input :M = {x |Mx ≤ m}, N = {x | Nx ≤ n}
Output :P = {x | Px ≤ p}
ν ← ~0; i← 0;
foreach row r in M do

ν(i)← maximize(rx) subject to x ∈ N ;
i← i+ 1;

end
P ←M ; p← m− ν;

7.3 System equations

Both autopilots have been tuned experimentally to give satisfactory responses.
After tuning, the functions from reference acceleration and flight path angle to
their respective outputs can be approximated as first or second-order systems.
The unknown parameters of the difference equations from reference inputs to their
corresponding values were then estimated experimentally, by fitting equations to data
collected in FlightGear. This resulted in five continuous-time state space equations
corresponding to UAV acceleration, flight path angle, and heading, and UGV
acceleration and heading. The difference equations governing the state equations
for the UAV and the UGV (4.1–4.2) are now found by discretizing the equations of
motion (3.7 – 3.8) using

Ad = eAT , Bd =
∫ T

0
eAτdτB

Comparisons between the input responses of the estimated system equations and
the actual responses simulated in FlightGear are shown in Appendix C.

5https://pycddlib.readthedocs.io/

https://pycddlib.readthedocs.io/
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Figure 7.5: Constraint tightening in the vertical direction, for varying values of p.
The left figure shows the maximum tightening of the altitude constraint. The left figure
shows how the tightening of the input constraint varies over several iterations.

Note that, although the assumption is that the low-level controllers make the
controlled responses linear, this is only approximately true and within a limited
range of the state variables. In the MPC, state constraints can be set to make sure
that the UAV states remain within these ranges.

Although the TECS controller approximately decoupled the control of the
acceleration and the flight path angle, the decoupling will only be active assuming
that the throttle is not saturated. If the throttle is saturated, either the velocity
or flight path will be prioritized. An example of this is shown in Figure 7.6, which
illustrates the γ and γcmd variables under a maneuver with simultaneous aggressive
acceleration and flight path maneuvering. Between 3.5 and 9.5 seconds, the throttle
is saturated (δt = 0) and cannot be decreased further. Since speed priority is active,
the flight path angle will not be controlled in this period of time. When the throttle
is not saturated any more, control is regained. This can be an issue when the drone
simultaneously tries to give large control inputs to the acceleration and flight path
angle. Here, this is often not a problem since both the flight path angle and the
acceleration are constrained. However, a further improvement could potentially
be to estimate this relationship better and include the information directly in the
constraints of the MPC. This would be particularly interesting for more extreme
maneuvers that require the UAV to move far outside the linear range.

7.4 Simulations

The FlightGear simulation setup is implemented on an Intel Core i7 CPU 3.40
GHz×8 computer running Ubuntu 16.04, using FlightGear 2019.1.1. and Python 3.6.
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Figure 7.6: The γ response under throttle saturation.

The code for the FlightGear/JSBSim setup is publicly available on GitHub6. Note
that, in the FlightGear simulation setup, the data that is received from FlightGear
to Python is subject to noise and is published at approximately 180 Hz, subject to
random delays. This adds realistic challenges when controlling the vehicles.

7.4.1 Comparison between MPC and PD approach

For comparison purposes, a hybrid PD controller similar to the one presented in
Section 3.1 has been implemented. The PD controller separately controls ∆x and
∆y and has a switching law in the h direction. This controller is implemented with
the same constraints on inputs and states as the MPC controller. The PD control
law runs at 50 Hz, while the MPC is running at 10 Hz.

The altitude controller is a hybrid controller. It will command the UAV to stay
at a high altitude when it is far away, and commands a flare control law (3.2) when
the UAV is closer than some prespecified distance. Both controllers are supervised
by an outer controller that observes if the UAV enters the dangerous region too close
to the ground vehicle or the ground. This area is illustrated in red in Figure 7.7,
where blue and green lines are closed-loop trajectories under the PD and MPC law
respectively. This figure shows the trajectories from one of the initial states that
made the PD controller go into the dangerous region, forcing it to gain altitude and
attempt a second landing. While this did not happen for all initial states under the
PD control law, it did occur frequently enough to be a problem. Figure 7.8 compares
the total maneuver time of the PD implementation and the MPC implementation.
This test was implemented in the standalone JSBSim environment. Most of the red
initial states in Figure 7.8 corresponds to states that had to do a second or third

6https://github.com/laperss/fg-cc-sim/

https://github.com/laperss/fg-cc-sim/


7.5. VH-MPC Simulations 115

−60 −40 −20 0
0

5

10

15

20

∆x [m]

h
[m

]

Figure 7.7: Landing profiles comparison for two controllers under mild wind conditions.
The blue curve shows the MPC described in Section 4.3. The green curve shows a
simple PD controller.

attempt before landing successfully. It is clear that there was difficulties in tuning
the PD controller such that it was both fast enough to land within the runway
length, but slow enough not to trigger an abort of the maneuver. These results
reflect the practical experience discussed in Section 3.1.

The simplest way to avoid entering the constrained region under the PD law
was to decrease the flight path angle γ0, to give the vehicles more time to align in
∆x and ∆y, or to decrease the aggressiveness of the PD parameters. This however
makes the time to rendezvous much longer, which might not always be an option
given that the vehicles might be traveling along a runway of finite length.

The MPC law on the other hand was able to efficiently avoid the dangerous
region and land safely on the landing platform. This is done by predicting the
dynamics of the vehicles, and adapting the speed and accelerations in time to avoid
overshooting in ∆x and ∆y, and by explicitly taking the dangerous regions into
account when computing the control inputs.

7.5 VH-MPC Simulations

Simulations have been run in the FlightGear/JSBSim setup on the VH-MPC
presented in Chapter 5, with tmax = 0.05 seconds. For the vertical problem, tmax
was set to 0.02 seconds. As was discussed in Chapter 5, one of the benefits of using
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Figure 7.8: Comparison of landing times for some random starting positions. All the
pictured landing positions had initial states with vuav = vugv. While the PD approach
was difficult to tune to work well for a large range of initial states, the MPC controller
was always feasible in its initial landing attempt and did not need any retries. This
made many of the experiments much more efficient.
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VH-MPC over standard MPC for the autonomous landing problem is that the
true objective of the problem is correctly reflected in the cost function. This also
meant that the tuning was easier, since no penalty had to be chosen for ∆x and ∆y.
Figure 7.9 compares the predicted optimal trajectories of standard MPC against
the trajectories of VH-MPC. The weights of the two MPC are identical, except
that the normal MPC has penalty value 5 for the quadratic error in ∆x,∆y,∆h,
while the VH-MPC instead has c = 5 in (5.3). The figure illustrates how VH-MPC
provides more appropriate trajectories as a result of the rendezvous goal being
more correctly represented by the VH-MPC objective. Not only does the VH-MPC
controlled system go to the rendezvous point faster than the system following the
standard MPC does, but it also does so without overshoot and with less aggressive
control inputs in the ∆y direction. Note that, while the weights of the normal MPC
could be decreased for a less aggressive response, this leads to a slower convergence
of ∆x and ∆y at the end of the maneuver – and thus a longer maneuver time. By
careful tuning of the Q and R matrices, a satisfactory behavior can be designed,
however, the VH-MPC solves this problem more easily and is less dependent on a
correct tuning.
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Figure 7.9: A comparison between the optimal rendezvous trajectory of a normal
MPC and a VH-MPC. The normal MPC uses a quadratic penalty on the distance,
and thus gets a more aggressive control with a large overshoot, while the VH-MPC
instead computes the control needed to reach the desired set fast.

Figure 7.10 shows the positions of the UAV and UGV in the x and y-directions
during one of the landings. Some of the intermediate predicted trajectories are
shown in dashed and dotted lines. It can be seen that the horizon of the predictions
is adapted to the distance to the rendezvous point. It can also be seen that the
estimated point of rendezvous is changing slightly, due to differences between the
true system and the linearized model, and because of external disturbances. However,
the estimated rendezvous point stays within approximately 50 cm from the original
plan.

Figure 7.11 shows the rendezvous time for 300 randomly sampled initial positions.
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All control parameters were kept the same during the pictured experiments. The only
part of the initial state that varies is the relative position, ∆x0 and ∆y0, and they
vary over a large set of states. The initial altitude is h0 = 20 m in all experiments,
and the initial velocities are v0

a = 25 m/s and v0
g = 10 m/s. This means that the

vehicles both have to reach the same velocity, and align themselves before a landing
is possible. This initial state was chosen because it had shown to be challenging for
the standard MPC problem. From the figure, it can be seen that the same VH-MPC
works well for varying initial conditions, which requires the vehicles to perform
different movements. The dependence of the total time to rendezvous on the initial
conditions is clearly visible, with experiments starting around ∆x between -40 and
-30 m being fastest, because the UAV starts from behind the UGV with a higher
velocity. These simulations show that the controller works as it should for a large
range of initial states.

Figures 7.12 and 7.13 show how the computational time and horizons vary
together as the system progresses for the VH-MPC and for the standard, fixed-
horizon MPC. The figure shows the average time for each iteration over 10 repeated
simulations. For the VH-MPC, the initial solution requires a horizon Nhrz = 95
and Nvrt = 170. The horizontal horizon is smaller than the vertical because its
terminal set must be reached before the vertical controller is allowed to descend
below a certain value. Both horizons have an overall decreasing trend over time. The
solver time stays below 90 ms at all times for both solvers. For the VH-MPC, the
solver time decreases with the horizon, which in turn decreases with the distance
to rendezvous. For the standard MPC, the solver time is more uniform over the
entire maneuver. For both MPC, the solver times are between 10 and 90 ms. For a
finite-time maneuver such as the autonomous landing, the decreasing solver time
that is offered by the VH-MPC is preferable since it is more important that the
optimization problem is solved on time in the very critical ending of the maneuver.

To see how important the initial guess of N (at the start of the maneuver when
initializing the algorithm) was, we tested to solve the rendezvous problem from a
fixed initial distance, but with a varying initial N . The result is shown in Figure 7.14,
where 4 different initial distances (50, 65, 85, and 100 meters) are considered against
initial N guesses varying between 90 and 140. From the figure we can see that in
practice, the initial guess for N does not affect the total maneuver time. This is
because the VH-MPC algorithm allows the system to both increase of decrease the
horizon, and the controller will reach its optimal horizon within a few iterations of
the VH-MPC algorithm.
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Figure 7.10: A comparison between the true rendezvous trajectory (green and
blue lines) and three intermediate predictive trajectories (marked by triangle, circle
and diamond) from the horizontal VH-MPC solver. The horizon is adapted to the
rendezvous point and the rendezvous coordinates stays close between predictions (less
than 1 m difference).
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Figure 7.11: The time from starting the maneuver to maneuver completion, for
varying values of ∆x and ∆y, but for the same initial altitude (h = 20 m) and control
parameters. The figure shows 300 randomly sampled initial positions. Note that the
experiments were all run in real time with the simulations and controller nodes running
as separate processes, causing some randomness in the results.
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Figure 7.12: The average horizon and computational time over 10 simulations from
the same initial states, using a fixed-horizon MPC. The horizons have here been fixed
to make the problem feasible, but also not making it too large.
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Figure 7.13: The average horizon and computational time over 10 simulations from
the same initial states, using a variable-horizon MPC. The horizon initially increases
because of the trade-off between the horizon and the rest of the objective function.
The average solution time decreases with the horizon, and is by the end lower than
the corresponding fixed-horizon solver time.
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Figure 7.14: The difference in (closed-loop) total landing time depending on the
initial guessed horizon N for for different initial distances. Because the outer controller
quickly adapts to the optimal horizon (as shown in Figure 7.13), there is no significant
difference in the total landing time of the maneuver if the initial horizon is relatively
close to the true value.



Chapter 8

Relative Positioning using

Satellite Navigation

This chapter describes work done to implement a relative satellite positioning system
with centimeter accuracy for the quadcopter and boat system. Two main methods
are treated. First, an RTK augmented setup that requires a reference station that
transmits its position and satellite observations to the GNSS receivers is considered.
Then, a double difference method [157], which is similar to RTK, but without the
need for a static reference station. These satellite positioning methods are compared
to the standard GNSS algorithm, and tested in different setups. The double difference
method is shown to work very well in many scenarios, and suggestions for how to
improve its robustness for applications to real systems are presented.

8.1 Satellite navigation

The Global Navigation Satellite System (GNSS) consists of a collection of satellite
systems, including the American GPS, the Russian GLONASS, and the European
Galileo systems. GNSS receivers estimate their global position using trilateration of
a number of satellite distance measurements, estimated from the signal travel time
from the satellites that are currently in view.

The accuracy of satellite navigation depends on a number of different factors,
i.e. the number of satellites in view, their positions in the sky, disturbances from
the environment such as signal blockage or reflections, and the receiver quality. The
European Galileo system has an expected accuracy of less than 15 m for single-
frequency receivers once full deployment has finished [158]. In practice the accuracy
tends to be much better than this, and smartphones with GNSS can be accurate to
within a 4.9 m radius under good conditions [159].

123
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8.1.1 GNSS baseline test

To test the nominal accuracy of our GNSS receivers, we attached two receivers on
the deck of the CB90 boat a distance 60 cm apart and collected data while the boat
was driving around. The distance d is computed from the latitudes (φ1, φ2) and
longitudes (λ1, λ2) using the Haversine formula

a = sin2((φ2 − φ1)/2) + cos(φ1) · cos(φ2) · sin2((λ2 − λ1)/2)

d = 2R · arctan 2(
√
a,
√

1− a),

where R is the radius of the earth. The result is shown in Figure 8.1. Even though
the receivers were located under an almost completely open sky with around 20
visible satellites at all times, the estimated distance between the two antennas varied
between 10 cm and 3.5 meters. This is a good result relative to the expected GNSS
performance, however, it is not good enough precision for a safe landing.
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Figure 8.1: The measured relative position between two receivers, compared to the
true distance (red, dashed), which is approximately 60 cm.

8.1.2 GNSS observables

Data is broadcasted from the satellites through a unique code identifying each
satellite, where information is encoded into the signal using phase modulation. This
information contains the time of signal transmission, as well as satellite orbital
parameters, health status, and more. The data available for position estimation
comes in the form of three main observables:

• Code pseudoranges P : The most basic observable is the signal traveling
time, estimated by shifting the received signal by ∆t to match the signal to a
local replica. The code pseudorange P iα between satellite i and receiver α is
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formed by multiplying the traveling time by the speed of light c. This is not
the true range, since the signal traveling time is affected by clock errors and
disturbances. The pseudorange is written in terms of the true geometric range
ρiα as

P iα = ρiα + c · (δtα − δti) + Iiα + T iα + εP (8.1)

where δtα and δti is the clock error of the receiver and satellite i, and Iiα
and T iα denotes the ionospheric and tropospheric disturbances. The term ǫP
contains other disturbance terms and measurement noise, but is very small
compared to the other terms.

• Phase pseudoranges Φ: The phase of the received carrier wave can be
used to estimate the distance to a very high accuracy. However, because the
exact number of cycles between satellite and receiver is unknown, the distance
is only known to an error of the wavelength λ0 ≈ 19 cm times an unknown
integer. The carrier range is written in terms of the true geometric distance as

Liα(tα) = ρiα − λ0N
i
α − c · (δti − δtα) + Iiα + T iα + εφ. (8.2)

where N i
α is the integer ambiguity.

• Doppler measurements D: By computing the difference between the emit-
ted and the received frequency, we can get the Doppler shift of the signal.
From this value we get an estimate of the relative radial velocity between the
satellite and the receiver

Di
α = λΦ̇iα, (8.3)

which can also be used in the position estimation, or to estimate the receiver
velocity.

8.1.3 Basic positioning algorithm

The most basic satellite positioning algorithm uses pseudorange data from at least
four different satellites to solve for the state of the receiver, defined by xα =
[xα yα zα δtα, ]

T consisting of the estimated global position and the receiver clock
error. The pseudorange between satellites 1 to n and receiver α is given by the
vector P ∈ R

n, which is approximated by the nonlinear function g(x)

P =








P 1
α

P 2
α

...

Pn
α








=








ρ1
α + c · δtα − c · δt1

ρ2
α + c · δtα − c · δt2

...

ρn
α + c · δtα − c · δtn








+








ε1
α

ε2
α

...

εn
α








= g(xα) + ε, (8.4)

where δtα and δti are the receiver and satellite clock biases, ε contains disturbance
terms, and ρiα is the true distance to satellite i, computed by

ρiα =
√

(xα − xi)2 + (yα − yi)2 + (zα − zi)2.
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We use non-linear weighted least-squares estimation to update the estimated state

x̂+
α = x̂α + (GTWG)−1GTW (P − g(x̂α)),

where G is the Jacobian of g(x) and W is a weight matrix based on the signal-to-
noise ratio of P . Note that when xα is updated, the transmission time τ changes,
meaning that the satellite positions changes as well. To correct this, satellite positions
are also recomputed iteratively. This is summarized in Algorithm 9, where the
position at time t is computes. The variables ǫin and ǫout denote convergence
bounds.

Algorithm 9: Basic satellite navigation algorithm

x̂α,x
0
α ← xprevα ;

while ∆xout > ǫout do
foreach i = 1,. . . ,n do

τ i ← (P iα − c · δtα + c · δti)/c;
[xi, yi, zi]T ←SatPos(i, t− τ i);

end
while ∆xin > ǫin do

G←Jacobian(g(xα));

x̂+
α ← x̂α + (GTWG)−1GTW (P − g(x̂α))

∆xin ← ‖x̂+
α − x̂α‖; x̂α ← x̂+

α ;

end

∆xout ←
∥
∥x̂α − x0

α

∥
∥; x0

α ← x̂α;

end

8.1.4 RTK and double difference positioning

The accuracy of the standard GNSS algorithm is limited by different error sources
affecting the observables (8.1), (8.2), such as:

• Atmospheric (ionospheric and tropospheric) error, Iiα and T iα,

• Satellite clock error δti,

• Receiver clock error δtα.

Receivers that are spatially close will experience similar atmospheric disturbances,
and satellite clock errors will be the same independent of the receiver that receives the
signal. Because of this, all of the above error sources can be removed by considering
relative measurements instead of raw measurements.

This is the main idea behind the double difference (DD) method, where a system
of equations for double differentiated observables is solved instead of (8.4). Real-time
kinematic (RTK) systems use this method, where a base station with a known
global position transmits its observables, and the relative distance between the base
station and another receiver is used to compute the global position of the receiver.



8.1. Satellite navigation 127

This method can result in centimeter accuracy when the conditions are good. The
difference between RTK and DD is that RTK requires a fixed base station, and
that the DD algorithm must instead estimate its global position online. A weighted-
least-squares double-difference (WLS-DD) method is proposed in [160]. In [157],
the WLS-DD method is applied to low-end navigation level GPS receivers, and is
shown to significantly decrease the relative positioning error. Only pseudorange
measurements are used, limiting the accuracy to be in the order of a few meters.
To get centimeter accuracy, carrier-phase ranges need to be included, see [161].
This solution requires a more advanced algorithm solving an integer least-squares
problem, and tracking the most probable integer combinations.

The concept of double difference is illustrated in Figure 8.2, where the distance
between the two receivers is denoted by r̄αβ . They are assumed to be spatially
close and have common satellites with coordinates p1 and p2 in view. The four
pseudoranges received in the pictured constellation are

P 1
α, P 2

α, P 1
β , P 2

β .

Because of the relatively much larger distance to the satellites compared to the
distance between the receivers, the vectors pointing from the receivers to the same
satellite are considered parallel. The unit vector pointing at satellite i is given by

ēi =
pi − pα
‖pi − pα‖

=
pi − pβ
‖pi − pβ‖

.

The single difference is computed by subtracting the pseudorange measurements (8.1)
for the two receivers with the same satellite i

∆P iαβ = P iα − P iβ ≈ ∆ρiαβ + c ·∆δtαβ + ε′
P (8.5)

where the satellite clock error δti disappears completely, and the atmospheric errors
Iiα and T iα disappear approximately assuming that the receivers are spatially close.
As illustrated in Figure 8.2, the single difference can also be approximated by
projecting the satellite unit vector ēi on the receiver baseline r̄αβ

∆ρiαβ = ēi · r̄αβ . (8.6)

Next, the double difference is computed by subtracting (8.5) for i = 1, 2, resulting
in

∇∆P 12
αβ = ∆P 1

αβ −∆P 2
αβ = ∇∆ρ12

αβ + ε′′
P

which removes the remaining receiver clock error. Differentiating (8.6) results in
(
ē1 − ē2

)
· r̄αβ = ∇∆ρ12

αβ = ∇∆P 12
αβ − ε′′

P . (8.7)

In a similar manner, the double difference equation for the carrier range becomes

∇∆Liαβ = ∇∆ρijαβ + λ0 · (N1
αβ −N2

αβ) + ε′′
L

leading to the equation
(
ē1 − ē2

)
· r̄αβ = ∇∆L12

αβ − λ0 · (N1
αβ −N2

αβ)− ε′′
L. (8.8)
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Figure 8.2: Pseudorange geometry of receivers Rα and Rβ and satellites S1 and S2.

Double difference algorithm

Let the state vector be given by the position and the integer ambiguities

x =
[

rTαβ N1
αβ N2

αβ . . . Nn
αβ

]T

and let the satellite direction vector be

E =
[

ē1 ē2 . . . ēn
]T

∈ R
n×3

Assuming there are n common satellite measurements, and using satellite i as a
reference satellite for the double difference measurements, the measurement equation
is given by
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= h(x) + ε. (8.9)

y =

[

DE λ0D

DE 0

]

x+ ε = Hx+ ε

where D ∈ R
n−1×n is a unit matrix with a column of negative ones inserted in the

column of the reference satellite i. By relaxing the integers to be real valued, this
equation can be solved for example using weighted-least-squares.
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Integer ambiguity resolution

Once the approximate solution is found, the float carrier-range integer ambiguities
can be resolved to integer values in order to improve accuracy. This can be done
e.g. using integer-least-squares to search for appropriate integer values. If the integer
solution is validated to be better than some threshold value, then the position
solution is updated accordingly. In [161], the integer problem is solved using the
LAMBDA (Least-squares AMBiguity Decorrelation Adjustment) algorithm.

8.2 DD and RTK implementation

Initial tests were done offline in MATLAB, while the more advanced tests were done
in C++ using the open-source library RTKLIB [162]. RTKLIB is an open-source
package containing RTK algorithms and scripts for both online and post-processing
of GNSS data. It includes an implementation of the LAMBDA algorithm [163] for
solving the integer least-squares problem.

The GNSS receivers and the computer for calculating the RTK solutions were
provided by SAAB Combitech AB through the WASP Research Arena (WARA)
Public Safety demonstrators1. The whole setup came integrated into a box that
weighed approximately 300 g, and could be attached to the drone or the boat, see
Figure 8.3. Combitech also provided a base station which was placed on the roof at
KTH. The base station’s global position was estimated to a very precise value, and
this position together with the base stations GNSS observations, were transmitted
over mobile network to the RTK-boxes.

To test the direct double difference method, the given setup was adjusted to get
the two RTK-boxes to communicate directly. This means that the relative position
between the GNSS antennas was computed instead of the global position. This
solution used a modified version of RTKLIB.

Figure 8.3: The RTK box attached under the DJI Matrice 100 drone (1) and the
GNSS antenna (2).

1https://wasp-sweden.org/research/research-arenas/wara-ps-public-safety/

https://wasp-sweden.org/research/research-arenas/wara-ps-public-safety/
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8.3 Experimental results

First, the positioning algorithms were tested at an open field under almost perfect
conditions. An image of the test area with some distances indicated is presented in
Figure 8.4. The data collection began with online data processing, to be used as a
comparison with data collected for post-processing. After this, all available data was
collected as RTCM3 and UBX files that can be used in post-processing. This means
that different algorithms could be compared with the same data set. The antennas
were placed approximately 50 cm above the ground. One was left in the same place
for the entire data collection, while the other was moved every few minutes. The
relative distance between the receiver antennas is summarized in Table 8.1.

Time Altitude difference Horizontal distance

0 s 0.0 m 0.14 m

460 s 0.0 m 0.70 m

700 s 0.0 m 1.02 m

940 s 0.0 m 0.19 m

Table 8.1: The relative placement of the antennas.

First consider the result when the collected data is processed separately using
standard GNSS algorithms, as is shown in Figure 8.5. Both the horizontal and the
vertical errors go up to 10 m.

Next, consider the result using an RTK base station and using the double
difference method. The RTK base station placed approximately 4 kilometers away
from the GNSS receivers, and transmits data over the mobile network. The solution
with the RTK assisted positioning is shown in Figure 8.6. After an initialization of
about 2 minutes, relative positioning is correct down to centimeter level, with a few

75 m

70 m

Figure 8.4: The field where data was collected. The test area is indicated by a circle.
It is estimated that there was at least 30 m to the closest obstacles at this point.
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disturbances of at most 20 cm. Now consider the solution using the double difference
method, shown in Figure 8.7. The quality of the relative position is similar to the
RTK assisted solution. More detailed results can be seen in Figure 8.8, which shows
the error in the positioning. In particular in the vertical direction, the direct double
distance method performs slightly better with smaller variance in the positioning.
This is likely because the base station is several kilometers away.
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Figure 8.5: The relative position when the receiver positions are computed separately
using a standard GNSS algorithm.
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Figure 8.6: The relative position computed with base station aided RTK.
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Figure 8.7: The relative position computed using the double difference method (no
base station).
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Figure 8.8: The positioning error with and without the base station. Note that most
of the larger errors appear in the instances when the receiver position changes.
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8.3.1 Drone tests

After the initial tests, which were performed under almost ideal circumstances, the
setup was tested in a more realistic environment with one of the RTK boxes attached
to the drone and the other one attached to the landing platform. The data was
collected on an open field, but with a smaller view of the sky due to a forest close-by.
Two main features were tested – the satellite positioning quality, and the changes in
flight dynamics with the added RTK box.

Flight dynamics and disturbances

The addition of the RTK box under the quadcopter had an impact on its flight
performance. This was due to two reasons – the change in dynamics due to the
added weight, and disturbances from the GNSS antenna.

The GNSS antenna interfered with the magnetometer of the drone, causing large
oscillations shown in Figure 8.9. This behavior was removed by re-calibrating the
magnetometer.

The additional weight under the drone lowered its center of gravity. This change
has the effect of making the quadcopter more sensitive to disturbances [164]. The
result was a more oscillating response and a higher sensitivity to disturbances. The
built-in controller had much more difficulties controlling the roll, pitch, and yaw
angles. This can be seen for the yaw rate in Figure 8.10, comparing the response
without and with the RTK box (after re-calibrating the magnetometer). The standard
deviation of the yaw angle when controlled to be constant is 0.3 degrees without
and 3.45 degrees with the RTK box attached.
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Figure 8.9: Strong oscillations resulting from interference with the magnetometer.
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Figure 8.10: The yaw-rate when commanded to zero. After the RTK box was added,
the yaw-rate response was very oscillatory.

Flight tests

Table E.1 in the appendix summarizes the satellite positioning tests done with
one RTK box attached to the quadcopter, and the other attached to the landing
platform. The “duration” column shows how much time the data was collected for,
but the GNSS algorithms are started 10-15 minutes before this to give it a chance
to converge. Tests that were interrupted, e.g. due to the batteries discharging or
some person disturbing the experiment, have been removed.

Because the quadcopter battery discharged after only a few flights, the battery
had to be changed every 20-90 minutes, and the RTK-box was reset each time. After
starting the RTK-box, it got a good solution (without an integer fix solution) almost
immediately. However, obtaining a fix solution often required a long initialization
time (15-20 minutes), and even then did not always converge. When a fix solution
was found, it was difficult to keep it stable for a longer time. Table E.2 in the
appendix shows the results from further tests, when the MPC algorithm was tested
as well.

8.3.2 CB90 GNSS test

To see how well the receivers worked out at sea, we attached three GNSS receivers
at three different locations on the CB90, see Figure 8.12. Data was then collected 30
minutes while the boat was driving around at different speeds. Figure 8.13 shows the
status and the estimated relative position between the receivers. The receivers that
are denoted 2 and 6 in Figure 8.12 get a fix solution after 800 seconds and keeps
it for approximately 600 seconds. During this time, the relative position between
these two receivers is very accurate (< 10 cm), with the exception for a few times
when the error gets large (< 2 meters). Because receiver 1 never gets a fix solution,
the error in the other two distances are much larger. This is likely because antenna
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(a) Coordinates measured by the GNSS receivers. The start is marked by a circle and the
end by a cross. The quadcopter was manually landed within 25 cm of its starting position,
and this is also seen in the plot.
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(b) The altitude measured by the GNSS receiver and the altimeter. While the altimeter
estimate drifts slightly, and has an error of around 2 meters at landing, the GNSS estimate
seems very accurate.

Figure 8.11: Manual flight recorded with GNSS fix solution for both receivers. The
ground platform is constant at the origin, while the quadcopter flies around within an
area of size 25 × 25 m. This illustrates how the positioning is very accurate in flights
where both receivers have fix solutions.
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1 has more obstructions (masts, railings) above it, making it lose track of satellites
more often. It is likely that the solution would have been better if antenna 1 was
placed higher up.

1
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1
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6

Figure 8.12: The approximate placement of the GNSS receivers on the CB90.
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8.4 Discussion

Under certain circumstances, the RTK and the DD algorithms worked very well,
and had a similar accuracy. The two methods have different advantages – the RTK
setup had advantages when it comes to debugging and evaluating the performance
of the separate receivers, while the DD method has the benefit of not needing a
base station, and being slightly more accurate compared to the RTK setup when
the base station is far away.

The two main difficulties with making this system work in practice has been:

• Obtaining and keeping a stable fix solution.

• The effect of the receiver box and antenna on the system dynamics.

To improve the stability of the fix solution, there are a few things that can be
done. The number of satellites in view is one of the main things affecting the quality
of the solution, so having it raised up a bit improves the solution. Another thing
that can be done is to integrate other sensors in the solution at an earlier stage
in the solution computations. As it is implemented now, data from the IMU and
altimeter are included at first in the Kalman filter. If this data was included with
the solution of the DD equations (8.9), this might improve the stability. A further
improvement is to let the quadcopter RTK box be powered by an external battery.
As it is now, the RTK box is restarted on every change of quadcopter batteries,
which happens after only a few flights. By letting the RTK box stay online at all
times, it will be able to keep track of more of the carrier phase integers, and the
time to get a fix should be reduced greatly.

The effect of the receiver on the dynamics could be minimized by making the
RTK box smaller or integrate it entirely in the flight computer. The GNSS antenna
should be integrated with the flight computer as well, for more stable hovering
and point tracking. The effect of interference with the magnetometer has to be
re-calibrated with each change.

With these improvements, and by letting the DD algorithm converge for a
longer time before starting the flight tests, the DD algorithm would be a useful
component for any type of rendezvous maneuver, where the relative distance is more
important than the global position. Fused with estimates from e.g. cameras, the
relative estimator would be effective and robust in a wide variety of situations.
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Figure 8.13: The positioning result from the CB90 test drives. The first picture
shows the status of the receivers, where status 5 means that a real solution is found,
and status 4 means that an integer solution is found. Initially they all struggle to get
a fix, but after 800 s both receiver 2 and receiver 6 has a fix for a longer time. Figure
two and three shows the relative distance computed from the GNSS receivers. The
red dashed line shows what R2-R6 should approximately be from measurements. The
error for the R2-R6 measurement is below 1 meter for most of the time.



Chapter 9

Summary and Future Research Directions

In this thesis, the problem of autonomous and cooperative landings of an autonomous
aerial vehicle on top of an autonomous landing platform has been investigated. The
overall research question was how to safely and efficiently perform such landings on
a real system subject to a variety of disturbances and physical and computational
constraints, by using model predictive control. In particular, this was considered
in two case studies: the landing of a fixed-wing drone on top of a ground carriage;
and the landing of a quadcopter on top of a boat. Focus has been on using methods
that are applicable to real-time systems. The resulting controllers have been tested
both in realistic simulations and in real, outdoors experiments.

The initial research was driven by observations from previous experiments, where
landing attempts were found to be challenging and often resulted in the system not
being able to satisfy its safety constraints. The difficulties were mainly a consequence
of two factors: first, the vehicles exhibit a complicated dynamical relationship from
their simultaneous control of their relative states; second, there were strict safety
requirements for the relative spatial state. With a control strategy that did not
explicitly consider how the control signals would affect the future trajectory evolution,
it was not possible to guarantee the safety of the system. This motivated the need
for a control law that takes both the dynamical interactions between the agents, as
well as coupled constraints arising from safety requirements, into account.

9.1 Model Predictive Controller

A model predictive control approach was developed to deal with the challenges of
the autonomous collaborative landing scenario. The MPC approach was found to
be suitable because of the way it explicitly includes the dynamics of the vehicles,
its ability to handle various constraints, and its look-ahead properties with the
receding horizon. The multiple MPC described in this thesis have had several
novel components that were developed to solve the rendezvous problem safely and
efficiently, while being computationally tractable. For example:

141
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• Long planning horizon or variable planning horizon. The MPC con-
sidered in this thesis have had either a relatively long horizon, or a variable
horizon. The benefits of using long and/or variable horizons are many. Using
a long horizon means that the entire or almost the entire maneuver can be
planned for. This means that a feasible trajectory for reaching the rendezvous
point is computed in every iteration. Here, such long horizon MPC were
implemented on real systems with 12+2 states and executed in real-time.
On the other hand, the variable horizon method only predicts as far as is
necessary to reach the rendezvous point. This is in particular suitable for the
autonomous landing problem since the maneuver time can be included in
the optimization problem, and because the time after rendezvous is explicitly
not included in the optimization problem. Further, the VH-MPC does not
have a penalty for ∆x and ∆y in the cost function. Instead, the system is
driven to the rendezvous point by the penalty on the horizon. This makes
the control less aggressive and is more suitable for the actual objective of the
maneuver. Furthermore, because the horizon is decreasing as we move closer
to the target, the complexity of the VH-MPC optimization problem becomes
smaller and thus less computationally demanding as the system approaches
the most critical part of the maneuver

• Integration of vertical and horizontal planning. By considering both
the horizontal and vertical dynamics, the trajectory is planned in a safe and
efficient manner where the feasibility is taken into account during the descent.
This stands opposed to much other research that has been presented on
autonomous landings, where either 1) the descent starts only after the vehicles
are aligned horizontally, or 2) the safety aspect is ignored and the vertical
state might reach zero before the horizontal states.

• Safety constraints. In addition to constraints on state and input variables,
safety contestants are added to avoid dangerous regions around the landing
platform and to make the touchdown safe. This makes the controller better
suited for real experiments and implementations, where there will almost
always be such constraints on the system.

In this thesis we have shown that the MPC formulation of the autonomous
landing could be decoupled into a horizontal and a vertical part. This result followed
from the separable objective function and the way that the vertical and horizontal
trajectories approximately could be planned individually. In the case of the fixed-
wing drone, the decoupling also gave other benefits, for example a more accurate
linearization in the vertical plane.

In addition to the spatial safety constraint, the controller also included constraints
on the vertical velocity, making the touch-down more gentle. The controller was
extended to include reference tracking for following desired velocities and tracking
vertical wave motion, and offset-free MPC to avoid steady state errors.
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9.2 Implementation and testing

A major focus of this thesis was to develop controllers for realistic real-time systems,
and as such, much work was devoted to testing the algorithms in challenging
settings and on real-world devices. This meant implementing and updating the
problems themselves, and using state-of-the art optimization toolboxes for solving
the optimization as fast and reliably as possible. The VH-MPC algorithm was
implemented and integrated directly in the OSQP (Operator Splitting Quadratic
Program) solver, which resulted in a fast and reliable real-time controller. The
solution time of the optimization problem, which is to be solved within each sampling
period, is dependent on among other things the dynamical models and the number of
states and inputs, as well as the prediction horizon. On the other hand, the dynamical
models and prediction horizon are important design choices for the the accuracy,
stability and feasibility of the controller. This trade-off was handled by choosing
appropriate levels of abstractions for the dynamical systems, and designing low-level
controllers that makes the system approximately comply with these abstractions.

9.2.1 Fixed-wing drone and ground carriage

The fixed-wing drone was initially tested in simulations in Julia, and later in a
more advanced flight-simulator environment. The implementation of the controller
in FlightGear was done partially in the Nasal scripting language, a built-in scripting
language for FlightGear, and in Python and C++. The low-level controllers were
written in the JSBSim XML based scripting language and made it possible to
abstract the dynamics to use desired heading, flight path angle and acceleration
as input signals. Dynamical models were identified from collected input-output
data. Several MPC formulations where tested, both from code-generation and direct
implementation in C++. The results demonstrated that the MPC approach did
perform as desired, satisfying the constraints and successfully landing the drone. The
MPC performance was compared to a PD-controller which also was implemented
for FlightGear. As expected, the PD-controller tended to go into the constrained
regions more often, leading to more cancellations of the landing maneuver. The
MPC on the other hand would update the predicted trajectory to avoid going into
the constrained area.

9.2.2 Quadcopter and USV

The quadcopter controller was implemented directly on the flight computer. Experi-
ments were done both using a hardware-in-the-loop simulator and in real flight tests.
The code was implemented in ROS, and included filtering and processing of sensor
data, state estimation, the control algorithm, and safety functions for detecting and
preventing errors and dangerous situations.

The real-world tests confirmed that the drone could approach, follow, and land on
the boat safely. Tests were performed under many different conditions and included
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days with windy weather. We successfully tested the nominal MPC, a distributed
variant of the MPC, and the VH-MPC.

For the relative positioning, several different methods were evaluated. The double
difference satellite positioning method was shown to work very well under certain
circumstances, with errors of less than 5 cm. This showed that if the method is
made more robust and integrated with other sensors, it can provide a really good
basis for relative positioning without the need for a base station.

9.3 Future research directions

In this thesis, we have derived an MPC algorithm and showed that variations of
the controller is implementable on real systems under various disturbances and
constraints.

Suggested future research directions include continued implementation and test-
ing of the quadcopter and boat scenario. There are also several potential theoretical
extensions that could further improve the existing algorithms or more formally look
at the properties of the controller. Some future research directions are listed below.

9.3.1 Future implementations for WARA

For completing the autonomous landing tests in WARA, a few things that are
needed are listed here. First, a functioning and robust relative positioning system
is needed. Some work on this topic was presented in Chapter 8, however, the final
system must be more stable than the one that is currently used. Second, experiments
have to be done to identify the boat dynamics after it has a working autonomous
interface. Similar to what has already been done for the other systems, an autopilot
potentially has to be used to obtain appropriate control responses. After these tests
have been done, the boat model in the MPC might have to be updated because
of the effects that are discovered. Third, the aerodynamic effects have to be more
closely examined. As it is now, the offset-free MPC implementation can handle
static disturbances well, but it is not clear what the disturbance profile looks like in
the wake of the boat when it is traveling at higher speeds. And finally, the physical
setup needs to be fixed and tested: this includes adding a landing net and sensors
such as an IMU to the boat.

9.3.2 Distributed control and aperiodic communication

In most experiments presented in the thesis, a centralized algorithm is used for the
MPC, where all computations are done locally on the quadcopter. This works well
in practice since the UAV has much faster dynamic than the boat, however, it also
means that not all of the hardware is used, and that a larger optimization problem
is solved that what would have been done in the distributed case.

In Section 6.6, a simple algorithm for distributed MPC was implemented and
tested. The resulting system worked very well and was shown to be able to handle
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communication losses that could not be handled by the basic centralized algorithm.
This work has inspired new research questions regarding the periodicity of the
communication. Considering that the autonomous landing is a finite maneuver, the
question is if there is a need to broadcast the planned trajectory every iteration if
the trajectory is not changing substantially between the iterations. The question is
partly tackled in [41].

9.3.3 Variable Horizon MPC

We have in this thesis developed a computationally efficient implementation of
VH-MPC. The algorithm consists on two parts, where the first part uses update
rules to select fewer horizons that have to be solved in each iteration. The second
part of the algorithm was to utilize similarities between the sub-problems that are
being solved in each iteration. This was done using forward-factorizations that were
made possible because the KKT matrix in OSQP fulfilled a rank condition which is
not fulfilled in nominal implementations of the corresponding problem with IP or
active-set solvers.

In section 5.6, it was derived how the factorization could be performed in parallel
by partitioning the factorization. As was discussed in this section, this has potential
applications to nonlinear or time-varying systems. The parallel algorithm has been
implemented and tested successfully on linear systems, but has yet to be implemented
on time-varying systems and using parallel processing.

9.4 Final conclusions

In this thesis, several safe and efficient MPC for the cooperative autonomous landing
problem have been derived and implemented. The MPC have been implemented
both in realistic simulation environments and in real, outdoors experiments, and is
able to run high rates on real hardware with long and/or varying control horizons.
These results indicate that the suggested MPC approach for solving the autonomous
and cooperative landing problem is promising. In particular, the partition of the
optimization problem into a horizontal and a vertical controller proved to be a
good design decision, which significantly improved the computational time of the
problem, and made it easier to implement on real hardware given the computational
constraints that currently exist. Further, a very efficient VH-MPC algorithm was
derived and shown to be implementable in real-time to cooperative autonomous
landing systems. The VH-MPC framework was very suitable for the autonomous
landing application since it captured the true objectives of the problem. Further
benefits were that the problem size and solution time were decreasing as the vehicles
approached the most critical part of the maneuver, and that the horizon could always
be extended to make the system feasible with respect to the terminal constraints if
they were far away.
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The results in this thesis demonstrate that MPC is an appropriate control
method for computing optimal trajectories and corresponding control inputs for the
autonomous landing problem in real-time. In particular the VH-MPC algorithm
was able to compute optimal landing trajectories that reached the rendezvous state
fast, while considering other objectives such as limiting the size of the control
inputs and velocities. By using the methods developed in this thesis in conjunction
with appropriate technologies for relative position computations and disturbance
estimation, the autonomous landing problem can be efficiently applied to real
systems. Although some challenges remain, these results provide a solid starting
point for development of future applications, as well as for further research into
similar topics in autonomous systems.



Abbreviations

AHMPC Adaptive Horizon MPC

DD Double difference

FFT Fast Fourier Transform

GPS Global Positioning System

GNSS Global Navigation Satellite Systems

LP Linear Program

LQR Linear Quadratic Regulator

MPC Model Predictive Control

OCP Optimal Control Problem

PD Proportional-Derivative

QP Quadratic Program

ROS Robot operating system

RTK Real-time kinematic

SDK Software Development Kit

SHMPC Shrinking Horizon MPC

TECS Total Energy Control System

UAV Unmanned Aerial Vehicle

UGV Unmanned Ground Vehicle

USV Unmanned Surface Vehicle

VH-MPC Variable Horizon MPC

WARA Wallenberg Autonomous Research Arenas

WASP Wallenberg Autonomous Systems, AI, and Sofware Program
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Appendix A

Drone Flight Controller

The inner loop controllers of the fixed-wing UAV control systems, presented in
Chapter 3 are presented. The lateral controller (shown in Figure A.1) is a simple
cascaded PI control system. The longitudinal/vertical controller is a total energy
control system [111], which is shown in Figure A.2.
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Figure A.1: The lateral control system.
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Figure A.2: The longitudinal control system.
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Appendix B

Numerical values of MPC tests

B.1 Initial VH-MPC tests

The following system matrices were used in the initial tests (Section 5.8).

A =

























1 0 0 0.0995 0 0 0.0086 0.0422 0 0.0002 0.0011 0

0 1 0 0 0.0995 0 −0.0422 0.0085 0 −0.0011 0.0002 0

0 0 1 0 0 0.0885 0 0 0 0 0 0

0 0 0 0.99 0 0 0.1622 0.7996 0 0.0057 0.0286 0

0 0 0 0 0.99 0 −0.8001 0.1621 0 −0.0283 0.0058 0

0 0 0 0 0 0.779 0 0 0 0 0 0

0 0 0 0 0 0 0.7411 0 0 0.0489 0 0

0 0 0 0 0 0 0 0.7386 0 0 0.0496 0

0 0 0 0 0 0 0 0 1 0 0 0.063

0 0 0 0 0 0 −3.958 0 0 0.1078 0 0

0 0 0 0 0 0 0 −4.015 0 0 0.1141 0

0 0 0 0 0 0 0 0 0 0 0 0.367

























B =

























0 0.00043 0.00228787 0

0 −0.0021 0.000463775 0

0.0115202 0 0 0

0 0.0166 0.0885726 0

0 −0.0820 0.0179546 0

0.2212 0 0 0

0 0.2459 0 0

0 0 0.266648 0

0 0 0 0.0366667

0 3.7604 0 0

0 0 4.09484 0

0 0 0 0.633333
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154 Numerical values of MPC tests

C =















0 0 0 1 0 0 0 0 0 0 0 0

0 0 0 0 1 0 0 0 0 0 0 0

0 0 0 0 0 1 0 0 0 0 0 0

0 0 0 0 0 0 1 0 0 0 0 0

0 0 0 0 0 0 0 1 0 0 0 0

0 0 0 0 0 0 0 0 1 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0















D =















0 0 0 0

0 0 0 0

0 0 0 0

0 0 0 0

0 0 0 0

0 0 0 0

1 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1















The state and input constraints affect the velocities and attitude of the quadcopter,
as well as the input signals. Their constraints are:

ci = [−3.0 − 3.0 − 3.0 − 0.2 − 0.2 − 0.2 − 0.2 − 0.2 − 0.2]

di = [+3.0 + 3.0 + 3.0 + 0.2 + 0.2 + 0.2 + 0.2 + 0.2 + 0.2].

Many settings are available in the OSQP solver1. To make the results as general as
possible, most settings are kept with their default values. As our implementation
stands now, the factorization cannot use adaptive ρ or variable scaling, so these
settings are turned off when the recursive method is used, and ρ is set to a fixed
value 5.0.

B.2 Quadcopter landing experiments

What follows are example values of the quadcopter/USV MPC. Throughout this
work, many different setups have been implemented and tested. For completeness,
examples of values that we have observed worked well in experiments are included
here.

Vertical controller The states are given by [huav vuavz ], and the input by vcmdz .
When using normal MPC, examples of weight matrices that have been used are as
follows:

Qvrt =

[

1.0

3.0

]

, Rvrt =
[

5.0
]

When VH-MPC is used, the cost corresponding to h is set to 0. The variables are
constrained by vmaxz = 2.5 m/s and vminz = −2.5 m/s. The touchdown velocity
constraint is vtdz = −0.5 m/s.

Horizontal controller The horizontal state is given by

x =
[

∆x ∆y vuavx vuavy ϕ θ ω1 ω2 vusv χusv
]T

1https://osqp.org/docs/interfaces/solver settings.html

https://osqp.org/docs/interfaces/solver_settings.html
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The input is given by [ϕcmd θcmd vcmdusv χcmdusv ]T

Qhrz =













5

5

5

5

15

150













, Rhrz =


















15

15

200

200

3

5

10

50


















When VH-MPC is used, the cost corresponding to ∆x and ∆y are set to 0. The
attitude is constrained by θlim = ϕlim = 0.25 rad. The maximum velocity for the
boat is set to 5.0 m/s. The reference velocity has been tested with values between
0.0 and 3.0.

Safety region The following values have been set for the safety region, com-
pare (3.5)

ds = 2.0

hs = 4.0

dl = 0.5





Appendix C

Estimating the Model Dynamics

To implement the MPC, a model of the system dynamics is needed. This Chapter
presents the estimation of the model dynamics of the FlightGear simulation models
and the DJI quadcopter.

A general mathematical background to system identification can be found
in [165]. Estimation of UAV dynamics can be done using physical principles and
measurements, using output responses from measured inputs, or from a combination
thereof. A description of the former method for a quadcopter drone is found in
e.g. [166]. The thesis [167] describes experimental identification of flight parameters
of an AR-drone quadcopter. For fixed-wing aircraft, the aerodynamic forces and
moments (2.20) can be esimated from wind tunnel experiments. For fixed-wing
drones, simpler methods are often used since access to wind tunnels might be
limited. System identification of a linear model using frequency sweeps is described
in [168] for the identification of a fixed-wing drone. In [169] a simple identification
process of the flight dynamics using doublet inputs to the aileron and elevator is
described.

In Sections 3.4 and 3.5, the models that are used in the MPC implementations
are described. The considered models were simplified under the assumption that
the systems have low-level controllers with approximately linear responses, and that
the aircraft are operating within or close to this linear region. The unknown values
that we have to estimate are thus the parameters of the closed-loop response from
the autopilots. These are assumed to be either first or second order systems. The
autopilot of the FlightGear control system is presented in Appendix A. The DJI
autopilots cannot be accessed through the API, however, flight tests have given an
indication that the assumption of first or second order responses are reasonable.

The model estimation consists of three main parts:

• Collecting data through experiments.

• Minimizing the Mean-Squared-Error

• Verifying the results with a separate data set.
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C.1 FlightGear models

UAV acceleration model

The acceleration has been approximated using the linear model:

ȧuav(t) = 1
τa

(
kaa

cmd
uav (t)− auav(t)

)

where the coefficients have been estimated as:

τa = 0.6 ka = 0.98

The verification data set compared to the identified model output is shown in
Figure C.1.
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Figure C.1: The UAV response to step inputs in the reference acceleration. Blue is
the data collected in FlightGear, and green is the response from the model.

UAV flight path model

The flight path angle has been approximated using the linear model:

γ̇uav(t) = 1
τγ

(
kγγ

cmd
uav (t)− γuav(t)

)

where the coefficients have been estimated as:

τγ = 0.87 kγ = 1.0

The verification data set compared to the identified model output is shown in
Figure C.2.
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Figure C.2: The UAV response to a step in the reference flight path angle. Here,
blue is the data collected in FlightGear, and green is the response from the model.

UAV course model

The lateral dynamics are approximated by the linear model






ẏuav

χ̇uav

ẋ3




 =






0 v0
uav 0

0 −k1 k2

0 −k3 k4











y

χ

x3




+






0

k1

k3




χ

cmd
uav

with x3 = tanϕg/vuav is an approximation of χ̇. The coefficients are estimated as:

k1 = 2.2 k2 = 2.98 k3 = 2.1 k4 = 0.85

The verification data set compared to the identified model output is shown in
Figure C.3.
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Figure C.3: The UAV response to step inputs in the commanded heading.
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UGV model

The car used in the FlightGear/JSBSim simulations is based on a simple car model
found here1. Both the heading and acceleration responses are approximately linear
first order systems. The acceleration time constant is approximately 10, and the
heading time constant is approximately 0.7.
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Figure C.4: The UGV response to steps in the reference acceleration. Blue shows the
simulated acceleration from FlightGear, and green shows the estimated model output.
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Figure C.5: The UGV response to a step in the reference heading. Blue shows the
simulated heading from FlightGear, and green shows the estimated model output.

1https://wiki.flightgear.org/Follow me

https://wiki.flightgear.org/Follow_me
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C.2 DJI matrice 100

The DJI Matrice 100 quadcopter model was estimated from data collected in flight
experiments. Both the autopilot responses (3.13–3.16) and the friction term (3.12)
are estimated.

The linear drag coefficients from air friction were estimated by assuming that the
drag force is proportional to the velocity in that direction. The effect of including
the friction force is shown in Figure C.6. Even this simple model of the friction drag
gives a significant improvement in the model.

The low-level controllers are assumed to respond as second-order systems (roll
and pitch) or first-order systems (vertical velocity and heading). The resulting values
for the drone low-level controller are provided in Table C.1. Figures illustrating the
system response is shown in Figures C.7–C.10.

kφ = 0.95 ωφ = 9.0 ξφ = 0.72

kθ = 1.0 ωθ = 11.0 ξθ = 0.7

kψ = 1.0 τψ = 0.1

kw = 1.0 τw = 0.4

Table C.1: Model parameters for the drone dynamics, which have been estimated
using flight data.
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Figure C.6: Including drag coefficients improves the prediction models.
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Figure C.7: Measured data (green) and generated model data (blue, dashed), from
the input wcmd.
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Figure C.8: Measured data (green) and generated model data (blue, dashed), from
the input θcmd.
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Figure C.9: Observed data (green) and generated model data (blue, dashed), from
the input φcmd.



C.3. CB90 tests 163

0 5 10 15 20 25

−2

0

2

Time [s]

ψm

ψi

(a) Yaw angle

0 5 10 15 20 25

−1

−0.5

0

0.5

1

Time [s]

rm
ri

(b) Yaw rate

Figure C.10: Observed data (green) and generated model data (blue, dashed), from
the input ψcmd.

C.3 CB90 tests

Data was collected from the CB90 sea vessel, which was the intended landing
platform for the quadcopter. This data was used to get some values for the maximum
capabilities of the boat. No input data was recorded as the boat was driven manually.
The responses to three different tests are illustrated in Figures C.11–C.13. All data
was collected from NMEA messages provided from the boat. The messages were
collected at 1 Hz and other than position contains information about the velocity
and heading.

Figure C.11: Acceleration test.
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Figure C.12: Crash stop test.

Figure C.13: Turning test.



Appendix D

Landing platform

The initial design of the landing platform was very simple, both because it was
not a direct part of the research project, and because we wanted a simple design
to start tests with. The plan was to stretch out a net on the deck that the drone
can land smoothly in, and that will keep the quadcopter fixed after the landing is
finished. Due to practical issues, we got a stretched, relatively stiff, textile to land
on, see Figure D.2. During some initial landing tests that were performed using
both manual and autonomous landing modes, it was clear that this landing platform
was not suitable. Because it was made out of a stretched fabric, as soon as the
drone came close to landing the fabric started swaying and vibrating from the rotor
downwash. This observation mainly lead to the following outcomes:

1. The platform used in these experiments caused an unnecessary amount of
uneven and changing airflow on the drone, making the landing problem harder
than it needs to be. This effect would be reduced if the landing platform was
rigid or if it caused less returning airflow.

2. The MPC should be able to take disturbances into account and adapt the
controller to unmeasured and unexpected external influences.

3. There should be more analysis of the aerodynamic effects in the future.

The next step has been to buy a suitable net that can be stretched out over the
same area as the previous landing platform. The net was setup in one of the demo
days, but due to time limitations the landing was not tested with this setup.
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Figure D.1: The landing platform situated on the deck of the boat (green canvas).

Figure D.2: The stretched canvas used for the landing was strongly affected by the
downwash from the quadcopter, and was not a suitable alternative.



Appendix E

RTK and DD Tests

This section presents a summary of some of the data collected throughout the exper-
iments with the double-difference and RTK modules. Tests were mainly carried out
over the period June-September 2020. They consisted of everything from setting up
the system and communication, to troubleshooting and verification of performance.

Table E.1 presents results from experiments when the RTK box was attached to
the drone. The tests were performed using both RTK and double difference methods.
Table E.2 shows the results from experiments performed in Västervik during one of
the WARA demos. The boat RTK antenna was elevated to get better signals. While
we were often getting fix values, it was difficult to do proper flight tests since the
fix would sometimes disappear. The flight experiment results that we were able to
complete did look promising for future tests and applications.
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Date Duration Fix Flight Note

20-07-24 850 s Yes No –

20-07-24 900 s Rover 1 No –

20-07-24 530 s Yes No –

20-08-07 1400 s Rover 2 No –

20-08-07 320 s No Yes Manual flight

20-08-07 320 s No Yes –

20-08-07 650 s No No Base station RTK

20-08-07 100 s Yes Yes Base station RTK

20-08-07 100 s Initial Yes Hover command

20-08-07 110 s No Yes Step ψ

20-08-20 50 s No Yes Aggressive maneuver

20-08-20 50 s No Yes Aggressive maneuver

20-08-20 50 s Yes Yes Aggressive maneuver

20-08-20 50 s No Yes Aggressive maneuver

20-09-08 80 s No Yes Recalibrate magnetometer

20-09-08 500 s No No –

20-09-08 250 s Shifting Yes –

20-09-10 250 s No Yes Hover test, fix for 50 s

20-09-10 60 s No Yes Manual θ

20-09-10 60 s No Yes Step ϕ

20-09-10 30 s In end Yes Step ϕ

20-09-10 30 s Yes Yes Step θ

20-09-10 25 s Shifting Yes Step ḣ

20-09-10 35 s No Yes Step ϕ

20-09-10 30 s No Yes Step θ

20-09-10 45 s Yes Yes Step ψ

20-09-10 25 s Yes Yes Hover

20-09-10 15 s Yes Yes Hover

Table E.1: GNSS tests to compute distance to landing platform
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Time Duration Fix Flight MPC Note

10:07 120 s In end No No

10:09 140 s Yes Yes No See Figure 8.11.

10:23 110 s Yes Yes Yes

10:35 250 s Yes Yes Yes Battery died

11:00 120 s 20 s Yes No

11:02 200 s In end Yes No

11:05 500 s Yes Yes Yes

11:14 290 s Yes Yes Yes

11:45 410 s Shifting Yes Yes

11:54 90 s No Yes Yes Battery died

12:01 650 s Shifting Yes Yes

12:12 140 s No Yes No

12:16 200 s No Yes No

12:39 420 s No Yes Yes Battery died

12:42 400 s No Yes No

13:12 40 s 25 s Yes No

13:19 90 s In end Yes No

13:26 180 s No Yes No

13:28 180 s No Yes Yes

13:39 120 s Yes Yes Yes Battery died

Table E.2: RTK and double difference tests at the WARA demo.
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