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Abstract

We consider a class of sequential decision making problems in the presence of
uncertainty, which belongs to the field of Reinforcement Learning (RL). Specifically,
we study discrete Markov decision Processes (MDPs) which model a decision maker
or agent that interacts with a stochastic and dynamic environment and receives
feedback from it in the form of a reward. The agent seeks to maximize a notion of
cumulative reward. Because the environment (both the system dynamics and reward
function) is unknown, it faces an exploration-exploitation dilemma, where it must
balance exploring its available actions or exploiting what it believes to be the best
one. This dilemma captured by the notion of regret, which compares the rewards
that the agent has accumulated thus far with those that would have been obtained
by an optimal policy. The agent is then said to behave optimally, if it minimizes its
regret.

This thesis investigates the fundamental regret limits that can be achieved by
any agent. We derive general asymptotic and problem specific regret lower bounds
for the cases of ergodic and deterministic MDPs. We make these explicit for ergodic
MDPs that are unstructured, for MDPs with Lipschitz transitions and rewards, as
well as for deterministic MDPs that satisfy a decoupling property. Furthermore, we
propose DEL, an algorithm that is valid for any ergodic MDP with any structure
and whose regret upper bound matches the associated regret lower bounds, thus
being truly optimal. For this algorithm, we present theoretical regret guarantees as
well as a numerical demonstration that verifies its ability to exploit the underlying
structure.





Sammanfattning

Vi betraktar en klass av sekventiella beslutsproblem i närvaro av osäkerhet,
som tillhör omr̊adet förstärkningsinlärning (RL). Specifikt studerar vi diskreta
Markov-beslutsprocesser (MDP) som modellerar en beslutsfattare eller agent som
interagerar med en stokastisk och dynamisk miljö och f̊ar feedback fr̊an den i form av
en belöning. Agenten försöker maximera en föreställd kumulativ belöning. Eftersom
miljön (b̊ade systemdynamiken och belöningsfunktionen) är okänd, st̊ar den inför
ett dilemma mellan att utforska och utnyttja, där den m̊aste balansera utforskandet
av sina tillgängliga handlingar och utnyttjandet av vad den anser vara den bästa.
Detta dilemma f̊angas av begreppet regret, som jämför de belöningar som agenten
hittills har ackumulerat med de som skulle ha uppn̊atts genom en optimal policy.
Agenten sägs sedan bete sig optimalt om det minimerar sin regret.

Denna avhandling undersöker de fundamentala regret-gränserna som kan uppn̊as
av n̊agon agent. Vi härleder allmänna asymptotiska och problemspecifika lägre
gränser för regret för fallen ergodiska och deterministiska MDP. Vi gör dessa explicita
för ergodiska MDPer som är ostrukturerade, för MDPer med Lipschitz-överg̊angar
och belöningar, samt för deterministiska MDPer som besitter en frikopplingsegenskap.
Vidare föresl̊ar vi DEL, en algoritm som är giltig för alla ergodiska MDPer med vilken
struktur som helst och vars övre gräns för regret matchar motsvarande nedre gränser
och därmed är väsentligen optimal. För denna algoritm presenterar vi teoretiska
regret-garantier samt en numerisk demonstration som verifierar dess förmåga att
utnyttja den underliggande strukturen.
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Chapter 1

Introduction

1.1 Motivation

Our society is characterized by a strong tendency towards digitalization and au-
tomation, leading to increasingly large scale systems that are expected to operate
with higher autonomy. This challenge is addressed by Reinforcement Learning (RL)
which deals with the optimal control of unknown dynamical systems. At each round,
the agent (or controller) selects an action (or control) which leads to a system state
transition. The agent observes the new state and collects a reward associated with
this transition, before deciding on a new action, with an aim towards maximizing a
notion of cumulative reward. This is in contrast with classical optimal control theory,
where a sufficiently accurate mathematical model of the system is assumed to be
known prior to the design of the controller. Here, the agent is completely oblivious
to the system dynamics and so faces the added challenge of collecting information
sequentially so as to improve its knowledge of the system and make better decisions.

Reinforcement Learning has already found numerous applications in several
domains with some examples being robotics [1], finance [2], and video games [3, 4].
Research in RL saw increased attention with the advent of Deep Learning, leading
to new algorithms such as DQN [3], DDPG [5], and A3C [6] which are variations of
existing RL algorithms that leverage neural networks to solve large-scale problems.
This new wave led to the popularization of RL, which was achieved in 2016 by
AlphaGo [7], an RL algorithm that defeated the then world champion Lee Sedol in
the game of Go, a feat which was previously considered impossible for a machine. Yet,
despite this impressive achievement, we are still far from designing agents that are
fully autonomous and able to perform optimally in various scenarios. In the following,
we consider two themes which are not addressed explicitly by contemporary RL
methods, but which are arguably essential for the design of optimal algorithms.
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2 Introduction

Exploration-Exploitation Dilemma

Most contemporary RL algorithms are designed to be offline, i.e., to have separate
training and testing phases. During the training phase, we are not concerned with
the agent’s performance, provided that it is steadily improving. This is followed by a
testing phase where the agent is expected to only play optimally, and does not learn
from its experiences. This is in contrast to the more natural online setting, where
the agent faces an exploration-exploitation dilemma. For an agent to be optimal
in this setting, it needs to balance exploring its available actions at every state
so as to learn those with the highest reward, while simultaneously leveraging the
knowledge it has gained so far by choosing those actions that yield the highest
reward or lead to the most rewarding states. This is captured by the notion of regret
which is the difference between the cumulative reward achieved by the agent, and
that achieved by an oracle that always selects the best action at every state. An
agent that does not minimize its regret cannot be said to be optimal as it is possible
that it over-explores sub-optimal states and actions.

Structural Properties

The key idea that allows RL algorithms to work in large-scale problems is that all
dynamical systems have some structural property that can be leveraged to reduce
the dimensionality of the problem. Examples of structural properties could be some
notion of similarity between states or actions in terms of transitions or rewards
or prior knowledge (e.g. that the transitions are deterministic). Contemporary
algorithms use neural networks to simplify these problems, essentially to learn the
underlying structures, but they still do not leverage these actively during exploration.
More importantly, they do not provide any regret guarantees.

1.2 Related Work

Discounted Reinforcement Learning

Discounted Reinforcement Learning is the most well-known setting in RL [8]. Here,
the agent seeks to maximize its expected cumulative discounted reward over an
infinite horizon. Most of the work focuses on algorithms with provable asymptotic
convergence to the optimal policy. Two popular algorithms are the off-policy Q-
learning [9] and the on-policy SARSA [10], both of which are based on the Robbins-
Monro stochastic approximation method [11] to approximate long-term average
reward functions (Q-values) from which the optimal policy can be recovered. They
both have established convergence properties [12, 13].

A different approach is the policy gradient REINFORCE algorithm [14] which
uses a parameterized policy that is optimized with respect to the long-term cumu-
lative reward using gradient descent. Actor-critic methods [15] combine both of
the aforementioned approaches and retain the convergence properties of gradient
descent [16].
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Deep Reinforcement Learning

Deep Reinforcement Learning is a subfield that emphasizes the use of neural networks
in combination with RL techniques and was established in 2015 with the algorithm
DQN [3]. Previously, Q-learning was shown to diverge when using non-linear function
approximators, such as neural networks, for the Q-values [17]. DQN addressed that
problem by introducing experience replay where the Q-values are updated via
gradient descent from data that is randomly sampled from the entire history of
observed transitions and rewards. The algorithm is supported by experimental
evidence but there are still, to the best of our knowledge, no theoretical convergence
guarantees.

The success of DQN led to other algorithms and variations that are too numerous
to list here. We mention DDPG, an actor-critic algorithm that combines the idea
of experience replay with a policy gradient method, and A3C [6] is an actor-
critic algorithm that uses multiple agents in parallel on multiple instances of the
environment. AlphaGoZero [7] uses a neural network to approximate a policy and a
value function using samples generated with Monte Carlo tree search. AlphaZero
[18] generalizes it to other games such as chess and shogi, and MuZero [19] in turn
generalizes it to video-games.

Bandit Optimization

Bandit Optimization addresses the stochastic multi-armed bandit (MAB) problem
that can be seen as a subset of RL. In this setting, the agent is always in the same
state and must choose from a fixed set of actions. Each action is associated with a
reward that is sampled from an unknown distribution. As in RL, the agent aims to
minimize its regret with respect to an oracle that always chooses the best action.
This is the simplest setting that features the exploration-exploitation dilemma and
is the most relevant to our work.

The seminal paper of Lai and Robbins [20] provides the fi6rst asymptotic problem-
specific regret lower bound which was shown to be logarithmic in time. They also
proposed the first index policy, where the algorithm maintains a high confidence
upper bound (index) for the expected reward that can be obtained by every arm,
and proceeds to select the arm with the largest index. This algorithm achieved an
upper bound that matched their proposed lower bound, but was very complicated.
This led to the development of UCB [21] and the first finite-time analysis of index
policies. The algorithm UCB-V [22] improves on UCB by incorporating empirical
variance estimates in the index, while KL-UCB [23] uses indices that are based on
the Kullback-Leibler divergence between the distributions of arms and is optimal,
i.e., it achieves the lower bound of Lai and Robbins.

The optimal use of structure in MABs has also been studied when considering a
large number of arms. Problem-specific regret lower bounds and algorithms have
been proposed for linear [24], combinatorial, unimodal [25], Lipschitz-continuous
[26], and combinatorial [27], structures. Parts of this work is inspired by that of
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Combes et al. [28] where they propose OSSB, an optimal algorithm which solves an
optimization problem associated with the problem-specific regret lower bound at
every iteration and selects arms so as to match it asymptotically.

Undiscounted Reinforcement Learning

Undiscounted Reinforcement Learning deals with agents that seek to maximize
their average expected reward for unknown dynamical systems. It addresses the
problem of regret minimization and so the work presented in this thesis falls under
this sub-field.

The first problem-specific (with constant Cφ), logarithmic regret lower bound
for ergodic Markov Decision Processes (MDPs) with known rewards, was given by
Burnetas and Katehakis[29]. In the same work, they propose a computationally
expensive index policy whose regret upper bound matches their proposed lower
bound. Tewari and Bartlett [30] relax the assumption of known rewards and introduce
OLP (Optimistic Linear Programming), a computationally simpler index algorithm
whose confidence bounds use the L1 norm instead of the Kullback-Leibler divergence.

The larger class of unichain communicating MDPs was studied by Auer and
Ortner [31] who proposed UCRL and showed a logarithmic regret upper bound
which scales dramatically on the number of states S.

Jaksch et al. [32] establish, for the case of communicating MDPs with known
reward functions, a finite-time, minimax lower bound that depends on the diameter D
of the MDP. In the same work (and in [33]), they propose UCRL2 as a generalization
of the UCRL algorithm to communicating MDPs. Their algorithm was shown to
match their minimax lower bound up to a factor

√
DS.

Following this paper, Filippi et al. [34] proposed KL-UCRL, which was inspired
by UCRL2 and has the same performance guarantees. Instead of the L1 inequalities
used in UCRL2, KL-UCRL maintains the confidence intervals for the transition
probabilities and rewards based on Kullback-Leibler divergence.

Bartlett and Tewari [35] studied weakly communicating MDPs with known reward
functions. They proposed REGAL, an algorithm that was also inspired inspired by
the UCRL2 algorithm, and which uses the idea of regularization. REGAL achieves
a better regret upper bound than UCRL2, as it depends on the one-way diameter
Dow instead of the diameter of the MDP. However, the algorithm relies on the
learner being aware of an upper bound on Dow. In the absence of such bound, a
doubling trick can be used at the expense of worse scaling on the number of states.

The case of unknown MDPs with deterministic transitions was studied by Ortner
[36]. In this setting, a learner can easily determine the MDP’s transition structure.
Despite its similarity to multi-armed bandit problem, one cannot directly use corre-
sponding bandit algorithms since the number of policies grows exponentially in the
number of states. Ortner [36] presents UCYCLE, which can be interpreted as either
a generalization of the UCB algorithm, or an adaptation of the UCRL2 algorithm
to the setting of deterministic MDPs. While UCYCLE achieves a logarithmic regret
lower bound, it relies on a doubling trick and its regret analysis uses a relaxed notion
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Paper Setting Regret
Burnetas-Katehakis [29] ergodic, known rewards O(Cφ log(T ))

Minimax Lower Bound [32, 33] communicating Ω
(√

DSAT
)

OLP [30] ergodic, known rewards O
(
D2SA

Φ log(T )
)

Ucrl [31] unichain O
(
S5A
∆2 log(T )

)
Ucrl2 [32, 33] communicating O

(
DS
√
AT
)

KL-Ucrl [34] communicating O
(
D2S2A

∆ log(T )
)

Agrawal-Jia [37] communicating, known rewards O
(
D
√
SAT

)
, T ≥ S5A

Regal [35] weakly communicating, known rewards O
(
DowS

√
AT
)

UCycle [36] deterministic transitions O
(
SA
∆ log(T )

)
Table 1.1: Regret comparison of various RL algorithms given an average reward
criterion

of regret.
More recently, Agrawal and Jia [37] proposed an algorithm for the communicating

MDPs. Their proposed algorithm is again inspired by UCRL2 but relies on posterior
sampling. Under the assumption that the reward function is known, their algorithm
achieves a finite-time regret upper bound that improves on that of Ucrl2 and
KL-Ucrl by a factor

√
S.

The aforementioned regret lower bounds and upper bounds achieved by these
algorithms are summarized in Table 1.1.

1.3 Thesis Outline

In this section, we provide the outline of the thesis and state the contributions of
each chapter.

The thesis is based on the following publications:

• Jungseul Ok, Alexandre Proutiere, and Damianos Tranos. Exploration in struc-
tured reinforcement learning. In Advances in Neural Information Processing
Systems, 2018.

• Damianos Tranos and Alexandre Proutiere. Regret Analysis in Deterministic
Reinforcement Learning. In Proceedings of the 60th IEEE Conference of
Decision and Control, 2021 (under review).

Chapter 1 is an introduction and covers the motivation, related work, and
contributions of the thesis.

Chapter 2 we present the relevant background on Markov Decision Processes
and define most of the notation and preliminaries that are used in the rest of the
thesis.
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In Chapter 3, we study ergodic Markov Decision Processes. For these, we provide
a problem specific and asymptotic regret lower bound valid for any agent and any
structure. For the case where we have no structure, we prove a decoupling property,
which in turn allows us to state an explicit lower bound. We then study our first case
with structure; a system with transitions and rewards that are Lipschitz continuous
in the state-action pairs. We state an explicit lower bound which notably does not
scale on the number of states and actions. Finally, we present DEL, an algorithm
designed to exploit the given structure and whose design is motivated by our lower
bound.

Chapter 4 deals with the case of communicating Markov Decision Processes
with deterministic transitions. Again, we provide a problem-specific and asymptotic
regret lower bound valid for this structure, and make it explicit for the case where a
decoupling property holds; the transitions can be decomposed into disjoint cycles.
We exemplify the bound in two separate problems; one where the states are arranged
in a line and one where the rewards depend only on the state we transition into.
For the later, we show that our lower bound reduces to that of the stochastic
multi-armed bandit setting.

Chapter 5 contains the regret analysis of the proposed DEL algorithm. For the
unstructured setting, we show that DEL asymptotically achieves a regret upper
bound that matches the proposed lower bound. This serves as verification that our
proposed bounds are tight, and that the algorithm is truly optimal.

Chapter 6 presents some important concentration inequalities which are used for
the regret analysis of DEL.

Chapter 7 concludes with a discussion of our results and lists some possible
future research directions.



Chapter 2

Background

This chapter introduces Markov Decision Processes with the objective of maximizing
the average reward. This objective is heavily dependent on the particular problem
class, so we follow by presenting the relevant Markov chain notation upon which
rests the classification scheme that is used in this work. Finally, we present the
optimality criterion valid for the two classes of models we study, as well as the
notion of regret.

2.1 Markov Decision Processes

We define MDPs as quadruplets (S,A, pφ, qφ) where S is a finite set of states and A
is a finite set of actions, such that A = ∪s∈SA(s), where A(s) is the set of admissible
actions at state s. We will denote their respective cardinalities by S and A. Here,
pφ is the transition kernel, while qφ is the reward distribution with support [0, 1]
and mean rφ(s, a). These are parameterized by φ, which belongs to some known
and well specified set of Φ. Hence we will often refer to a particular MDP by its
parameter φ and to a class of MDPs by the set Φ. We will also interchangeably
refer to MDPs using the terms model, problem, and instance. An MDP models the
situation where an agent is at a state s ∈ S and selects an action a ∈ A. It then
obtains a reward, sampled from qφ(s, a) before transitioning to a new state s′ with
probability pφ(s′|s, a).

The agent follows a policy π which selects an action, denoted by πt(s), at time step
t when the system is in state s. This policy is based on the history of observations
Hπt , the σ-algebra generated by (Z1, . . . , Zt−1, St), where Zt := (St, At, Rt) is a
random vector representing the state, the action, and the collected reward at time
step t. We denote by Π the set of all policies. Of distinction, for reasons that will be
outlined below, is the set of all stationary randomized policies ΠR, which consists of
mappings from the set of states to the set of probability distributions on the action
space, i.e., π : S → P(A). We also note its subset, the set of stationary deterministic
policies ΠD, which consists of mappings π : S → A.

The definition of an MDP is incomplete without also specifying an objective that

7



8 Background

the agent seeks to optimize with its chosen policy. Because we consider an online
learning setting where the agent will interact repeatedly with the same environment
over a long period of time, a natural objective is to maximize the expected average
(ergodic) reward, defined as

gπφ(s) := lim
T→∞

1
T
V πT (s, φ), (2.1)

where V πT (s, φ) is the expected cumulative reward achieved up to time T :

V πT (s, φ) = Eπs|φ
[ T∑
t=1

Rt

]
.

Here, we use Eπs|φ[·] to denote the conditional expectation given a model φ, policy π,
and initial state S1 = s, taken with respect to the randomness of the rewards and
the state transitions. The limit (2.1) may not always exist for general policies, but
in this work we only consider policies for which it does. Specifically, the limit always
exists for stationary policies. Policies which maximize this objective will be referred
to as (average) optimal and we will denote the set of all such policies by Π?.

2.2 Classification of Markov Decision Processes

A notable property of stationary policies, is that when applied to MDPs, they
induce a Markov chain. The underlying chain structure of this Markov chain can
be neglected when considering MDPs with objectives such as expected cumulative
reward over a finite horizon, or expected cumulative discounted reward over an
infinite horizon. This is no longer true for models with an average reward objective,
where the optimality criterion depends on their underlying chain structure. In order
to precise this notion, we introduce Markov chains and some associated notation.

Markov Chains

A Markov chain is a sequence of random variables (St)t≥1 that satisfies the Markov
property:

P[St = st|St−1 = st−1, St−2 = st−2, . . . , S1 = s1] = P[St = st|St−1 = st−1]

for t ≥ 1 and si ∈ S, 0 ≤ i ≤ t. A Markov chain is stationary or time-homogeneous
when the transition probability P[St = s′|St−1 = s] does not depend on time. Every
homogeneous Markov chain has an n-step transition probability matrix Pn, whose
(s, s′)th element corresponds to pn(s′|s) := P[St+n = s′|St = s]. Let µt ∈ [0, 1]S be
the distribution of the state at time t. Then the matrix Pn satisfies the Kolmogorov
equation:

µt+n = µtP
n



2.2. Classification of Markov Decision Processes 9

Take any two states s′ and s in S. We say that s′ is accessible from s (s→ s′) if
there exists a time t ≥ 0 such that pt(s′|s) > 0. Similarly, s communicates with s′

(s↔ s′) if either state is accessible from one another. By definition, communication
is an equivalence relation and so all states can be partitioned into disjoint communi-
cation classes which are sets consisting only of communicating states. A Markov
chain that consists of a single communication class is said to be irreducible.

Let τs denote the time needed to reach state s, i.e., τs = min{t ≥ 1 : St = s}.
A state s is said to be recurrent if P[ts < ∞|S1 = s] = 1 while it isf transient if
P[ts <∞|S1 = s] < 1. For finite-state Markov chains, all recurrent states are also
positive recurrent meaning that E[ts|S1 = s] <∞. One can think of recurrent states
as those that will be visited infinitely often, while transient ones will be visited
finitely often. Recurrence and transience, like communication, are class properties.
A Markov chain is unichain if it consists of one irreducible class and a (possibly
empty) set of transient states and multichain otherwise.

Classification Scheme

Given an MDP φ, every stationary policy π ∈ ΠR induces a Markov chain with tran-
sition probability matrix Pπφ . Every such Markov chain has a chain structure, which
is the extent to which it can be decomposed into different communication classes,
as well as their properties. We can use these to classify MDPs in two ways, either in
terms of the chain structure of the Markov chain induced by every stationary policy,
or in terms of the communication properties of states under some stationary policy.

We say that an MDP is:

• Ergodic If the Markov chain induced by every stationary deterministic policy
is irreducible.

• Unichain If the Markov chain induced by every stationary deterministic policy
is unichain.

• Communicating If for any two states s and s′ there exists a stationary deter-
ministic policy such that s→ s′.

• Weakly communicating If there exists a closed set of states such that each
state is accessible from every other state in the set under some stationary
deterministic policy, plus a possibly empty set of states which are transient
under every policy.

• Multichain If there exists at least one stationary policy, such that its induced
Markov chain consists of two or more distinct recurrent classes.

In this thesis, we restrict our attention to ergodic and communicating MDPs.
The primary motivation for this is simplicity; for both models, the associated
optimal policies lead to a single recurrent class. More importantly, in the context of
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Reinforcement Learning, because every state can be accessed from one another, it
is possible to design an algorithm that explores the environment without having
to consider the case of the agent being trapped in a closed set of states where only
sub-optimal actions are available.

2.3 Optimality and Regret

Having presented a classification scheme for MDPs, we can now present the optimality
criterion valid for both ergodic and communicating MDPs. This relies on the notions
of gain and bias.

Given an MDP φ, a stationary policy π ∈ ΠR induces a Markov chain with
transition probability Pπφ , and also has an associated mean reward vector rπφ with
components rπφ(s) := rφ(s, π(s)). We define its limiting probability matrix as the
following Cesaro limit:

P
π|?
φ = C - lim

T→∞
P
π|T
φ := lim

T→∞

1
T

T∑
t=1

P
π|t
φ .

The matrix Pπ|?φ characterizes the steady-state behaviour of the Markov chain, with
its component pπ|?φ (s′|s) representing the fraction of time that the chain is in state
s′ when starting from state s. The expected average reward can be expressed in
terms of this limiting matrix as:

gπφ(s) = P
π|?
φ rφ(s). (2.2)

We see that we can interpret the expected average reward as the mean reward
obtained per period given a system in steady-state. For this reason we refer to it as
the gain of the system.

We now define the bias function hπφ:

hπφ(s) := C - lim
T→∞

Eπs

[ ∞∑
t=1

(rπφ(St)− gπφ(St))
]
.

It represents the expected total difference between the reward and the stationary
reward, when applying policy π at initial state s.

The gain and the bias have the following relationship with the expected cumula-
tive reward up to time T :

V πT (s, φ) = Tgπφ(s) + hπφ(s) +O(1) as T →∞. (2.3)

Essentially, for large enough T and each state s, the bias acts as a finite transient
reward and the gain as the stationary reward that is obtained at every time increment,
i.e., it is the gain between V πT (s, φ) and V πT−1(s, φ).
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With the notions of gain and bias in place, we can now present optimal policies
and their criterion for ergodic and communicating MDPs. A policy π ∈ Π is (gain)
optimal if it attains maximal gain for any initial state s ∈ S, i.e., gπφ(s) = g?φ(s),
where:

g?φ(s) = max
π∈Π

gπφ(s).

For both ergodic and communicating MDPs, the maximal gain is constant and does
not depend on the initial state. This follows intuitively for ergodic MDPs because
they have a single recurrent class regardless of stationary policy. For communicating
MDPs, there always exists a stationary deterministic policy that connects any state
s with a state s′. It can then be shown that there always exists a stationary policy
which leads to the same recurrent class regardless of initial state. Equation (2.2)
suggests that the gain is associated with a single recurrent class, which leads to a
constant, state-independent maximal gain.

That the maximal gain is constant for these models leads to a single optimality
equation. We first define, for any state s and bias function h, the Bellman operator
under action a, and the optimal Bellman operator as:

(Ba
φh)(s) := rφ(s, a) +

∑
s′∈S

pφ(s′|s, a)h(s′) and (B?
φh)(s) := max

a∈A
(Ba

φh)(s) .

Then, given any policy π ∈ ΠR, its gain and bias satisfy the evaluation equation for
any s ∈ S:

gπφ + hπφ(s) = (Bπ(s)
φ hπφ)(s)

Furthermore, such a policy π is optimal, if and only if its gain and bias also satisfy
the optimality equation:

gπφ + hπφ(s) = (B∗φhπφ)(s).

We will often denote the bias function associated with an optimal policy by h?φ.
Note that this term is not unique as there can exist multiple gain optimal policies
with different bias. Therefore, h?φ should not be misinterpreted as the maximal bias.

We now define the notion of regret which is central to assessing the performance
of a learning agent. Given a model φ, the regret RπT (s, φ) of a policy π is defined as
the difference between the total reward achieved by an optimal (oracle) policy π?
and that obtained by π:

RπT (s, φ) := V ?T (s, φ)− V πT (s, φ)

where V ?T (s, φ) = supπ∈Π V
π
T (s, φ).

Because of (2.3), and noting that the bias will be finite for large T , we can
neglected it and restrict our attention to the effective regret:

RπT (s, φ) = Tg?φ − V πT (s, φ).
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It often convenient to express the effective regret that a policy accumulates in
terms of the sub-optimal state-action pairs. We denote by NT (s) =

∑T
t=1 1[St = s]

and NT (s, a) =
∑T
t=1 1[St = s,At = a], the number of times the state s and the

state-action pair (s, a) have been visited up to step T , respectively.
We now define, for any state-action pair (s, a) the sub-optimality gap:

δ∗(s, a;φ) := (B∗φh∗φ)(s)− (Ba
φh
∗
φ)(s).

This gap quantifies the total regret that will be obtained when an agent selects
action a in state s (instead of the optimal action) and then proceeds to follow the
optimal policy. The effective regret can then be expressed, for any initial state s1,
for T →∞, as:

RπT (s1, φ) =
∑
s∈S

∑
a∈A

Eπψ|s1 [NT (s, a)]δ∗(s, a;φ) +O(1) (2.4)



Chapter 3

Ergodic Markov Decision Process

This chapter addresses Reinforcement Learning for ergodic Markov Decision Pro-
cesses with or without structure. The notion of structure is precised in the following
section. Next, we present a problem specific asymptotic lower bound valid for any
structure. This bound is simplified for the unstructured case using a decoupling
lemma. We also present an explicit lower bound for Lipschitz structures which,
importantly, does not scale with states and actions. Finally, we present DEL, an al-
gorithm which leverages the knowledge of the lower bound (and hence the structure)
during exploration.

3.1 Models and Objectives

We consider an MDP φ = (pφ, qφ) with finite state and action spaces S and A of
respective cardinalities S and A. pφ and qφ are the transition and reward kernels of
φ. Specifically, when in state s, taking action a, the system moves to state s′ with
probability pφ(s′|s, a), and a reward drawn from distribution qφ(·|s, a) of average
rφ(s, a) is collected. The rewards are bounded, w.l.o.g., in [0, 1]. We assume that for
any (s, a), qφ(·|s, a) is absolutely continuous w.r.t. some measure λ on [0, 1]1.

The random vector Zt := (St, At, Rt) represents the state, the action, and the
collected reward at step t. A policy π selects an action, denoted by πt(s), in step
t when the system is in state s based on the history captured through Hπt , the
σ-algebra generated by (Z1, . . . , Zt−1, St) observed under π: πt(s) is Hπt -measurable.
We denote by Π the set of all such policies.

The MDP φ is initially unknown. However we assume that φ belongs to some well
specified set Φ which may encode a known structure of the MDP. The knowledge of
Φ can be exploited to devise (more) efficient policies. The results derived in this
paper are valid under any structure, but we give a particular attention to the cases
of
(i) Unstructured MDPs: φ ∈ Φ if for all (s, a), pφ(· | s, a) ∈ P(S) and qφ(· |

1λ can be the Lebesgue measure; alternatively, if rewards take values in {0, 1}, λ can be the
sum of Dirac measures at 0 and 1.

13
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s, a) ∈ P([0, 1])2;
(ii) Lipschitz MDPs: φ ∈ Φ if pφ(·|s, a) and rφ(s, a) are Lipschitz-continuous w.r.t.
s and a in some metric space (we provide a precise definition in the next section).

The expected cumulative reward up to step T of a policy π ∈ Π when the system
starts in state s is V πT (s) := Eπs [

∑T
t=1Rt, where Eπs [·] denotes the expectation under

policy π given that S1 = s. Now assume that the system starts in state s and evolves
according to the initially unknown MDP φ ∈ Φ for given structure Φ, the objective
is to devise a policy π ∈ Π maximizing V πT (s) or equivalently, minimizing the regret
RπT (s) up to step T defined as the difference between the cumulative reward of an
optimal policy and that obtained under π:

RπT (s) := V ?T (s)− V πT (s)

where V ?T (s) := supπ∈Π V
π
T (s).

Let ΠD be the set of stationary (deterministic) policies, i.e. when in state St = s,
f ∈ ΠD selects an action f(s) independent of t. φ is communicating if each pair of
states are connected by some policy. Further, φ is ergodic if under any stationary
policy, the resulting Markov chain (St)t≥1 is irreducible. For any communicating
φ and any policy π ∈ ΠD, we denote by gπφ(s) the gain of π (or long-term average
reward) started from initial state s: gπφ(s) := limT→∞

1
T V

π
T (s). We denote by Π?(φ)

the set of stationary policies with maximal gain: Π?(φ) := {f ∈ ΠD : gfφ(s) =
g?φ(s) ∀s ∈ S}, where g?φ(s) := maxπ∈Π g

π
φ(s). If φ is communicating, the maximal

gain is constant and denoted by g?φ. The bias function hfφ of f ∈ ΠD is defined by
hfφ(s) := C- limT→∞ Efs [

∑∞
t=1(Rt−gfφ(st))], and quantifies the advantage of starting

in state s. We denote by Ba
φ and B?

φ, respectively, the Bellman operator under
action a and the optimal Bellman operator under φ. They are defined by: for any
h : S 7→ R and s ∈ S,

(Ba
φh)(s) := rφ(s, a) +

∑
s′∈S

pφ(s′|s, a)h(s′) and (B?
φh)(s) := max

a∈A
(Ba

φh)(s) .

Then for any f ∈ ΠD, gfφ and hfφ satisfy the evaluation equation: for all state s ∈ S,
gfφ(s) + hfφ(s) = (Bf(s)

φ hfφ)(s). Furthermore, f ∈ Π?(φ) if and only if gfφ and hfφ
verify the optimality equation:

gfφ(s) + hfφ(s) = (B?
φh

f
φ)(s) .

We denote by h?φ the bias function of an optimal stationary policy3, and by H
its span H := maxs,s′ h?φ(s) − h?φ(s′). For s ∈ S, h : S 7→ R, and φ ∈ Φ, let
O(s;h, φ) = {a ∈ A : (B?

φh)(s) = (Ba
φh)(s)}. For ergodic φ, h?φ is unique up to an

2P(S) is the set of distributions on S and P([0, 1]) is the set of distributions on [0, 1], absolutely
continuous w.r.t. λ.

3In case of h?φ is not unique, we arbitrarily select an optimal stationary policy and define h?φ.
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additive constant. Hence, for ergodic φ, the set of optimal actions in state s under
φ is O(s;φ) := O(s;h?φ, φ), and Π?(φ) = {f ∈ ΠD : f(s) ∈ O(s;φ) ∀s ∈ S}. Finally,
we define for any state s and action a,

δ?(s, a;φ) := (B?
φh

?
φ)(s)− (Ba

φh
?
φ)(s) .

This can be interpreted as the long-term regret obtained by initially selecting action
a in state s (and then applying an optimal stationary policy) rather than following an
optimal policy. The minimum gap is defined as δmin := min(s,a):δ?(s,a;φ)>0 δ

?(s, a;φ).
We denote by R̄+ = R+ ∪ {∞}. The set of MDPs is equipped with the following

`∞-norm: ‖φ− ψ‖ := max(s,a)∈S×A ‖φ(s, a)− ψ(s, a)‖ where ‖φ(s, a)− ψ(s, a)‖ :=
|rφ(s, a)− rψ(s, a)|+ maxs′∈S |pφ(s′ | s, a)− pψ(s′ | s, a)|.

3.2 Regret Lower Bound

In this section, we present an (asymptotic) regret lower bound satisfied by any
uniformly good learning algorithm. An algorithm π ∈ Π is uniformly good if for all
ergodic φ ∈ Φ, any initial state s and any constant α > 0, the regret of π satisfies
RπT (s) = o(Tα) .

To state our lower bound, we introduce the following notations. For φ and ψ,
we denote φ � ψ if the kernel of φ is absolutely continuous w.r.t. that of ψ, i.e.,
∀E , Pφ[E ] = 0 if Pψ[E ] = 0. For φ and ψ such that φ � ψ and (s, a), we define
the KL-divergence between φ and ψ in state-action pair (s, a) KLφ|ψ(s, a) as the
KL-divergence between the distributions of the next state and collected reward if
the state is s and a is selected under these two MDPs:

KLφ|ψ(s, a) =
∑
s′∈S

pφ(s′|s, a) log pφ(s′|s, a)
pψ(s′|s, a) +

∫ 1

0
qφ(r|s, a) log qφ(r|s, a)

qψ(r|s, a)λ(dr) .

We further define the set of confusing MDPs as:

∆Φ(φ) = {ψ ∈ Φ : φ� ψ, (i) Π?(φ) ∩Π?(ψ) = ∅
(ii) KLφ|ψ(s, a) = 0, ∀s,∀a ∈ O(s;φ)}.

This set consists of MDP ψ’s that (i) coincide with φ for state-action pairs where
the actions are optimal (the kernels of φ and ψ cannot be statistically distinguished
under an optimal policy); and such that (ii) the optimal policies under ψ are not
optimal under φ.

Theorem 3.1. Let φ ∈ Φ be ergodic. For any uniformly good algorithm π ∈ Π and
for any s ∈ S,

lim inf
T→∞

RπT (s)
log T ≥ KΦ(φ), (3.1)
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where KΦ(φ) is the value of the following optimization problem:

inf
η∈FΦ(φ)

∑
(s,a)∈S×A

η(s, a)δ?(s, a;φ), (3.2)

where FΦ(φ) := {η ∈ R̄S×A+ :
∑

(s,a)∈S×A η(s, a)KLφ|ψ(s, a) ≥ 1,∀ψ ∈ ∆Φ(φ)}.

The above theorem can be interpreted as follows. When selecting a sub-optimal
action a in state s, one has to pay a regret of δ?(s, a;φ). Then the minimal number
of times any sub-optimal action a in state s has to be explored scales as η?(s, a) log T
where η?(s, a) solves the optimization problem (3.2). It is worth mentioning that
our lower bound is tight, as we present in Section 3.5 an algorithm achieving this
fundamental limit of regret.

The regret lower bound stated in Theorem 3.1 extends the problem-specific regret
lower bound derived in [29] for unstructured ergodic MDPs with known reward
function. Our lower bound is valid for unknown reward function, but also applies to
any structure Φ. Note however that at this point, it is only implicitly defined through
the solution of (3.2), which seems difficult to solve. The optimization problem can
actually be simplified, as shown in the next section, by providing useful structural
properties of the feasibility set FΦ(φ) depending on the structure considered. The
simplification will be instrumental to quantify the gain that can be achieved when
optimally exploiting the structure, as well as to design efficient algorithms.

In the following, the optimization problem: infη∈F
∑

(s,a)∈S×A η(s, a)δ?(s, a;φ)
is referred to as P (φ,F); so that P (φ,FΦ(φ)) corresponds to (3.2).

3.2.1 Proof of Theorem 3.1
The proof of Theorem 3.1 combines a characterization of the regret as a function of
the number of times NT (s, a) up to step T (state, action) pair (s, a) is visited, and
of the δ?(s, a;φ)’s, and change-of-measure arguments as those recently used to prove
in a very direct manner regret lower bounds in bandit optimization problems [38].

For any ψ ∈ Φ, using the ergodicity of ψ, we may leverage the same arguments
as those used in the proof of Proposition 1 of [29] to establish a connection between
the regret of an algorithm π ∈ Π under ψ and NT (s, a). Specifically, for any s1,

RπT,ψ(s1) =
∑
s∈S

∑
a/∈O(s′,ψ)

Eπψ|s1 [NT (s, a)]δ?(s, a;ψ) +O(1) , as T →∞ . (3.3)

In addition, due to the ergodicity of ψ, we can also prove as in Proposition 2 in
[29] that there exists constants C, ρ > 0 such that for any s ∈ S, π ∈ Π,

Pπψ|s[NT (s) ≤ ρT ] ≤ C · exp(−ρT/2). (3.4)

Change-of-measure argument. Let π be a uniformly good algorithm, and s1
an initial state. For any bad MDP ψ ∈ ∆Φ(φ), the argument consists in (i) relating
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the log-likelihood of the observations under φ and ψ to the expected number of
times sub-optimal actions are selected under π, and (ii) using the fact that π is
uniformly good to derive a lower bound on the log-likelihood.

(i) Define by L the log-likelihood of the observations up to step T under φ and
ψ. We can use the same techniques as in [38, 39] (essentially an extension of Wald’s
lemma):

Eπφ|s1 [L] =
∑
s,a

Eπφ|s1 [NT (s, a)]KLφ|ψ(s, a). (3.5)

The so-called data processing inequality [39] yields for all event E in HπT :
Eπφ|s1 [L] ≥ kl(Pπφ|s1 [E ],Pπψ|s1 [E ]), where for u, v ∈ [0, 1], kl(u, v) := u log u

v + (1 −
u) log 1−u

1−v . Combine with (3.5), this leads to:∑
s,a/∈O(s,φ)

Eπφ|s1 [NT (s, a)]KLφ|ψ(s, a) ≥ KL(Pπφ|s1 [E ],Pπψ|s1 [E ]). (3.6)

Note that in the above sum, we removed a ∈ O(s, φ) since KLφ|ψ(s, a) = 0 if
a ∈ O(s, φ).

(ii) Next we will leverage the fact that π is uniformly good to select the event
E. We first state the following lemma, proved at the end of this section. Since
Π?(φ) ∩Π?(ψ) = ∅, there exists s ∈ S such that for all α > 0,

Eπψ|s1

 ∑
a∈O(s,φ)

NT (s, a)

 = o(Tα).

Indeed, otherwise π would not be uniformly good. Now define the event E as:

E :=

NT (s) ≥ ρT,
∑

a/∈O(s,φ)

NT (s, a) ≤
√
T

 ,
where the constant ρ is chosen so that (3.4) holds under φ and ψ. Using a union
bound, we have

1− Pπφ|s1 [E ] ≤ Pπφ|s1 [NT (s) ≤ ρT ] + Pπφ|s1

 ∑
a/∈O(s,φ)

NT (s, a) ≥
√
T


≤ C · exp(−ρT/2) +

Eπφ|s1
[∑

a/∈O(s,φ)NT (s, a)
]

√
T

(3.7)

where for the first and second terms in the last inequality, we used (3.4) and Markov
inequality, respectively. Since π is uniformly good, Eπφ|s1 [

∑
a/∈O(s,φ)NT (s, a)] = o(Tα)

for all α > 0, the last term of (3.7) converges to 0, i.e., Pπφ|s1 [E ] → 1 as T → ∞.
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Using Markov inequality, it follows that

Pπψ|s1 [E ] ≤ Pπψ|s1

NT (s)−
∑

a/∈O(s,φ)

NT (s, a) ≥ ρT −
√
T


≤

Eπψ|s1 [NT (s)−
∑
a/∈O(s,φ)NT (s, a)]

ρT −
√
T

=
Eπψ|s1 [

∑
a∈O(s,φ)NT (s, a)]
ρT −

√
T

which converges to 0 because of our choice of s. Combining Pπφ|s1 [E ] → 1 and
Pπψ|s1 [E ]→ 0,

kl(Pπφ|s1 [E ],Pπψ|s1 [E ])
log T ∼

T→∞

1
log T log

(
1

Pπψ|s1 [E ]

)
≥ 1

log T log
(

ρT −
√
T

Eπψ|s1 [
∑
a∈O(s,φ)NT (s, a)]

)

which converges to 1 as T grows large due to our choice of s. Plugging this result in
(3.6), we get:

lim inf
T→∞

1
log T

∑
s,a/∈O(s,φ)

Eπφ|s1 [NT (s, a)]KLφ|ψ(s, a) ≥ 1. (3.8)

Combining the above constraints valid for any ψ ∈ ∆Φ(ψ) and (3.3) concludes the
proof of the theorem.

3.3 Explicit Lower Bound for Unstructured MDPs

In this section, we present an explicit version of our regret lower bound valid
for ergodic MDPs without structure. For models without structure we will have
Φ = {ψ : pψ(·|s, a) ∈ P(S), qψ(·|s, a) ∈ P([0, 1]),∀(s, a)}, and the set of constraints
FΦ(φ) becomes:

Theorem 3.2. Consider the unstructured model Φ, and let φ ∈ Φ be ergodic. We
have:

FΦ(φ) =
{
η ∈ R̄S×A+ : ∀(s, a) s.t. a /∈ O(s;φ), η(s, a)KLφ|ψ(s, a) ≥ 1, ∀ψ ∈ ∆Φ(s, a;φ)

}
where

∆Φ(s, a;φ) := {ψ ∈ Φ : KLφ|ψ(s′, b) = 0 ∀(s′, b) 6= (s, a) and (Ba
ψh

?
φ)(s) > g?φ + h?φ(s)}.

The theorem states that in the constraints of the optimization problem (3.2),
we can restrict our attention to confusing MDPs ψ that are different than the
original MDP φ only for a single state-action pair (s, a). Further note that the
condition (Ba

ψh
?
φ)(s) > g?φ + h?φ(s) is equivalent to saying that action a becomes

optimal in state s under ψ (see Lemma 1(i) in [29]). Hence to obtain the lower
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bound in unstructured MDPs, we may just consider confusing MDPs ψ which make
an initially sub-optimal action a in state s optimal by locally changing the kernels
and rewards of φ at (s, a) only. Importantly, this observation implies that an optimal
algorithm π must satisfy Eπs1 [NT (s, a)] ∼ log T/ infψ∈∆Φ(s,a;φ) KLφ|ψ(s, a). In other
words, the required level of exploration of the various sub-optimal state-action pairs
are decoupled, which significantly simplifies the design of optimal algorithms.

To get an idea on how the regret lower bound scales as the sizes of both state
and action spaces, we can further provide an upper bound of the regret lower bound.
One may easily observe that Fun(φ) ⊂ FΦ(φ) where

Fun(φ) =
{
η ∈ R̄S×A+ : η(s, a)

(
δ?(s, a;φ)
H + 1

)2
≥ 2, ∀(s, a) s.t. a /∈ O(s;φ)

}
.

From this result, an upper bound of the regret lower bound isKun(φ) := 2 (H+1)2

δmin
SA log T ,

and we can devise algorithms achieving this regret scaling.

Proof of Theorem 3.2. Recall that any policy f ∈ Π?(φ) has the same gain and
bias function in ψ and φ since the kernels of φ and ψ are identical at every (s, a)
such that a ∈ O(s;φ). More formally, for any f ∈ Π?(φ),

Bf
φ = Bf

ψ, g?φ = gfφ = gfψ and h?φ(·) = hfφ(·) = hfψ(·) .

Next we show that for all ψ ∈ ∆Φ(φ),

Π?(φ) ∩Π?(ψ) = ∅ =⇒ ∃(s, a) such that (Ba
ψh

?
φ)(s) > g?φ + h?φ(s) . (3.9)

We prove (3.9) by contradiction. Consider a policy f ∈ Π?(φ). Suppose that for all
(s, a), (Ba

ψh
f
φ)(s) ≤ gfφ + hfφ(s). Then, for all (s, a),

(Bf
ψh

f
ψ)(s) = (Bf

φh
f
φ)(s) = gfφ + hfφ(s) ≥ max

a∈A
(Ba

ψh
f
φ)(s)

which implies that gfψ and hfψ verify the Bellman optimality equation under ψ.
Hence, f ∈ Π?(ψ) which contradicts to Π?(φ) ∩Π?(ψ) = ∅.

Finally Theorem 3.2 is obtained by combining a decoupling lemma (Lemma 3.1)
and (3.9). Indeed, due to Lemma 3.1, we may restrict ∆Φ(φ) to MDPs obtained
from φ by only changing the kernels in a single state-action pair.

�
Simplification for null structure. We conclude by proving that Fun(φ) ⊂ FΦ(φ).
Let η ∈ Fun(φ), recalling that

Fun(φ) =
{
η ∈ F0(φ) : η(s, a)

(
δ?(s, a;φ)
H + 1

)2
≥ 2, ∀(s, a) s.t. a /∈ O(s;φ)

}
.

We show that η ∈ FΦ(φ). To this aim, we need to show that ∀(s, a) s.t. a /∈ O(s;φ),

η(s, a)KLφ|ψ(s, a) ≥ 1, ∀ψ ∈ ∆Φ(s, a;φ).
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Let (s, a) be such that a /∈ O(s;φ), which means a /∈ O(s, h?φ;φ), and ψ ∈ ∆Φ(s, a;φ).
We have, by definition, (Ba

ψh
?
φ)(s) > g?φ + h?φ(s). Then,

δ?(s, a;φ) = (B?
φh

?
φ)(s)− (Ba

φh
?
φ)(s)

< (Ba
ψh

?
φ)(s)− (Ba

φh
?
φ)(s)

= rψ(s, a)− rφ(s, a) +
∑
s′∈S

(pψ(s′ | s, a)− pφ(s′ | s, a))h?φ(s′)

≤ ‖qψ(· | s, a)− qφ(· | s, a)‖1 +H‖pψ(· | s, a)− pφ(· | s, a)‖1
≤ (H + 1)‖ψ(s, a)− φ(s, a)‖1

where we define

‖ψ(s, a)− φ(s, a)‖1 := ‖qψ(· | s, a)− qφ(· | s, a)‖1 + ‖pψ(· | s, a)− pφ(· | s, a)‖1.

Finally, Pinsker’s inequality yields:

2KLφ|ψ(s, a) ≥ ‖ψ(s, a)− φ(s, a)‖21 ≥
(
δ?(s, a;φ)
H + 1

)2
.

This implies that:

η(s, a)KLφ|ψ(s, a) ≥ η(s, a)
2

(
δ?(s, a;φ)
H + 1

)2
≥ 1

where the last inequality is due to the fact that η(s, a) ∈ Fun(φ).

3.3.1 Decoupling Lemma
Theorem 3.2 relies on the following decoupling lemma, valid under any structure Φ:

Lemma 3.1. Let U1,U2 be two non-overlapping subsets of the (state, action) pairs
such that for all (s, a) ∈ U0 := U1 ∪ U2, a /∈ O(s;φ). Define the following three
MDPs in Φ obtained starting from φ and changing the kernels for (state, action)
pairs in U1 ∪ U2. Specifically, let (p, q) be some transition and reward kernels. For
all (s, a), define ψj, j ∈ {0, 1, 2} as

(pψj (·|s, a), qψj (·|s, a)) =
{

(p(·|s, a), q(·|s, a)) if (s, a) ∈ Uj ,
(pφ(·|s, a), qφ(·|s, a)) otherwise.

Then, if Π?(φ) ∩Π?(ψ0) = ∅, then Π?(φ) ∩Π?(ψ1) = ∅ or Π?(φ) ∩Π?(ψ2) = ∅.

Proof of Lemma 3.1. We prove the lemma by contradiction. Assume that Π?(φ)∩
Π?(ψ1) 6= ∅ and Π?(φ)∩Π?(ψ2) 6= ∅. Let Π?(φ, ψ1, ψ2) := Π?(φ)∩Π?(ψ1)∩Π?(ψ2).
It is sufficient to show

(i) Π?(φ, ψ1, ψ2) 6= ∅ , and (ii) Π?(φ, ψ1, ψ2) ⊆ Π?(ψ0) . (3.10)
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Indeed, this implies Π?(φ) ∩Π?(ψ0) 6= ∅. Note that any policy f ∈ Π?(φ) has the
same gain and bias function under φ, ψ0, ψ1, ψ2 since the modifications of φ are
made on suboptimal (state, action) pairs. Specifically,

gfψ0
= gfψ1

= gfψ2
= g?φ and hfψ0

= hfψ1
= hfψ2

= h?φ . (3.11)

To prove (i), the first part of (3.10), consider a policy f ′ ∈ Π?(φ) ∩Π?(ψ1) and
a policy f ′′ ∈ Π?(φ) ∩Π?(ψ2). Then, from the optimality of f ′ under ψ1, it follows
that for each s ∈ S,

g?ψ1
= gf

′

ψ1
≥ gf

′′

ψ1
= gf

′′

ψ2
= g?ψ2

, (3.12)

where for the second equality, we use (3.11). Similarly, we have for each s ∈ S,

g?ψ2
= gf

′′

ψ2
≥ gf

′

ψ2
= gf

′

ψ1
= g?ψ1

.

Hence g?ψ1
= g?ψ2

and Π?(φ, ψ1, ψ2) = Π?(φ) ∩Π?(ψ1) = Π?(φ) ∩Π?(ψ2) 6= ∅.
We now prove (ii), the second part of (3.10). Let f ∈ Π?(φ, ψ1, ψ2). It is sufficient

to show gfψ0
and hfψ0

(s) verify the Bellman optimality equation for model ψ0. Using
(3.11) and the optimality of f under ψ1, for all a ∈ A, if (s, a) /∈ U2,

rψ0(s, f(s)) +
∑
s′∈S

pψ0(s′|s, f(s))hfψ0
(s′) (a)= rψ1(s, f(s)) +

∑
s′∈S

pψ1(s′|s, f(s))hfψ1
(s′)

(b)
≥ rψ1(s, a) +

∑
s′∈S

pψ1(s′|s, a)hfψ1
(s′)

(c)= rψ0(s, a) +
∑
s′∈S

pψ0(s′|s, a)hfψ0
(s′) ,

(3.13)

where for (a) and (c), we used (3.11) and the fact that the kernels of ψ0 and ψ1 are
the same at every (s, a) /∈ U2, and for (b), we used the fact that gfψ1

and hfψ1
verify

the Bellman optimality equation for ψ1. Similarly, using the optimality of f under
ψ2, it follows that for (s, a) ∈ U2,

rψ0(s, f(s)) +
∑
s′∈S

pψ0(s′|s, f(s))hfψ0
(s′) = rψ2(s, f(s)) +

∑
s′∈S

pψ2(s′|s, f(s))hfψ2
(s′)

≥ rψ2(s, a) +
∑
s′∈S

pψ2(s′|s, a)hfψ2
(s′)

= rψ0(s, a) +
∑
s′∈S

pψ0(s′|s, a)hfψ0
(s′) .

(3.14)

Combining (3.13) and (3.14), for all (s, a) ∈ S ×A,

rψ0(s, f(s)) +
∑
s′∈S

pψ0(s′|s, f(s))hfψ0
(s′) ≥ rψ0(s, a) +

∑
s′∈S

pψ0(s′|s, a)hfψ0
(s′) ,
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which implies that gfψ0
and hfψ0

verify the Bellman optimality equation under model
ψ0, i.e., f ∈ Π?(ψ0).

�

3.4 Explicit Lower Bound for Lipschitz MDPs

Lipschitz structures have been widely studied in the bandit and reinforcement
learning literature. We find it convenient to use the following structure, although
one could imagine other variants in more general metric spaces. We assume that the
state (resp. action) space can be embedded in the d (resp. d′) dimensional Euclidian
space: S ⊂ [0, D]d and A ⊂ [0, D′]d′ . We consider MDPs whose transition kernels
and average rewards are Lipschitz w.r.t. the states and actions. Specifically, let
L,L′ > 0, α, α′ > 0, and

Φ = {ψ : pψ(·|s, a) ∈ P(S), qψ(·|s, a) ∈ P([0, 1]) : (L1)-(L2) hold,∀(s, a)},

where

(L1) ‖pψ(·|s, a)− pψ(·|s′, a′)‖1 ≤ Ld(s, s′)α + L′d(a, a′)α
′
,

(L2) |rψ(s, a)− rψ(s′, a′)| ≤ Ld(s, s′)α + L′d(a, a′)α
′
.

Here d(·, ·) is the Euclidean distance, and for two distributions p1 and p2 on S we
denote by ‖p1 − p2‖1 =

∑
s′∈S |p1(s′)− p2(s′)|.

Theorem 3.3. For the model Φ with Lipschitz structure (L1)-(L2), we have
Flip(φ) ⊂ FΦ(φ) where Flip(φ) is the set of η ∈ R̄S×A+ satisfying for all (s′, a′)
such that a′ /∈ O(s′, φ),

∑
s∈S

∑
a/∈O(s,φ)

η(s, a)
([

δ?(s′, a′;φ)
H + 1 − 2

(
Ld(s, s′)α + L′d(a, a′)α

′
)]

+

)2

≥ 2 (3.15)

where we use the notation [u]+ := max{0, u} for u ∈ R. Furthermore, the optimal
values KΦ(φ) and Klip(φ) of P (φ,FΦ(φ)) and P (φ,Flip(φ)) are upper bounded by
8 (H+1)3

δ2
min

SlipAlip where

Slip := min

S,
 D

√
d(

δmin
8L(H+1)

)1/α + 1


d
 ,

and

Alip := min

A,
 D′

√
d′(

δmin
8L′(H+1)

)1/α′ + 1


d′
 .
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The above theorem has important consequences. First, it states that exploit-
ing the Lipschitz structure optimally, one may achieve a regret at most scaling
as (H+1)3

δ2
min

SlipAlip log T . This scaling is independent of the sizes of the state and
action spaces provided that the minimal gap δmin is fixed, and provided that the
span H does not scale with S. The latter condition typically holds for fast mixing
models or for MDPs with diameter not scaling with S (refer to [35] for a precise
connection between H and the diameter). Hence, exploiting the structure can really
yield significant regret improvements. As shown in the next section and in chapter
5, leveraging the simplified structure in Flip(φ), we may devise a simple algorithm
achieving these improvements, i.e., having a regret scaling at most as Klip(φ) log T .

Proof of Theorem 3.3. We prove that Flip(φ) ⊂ FΦ(φ). Let η ∈ Flip(φ). We
show that η ∈ FΦ(φ). Let ψ ∈ ∆Φ(φ), then, from (3.9), there exist (s′, a′) such that
(Ba′

ψ h
?
φ)(s′) > g?φ + h?φ(s′). Then, using the same arguments as at the end of the

previous section, we obtain:

‖φ(s′, a′)− ψ(s′, a′)‖1 ≥
δ?(s′, a′;φ)
H + 1 . (3.16)

Now for all (s, a) ∈ S ×A,

‖φ(s′, a′)− ψ(s′, a′)‖1 ≤ ‖φ(s′, a′)− φ(s, a)‖1 + ‖φ(s, a)− ψ(s, a)‖1 + ‖ψ(s, a)− ψ(s′, a′)‖1
≤ ‖φ(s, a)− ψ(s, a)‖1 + 2Ld(s, s′)α + 2L′d(a, a′)α

′
, (3.17)

where the first inequality follows from the triangular inequality and the second
follows from Lipschitz continuity. This further implies that

‖φ(s, a)− ψ(s, a)‖1 ≥
[
δ?(s′, a′;φ)
H + 1 − 2

(
Ld(s, s′)α + L′d(a, a′)α

′
)]

+
.

Hence, using Pinsker’s inequality,

2KLφ|ψ(s, a) ≥
[
δ?(s′, a′;φ)
H + 1 − 2

(
Ld(s, s′)α + L′d(a, a′)α

′
)]2

+
, (3.18)

which implies that:

η(s, a)KLφ|ψ(s, a) ≥ η(s, a)
2

[
δ?(s′, a′;φ)
H + 1 − 2

(
Ld(s, s′)α + L′d(a, a′)α

′
)]2

+
≥ 1.

(3.19)

The last inequality follows from η ∈ Flip. Thus Flip(φ) ⊂ FΦ(φ).
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Next we derive an upper bound for KΦ(φ). To this aim, we construct a vector
η ≥ 0 verifying (2b) for our given structure Φ. Then, we get an upper bound of
KΦ(φ) by evaluating the objective function of P (φ,FΦ(φ)) at η.

To construct η, we build a sequence (Si)i=1,2,... of sets of (state, action) pairs, as
well as a sequence (si)i=1,2,...(state, action) pairs, such that for any i ≥ 1, Si+1 ⊂ Si,
and (si, ai) ∈ argmax(s,a)∈Si δ

?(s, a;φ) (ties are broken arbitrarily).
We start with S1 = {(s, a) : s ∈ S, a /∈ O(s;φ), i.e., δ?(s, a;φ) > 0}. Recursively,

for each i = 1, 2, ..., let

Bi =
{

(s, a) ∈ Si : Ld(s, si)α + L′d(a, ai)α
′
≤ δmin

4(H + 1)

}
, and

Si+1 = Si \ Bi . (3.20)

Let I be the first index such that SI+1 = ∅. Construct η as

η(s, a) =

8
(
δmin
H+1

)−2
if ∃i ∈ [1, I] such that (s, a) = (si, ai),

0 otherwise.
(3.21)

Observe that η is strictly positive at only I pairs, and hence

∑
(s,a)∈S×A

δ?(s, a;φ)η(s, a) ≤ 8(H + 1)
(
H + 1
δmin

)2
I

since δ?(s, a;φ) ≤ H + 1 for all (s, a). Next, we bound I using the covering and
packing numbers of the hypercubes [0, D]d and [0, D′]d′ .

Lemma 3.2. The generation of Si’s in (3.20) must stop after (SlipAlip+1) iterations,
i.e., I ≤ SlipAlip.

The proof of this lemma is postponed at the end of this section. To complete
the proof of the theorem, it remains to show that η verifies all the constraints (2b)
for the Lipschitz structure Φ.

Remember that Flip(φ) ⊂ FΦ(φ). Fix ψ ∈ ∆Φ(φ). There exists (s′, a′) such that
a′ /∈ O(s′;h?φ, φ) and a′ ∈ O(s′;h?φ, ψ), and such that (3.16) holds. Let i ∈ {1, . . . , I}
denote an index such that (s′, a′) ∈ Bi. Note that such an index i exists since
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(s′, a′) ∈ S1 and SI+1 = ∅. Thus, we have:

∑
(s,a)∈S×A

η(s, a)KLφ|ψ(s, a) ≥
∑

(s,a)∈S×A

η(s, a)
2

[
δ?(s′, a′;φ)
H + 1 − 2

(
Ld(s, s′)α + L′d(a, a′)α

′
)]2

+

≥ η(si, ai)
2

[
δ?(s′, a′;φ)
H + 1 − 2

(
Ld(si, s′)α + L′d(ai, a′)α

′
)]2

+

≥ η(si, ai)
2

[
δ?(s′, a′;φ)
H + 1 − 1

2
δmin

H + 1

]2

+

≥ 4
(
δmin

H + 1

)−2(1
2
δmin

H + 1

)2
= 1

where the third inequality follows from the fact that (s′, a′) ∈ Bi. Hence we have
verified that η satisfies the feasibility constraint for ψ. Since this observation holds
for all ψ ∈ ∆Φ(φ), this completes the proof of Theorem 3.3.

�

Proof of Lemma 3.2. A δ-packing of a set D with respect to a metric ρ is
a set {s1, ..., sn} ⊂ D such that ρ(si − sj) > δ for all different i, j ∈ {1, ..., n}.
The δ-packing number Ip(δ,D, ρ) is the cardinality of the largest δ-packing. The
construction of Si ensures that for different i, j ∈ {1, ..., I},

`lip((si, ai), (sj , aj)) > δ := δmin

4(H + 1) ,

where for (s, a), (s′, a′) ∈ Rd × Rd′ ,

`lip((s, a), (s′, a′)) := Ld(s, s′)α + L′d(a, a′)α
′
.

Then, we have:

I ≤ Ip (δ,S ×A, `lip) .

To obtain an upper bound of the packing number, we further define the covering
number. A δ-cover of a set D with respect to a metric ρ is a set {s1, ..., sI} ⊂ D
such that for each s ∈ D, there exists some i ∈ {1, ..., I} such that ρ(s, si) ≤ δ. The
δ-covering number Ic(δ,D, ρ) is the smallest cardinality of δ-cover. Then, we have
the following relationship between the packing and covering numbers.

Lemma 3.3. For all δ > 0, D,D′ such that D ⊂ D′,

Ip(2δ,D, ρ) ≤ Ic(δ,D, ρ) ≤ Ic(δ,D′, ρ) .



26 Ergodic Markov Decision Process

The proof of this lemma is provided at the end of the section for completeness.
Define the metrics `(1)

max, `
(2)
max, `max for Rd,Rd′ ,Rd × Rd′ , respectively, as follows:

`(1)
max(s, s′) :=

(
1√
d

(
δ

2L

)1/α
)−1

‖s− s′‖∞ ,

`(2)
max(a, a′) :=

(
1√
d′

(
δ

2L′

)1/α′
)−1

‖a− a′‖∞ ,

`max((s, a), (s′, a′)) := max
{
`(1)
max(s, s′), `(2)

max(a, a′)
}
,

where ‖ · ‖∞ is infinite norm. Then, it follows that for any (s, a), (s′, a′) ∈ Rd × Rd′ ,

`max((s, a), (s′, a′)) ≤ 1 =⇒ `lip((s, a), (s′, a′)) ≤ δ .

Hence, we have

I ≤ Ic(δ,S ×A, `lip)
≤ Ic(1,S ×A, `max)
≤ Ic(1,S, `(1)

max)Ic(1,A, `(2)
max)

since for any 1-cover S ′ of S with metric `(1)
max and any 1-cover A′ of A with metric

`
(2)
max, their Cartesian product S ′ × A′ = {(s, a) : s ∈ S ′, a ∈ A′} is 1-cover of
S ×A with metric `max. We now study Ic(1,S, `(1)

max) and Ic(1,A, `(2)
max). Recalling

S ⊂ [0, D]d and using Lemma 3.3, it follows directly that

Ic(1,S, `(1)
max) ≤ Ic(1, [0, D]d, `(1)

max)

= Ic

(
1√
d

(
δ

2L

)1/α
, [0, D]d, ‖ · ‖∞

)

≤

 D

1√
d

(
δ

2L
)1/α + 1

d

,

which implies

Ic(1,S, `(1)
max) ≤ min

|S|,
 D

1√
d

(
δ

2L
)1/α + 1

d
 = Slip

where we used the fact that Ic(1,S, `(1)
max) ≤ |S|. Similarly, we have

Ic(1,A, `(2)
max) ≤ min

|A|,
 D′

1√
d′

(
δ

2L′
)1/α′ + 1

d′
 = Alip .
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This completes the proof of Lemma 3.2. �

Proof of Lemma 3.3. Consider a δ-cover S and a 2δ-packing Y of setD with respect
to metric ρ. Then, there is no s ∈ S such that y, y′ ∈ B(δ, s) = {s′ ∈ D : ρ(s, s′) ≤ δ}
for two different y, y′ ∈ Y. Otherwise, we would have ρ(s, y) ≤ δ and ρ(s, y′) ≤ δ
which implies ρ(y, y′) ≤ 2δ from the triangle inequality, and contradicts the fact that
y, y′ are two different elements of 2δ-cover, i.e., ρ(y, y′) > 2δ. Thus, the cardinality
of Y cannot be larger than that of S. Due to the arbitrary choice of δ-cover S and a
2δ-packing Y, we conclude that Ip(2δ,D, ρ) ≤ Ic(δ,D, ρ).

The second inequality in the lemma is straightforward.
�

3.5 The DEL Algorithm

In this section, we present DEL (Directed Exploration Learning) an asymptotically
optimal algorithm whose regret matches that of the previously identified regret-lower
bound.

The main idea of DEL comes from OSSB [28], an asymptotically optimal algo-
rithm for structured bandits. DEL aims to explore every action (at every state) at
the exact rate prescribed by the regret-lower bound. This is achieved by solving, at
every decision epoch, an optimization problem close to P (φt,FΦ(φt)) where φt is an
estimate of the true MDP φ. The solution of this optimization problem is a vector
of dimension |S| × |A|, whose every element corresponds to the minimal number
of times a sub-optimal (for the the estimated MDP φt) state-action pair should be
chosen. If DEL chooses to exploit when the number of state-action visits match or
exceed this solution, and explores otherwise.

The estimation phase forces the algorithm to play every action infinitely often
but still at a less than logarithmic rate. This ensures that certainty equivalence holds
without contributing to the asymptotic regret of the algoithm. The ”monotonization”
phase together with the restriction to relatively well selected actions were originally
proposed in [29] to make sure that only accurately estimated actions are selected in
the exploitation phase. The various details and complications introduced in DEL
are motivated by its regret analysis.

The pseudo-code of DEL with input parameter γ > 0 is given in Algorithm 1.
There, for notational convenience, we treat log t as 1[t ≥ 1] log t, and let ∞ · 0 = 0.
We denote by φt, the estimated MDP at time t. For any non-empty correspondence
C : S � A (i.e., for any s, C(s) is a non-empty subset of A), let φ(C) denote the
restricted MDP where the set of actions available at state s is C(s). In the regret
analysis, we frequently consider the set of ”well-explored” actions Ct(s) := {a ∈ A :
Nt(s, a) ≥ log2Nt(s)}. Additionally, we let g?φ(C) and h?φ(C) are the (optimal) gain and
bias functions corresponding to the restricted MDP φ(C). Given a restriction defined
by C, for each (s, a) ∈ S × A, let δ?(s, a;φ, C) := (B?

φ(C)h
?
φ(C))(s) − (Ba

φh
?
φ(C))(s)

and Hφ(C) := maxs,s′∈S h?φ(C)(s) − h?φ(C)(s′). For ζ ≥ 0, let δ?(s, a;φ, C, ζ) := 0 if
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δ?(s, a;φ, C) ≤ ζ, and let δ?(s, a;φ, C, ζ) := δ?(s, a;φ, C) otherwise. For ζ ≥ 0, we
further define the set of confusing MDPs ∆Φ(φ; C, ζ), and the set of feasible solutions
FΦ(φ; C, ζ) as:

∆Φ(φ; C, ζ) :=

ψ ∈ Φ ∪ {φ} : φ� ψ;
(i) KLφ|ψ(s, a) = 0 ∀s,∀a ∈ O(s;φ(C));
(ii) ∃(s, a) ∈ S ×A s.t.

a /∈ O(s;φ(C)) and δ?(s, a;ψ, C, ζ) = 0


FΦ(φ; C, ζ) :=

{
η ∈ R̄S×A+ :

∑
s∈S

∑
a∈A

η(s, a)KLφ|ψ(s, a) ≥ 1, ∀ψ ∈ ∆Φ(φ; C, ζ)
}
.

Similar sets Fun(φ; C, ζ) and Flip(φ; C, ζ) can be defined for the cases of unstruc-
tured and Lipschitz MDPs, and DEL can be simplified in these cases by replacing
FΦ(φ; C, ζ) by Fun(φ; C, ζ) or Flip(φ; C, ζ) in the pseudo-code. Finally, P(δ,F) refers
to the optimization problem infη∈F

∑
(s,a)∈S×A η(s, a)δ(s, a).

3.6 Numerical Experiments

In this section, we briefly illustrate the performance of a simplified version of the
DEL algorithm on a simple example constructed so as to comply to a Lipschitz
structure. Our objective is to investigate the regret gains obtained by exploiting a
Lipschitz structure, and we compare the performance of our two simplified versions
of DEL with γ = 1 and ζt = 0, one solving P (φt,Fun(φt; Ct, ζt)) in step t, and the
other solving P (φt,Flip(φt; Ct, ζt)).

The RL problem. We consider a toy MDP whose states are partitioned into two
clusters S1, S2 of equal sizes S/2. Both states and actions are embedded into R:

• The states in cluster S1 (resp. S2) are randomly generated in the interval
[−ζ, 0] (resp. [1, 1 + ζ]) for some ζ ∈ (0, 1);

• In each state there are two possible actions: s = 0 (stands for stay) and m = 1
(stands for move).

The transition probabilities depend on the states only through their corresponding
clusters, and are given by: for ε ∈ (0, 0.5),

p(s′|s, a) =
{

2(1−ε)
S if (s, s′, a) ∈ Γp

2ε
S otherwise

, (3.22)

where

Γp :={(s, s′, a) : a = s, ∃i ∈ {1, 2}, s, s′ ∈ Si}
∪ {(s, s′, a) : a = m, ∃i ∈ {1, 2}, s ∈ Si, s′ /∈ Si}.
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Algorithm 1: DEL(γ)
Input: Model structure Φ
Initialize N1(s)← 1[s = S1], N1(s, a)← 0, s1(s)← 0, p1(y | s, a)← 1/|S|,
r1(s, a)← 0 for each s, y ∈ S, a ∈ A, and φ1 accordingly.

for t = 1, . . . , T do
For each s ∈ S, let Ct(s) := {a ∈ A : Nt(s, a) ≥ log2Nt(s)}, φ′t := φt(Ct),
h′t(s) := h?φ′t

(s), ζt := 1
1+log log t and γt := (1 + γ)(1 + log t)

if ∀a ∈ O(s;φ′t), Nt(St, a) < log2Nt(St) + 1 then
Monotonize: At ← Amnt

t := argmina∈O(s;φ′t)Nt(St, a).

else if ∃a ∈ A s.t. Nt(St, a) < logNt(St)
1+log logNt(St) then

Estimate: At ← Aest
t := argmina∈ANt(St, a).

else if
(
Nt(s,a)
γt

: (s, a) ∈ S ×A
)
∈ FΦ(φt; Ct, ζt). then

Exploit: At ← Axpt
t := argmina∈O(s;φ′t)Nt(St, a).

else
For each (s, a) ∈ S ×A, let δt(s, a) := δ?(s, a;φt, Ct, ζt).
if Ft := FΦ(φt; Ct, ζt) ∩ {η : η(s, a) =∞ if δt(s, a) = 0} = ∅ then

Let ηt(s, a) =∞ if δt(s, a) = 0 and ηt(s, a) = 0 otherwise.
else

Obtain a solution ηt of
P(δt,Ft) : inf∈Ft

∑
(s,a)∈S×A η(s, a)δt(s, a)

Explore: At ← Axpr
t := argmina∈A:Nt(St,a)≤ηt(St,a)γt Nt(St, a).

Select action At, and observe the next state St+1 and the instantaneous
reward Rt. Update φt+1:

Nt+1(s)← Nt(s) + 1[s = St+1],
Nt+1(s, a)← Nt(s, a) + 1[(s, a) = (St, At)],

pt+1(y | s, a)←
{
Nt(s,a)pt(y|s,a)+1[y=St+1]

Nt+1(s,a) if (s, a) = (St, At)
pt(y | s, a) otherwise

rt+1(s, a)←
{
Nt(s,a)rt(s,a)+Rt

Nt+1(s,a) if (s, a) = (St, At)
rt(s, a) otherwise

In words, when the agent decides to move, it will end up in a state uniformly sampled
from the other cluster with probability 1 − ε; when it decides to stay, it changes
state within its cluster uniformly at random. We take ε > 0 to ensure irreducibility.
For numerical experiments we take ε = 0.1 and ζ = 0.1. The reward is obtained
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according to the following deterministic rule:

r(s, a) =
{

1 if (s, a) : a = m and s ∈ S1,

0 otherwise.
(3.23)

A reward is collected when the agent is in cluster S1 and decides to move. The
optimal stationary strategy consists in moving in each state.
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Figure 3.1: Averaged regret under the two simplified versions of DEL over 48 random
samples: Unstructured (or Un) and Lipchitz (or Lip) refer to the algorithm with Fun
and Flip, respectively. The shadows and error bars show one standard deviation.

Figure 3.1 presents the regret of the two versions of our DEL algorithm. Clearly,
exploiting the structure brings a very significant performance improvement and the
gain grows as the number of states increases, as predicted by our theoretical results.
Observe that the regret after T = 50k steps under the version of DEL exploiting
the Lipschitz structure barely grows with the number of states, see Figure 3.1(b),
which was also expected.



Chapter 4

Deterministic Markov Decision Process

This chapter extends the results of the previous chapter to the case of Markov
Decision Processes with deterministic transitions. This class of problems can be
modeled as graphs and cycles which, as we will see, are relevant when discussing
regret. We then proceed to present a problem-specific regret lower bound. We show
that this bound can be simplified for the case of problems whose underlying cycles
are disjoint. Finally, we present two example problems for which we are able to state
the lower bound explicitly and compare them to the multi-armed bandit problem.

4.1 Models and Objectives

Deterministic Markov Decision Processes

We denote by ΦD the set of all Deterministic Markov Decision Processes (DMDPs),
which consists of discrete-time controlled Markov Chains with deterministic transi-
tions. A DMDP is defined as the quadruple φ = (S,A, pφ, qφ), where S is the finite
state space and A is a finite set of actions. They have respective cardinalities S and
A. Given a state s and an action a, a transition to the next state s′ occurs with
probability pφ(s′|s, a) = 1. A random reward is also sampled from a one-parameter
exponential distribution qφ(·|s, a), parameterized by its mean rφ(s, a). A decision
maker chooses actions according to a policy π, defined as a distribution over A
based on the history of states, actions, and rewards. We denote by Π the set of all
policies. A notable subset, is the set of all stationary, deterministic, Markov policies
ΠD, which is the set of mappings π : S → A.

Given a DMDP, the expected cumulative reward up to time step T obtained
by the decision maker who follows a policy π ∈ Π from the initial state s is
V πT (s) = Eπs

[∑T
t=1 rφ(st, at)

]
. Here, Eπs [·] is the expectation under policy π given

that s1 = s. The objective of the decision-maker, when faced with an unknown DMDP
φ, is to devise a policy π ∈ Π that maximizes V πT (s) or, equivalently, minimizes the
regret up to time T : RπT (s) := V ?T (s)− V πT (s) where V ?T (s) := supπ∈Π V

π
T (s).

A DMDP φ is communicating if for any pair of states s, s′ ∈ S there exists π ∈ ΠD

31
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such that s′ is accessible from s. For any communicating φ and any policy π ∈ ΠD,
we denote by gπφ(s) the gain of π with initial state s: gπφ(s) := limT→∞

1
T V

π
T (s),

which is known to always exist in this problem setting (see Proposition 8.1.1 in
[40]). We denote by Π?(φ) the set of gain-optimal (or optimal) policies, i.e., the
stationary policies with maximal gain: Π?(φ) := {π ∈ ΠD : gπφ(s) = g?φ(s) ∀s ∈ S},
where g?φ(s) := maxπ∈Π g

π
φ(s). It is known (see Theorem 8.3.2 in [40]), that if φ is

communicating then the maximal gain, denoted by g?φ, is constant.

Graphs and Cycles

We associate a DMDP with a graph G = (V,E) where the states are the vertices,
V = S, and the state-action pairs are the edges, E = S ×A. A walk is defined as a
tuple of edges ((s1, a1), . . . , (sp, ap)) such that pφ(si+1|si, ai) = 1 for 1 ≤ i < p. Given
two walks U = (u1, . . . , up) and W = (w1, . . . , wq), we define their concatenation
U ·W = (u1, . . . , up, w1, . . . , wq). A path is a walk without repeated vertices.

A walk or path is closed if the its final edge connects to its initial vertex, i.e.,
pφ(s1|sp, ap) = 1. A closed walk is referred to as a cycle, while a closed path is
referred to as a simple cycle. Since the DMDPs we consider are finite, there exists a
finite number of simple cycles in any given DMDP φ (up to a permutation). We
denote the set of all such simple cycles by C.

In a DMDP φ with initial state s, every stationary deterministic policy π ∈ ΠD

induces a cycle Cπφ (s). The gain of this policy can be written as:

gπφ(s) = 1
|Cπφ (s)|

∑
(s,a)∈Cπ

φ
(s)

rφ(s, a).

Since the gain of a gain-optimal policy does not depend on the initial state, it follows
that for any π ∈ Π?(φ) there exists an optimal cycle C such that:

g?φ = 1
|C|

∑
(s,a)∈C

rφ(s, a) := gφ(C).

More importantly, if such an optimal cycle exists, then there also exists an optimal
simple cycle with the same gain:

Proposition 1. For any DMDP φ ∈ ΦD, if there exists a gain-optimal policy π
that induces an optimal cycle C, then there also exists a gain-optimal policy π′ that
induces an optimal simple cycle C ′.

Proof of Proposition 1. The proof consists of two parts. Firstly, we show that
any cycle C can be expressed as the concatenation of simple cycles Ci, up to a
permutation. Secondly, we show that if C is gain-optimal, then one of its components
Ci must also be gain-optimal.

As shown in [41], we can express any walk C as the concatenation of possibly
empty paths Wi and simple cycles Ci ∈ C, i.e, C = C1 ·W1 . . . Cq ·Wq. We define
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by C1 := W1 ·W2 . . .Wq the resulting sequence of edges after we have removed
every simple cycle Ci. Then C1 is also a cycle and thus can also be decomposed into
simple cycles and possibly empty paths. We recursively apply this decomposition
and removal step on each cycle Ci such that iteration CN is empty. We then have
C = C1 · C2 . . . CN−1 (up to a permutation), so that C = m1C1 ·m2C2 . . .mnCn,
where mi is the number of times the simple cycle Ci appears in cycle C, and n is
the cardinality of C. We thus have:

∑
(s,a)∈C

rφ(s, a) =
n∑
i=1

mi

∑
(s,a)∈Ci

rφ(s, a),

and

|C| =
n∑
i=1

mi|Ci|,

which, letting C̄ := {Ci ∈ C : mi 6= 0}, leads to:

gφ(C) =
n∑
i=1

mi|Ci|
|C|

gφ(Ci) ≤ max
Ci∈C̄

gφ(Ci).

However, since gφ(C) is the optimal gain, we must have that gφ(C) ≥ gφ(Ci), for
all Ci ∈ C. Therefore, the following equality holds:

gφ(C) = max
Ci∈C̄

gφ(Ci).

Thus, for a gain-optimal policy π which induces cycle C, there exists a simple cycle
C ′ = argmaxCi∈C gφ(Ci), induced by a policy π′, which is also gain-optimal. �

As a consequence of this proposition, we will be restricting our attention to
simple cycles and will henceforth abuse the notation by referring to them as cycles.

4.2 Regret Lower Bound for DMDPs

In this section, we state our regret lower bound valid for any communicating DMDP.
To this aim, we introduce the following definitions and notations:

Definition 4.1. A policy π ∈ Π is uniformly good if for all φ ∈ ΦD, s1 ∈ S, α > 0,
and (s, a) /∈ C?φ, we have Eπφ|s1 [NT (s, a)] = o(Tα).

For φ, ψ ∈ ΦD we denote by KLφ|ψ(s, a) the Kullback-Leibler divergence between
the reward distributions qφ and qψ at state s when action a is chosen:

KLφ|ψ(s, a) =
∫ 1

0
qφ(r|s, a) log qφ(r|s, a)

qψ(r|s, a)λ(dr).
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Definition 4.2. We define by ∆(φ) the set of confusing models for DMDP φ.
Specifically, ψ is confusing if it is absolutely continuous with respect to φ, (i) has
the same reward distributions at every state-action pair that is part of the optimal
cycle of φ and (ii) has optimal policies that are not optimal under φ, i.e.,

∆(φ) =
{
ψ ∈ ΦD : φ� ψ, (i) Π?(φ) ∩Π?(ψ) = ∅,

(ii) KLφ|ψ(s, a) = 0, ∀(s, a) ∈ C?φ
}
.

Finally, we denote by NT (s) and NT (s, a), the respective number of times, up
to time T , that the state s and state-action pair (s, a) have been visited.

Theorem 4.1. Let π ∈ Π be a uniformly good policy. For all φ ∈ ΦD and initial
s1 ∈ S we have:

lim inf
T→∞

RπT (s1, φ)
log T ≥ C(φ), (4.1)

where C(φ) is the value of the optimization problem:

min
η∈I(φ)∩N (φ)

∑
(s,a)∈S×A

η(s, a)(g?φ − rφ(s, a)), (4.2)

with information constraints:

I(φ) :=
{
η ∈ RS×A+ : ∀ψ ∈ ∆(φ),

∑
(s,a)/∈C?

φ

η(s, a)KLφ|ψ(s, a) ≥ 1
}
, (4.3)

and navigation constraints:

N (φ) :=
{
η ∈ RS×A+ : ∀s′ ∈ S,

∑
a∈A(s′)

η(s′, a) =
∑
s∈S

∑
a∈A(s)

pφ(s′|s, a)η(s, a)
}
.

(4.4)

Proof of Theorem 4.1. The proof relies on two propositions which we introduce
below. The first is an expression of regret as the sum of the number of times every
sub-optimal state-action pair has been visited, first shown by [29]:

Proposition 2. Let φ ∈ ΦD. For any policy π ∈ Π and any initial state s1 ∈ S, we
have, as T →∞:

RπT (s1, φ) =
∑

(s,a)∈S×A

Eπφ|s1 [NT (s, a)]
(
g?φ − rφ(s, a)

)
.

The second proposition is the result of a fundamental information inequality by
[39]:
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Proposition 3. For all φ ∈ ΦD, all ψ ∈ ∆(φ), and any event E :∑
(s,a)/∈C?

φ

Eπφ|s1 [NT (s, a)] KLφ|ψ(s, a) ≥ KL
(
Pπφ|s1 [E ],Pπψ|s1 [E ]

)
. (4.5)

Note that in the above sum, we do not consider (s, a) ∈ C?φ since, by the definition
of ψ, we have KLφ|ψ(s, a) = 0 if (s, a) ∈ C?φ.

Now we select event E , taking advantage of the fact that π is uniformly good.
By definition of ψ, we have Π(φ) ∩ Π(ψ) = ∅, which implies that there exists
(s, a) ∈ C?φ\C?ψ such that, for all α > 0,

Eπψ|s1 [NT (s, a)] = o(Tα),

and

Eπφ|s1 [NT (s)−NT (s, a)] = o(Tα).

We fix a state-action pair (s, a) and note that s is recurrent under an optimal policy
for φ, so there exists ρ > 0 such that Eπφ|s1 [NT (s)] = ρT for large enough T . We
now define the event E as:

E :=
[
NT (s, a) ≤ ρT −

√
T
]
.

An application of Markov’s inequality then yields

Pπφ [E ] = Pπφ
[
ρT −NT (s, a) ≥

√
T
]
≤

Eπφ|s1 [NT (s)−NT (s, a)]
√
T

,

and

Pπψ [Ec] = Pπψ
[
NT (s, a) ≥ ρT −

√
T
]
≤

Eπψ [NT (s, a)]
ρT −

√
T

.

It follows that Pπφ [E ]→ 0 and Pπψ [E ]→ 1, as T →∞. Therefore, we get:

KL
(
Pπφ|s1 [E ],Pπψ|s1 [E ]

)
log T −−−−→

T→∞

1
log T log

(
1

Pπψ|s1 [Ec]

)
≥ 1

log T log
(

ρT −
√
T

Eπψ [NT (s, a)]

)
,

whose left-hand side converges to 1 as T → ∞ as a consequence of our choice of
(s, a). Substituting this result in (4.5) yields:

lim inf
T→∞

1
log T

∑
s,a/∈O(s,φ)

Eπφ|s1 [NT (s, a)] KLφ|ψ(s, a) ≥ 1.

This inequality, combined with Proposition 2, yields the optimization problem
along with the information constraints (4.3). The navigation constraints (4.4) follow
directly from the deterministic transitions of problem φ. �
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Theorem 4.1 quantifies the minimal number of times a sub-optimal state-action
pair (s, a) must be visited by any uniformly good policy. This number scales as
η?(s, a) log T where η?(s, a) is the solution to the optimization problem (4.1) and
thus implicitly defines the regret lower bound. The constraint sets I(φ) and N (φ)
are respectively referred to as the information and navigation constraints. The
former constrain the minimum number of visits on (s, a) to discern between the
problem φ and every confusing parameter ψ while the later constraint the number
of visits as a result of the transition dynamics.

4.3 Regret Lower Bound for Disjoint Cycles

A notable limitation of Theorem 4.1 is that the optimization problem (4.2) is infinite
dimensional (as a consequence of the information constraint set I(φ). However, it
can be simplified to a finite-dimensional one in the case of DMDPs where every
cycle in C is disjoint. First, we note that ∆(φ) = ∪C∈C∆(C;φ), where we define
∆(C;φ) as the set of bad problems such that the cycle C is optimal, i.e.,

∆(C;φ) =
{
ψ ∈ ΦD : φ� ψ, (i) C?ψ = C,

(ii) KLφ|ψ(s, a) = 0,∀(s, a) ∈ C?φ
}
.

Decoupling of information constraints. Our aim is to reduce the dimension of
the information constraints (4.3). To this end, we first decouple them by expressing
the information constraint set as:

I(φ) =
{
η ∈ RS×A+ : ∀C 6= C?φ,

∑
(s,a)/∈C?

φ

η(s, a)KLφ|ψ(s, a) ≥ 1, ∀ψ ∈ ∆(C;φ)
}
,

so that for each cycle C there exists a set of constraints that must be satisfied by the
solution of (4.2). Every cycle can be associated to a maximally confusing parameter
ψ, obtained by solving, for any η(s, a) and a fixed C, the following optimization
problem:

min
ψ∈∆(C;φ)

∑
(s,a)/∈C?

φ

η(s, a)KLφ|ψ(s, a). (4.6)

Using the fact that all cycles C are disjoint, the solution to (4.6) is obtained by a ψ
that satisfies: (i) gψ(C) = g?φ; (ii) KLφ|ψ(s, a) = 0, ∀(s, a) /∈ C. This observation
leads to the following constraint set:

I(φ) =
{
η ∈ RS×A+ : ∀C 6= C?φ, ψ : gψ(C) = g?φ,∑
(s,a)∈C

η(s, a)KLφ|ψ(s, a) ≥ 1
}
.
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Intersection of navigation and information constraints. We now examine
the navigation constraints in (4.4). Consider HπT = (s1, a1, s2, a2, . . . , sT , aT ), which
is a trajectory induced by a policy π ∈ Π starting at state s1 up to time T . For any
DMDP φ, this trajectory is an open walk in a graph, and so it can be decomposed
into a (possibly empty) set of cycles C ∈ C and a finite path P [42]. We denote by
NT (C), the number of times a cycle C appears in the decomposition of Hπ

T . By
definition, all cycles in φ are disjoint, and so, for all uniformly good policies, and for
any state-action pair (s, a) ∈ C 6= C?φ, we have

η(s, a) = lim inf
T→∞

Eπφ|s1 [NT (s, a)]
log T

= lim inf
T→∞

Eπφ|s1 [NT (C)]
log T

+ lim inf
T→∞

Eπφ|s1
[∑|P |

i=1 1{(si, ai) = (s, a)}
]

log T

= lim inf
T→∞

Eπφ|s1 [NT (C)]
log T := η(C).

Thus, for uniformly good policies, the navigation constraints in (4.4) imply that
every state-action pair in a cycle C must be sampled at the same rate. In light of
this observation, the information constraint set can be rewritten as:

I(φ) =
{
η ∈ RS×A+ : ∀C 6= C?φ, η(C)

∑
(s,a)∈C

KLφ|ψ(s, a) ≥ 1, ψ : gψ(C) = g?φ

}
.

Now, recall that qφ(s, a) belongs to the one-parameter exponential distribution
family parameterized by the mean rφ(s, a). Then, as explained in [23], there exists a
convex, twice differentiable function bsa(φ) such that rφ(s, a) = ḃsa(φ). The Kullback
Leibler divergence then becomes:

KL(rφ(s, a), rψ(s, a)) = bsa(ψ)− bsa(φ)− ḃsa(φ)(rψ(s, a)− rφ(s, a)).

Thus we can rewrite (4.6) as an optimization problem with respect to the mean
reward vector rψ:

min
rψ∈[0,1]|C|

∑
(s,a)∈C

KL(rφ(s, a), rψ(s, a)) (4.7)

subject to
∑

(s,a)∈C

rψ(s, a) = |C|g?φ. (4.8)

Finally, to simplify notation, we define the set of mean rewards that satisfy (4.8)
as:

R(C;φ) :=
{
rψ ∈ [0, 1]|C| :

∑
(s,a)∈C

rψ(s, a) = |C|g?φ
}
,
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The above simplifications lead to the following regret lower bound that is valid
for any DMDP φ with disjoint simple cycles:

Theorem 4.2. Let π ∈ Π be a uniformly good policy. For all φ ∈ ΦD with disjoint
cycles, and initial s1 ∈ S we have:

lim inf
T→∞

RπT (s1, φ)
log T ≥ C(φ), (4.9)

where C(φ) is the value of the optimization problem:

min
η∈I(φ)∩N (φ)

∑
(s,a)∈S×A

η(s, a)(g?φ − rφ(s, a)), (4.10)

with information constraints:

I(φ) =
{
η ∈ RS×A+ : ∀C 6= C?φ, η(C) min

rψ∈R(C;φ)

∑
(s,a)∈C

KL(rφ(s, a), rψ(s, a)) ≥ 1
}
,

(4.11)

and navigation constraints:

N (φ) =
{
η ∈ RS×A+ : ∀C 6= C?φ, η(s, a) = η(C), ∀(s, a) ∈ C

}
. (4.12)

Theorem 4.2 shares the same interpretation as Theorem 4.1 with the notable
difference that we now have two finite-dimensional nested convex optimization
problems which can be solved efficiently. In order to determine the lower bound,
we must first solve (4.7) for each cycle C. Each solution corresponds to the most
confusing parameter ψ with the property that its associated cycle is optimal. Together
they form |C| constraints which, combined with the |C| navigation constraints (4.12)
comprise the set of constraints for the regret minimization problem (4.10).

4.4 Explicit Lower Bounds

In this section we present two example applications that can be modeled as DMDPs
with disjoint cycles and for which we can state the regret lower bound explicitly.
We also highlight the relationship between DMDPs with disjoint cycles and the
multi-armed bandit problem.

Deterministic Line Search

For our first example, consider a DMDP φ ∈ ΦD with state space S = {s1, . . . , sn+1}
and action space A = {a1, a2}, such that A(s1) = a1, A(sn+1) = {a2}, and
A(si) = {a1, a2}, ∀i ∈ {2, . . . , n}. The DMDP has deterministic transitions as
illustrated in Figure 4.1.
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s1 s2 s3 · · · sn sn+1

a1

a2

a1

a2

a1

a2

a1

a2

a1

a2

Figure 4.1: Deterministic Line Search problem.

As we can see, this DMDP consists of n cycles Ci = ((si, a1), (si+1, a2)) for
i ∈ {1, . . . , n}. For every such deterministic line search problem φ, each cycle Ci has
gain

gφ(Ci) = rφ(si, a1) + rφ(si+1, a2)
2 .

Denote by Cj = C?φ the optimal cycle for φ. We first express the set of bad
parameters ∆(φ) as a union over the sets ∆(Ci;φ):

∆(Ci;φ) := {ψ ∈ ΦD : φ� ψ, i) gψ(Ci) = g?φ,

ii) KLφ|ψ(sj , a1) + KLφ|ψ(sj+1, a2) = 0}.

Then, the set of navigation constraints is simply:

N (φ) :=
{
η ∈ RS×A+ :, ∀Ci 6= Cj , η(si, a1) = η(si+1, a2) = η(Ci)

}
. (4.13)

The information constraints can be found by solving for every cycle Ci, the
following convex optimization problem:

min
rψ∈[0,1]2

KL(rφ(si, a1), rψ(si, a1)) + KL(rφ(si, a1), rψ(si+1, a2))

subject to rψ(si, a1) + rψ(si+1, a2) = 2g?φ.

This problem can be solved analytically, with its solution satisfying the pair of
equations:

r?ψ(sj , a1) = g?φ + gφ(Ci)− rφ(sj+1, a2),
r?ψ(sj+1, a2) = g?φ + gφ(Ci)− rφ(sj , a1).

Using this solution, we can define the information number of cycle Ci as

I(Ci) :=KL
(
rφ(si, a1), g?φ + gφ(si)− rφ(si+1, a2)

)
+ KL

(
rφ(si+1, a2), g?φ + gφ(si)− rφ(si, a1)

)
,

and we attain the following information constraint set:

I(φ) =
{
η ∈ RS×A+ : ∀Ci 6= Cj , η(Ci)I(Ci) ≥ 1

}
, (4.14)
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In light of (4.13) and (4.14), we can rewrite the optimization problem (4.9) as:

min
η≥0

n∑
i=1

2η(Ci)
(
g?φ − gφ(Ci)

)
,

subject to η(Ci)I(Ci) ≥ 1, ∀Ci 6= Cj ,

with solution η?(Ci) = 1/I(Ci). This leads to the explicit regret lower bound:

Corollary 1. Let π ∈ Π be a uniformly good policy. For all deterministic line search
problems φ and initial s1 ∈ S we have:

lim inf
T→∞

RπT (φ, s1)
log T ≥

n∑
i=1

2(g?φ − gφ(Ci))
I(Ci)

.

In contrast to Theorems 4.1 and 4.2, the lower bound in Corollary 1 is explicit
and analogous to (4.15) which corresponds to the problem-specific lower bound for
the multi-armed bandit problem. Treating gφ(Ci) as the reward of the cycle Ci
and the information number I(Ci) as a similarity metric between the rewards of
the cycle Ci and those of the optimal cycle, we can interpret the deterministic line
search problem as a case of multi-armed bandit where each cycle is an arm.

State-dependent Rewards

We now consider DMDPs with state-dependent rewards, i.e, DMDPs φ ∈ ΦD

with reward distributions qφ(s) having mean rφ(s). Because of the deterministic
structure, this is equivalent to having the same reward distribution for every state-
action pair that leads to the same state. That is, for any two state-action pairs
(s1, a1), (s2, a2) that satisfy pφ(s′|s1, a1) = pφ(s′|s2, a2) = 1, for a state s′, it holds
that qφ(·|s1, a1) = qφ(·|s2, a2) := qφ(·|s′). We further assume that it is always
possible to stay in the same state, i.e., there exists a ∈ A such that pφ(s|s, a) = 1.
Actions that lead to the same state can be treated as identical, and thus the new
action set becomes A = S. An example of such a problem is given in Figure in 4.2.

For any state-dependent reward problem φ, we define the optimal state as
s?φ = argmaxs∈S rφ(s) and its associated optimal mean reward as r?φ = rφ(s?φ). Let
NT (s|s′) be the number of times state s has been chosen from state s′ up to time T
and let NT (s) =

∑
s′∈S NT (s|s′) be the total number of times s has been visited.

Similarly, we define η(s|s′) = E[NT (s|s′)] log T and η(s) = E[NT (s)] log T . For every
state s we define its set of predecessors P(s) := {s′ ∈ S : s ∈ A(s′)} and its set of
descendants D(s) := {s′ ∈ S : s′ ∈ A(s)}.

We now show that in problems with state-dependent rewards, we recover the
multi-armed-bandit setting, and our bound matches that of Lai and Robbins [20].
This has two important implications. Firstly, that our lower bound is attainable
(tight) and secondly, that it is possible to devise an optimal algorithm whose regret
due to navigating a DMDP is sub-logarithmic (otherwise, there would be an added
term on the regret due to navigation).
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s1 s3

s4

s2

a1 a3

a4

a2

a4 a3

a2a1

Figure 4.2: Four state DMDP with state-dependent rewards.

Corollary 2. Let π ∈ Π be a uniformly good policy. For all DMDPs φ with state-
dependent rewards and initial s1 ∈ S we have:

lim inf
T→∞

RπT (φ, s1)
log T ≥

∑
s6=s?

φ

r?φ − rφ(s)
KL(rφ(s), r?φ) . (4.15)

Proof of Corollary 2. First observe that, as a consequence of our definitions
above, we can rewrite (4.2), (4.3), and (4.4) as follows:

min
η≥0

∑
s∈S

η(s|s)(r?φ − rφ(s)) +
∑
s′ 6=s

η(s|s′)(r?φ − rφ(s)) (4.16)

subject to
∑
s6=s?

φ

η(s|s)KLφ|ψ(s) ≥ 1, ∀ψ ∈ ∆(φ), (4.17)

∑
s′∈P(s)

η(s|s′) =
∑

s′∈D(s)

η(s′|s), ∀s ∈ S (4.18)

Where we use the fact that, since it is always possible to stay in the same state,
we will have C?φ = {s?φ} and thus g?φ = r?φ. As a consequence, we can restrict our
attention to cycles consisting of a single state, so that the set of bad parameters
becomes ∆(φ) = ∪s6=s?

φ
∆(s;φ), defined for every s ∈ S,

∆(s;φ) := {ψ ∈ ΦD : φ� ψ, i) rψ(s) ≥ r?φ,
ii) KLφ|ψ(s?φ) = 0}.

In words, the set of bad parameters ψ where the reward distribution at s?φ is
unchanged and a new state s becomes optimal.

To recover the bound of Lai and Robbins [20], we must find for each state s
the associated bad problem ψ that minimizes the left-hand side of the information
constraints (4.17). This is achieved by choosing ψ ∈ ∆(s;φ) such that KLφ|ψ(s′) =



42 Deterministic Markov Decision Process

0, ∀s′ 6= s and r?ψ(s) = r?φ. Substituting this ψ for every state and solving the
optimization problem (4.16), (4.17) yields the solution:

η?(s) = 1
KL(rφ(s), r?φ) .

It suffices to verify that this solution satisfies the navigation constraints (4.18).
Indeed, we have, for all s ∈ S,

η(s) =
∑
s′∈S

η(s|s′) =
∑

s′∈P (s)

η(s|s′) =
∑

s′∈D(s)

η(s′|s)

Where the first equality follows from the definition of η(s), the second from the
observation that η(s|s′) = 0, ∀s′ /∈ P(s), and the last equality from (4.18).

Finally, since it is always possible to stay in the same state, we can let η(s) =
η(s|s) for every s ∈ S. Essentially, the exploration rates every state are decoupled,
which complies with the solution η?(s). �



Chapter 5

Regret Analysis of DEL

This chapter presents the regret analysis of DEL algorithm, when implemented
with the original feasible set FΦ(φ; C, ζ). The proof of the main theorem relies on
three core lemmata which we prove here. The proofs of key concentration results
used herein, as well as of the technical lemmata can be found in chapter 6 and the
appendix, respectively.

5.1 Regret Upper Bound of DEL

Before we present the regret upper bound of DEL, we require the following three
assumptions:

Assumption 5.1 (Interior of Structure). An MDP φ is in the interior of a structure
Φ if there exists a constant ζ0 > 0 such that for any ζ ∈ (0, ζ0) and any ψ ∈ Φ, we
have ψ � φ and ‖ψ − φ‖ < ζ.

Let η?(ψ, ζ) be the solution of P(δ?(ψ,A, ζ),FΦ(φ)), and η?(s, a;φ) that of
P(φ),FΦ(φ)). We use the following notions of uniqueness and continuity:

Assumption 5.2 (Uniqueness of Solution). A solution η?(φ) is uniquely defined of
each state-action pair (s, a) such that a /∈ O(s;φ).

Assumption 5.3 (Continuity of Solution). A solution η?(φ) is continuous at φ if
for any ε > 0, there exists ζ(ε) > 0 such that for all ζ ∈ (0, ζ(ε)), we have:

max
(s,a):a/∈O(s;φ)

|η?(s, a;ψ, ζ)− η?(s, a;φ)| ≤ ε =⇒ ‖ψ − φ‖ ≤ ζ.

The following is the main theorem of this chapter, which states the regret upper
bound of DEL:

Theorem 5.1. For a structure Φ with Bernoulli rewards and for any ergodic MDP
φ ∈ Φ, let Assumption 5.1, Assumption 5.2, and Assumption 5.3 hold. Then, for

43
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π = DEL(γ) with any γ > 0, we have:

lim sup
T→∞

RπT (φ)
log T ≤ (1 + γ)KΦ(φ). (5.1)

In the above theorem, the assumptions about the uniqueness and continuity
of the solution η?(φ) could be verified for particular structures. In particular, we
believe that they generally hold in the case of unstructured and Lipschitz MDPs.
Also note that similar assumptions have been made in [43].

Our aim is to decompose the regret of π = DEL into three terms, each corre-
sponding to certain event, whose occurrence we can subsequently bound. To this
aim, for T ≥ 1, ε > 0, s ∈ S, and a ∈ A, we define the following random variables:

W
(1)
T (s, a; ε) :=

T∑
t=1

1
[
(St, At) = (s, a), Et(ε), (Ba

φth
′
t)(s) ≤ (B?

φh
?
φ)(s)− 2ε

]
W

(2)
T (s, a; ε) :=

T∑
t=1

1
[
(St, At) = (s, a), Et(ε), (Ba

φth
′
t)(s) > (B?

φh
?
φ)(s)− 2ε

]
W

(3)
T (ε) :=

T∑
t=1

1 [¬Et(ε)]

Here, h′(t) := hφ′t is the bias function of the restricted estimated model φ′t := φt(Ct)
and the event Et(ε) corresponds to the case where the estimated model is a good
approximation of the true one. Specifically, all optimal stationary policies for the
estimated model are also optimal under the true one, their reward and bias functions
are close for state-action pairs associated with these policies. It is formally defined
as:

Et(ε) := {Π?(φ′t) ⊆ Π?(φ)
and |rt(s, a)− rφ(s, a)|+ |h′t(s)− h?φ(s)| ≤ ε ∀s ∈ S,∀a ∈ O(s;φ′t)}.

Each random variable is then associated to three cases. For W (1)
T it holds that the

estimated model is a good approximation, and action a is notably sub-optimal at
state s, that is, its estimated value (Ba

φt
h′t)(s) is 2ε less than B?

φh
?
φ)(s), its true

value. In the case of W (2)
T , we have that the estimated value of a at state s is at

least 2ε close to the true one. The variable W (3)
T deals with the case when the model

is not a good approximation. With these variables in place, we can upper bound
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the regret as follows:

RπT (s1) ≤
∑

(s,a):a/∈O(s;φ)

δ?(s, a;φ)Eπφ|s1
[
W

(1)
T (s, a; ε)

]
(5.2a)

+
∑

(s,a):a/∈O(s;φ)

δ?(s, a;φ)Eπφ|s1
[
W

(2)
T (s, a; ε)

]
(5.2b)

+
∑

(s,a):a/∈O(s;φ)

δ?(s, a;φ)Eπφ|s1 [W (3)
T (ε)] . (5.2c)

This partitioning is motivated as follows. For the cases where the estimated model
is not good enough, we appeal to the estimation and monotonization phases of the
algorithm to argue that the bias function h′t tends to h?φ and to show that the gain
of the restricted MDP is monotonically increasing so that its associated optimal
policies include an optimal policy for the true (unrestricted) MDP.

For the cases where the model is a good approximation, we make the distinction
on the estimated value of the action. This is specifically due to that, when the model
is good enough but the estimated value is not also close to the true one, we have a
case of estimation inaccuracy, whose occurance we can bound with a concentration
argument found in [25].

We proceed by providing upper bounds for each of these three terms.
Upper bounds for (5.2a) and (5.2b). Recall that the DEL algorithm has the
following four phases: monotonization, exploitation, estimation, and exploration. Let
Emnt
t , Expt

t , Eest
t , and Expr

t be the events where the algorithm enters each respective
phase at time t. Consider the exploration phase. By design of the algorithm, it can
only occur while the condition

NT (s, a) ≤ logNt(St)
1 + log logNt(St)

,

is satisfied for some action a ∈ A. Thus, it can only generate regret of at most
O( logT

log logT ) = o(log T ), that is,

T∑
t=1

1[Eest
t ] = o(log T ). (5.3)

Additionally, when the model is a good approximation (Et(ε) holds), we have
O(St;φ′t) ⊆ O(St;φ) so that both the monotonization and exploitation phases lead
to actions that are optimal for the model φ, and thus generate no regret. Formally,
for (s, a) ∈ S ×A such that a /∈ O(s;φ),

T∑
t=1

1[(St, At) = (s, a), Et(ε), Emnt
t ∪ Expt

t ] = 0. (5.4)
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Thus it remains only to consider the exploration phase. We define the two events:

Z(1)
t (s, a; ε) :=

{
(St, At) = (s, a), Et(ε), Expr

t , (Ba
φth
′
t)(s) ≤ (B?

φh
?
φ)(s)− 2ε

}
Z(2)
t (s, a; ε) :=

{
(St, At) = (s, a), Et(ε), Expr

t , (Ba
φth
′
t)(s) > (B?

φh
?
φ)(s)− 2ε

}
,

and use a standard union bound for the two terms of (5.2), for (s, a) ∈ S ×A, such
that a /∈ O(s;φ):

Eπφ|s1
[
W

(1)
T (s, a; ε)

]
≤ o(log T ) +

T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε)

]
Eπφ|s1

[
W

(2)
T (s, a; ε)

]
≤ o(log T ) +

T∑
t=1

Pπφ|s1
[
Z(2)
t (s, a; ε)

]
.

The following two lemmata then deal with events Z(1) and Z(2) respectively:

Lemma 5.1. For a structure Φ with Bernoulli rewards and for any ergodic MDP
φ ∈ Φ, let Assumption 5.1, Assumption 5.2, and Assumption 5.3 hold and consider
π = DEL(γ) with any γ > 0. Then for any (s, a) ∈ S ×A such that a /∈ O(s;φ), we
have:

lim
ε→0

lim sup
T→∞

∑T
t=1 Pπφ|s1

[
Z(1)
t (s, a; ε)

]
log T ≤ (1 + γ)η?(s, a;φ) .

Lemma 5.2. For structure Φ with Bernoulli rewards and an ergodic MDP φ ∈ Φ,
consider π = DEL(γ) for γ > 0. Then, there exists ε2 > 0 such that for any
ε ∈ (0, ε2) and for any (s, a) ∈ S ×A such that a /∈ O(s;φ),

T∑
t=1

Pπφ|s1
[
Z(2)
t (s, a; ε)

]
= o(log T ) as T →∞.

Upper bound for (5.2c). The following lemma bounds the probability of the event
where the estimated model is not good and hence leads to an upper bound of the
regret associated with occurances of this event.

Lemma 5.3. For structure Φ with Bernoulli rewards and an ergodic MDP φ ∈ Φ,
let Assumption 5.1 hold and consider π = DEL(γ) for γ > 0. Then, there exists
ε3 > 0 such that for any ε ∈ (0, ε3),

Pπφ|s1 [¬ET (ε)] = o(1/T ) as T →∞. (5.5)
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To complete the proof of the theorem, we combine Lemma 5.1 with (5.3) and
5.4 to obtain,

∑
s∈S

∑
a/∈O(s;φ)

δ?(s, a;φ)

 lim
ε→0

lim sup
T→∞

Eπφ|s1
[
W

(1)
T (s, a; ε)

]
log T


≤ (1 + γ)

∑
s∈S

∑
a∈A

δ?(s, a;φ)η?(s, a;φ)

= (1 + γ)KΦ(φ).

Similarly, combining Lemma 5.2 with (5.3) and 5.4, for sufficiently small ε ∈
(0,min{ε2, ε3}), we have

lim sup
T→∞

Eπφ|s1
[∑

s∈S
∑
a/∈O(s;φ) δ

?(s, a;φ)W (2)
T (s, a; ε)

]
log T = 0.

Lastly, using Lemma 5.3 we have that for sufficiently small ε ∈ (0,min{ε2, ε3}),

lim sup
T→∞

Eπφ|s1
[
W

(3)
T (ε)

]
log T = 0.

Recalling the decomposition of the regret bound in 5.2, taking the limit as T →∞
and substituting the above expressions leads to

lim sup
T→∞

RπT (φ)
log T ≤ (1 + γ)KΦ(φ).

Which concludes the proof of Theorem 5.1.
�

5.2 Proof of Lemma 5.1

We investigate the occurance of the event Z(1)
t (s, a; ε). Since it is only associated

with the exploration phase of the algorithm, we examine its dependence on whether
Ft occurs or not, and on how well φt approximates φ. To this end, we consider the
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following decomposition:
T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε)

]
=

T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft 6= ∅, ζt < ζ(ε),Bt(ζt)

]
(5.6a)

+
T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft 6= ∅, ζt ≥ ζ(ε),Bt(ζt)

]
(5.6b)

+
T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft = ∅

]
. (5.6c)

+
T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft 6= ∅,¬Bt(ζt)

]
(5.6d)

Here, recall that Ft := FΦ(φt, Ct, ζ) ∩ {η : η = ∞, if δ?(s, a, φt, Ct, ζt) = 0},
where ζt = 1

1+log log t . We also define, for any t > 0, ζ > 0, and (s, a) ∈ S × A,
Bt(s, a, ζ) := {‖φt(s, a)− φ(s, a)‖ ≤ ζ} and Bt(ζ) :=

⋂
(s,a)∈S×A Bt(s, a, ζ). We now

state an upper bound for each term.
Upper bound for (5.6a). Fix (s, a) ∈ S ×A such that a /∈ O(s;φ). We have:

T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft 6= ∅, ζt < ζ(ε),Bt(ζt)

]
≤ Eπφ|s1

[
T∑
t=1

1 [(St, At) = (s, a), Nt(s, a) ≤ ηt(s, a)γt,Ft 6= ∅, ζt < ζ(ε),Bt(ζt)]
]

≤ Eπφ|s1

[
T∑
t=1

1 [(St, At) = (s, a), Nt(s, a) ≤ (η?(s, a;φ) + ε)γt]
]

≤ (η?(s, a;φ) + ε)γt + 1.

The first inequality follows by design of DEL, where the exploration phase occurs
only when Nt(s, a) ≤ ηt(s, a)γt, where γt = (1 + γ)(1 + log t). The second inequality
follows from the continuity of η?(φ) according to Assumption 5.3. The last inequality
is the result of the direct application of a counting argument, precised in the following
lemma [29]:

Lemma 5.4. Consider any (random) sequence of Zt ∈ {0, 1} for t > 0. Let
NT :=

∑T
t=1 1[Zt = 1]. Then, for all N > 0,

∑T
t=1 1[Zt = 1, Nt ≤ N ] ≤ N + 1

(point-wise if the sequence is random).

Now, noting that limT→∞
γT

logT = (1 + γ), we have, for all s ∈ S:

lim
ε→0

lim sup
T→∞

∑T
t=1 Pπφ|s1

[
Z(1)
t (s, a; ε),Ft 6= ∅, ζt < ζ(ε),Bt(ζt)

]
log T = (1 + γ)η?(s, a;φ).
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Upper bound for (5.6b).
It follows directly that

T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft 6= ∅, ζt ≥ ζ(ε),Bt(ζt)

]
≤

T∑
t=1

Pπφ|s1 [ζt ≥ ζ(ε)]

= O(1),

where we observe that, by definition of ζt, limt→∞ ζt = 0 so that for large T and
any ζ(ε), there exists a time t0 such that for all t ∈ [t0, T ], we will have ζt ≥ ζ(ε).
Upper bound for (5.6c).

In the case where Ft is empty, from the design of the DEL algorithm, δt(s, a) > 0
will imply that ηt(s, a) = 0 and thus (s, a) will not be selected during the exploration
phase. We show that this is the case for sufficiently large t ≥ ee

ε , or equivalently,
ζt < ε. Let b ∈ O(s;φt), we have

δ?(s, a;φt, Ct) = (Bb
φtht)(s)− (Ba

φtht)(s)
≥ (Bb

φtht)(s)− (B?
φh

?
φ)(s) + 2ε

≥ −|(Bb
φtht)(s)− (Bb

φh
?
φ)(s)|+ 2ε

≥ −(|rt(s, b)− rφ(s, b)|+ |ht(s)− h?φ(s)|) + 2ε
≥ ε > ζt > 0.

Here, recall that when the event Z(1)
t (s, a; ε) occurs, we have (Ba

φt
ht)(s) ≤ (B?

φh
?
φ)(s)−

2ε (which yields the first inequality) and Et(ε). The later implies that O(s;φt) ⊆
O(s;φ), and |rt(s, b) − rφ(s, b)| + |ht(s) − h?φ(s)| ≤ ε, which yield the second and
fourth inequalities respectively. The second last inequality follows from the choice
of t such that ζt < ε. The last inequality follows from that, by definition of ζt, for
any ε > 0 we will have

∑T
t=1 Pπφ|s1 [ζt > ε] ≤ eeε = O(1).

Therefore, when Z(1)
t (s, a; ε) occurs for sufficiently large t ≥ eeε ,

δ?(s, a;φt, Ct) > ζt > 0. (5.7)

Leading to,

T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft = ∅

]
= O(1)

Upper bound for (5.6d).
Observe that when Z(1)

t (s, a; ε) and Ft 6= ∅ occur, for t ≥ ee
ε combining (5.7)

and Lemma 5.5 given below, we get:

ηt(s, a) ≤ 2SA
(
S + 1
ζt

)2
. (5.8)
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Lemma 5.5. Consider a structure Φ, an MDP φ ∈ Φ, a non-empty correspondence
C : S � A, and ζ > 0. If FΦ(φ; C, ζ) is non-empty and there exists (s, a) ∈ S×A such
that δ?(s, a;φ, C, ζ) > 0, then η?(s, a;φ, C, ζ) ≤ 2SA

(
S+1
ζ

)2
where η?(s, a;φ, C, ζ)

is a solution of P(δ?(φ, C, ζ),FΦ(φ; C, ζ)).

From (5.8), we deduce by design of DEL that, if Z(1)
t (s, a; ε) and Ft 6= ∅ occur,

for t ≥ eeε , then:

Nt(s, a) ≤ ηt(s, a)γt

≤ 2SA
(
S + 1
ζt

)2
γt ≤ γ′t

where

γ′t := 8S3A(1 + γ)(1 + log log t)2(log t+ 1) > 2SA
(
S + 1
ζt

)2
γt. (5.9)

Hence, defining B′t(s, a) := {(St, At) = (s, a), Nt(s, a) ≤ γ′t,¬Bt(ζt)}, we get:

T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft 6= ∅,¬Bt(ζt)

]
≤

T∑
t=1

Pπφ|s1
[
Z(1)
t (s, a; ε),Ft 6= ∅,¬Bt(ζt), t ≥ ee

ε
]

+ ee
ε

≤
T∑
t=1

Pπφ|s1 [B′t(s, a)] +O(1).

In order to bound the event B′t(s, a), we examine its connection to whether the
model φ has mixed, that is, every state has been visited at a linear rate. Because of
the ergodicity of φ, we can use the following proposition stated in [29]:

Proposition 4. There exist constants C, ρ > 0 such that for any s ∈ S and policy
π ∈ Π,

Pπφ|s1 [NT (s) ≤ ρT ] ≤ Ce
−ρT

2 . (5.10)
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Using ρ > 0 from Proposition 4, we check that

T∑
t=1

Pπφ|s1 [B′t(s, a)]

≤
T∑
t=1

Pπφ|s1

[
min
s′∈S

Nt(s′) ≥ ρt,B′t(s, a)
]

+
T∑
t=1

Pπφ|s1

[
min
s′∈S

Nt(s′) ≤ ρt
]

≤
T∑
t=1

Pπφ|s1

[
min
s′∈S

Nt(s′) ≥ ρt,B′t(s, a)
]

+ o(log T )

≤
T∑
t=1

Pπφ|s1

[
min

(s′,b)∈S×A
Nt(s′, b) ≥

log t
(1 + log log t)2 ,B

′
t(s, a)

]
+ o(log T ). (5.11)

Here, the second inequality follows from (5.10) and a union bound (over states).
The the last inequality follows from the following lemma:

Lemma 5.6. Under DEL algorithm, we have

T∑
t=1

1

[
min
s′∈S

Nt(s′) ≥ ρt, min
(s′,b)∈S×A

Nt(s′, b) <
log t

(1 + log log t)2

]
= o(log T ). (5.12)

Lemma 5.6 establishes (5.11). Next we provide an upper bound of (5.11). To
this aim, we use the following concentration inequality [25]:

Lemma 5.7. Consider any φ, π, ε > 0 with Bernoulli reward distribution. Define Ht
the σ-algebra generated by (Zτ )1≤τ≤t. Let B ⊂ N be a (random) set of rounds. Assume
that there exists a sequence of (random) sets (B(τ))τ≥1 such that (i) B ⊂ ∪τ≥1B(τ),
(ii) for all τ ≥ 1 and all t ∈ B(τ), Nt(s, a) ≥ ετ , (iii) |B(τ)| ≤ 1, and (iv) the event
t ∈ B(τ) is Ht-measurable. Then for all ζ > 0, and s1, s, s

′ ∈ S, a ∈ A,∑
t≥1

Pπφ|s1 [t ∈ B, |rt(s, a)− rφ(s, a)| > ζ] ≤ 1
εζ2∑

t≥1
Pπφ|s1 [t ∈ B, |pt(s′ | s, a)− pφ(s′ | s, a)| > ζ] ≤ 1

εζ2

Lemma 5.7 states that, for a given state-action pair (s, a), if we are given a set of
time instants B such that it can be expressed as a union of subsets (B(τ))τ≥1 where
each subset contains at most one time instant, and where the pair (s, a) is sampled
sufficiently often (Nt(s, a) ≥ ετ , for t ∈ B(τ)), then we will have a finite expected
number of instants in which the average reward of (s, a) is badly estimated.

Let B′′t (s, a) := {min(s′,b)∈S×ANt(s′, b) ≥ log t
(1+log log t)2 ,B′t(s, a)}. If at time t ≤ T ,

we have the τ -th occurrence of B′′t (s, a), then it follows that τ ≤ γ′t (since a is selected
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in state s at time t, and Nt(s, a) ≤ γ′t), and thus

min
(s,b)∈S×A

Nt(s, b) ≥
log t

(1 + log log t)2 ≥
1

16S3A(1 + γ)(1 + log log t)4 γ
′
t

≥ 1
16S3A(1 + γ)(1 + log log T )4 τ,

where the last inequality follows from t ≤ T and τ ≤ γ′t. Thus since ¬Bt(ζt) holds
when B′′t (s, a) occurs, we deduce that the set of rounds where B′′t (s, a) occurs satisfies

{t : B′′t (s, a) occurs} ⊂ ∪τ≥1 ∪(s′,b)∈S×A {t : τ -th occurence of B′′t (s, a), Nt(s′, b) ≥ ετ,
‖φt(s′, b)− φ(s′, b)‖ > ζT },

where ε := 1
16S3A(1+log logT )4 . Now we apply Lemma 5.7 to each pair (s′, b) with

ζ = ζT , and conclude that:

T∑
t=1

Pπφ|s1 [B′′t (s, a)] ≤ (SA)16S3A(1 + log log T )4

(ζT )2 = 16S4A2(1 + log log T )6 = o(log T )

where the factor SA in the inequality is from the union bound over all (s′, b) ∈ S×A.
This completes the proof of Lemma 5.1.

�

5.3 Proof of Lemma 5.2

Let ε2 := min(s,a)∈S×A:a/∈O(s;φ)(B?
φh

?
φ)(s)− (Ba

φh
?
φ)(s) > 0. Fix (s, a) ∈ S ×A such

that a /∈ O(s;φ), and ε ∈ (0, ε2/5) so that

(Ba
φh

?
φ)(s)− (B?

φh
?
φ)(s) ≤ −5ε. (5.13)

When Z(2)
t (s, a; ε) occurs, we have

(Ba
φth

?
φ)(s)− (B?

φh
?
φ)(s) = (Ba

φth
?
φ)(s)− (Ba

φth
′
t)(s) + (Ba

φth
′
t)(s)− (B?

φh
?
φ)(s)

> (Ba
φth

?
φ)(s)− (Ba

φth
′
t)(s)− 2ε

=
(∑
s′∈S

pt(s′ | s, a)(h?φ(s′)− h′t(s′))
)
− 2ε

≥ −3ε (5.14)

where the first inequality stems from the fact that (Ba
φt
h′t)(s) > (B?

φh
?
φ)(s) − 2ε

when Z(2)
t (s, a; ε) occurs, and the last inequality follows from the fact that Et(ε)

holds when Z(2)
t (s, a; ε) occurs.
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Let ζ = ε
S2 . Then, recalling the definition of the event Bt(s, a; ζ) := {‖φt(s, a)−

φ(s, a)‖ ≤ ζ}, when Bt(s, a; ζ) occurs, we have

|(Ba
φh

?
φ)(s)− (Ba

φth
?
φ)(s)| ≤ |rt(s, a)− rφ(s, a)|+Hφ

∑
y∈S
|pt(y | s, a)− pφ(y | s, a)|

≤ |rt(s, a)− rφ(s, a)|+ S2 max
y∈S
|pt(s′ | s, a)− pφ(s′ | s, a)|

≤ S2‖φt(s, a)− φ(s, a)‖
≤ ε (5.15)

where for the second inequality, we used 0 ≤ Hφ ≤ S.
Now, we can deduce that the events Z(2)

t (s, a; ε) and Bt(s, a; ζ) cannot occur at
the same time, i.e.,

Pπφ|s1
[
Z(2)
t (s, a; ε),Bt(s, a; ζ)

]
= 0. (5.16)

Indeed, when Z(2)
t (s, a; ε) ∩ Bt(s, a; ζ) occurs, (5.14) and (5.15) imply

(Ba
φh

?
φ)(s)− (B?

φh
?
φ)(s) = (Ba

φth
?
φ)(s)− (B?

φh
?
φ)(s)−

(
(Ba

φh
?
φ)(s)− (Ba

φth
?
φ)(s)

)
≥ (Ba

φth
?
φ)(s)− (B?

φh
?
φ)(s)− |(Ba

φh
?
φ)(s)− (Ba

φth
?
φ)(s)|

≥ −4ε > −5ε

which contradicts (5.13) for our choice of ε , i.e., ε ∈ (0, ε2/5).
Hence, to complete the proof, it is sufficient to show that

T∑
t=1

Pπφ|s1 [(St, At) = (s, a),¬Bt(s, a; ζ)] = O(1) (5.17)

as we have the following bound:

T∑
t=1

Pπφ|s1
[
Z(2)
t (s, a; ε)

]
=

T∑
t=1

Pπφ|s1
[
Z(2)
t (s, a; ε),¬Bt(s, a; ζ)

]
≤

T∑
t=1

Pπφ|s1 [(St, At) = (s, a),¬Bt(s, a; ζ)]

where the equality follows from (5.16). (5.17) is obtained by applying Lemma 5.7
with {(St, At) = (s, a)}, 1 and ε

S2 for B, ε and ζ, respectively. This complete the
proof of Lemma 5.2.

�
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5.4 Proof of Lemma 5.3

Recall that:

Et(ε) := {Π?(φ′t) ⊆ Π?(φ) and
|rt(s, a)− rφ(s, a)|+ |h′t(s)− h?φ(s)| ≤ ε ∀s ∈ S,∀a ∈ O(s;φ′t)}.

Hence when Et(ε) occurs, (i) the estimation of the bias function in the restricted
MDP φ(Ct) is accurate and (ii) the restricted MDP includes the optimal policies of
φ. We first focus on the accuracy of the estimated bias function, and then show that
the gain of the restricted MDP φ(Ct) is monotone increasing and that it eventually
includes an optimal policy for the (unrestricted) MDP.

Let K := AS be the number of all the possible fixed policies. Fix β ∈
(

0, 1
K+1

)
.

For sufficiently large t > 1
1

K+1−β
, divide the time interval from 1 to t into (K + 1)

subintervals It0, It1, . . . , ItK such that Itk := {u ∈ N : itk ≤ u < itk+1} where it0 := 1
and itk := t+ 1− (K + 1− k)b t

K+1c for k ∈ {1, ...,K + 1}.
Then, it is easy to check that for each k ∈ {0, ...,K},

|Itk| = itk+1 − itk > βt.

Indeed, for k = 0, it1 − it0 = t − Kb t
K+1c ≥

t
K+1 > βt, and for k ∈ [1,K],

itk+1 − itk = b t
K+1c ≥

t
K+1 > βt as t > 1

1
K+1−β

, i.e., each subinterval length grows
linearly with respect to t.

For k ∈ [0,K], s ∈ S and a ∈ A, let N t
k(s) := Nit

k+1
(s)−Nit

k
(s) and N t

k(s, a) :=
Nit

k+1
(s, a)−Nit

k
(s, a).

Using ρ > 0 from (5.10), for ζ > 0, define an event Dt(ζ) as

Dt(ζ) := D′t ∩ E ′t(ζ) (5.18)

where we let

D′t :=
{
N t
k(s) > ρβt,∀s ∈ S,∀k ∈ [0,K]

}
E ′t(ζ) :=

{
‖φ′u − φ(Cu)‖ ≤ ζ ∀u ∈ [it1, t]

}
.

When Dt(ζ) occurs, then in each subinterval, each state is linearly visited, and
after the first subinterval, the estimation on the restricted MDP is accurate, i.e.,
φ(Ct) ' φt(Ct). Note that Et(ε) bounds the error in the estimated gain and bias
functions. Hence, we establishy the correspondence between ζ in Dt(ζ) and ε in
Et(ε) using the continuity of the gain and bias functions in φ:

Lemma 5.8. Consider an ergodic MDP φ with Bernoulli rewards. Then, for ε > 0.
there exists ζ0 = ζ0(ε, φ) > 0 such that for any ζ ∈ (0, ζ0), policy f ∈ ΠD and MDP
ψ, if ‖ψ − φ‖ ≤ ζ and ψ � φ, then ψ is ergodic, |gfψ − g

f
φ| ≤ ε and ‖hfψ − h

f
φ‖ ≤ ε.
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Observe that on the event Dt(ζ), for u ≥ it1, every state is visited more than ρβt,
i.e., log2Nu(s) ≥ log2 ρβt ≥ 1 for all s ∈ S and sufficiently large t, and thus, for
all (s, a) ∈ S × A such that a ∈ Cu(s), φu(s, a) is indeed the estimation of φ(s, a),
i.e., φ′u = φu(Cu) � φ(Cu). Then, using Lemma 5.8, it follows that there exists a
constant t0 > 0 such that for t > t0 and ζ ∈ (0,min{ζ0(ε/2, φ), ε/2}),

Dt(ζ) ⊆ {φ′u is ergodic ∀u ∈ [it1, t]} ∩ E ′′t (ε) (5.19)

where

E ′′t (ε) :=
{
|rφ′u(s, f(s))− rφ(s, f(s))|+ |hfφ′u(s)− hfφ(s)| ≤ ε

∀u ∈ [it1, t],∀f ∈ ΠD(Cu),∀s ∈ S
}
,

and where for restriction C : S � A, we denote by ΠD(C) the set of all the possible
deterministic policies on the restricted MDP φ(C).

Based on (5.19), we can identify instrumental properties of DEL algorithm when
Dt(ζ) occurs:

Lemma 5.9. For structure Φ with Bernoulli rewards and an ergodic MDP φ ∈ Φ,
consider π = DEL. There exists ζ1 > 0 and t1 > 0 such that for any ζ ∈ (0, ζ1) and
t > t1, the occurrence of the event Dt(ζ) implies that

Π?(φ′u) ⊆ Π?(φ(Cu)), and g?u+1 ≥ g?u, ∀u ∈ [it1, t] (5.20)

where we denote by g?u := g?φ(Cu) and h?u := h?φ(Cu) the optimal gain and bias functions,
respectively, on the restricted MDP φ(Cu) with true parameter φ.

Define the event

Mt :=
{
g?it
k+1

> g?it
k
∀k ∈ [1,K] or g?it

k+1
= g?it

k
= g?φ for some k ∈ [1,K]

}
.

Then, by selecting ζ as in in Lemma 5.9 and (5.19), we can connect the events
Mt and Dt(ζ) to the event Et(ε) as follows: for ζ ∈ (0,min{ζ0(ε/2, φ), ε/2, ζ1}) and
sufficiently large t > t1,

Mt ∩ Dt(ζ) ⊆ Et(ε). (5.21)

On the event Mt, there must exists k ∈ [1,K + 1] such that g?it
k

= g?φ since the
number K of subintervals is the number of all the possible policy Π?. In addition,
for such a k ∈ [1,K + 1], on the event Dt(ζ), it follows from Lemma 5.9 that for all
u ∈ [itk, t], g?it

k
= g?φ ≤ g?u ≤ g?t , i.e., g?t = g?φ and thus Π?(φ(Ct)) ⊆ Π?(φ). Therefore,

when both of the events Mt and Dt(ζ) occur,

Π?(φ) ⊇ Π?(φ(Ct)) ⊇ Π?(φ′t)

(again thanks to Lemma 5.9). Then, we indeed getMt∩Dt(ζ) ⊆ Et(ε): the ergodicity
of φ′t guaranteed from (5.19) implies that the optimal bias function h′t of φ′t is unique,
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and the event E ′′t (ε) in (5.19) always occurs on the event Dt(ζ). Thus the estimated
bias function h′t is close to h?φ.

Using (5.21) and (5.18), for small enough ζ ∈ (0,min{ζ0(ε/2, φ), ε/2, ζ1}) and
for large enough t > 0, we get

Pπφ|s1 [¬Et(ε)] ≤ Pπφ|s1 [¬Dt(ζ)] + Pπφ|s1 [Dt(ζ),¬Mt]
≤ Pπφ|s1 [¬D′t] + Pπφ|s1 [D′t,¬E ′t(ζ)] + Pπφ|s1 [Dt(ζ),¬Mt] (5.22)

where the first and last inequalities are from (5.21) and (5.18), respectively. To
complete the proof of Lemma 5.3, we provide upper bounds of each term in the
r.h.s. of (5.22). the first term can be easily bounded. Indeed, using (5.10) and a
union bound, we get for sufficiently large t,

Pπφ|s1 [¬D′t] ≤
∑
s∈S

∑
k∈[0,K]

Pπφ|s1 [N t
k(s) ≤ ρβt] = o(1/t) (5.23)

where the last equality is from (5.10) conditioned on Sit
k

for each k.
Lemma 5.10 below deals with the last term.

Lemma 5.10. For structure Φ with Bernoulli rewards and an ergodic MDP φ ∈ Φ,
consider π = DEL. Suppose φ is in the interior of Φ, i.e., there exists a constant
ζ0 > 0 such that for any ζ ∈ (0, ζ0), ψ ∈ Φ if ‖φ− ψ‖ ≤ ζ. There exists ζ2 > 0 such
that for ζ ∈ (0, ζ2),

Pπφ|s1 [DT (ζ),¬MT ] = o(1/T ) as T →∞.

To bound the second term in the r.h.s. of (5.22), we use the following concentra-
tion inequality:

Lemma 5.11. Consider any π and s1 ∈ S. There exist C0, c0, u0 > 0 such that for
any (s, a) ∈ S ×A and u ≥ u0,

Pπφ|s1 [|φt(s, a)− φ(s, a)| > ζ,Nt(s, a) = u] ≤ C0e
−c0u.

Now observe that:

Pπφ|s1 [D′t,¬E ′t(ζ)]
= Pπφ|s1 [D′t, ‖φu(s, a)− φ(s, a)‖ > ζ, for some u ∈ [it1, t], s ∈ S, a ∈ Cu(s)]

≤
t∑

u=it1

∑
s∈S

∑
a∈Cu(s)

Pπφ|s1 [D′t, ‖φu(s, a)− φ(s, a)‖ > ζ]

≤
t∑

u=it1

∑
s∈S

∑
a∈Cu(s)

Pπφ|s1 [‖φu(s, a)− φ(s, a)‖ > ζ,Nu(s, a) ≥ log2Nu(s), ρβt ≤ Nu(s) ≤ u]

≤
t∑

u=it1

∑
s∈S

∑
a∈Cu(s)

u∑
u′=ρβt

u′∑
u′′=log2 u′

Pπφ|s1 [‖φu(s, a)− φ(s, a)‖ > ζ,Nu(s, a) = u′′]



5.4. Proof of Lemma 5.3 57

where the second inequality follows from the definition of Cu(s) and the fact that
on the event D′t, ρβt ≤ N t

0(s) ≤ Nu(s) for u ∈ [it1, t]. Then, applying Lemma 5.11,
we have

Pπφ|s1 [D′t,¬E ′t(ζ)] ≤
t∑

u=it1

∑
s∈S

∑
a∈Cu(s)

u∑
u′=ρβt

∞∑
u′′=log2 u′

C0e
−c0u′′

≤ SAC0t
2 e
−c0 log2(ρβt)

1− e−c0

= SAC0

1− e−c0 t
2e−c0(log2(ρβ)+log t(log t+2 log(ρβ)))

= SAC0

1− e−c0 e
−c0 log2(ρβ)t2−2c0 log(ρβ)−c0 log t = o(1/t). (5.24)

Combining Lemma 5.10, (5.23) and (5.24) to (5.22), we complete the proof of
Lemma 5.3.

�





Chapter 6

Concentration Inequalities

This chapter presents the proofs of the concentration results used for the regret
analysis of DEL.

6.1 Bounds for sums of Bernoulli Random Variables

We restate and prove Lemma 5.7 which is used in the proof of Lemma 5.1 and
bounds the number of time instants in which the average reward of a state-action
pair is badly estimated:

Lemma 6.1. ([25] Lemma B.1) Consider any model φ with Bernoulli reward
distribution, policy π, and constant ε > 0. Define Ht the σ-algebra generated by
(Zτ )1≤τ≤t. Let B ⊂ N be a (random) set of rounds. Assume that there exists a
sequence of (random) sets (B(τ))τ≥1 such that (i) B ⊂ ∪τ≥1B(τ), (ii) for all τ ≥ 1
and all t ∈ B(τ), Nt(s, a) ≥ ετ , (iii) |B(τ)| ≤ 1, and (iv) the event t ∈ B(τ) is
Ht-measurable. Then for all ζ > 0, and s1, s, s

′ ∈ S, a ∈ A,

∑
t≥1

Pπφ|s1 [t ∈ B, |rt(s, a)− rφ(s, a)| > ζ] ≤ 1
εζ2 (6.1)

∑
t≥1

Pπφ|s1 [t ∈ B, |pt(s′ | s, a)− pφ(s′ | s, a)| > ζ] ≤ 1
εζ2 (6.2)

Proof of Lemma 6.1. Let T ≥ 1 for all τ ≥ 1, since B(τ) has at most one element,
define nτ = T + 1 if B(τ) ∩ {1, . . . , T} is empty and {nτ} = B(τ) otherwise. Since
B ⊂ ∪τ≥1B(τ), we have:

T∑
t=1

1{t ∈ B, |rt(s, a)− rφ(s, a)| > ζ} ≤
∑
τ≥1

1{|rnτ (s, a)− rφ(s, a)| > ζ, nτ ≤ T}.

59
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Taking expectations:

E

[
T∑
t=1

1{t ∈ B, |rt(s, a)− rφ(s, a)| > ζ}

]
≤
∑
τ≥1

P [|rnτ (s, a)− rφ(s, a)| > ζ, ns ≤ T ] .

Since ns is a stopping time upper bounded by T + 1, and such that Nns(s, a) ≥ ετ ,
we can apply Lemma 6.2 to obtain:

E

[
T∑
t=1

1{t ∈ B, |rt(s, a)− rφ(s, a)| > ζ}

]
≤
∑
τ≥1

2e−2τεζ2
≤ 1
εζ2 .

Where we have used the inequality
∑
τ≥1 e

−τw ≤
∫ +∞

0 euwdu = 1
w . Since the above

reasoning is valid for all T , we obtain the claim (6.1).
�

The following result is an extension of Hoeffding’s inequality and gives a bound
on the sum of products of i.i.d random variables and of a previsible sequence,
evaluated at a stopping time:

Lemma 6.2. ([25] Lemma 4.3) Let (Ht)t≥0 be a sequence of increasing σ-algebras,
and denote by F = (Ht−1, t ≥ 1) a corresponding filtration. Let (Xt)t≥0 be a
sequence of independent random variables. Assume that for any t, Xt ∈ [0, 1] is
Ht-measurable. Let t0 ≥ 1 and T ≥ t0 be two integers. For t ≥ t0 + 1, we define the
partial empirical sum St =

∑t−1
k=t0 Bk(Xk−E[Xt]), where for any k ≥ 1, Bk ∈ {0, 1}

is Fk−1-measurable. Further define Nt =
∑t−1
k=t0 Bk. Define n ∈ {t0, . . . , T + 1} a

F-stopping time (i.e. {n = t} ∈ Ht−1 for all t) and such that either Nn ≥ ε or
n = T + 1, for some ε > 0. Then we have, for all ζ > 0:

P [Sn ≥ Nnζ, n ≤ T ] ≤ exp(−2εζ2).

As a consequence:

P [|Sn| ≥ Nnζ, n ≤ T ] ≤ 2 exp(−2εζ2).

Proof of Lemma 6.2. Let ζ, λ > 0 and define Ft = eλ(St−ζNt)1{t ≤ T}. We have
that:

P [Sn ≥ Nnζ, n ≤ T ] = P
[
eλ(Sn−ζNn)

1{n ≤ T} ≥ 1
]

= P [Fn ≥ 1] ≤ E [Fn] .

Next, we provide an upper bound for E [Fn]. We define the following quantities:

Yk = Bk[λ(Xt − E[Xt])− λ/8]

F̃t = e

∑t

k=n0
Yk
1{t ≤ T}.
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We have Ft = F̃te
−Nt(λζ−λ2/8), and setting λ = 4ζ yields Ft = F̃te

−2Ntζ2 . Using the
fact that Nn ≥ ε if n ≤ T , we can upper bound Fn by:

Fn = F̃ne
−2Nnζ2

≤ F̃ne−2εζ2
.

Note that the above inequality holds even when n = T + 1, since FT+1 = F̃T+1 = 0.
Hence:

E[Fn] ≤ E[F̃n]e−2εζ2
.

We prove that (F̃t)t is a F -super-martingale. We have that E[F̃T+1|HT−1] = 0 ≤ F̃T .
For t ≤ T − 1, since Bt is Ht−1 measurable:

E[F̃t+1|Ht−1] = F̃t

(
(1−Bt) +BtE

[
eλ(Xt−E[Xt])−λ2/8

])
.

Using Hoeffding’s Lemma [44], since Xt ∈ [0, 1], we have:

E
[
eλ(Xt−E[Xt])

]
≤ eλ

2/8,

and hence (F̃t)t is indeed a F -super-martingale: E[F̃t+1|Ht−1] ≤ F̃t. Since n ≤ T + 1
almost surely, and (F̃t)t is a super-martingale, Doob’s optimal stopping theorem
yields: E[F̃n] ≤ E[F̃t0−1] = 1, and so

P[Sn ≥ Nnζ, n ≤ T ] ≤ E[Fn] ≤ E[F̃n]e−2εζ2
≤ e−2εζ2

.

which concludes the proof. The second inequality is obtained by symmetry.
�

6.2 Bounds for sums of Kullback Leibler Divergences

The following theorem is concentration inequality on the sums of weighted empirical
Kullback-Leibler divergences, and is used for the proof of Lemma 5.10:

Theorem 6.1. ([26] Theorem 2) For all δ ≥ SA+ 1 and t ∈ N we have:

P

 ∑
(s,a)∈S×A

Nt(s, a)KLφt|φ(s, a) ≥ δ

 ≤ e−δ (δdδ log te
SA

)SA
eSA+1.

Proof of Theorem 6.1. Let δ ≥ SA + 1 and η > 0. Define D =
⌈ log t

log(1+η)
⌉
, and

the set D = {1, . . . , D}SA. Introduce the following events:

A =

 ∑
(s,a)∈S×A

Nt(s, a)KLφt|φ(s, a) ≥ δ

 ,

Bd =
⋂

(s,a)∈S×A

{
(1 + η)dsa−1 ≤ Nt(s, a) ≤ (1 + η)dsa

}
, ∀d ∈ D.
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We have A = ∪d∈D(A ∩ Bd), and hence P[A] ≤
∑
d∈D P[A ∩ Bd]. We let η = 1

δ−1
and apply Lemma 6.3 with N̄t(s, a) = (1 + η)dsa−1. Since δ ≥ SA+ 1 and η = 1

δ−1 ,
we have δ ≥ (1 + η)SA, and the application of Lemma 6.3 is legitimate. We obtain
for all d ∈ D:

P[A ∩Bd] ≤
(
δe

SA

)SA
e−

δ
1+η .

Since |D| = DSA, we deduce that P[A] ≤
(
Dδe
SA

)SA
e−

δ
1+η . Now with our choice of

η = 1
δ−1 , and using the inequality log(1 + η) = − log

(
1

1+η

)
≥ 1− 1

1+η = 1
δ , we get:

P[A] ≤ e−δ
(
δdδ log te
SA

)SA
eSA+1,

which concludes the proof.
�

Lemma 6.3. For any (s, a) ∈ S × A, let 1 ≤ N̄t(s, a) ≤ t and η > 0. Define the
event:

C =
⋂

(s,a)∈S×A

{
N̄t(s, a) ≤ Nt(s, a) ≤ (1 + η)N̄t(s, a)

}
.

For δ ≥ (1 + η)SA, we have:

P

1C ∑
(s,a)∈S×A

Nt(s, a)KLφt|φ(s, a) ≥ δ

 ≤ ( δe

SA

)SA
e−

δ
1+η .

Proof of Lemma 6.3. Define the event E = {1C
∑
s∈S

∑
a∈ANt(s, a)KLφt|φ(s, a) ≥

δ}. We will show that for all ζ ∈ RSA+ :

P

 ⋂
(s,a)∈S×A

{
1CNt(s, a)KLφt|φ(s, a) ≥ ζsa

} ≤ e−∑(s,a)∈S×A
ζsa
η+1 .

Let ζ ∈ RSA+ . For t ≥ 0, we define x(t) so that x(t) = 0 unless there exists
0 ≤ x ≤ φsa such that t · KLx|φ(s, a) = ζsa, at which point x(t) = x. Then, by
the monotonicity of the Kullback-Leibler divergence, x(t) is increasing in t. Hence
Nt(s, a)KLφt|φ(s, a) ≥ ζsa implies that φt(s, a) ≤ x(Nt(s, a)) ≤ x((1 + η)N̄t(s, a)).
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We also have that N̄t(s, a)KLx((1+η)N̄t(s,a))|φ(s, a) = ζsa
1+η . We deduce that

P

 ⋂
(s,a)∈S×A

{
1CNt(s, a)KLφt|φ ≥ ζsa

} ≤ P

 ⋂
(s,a)∈S×A

{φt ≤ x(Nt(s, a)), C}


≤ P

 ⋂
(s,a)∈S×A

{
φt ≤ x((1 + η)N̄t(s, a)), C

}
≤

∏
(s,a)∈S×A

e−N̄t(s,a)KLx((1+η)N̄t(s,a))|φ(s,a)

= e
−
∑

(s,a)∈S×A
ζsa
η+1 ,

where the last inequality is obtained by applying Lemma 6.4 with Csa = x((1 +
η)N̄t(s, a)). Next, we apply Lemma 6.5 with Zsa = 1CNt(s, a)KLφt|φ(s, a) and
a = 1

1+η . We get:

P[E] ≤
(

δe

SA(1 + η)

)SA
e−

δ
1+η ≤

(
δe

SA

)SA
e−

δ
1+η .

�

Lemma 6.4. For any (s, a) ∈ S×A let 1 ≤ N̄t(s, a) ≤ t. Then for all 0 ≤ Csa ≤ φsa
we have:

P

 ⋂
(s,a)∈S×A

{
φt ≤ Csa, N̄t(s, a) ≤ Nt(s, a)

} ≤ ∏
(s,a)∈S×A

e−N̄t(s,a)KLCsa|φ(s,a).

Proof of Lemma 6.4. For all (s, a) ∈ S ×A and λ, we define

θsa(λ) = log(E[eλXsa(1)]) = log(φsaeλ + (1 + φsa))

We can show that for all x ∈ [0, φsa], KLx|φ(s, a) = supλ≤0{λx − θsa(λ)}. Define
the events F = F1 ∩ F2, where F1 =

⋂
(s,a)∈S×A{φt ≤ Csa}. For all (s, a), let

λsa ≤ 0, and define G(t) = exp
(∑

(s,a)∈S×A λsaSt(s, a)−Nt(s, a)θsa(λsa)
)

, where
St(s, a) =

∑t
i=1 1{(Si,Ai)=(s,a)}Ri(s, a). For all t′ ≤ t we have G(t′) = G(t′ −

1)
∏

(s,a)∈S×A e
1{(S

t′ ,At′ )=(s,a)}(λsaRt′ (s,a)−θsa(λsa)). Since Rt′(s, a) is independent and
identically distributed and {Rt′(s, a)}sa is independent of Ft′−1, we deduce that
E[G(t′)|Ft′−1] = G(t′ − 1), that is, G is a martingale. Furthermore, E[G(t)] = 1. For
all (s, a) we set

λsa = argmax
λ≤0
{λCsa − θsa(λ)},
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so that λsaCsa − θsa(λsa) = KLCsa|φ(s, a). We have λsa < 0 and therefore:

P[F ] = P

 ⋂
(s,a)∈S×A

{St(s, a) ≤ Nt(s, a)Csa, F1}


≤ P

 ∑
(s,a)∈S×A

λsaSt(s, a) ≥
∑

(s,a)∈S×A

λsaNt(s, a)Csa, F1


≤ P

[
1F1e

∑
(s,a)∈S×A

λsaSt(s,a) ≥ e
∑

(s,a)∈S×A
λsaNt(s,a)Csa

]
= P

[
1F1G(t) ≥ e

∑
(s,a)∈S×A

Nt(s,a)(λsaCsa−θsa(λsa))
]

= P
[
1F1G(t) ≥ e

∑
(s,a)∈S×A

Nt(s,a)(KLCsa|φ(s,a))
]

≤ P
[
1F1G(t) ≥ e

∑
(s,a)∈S×A

N̄t(s,a)(KLCsa|φ(s,a))
]
.

Using Markov’s inequality and the fact that E[1F1G(t)] ≤ E[G(t)] = 1, yields:

P[F ] ≤ E[1F1G(t)]e−
∑

(s,a)∈S×A
N̄t(s,a)(KLCsa|φ(s,a)) ≤ e−

∑
(s,a)∈S×A

N̄t(s,a)(KLCsa|φ(s,a))
.

�

Lemma 6.5. Let a > 0 and SA > 2. Let Z ∈ RSA be a random variable such that
for all ζ ∈ RSA+ :

P[Z ≥ ζ] ≤ e−a
∑

(s,a)∈S×A
ζsa
.

Then for all δ ≥ K/a ∈ R+:

P

 ∑
(s,a)∈S×A

Zsa ≥ δ

 ≤ (aδe
SA

)SA
e−aδ.

Proof of Lemma 6.5. Let Y ∈ (R+)SA a vector with components independent
and exponentially distributed with parameter a. Then, from Lemma 6.6, we will
have Z ≤uo Y since for all ζ ∈ RSA+ :

P[Z ≥ ζ] ≤ e−a
∑

(s,a)∈S×A
ζsa = P[Y ≥ ζ].
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Let λ ∈ [0, a) and δ ∈ R+. From the Markov inequality, we have:

P

 ∑
(s,a)∈S×A

Zsa ≥ δ

 = P
[
e
λ
∑

(s,a)∈S×A
Zsa ≥ eλδ

]
≤ e−λδE

[
e
λ
∑

(s,a)∈S×A
Zsa

]
.

= e−λδE

 ∏
(s,a)∈S×A

eλZsa

 ≤ e−λδE
 ∏

(s,a)∈S×A

eλYsa


= e−λδ

∏
(s,a)∈S×A

E
[
eλYsa

]
.

Where we have used the results of Lemma 6.6 with fsa(x) = exλ for all k. Furthermore
we have E

[
eλYsa

]
=
∫ +∞

0 ae−ayeλydy = a
a−λ . Hence we have established that for all

0 ≤ λ < a:

P

 ∑
(s,a)∈S×A

Zsa ≥ δ

 ≤ e−λδ ( a

a− λ

)SA
Setting λ = a− SA/δ ≥ 0, we obtain:

P

 ∑
(s,a)∈S×A

Zsa ≥ δ

 ≤ (aδe
SA

)SA
e−aδ.

�
The next lemma presents a resulton multivatiate stochastic ordering, shown by

[45][Theorem 3.3.16].

Lemma 6.6. Let X and Y be two random variables on RSA. The following are
equivalent:

(i) X ≤uo Y ,

(ii) For all x ∈ RSA, P[X ≥ x] ≤ P[Y ≥ x]

(iii) For all collections of non negative increasing functions f11, . . . , fSA we have
E
[∏S

s=1
∏A
a=1 fsa(Xsa)

]
≤ E

[∏S
s=1

∏A
a=1 fsa(Ysa)

]
.





Chapter 7

Summary and Future Research Directions

This chapter summarizes the results of the thesis and presents some open problems
and possible research directions.

For ergodic MDPs we established a logarithmic problem-specific asymptotic
regret lower bound as the solution to an infinite-dimensional linear optimization
problem. This was simplified and made explicit for the unstructured case, as well as
the case of Lipschitz continuous transitions and rewards. For the later, we showed
that regret does not scale with the number of states and actions. A possible extension
is to consider other structures such as rewards or transitions that exhibit unimodality
or convexity, and to study whether the improvements on regret can become even
more significant.

We proposed the DEL algorithm and showed via its regret analysis that its
asymptotic regret upper bound matches the problem specific lower bound, making
it optimal. We demonstrated via simulation that the algorithm can optimally
exploit Lipschitz structure to achieve significant improvements in terms of regret.
A shortcoming of the algorithm is that it has high computational complexity in
comparisson to index-based policies such as UCRL2 or KL-UCRL, as it requires the
solution of a linear optimization problem at every iteration. A possible next step is
to identify an index-based alternative that can exploit the structure, or to simplify
the computation necessary to allow it to scale.

For communicating MDPs, we have studied the case of deterministic transitions.
We have shown that this allows us to partition transitions into cycles, and we
have proposed an asymptotic lower-bound for this setting. When the cycles are
disjoint, we have shown that an optimal algorithm need not experience regret due
to navigation and the problem becomes similar to that of multi-armed bandits
with switching cost. Optimal algorithms for that problem exist [46, 47] but they
rely either on prior information or the so-called doubling trick that is also used by
UCYCLE. Proposing an optimal algorithm that circumvents this limitation remains
an open problem.

Finally, we are interested in extending these results to the setting where function
approximation is used.

67





Appendix A

Proofs of Chapter 5

This appendix is a collection of the proofs of those lemmata whose proofs were
omitted for the sake of clarity of exposition.

A.1 Proof of Lemma 5.4

Lemma A.1. Consider any (random) sequence of Zt ∈ {0, 1} for t > 0. Let
NT :=

∑T
t=1 1[Zt = 1]. Then, for all N > 0,

∑T
t=1 1[Zt = 1, Nt ≤ N ] ≤ N + 1

(point-wise if the sequence is random).

Proof. The proof is straightforward from rewriting the summation as follows:

T∑
t=1

1[Zt = 1, Nt ≤ N ] =
T∑
t=1

bNc∑
n=1

1[Zt = 1, Nt = n]

=
bNc∑
n=1

T∑
t=1

1[Zt = 1, Nt = n] ≤ N + 1

where the last inequality is from the fact that
∑T
t=1 1[Zt = 1, Nt = n] ≤ 1.

�

A.2 Proof of Lemma 5.5

Lemma A.2. Consider a structure Φ, an MDP φ ∈ Φ, a non-empty correspondence
C : S � A, and ζ > 0. If FΦ(φ; C, ζ) is non-empty and there exists (s, a) ∈ S×A such
that δ?(s, a;φ, C, ζ) > 0, then η?(s, a;φ, C, ζ) ≤ 2SA

(
S+1
ζ

)2
where η?(s, a;φ, C, ζ)

is a solution of P(δ?(φ, C, ζ),FΦ(φ; C, ζ)).

Proof. Using the same arguments as those used in Theorem 3.2 to show that
Fun(φ) ⊂ FΦ(φ), one can easily check that Fun(φ; C, ζ) ⊂ FΦ(φ; C, ζ). Note that
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the diameter of bias function with Bernoulli reward is bounded by S. Now for
(s, a) ∈ S ×A such that δ?(s, a;φ, C, ζ) > 0, we have

δ?(s, a;φ, C, ζ) > ζ (A.1)

which then implies that 2
(

Hφ(C)+1
δ?(s,a;φ,C,ζ)

)2
≤ 2

(
S+1
ζ

)2
. Now let η be defined as

η(s, a) = ∞ if δ?(s, a;φ, C, ζ) = 0 and η(s, a) = 2
(
S+1
ζ

)2
otherwise. Then η ∈

Fun(φ; C, ζ) ⊂ FΦ(φ; C, ζ).
We deduce that the optimal objective value of P(δ?(φ, C, ζ),FΦ(φ; C, ζ)) is upper-

bounded by∑
(s,a)∈S×A

η?(s, a;φ, C, ζ)δ?(s, a;φ, C, ζ) ≤
∑

(s,a)∈S×A

η(s, a)δ?(s, a;φ, C, ζ)

≤ 2SA (S + 1)2

ζ
.

Using the optimality of η?(φ, C, ζ) and (A.1), we conclude that for (s, a) ∈ S × A
such that δ?(s, a;φ, C, ζ) > 0, η?(s, a;φ, C, ζ) ≤ 2SA

(
S+1
ζ

)2
.

�

A.3 Proof of Lemma 5.6

Lemma A.3. Under DEL algorithm, we have

T∑
t=1

1

[
min
s′∈S

Nt(s′) ≥ ρt, min
(s′,b)∈S×A

Nt(s′, b) <
log t

(1 + log log t)2

]
= o(log T ). (A.2)

Proof. For (s, a) ∈ S ×A and t sufficiently large, we claim the following:

1

[
Nt(s) ≥ ρt,Nt(s, a) < log t

(1 + log log t)2

]
= 0. (A.3)

Using the above claim, we can complete the proof. Indeed:
T∑
t=1

1

[
min
s′∈S

Nt(s′) ≥ ρt, min
(s′,b)∈S×A

Nt(s′, b) <
log t

(1 + log log t)2

]

≤
T∑
t=1

∑
(s,a)∈S×A

1

[
min
s′∈S

Nt(s′) ≥ ρt,Nt(s, a) < log t
(1 + log log t)2

]

≤
T∑
t=1

∑
(s,a)∈S×A

1

[
Nt(s) ≥ ρt,Nt(s, a) < log t

(1 + log log t)2

]
= O(1) as T →∞.
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where the first inequality stems from the union bound.
Next we prove the claim (A.3). Fix (s, a) ∈ S ×A and consider sufficiently large

t. Suppose Nt(s) ≥ ρt and let t0 = bρt/2c. Then, since Nt0(s) ≤ t0, it follows that

Nt(s)−Nt0(s) ≥ ρt− bρt/2c ≥ ρt/2.

Let t1 = min{u ∈ N : u ∈ [t0, t], Nu(s) − Nt0(s) = bρt/4c} denote the time when
the number of visits to state s after time t0 reaches bρt/4c. Since Nt(s)−Nt0(s) ≥
ρt/2 ≥ bρt/4c, there exists such a t1 ∈ [t0, t]. From the construction of t1, it follows
that for all u ∈ [t1, t], bρt/4c ≤ Nu(s) and

Nt(s)−Nt1(s) = (Nt(s)−Nt0(s))− (Nt1(s)−Nt0(s))
≥ ρt/2− bρt/4c ≥ ρt/4. (A.4)

Let Nt1,t(s) := {u ∈ [t1, t] : Su = s,¬Emnt
u } be the set of times between t1 and

t when the state is s and the algorithm does not enter the monotonization phase
and hence checks the condition to enter the estimation phase. For u ∈ Nt1,t(s), the
condition for the algorithm to enter the estimation phase and select an action with
the minimum occurrence is:

∃b ∈ A : Nu(s, b) < logbρt/4c
1 + log logbρt/4c (A.5)

since from the construction of t1, for any u ∈ [t1, t], we have logbρt/4c
1+log logbρt/4c ≤

logNu(s)
1+log logNu(s) .

Now assume that the number of times the algorithm enters the monotonization
phase in state s between t1 and t is bounded by O(log t). From (A.4) and (A.5), we
deduce the desired claim (A.3). Indeed, with the observation (A.5), the fact that
monotonization happens a sublinear number of times implies that the algorithm
estimates all actions more than logbρt/4c

1+log logbρt/4c (> log t
(1+log log t)2 ) times. Actually, the

fact that monotonization happens a sublinear number of times and (A.4) imply that
|Nt1,t(s)| > A logbρt/4c

1+log logbρt/4c for sufficiently large t.
Using the following lemma, we bound the number that the algorithm enters the

monotonization phase between t1 and t:

Lemma A.4. For any action a ∈ A and three different u, u′, u′′ such that u < u′ <
u′′, suppose that the event Emnt

t ∩ {(St, At) = (s, a)} occurs for all t ∈ {u, u′, u′′}.
Then, when Nu(s) > e,

Nu′′(s)−Nu(s) ≥ Nu(s)
2 logNu(s) .

Proof of Lemma A.4. Observe that selecting action b in the monotonization phase
at time t means that

Nt(s, a) ∈ [log2Nt(s), log2Nt(s) + 1) (A.6)
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From the fact that u < u′ < u′′, we have Nu′′(s, a) ≥ Nu(s, a) + 2 and thus using
(A.6):

log2Nu(s) + 2 ≤ Nu(s, a) + 2 ≤ Nu′′(s, a) < log2Nu′′(s) + 1.

We deduce that log2Nu′′(s)− log2Nu(s) > 1, and conclude that for Nu(s) > e,

Nu′′(s)−Nu(s) ≥ Nu(s)
2 logNu(s)

since the function log2 t is concave with derivative 2 log t
t , i.e., in order to increase

log2 t by 1, t should be increased by more than
(

2 log t
t

)−1
. �

From Lemma A.4, it follows that for sufficiently large t,

∑
b∈A

t∑
u=t1

1[Nt(s) ≥ ρt, Emnt
t , (St, At) = (s, b)]

≤ Amax
{

3, 3(Nt(s)−Nt1(s))
(

2 logNt1(s)
Nt1(s)

)}
≤ Amax

{
3, 3(t− bρt/4c)

(
2 logbρt/4c
bρt/4c

)}
≤ 24A log t. (A.7)

For the first inequality, we apply Lemma A.4 with the fact that as u increases, Nu(s)
increases and 2 logNu(s)

Nu(s) decreases. The second inequality is from the definition of t1
and (A.4). The last inequality holds for sufficiently large t. We have completed the
proof of Lemma 5.6.

�

A.4 Proof of Lemma 5.8

Lemma A.5. Consider an ergodic MDP φ with Bernoulli rewards. Then, for ε > 0.
there exists ζ0 = ζ0(ε, φ) > 0 such that for any ζ ∈ (0, ζ0), policy f ∈ ΠD and MDP
ψ, if ‖ψ − φ‖ ≤ ζ and ψ � φ, then ψ is ergodic, |gfψ − g

f
φ| ≤ ε and ‖hfψ − h

f
φ‖ ≤ ε.

Proof. Define the positive constant:

ζp(φ) := min
{
pφ(s′ | s, a)

2 : ∀s, s′ ∈ S,∀a ∈ A s.t. pφ(s′ | s, a) > 0
}
.

Then, it is straightforward to show that ψ is ergodic if ‖ψ−φ‖ < ζp(φ) since for any
s, s′ ∈ S and a ∈ A, pφ(s′ | s, a) > 0 implies that pψ(s′ | s, a) ≥ pφ(s′ | s, a)/2 > 0.
Therefore, for ζ0 ≤ ζp(φ)}, ψ is ergodic.
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Now, we focus on the continuity of gain and bias functions for given policy f .
For notational convenience, let gfφ (resp. gfψ) and hfφ (resp. hfψ) denote the (column)
vector of gain and bias functions, respectively, under φ (resp. ψ). Let P fφ (resp. P fψ )
and rfφ (resp. rfφ) are the transition matrix and reward vector w.r.t. policy f under
φ (resp. ψ), respectively. Then, we can write the policy evaluation equations of
stationary policy f under φ and ψ as vector and matrix multiplications, c.f., [40]:

gfφ = P fφ g
f
φ

hfφ = rfφ − g
f
φ + P fφ h

f
φ.

Similarly gfψ = P fψg
f
ψ and hfψ = rfψ − g

f
ψ + P fψh

f
ψ. Since both φ and ψ are ergodic,

by forcing hfφ(s1) = hfψ(s1) = 0 for some s1 ∈ S, the bias functions hfφ and hfψ can
be uniquely defined. Let Df := P fφ − P

f
ψ and df := hfφ − h

f
ψ. Then, ‖Df‖ ≤ |S|δ

where ‖ · ‖ is the max norm. Noting that the ergodicity of φ and ψ further provides
the invertibility of I − P fφ and I − P fψ . A basic linear algebra, c.f., Lemma 7 in [29],
leads to that for any ε > 0, ‖df‖ ≤ ε if

‖Df‖ ≤ ε

‖(I − P fφ )−1‖(‖hfφ‖+ ε)

where the upper bound is independent of ψ. From the above continuity of hfψ (and
thus that of gfψ) with respect to ψ at φ, we can find ζ0(f, ε, φ) > 0 such that for any
ψ, |gfψ − g

f
φ| ≤ ε and ‖hfψ − h

f
φ‖ ≤ ε if ‖ψ − φ‖ ≤ ζ0(f, ε, φ) ≤ min{ζq(φ), ζp(φ)}.

Noting the arbitrary choice of f ∈ ΠD, we conclude the proof of Lemma 5.8 by
taking ζ0(ε, φ) = minf∈ΠD ζ0(f, ε, φ).

�

A.5 Proof of Lemma 5.9

Lemma A.6. For structure Φ with Bernoulli rewards and an ergodic MDP φ ∈ Φ,
consider π = DEL. There exists ζ1 > 0 and t1 > 0 such that for any ζ ∈ (0, ζ1) and
t > t1, the occurrence of the event Dt(ζ) implies that

Π?(φ′u) ⊆ Π?(φ(Cu)), and g?u+1 ≥ g?u, ∀u ∈ [it1, t]

where we denote by g?u := g?φ(Cu) and h?u := h?φ(Cu) the optimal gain and bias
functions, respectively, on the restricted MDP φ(Cu) with true parameter φ.

Proof. Let ε1 := min{|gfφ − gf
′

φ | : f, f ′ ∈ ΠD, g
f
φ 6= gf

′

φ } > 0. Let ζ1 :=
min{ζ0( ε12S , φ), ε12S } and consider t sufficiently large, i.e., t > t0. For ζ ∈ (0, ζ1),
assume that the event Dt(ζ) occurs.
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Proof of the first part of (5.20). Then, for any u ∈ [it1, t] and f ∈ ΠD(Cu), it
follows from (5.19) that for any s ∈ S,

|gfφ′u − g
f
φ| = |(B

f
φ′u
hfφ′u

)(s)− (Bf
φh

f
φ)(s)|

≤ |rφ′u(s, f(s))− rφ(s, f(s))|+
∑
s′∈S
|hfφ′u(s′)− hfφ(s′)|

≤ S ε1

2S = ε1

2 (A.8)

where the last inequality stems from the definition of E ′′t ( ε12S ) in (5.19). Then, for
any u ∈ [it1, t], f ∈ Π?(φ′u), and f ′ ∈ ΠD(Cu), we have:

gfφ ≥ gfφ′u
− ε1

2 ≥ gf
′

φ′u
− ε1

2 ≥ gf
′

φ − ε1

where the first and last inequalities stem from (A.8), and the second inequality is
deduced from the optimality of f under φ′u. Noting that f, f ′ ∈ ΠD(Cu), it follows
that gfφ(Cu) = gfφ ≥ gf

′

φ = gf
′

φ(Cu). Hence f is optimal under φ(Cu) (the choice of
f ′ ∈ ΠD(Cu) is arbitrary). This completes the proof of the first part in (5.20).
Proof of the second part of (5.20). Fix u ∈ [it1, t]. Assume that

ΠD(Cu+1) ∩Π?(φ′u) 6= ∅. (A.9)
Then, from the first part of (5.20), we deduce that:

ΠD(Cu+1) ∩Π?(φ′u) ⊆ ΠD(Cu+1) ∩Π?(φ(Cu)).
Combining this with the assumption (A.9), we get that ΠD(Cu+1) ∩ Π?(φ(Cu)) 6= ∅,
which implies that g?u+1 ≥ g?u. It remains to prove (A.9).

Let s = Su. We first show that:
Cu+1(s) ∩ O(s;φ′u) 6= ∅. (A.10)

If the algorithm enters the monotonization phase, i.e., the event Emnt
u occurs,

then it selects action a = Au ∈ Cu(s) ∩ O(s;φ′u). We deduce that:
Nu(s, a) ≥ log2(Nu(s)), Nu+1(s, a) = Nu(s, a) + 1, and Nu+1(s) = Nu(s) + 1

Thus, using the fact that log2(n) + 1 > log2(n+ 1), we obtain
Nu+1(s, a) ≥ log2(Nu(s)) + 1 ≥ log2(Nu(s) + 1) = log2(Nu+1(s)). (A.11)

We have shown that a ∈ Cu+1(s) and thus a ∈ Cu+1(s) ∩ O(s;φ′u) 6= ∅.
In case that the event Emnt

u does not occur, there must exist an action a ∈ O(s;φ′u)
such that Nu(s, a) ≥ log2(Nu(s)) + 1. Hence, as for (A.11), we get:

Nu+1(s, a) ≥ Nu(s, a) ≥ log2(Nu(s)) + 1 ≥ log2(Nu(s) + 1) = log2(Nu+1(s))
which implies a ∈ Cu+1(s) ∩ O(s;φ′u) 6= ∅.

Now (A.10) implies (A.9) (since for any s′ ∈ S such that s′ 6= s, Cu(s′) =
Cu+1(s′)). This completes the proof of the second part in (5.20) and that of
Lemma 5.9.

�
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A.6 Proof of Lemma 5.10

Lemma A.7. For structure Φ with Bernoulli rewards and an ergodic MDP φ ∈ Φ,
consider π = DEL. Suppose φ is in the interior of Φ, i.e., there exists a constant
ζ0 > 0 such that for any ζ ∈ (0, ζ0), ψ ∈ Φ if ‖φ− ψ‖ ≤ ζ. There exists ζ2 > 0 such
that for ζ ∈ (0, ζ2),

Pπφ|s1 [DT (ζ),¬MT ] = o(1/T ) as T →∞.

Proof. We will show that for small enough ζ > 0,

Pπφ|s1 [Dt(ζ),¬Mt] = o(1/t)

where we recall

Mt :=
{
g?it
k+1

> g?it
k
∀k ∈ [1,K] or g?it

k+1
= g?it

k
= g?φ for some k ∈ [1,K]

}
.

For s ∈ S and restriction C : S � A, define

A+(s;φ, C) := {a ∈ A : (Ba
φh

?
φ(C))(s) > (B?

φ(C)h
?
φ(C))(s)}

as the set of actions that improve the optimal policy of the restricted MDP φ(C) at
state s. If g?φ(C) < g?φ, then there must exist a state s with non-empty A+(s;φ, C).
Let ε2 := min{(Ba

φh
f
φ)(s) − (Bf

φh
f
φ)(s) : f ∈ ΠD, s ∈ S, a ∈ A+(s;φ, {f}) 6= ∅}.

Note that ε2 > 0.
Define an event

M′t := {Expt
u ,A+(Su;φ, Cu) 6= ∅, ∃u ∈ [it1, t]}.

Then, we obtain

Pπφ|s1 [Dt(ζ),¬Mt] ≤ Pπφ|s1 [Dt(ζ),¬Mt,¬M′t] + Pπφ|s1 [Dt(ζ),M′t] .

We first focus on the last term in the above. Let ζ ≤ min{ζ0( ε23S , φ), ε23S , ζ0} where
ζ0 is taken from the assumption that φ is in the interior of Φ, and t ≥ 1

β e
eε2/3 so

that ζu ≤ ε2/3 for any u ≥ it1 ≥ βt.
Suppose that for u ∈ [it1, t] and s ∈ S, the eventsDt(ζ) and {Su = s, Expt

u ,A+(s;φ, Cu) 6=
∅} occur. From Lemma 5.9, it directly follows that O(s;φ′u) ⊆ O(s;φ, Cu). By the
definition of the improving action set, O(s;φ, Cu) ∩ A+(s;φ, Cu) = ∅ and thus
O(s;φ′u) ∩ A+(s;φ, Cu) = ∅. Construct ψu such that for each (s′, b) ∈ S ×A,

ψu(s′, b) =
{
φu(s′, b) if b ∈ O(s;φ′u),
φ(s′, b) otherwise.
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Note that ψu(Cu) = φ′u and thus ‖ψu − φ‖ ≤ ‖φ′u − φ(Cu)‖ ≤ ζ0. This implies
ψu ∈ Φ since φ is an interior point of Φ. For any a ∈ A+(s;φ, Cu) 6= ∅, we get
δ?(s, a;ψu, Cu, ζu) = 0 as:

δ?(s, a;ψu, Cu) = (B?
φ′u
h′u)(s)− (Ba

ψuh
′
u)(s) = (B?

φ′u
h′u)(s)− (Ba

φh
′
u)(s)

≤ 2
3ε2 + (B?

φ(Cu)h
?
φ(Cu))(s)− (Ba

φh
?
φ(Cu))(s)

≤ 2
3ε2 − ε2 = −1

3ε2 ≤ ζu (A.12)

where the second equality is from the construction of ψu and the fact that O(s;φ′u)∩
A+(s;φ, Cu) = ∅, i.e., a /∈ O(s;φ′u); and the first and second inequalities are from
(5.19), the definition of ε2. We have obtained that ψu ∈ Φ and δ?(s, a;ψu, Cu, ζu) = 0
for some a /∈ O(s;φ′u)). Therefore, ψu ∈ ∆Φ(φu; Cu, ζu). Recalling the entering
condition of the exploitation phase, we establish the following relation:

Dt(ζ) ∩M′t ⊆
{∑
s∈S

∑
a∈A

Nu(s, a)KLφu|ψu(s, a) ≥ γu ∃u ∈ [it1, t]
}

⊆

{∑
s∈S

∑
a∈A

Nu(s, a)KLφu|φ(s, a) ≥ γu ∃u ∈ [it1, t]
}

where the last inclusion follows from the construction of ψu, i.e.,∑
s∈S

∑
a∈A

Nu(s, a)KLφu|ψu(s, a) =
∑
s∈S

∑
a/∈O(s;φ′u)

Nu(s, a)KLφu|ψu(s, a)

=
∑
s∈S

∑
a/∈O(s;φ′u)

Nu(s, a)KLφu|φ(s, a)

≤
∑
s∈S

∑
a∈A

Nu(s, a)KLφu|φ(s, a).

As a consequence, applying the following lemma, Pπφ|s1 [Dt(ζ),M′t] is bounded
by o(1/t).

Lemma A.8. Consider any π and φ with Bernoulli rewards. Then, for any γ > 0
and ρ ∈ (0, 1), as T →∞,

T∑
t=ρT

P

[∑
s∈S

∑
a∈A

Nt(s, a)KLφt|φ(s, a) ≥ (1 + γ) log t
]

= o(1/T ). (A.13)

Proof of Lemma A.8. The proof is an application of Theorem 2 in [26], which
states that for γ′ > SA+ 1 and sufficiently large t > 0,

P

[∑
s∈S

∑
a∈A

Nt(s, a)KLφt|φ(s, a) ≥ γ′
]
≤ e−γ

′
(

(γ′)2 log t
SA

)SA
eSA+1.
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Hence, putting (1 + γ) log t to γ′, we obtain

T∑
t=ρT

P

[∑
s∈S

∑
a∈A

Nt(s, a)KLφt|φ(s, a) ≥ (1 + γ) log t
]

≤
T∑

t=ρT
e−(1+γ) log t

(
(1 + γ)2(log t)3

SA

)SA
eSA+1

≤
T∑

t=ρT
eSA+1

(
(1 + γ)2

SA

)SA (log t)3SA

t1+γ .

Using that (log t)3SA/t1+γ = O(1/t1+γ/2) for t ≥ ρT and
∫ T
ρT

1/t1+γ/2dt ≤ 1/(ρT )1+γ/2 =
o(1/T ), we conclude the proof of Lemma A.8. �

It remains to bound Pπφ|s1 [Dt(ζ),¬Mt,¬M′t]. From Lemma 5.9, on the event
Dt(ζ), it is true that g?u is non-decreasing in u ∈ [it1, t], i.e., g?it

k
≤ g?it

k+1
. Hence,

Dt(ζ) ∩ ¬Mt ⊆ Dt(ζ) ∩
(
∪Kk=1Mk

t

)
where

Mk
t := {g?it

k
= g?it

k+1
< g?φ}.

Then, it suffices to show that for any k ∈ [1,K], Pπφ|s1
[
Dt(ζ),Mk

t ,¬M′t
]

= o(1/t).
For k ∈ [1,K], assume that the events Dt(ζ),Mk

t and ¬M′t occur. Fix s ∈ S
such that A+(s;φ, Cit

k
) 6= ∅. Since g?it

k
< g?φ, such a s ∈ S must exist. In addition,

using the second part of Lemma 5.9 and recalling (A.9) with the fact that the
ergodic MDPs φ(Cu), φ(Cu+1) have unique bias functions, it follows that g?u = g?u+1
and h?u = h?u+1 ∀u ∈ Itk. Therefore, A+(s;φ, Cit

k
) = A+(s;φ, Cu) 6= ∅ ∀u ∈ [itk, itk+1].

Recalling N t
k(s) := Nit

k+1
(s)−Nit

k
(s) and N t

k(s, a) := Nit
k+1

(s, a)−Nit
k
(s, a), this

implies that the algorithm never enters the exploitation phase when Su = s, i.e., on
the event {Dt(ζ),Mk

t ,¬M′t},

N t
k+1(s, a) =

∑
u∈It

k

1[(Su, Au) = (s, a),¬Expt
u ]

=
∑
u∈It

k

1[(Su, Au) = (s, a), Emnt
u ∪ Eest

u ] +
∑
u∈It

k

1[(Su, Au) = (s, a), Expr
u ]

≤ O(log t) +
∑
u∈It

k

1[(Su, Au) = (s, a), Expr
u ] (A.14)

where the last inequality is obtained since by Lemma A.4, the number of times the
algorithm enters the monotonization phase is O(log t) (c.f., (A.7)), and since by
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design, the algorithm limits the number of times we enter the estimation phase to
O(log t/ log log t).

Hence, it is enough to show that for (s, a) ∈ S×A such that a /∈ A+(s;φ, Cit
k
) 6= ∅,

Pπφ|s1
[
Dt(ζ),Mk

t ,¬M′t,Lkt (s, a)
]

= o(1/t) (A.15)

where we define Lkt (s, a) := {N t,xpr
k (s, a) ≥ ρβt

2A } withN t,xpr
k (s, a) :=

∑
u∈It

k
1[(Su, Au) =

(s, a), Expr
u ]. Indeed, for s ∈ S such that A+(s;φ, Cit

k
) 6= ∅, if the event

{Dt(ζ),Mk
t ,¬M′t,Ltk(s, a) ∀a /∈ A+(s;φ, Cit

k
)}

occurs, then∑
a∈A+(s;φ,Cit

k
)

N t
k+1(s, a) = N t

k+1(s)−
∑

a/∈A+(s;φ,Cit
k

)

N t
k+1(s, a)

≥ ρβt−
∑

a/∈A+(s;φ,Cit
k

)

N t
k+1(s, a)

≥ ρβt−
∑

a/∈A+(s;φ,Cit
k

)

N t,xpr
k (s, a)−O(log t)

≥ ρβt− ρβt

2 −O(log t)

where for the second inequality, we use (A.14). This implies that for sufficiently large t,
there exists a ∈ A+(s;φ, Cit

k
) such that N t

k+1(s, a) ≥ 1
3ρβt ≥ log2 t ≥ log2Nit

k+1
(s),

i.e., a ∈ Cit
k+1

, and thus g?it
k+1

> g?it
k

which contradicts to the occurrence of the event
Mk

t . Therefore, for sufficiently large t > 0 and s ∈ S such that A+(s;φ, Cit
k
) 6= ∅,

Pπφ|s1
[
Dt(ζ),Mk

t ,¬M′t
]
≤

∑
a/∈A+(s;φ,Cit

k
)

Pπφ|s1
[
Dt(ζ),Mk

t ,¬M′t,Lkt (s, a)
]
.

It remains to prove (A.15). Fix (s, a) ∈ S × A such that a /∈ A+(s;φ, Cit
k
) 6= ∅,

Assume that the events Dt(ζ),Mk
t ,¬M′t occur and N t,xpr

k (s, a) ≥ ρβt
2A . Let

t3 := min

u ∈ Itk :
u∑

v=it
k

1[(Sv, Av) = (s, a), Expr
v ] ≥ ρβt

4A

 .

From the assumption, t3 ∈ Itk. Then, using a similar argument as that used to
derive (5.24) and using Lemma 5.11, we can guarantee ‖φu(s, a)− φ(s, a)‖ ≤ ζ for
all u > t3 with probability 1− o(1/t) as Nu(s, a) ≥ ρβt

4A = Ω(t) , i.e.,

Pπφ|s1
[
Dt(ζ),Mk

t ,¬M′t,Lkt (s, a), ‖φu(s, a)− φ(s, a)‖ > ζ ∃ u ∈ [t3, itk+1]
]

= o(1/t).
(A.16)
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Further, assume that ‖φu(s, a) − φ(s, a)‖ ≤ ζ, ∀u ∈ [t3, itk+1]. Then, similarly as
in (A.12), we can deduce that δ?(s, a;φu, Cu) > ζu from the assumption of the
correctness of the estimated bias function and (5.19), and thus

δ?(s, a;φu, Cu, ζu) > ζu.

Hence, in the exploration phase, when Fu = ∅, ηu(s, a) = 0 due to the design
of the algorithm, while when Fu 6= ∅, ηu(s, a) ≤ 2SA

(
S+1
ζu

)2
due to Lemma 5.5.

Therefore, recalling the definition of γ′t in (5.9), for any u ∈ [t3, itk+1], on the event
{Expr
u , Su = s},

ηu(s, a)γu ≤ 2SA
(
S + 1
ζu

)2
γu ≤ γ′t = O(log2 t)

which implies that for sufficiently large t > 0 such that γ′t = O(log2 t) < ρβt
4A ≤

Nu(s, a) = Ω(t), 1[Expr
u , (Su, Au) = (s, a)] = 0 for all u ∈ [t3, itk+1] due to the design

of the exploration phase. Hence, it follows that

Pπφ|s1
[
Dt(ζ),Mk

t ,¬M′t,Lkt (s, a), ‖φu(s, a)− φ(s, a)‖ ≤ ζ ∀ u ∈ [t3, itk+1]
]

= 0.

Combining the above with (A.16), we have completed the proof of (A.15) and thus
the proof of Lemma 5.10. �

A.7 Proof of Lemma 5.11

Lemma A.9. Consider any π and s1 ∈ S. There exist C0, c0, u0 > 0 such that for
any (s, a) ∈ S ×A and u ≥ u0,

Pπφ|s1 [|φt(s, a)− φ(s, a)| > ζ,Nt(s, a) = u] ≤ C0e
−c0u.

Proof. Let φ̂t(s, a) be the estimator of φ(s, a) from t i.i.d. reward and transition
samples when action a is selected in state x. From Lemma 4 in [29], there are
positive constants C(s, a), c(s, a), and u0(s, a) (which may depend on (s, a)), such
that for u ≥ u0(s, a),

Pπφ|s1 [|φt(s, a)− φ(s, a)| > ζ,Nt(s, a) = u] ≤ P[|φ̂u(s, a)− φ(s, a)| > ζ]

≤ C0(s, a)e−c0(s,a)u.

We complete the proof by taking C0 := max(x,a)∈S×A C0(s, a), c0 := min(s,a)∈S×A c0(s, a),
and u0 := max(s,a)∈S×A u0(s, a).

�
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[39] Aurélien Garivier, Pierre Ménard, and Gilles Stoltz. Explore first, exploit
next: The true shape of regret in bandit problems. Mathematics of Operations
Research, 2018.

[40] Martin L Puterman. Markov decision processes: discrete stochastic dynamic
programming. John Wiley & Sons, 2014.

[41] Christian Komusiewicz and Andreea Radulescu. On the sound covering cycle
problem in paired de bruijn graphs. In International Workshop on Frontiers in
Algorithmics, pages 150–161. Springer, 2015.

[42] Jørgen Bang-Jensen and Gregory Z Gutin. Digraphs: theory, algorithms and
applications. Springer Science & Business Media, 2008.

[43] Todd L Graves and Tze Leung Lai. Asymptotically efficient adaptive choice
of control laws incontrolled markov chains. SIAM journal on control and
optimization, 35(3):715–743, 1997.

[44] W Hoeffding. Probability inequalities for sums of bounded random vari-
ables,(1963). Journal of the American Statistical Association, 58:301.

[45] Alfred Müller and Dietrich Stoyan. Comparison methods for stochastic models
and risks, volume 389. Wiley, 2002.

[46] Rajeev Agrawal, MV Hedge, and Demosthenis Teneketzis. Asymptotically
efficient adaptive allocation rules for the multiarmed bandit problem with
switching cost. IEEE Transactions on Automatic Control, 33(10):899–906,
1988.

[47] Monica Brezzi and Tze Leung Lai. Optimal learning and experimentation in
bandit problems. Journal of Economic Dynamics and Control, 27(1):87–108,
2002.






