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Abstract

The increasing complexity of modern mobile networks poses unprecedented challenges
to Mobile Network Operators (MNOs). MNOs need to utilize network resources
optimally to satisfy the growing demand of network users in a reliable manner. To
this end, algorithms for self-optimization of network parameters are an essential
tool to increase network efficiency and reduce capital and operational expense. In
particular, the control of the antenna tilt angle in mobile networks provides an
effective method for improving network coverage and capacity.

In this thesis, we study Remote Electrical Tilt (RET) optimization using learning-
based methods. In these methods, the objective is to learn an optimal control
policy, adjusting the vertical tilt of base station antennas to jointly maximize
network coverage and capacity. Existing learning-based RET optimization methods,
mainly rely on trial-and-error learning paradigms that inevitably degrade network
performance during exploration phases, or may require an excessively large amount
of samples to converge. We address RET optimization in the Contextual Bandit (CB)
setting, a powerful sequential decision-making framework that allows to efficiently
model and solve the RET optimization problem. Specifically, we focus on two distinct
CB settings tackling the above mentioned problems: (i) the offline off-policy learning
setting, and (ii) the Best Policy Identification (BPI) setting.

In offline off-policy learning, the goal is to learn an improved policy, solely
from offline data previously collected by a logging policy. Based on these data, a
target policy is derived by minimizing the off-policy estimated risk of the learning
policy. In RET optimization, the agent can leverage the vast amount of real-world
network data collected by MNOs during network operations. This entails a significant
advantage compared to online learning methods in terms of operational safety and
performance reliability of the learned policy. We train and evaluate several target
policies on real-world network data, showing that the off-policy approach can safely
learn improved tilt update policy while providing a higher degree of reliability.

In BPI, the goal is to identify an optimal policy with the least possible amount
of data samples. We study BPI in Linear Contextual Bandits (LCBs), in which the
reward has a convenient linear structure. We devise algorithms learning optimal tilt
update policies from existing data (passive learning) or from data actively generated
by the algorithms (active learning). For both active and passive learning settings, we
derive information-theoretical lower bounds on the number of data samples required
by any algorithm returning an approximately optimal policy with a given level of
certainty and devise algorithms achieving these fundamental limits. We then show
how to effectively model RET optimization in LCBs and demonstrate that our
algorithms can produce optimal tilt update policies using much fewer data samples
than naive or existing rule-based learning algorithms.

With the results obtained in this thesis, we argue that a significant improvement
for sample complexity and operational safety can be achieved while learning RET
optimization policies in CBs, providing potential for real-world network deployment
of learning-based RET policies.





Sammanfattning

Den ökande komplexiteten i moderna mobilnät innebär nya, aldrig tidigare sk̊adade
utmaningar för mobilnätoperatörer (MNO). MNO m̊aste utnyttja nätverksresurserna
optimalt för att tillfredsställa den växande efterfr̊agan fr̊an nätverksanvändare
p̊a ett tillförlitligt sätt. För detta ändamål är algoritmer för självoptimering av
nätverksparametrar ett viktigt verktyg för att öka nätverkseffektiviteten och minska
kapital- och driftkostnader. Kontroll av antennens lutningsvinkel i mobilnät är en
särskilt effektiv metod för att förbättra nätverksprestanda.

I denna avhandling studerar vi optimering av Remote Electrical Tilt (RET) med
hjälp av inlärningsbaserade metoder. I denna miljö är m̊alet att lära sig en optimal
kontrollpolicy som justerar den vertikala lutningen för basstationsantenner för att
gemensamt maximera nätverkstäckning och kapacitet. Befintliga inlärningsbaserade
RET-optimeringsmetoder som huvudsakligen förlitar sig p̊a inlärningsparadigm för
”trial-and-error” kan försämra nätverksprestanda under utforskningsfaserna, eller
kan kräva en alltför stor mängd data-exempel för att konvergera. Vi adresserar RET-
optimering i en kontextuell bandit (CB)-miljö, ett kraftfullt sekventiellt ramverk som
gör det möjligt att effektivt modellera och lösa RET-optimeringsproblemet. Specifikt
fokuserar vi p̊a tv̊a distinkta CB-miljöer för att hantera ovan nämnda problem: (i)
miljön för inlärning ”off-policy” och (ii) miljön för bästa policyidentifiering (BPI).

I off-policy-inlärning är m̊alet att lära sig en förbättrad policy, enbart fr̊an offline-
data som p̊a förhand samlats in av en logging-policy. Baserat p̊a denna data härleds
en m̊al-policy genom att minimera inlärningspolicyens beräknade ”off-policy”-risk. I
RET-optimering kan agenten utnyttja den stora mängden verklig nätverksdata som
samlas in av MNO under nätverksdrift. Detta innebär en betydande fördel jämfört
med onlineinlärningsmetoder när det gäller driftssäkerhet och prestandatillförlitlighet
för den inlärda policyn. Vi tränar och utvärderar flera mål-policyer för verklig
nätverksdata, vilket visar att ”off-policy”-metoden säkert kan lära sig förbättrad
tiltuppdateringspolicy samtidigt som den ger en högre grad av tillförlitlighet.

I BPI är målet att identifiera en optimal policy med minsta möjliga mängd
data-exempel. Vi studerar BPI i linjära kontextuella banditer (LCB), där belönin-
gen har en fördelaktig linjär struktur. Vi utformar algoritmer som lär in optimala
tiltuppdateringspolicyer fr̊an befintligt data (passivt lärande) eller fr̊an data som
aktivt genereras av algoritmerna (aktivt lärande). För b̊ade aktiva och passiva inlärn-
ingsmiljöer härleder vi informationsteoretiska nedre gränser för antalet data-exempel
som krävs av en algoritm som returnerar en approximativt optimal policy med en
viss niv̊a av säkerhet och utformar algoritmer som uppn̊ar dessa grundläggande
gränser. Vi visar sedan hur vi effektivt kan modellera RET-optimering i LCB och
visar att v̊ara algoritmer kan generera optimala tiltuppdateringspolicyer med mycket
färre data-exempel än naiva eller befintliga regelbaserade inlärningsalgoritmer.

Med stöd av de resultat som erh̊allits i denna avhandling hävdar vi att en
betydande förbättring för urvalskomplexitet och driftssäkerhet kan uppn̊as samtidigt
som man lär sig RET-optimeringspolicyer i CB-er, vilket ger potential för användning
av inlärningsbaserade RET-policyer i verklig nätverksdrift.
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Chapter 1

Introduction

We are witnessing a major revolution in the mobile communications world. Mobile
data traffic grew by 46% between 2020 and 2021, leading to a monthly global
average usage exceeding 10 GB per User Equipment (UE). Recent projections show
that mobile data traffic is predicted to reach 35 GB per UE by the end of 2026
[1]. The need for increased data rates is making modern mobile communications
systems increasingly more complex. This increase in complexity is driving the genesis
of a new era in mobile networks optimization in which automation represents a
key enabling technology. Indeed, network automation is already playing a major
role in replacing manual procedures that include deployment, configuration, and
orchestration of network entities with automated tasks [1]. This role will become
even more prominent in 5G and beyond-5G networks that will move mobile networks
towards increasing levels of densification and heterogeneity.

Within the context of network optimization, Self-Organizing Network (SON) is
an effective automation framework to handle self-configuration, self-optimization
and self-healing of mobile networks. SON was first defined by the Next Generation
Mobile Networks (NGNM) Alliance for 3G networks [2] and has been extended by
3rd Generation Partnership Project (3GPP) to 4G and 5G networks [3]. The SON
framework defines a wide list of network automation use cases, such as inter-cell
interference coordination, admission control optimization, mobility load balancing,
and many others [4].

One of the most prominent SON use cases is Coverage-Capacity Optimization
(CCO). In CCO, the goal is to control the network parameter configuration to jointly
maximize the coverage and capacity of the network. Essentially, the objective is to
configure network parameters so that a target geographical area remains covered
while ensuring a given capacity in the network. The CCO task may be executed
at the deployment stage or when a reconfiguration of the network parameters is
needed due to variations in the network conditions. These variations may happen at
different time scales (e.g., seasonal and short-term variations) and can be caused by
different factors such as user traffic patterns, hardware malfunctioning, deployment
of a new Base Station (BS), etc.
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(i) Low coverage (ii) Good coverage & capacity (iii) High interference
Figure 1.1: Illustration of tilt configuration scenarios of two sectors. Subfig. (i) depicts
a bad-coverage scenario in which the antenna tilt of sector 1 is excessively downtilted;
Subfig. (ii) shows a good coverage-capacity scenario in which sector 1 achieves minimum
overlap with sector 2 while covering the intended serving area; Subfig. (iii) present a
high-interference scenario with excessive signal overlapping between sectors 1 and 2
that creates interference and decreases the overall sectors capacity.

The lack of timely adaptivity to these changes may create network congestion
problems, reduced user Quality of Service (QoS), coverage outages, and high inter-
cell interference. To this end, the control of the vertical antenna tilt angle in mobile
networks provides an efficient method for avoiding such problems and significantly
enhancing the overall coverage and capacity of the network. The antenna tilt directs
the radiated energy into the network to determine coverage areas.

The control of the antenna tilt for CCO is a non-trivial task due to the inherent
trade off between the network coverage and its capacity. Fig. 1.1 illustrates such
coverage-capacity trade off for different tilt configuration scenarios. From the above
figure, we can observe that the antenna tilt plays a key role in CCO. More concretely,
tilting down the antenna decreases the coverage at the sector edge and increases the
capacity in the sector center. However, an excessive down-tilted antenna may create
coverage holes in the sector, i.e., it may cover only a subset of the intended sector
serving area. Tilting up the antenna may result in excessive overlapping between
neighboring sectors; this increases the interference level and leads to a high number
of unnecessary handovers and ping-pong effects for UEs at the edge of the sectors.
An excessively large sector also leads to capacity problems since radio resources
need to be shared with edge UEs meant to be served by neighboring sectors.

1.1 Motivation

Traditionally, the optimization of the antenna tilt for CCO in mobile networks,
leveraged heuristic control strategies based on domain knowledge. These control
strategies mainly made use of convex optimization [5–7] or rule-based methods
[8, 9]. Due to the growing sophistication of cellular networks, these hand-crafted
procedures for antenna tilt optimization are becoming increasingly complex, and
may lead to sub-optimal solutions with a lack of adaptability. Indeed, when devising
tilt-tuning algorithms for CCO, one actually has to account for complex effects such
as stochastic channel effects, inter-cell interference, and users’ mobility patterns.
For these reasons, Mobile Network Operators (MNOs) face the challenge to employ
novel and effective approaches to antenna tilt optimization to improve the network
performance while reducing capital and operational expenses [10].
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Recently proposed methods for antenna tilt optimization are essentially learning-
based. Specifically, these approaches apply online learning algorithms used in Rein-
forcement Learning (RL), or Multi-Armed Bandits (MABs) (see Sec. 2.1.2). In these
online methods, an agent learns an optimal tilt control policy by directly interacting
with the environment and collecting feedback signals driving the improvement of
the agent performance as more experience is accumulated. This implies that, during
the learning process (e.g., in the initial learning stages), the agent needs to explore
actions that have never been tested before, which, in turn, may lead the system to
unsafe or low-performance states. However, learning an optimal policy in such a
trial-and-error fashion is not allowed in many real-world applications. In particular,
this greatly limits the significance and applicability of learning-based algorithms for
antenna tilt optimization, in which unconstrained exploration of tilt configurations
is generally prohibited by MNOs.

The whole body of literature concerning learning-based approaches for antenna
tilt optimization avoids this important practical problem by employing simulated
network environments to learn new policies, i.e., by letting the agent interact with a
simulator in place of the real-world network. Unfortunately, policies learned in simu-
lation often fail when deployed into the real world due to the inherent discrepancies
between the physical system and the simulation model (the so-called reality gap [11]).
Even when unconstrained exploration is permitted in real network systems (e.g.,
in a testbed network), existing learning-based methods may require an excessively
large amount of samples to derive an optimal policy. Hence, despite the extensive
amount of work in CCO for antenna tilt optimization, we are still far from designing
learning-based control policies that are able to perform optimally when deployed into
real-world networks, while ensuring operational safety during the training process. In
the following, we consider two approaches, which are not addressed by contemporary
antenna tilt optimization algorithms, that consider important aspects towards the
deployment of learning-based methods in real networks.

1.2 Thesis Contributions

This thesis investigates the effectiveness of Contextual Bandits (CBs) methods for
antenna tilt optimization. CBs offer a simple but powerful framework for sequential
decision making. In such a framework, an agent interacts with the environment by
observing a contextual side information, executing an action on the environment, and
receiving a reward signal. In antenna tilt optimization, the context captures current
network conditions, an action represents an antenna tilt update, and the reward
corresponds to an improvement of performance, mixing coverage and capacity. The
general goal in CBs is to devise an optimal policy, i.e., a function mapping contexts
to actions with maximal reward. Specifically, we focus on two CBs settings: (i) the
offline off-policy learning with a fixed policy class and (ii) Best Policy Identification
(BPI) in the fixed-confidence setting with linear reward structure. We design learning
algorithms in these settings and apply them to antenna tilt optimization.



4 Introduction

In offline off-policy learning, the goal is to learn an improved target policy from
an offline dataset collected by a logging policy. Based on these data, an optimal
policy is derived by minimizing the off-policy estimated risk across a given class of
policies in an offline manner. In RET optimization, the learning agent can leverage
the vast amount of data, collected and stored by MNOs at little or no cost during
real-world network operations. These offline data represent a significant advantage
for devising policies when compared to online learning approaches, since it removes
the need for risky exploration during network operations and nullifies the reality
gap. We use off-policy offline methods in CBs to train and evaluate several target
policies from data collected in real-world mobile networks. Our experimental results
show that the learned policies exhibit consistent improvements over the logging
policy used to collect the dataset.

In the fixed-confidence BPI setting, the objective is to identify an optimal (or
approximately optimal) policy with the least possible amount of samples, and with
a given level of confidence. We study this problem for Linear Contextual Bandits
(LCBs), a particularization of CBs in which the reward has a convenient linear
structure that allows a more refined analysis of the algorithm performance with
respect to arbitrary reward structures. In this setting, we propose algorithms learning
optimal control policies with a fixed and imposed sampling strategy (passive learning)
or with a sampling strategy actively generated by the algorithms (active learning).

Similarly to offline off-policy learning, the BPI passive setting is particularly
relevant in network scenarios where there exists a deployed antenna tilt control policy
and there is no possibility to modify such legacy policy to execute unconstrained
exploration due to operational risks. Alternatively, the active learning algorithms
can be applied in testbed networks in which the MNO managing the network allows
for unconstrained exploration of actions for a limited period of time to determine
the best tilt configuration in the network. For both the active and passive learning
settings, we derive information-theoretical lower bounds on the number of samples
required by any algorithm returning an (approximately) optimal policy with a
given level of certainty, and devise algorithms achieving these fundamental limits.
Using extensive experiments in a proprietary simulator, we demonstrate that our
algorithms can produce optimal tilt control policies using much fewer data samples
than naive or existing rule-based learning algorithms.

1.3 Thesis Outline

The remainder of this thesis is organized as follows.
Chapter 2 introduces the background and related works in the areas of antenna

tilt optimization and CBs. After a general overview of tilt optimization methods,
we present the network system model used in the remainder of the thesis. We then
turn our attention to the CB setting, and the related learning settings employed in
later chapters: the offline off-policy learning setting with a fixed policy class, and
the fixed-confidence BPI setting for LCBs.
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Chapter 3 addresses the problem of antenna tilt optimization through off-policy
learning techniques in CBs. First, we introduce the off-policy CB framework, together
with various off-policy estimation and learning techniques. Then, we formulate an-
tenna tilt optimization as a CB off-policy learning problem and provide experimental
results validating the proposed methods on real-world 4G network data.

Chapter 4 develops a principled BPI approach for LCBs, and applies it to the
antenna tilt optimization problem. We formally define the active and passive learning
problems and provide optimal algorithms in both settings. We formulate the antenna
tilt optimization problem in this framework, validate the linear model assumption,
and show how to learn optimal antenna tilt control policies in this setting.

Chapter 5 concludes by presenting a general summary of the techniques developed
in this thesis and provides potential future research directions.

1.4 Publications

The work described in this thesis is based on the following publications and
manuscripts.

1. Off-policy Learning for Remote Electrical Tilt Optimization.
F. Vannella, J. Jeong, A. Proutiere.
IEEE Vehicular Technology Conference (VTC-Fall), 2020.

2. Identifying Optimal Remote Electrical Tilt Policies in Linear Con-
textual Bandits.
F. Vannella, A. Proutiere, Y. Jedra, J. Jeong.
Submitted for publication, 2021.

3. Off-policy Learning in Contextual Bandits for Remote Electrical
Tilt Optimization.
F. Vannella, J. Jeong, A. Proutiere.
To be submitted for publication, 2021.

During my doctoral studies, I co-authored additional scientific publications that are
not reflected in this thesis. These publications are reported here for completeness.

1. Remote Electrical Tilt Optimization via Safe Reinforcement
Learning.
F. Vannella, G. Iakovidis, E. Al Hakim, E. Aumayr, S. Feghhi.
IEEE Wireless Communications and Networking Conference (WCNC), 2021.

2. A Safe Reinforcement Learning Architecture for Antenna Tilt Op-
timisation.
E. Aumayr, S. Feghhi, F. Vannella, E. Al Hakim, G. Iakovidis.
IEEE International Symposium on Personal, Indoor and Mobile Radio Com-
munications (PIMRC), 2021.
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Besides academic publications, two international patent applications have been filed.

1. Methods for controlling a configuration parameter in a telecommu-
nications network and related apparatus.
J. Jeong, F. Vannella, R. Correia, V. Verbulskii.
World Patent WO2021089863A1 (filed 2019 ).

2. Computer-implemented training of a policy model for specifying a
configurable parameter of a telecommunications network by smoothed-
loss inverse propensity.
F. Vannella, J. Jeong.
World Patent WO2021089864A1 (filed 2020 ).



Chapter 2

Background

In this chapter, we present the background used in the remainder of the thesis.
We first present the antenna tilt optimization problem, together with the network
system model. We then provide a comprehensive analysis of the related works in
antenna tilt optimization. We proceed to describe the CB learning framework, which
will be used for antenna tilt control in future chapters. Specifically, the two CB
settings used in this thesis are introduced: the off-policy learning and the BPI setting.
We finish the chapter with the major advances in this rapidly evolving field.

2.1 Antenna Tilt Optimization

The antenna tilt v is defined as the vertical angle subtended by the center of the main
lobe of the antenna radiation pattern and the horizon (see Fig. 2.1). The antenna
tilt can be additively decomposed in two components: the mechanical tilt vm, and
the electrical tilt ve. The mechanical tilt is produced by the physical inclination of
the antenna, directing the antenna radiation pattern in space. The electrical tilt is
generated by electrically shifting the relative phases of the antenna array elements,
which, in turn, steer the antenna radiation pattern in the vertical direction.

Figure 2.1: Representation of the antenna tilt v as the composition of mechanical
component vm and electrical component ve.

7
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Note that the electrical tilt adjustment lends itself to be executed remotely (e.g.,
from a network management center), without the physical presence of an operator
on the site. In such a case, the electrical tilt angle is also known as Remote Electrical
Tilt (RET). The RET adjustment has different advantages over mechanical tilt
adjustment: first, it removes the need for physical visits to the BS, since the tilt
adjustment is executed remotely via an Operation & Management (O&M) subsystem;
second, it considerably reduces maintenance costs due to the wear of components
used to tilt the antenna mechanically.

Due to these benefits, RET has become attractive to MNOs for the implementa-
tion of self-organized CCO. Indeed, the antenna tilt plays a major role in determining
the coverage and capacity of the sectors in which the antenna is deployed. In the
remainder of this thesis, we will hence focus on the RET optimization, while keeping
the mechanical tilt fixed. Also, for the sake of simplicity, we will refer to the RET
as simply the antenna tilt and denote it by v.

2.1.1 System Model

In this thesis, we consider a sectorized mobile network model covered by B BSs.
Each BS is endowed with three-sector antennas, serving three different sectors
approximated by hexagonal shapes as depicted in Fig. 2.2.

Figure 2.2: Mobile network environment model (Adapted from [12]).

The network includes S sectors, covering a given geographical area. Each sector is
indexed by s = 1, . . . ,S. The set of neighbors for a sector s is denoted by N (s).
We consider the evolution of the network system over time, where time is indexed
by t = 1, 2, . . . . We denote the (electrical) antenna tilt angle for sector s at time t
by vs,t, which represents the system control variable. We assume there are U UEs
randomly distributed in the network. For safety reasons, the electrical tilt angle is
limited in the range [vmin, vmax], specified by domain knowledge. For example, we
may determine vmin in function of the antenna half-power beam width, and vmax in
terms of the maximum tilt supported by the antenna vendor [9].
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The objective is to control the antenna tilts for all sectors s ∈ S, and at each
time step t ≥ 1, in order to maximize a measure of network performance defined as
a function of coverage and capacity. Note that t represents a periodic and discrete
decision time at which control actions are executed on the network system. The
exact expression of the network performance measure will be detailed in future
chapters for the different considered settings. Generally, the network performance of
a sector is calculated as a function of Key Performance Indicators (KPIs), which are
representative of the network coverage and capacity. These KPIs are sector-specific,
but also include relevant information about the influence of the antenna tilt on
neighboring sectors. Specifically, the considered KPIs are functions of the Reference
Signal Received Power (RSRP), measuring the received power level from the UEs in
the sector, and the Timing Advance (TA), measuring the round-trip time from the
serving BS to UEs in a sector. The RSRP and TA measurements are collected and
averaged over the discrete time steps between the previous decision. In our model,
to represent the coverage and capacity of each sector, we use three representative
KPIs proposed in [9], whose meaning is presented in the following:

1. NOS(s, t): Overshooting factor for sector s at time t. It quantifies the interfer-
ence generated by the antenna of sector s in neighboring sectors. To construct
NOS(s, t), we look, for a relevant neighboring sector s′ ∈ N (s), at the propor-
tion of RSRP samples measured in s′ that do not differ significantly (using a
fixed threshold for the difference) from the RSRP samples corresponding to
the signal coming from the antenna of sector s. Such proportion represents
the interference generated by s into s′. NOS(s, t) aggregates these interference
indicators for all neighboring sectors N (s). The detailed expression of NOS(s, t)
is presented in [9, Eq. (1)].

2. NOL(s, t): Sector overlapping for sector s at time t. NOL(s, t) detects the event
of large sector overlapping between the serving sector s and non-relevant
neighboring sectors. High levels of sector overlapping occur when both the
signal power from the serving sector s and the one from neighboring sectors is
over a given threshold, and the two signal power are close to each other for
a significant number of samples. Sector overlapping is detected from RSRP
measurements in the serving sector neighbors sectors. The detailed expression
of NOL(s, t) is presented in [9, Eq. (3)].

3. RBC(s, t): Bad coverage for sector s at time t. The bad coverage KPI detects
the event of insufficient coverage at the sector edge, which can be resolved by
tilting up the antenna angle. It is calculated from RSRP and TA measurements
of the serving sector. Specifically, an RSRP sample is defined as belonging to
the edge of sector s if its TA measurement is beyond the 95th percentile of the
TA distribution of sector s. RBC(s, t) is defined as the ratio between the RSRP
samples belonging to the sector edge and the total number of RSRP samples
measured in the sector over a given time interval. The detailed expression of
RBC(s, t) is presented in [9, Eq. (4)].



10 Background

Table 2.1: Summary of the related works in RET optimization.

Setting Reference Method

Mechanical adjustment Laiho-Steffens et al. [13] Exhaustive search
Wacker et al. [14] Exhaustive search

Optimization-based

Buenostado et al. [9] Fuzzy Logic
de-la-Bandera et al. [15] Fuzzy Logic

Eckardt et al. [5] Gradient-Based
Engels et al. [16] Gradient-Based

Ordoñez et al. [17] Gradient-Based
Liu et al. [18] Gradient-Based

Partov et al. [6] Primal-Dual Algorithm

Learning-based

Shen et al. [19] Multi-Armed Bandits
Dhahri et al. [20] Multi-Armed Bandits

Dandarov et al. [7] Reinforcement Learning
Balevi et al. [21] Reinforcement Learning

Dreifuerst et al. [22] Reinforcement Learning
Guo et al. [23] Reinforcement Learning

Berger et al. [24] Reinforcement Learning
Vannella et al. [25] Safe Reinforcement Learning
Aumayr et al. [26] Safe Reinforcement Learning
Razavi et al. [27] Fuzzy Reinforcement Learning

Shaoshuai et al. [28] Fuzzy Reinforcement Learning
Saeed et al. [8] Fuzzy Reinforcement Learning

Bouton et al. [29] Coordinated Reinforcement Learning

2.1.2 Related Work in Antenna Tilt Optimization

Due to its many benefits and relatively simple technical implementation, the antenna
tilt problem has received great attention from both industry and academia. For this
reason, there has been a considerable amount of works exploring different aspects of
the antenna tilt optimization problem.

The benefits of optimizing the antenna tilt have been investigated since the
advent of 3G networks. A few studies [13, 14] investigated the effect of mechanical
tilt adjustment on 3G coverage and capacity, and showed improvement in network
performance over fixed-tilt strategies. These techniques employed exhaustive search
approaches, that required many trials and potentially dangerous physical visits to
the radio site due to the mechanical nature of the tilt adjustment, or required the
remote control of a mechanical device controlling the antenna vertical angle.

Apart from these early works, more recent literature on antenna tilt optimization
focuses on the remote and electrical tilt optimization in 4G networks. We classify
RET optimization methods in optimization-based and learning-based methods. In the
remainder of this section, we describe extensively related works for both categories.
Tab. 2.1 presents a summary of the related works for antenna tilt optimization
discussed in this section.
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Optimization-based methods. This family of methods solve the RET opti-
mization problem by applying convex optimization methods [5, 6, 16–18] or Fuzzy
Logic (FL) algorithms [9, 15]. Eckardt et al. [5] formulated the CCO problem as the
maximization of a linear combination between the sector average and edge spectral
efficiency, which in turn depends on the antenna tilts of the sectors. A gradient
ascent method is used to maximize such objective and derive an antenna tilt update.
Liu et al. [18] tackled the problem of joint optimization of vertical and azimuth tilt.
They tailored the objective function on a differentiable soft-coverage indicator based
on RSRP and used stochastic gradient descent to optimize such objective.

Partov et al. [6] formulated the antenna tilt control problem as a non-convex
utility fair optimization problem. They built a convex relaxation of such problem
and solved it by using a primal-dual method. Engels et al. [16] formulated the
RET optimization problem as a mixed-integer linear program to find an optimal
trade off between coverage and capacity. Buenostado et al. [9] proposed an effective
formulation for the CCO problem in terms of driver KPIs detecting insufficient
sector coverage, sector overshooting, and abnormal sector overlapping. Then, they
developed an FL self-tuning algorithm based on a set of hard-coded rules on these
fuzzy KPIs that in turn determine a tilt update. Ordoñez et al. [17] proposed
a centralized method for planning the best configuration of antenna tilts of 4G
networks. They applied the classical steepest descent method by optimizing a
performance metric on clusters of sectors without mutual interference.

Learning-based methods. Methods falling into the learning-based category
are mainly based on the use of RL [1, 7, 21–25, 30], or MABs [19, 20] techniques. A
few MABs methods have been proposed to address the antenna control problem.
Dhahri et al. [20] formulated the CCO problem in a novel multi-player MAB setting
to identify Pareto-optimal solutions and applied an algorithm based on the Upper
Confidence Bound (UCB) principle with the objective of maximizing the edge-
sector coverage and center-sector capacity. Shen et al. [19] introduce a new MAB
formulation setting named generalized global bandit that allows to model similarities
between arms. They formulated the CCO problem in this setting, and applied a
greedy algorithm to derive an optimal tilt update.

RL approaches have been extensively applied to RET control. Remarkably, RL
methods have been actually implemented in real networks and performance gains
have been observed [1]. Dandarov et al. [7] addressed CCO by formulating the reward
as a function of the sum data rate normalized to the sector capacity. They employed
an explore-then-commit algorithm with an initial exploration phase that requires a
significantly large amount of samples and may be highly inefficient for large-scale
networks. Dreifuerst et al. [22] formulated the problem of jointly optimizing the
transmit power and the antenna tilt as a multi-objective optimization problem
and identified the set of Pareto optimal solutions through Bayesian optimization
and deep deterministic policy gradient. The authors of [29] proposed a coordinated
RL approach using a graph network representation to tackle interference from
neighboring sectors and applied a Q-learning based method encoding the graph in
the RL state. Balevi et al. [21] proposed a multi-agent RL approach by aggregating



12 Background

neighbors information through mean-field theory to tackle the curse of dimensionality
problem. They applied Q-learning with linear function approximation, achieving a
good performance while requiring a relatively low computational complexity. Unlike
previous works focusing on down-link or up-link metrics only, Berger et al. [24]
proposed an algorithm for the joint down-link and up-link self-optimization of
coverage and capacity. Guo et al. [23] studied RET optimization in heterogeneous
networks. They used an RL algorithm based on Boltzmann exploration, that showed
increased throughput fairness and energy efficiency compared to a fixed-tilt strategy.

Hybrid methods combining FL and RL have also been investigated in the so-
called Fuzzy Reinforcement Learning (FRL) framework [8, 27, 28]. There, the main
idea is to tackle the curse of dimensionality problem by using FL to encode a
threshold-based discrete state space and then use it in RL algorithms. For example,
Razavi et al. [27] proposed an FRL method in which an FL module models the
intrinsic uncertainty of the states in cellular networks, and then use a Q-learning
approach based on this encoded state. Shaoshuai et al. [28] used a fuzzy neural
network architecture in a cooperative Q-learning approach to execute the joint
optimization of sector-edge and sector-center performance indicators.

All of the previously mentioned works do not consider the unsafe nature of RL
algorithms when training a policy in real-world network systems. Recently, another
line of research aimed at guaranteeing safety while learning an optimal policy in
the RL framework [25, 26, 30]. Aumayr et al. [26] proposed a Safe Reinforcement
Learning (SRL) architecture based on the use of a set of safe baselines and RL agents
proposing actions to a safety shield before being executed on the environment. The
authors of [25] applied a safe modification of Deep Q-Network (DQN) that executes
actions by relying on a safe baseline policy when an encountered state-action pair
is not sufficiently explored in the past. Nikou et al. [30] designed an algorithm, in
which safety is ensured through model-checking and linear temporal logic techniques
over discrete system models that are abstracted through the learning process.

2.2 Contextual Bandits

CBs is a sequential decision-making framework in which, at the start of each
interaction period, an agent (1) observes a context x, and (2) selects an action a
based on the observed context and the past history; at the end of the period, (3)
the agent receives a reward signal r associated to the context-action pair. This
interaction sequence is outlined in Fig. 2.3.

Agent Environment

(2) a

(3) r(1) x

Figure 2.3: Agent-Environment interaction protocol in CBs.
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Specifically, for each round t ≥ 1, we denote by xt the context observed at time
t. We assume that xt is drawn independently and identically distributed (i.i.d.)
from a probability distribution pX over the context space X ⊆ Rd. An action (or
arm) at is then selected by the agent from a discrete action space A = {1, . . . ,K};
Finally, a reward sample rt = r(xt, at) is received by the agent. Specifically, rt is
assumed to be drawn from a distribution over the real numbers conditioned on the
context-action pair, i.e., rt ∼ ∆r (·|xt, at).

In some CBs formulation, a loss signal lt = l(xt, at) is used instead of the
reward. The loss can be simply expressed as the reward, but with opposite sign,
i.e., lt = −rt, and we denote the corresponding loss distribution by ∆l. In the
remainder of this thesis both the loss and the reward will be used accordingly to
the considered setting. A policy π : X → P(A) is a mapping from contexts X to
probability distributions over the action space P(A), and completely defines the
agent control strategy. It is worth noting that this definition includes the class of
deterministic policies π : X → A as a particular case. In the general CBs problem
formulation, the reward function r(x, a) has an unknown and arbitrary structure.
Given a context-action pair (x, a), we denote the mean of reward distribution ∆r as
µr(x, a) , E∆r(·|x,a)[r|x, a] and its variance as σ2

r(x, a) , V∆r(·|x,a)[r|x, a].

Linear Contextual Bandits. When additional information about the structure
of the reward function is available, the reward may be written in a more explicit
form. In this thesis we will consider the LCBs setting, in which the expected reward
can be modeled as an (unknown) linear function of a feature vector encoding a
context-action pair. More precisely, in LCBs, we assume that for all (x, a) the mean
reward is expressed as µr(x, a) = θ>φ(x, a), where the feature map φ : X ×A → Rd
is known, whereas the vector θ ∈ Rd is unknown. This assumption is often made
when the number of contexts or arms becomes large to make the learning problem
tractable.

2.2.1 Learning Settings

The CB problem can be solved with respect to different learning objectives. The
general goal is to devise algorithms that optimize these objectives. In the remainder
of this section, we present the most important learning settings considered in the
CBs literature.

Regret minimization. In the regret minimization setting for CBs, we compare the
performance of an algorithm in terms of the expected cumulative reward achieved
by the agent’s policy with respect to the best possible policy, i.e., the policy yielding
the maximal expected reward. The measure of performance is the regret up to time
T , defined as

RT = E

[
max
a∈A

T∑
s=1

(r(xs, a)− rs)
]
, (2.1)
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In this setting, an algorithm simply consists in devising a mapping from contexts
to actions at every time step, and the objective is to devise an algorithm minimizing
the notion of regret in (2.1). To do so, the agents have to balance the need to gather
new information about the environment (exploration) and the need to exploit the
already gathered information, by executing the action currently predicted to be the
best (exploitation). This is known as the exploration-exploitation trade-off and plays
a key role in sequential decision making.

Pure exploration. In the pure exploration setting for CBs (also known as BPI),
the general objective is to identify the best policy, i.e., the policy achieving the
highest expected reward. As opposed to the regret minimization setting, here the
exploitation aspect is not considered. Hence, this setting is suited to scenarios in
which there exists a preliminary test phase in which the exploration cost is low (e.g.,
a testbed network in which unconstrained exploration is allowed). There are two
major settings in BPI: the fixed-budget setting and the fixed-confidence setting.

In the fixed-budget setting, given a number of draws T ≥ 1 (budget), the
objective is to devise an algorithm minimizing the probability of returning a sub-
optimal policy; in the fixed-confidence setting, given a confidence value δ ∈ (0, 1),
the objective is to devise an algorithm that returns, using as few samples as possible,
the optimal policy (or an approximately optimal policy). In the remainder of this
thesis, we focus on the fixed-confidence setting, and we define an algorithm in this
setting through a sampling rule, a stopping rule, and a recommendation rule.

The sampling rule simply specifies the action selected in each round. Formally, the
sampling rule is a sequence of mappings (at)t≥1, where at : X → A may depend on
past observations (at(x) is the selected action in round t when xt = x). The stopping
rule controls the end of the data acquisition phase and is defined as a stopping time
τ . The stopping time τ determines when enough information to identify the best
policy has been gathered by the sampling rule. The recommendation rule at time
τ , after the data acquisition phase ends, returns an estimated best policy âτ (x),
∀x ∈ X .

Offline Off-policy evaluation & learning. In this setting, we assume that a given
and fixed logging policy λ has been running for T rounds according to the problem
protocol in Fig. 2.3. At time T , the learner has access to a logging dataset Dλ =
{(xs, as, ls)}Ts=1 collected by λ. The logging policy λmay be either known or unknown
to the learner. From the logging dataset, the objective is to evaluate the performance
of a target policy π, and to learn an optimal policy π? among a given class Π
of policies (e.g., parameteric classes of policies such as Artificial Neural Network
(ANN), or linear policy models). The performance of the target policy π is assessed
via its value, defined as

R(π) , Ex∼pX (·)Ea∼π(·|x)El∼∆l(·|x,a) [l(x, a)] (2.2)

Given a class of policies Π, an optimal policy π? is such that π? ∈ argminπ∈ΠR(π).



2.2. Contextual Bandits 15

2.2.2 Related Work in Contextual Bandits

The CB problem has been studied in different settings and has found application in
various real-world problems. Famous examples of CB applications include article
recommendations [31], online advertisements [32], and dialogue systems [33]. The
literature on CBs is quite extensive. Hence, we focus on the most relevant works in
pure exploration and offline off-policy evaluation and learning, since these settings
will be the focus of later chapters.

Pure exploration. The pure exploration problem has a long history. Such
problem has its roots in the sequential experimental design setting, first studied by
Chernoff [34], and recently rediscovered in the classical MAB setting [35–38], and in
many structured MAB variants such as Linear Bandits (LBs) [39–43], Generalized
Linear Bandits (GLBs) [44], and transductive bandits [45]. The Best Arm Identifi-
cation (BAI) problem in LBs is arguably the closest related problem to the BPI
problem in LCB. In fact LB is a particular case of LCB in which |X | = 1. The BAI
problem with fixed confidence was initially studied by Soare et al. [39], who proposed
the first instance-specific lower bound on the sample complexity as the solution of
a max-min optimization problem, and algorithms based on approximations of this
optimization problem.

The authors of [41] proposed a Track and Stop (TaS) algorithm asymptotically
matching the lower bound of Soare et al. [39] in probability (almost surely) and in
expectation. Their algorithm relies on the idea of iteratively solving an estimate
of the optimization problem, defining the lower bound, and stopping when enough
information on the best arm has been gathered. Fiez et al. [45] studied the more
general framework of transductive linear bandits, which includes the LB problem as a
particular case. They provided instance-dependent lower bounds for the transductive
setting and proposed the Randomized Adaptive Gap Elimination (RAGE) algorithm,
a non-asymptotic algorithm matching the lower bound up to a logarithmic factor.
Recently, Azizi et al. [43] consider for the first time, the BAI fixed-budget setting for
LB and proposed a successive-elimination algorithm, discarding a sub-optimal arm at
the end of each stage of the algorithm. In all of the previously mentioned works, the
role of contextual information is not considered. The absence of contexts represents
a significant limitation when applying pure exploration algorithms to model complex
applications that require side information. To the best of our knowledge, there are
no related works considering the BPI problem in LCBs.

LCBs has received considerable attention in the regret minimization setting
[32, 46, 47]. In such setting, Li et al. [32] proposed the celebrated LinUCB for
regret minimization in LCB, an algorithm based on UCB. Subsequently, Chu et al.
[46] derived an instance-independent lower bound for the regret RT of any LCB
algorithm scaling as Ω(

√
Td), and proposed SupLinUCB, a variant of LinUCB with

an upper bound on the regret matching their lower bound up to a logarithmic factor
with high probability. Hao et al. [47] proposed the first instance-specific asymptotic
lower bound on the regret LCB and an algorithm matching asymptotically this
lower bound.
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Off-policy evaluation & learning. There exist different lines of research under
which the off-policy evaluation and learning frameworks have been studied. One of
the earliest works, by Strehl et al. [48], tackled the problem of off-policy learning
for n non-random logging policies in which näıve learning approaches may fail due
to limited exploration. A popular off-policy learning technique consists in learning a
policy by minimizing a counterfactual objective based on the Inverse Propensity
Scoring (IPS) risk estimator complemented with a variance regularization term.
The first of such counterfactual objectives for off-policy learning was proposed by
Swaminathan and Joachims [49] and was subsequently extended in future works
with different estimators (e.g., the Self Normalized Inverse Propensity Scoring
(SNIPS) estimator [50]), or different policy parametrizations (e.g., ANNs [51]).
These approaches, applied gradient-based methods on the designed risk objective,
similarly to policy gradient approaches in RL [52]. In order to account for the
distribution mismatch, such methods also employ a regularization term in their
objectives to bound the variance induced by the off-policy estimator [49, 50, 53],
e.g., by constraining the learning policies to be close to the logging policy. Another
family of approaches makes use of model-based regression techniques to directly
estimate the loss function based on the logging data and then use this loss estimate
to evaluate the policy data. This approach is often known as model-based [54, 55]
or Direct Method (DM) [56] in the literature.

More advanced estimators combine IPS and DM to build overall more accurate
and robust risk estimators. Dudik et al. [56], proposed a the Doubly Robust (DR)
estimator yields accurate risk estimation when either the loss model or the logging
policy model is accurate. Notably, [57] proposed a minimization objective that
involves both policy optimization and loss regression. They show that the expectation
of this weighted reward-regression objective minimizes an upper bound on the Mean-
Squared Error (MSE) of the DM estimator. Sachdeva et al. [58] study the problem
of off-policy learning with deficient support in CBs, i.e., when the logging policy
selects some action with zero probability. Usually, in such cases, standard IPS-based
methods fail. They identified three extensions of the IPS estimator for off-policy
evaluation and learning to overcome the deficient support limitation. Li et al. [59]
studied the off-policy learning problem in MAB and CB. They propose, for the
first time, a lower bound on the MSE of any value estimator and analyzed their
properties. The authors of [60] proposed a minimax lower bound on the MSE of
any off-policy reward estimator under loose assumptions on the class of reward
functions. Interestingly, the bound is matched up to constants by the IPS and DR
estimators. They then proposed the switch, interpolates between DM and IPS and
proposed an upper bound on the MSE performance of this estimator. Uehara et al.
[61] studied the problem of off-policy evaluation and learning under the covariates
shift assumption, i.e., when the context distribution in the logging dataset pX is
different from the distribution on the evaluation dataset qX on which the target
policy is learned.



Chapter 3

Off-policy Learning for RET Optimization

In this chapter, we present off-policy learning techniques and apply them to the
RET optimization problem. We first introduce various off-policy estimators to
estimate the risk of target policies based on data collected by a logging policy. We
then present off-policy learning methods by devising optimization objectives based
on such off-policy estimators. Subsequently, we formulate the RET optimization
problem in the off-policy CB setting. Finally, we present the real-world dataset used
to run our experiments, the evaluation methodology, and our off-policy learning
results on the RET optimization problem.

3.1 CBs Off-policy Evaluation and Learning

We start by shortly recalling the off-policy CB evaluation and learning settings
presented in Sec. 2.2. In such setting, we leverage a dataset Dλ = {(xt, at, lt)}Tt=1
collected under the logging policy λ. From Dλ, we wish to evaluate the performance
of a target policy π, and to learn an optimal policy π? among a given class Π of
policies. An optimal policy π? minimizes the risk function R(π) over Π, as defined
in (2.2). Note that the distributions pX (·) and ∆l(·|x, a) are unknown, and so the
risk of a policy π is impossible to compute exactly. Instead, we need to estimate the
risk using the logging dataset Dλ. The challenge is to design an accurate estimator
R̂(π) of R(π). Based on R̂(π), we can select an approximately optimal policy as

π̂? ∈ argmin
π∈Π

R̂ (π) . (3.1)

The quality of a risk estimator is assessed via its MSE. Note that the MSE of
R̂(π) may be expressed as MSE(R̂(π)) , Eλ[(R̂(π) − R(π))2] = Vλ[R̂] + Bias[R̂],
where we define the bias of R̂(π) as Bias [·] , |Eλ[·] − R(π)| and denote the joint
expectation as Eπ [·] , Ex∼pX (·)Ea∼π(·|x)El∼∆l(·|x,a) [·] and the respective variance
as Vλ[·]. Hence, in the remainder of this chapter, we will focus on the bias and
variance of each estimator to assess its performance.

17
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3.2 Off-policy Estimation Methods

We now present different types of off-policy risk estimators and analyze their bias
and variance characteristics.

3.2.1 Näıve Risk Estimator
The näıve risk estimator is the simplest estimator of R(π) and is expressed as

R̂NAIVE(π) =
T∑
t=1

π(at|xt)lt.

The näıve risk estimator satisfies the following bias-variance characteristics

Bias
[
R̂NAIVE(π)

]
= |Eλ[l(x, a)π(a|x)]− Eπ[l(x, a)]| ,

Vλ
[
R̂NAIVE(π)

]
=

Eλ
[
σ2
l (x, a)π2(a|x)

]
T

+ Vλ [µl(x, a)π(a|x)]
T

.

To see why this holds, consider that (xt, at, lt) ∈ Dλ are jointly i.i.d. Hence, the
bias of the näıve risk estimator can be expressed as

Bias[R̂NAIVE(π)] =
∣∣∣Eλ [R̂NAIVE(π)

]
−R(π)

∣∣∣ = |Eλ[l(x, a)π(a|x)]− Eπ[l(x, a)]|

Due to the i.i.d. nature of the logging data collection process, we have that the
variance

Vλ
[
R̂NAIVE(π)

]
=

Eλ
[
σ2
l (x, a)π2(a|x)

]
T

+ Vλ [µl(x, a)π(a|x)]
T

.

By the law of total variance1, we have

Vλ[w(x, a)l(x, a)] =Eλ[Vl[π(a|x)l(x, a)|x, a]] + Vλ[El[π(a|x)l(x, a)|x, a]]
=Eλ[π2(x, a)Vl[l(x, a)|x, a]] + Vλ[π(a|x)El[l(x, a)|x, a]]
=Eλ

[
π2(x, a)σ2

l (x, a)
]

+ Vλ [w(x, a)µl(x, a)]

Dividing by T we get the result. Hence, R̂NAIVE has a bias that can be expressed
in terms of the difference between the expectation under policies λ and π, and its
variance scales quadratically with both the variance and the target policy distribution.
Generally speaking, the näıve policy estimator achieves bad estimation performance,
especially when the distributions of λ and π differ significantly. For this reason,
we will regard R̂NAIVE as a baseline estimator for comparison with more refined
estimators that are introduced in the following.

1For any two random variables X, Y with bounded variance, it holds V[Y ] = E[V[Y |X]] +
V[E[Y |X]].
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3.2.2 Inverse Propensity Scoring Risk Estimator
The IPS risk estimator R̂IPS is based on the idea of re-scaling the observed losses by
the inverse of the conditional action probability of the logging policy. Specifically,
when deriving R̂(π), a loss sample l(x, a) is weighted by the IPS weight w(x, a) =
π(a|x)
λ(a|x) . Such weight is used to correct for the distribution mismatch between π and
λ and makes the estimation process unbiased.

The IPS weight is well defined if and only if π is absolutely continuous w.r.t. λ,
i.e., for all context-action pairs (x, a) ∈ X ×A, we have π(a|x) > 0⇒ λ(a|x) > 0.
In the remainder of this chapter, we assume that the above statement holds. The
IPS risk estimator is defined as

R̂IPS(π) = 1
T

T∑
t=1

w(xt, at)l(xt, at).

We have the following results for the bias and variance of R̂IPS(π)

Bias
[
R̂IPS(π)

]
= 0,

Vλ
[
R̂IPS(π)

]
=

Eλ
[
σ2
l (x, a)w2(x, a)

]
T

+ Vλ [µl(x, a)w(x, a)]
T

.

Indeed, since (xt, at, lt) ∈ Dλ are jointly i.i.d., the bias may be expressed as∣∣∣Eλ [R̂IPS(π)
]
−R(π)

∣∣∣ = |Eλ[w(x, a)l(x, a)]−R(π)|

= |Eπ[l(x, a)]−R(π)]| = 0,
and the variance can be written as

Vλ
[
R̂IPS(π)

]
= 1
T
Vλ[w(x, a)l(x, a)]

By the law of the total variance, we have
Vλ[w(x, a)l(x, a)] =Eλ[Vl[w(x, a)l(x, a)|x, a]] + Vλ[El[w(x, a)l(x, a)|x, a]]

=Eλ[w2(x, a)Vl[l(x, a)|x, a]] + Vλ[w(x, a)El[l(x, a)|x, a]]
=Eλ

[
w2(x, a)σ2

l (x, a)
]

+ Vλ [w(x, a)µl(x, a)]

Dividing by T we obtain the result for the variance. Eq. (3.2.2) showing that the
IPS estimator is unbiased, i.e., if Dλ is sufficiently large, it is possible to estimate
any π through R̂IPS. However, the IPS estimator may suffer from high variance, that
scales quadratically with the IPS ratio w(x, a) and the loss noise variance σ2

l (x, a).
Note that, in practice, the logging policy λ may be unknown. In such cases, λ

must be estimated from Dλ. We denote the estimated logging policy by λ̂ and the
resulting estimated IPS weights by ŵ(x, a) = π(a|x)

λ̂(a|x) . In the following, we will assume
that λ is unknown but can be estimated with sufficient accuracy. More information
about the model chosen for λ̂ and the methodology used to estimate it are reported
in Sec. 3.5.
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3.2.3 Direct Method Risk Estimator
The DM estimator R̂DM builds a loss model l̂ from the data Dλ and uses this
estimator to assess the performance of the target policy. More precisely, we seek for
an estimate l̂ : X ×A → R of the expected loss µl within a given class of functions F ,
e.g., the class of ANNs. Given F , the objective is to minimize the (empirical) MSE
between the noisy loss and the estimated loss model, i.e.,

l̂? ∈ argmin
l̂∈F

M̂SE(l̂) = argmin
l̂∈F

1
T

T∑
t=1

%(xt, at)2
,

where %(x, a) = l(x, a)− l̂(x, a). The DM risk estimator is then defined as

R̂DM(π) = 1
T

T∑
t=1

∑
a∈A

π (a|xt) l̂(xt, a).

The quality of the DM risk estimator strongly relies on that of the loss estimation
procedure. If l̂(x, a) forms a good approximation of the true expected loss µl(x, a),
then the DM estimator will also be accurate. Regarding the bias-variance properties
of R̂DM, we have (see e.g. [56])

Bias
[
R̂DM(π)

]
=
∣∣∣Eπ[l̂(x, a)− µl(x, a)]

∣∣∣ ,
Vλ
[
R̂DM(π)

]
= 1
T
Vπ
[
l̂(x, a)

]
.

To see why, observe that

Bias
[
R̂DM(π)

]
=
∣∣∣∣∣Ex

[∑
b∈A

l̂(x, b)π(b|x)
]
− Eπ [l(x, a)]

∣∣∣∣∣
=
∣∣∣Eπ [l̂(x, a)− l(x, a)

]∣∣∣
=
∣∣∣Eπ [E∆

[
l̂(x, a)− l(x, a)|x, a

]]∣∣∣
=
∣∣∣Eπ [l̂(x, a)− µl(x, a)

]∣∣∣ .
For the variance of the DM estimator, we have

Vλ
[
R̂DM(π)

]
= Vx

[∑
b∈A

l̂(x, b)π(b|x)
]

= 1
T
Vπ[l̂(x, a)].

Thus, the DM risk estimator is mainly biased, depending on the bias of l̂. In general,
the DM estimator encounters problems when the loss model does not represent well
the loss risk in areas of the context-action space that are important for the target
policy. However, the variance of DM estimators can be consistently lower than that
of the IPS estimator as it scales as 1/T with the variance of the loss estimator and
does not depends on the propensity weights w.
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3.2.4 Self-Normalized Inverse Propensity Score Risk Estimator
The SNIPS risk estimator R̂SNIPS is expressed as

R̂SNIPS(π) = 1/T
∑T
t=1 w(xt, at)l(xt, at)

1/T
∑T
t=1 w(xt, at)

.

The SNIPS estimator increases robustness in the risk estimation process by the use
of a multiplicative control covariate

∑T
t=1 w(xt, at) that may significantly reduce

the variance of the estimate. The SNIPS estimator is asymptotically unbiased [51],
i.e., it satisfies

∀π ∈ Π, P
(

lim
T→∞

R̂SNIPS(π) = R(π)
)

= 1.

To see this, let us analyze the numerator and denominator of R̂SNIPS separately. The
numerator corresponds to R̂IPS(π), and contains i.i.d. samples having means R(π).
Therefore, by the strong law of large numbers we have P

(
limT→∞ R̂IPS(π) = R(π)

)
=

1. The denominator of R̂SNIPS converges to 1. Hence, by the strong law of large
numbers we have P

(
limT→∞ 1/T

∑T
t=1 w(xt, at) = 1

)
= 1.

The result follows by combining the two previous facts. It is well known that
the variance of the SNIPS estimator is reduced w.r.t. the one of IPS when the
fluctuation in w(x, a) dominates the fluctuation in l(x, a) [50]. Hence, the SNIPS
estimator is able to reduce variance at the cost of finite-sample bias while retaining
asymptotic consistency guarantees.

3.2.5 Doubly Robust Risk Estimator
The DR risk estimator R̂DR is defined as

R̂DR(π, l̂) = 1
T

T∑
t=1

[
ŵ (xt, at) %(x, a) +

∑
a∈A

π(a | xt)l̂(xt, a)
]
.

This estimator combines the ideas behind the IPS and DM estimators to construct
a more general and robust estimator. Specifically, R̂DR uses l̂ as a baseline loss and
applies a propensity correction to the loss estimation error %(x, a) using ŵ(x, a).
It reduces to DM when l̂(xt, at) is similar to l(xt, at). The Bias of R̂DR can be
expressed as (see e.g., [56])

Bias
[
R̂DR(π, l̂)

]
=
∣∣∣∣∣E∆

[
%(x, a)

(
1− λ(a|x)

λ̂(a|x)

)]∣∣∣∣∣ .
Hence, the DR estimator is accurate if at least one of the estimators, l̂ or ŵ, is
accurate. Thus, when either l(x, a) = l̂(x, a) or λ̂(a|x) = λ(a|x), ∀(x, a) ∈ X × A,
R̂DR is unbiased. In other words, the DR estimator is doubly robust in terms of its
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bias, because it is accurate if at least one of the estimators, l̂ or λ̂ is accurate. The
variance can be expressed as

Vλ
[
R̂DR(π, l̂)

]
= Vλ [µl(x, a)w(x, a)]

T
+ Ex[Va[w(x, a)%(x, a)]]

T

+ Vx[Ea[µl(x, a)w(x, a)|x]]
T

.

The derivation of these results is non-trivial and is presented in detail in [56]. We
refer the interested reader to this reference for the proof of this result. The first
term in the variance is the same as for the variance of IPS. However, the second
and third terms can be significantly lower than the second term of the variance of
IPS when l(x, a) ' l̂(x, a), in areas of (x, a) ∈ X × A that are important for the
estimation of the target policy. Hence, DR can achieve substantially lower variance
than IPS while retaining the unbiasedness property when λ̂ is known or can be
estimated accurately.

3.3 Off-policy Learning Methods

We now proceed to describe how to learn an optimal policy π̂? for the objective (3.1)
when using the risk estimators presented in Sec. 3.1. We first fix the assumption on
the function classes used in this chapter. Typical examples of function classes used
to model the loss l̂ ∈ F or the policy π ∈ Π are linear functions [56], generalized
linear models [62], decision trees [63], ANNs [51], etc. In this chapter, we use ANNs
to model both the target policy and the loss function. This choice is motivated
by the lack of a priori information about the structure of the optimal policy and
the loss function; in such a case, the use of ANNs, a class of universal function
approximators, is instrumental.

Off-policy learning methods can be categorized into policy-based, model-based,
and hybrid methods. Model-based methods build and train a loss model from the
data, and subsequently derive an optimal policy from this model by greedily selecting
the action achieving the smallest estimated loss. Policy-based methods employ a
policy representation to directly learn the policy from data. They return a policy π
in the form of a distribution over the action space for each context. An action may
be then selected by sampling from this distribution or greedily selecting the action
having the highest probability. Hybrid methods combine the two previous methods
by jointly learning both a loss and a policy model. We now describe off-policy
learning procedures based on this classification.

3.3.1 Policy-based Off-policy Learning
Policy-based methods includes learning procedures based on the NAIVE, IPS,
and SNIPS risk estimators. We denote by π(a|x;u) , πu(a|x) the target policy
parametrized by an ANN with weight vector u ∈ Rp.
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The resulting training objective for policy-based learning is

u? ∈ arg min
u∈Rp

R̂ (πu) , (3.2)

where, for the purpose of this chapter, we will regard the risk R̂ in (3.2), as
either R̂NAIVE, R̂IPS or R̂SNIPS. Note that the policy πu? , derived after solv-
ing (3.2), is random. A deterministic policy may be obtained from πu? as π̂?(x) =
argmaxb∈A πu?(b|x), i.e., by selecting for context x the actions predicted to have
the highest probability according to πu? .

3.3.2 Model-based Off-policy Learning
The DM off-policy learning procedure falls into the model-based learning methods
category. Let us denote by l̂υ(x, a) , l̂(x, a; υ) the ANN parametrizing the loss
with weight vector υ ∈ Rq. The training objective for model-based learning is then
specified as

υ? ∈ argmin
υ∈Rq

M̂SE(l̂υ) = argmin
υ∈Rq

1
T

T∑
t=1

[r (xt, at)− l̂υ (xt, at)]2. (3.3)

Once l̂?υ is estimated, we derive a deterministic greedy policy by selecting, for a given
context, the action yielding the lower loss, i.e., as π̂?DM(x) = argminb∈A l̂υ?(x, b).

3.3.3 Hybrid Off-policy Learning
Hybrid methods include off-policy learning methods that use both a loss l̂υ? model
and a policy model πu. The DR estimator falls into this category. After l̂υ? is derived
by solving (3.3), the training objective for hybrid off-policy learning is

u? ∈ arg min
u∈Rp

R̂(πu, l̂v?). (3.4)

Similarly to previous off-policy learning methods, a deterministic policy may be
derived as π̂DM = argmaxb∈A πu?(b|x). Since these off-policy learning objectives
are generally non-convex, we employ Adam [64], a general purpose non-convex
optimization procedure to optimize such objectives. In Sec. 3.5 we demonstrate
experimentally that Adam is able to optimize our objective across the different
off-policy learning objectives.

3.4 CBs Formulation for RET Optimization

Starting from the framework described in Sec. 3.1, we proceed to formulate the
RET optimization problem as an offline off-policy CB problem by specifying its
constituent elements:



24 Off-policy Learning for RET Optimization

1. Environment: consists of a heterogeneous 4G mobile network in an urban
environment. The environment model is described in Sec. 2.1.1, and outlined
in Fig. 2.2. The environment determines the loss distribution in the data and
contains diverse sectors topology distributed in different geographical locations.
More details about the environments from which the data is collected are
provided in Sec. 3.5.

2. Context space: X ⊆ [0, 1]3, includes the set of normalized KPIs described in
Sec. 2.1.1, i.e., the bad coverage indicator RBC, the overshooting indicator
NOS, and the overlapping indicator NOL. Specifically, at round t and for sector
s, the agent observes the context xs,t = [RBC(s, t), NOS(s, t), NOL(s, t)].

3. Action space: A = {−1, 0, 1}, includes three discrete actions: up-tilt (−1),
no-change (0), and down-tilt (1) of 1◦.

4. Loss: l(x, a), is an hand-crafted indicator of the sector performance degradation
as a consequence of executing action a in context x. By defining x′s,t, the
context after the execution of the control action as,t ∈ A, the loss may be
expressed as rs,t = c>(x′s,t− xs,t), where c = [cBC, cOS, cOL] is a weight vector
determining the importance of the performance for the corresponding KPI.

5. Logging policy: λ, consists of the rule-based fuzzy policy described in [9]. The
logging policy controls the tilt angle at each sector independently on a sector-
by-sector basis. We note that this is possible due to the fact that the context
contains neighbors information through the KPIs defining the states that take
into consideration effects on neighboring cells. Since λ is unknown, we estimate
it from Dλ using a logistic regression model. In the following, we assume that
the estimation is accurate enough so that ∀(x, a) ∈ X ×A, λ̂(x, a) ' λ(x, a).

6. Logging Dataset: Dλ = {(xs,t, as,t, rs,t)}s∈[S],t∈[I], consists of a set of I obser-
vations from S sectors. Each observation is a tuple containing context, action,
loss at sector s. The total dataset size is T = I · S. The actions in Dλ are
sampled according to the logging policy λ.

7. Target policy: π, consists of the learning policy model described in Sec. 3.3.
The target policy π is an ANN model. It acts on a sector-by-sector basis,
consistently with the structure of the logging policy model, and is trained on
data coming from all sectors. With Dλ and λ, our goal is to learn an optimal
policy based on one of the risk minimization objectives (3.2), (3.3), (3.4).

3.5 Experiments

In this section, we describe the dataset used in our experiments and the experimental
setup. We then empirically evaluate the off-policy learning methods described in
Sec. 3.3.2 and discuss the observed results.
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3.5.1 Dataset
The dataset employed for off-policy learning strongly determines the quality of the
learned policy. In this subsection, we describe the data used in our experiments.
The logging dataset Dλ contains T = 1, 267, 695 data points collected in 3 different
real-world 4G networks where λ has been executed for RET control. The dataset
structure is similar to the one presented in [9, Sec. III A], which is briefly reported in
the following. The dataset is organized in reports containing Cell Traffic Recordings
(CTRs) traces for each sector. The CTRs include a set of counters reflecting the
number of times that some event occurred in a sector in a given time interval.
Such time interval is referred to as Report Output Period (ROP). We restrict our
attention to the counters concerning RBC, NOS, and NOL. Another section of the
dataset includes Configuration Management (CM) entries, containing the current
configuration of the network parameters for each sector, such as the antenna tilt
angle, transmit power, radiation pattern, etc. As mentioned in Sec. 2.1.1, one of
the main challenges in offline off-policy learning lies in the estimation of the risk
of the target policy from the dataset Dλ. In particular, for the RET optimization
use-case, the available data present two significant challenges that adversely affect
the off-policy estimation and learning procedures. These challenges are:

1. Action imbalance & limited exploration: data samples in Dλ exhibit a very
unbalanced action distribution. This unbalance is induced the logging policy λ
which takes the no-change (0) action significantly more often than the up-tilt
(−1) and down-tilt (1) actions since it aims at conservative network operations:
it executes a change action only when a significant degradation in coverage or
capacity is detected. This unbalance reduces the number of exploration samples
available in Dλ, making the off-policy learning task significantly challenging.

2. High reward variance: observations in Dλ contain a significant amount of
noise due to the exogenous factors determined by the high stochasticity of
the real-world network environment, due for example to user mobility pattern,
stochastic network events, etc. This results in a high loss variance σ2

l and
makes the off-policy estimation challenging since the performance of off-policy
estimators depends directly on σ2

l .

Fig. 3.1 presents statistics on the normalized KPIs variation when executing up-tilt,
down-tilt, or no-change action. The error bars for the no-change action (0) capture
the mean and variance of KPI variations from one observation to the next when
the tilt configuration is kept unchanged. The variance can be interpreted as a
characterization of the inherent confounding effects such as random user mobility
patterns, cell and neighbors’ local characteristics, and other random effects. We can
observe that, as expected, when the up-tilt action (−1) is executed, RBC decreases,
while NOS and NOL increase. This is because up-tilting improves the coverage at
the edge of the cell, but also worsens overshooting and overlapping in neighboring
cells. The down-tilt action (+1) has the opposite effect. This confirms the expected
network system dynamics in terms of coverage and capacity trade-off.
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Figure 3.1: KPIs variations for up-tilt (−1), no-change (0), and down-tilt (1) actions.

3.5.2 Experimental Design & Setup

The experimental evaluation is designed to address two key questions. First, it
investigates the effectiveness of the off-policy learning procedures presented in 3.3
for ANNs models. Second, it provides a comparative study for different popular
off-policy target policies architecture compares and w.r.t. the baseline logging
policy used to collect the data for RET optimization problem. We consider the
S = 200 sectors in the dataset having the most tilt changes. These represent sectors
having the most important information to execute the tilt update action. We split
the logging dataset Dλ into training (80 %) and testing (20 %) datasets, denoted
by Dtrain

λ and Dtest
λ respectively. We validate the experiments by executing Nrun = 5

random splits and reporting mean and standard deviation of the test performance
results over the Nrun splits. To solve the optimization problems in (3.2), (3.3), and
(3.4), we randomly initialize the weights for the policy model u ∈ Rp, and the loss
model υ ∈ Rq, and apply mini-batch Adam optimizer as described in Sec. 3.3.2. The
selected hyper-parameters in terms of learning rate η and batch size are reported in
Tab. 3.1. These have been selected by executing an hyper-parameters search based
on η ∈ {0.0001, 0.005, 0.001} and Tbatch ∈ {128, 512, 1024}. Since the exact logging
policy is unknown, we estimate λ̂ from the data by using a logistic regression model.
Fig. 3.2 presents the ANNs architecture used for the loss and policy models. The
input consists of x ∈ RM for πυ and (x, a) ∈ RM+1 for l̂v. The number of hidden
fully connected layers and the number of hidden units are also reported in the figure.
The activation function between hidden layers is a Rectified Linear Unit (ReLU).
We use linear output activation function for l̂υ, and Softmax for πu.

πu(a|x)

Fully Connected Layer
(128 units)

Fully Connected Layer
(64 units)

Fully Connected Layer
(32 units)

Fully Connected Layer
(16 units)

ReLU ReLU ReLU ReLU

Fully Connected Layer
(64 units)

Fully Connected Layer
(32 units)

Fully Connected Layer
(32 units)

ReLU ReLU Softmax

(x, a)

x
πu(a|x)

l̂v(x, a)

architecture

l̂v(x, a) architecture

Figure 3.2: Schematic representation of the ANNs architectures for the loss
model l̂υ(x, a) and the policy model πu(a|x).
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Table 3.1: Hyper-parameters choice for the reported results.

Target policy η Tbatch

π̂NAIVE 1 · 10−4 1024
π̂DM 1 · 10−4 128
π̂IPS 5 · 10−3 1024
π̂DR 1 · 10−4 128
π̂SNIPS 1 · 10−4 128

3.5.3 Evaluation Metrics
For our experiments, we consider the evaluation of the policies described in Sec. 3.2
and 3.3, namely πNAIVE, πIPS, πDM, πDR, πSNIPS, and λ. We report the results on
the performance of the training procedure by looking at the estimator training loss
in terms of R̂(π) for each estimator across training epochs to check the effectiveness
of the optimization procedure. Once a policy π̂? is trained, we evaluate it with the
rejection test sampling loss [65] on the test dataset Dtest

λ , defined as

L
(
π̂?,Dtest

λ

)
=


∑Ttest

t=1
ltWt(π̂?)∑Ttest

t=1
Wt(π̂?)

if
∑Ttest
t=1 Wt(π̂?) > 0

∞ otherwise
.

where Wt(π̂?) = 1{π̂?(xt)=at}. The rejection sampling test loss is a standard measure
of performance in off-policy learning. It represents the average loss on the portion
of the test data agreeing with the action executed by the logging policy λ on Dtest

λ .
Since the accuracy of L strongly depends on the number of samples on which is
evaluated, we also report the proportion of actions of π̂? agreeing with λ on Dtest

λ .
This similarity metric can be expressed as

p
(
π̂?,Dtest

λ

)
=
∑Ttest
t=1 Wt(π̂?)
Ttest

.

This metric measures the similarity between the extrapolated target policy and the
logging policy. It also measures the accuracy with which we are able to estimate
the risk of the learned policy π̂?. When p(π̂?,Dtest

λ ) ' 1, we have that π̂? is very
similar to λ on Dtest

λ , and the variance of the estimation of L is reduced, since more
samples in Dtest

λ are used in for its evaluation; when p(π̂?,Dtest
λ ) ' 0, π̂? and λ

execute very dissimilar actions on Dtest
λ , and hence L will have higher variance due

to smaller amount of samples. Furthermore, we also report the empirical Cumulative
Distribution Functions (eCDFs) of the rejection sampling loss, i.e.,

eCDF(s) = 1∑Ttest
t=1 Wt(π̂?)

Ttest∑
t=1

1{ltWt(π̂?)<s}.

Such metric describes how the loss is distributed on its support.
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Figure 3.3: Rejection sampling test loss results across training epochs for the complete
dataset Dtest

λ and the down-sampled dataset D̃test
λ .

Recall from Sec. 3.5.1, that most of the actions executed by the logging policy λ
are no-change (0) actions, because the deployed λ aims at conservative network
operations. This makes the average loss of λ dominated by zero (i.e., the performance
does not vary because of the unchanged tilt degree). To address this issue, we also
evaluate the learned policy on a down-sampled test dataset D̃test

λ , where some of
the samples with action a = 0 are removed. In particular, the down-sampled dataset
is built so that the three possible actions are equally represented in D̃test

λ . Using
this down-sampled dataset allows us to compare the loss with the proposed policies,
accounting for the cases where λ takes up-tilt or down-tilt actions.

3.5.4 Results and Discussion
We test the performance of our algorithms through the methodology described in
Sec. 3.5.2 on Dtest

λ and its down-sampled counterpart D̃test
λ . In Fig. 3.3 we show the

rejection test loss as a function of the training epochs, representing the time steps of
the training procedure (one epoch corresponds to going through all training data
once). We report in Tab. 3.2 the test loss of the learned policies after 100 epochs in
terms of mean and standard deviation across the Nrun = 5 runs.

Table 3.2: Rejection sampling test loss at convergence and logging policy similarity
metric on complete and down-sampled datasets.

Policy L(·,Dtest
λ ) L(·, D̃test

λ ) p(·,Dtest
λ ) p(·, D̃test

λ )

λ −0.002± 0.009 −0.017± 0.045 0.29± 0.04% 0.41± 0.24%
π?NAIVE −0.152± 0.026 −0.010± 0.093 0.28± 0.19% 0.42± 0.12%
π̂?DM −0.168± 0.077 −0.076± 0.016 0.31± 0.24% 0.38± 0.16%
π̂?IPS −0.161± 0.056 −0.089± 0.053 0.29± 0.16% 0.43± 0.19%
π̂?DR −0.188± 0.044 −0.108± 0.042 0.36± 0.11% 0.45± 0.17%
π̂?SNIPS −0.204± 0.032 −0.115± 0.034 0.25± 0.08% 0.29± 0.11%
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Figure 3.4: Off-policy risk estimators train loss across training epochs.

From the training loss results in Fig. 3.4, and the corresponding numerical
results in Tab. 3.3, we can observe that the training loss for the off-policy learning
procedures of all estimators exhibits a decreasing behavior as a consequence of
the optimization procedure. The training loss is reported as a sanity check of the
non-convex optimization procedure carried out through the Adam optimizer during
off-policy training for the different estimators.

Table 3.3: Off-policy training loss.

Estimator Start training (Epoch 0) End Training (Epoch 99)

R̂NAIVE(πu) −0.026± 0.002 −0.757± 0.074
R̂DM(l̂υ) +0.307± 0.002 +0.213± 0.074
R̂IPS(πu) −0.003± 0.002 −1.379± 0.074
R̂DR(πu, l̂υ) −0.044± 0.002 −4.125± 0.074
R̂SNIPS(πu) −0.003± 0.002 −4.09± 0.074

From the rejection sampling test loss in Fig. 3.3, we can observe that all the
off-policy trained policies outperform the logging rule-based policy in both the
complete and down-sampled data regime. We may further observe that the relations
between the performance of the different off-policy learning methods are generally
in line with theory.

The hierarchy of performance of the trained policies in terms of the rejection test
loss, reflect the theoretical performance in terms of bias-variance characteristics of the
corresponding risk estimators. The best observed performance is attained by π̂?SNIPS,
which achieves the lowest test loss performance, followed by π̂?DR, achieving a similar
level of performance, but with a slightly larger standard deviation. Hence, the results
confirm that more advanced off-policy estimators possess superior bias-variance
characteristics that are propagated to the off-policy learning procedures.



30 Off-policy Learning for RET Optimization

The IPS policy performs surprisingly well on our data, presumably because
l̂υ is not sufficiently accurate. This would also explain the reason for the SNIPS
estimator to outperform DR (indeed the DR estimator is strongly based on DM).
In fact, the IPS achieves similar performance to DM in both the down-sampled and
complete data regime. As expected, the NAIVE off-policy learning procedure is the
one achieving the worse performance while still outperforming the logging policy.

From the observed results in Fig. 3.4, we may observe that the π̂?NAIVE substan-
tially fails in learning an improved policy over the baseline logging policy, justifying
the necessity for off-policy estimators with lower MSE. We observe similar per-
formance for the π̂?DM and π̂?IPS on our data. This may confirm the poor learning
performance of DM on our dataset, since the dataset is very biased in the action
selection, and this results in a high bias for the DM estimator.

The loss eCDF for the constrained losses is depicted in Fig. 3.5. The plot shows
that all trained policies promote actions achieving lower losses since the loss CDFs
are shifted towards the left with respect to the logging policy eCDF loss curve. As
expected, the hierarchy of performance mimics the ones in Fig. 3.3, with IPS and
DR achieving the best performance, followed by DM and IPS, and with the NAIVE
achieving the worst loss performance.
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Figure 3.5: Constrained loss eCDFs for the learned policies.

3.6 Limitations

The main limitation of this work are listed in the following:

1. CBs assumption: the CB assumption adopted in this work impose limitations
on the quality of the learned policy. Such formulation disregard the planning
component of the antenna control problem, by only considering the immediate
loss for action feedbacks. The choice of the CB framework is driven by the lack
of long data trajectories and by the idea to target a reactive type of control
that executes an action when one of the KPIs in the sector is degraded, in the
same spirit as the fuzzy algorithm in [9].
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2. Global Model assumption: This work considers a general policy, training on
data coming from different models and acting equally in each sector. This
implicitly assumes similarities in the characteristics of each sectors in terms
of sector size, building map, UE mobility pattern, etc. A more refined model
could consider a specialized model per sector, train on data coming only from
the sector of interest. However, note that training such set of models would
require a significantly larger sample size, since each sector may be trained only
on samples coming from the sector itself. This determines a trade-off between
the specificity and accuracy of the model and the sample complexity of the
model.

3. Context representation & sectors coordination: In the current formulation,
neighbors information is included in the context of each sector by aggregating
measurements from neighbours KPIs. This representation of neighbours infor-
mation may be sub-optimal and not capture critical feature for the execution
of the tilt action. A better solution may consider more sophisticated context
representations such as graph embeddings. Also more effective distributed
coordination strategies may avoid adverse inter-sector effects between sectors
(see e.g., [29, 66]).





Chapter 4

Identifying Optimal RET Policies in Linear
Contextual Bandits

In this chapter, we study the BPI problem in LCBs for the active and passive
learning settings introduced in Chapter 2. We develop optimal algorithms for
this problem and demonstrate how to apply the developed algorithms to RET
optimization. Specifically, In Sec. 4.1, we specify the BPI problem setting and
specify Probably Approximately Correct (PAC) learning objectives for both active
and passive settings. In Sec. 4.2 we provide lower bounds on the sample complexity
of any PAC algorithms for both of these problems. In Sec. 4.3 we describe active
and passive learning algorithms in BPI by specifying their respective decision rules,
stopping rules and, for the active case, a sampling rule. Subsequently, in Sec. 4.4 we
formulate and validate the RET optimization in the LCB setting for BPI. We then
provide experimental results validating the effectiveness of the proposed algorithms.

4.1 Setting and Objectives

Starting from the framework for BPI in LCBs described in Sec. 2.2, we recall the LCB
framework and provide BPI objectives in the active and passive learning settings.
In LCBs, for t ≥ 1 the agent observes a context xt, drawn in an i.i.d. manner
from pX , a probability distribution over the context space X = {1, . . . , C} ⊂ Rd.
Given the context xt and observations made in previous rounds, the agent selects
an action at from a discrete action set A = {1, . . . ,K}. When the agent selects the
action at, it observes and receives a noisy linear reward rt = θ>φxt,at + ξt, where
ξt ∼ N (0, 1) is the noise, and where the feature map φ : X × A 7→ Rd is known,
whereas the vector θ ∈ Rd. In such LCB setting, the best policy selects for context
x an action a?θ(x) ∈ arg maxa∈A θ>φx,a. For any given context-action pair (x, a), we
denote by νθx,a = N (θ>φx,a, 1) the distribution of the corresponding reward, and
by fθx,a its density (w.r.t. the Lebesgue measure). We also define, for any context x,
Φx , {φx,a}a∈A, and Φ ,

⋃
x∈X Φx.

33
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We assume that the dimension of the span of Φx (denoted by Span(Φx)) is
dx ≤ d, and that Span(Φ) = Rd. Finally, we denote by Pθ the probability measure
of the observations generated under the parameter θ, and by Eθ[·] the corresponding
expectation operator.

In BPI, the objective is to learn as fast as possible the best policy, i.e., the policy
selecting an action yielding the maximal expected reward when the context x is
observed. A BPI algorithm is defined through a sampling rule, a stopping rule, and
a recommendation rule. The sampling rule (at(x))t≥1 selects an action based on
the current observed context and the past history of observations. Formally, at(x)
is Ft−1-measurable, where Ft is the σ-algebra generated by {(xt, at, rt, xt+1)}t−1

s=1.
The stopping rule τ controls the end of the acquisition phase, and is defined as a
stopping time with respect to the filtration (Ft)t≥1 such that Pθ(τ < ∞) = 1. In
round τ , after the data acquisition phase ends, the algorithm returns an estimated
best policy âτ (x), ∀x ∈ X .

We distinguish between two learning settings: (i) in the active learning setting,
the sampling rule has to be designed by the algorithm, and (ii) in the passive learning
setting, it is fixed and imposed. In both settings, the performance of an algorithm is
measured through probabilistic guarantees. We detail these probabilistic guarantees
for both learning settings in the remainder of this section.
Active learning. In this setting, we define an (ε, δ)-PAC algorithm as follows:

Definition 4.1 ((ε, δ)-PAC algorithm). Let ε ≥ 0 and δ ∈ (0, 1). An algorithm
is (ε, δ)-PAC if for all θ ∈ Rd, Pθ(∃x ∈ X , θ>(φx,a?

θ
(x) − φx,âτ (x)) > ε) ≤ δ and

Pθ (τ <∞) = 1.

The objective in the active learning setting is to devise an (ε, δ)-PAC algorithm
with minimal expected sample complexity Eθ[τ ].
Passive learning. In this setting, the sampling rule is fixed. Specifically, we assume
that at(x) is selected with probability αx,a, for all t ≥ 1. In passive learning, an
algorithm is only defined through its stopping and decision rules. Note that, since the
sampling rule is fixed and imposed, the learner may never have enough information
to identify θ completely, and hence to deduce the best policy. This happens when
the set of vectors φx,a such that αx,a > 0 does not span Rd. To formalize these
cases, we introduce, for any linear subspace U of Rd, the notion of (U, ε, δ)-PAC
algorithm as follows:

Definition 4.2 ((U, ε, δ)-PAC algorithm). Let U be a non-empty linear subspace
of Rd having dimension r ≤ d, ε ≥ 0, and δ ∈ (0, 1). We say that an algorithm
is (U, ε, δ)-PAC if for all θ ∈ U , Pθ(∃x ∈ X , θ>(φx,a?

θ
(x) − φx,âτ (x)) > ε) ≤ δ and

Pθ (τ <∞) = 1.

In addition, we say that the linear subspace U ⊂ Rd is PAC-learnable if there
exists a (U, ε, δ)-PAC algorithm for some ε and δ. The objective in the passive
learning setting is to devise an (U, ε, δ)-PAC algorithm with minimal expected
sample complexity Eθ[τ ] whenever U is PAC-learnable.
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Notations. For a vector v ∈ Rd, denote its Euclidean norm by ‖v‖2. For a Positive
Semi Definite (PSD) matrix G (written G < 0), define ‖v‖G =

√
v>Gv. Denote by

Id the d-dimensional identity matrix. For a matrix M , denote by M† its pseudo-
inverse, by λi(M) its i-th smallest eigenvalue, and by vec(M) its vectorization.
Define the Kullback-Leibler (KL) divergence for distributions ν and ν′ as KL(ν, ν′)
and the KL divergence between two Bernoulli distributions of mean a and b as
kl(a, b). Given two vectors v and u, their outer product is denoted by v⊗u. Let Λ ={
α ∈ [0, 1]|X |×|A| : ∀x ∈ X

∑
a∈A αx,a = 1

}
denote the set of vectors representing,

for each context, a distribution over actions (or arms). Let L = maxx,a ‖φx,a‖. For
any α, α′ ∈ Λ, we define d∞(α, α′) = max(x,a)∈X×A |αx,a − α′x,a|. For α ∈ Λ, and
a set C ⊆ R|X |×|A|, define d∞(α,C) = infα′∈C d∞(α, α′). Finally, we write & to
denote ≥ up to a multiplicative constant.

4.2 Sample Complexity Lower Bounds

In this section, we present lower bounds on the expected sample complexity satisfied
by any (ε, δ)-PAC (or (U, ε, δ)-PAC in the passive learning setting) algorithm in
LCB. These bounds extend those derived for the plain linear bandit problems [39] to
the case of contextual bandits and to that of identification of ε-optimal policies. Our
lower bounds are obtained using classical change-of-measure arguments introduced
in [67]. All the proofs of the theoretical results in this chapter are postponed to
Sec. 4.5. The fact that we wish to identify an ε-optimal policy (rather than the
best policy) significantly complicates the derivation of the lower bounds; these
complications are discussed in detail in [68]. To state our results, we introduce the
following additional notations. For x ∈ X and (a, b) ∈ A2 : a 6= b, define γxa,b =
φx,b − φx,a. We define the minimal gap as ∆min = minx,a6=a?

θ
(x) θ

>(φx,a?
θ
(x) − φx,a).

For any given context x, we define the set of ε-optimal actions as Aε(θ, x) =
{a ∈ A : θ>(φx,a?

θ
(x) − φx,a) < ε}, and for a /∈ Aε(θ, x), the set Aε(θ, x, a) =

{b ∈ Aε(θ, x) : θ>γxa,b ≥ ε}. For any α ∈ Λ, let A(α) =
∑
x,a φx,aφ

>
x,aαx,apX (x).

Finally, for a parameter θ, we define the set of confusing parameters as Bε(θ) ={
µ ∈ Rd : ∃x ∈ X ,∀a ∈ Aε(θ, x), µ>(φx,a?µ(x) − φx,a) > ε

}
(when µ ∈ Bε(θ), the

best policy for µ is not ε-optimal for θ).

4.2.1 Active Learning
Theorem 4.1. The sample complexity of any (ε, δ)-PAC algorithm satisfies, ∀θ ∈
Rd, Eθ[τ ] ≥ (ψ?θ,ε)−1kl(δ, 1− δ), where

ψ?θ,ε = sup
α∈Λ

inf
µ∈Bε(θ)

1
2‖µ− θ‖

2
A(α). (4.1)

Note that, since the inequality kl(δ, 1− δ) ≥ log( 1
2.4δ ) holds ∀δ ∈ (0, 1), we can also

rewrite the lower bound as Eθ[τ ] & (ψ?θ,ε)−1 log (1/δ).
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Interpretation and tight approximation. Here, the allocation α ∈ Λ is to
be interpreted as the asymptotic action proportions conditioned on the observed
context, i.e., αx,a is the fraction of times that action a is selected given that context
x is observed. An α?θ ∈ Λ solving the optimization problem (4.1) is optimal: an
algorithm relying on a sampling strategy realizing α?θ would yield the lowest possible
sample complexity. However, this allocation depends on the unknown parameter θ,
and to approach it, we need to estimate θ and repeatedly solve (4.1) using these
estimators. This is how the so-called track-and-stop algorithms work [36]. However,
Eq. (4.1) is hard to solve, mainly due to the complexity of the set of confusing
parameters Bε(θ). To circumvent this issue, we propose below a simple and tight
approximation of the lower bound, easy to compute and hence, easy to leverage in
the design of a sampling rule. Specifically, we can show that T ?θ,εkl(δ, 1− δ) with

T ?θ,ε = inf
α∈Λ

max
x∈X

max
a/∈Aε(θ,x)

max
b∈Aε(θ,x,a)

2‖γxa,b‖2A(α)†

(θ>γxa,b + ε)2 ,

is an upper bound of the lower bound (details are provided in the proof of Th. 4.2.1
in Sec. 4.5.1). It is worth noting that the approximation is exact when the objective
is to identify the best policy, i.e., when ε = 0. Indeed, adapting the proof of the
sample complexity lower bound presented in [39, Th. 3.1] to the case of LCB, one
can readily show that, for any (0, δ)-PAC (or simply δ-PAC) algorithm, the sample
complexity lower bound is T ?θ kl(δ, 1− δ), with

T ?θ = inf
α∈Λ

max
x∈X ,a∈A\{a?

θ
(x)}

‖φx,a?
θ
(x) − φx,a‖2A(α)†

(θ>(φx,a?
θ
(x) − φx,a))2 .

This bound coincides with our approximation for ε = 0.
Characterization of T ?θ,ε. We now introduce a useful characterization of T ?θ,ε used
in the remainder of this chapter. We can equivalently express (T ?θ,ε)−1 through a con-
vex program: ψ̄?θ,ε = supα∈Λ ψ̄θ,ε(α), where ψ̄θ,ε(α) = infµ∈B̄ε(θ)

1
2‖θ − µ‖

2
A(α), and

B̄ε(θ) =
{
µ ∈ Rd : ∃x ∈ X ,∃a ∈ Aε(θ, x), µ>(φx,a?µ(x) − φx,a) > ε

}
. The following

lemma provides a set of properties ψ̄θ,ε satisfies.

Lemma 4.1. Let C?ε (θ) = arg supα∈Λ ψ̄θ,ε(α). For any ε ≥ 0, we have

1. ψ̄θ,ε(α) is continuous in θ and α,

2. ∃ α?θ ∈ C?ε (θ) such that A(α?) � 0,

3. ψ̄?θ,ε is continuous in θ,

4. C?ε (θ) is convex, compact and upper hemi-continuous.

We finish the active learning section by presenting a lemma that gives an upper
bound of T ?θ,ε.
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Lemma 4.2. For all θ ∈ Rd, T ?θ,ε ≤ d
ε21{ε>0} + 4d

∆2
min

1{ε=0}.

This lemma provides a worst-case scaling of our lower bound. Note that the lower
bound does not scale (directly) with the number of contexts. This is expected as θ
is a unique parameter driving the reward in all contexts. Importantly, the number
of samples required to identify the best policy grows as 1/∆2

min, and typically the
minimal gap ∆min goes to 0 as the number of contexts grows large. When applying
the LCB framework to the RET optimization problem, we may face a very large
number of contexts, and this is why we wish to identify ε-optimal policies. Looking
for the best policy instead would require too many samples.

Finally, note that, although we are aware of tighter bounds on T ?ε,θ (e.g., in terms
of gauge coefficient introduced in [45]), in the above lemma we strive for clarity and
simplicity and express the upper bound on the characteristic time T ?ε,θ only in terms
of the ambient dimension d, the minimum gap ∆min and ε.

4.2.2 Passive Learning
For passive learning, the way actions are selected is fixed and defined via α. Denote
by Φα = {φx,a : αx,a > 0}. The following theorem states that if U is included
in Span(Φα), then U is PAC-learnable, in which case it also provides a sample
complexity lower bound satisfied by any (U, ε, δ)-PAC algorithm. When U is not
included in Span(Φα), we can easily build an example where U is not PAC-learnable.
Indeed, using the data, we can only learn the projection of θ on Span(Φα); now,
select two vectors θ and µ whose projections on Span(Φα) coincide but with different
optimal policy (this only happens if for some context x, αx,a?µ(x) or αx,a?

θ
(x) is 0).

Obviously, in this case, we cannot learn the optimal policy from the data.

Theorem 4.2. Let U be a linear subspace of Span(Φα). U is PAC-learnable and
the sample complexity of any (U, ε, δ)-PAC algorithm satisfies, ∀θ ∈ U , Eθ[τ ] ≥
(ψθ,ε(α))−1kl(δ, 1− δ), where ψθ,ε(α) = infµ∈Bε(θ)∩U 1

2‖µ− θ‖
2
A(α).

Note that the maximal PAC-learnable set U is Span(Φα). As for the active learning
setting, we can approximate the above lower bound by Tθ,ε(α)kl(δ, 1− δ), with

Tθ,ε(α) = max
x∈X

max
a/∈Aε(θ,x)

max
b∈Aε(θ,x,a)

2‖Pγxa,b‖2(PA(α)P>)†

(θ>γxa,b + ε)2 ,

and where we define P be the r × d orthogonal matrix such that rows(P ) =
{u>1 , . . . , u>r }, and (u1, . . . , ur) is an orthonormal basis of the subspace U . The main
differences between the lower bound in the active and passive learning settings
are: (i) the optimization problem defining the characteristic time in the passive
learning setting Tθ,ε(α) is not optimized over the proportion (since α is imposed and
cannot be controlled by the algorithm), and (ii) the term P>(PA(α)P>)†P acts as
a projection on the linear subspace U in the numerator of Tθ,ε(α), substituting the
matrix A(α) in the active characteristic time of T ?θ,ε.
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4.3 Algorithms

In this section, we present our algorithms for the active and passive learning settings.
In particular, sections 4.3.1, 4.3.2, and 4.3.3 describe the algorithm for active learning
setting, while Sec.4.3.4 presents the algorithm for passive learning. The algorithms
apply the track-and-stop framework developed in [36] and [41] for regular MABs and
LB problems. In the active learning setting, the algorithm consists in (i) estimating
the unknown parameter θ using the Least-Squares Estimator (LSE) (ii) using this
estimator to compute the optimal sampling rule suggested by the lower bound
optimization problem leading to T ?θ,ε, and (iii) tracking this sampling rule and
stopping when enough information has been gathered. We detail these steps below.
In passive learning, the algorithm modifies the stopping and decision rules from the
active learning algorithm to accommodate the passive learning setting.

4.3.1 Least-Squares Estimator
The LSE for θ can be explicitly computed and is, after gathering t ≥ 1 samples,

θ̂t = A†t

(
t∑

s=1
φxs,asrs

)
, (4.2)

where we define the covariates matrix At =
∑t
s=1 φxs,asφ

>
xs,as . As in absence of

contexts (i.e., in the plain LB case), the quantity that controls the performance of
the LSE is the smallest eigenvalue of the covariates matrix At. The following lemma
is an extension of similar results derived for LBs without context [41], and obtained
applying concentration results for self-normalized processes [69].

Lemma 4.3. (i) If the sampling rule satisfies lim inft→∞ λ1 (At/ty) > 0, a.s.,
for some y ∈ (0, 1), then limt→∞ θ̂t = θ a.s. In particular, for all z ∈ (0, y/2),
‖θ̂t − θ‖ = o (t−z) a.s. (ii) Assume there exists t0 ≥ 1 such that for all t ≥ t0,
λ1 (At) ≥ cty a.s. for some c > 0. Then for all t ≥ t0,

Pθ(‖θ̂t − θ‖ ≥ ε) ≤
(
c−1/2L

)d
t

(1−y)d
2 exp

(
−cε

2ty

4

)
.

4.3.2 Decision and Stopping Rule
Both decision and stopping rules leverage the Generalized Log-likelihood Ratio
(GLR) Zxa,b,ε(t). This quantity measures whether action a is better than b up to a
precision ε. For any pair of actions (a, b) ∈ A2 : a 6= b, x ∈ X , t ≥ 1, and ε ≥ 0, it is
defined as

Zxa,b,ε(t) = log

max{θ∈Rd:θ>γx
a,b
≤ε}

∏t
s=1 f

θ
xs,as(rs)

max{θ∈Rd:θ>γx
a,b
≥ε}

∏t
s=1 f

θ
xs,as(rs)

 .
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We can easily obtain an explicit expression of Zxa,b as in [41] for plain LBs. For any
t ≥ 1 such that At � 0, for all x ∈ X , and (a, b) ∈ A2 : a 6= b, we have

Zxa,b,ε(t) = sgn
(
θ̂>t γ

x
b,a + ε

) (θ̂>t γxb,a + ε
)2

2‖γxb,a‖A−1
t

.

At the stopping time τ , the decision rule is just defined as

âτ (x) = arg max
a∈Aε(θ̂τ ,x)

min
b6=a

Zxa,b,ε(τ), ∀x ∈ X , (4.3)

and it can be computed using the above explicit expression of Zxa,b,ε(t). Such decision
rule is inspired by the work of [68] for (ε, δ)-PAC identification in plain MAB.

The stopping rule is based on the GLR and the classical Chernoff stopping rule [36].
Define Zxε (t) = maxa∈Aε(θ̂t,x) minb6=a Zxa,b,ε(t). The stopping time is

τ = inf
{
t : ∀x ∈ X , Zxε (t) > β(δ, t) and At � cId

}
, (4.4)

where β(δ, t) is an exploration threshold chosen to ensure that the algorithm is
(ε, δ)-PAC, and c is a strictly positive constant. An exploration threshold leading
to an (ε, δ)-PAC algorithm is proposed in the following lemma. The proofs of all
lemmas presented in this section are postponed to Sec. 4.5.

Lemma 4.4. Let u > 0, and define the exploration threshold

β(δ, t) = (1 + u) log

det
(
(uc)−1At + Id

) 1
2

δ

 . (4.5)

Under the stopping rule defined by (4.4)–(4.5) and under any sampling rule, we have

Pθ
(
∃x ∈ X : θ>(φx,a?

θ
(x) − φx,âτ (x)) > ε, τ <∞

)
≤ δ.

Note that the exploration threshold in (4.5) has the nice property of being indepen-
dent on the number of contexts |X |.

4.3.3 Sampling Rule
To obtain an algorithm with minimal sample complexity, we need to devise a
sampling rule approaching an optimal proportion of action draws α?θ ∈ C?ε (θ). To
this aim, we propose a sampling rule based on two phases: a forced exploration phase
ensuring that θ is estimated accurately, and a tracking phase where, based on the
estimated θ, the allocation of action draws is maintained close to the set C?ε (θ).
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Forced exploration. Lemma 4.3 presents conditions under which the LSE of
θ performs well. The forced exploration phase must be designed so that these
conditions hold. Specifically, to design the forced exploration phase, we pick,
for each context x, a set of actions Ax = {ax(1), . . . , ax(dx)} ⊆ A such that
λdx

(∑
ax∈Ax φx,axφ

>
x,ax

)
> 0. The sets are chosen so that there exists c > 0

such that
∑
x∈X

∑
ax∈Ax φx,axφ

>
x,ax � cId. Let At(x) =

∑t
s=1 φxs,asφ

>
xs,as1{xs=x},

Nx(t) =
∑t
s=1 1{xs=x}, and pmin = min

x∈X
pX (x). The following lemma defines the

sampling rule and analyzes the performance of the forced exploration phase.

Lemma 4.5. Let (dt(x))t≥1 be an arbitrary sequence of context-action mappings.
for t ≥ 1 and for all x ∈ X . Define fx(t) =

√
Nx(t)
dx

∑
ax∈Ax φx,axφ

>
x,ax , and the

index it(x) such that i0(x) = 1, it+1(x) = (it(x) mod dx) + 1{At(x)≺fx(t)}. The
sampling rule is defined as

at+1(x) =
{

dt(x) if At(x) � fx(t)
ax (it(x)) otherwise

. (4.6)

Then ∀ε ∈ (0, pmin), there exists κ > 0, t1(κ) ≥ 1 such that ∀t ≥ t1(κ), we have
Pθ
(

1√
t
At � κId

)
≥ 1− 2e tε

2
4 .

As described above, in the exploration phase, for the context x, we select an
action from Ax when necessary so that when covering all contexts, we increase the
smallest eigenvalue of the covariates matrix. The result in Lemma 4.5 specifying the
rate at which the smallest eigenvalue increases is probabilistic and obtained using
concentration results on the time taken to cover all contexts (see Lemma 4.11). This
contrasts with the plain LB scenario, where a similar forced exploration phase [41]
would actually lead to a deterministic growth of this eigenvalue. We show that the
probabilistic guarantees of Lemma 4.5 are sufficient to obtain, together with Lemma
4.3 the appropriate convergence of the LSE θ̂t to θ.

Tracking rule. In order to complete the design of the sampling rule, it remains
to determine the sequence of context-action mappings (dt(x))t≥1. Recall that the
optimal sampling rule must match an optimal proportion of action draws in C?ε (θ).
Since θ is unknown, our sampling rule tracks, at time t, an estimated optimal
allocation α(t) ∈ C?ε (θ̂t). The following lemma provides a way to devise such
tracking rule.

Lemma 4.6. Let (α(t))t≥1 be a sequence taking values in Λ, such that there exists
a compact, convex and non-empty set C ⊂ Λ, there exists ε > 0 and t0(ε) > 0, such
that for all t ≥ t0(ε), d∞(α(t), C) ≤ ε. Define

dt(x) = arg min
a∈supp

(∑t

s=1
α(s)1{xs=x}

)
(
Nx,a(t)−

t∑
s=1

αx,a(s)
)
, (4.7)



4.3. Algorithms 41

where Nx,a(t) =
∑t
s=1 1{as=a,xs=x}. Then ∀u ∈ (0, pmin), there exists t1(ε, u) ≥ t0(ε)

such that ∀t ≥ t1(ε, u), we have

Pθ
(
d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

)
≤ ε(zt + d− 1)

)
≥ 1− 2e tu

2
4 ,

where zt = maxx∈X | supp(
∑t
s=1 α(s)1{xs=x}) \ Ax|.

To conclude the description of our sampling rule, we specify the sequence
(α(t))t≥1. We require that this sequence satisfies the following condition: there exists
y > 0, and a non-decreasing sequence (`(t))t≥1 such that `(1) = 1, `(t) ≤ t and
lim inft→∞ `(t)/tp for some p > 0 and such that ∀κ > 0, ∃h(κ) : ∀t ≥ 1,

P
(

min
s≥`(t)

d∞

(
α(t), C?ε

(
θ̂s

))
> κ

)
≤ h(κ)
t2+y . (4.8)

The condition (4.8) is easy to ensure in practice (see [41] for examples of updates
of α(t) satisfying such condition). Finally, the following lemma summarizes the
performance of our sampling rule.

Lemma 4.7. Under any sampling rule defined by (4.6)-(4.7) and satisfying condition
(4.8), we have limt→∞ d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

?
ε (θ)

)
= 0, a.s.

4.3.4 Passive Learning Algorithm
We detail below the decision and stopping rules defining our BPI algorithm in the
passive learning setting. These are similar to the respective rules specified for the
active learning setting, but take into account projection on the linear subspace U .
Decision rule. The decision rule is defined in terms of the passive GLR for
parameters θ ∈ U , which is defined as

ZxU,a,b,ε(t) = log

max{θ∈U :θ>γx
a,b
≤ε}

∏t
s=1 f

θ
xs,as(rs)

max{θ∈U :θ>γx
a,b
≥ε}

∏t
s=1 f

θ
xs,as(rs)

 . (4.9)

Note that we can express ZxU,a,b,ε(t) in closed form by means of the projected LSE
θ̂U,t = P

(
PAtP

>)−1
P
(∑T

s=1 φxs,asrs

)
, as presented in the following lemma.

Lemma 4.8. Let t ≥ 1, and assume P>AtP � 0. Then, we have

ZxU,a,b,ε(t) = sign
(
θ̂>U,tγ

x
b,a + ε

) (
θ̂>U,tγ

x
b,a + ε

)2

2‖Pγxb,a‖(PAtP>)−1
. (4.10)

The decision rule is then defined as

âτ (x) = arg max
a∈Aε(θ̂U,τ ,x)

min
b6=a

ZxU,a,b,ε(τ), ∀x ∈ X . (4.11)



42 Identifying Optimal RET Policies in Linear Contextual Bandits

Stopping rule. Denote by ZxU,ε(t) = maxa∈Aε(θ̂U,τ ,x) minb6=a ZxU,a,b,ε(t). Then, the

stopping rule is defined as

τ = inf
{
t ∈ N+ : ∀x ∈ X , ZxU,ε(t) > βU (δ, t) and PAtP

> � cIr
}
. (4.12)

In the passive case, we need to ensure that θ̂U,t converges to θ ∈ U . The following
result extends Lemma (4.3) to provide a sufficient conditions on the convergence
of θ to θ̂U,t. The condition is expressed in terms of the minimum eigenvalue of the
growth of the projected covariates matrix PAtP>.

Lemma 4.9. (i) If the sampling rule satisfies lim inft→∞ λ1
(
PAtP

>/ty
)
> 0,

a.s., for some y ∈ (0, 1), then, ∀θ ∈ U , limt→∞ θ̂U,t = θ a.s. In particular, for all
z ∈ (0, y/2), ‖θ̂U,t − θ‖ = o (t−z) a.s. (ii) Assume there exists t0 ≥ 1 such that for
all t ≥ t0, λ1 (At) ≥ cty a.s. for some c > 0. Then for all t ≥ t0, and for all θ ∈ U ,
Pθ(‖θ̂t − θ‖ ≥ ε) ≤

(
c−1/2L

)r
t

(1−y)r
2 exp

(
cε2ty/4

)
.

The exploration threshold in passive learning βU (δ, t), is selected to ensure that the
algorithm is (U, ε, δ)-PAC, and is defined in the following lemma.

Lemma 4.10. Let u > 0, and define the exploration threshold

βU (δ, t) = (1 + u) log

det
(
(uc)−1PAtP

> + Ir
) 1

2

δ

 . (4.13)

Under the stopping rule defined by (4.12)–(4.13) and under any sampling rule, we
have

Pθ
(
∃x ∈ X : θ>(φx,a?

θ
(x) − φx,âτ (x)) > ε, τ <∞

)
≤ δ.

4.3.5 Sample Complexity Guarantees
Next, we establish performance guarantees for the algorithms presented above. Our
algorithms achieve a sample complexity, matching (up to a universal multiplicative
constant) the approximated lower bound T ?θ,εkl(δ, 1 − δ) (or Tθ,ε(α)kl(δ, 1 − δ) in
the passive learning setting). These theoretical guarantees are asymptotic in nature
(for δ → 0) and they are proved in expectation and in probability (a.s.).

Theorem 4.3. The active learning algorithm defined by (4.3)-(4.4)-(4.6)-(4.7),
and whose sample complexity ensures (4.8), is (ε, δ)-PAC. Specifically, it satisfies

∀θ ∈ Rd, Pθ
(

lim sup
δ→0

τ

log( 1
δ )

. T ?θ,ε

)
= 1, and lim sup

δ→0

Eθ[τ ]
log( 1

δ )
. T ?θ,ε.

Theorem 4.4. Let U ⊆ Span(Φα). The passive learning algorithm defined by (4.11)-
(4.12) and satisfying the hypothesis of Lemma 4.9 is (U, ε, δ)-PAC. Specifically, it

satisfies ∀θ ∈ U , Pθ
(

lim sup
δ→0

τ

log( 1
δ )

. Tθ,ε(α)
)

= 1, and lim sup
δ→0

Eθ[τ ]
log( 1

δ )
. Tθ,ε(α).
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4.4 Experiments

4.4.1 Remote Electrical Tilt Optimization

LCB formulation for BPI of RET control policies. We use the system
model and performance metrics presented in Sec. 2.1. In LCB, the selected ac-
tion is a function of the context. The bad coverage and overshooting indicators
provide the context. Specifically, for sector s and time time t, the context is
xs,t = [1, RBC(s, t), NOS(s, t)] ⊆ [0, 1]3. In sector s and at time t, the ac-
tion as,t is chosen from the set A = {[1, 0, 0], [0, 1, 0], [0, 0, 1]}, representing tilting
the antenna up (up-tilt), keeping the same tilt (no-change), or tilting the antenna
down (down-tilt). The reward obtained for a given context and action corresponds to
the KPIs variations, weighted by the vector w = [wBC, wOS] ∈ R2

+. More precisely,
at time t in sector s, the reward is

ps,t = wBC(RBC(s, t)−RBC(s, t+ 1)) + wOS(NOS(s, t)−NOS(s, t+ 1)). (4.14)

The reward function is the same in all sectors, and we approximate it using a unique
linear model (x, a) 7→ φ>x,aθ + ξ. The feature vector for the (context, action) pair
(x, a) is defined as φx,a = vec (x⊗ a) ∈ R9 (the vector representation of the outer
product of x and a). Later in this section, we validate the accuracy of this linear
model, by fitting the model on data from different experiments.

It is worth emphasizing that the reward model is the same across sectors. Hence,
we can use the data gathered in any sector to learn the model θ and identify the
best policy. When applying a BPI algorithm, the successive data samples come from
various sectors, and the corresponding contexts can be considered as generated in
an i.i.d. manner, complying to the LCB framework.

Network simulator. We run the RET optimization experiments in a 4G simulation
environment. The simulation is executed on an urban network environment consisting
of B BSs, S sector antennas, and U UEs randomly positioned in the environment.
The network environment is shown in Fig. 4.1, and the simulation parameters are
reported in Table 4.1. Once the user positions and network parameters are provided,
the simulator computes the path loss in the urban environment using the Okomura-
Hata propagation model [70], and returns a set of KPIs and performance statistics
by conducting user association and resource allocation in a full-buffer traffic demand
scenario.

Learning process. At each time step t ≥ 1, the network environment generates a
new set of random antenna tilts vs,t, and user positions, for all s ∈ S. This yields
new values for NOS(s, t) and ROS(s, t), that represent the current context (see Sec.
4.4.1). Subsequently, the agent proposes a tilt change as,t, observes NOS(s, t+ 1)
and ROS(s, t + 1), and computes ps,t. The goal is to identify the best tilt change
as,t that, given the current context xs,t, produces improved network coverage and
capacity as described by the performance function ps,t in (4.14).
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Figure 4.1: Network environment (Adapted from [12]).

Optimal tilt update policy. The best tilt update policy depends on the KPIs
importance weight vector w. We show the impact of w on ps,t in Fig. 4.2. There,
we present the policy decision regions when varying NOS (s, t) and RBC (s, t), for
different values of w. From the figure it is possible to note that when both values of
NOS (s, t) and RBC (s, t) are low (i.e., there is an acceptable level of coverage and
capacity in the sector), the no-change action is optimal. For high values of NOS (s, t)
(i.e., when there is a problem in the capacity of the sector), the down-tilt action is
predicted to be the best. On the contrary, for high values of RBC (s, t), occurring
when there is a problem in the capacity of the sector, the up-tilt action becomes
optimal. Note that, based on the values of w, greater importance is given to RBC or
NOS in determining the decision regions.

Table 4.1: Simulator parameters.

Simulator parameter Symbol Value

Number of BSs B 7
Number of sectors S 21
Number of UEs U 2000
Carrier frequency f 1800 MHz
Antenna height h 32 m
Minimum tilt angle vmin 1◦

Maximum tilt angle vmax 16◦
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Figure 4.2: Policy decision regions for different values of w.

Algorithms. In the passive learning setting, in which the sampling rule is fixed,
we implement two types of sampling rules: (i) a random sampling rule, i.e., at(x) is
selected with probability αx,a = 1/K, for all (x, a) ∈ X ×A, and (ii) a rule-based
sampling rule, selecting actions according to the fuzzy logic algorithm proposed by
Buenostado et al. [9]. Note that, as opposed to the random sampling, the rule-based
one is deterministic, i.e., ∀x ∈ X , there exists a(x) ∈ A such that αx,a(x) = 1, and
for all a ∈ A \ {a(x)}, αx,a(x) = 0. For the passive learning setting, we use the
decision rule in (4.2) and the stopping rule in (4.4). For the active learning setting,
we use the tracking rule as specified in (4.6)-(4.7).

The algorithm parameters are fixed as u = 1 and c = 0.1, and we execute
our experiments for δ = 0.1 and ε ∈ {0.1, 0.05, 0.025}. We use w = [0.6, 0.4] in
our experiments. Since X is continuous, we use a discrete uniform mesh having
C = 20d bins to discretize it. We report the lower bound on the sample complexity in
terms of T ?θ,εkl(δ, 1− δ) and the empirical sample complexity in terms of mean and
standard deviation over Nsim = 103 runs. Note that to compute the characteristic
time T ?θ,ε, we use the parameter θ obtained by fitting observations to a linear model
as explained below.

Linear model validation. We present here results validating the linear model
used in this chapter. To validate the model, we use the dataset D, with N =
1, 125, 537 samples, collected while running the BPI algorithms. First, we split D
in a training-set Dtrain (80%) and a testing-set Dtest (20%), containing Ntrain =
900, 430 and Ntest = 225, 107 samples, respectively. Then, we fit a linear model θ by
computing the LSE solution on the samples contained in Dtrain. We measure the
Normalized Root Mean-Squared Error (NRMSE) on Dtest between the performance
function ps,t (see Sec. 4.4.1) and the fitted reward model rθs,t = θ>φxs,t,as,t . The
NRMSE is defined as NRMSE(θ) = 1

p̄

√
1

SNtest

∑S
s=1

∑Ntest
t=1 (ps,t − rθs,t)2, where

p̄ = maxs,t ps,t −mins,t ps,t is the range of ps,t.
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The NRMSE captures the deviation from the observed reward ps,t to the fitted
linear model reward rθs,t, normalized to the maximum signal power. We attain an
NRMSE equal to NRMSE(θ) = 0.15. Fig. 4.3 presents a sample of the fit between
ps,t and rθs,t from 100 randomly sampled data points from Dtest. As can be observed
from the figure, the fit is extremely accurate.

Figure 4.3: Comparison of ps,t and rθs,t on Dtest.

Results. The experimental results are shown in Table 4.2. Before commenting
these results, we note that both sampling rules (random and rule-based) in the
passive learning setting allow us to determine θ accurately, i.e., U = Rd. In fact,
with our formulation, and when the context space is large, it is easy to ensure
that U = Rd. In particular, it is sufficient to have ∀a ∈ A and ∃x ∈ X such that
pX (x)αx,a > 0, for i = 1, 2, 3. In our setting, both the random and rule-based
sampling rules satisfy this condition.

A first observation is that, as expected, an active learning approach yields
lower sample complexity than the passive learning approaches. This can be seen
for both the lower bounds and the actual sample complexity achieved under our
algorithms. Indeed, being active allows us to explore unexplored dimensions of θ
and in turn to identify the best policy faster. Further, we observe that collecting
data using a random policy yields better results than using the rule-based policy.
This can be easily explained by noting that the random policy explores more than
the rule-based policy and hence speeds up the learning process. Finally, we note
that the proposed algorithm (adaptive) exhibits a sample complexity close to the
corresponding information-theoretical limit (they differ from a small multiplicative
factor depending on the setting) and outperforms both the rule-based and passive
baselines. Also note that, as ε→ 0 the gap between the empirical sample complexity
and T ?ε,θ reduces. This is to be expected since, as explained in Sec. 4.2, T ?ε,θ log(1/δ)
is an approximation of the lower bound that is exact for ε = 0.
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Table 4.2: BPI results for RET optimization.

Sampling rule ε T ?θ,ε log(1/δ) Sample complexity

Rule-Based
0.10 123.58 246.16± 64.23
0.05 425.63 719.01± 142.93
0.025 1531.47 2384.03± 313.01

Random
0.10 69.40 240.58± 92.75
0.05 231.69 494.55± 89.89
0.025 1487.28 1857.50± 332.48

Adaptive
0.10 53.23 226.32± 52.73
0.05 214.83 444.51± 49.94
0.025 1286.38 1545.24± 212.93

4.4.2 Passive Learning: Synthetic Example

To conclude this section, we present experiments for the passive learning in LCBs
where the maximal learnable set U is strictly included in Rd. We consider a simplistic
example with d = 3, K = 2 and C = 3. Let θ = [1, 1, 1], and the feature vectors
be specified as φx1,a1 = e1 = [1, 0, 0], φx1,a2 = [0, 1 −∆, 0], φx2,a1 = e2 = [0, 1, 0],
φx2,a2 = [1 − ∆, 0, 0], φx3,a1 = [1, 0, 0], φx3,a2 = [0, 0, 1 − ∆], for some ∆ > 0.
Contexts have equal probabilities, i.e., pX (x) = 1/3 for all x ∈ X . It is easy to
see that for a deterministic sampling rule that selects actions at(x) = a1, for all
t ≥ 1 and x ∈ X , we have that Span(Φα) = Span(e1, e2). In particular, the third
component of θ is not learnable. In this case, we focus on learning the best policy
on the set U = Span(e1, e2). Now, for any sampling rule that selects actions with
non-zero probability, e.g., a uniform random policy, we have Span(Φα) = R3.

We conduct experiments to show the performance of our (U, δ)-PAC algorithm,
with U = Span(e1, e2) for the deterministic sampling rule and with U = R3 for a
uniform sampling rule. Results are shown in Table 4.3 for Nsim = 1000 independent
runs and for ∆ ∈ {0.5, 0.9, 1.5}. Observe that under the deterministic policy, we
have a lower information theoretical limit for the sample complexity than under the
uniform sampling rule. This is explained by the fact that under the deterministic
sampling rule, we just need to identify two components of θ.

Table 4.3: BPI results for the (U, δ)-PAC example.

Sampling Rule ∆ T ?θ (α) log(1/δ) Sample complexity

Deterministic
(U = Span(e1, e2))

1.5 13.81 50.70± 17.99
0.9 34.28 120.16± 42.74
0.5 124.33 491.40± 138.22

Random
(U = R3)

1.5 35.47 160.04± 52.83
0.9 102.16 456.63± 138.41
0.5 319.29 1654.73± 469.77
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4.5 Proofs

In this section, we present the proofs of the theoretical results in this chapter. We
mainly focus on the proofs in the active learning setting. For passive learning, since
the proofs can be established in a similar way, we will explain how to adapt the
related online learning proofs to the passive case.

The proofs of various intermediate results are similar to those of the corresponding
results for plain LBs presented in [41]. The main difference lies in the fact that, since
the sequence of contexts is random (not under our control), we can obtain results
with probabilistic guarantees only. This is for example the case for the growth rate
of the smallest eigenvalue of the covariates matrix (we could have deterministic
guarantees in absence of contexts [41]). In order to deal with this randomness, we
present the following lemma that provides a concentration result on the number of
times a context is observed, and that will be extensively applied in the proofs of the
remaining results.

Lemma 4.11. For any t ≥ 1, and ε > 0, we have

Pθ
(

max
x∈X

∣∣∣∣Nx(t)
t
− pX (x)

∣∣∣∣ ≥ ε) ≤ 2e− tε
2

4 .

Proof. The proof follows by applying the concentration result on vector-valued
martingales in [71, Th. 3.5]. Define Nt − tpX =

∑t
s=1 Ys, where Nt is the random

vector in N|X | with coordinates Nx(t) for x ∈ X , pX is the vector with coordinates
pX (x) that lies in ΛX = {pX (x) ∈ [0, 1]|X | :

∑
x∈X pX (x) = 1}, and Ys is an i.i.d.

and zero-mean random vector in R|X | with coordinates Ys(x) = 1{xs=x}− pX (x) for
x ∈ X . We have

‖Ys‖22 =
∑
x∈X

(1{xs=x} − pX (x))2

≤
∑
x∈X

(1{xs=x} + pX (x)2)

= 1 +
∑
x∈X

pX (x)2 ≤ 2.

Hence, the assumptions of [71, Th. 3.5] are satisfied with r = tε, D = 1, and b2∗ = 2t,
and we get

P
[
max
x∈X

∣∣∣∣Nx(t)
t
− pX (x)

∣∣∣∣ ≥ ε] = P
[
max
x∈X
|Nx(t)− tpX (x)| ≥ tε

]
= P (‖Nt − tpX ‖∞ ≥ tε)
≤ P (‖Nt − tpX ‖2 ≥ tε)

≤ 2e−tε
2/4.
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4.5.1 Proof of Theorem 4.1 and Tight Approximation

The proof of the theorem is obtained by adapting the classical change-of-measure
argument, first introduced in [67], to accommodate the LCB BPI setting.

Proof. We divide the proof in 4 steps:
1) The log-likelihood ratio. Let νθ and νµ be two LCB problems such that for all

(x, a) ∈ X ×A the distributions νθx,a and νµx,a are mutually absolutely continuous.
We define the log-likelihood ratio of the observation under algorithm (at, τ, âτ ), for
all T ≥ 1, as

Lθ,µT (x1, a1, r1, . . . , xT , aT , rT ) = log
(
fθ(x1, a1, r1, . . . , xT , aT , rT )
fµ(x1, a1, r1, . . . , xT , aT , rT )

)
=

T∑
t=1

log
(
fθ(rt|xt, at)
fµ(rt|xt, at)

)

=
T∑
t=1

∑
x,a

1{xt=x,at=a} log
(
fθx,a (rt)
fµx,a (rt)

)
.

(4.15)

2) The change of measure argument. Recall that the set of confusing parameters
is defined as

Bε(θ) ,
{
µ ∈ Rd : ∃x ∈ X ,∀b ∈ Aε(θ, x), µ>(φx,a?µ(x) − φx,b) > ε

}
.

Define the event

Eθ =
{
∀x ∈ X , θ>(φx,a?

θ
(x) − φx,âτ (x)) < ε

}
= {∀x ∈ X , âτ (x) ∈ Aε(θ, x)} ,

and note that, since the algorithm is (ε, δ)-PAC, it holds that

Pθ(Eθ) ≥ 1− δ,

and ∀µ ∈ Bε(θ)
Pµ(Eθ) ≤ δ.

The last inequality follows from the fact that ∀µ ∈ Bε(θ) we have Aε(θ, x) ∩
Aε(µ, x) = ∅, and hence Aε(θ, x) ⊆ Acε(µ, x). This in turn implies

Pµ(Eθ) = Pµ(∀x ∈ X , âτ (x) ∈ Aε(θ, x)) ≤ Pµ(∀x ∈ X , âτ (x) ∈ Acε(µ, x)) ≤ δ.

Therefore, by applying [35, Lem. 19], we obtain

∀µ ∈ Bε(θ), E
[
Lθ,µτ

]
≥ kl (1− δ, δ) . (4.16)
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3) The expected log-likelihood ratio. Taking the expectation of (4.15), we get

Eθ
[
Lθ,µτ

]
= Eθ

 ∞∑
t=1

1{τ>t−1}
∑
(x,a)

1{xt=x,at=a} log
(
fθx,a (rt)
fµx,a (rt)

)
= Eθ

 ∞∑
t=1

Eθ

∑
(x,a)

1{τ>t−1}1{xt=x,at=a} log
(
fθx,a (rt)
fµx,a (rt)

)∣∣∣∣Ft−1


= Eθ

[ ∞∑
t=1

∑
x,a

1{τ>t−1}1{xt=x,at=a}Eθ

[
log
(
fθx,a (rt)
fµx,a (rt)

)∣∣∣∣Ft−1

]]

=
∑
x,a

Eθ

[ ∞∑
t=1

1{τ>t−1}1{xt=x,at=a}KL(νθx,a, νµx,a)
]

=
∑
x,a

Eθ [Nx,a(τ)] KL(νθx,a, νµx,a),

where we used the fact that the events {xt = x, at = a}, {τ > t − 1} ∈ Ft−1,

noted that Eθ
[
log
(
fθx,a(Yx,a,t)
fµx,a(Yx,a,t)

)]
= KL(νθx,a, νµx,a), and introduced Nx,a(τ) =∑τ

t=1 1{xt=x,at=a}. Under Gaussian noise, we obtain

Eθ
[
Lθ,µτ

]
= 1

2(θ − µ)>
(∑
x,a

Eθ [Nx,a(τ)]φx,aφ>x,a

)
(θ − µ) (4.17)

4) Optimizing the lower bound. By combining (4.16) and (4.17), we obtain

inf
µ∈Bε(θ)

1
2(θ − µ)>

(∑
x,a

Eθ [Nx,a(τ)]φx,aφ>x,a

)
(θ − µ) ≥ kl(1− δ, δ). (4.18)

We may further note that

inf
µ∈Bε(θ)

1
2(θ − µ)>

∑
(x,a)

Eθ [Nx,a(τ)]φx,aφ>x,a

 (θ − µ)

= E[τ ] inf
µ∈Bε(θ)

1
2(θ − µ)>

(∑
x,a

Eθ [Nx,a(τ)]
Eθ [Nx(τ)]

Eθ [Nx(τ)]
Eθ [τ ] φx,aφ

>
x,a

)
(θ − µ)

= Eθ[τ ] inf
µ∈Bε(θ)

1
2(θ − µ)>

(∑
x,a

αx,apX (x)φx,aφ>x,a

)
(θ − µ)

≤ E[τ ] sup
α∈Λ

inf
µ∈Bε(θ)

1
2(θ − µ)>

(∑
x,a

αx,apX (x)φx,aφ>x,a

)
(θ − µ)

= E[τ ] sup
α∈Λ

inf
µ∈Bε(θ)

1
2‖θ − µ‖

2
A(α),

(4.19)



4.5. Proofs 51

where we introduced the matrix A(α) =
∑
x,a αx,apX (x)φx,aφ>x,a, the conditional

context-action proportions αx,a = Eθ [Nx,a(τ)] /Eθ [Nx(τ)], the context-action sim-
plex Λ = {α ∈ [0, 1]|X |×|A| : ∀x ∈ X ,

∑
a∈A αx,a = 1} and where we noted that

pX (x) = Eθ[Nx(τ)]
Eθ[τ ] . Here, α ∈ Λ may be interpreted as the asymptotic action propor-

tions conditioned on the observed context, i.e., the fraction of times that action a is
selected given that context x is observed. Now, let ψθ,ε(α) = infµ∈Bε(θ) 1

2‖θ−µ‖
2
A(α),

and ψ?θ,ε = supα∈Λ ψθ,ε(α). We may write the lower bound as

E[τ ] ≥ (ψ?θ,ε)−1kl(1− δ, δ) (4.20)

Tight approximation. Now, we analyze the optimization problem defining
ψθ,ε(α) to determine an approximation of the lower bound (4.20). First, note
that set of confusing parameters may decomposed as

Bε(θ) =
{
µ ∈ Rd : ∃x ∈ X ,∀b ∈ Aε(θ, x), µ>(φx,a?µ(x) − φx,b) > ε

}
=
⋃
x∈X

{
µ ∈ Rd : ∀b ∈ Aε(θ, x), µ>(φx,a?µ(x) − φx,b) > ε

}
=
⋃
x∈X

⋃
a∈Acε(θ,x)

{
µ ∈ Rd : ∀b ∈ Aε(θ, x), µ>(φx,a − φx,b) > ε

}
=
⋃
x∈X

⋃
a∈Acε(θ,x)

Bε(θ, x, a),

where we introduce Bε(θ, x, a) =
{
µ ∈ Rd : ∀b ∈ Aε(θ, x), µ>γxa,b ≤ −ε

}
and recall

that γxa,b = φx,b − φx,a. Hence, we can write

ψθ,ε(α) = min
x∈X

min
a∈Acε(θ,x)

inf
µ∈Bε(θ,x,a)

‖θ − µ‖2A(α).

Define ω = θ − µ, and note that we can rewrite the constraint

µ>γxa,b ≤ −ε ⇐⇒ ω>γxa,b > (θ>γxa,b + ε).

Formulate the optimization problem

inf
ω

1
2ω
>A(α)ω

s.t. ∀b ∈ Aε(θ, x), ω>γxa,b ≥ θ>γxa,b + ε.
(4.21)

Note that the problem in (4.21) is a Quadratic Program (QP) with |Aε(θ, x)| linear
constraints. Although the problem can be solved numerically (e.g., by interior point
or active set methods), the solution cannot be easily expressed in closed form.
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Specifically the constraints defining the feasible region complicate the solution to
the problem and make it computationally expensive for a large number of contexts. In
order to get a closed-form solution we rather focus on solving a relaxed optimization
problem. Such problem is constructed by relaxing the set of confusing parameters as

Bε(θ) =
⋃
x∈X

⋃
a∈Acε(θ,x)

{
µ ∈ Rd : ∀b ∈ Aε(θ, x), µ>(φx,a − φx,b) > ε

}
(4.22)

⊆
⋃
x∈X

⋃
a∈Acε(θ,x)

{
µ ∈ Rd : ∃b ∈ Aε(θ, x, a), µ>(φx,a − φx,b) > ε

}
(4.23)

=
⋃
x∈X

⋃
a∈Acε(θ,x)

⋃
b∈Aε(θ,x,a)

{
µ ∈ Rd : µ>(φx,a − φx,b) > ε

}
(4.24)

=
⋃
x∈X

⋃
a∈Acε(θ,x)

⋃
b∈Aε(θ,x,a)

B̄ε(θ, x, a) (4.25)

where we define B̄ε(θ, x, a) =
{
µ ∈ Rd : ∃b ∈ Aε(θ, x), µ>γxa,b ≤ −ε

}
. Hence, we

focus on solving the following relaxed optimization problem:

ψ̄θ,ε(α) = min
x∈X

min
a∈Acε(θ,x)

inf
µ∈B̄ε(θ,x,a)

‖θ − µ‖2A(α).

Now, define ψ̄?θ,ε = supα∈Λ ψ̄θ,ε(α), and note that

Bε(θ, x, a) ⊆ B̄ε(θ, x, a)⇒ ψ̄?θ,ε ≤ ψ?θ,ε ⇒ (ψ?θ,ε)−1 ≤ (ψ̄?θ,ε)−1.

Hence, by solving the convex program ψ̄θ,ε(α) we obtain an upper bound of the
lower bound on the expected sample complexity defined in (4.20).

By defining ω = µ− θ, ψ̄θ,ε(α) can be rewritten explicitly as

inf
ω∈Rd

1
2ω
>A(α)ω

s.t. ∃b ∈ Aε(θ, x), ω>γxa,b ≥ θ>γxa,b + ε.

(4.26)

To simplify the notation, let γ = γxa,b. We can then write the Lagrangian of the
optimization problem in (4.26) as

L(ω, ρ) = 1
2ω
>A(α)ω + ρ

(
−γ>ω + γ>θ + ε

)
,

with Lagrange multipliers ρ ∈ R. Imposing the optimality conditions leads to the
following system of equations:

∇ωL(ω, ρ) = A(α)ω − ργ = 0
ρ∂L(ω,ρ)

∂ρ = ρ(−γ>ω + γ>θ + ε) = 0
γ>ω ≥ γ>θ
ρ ≥ 0

. (4.27)



4.5. Proofs 53

Let ρ 6= 0⇒ (−γ>ω + γ>θ + ε) = 0. For A(α) � 0, solving for ω in the first of the
Eq. in (4.27) and substituting in the second of the Eq. in (4.27), we get

ρ = γ>θ + ε

‖γ‖2A(α)−1
.

Note that, since ρ > 0, we have a feasible solution to the optimization problem. It
is easy to see that the optimal solution is

ω? = (γ>θ + ε)A(α)−1γ

‖γ‖2A(α)−1
.

Hence, by plugging ω? into the objective, we may conclude that

ψ̄?ε,θ = (T ?θ,ε)−1 =

sup
α∈Λ

min
x∈X

min
a∈Acε(θ,x)

min
b∈Aε(θ,x,a)

(θ>γxa,b+ε)
2

2‖γx
a,b
‖2
A(α)−1

if A(α) � 0

0 otherwise

is an upper bound of the lower bound, i.e. (ψ?ε,θ)−1 ≤ T ?θ,ε.

4.5.2 Proof of Theorem 4.2 and Tight Approximation
Proof. The proof follows closely the one of Theorem 4.1. The main differences in
the steps of the proof are highlighted in the following:

1. At step 1 (the log-likelihood ratio), we consider the log-likelihood ratio Lθ,µT
in (4.15) between two parameters θ, µ ∈ U , .

2. At step 2 (the change of measure argument), a similar change of measure
argument to the one presented in Theorem 4.1, leads to

∀µ ∈ Bε(θ) ∩ U E
[
Lθ,µτ

]
≥ kl (1− δ, δ) .

3. At step 3 (the expected log-likelihood ratio), we can rewrite the expected
log-likelihood ratio by following similar steps to Theorem 4.1 as:

Eθ
[
Lθ,µτ

]
= 1

2(θ − µ)>
(∑
x,a

Eθ [Nx,a(τ)]φx,aφ>x,a

)
(θ − µ), (4.28)

where now θ and µ are vectors in the linear subspace U rather than Rd.

4. At step 4, by optimizing the lower bound for the confusing parameters µ ∈
Bε(θ) ∩ U , we obtain E[τ ] ≥ (ψθ,ε(α))−1kl(1− δ, δ), where

ψθ,ε(α) = inf
µ∈Bε(θ)∩U

1
2‖θ − µ‖

2
A(α). (4.29)

Note that, here the context-action proportions α ∈ Λ are not under the control
of the algorithm.
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Tight approximation. The derivation of an approximation to the optimization
problem in (4.29) follows the one for active learning. We note that, since θ ∈ U
and µ ∈ Bε(θ) ∩ U ⊆ U , there exists a matrix P ∈ Rr×d, whose columns contain
an orthonormal basis (u1, . . . , ur) of U , and two vectors of coordinates y, z ∈ Rr,
such that we can write θ = P>y =

∑r
i=1 yiui, and µ = P>z =

∑r
i=1 ziui. Now, by

following a similar approach to the relaxation of the set of confusing parameters
(4.22) in Theorem 4.1, we can formulate a relaxed objective w.r.t. (4.29) as

inf
y∈Rr

1
2‖y − z‖

2
PA(α)P>

s.t. ∃b ∈ Aε(θ, x), y>Pγxa,b ≤ −ε.
(4.30)

Now, by following a similar approach to Theorem 4.1 for the relaxation of the set of
confusing parameters, and for the solution to the relaxed optimization problem, we
get that

ψ̄ε,θ(α) = (Tθ,ε(α))−1 = min
x∈X

min
a∈Acε(θ,x)

min
b∈Aε(θ,x,a)

(θ>γxa,b + ε)2

2‖P>γxa,b‖2(P>A(α)P )†
.

4.5.3 Proof of Lemma 4.1
The proof of this lemma is similar to the ones presented in [41, Lem. 1 & Lem. 2]
for plain LBs. The main difference lies in the fact that for (ε, δ)-identification, as
opposed to the lemmas in [41], we do not require the best action to be unique. In fact,
for (ε, δ)-PAC identification, the set of ε-optimal actions may contain an arbitrary
number of actions (up to K). The key point here is that the set of ε-optimal actions,
that in turn determines the set of confusing parameters, must be defined as an open
set. This avoids degenerate cases and is sufficient to ensure the continuity of ψ̄θ,ε(α).

Proof. 1) Continuity of ψ̄θ,ε(α): Let (θt, αt)t≥1 be a sequence taking values in Rd×Λ,
and converging to (θ, α). Recall from Sec. 4.2 the definition of set of confusing pa-
rameters B̄ε(θ) =

{
µ ∈ Rd : ∃x ∈ X ,∃b ∈ Aε(θ, x), µ>(φx,a?µ(x) − φx,b) > ε

}
. Since

(θt, αt) converges to (θ, α), there exists υ < ε, such that for some t1 ≥ 1 : ∀t ≥ t1,
‖(θ, α) − (θt, αt)‖ < υ. Also, since Aε(θ, x) is defined as an open set ∀x ∈ X , we
have for all t ≥ t1, B̄ε(θt) = B̄ε(θ). Now, define gµ(θ, α) , ‖µ − θ‖2A(α), and note
that gµ(θ, α) is a polynomial in (θ, α), and hence, is continuous. As a consequence,
there exists t2 ≥ 1 : ∀t ≥ t2, |gµ(θ, α)− gµ(θt, αt)| ≤ υgµ(θ, α). With our choice of
υ and for t ≥ max{t1, t2}, we get∣∣ψ̄θ,ε(α)− ψ̄θt,ε (αt)

∣∣ =
∣∣∣∣ min
µ∈Bε(θ)

gµ(θ, α)− min
µ∈Bε(θ)

gµ (θt, αt)
∣∣∣∣

≤ υ
∣∣∣∣ min
µ∈Bε(θ)

gµ(θ, α)
∣∣∣∣

≤ υ|ψ̄θ,ε(θ, α)|.
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2) Invertibility of A(α?θ): By continuity of ψ̄θ,ε(α) in α and compactness of Λ, there
exists α?θ ∈ C?ε (θ). To verify that A(α?θ) � 0, note that ∀µ ∈ B̄ε(θ). Since by
assumption we have Span(Φ) = Rd, we may construct an allocation α̃ ∈ Λ such that
A(α̃) � 0. Note that, by construction of B̄ε(θ), there exists M > 0 such that ∀µ ∈
B̄ε(θ) we have ‖θ−µ‖ > M , which in turn implies that ψθ,ε(α̃) ≥M2λ1(A(α̃)) > 0.

3 & 4) Convexity, Compactness and Upper Hemicontinuity of C?ε (θ) & Continuity
of ψ̄?θ,ε in θ: The result follows from an application of Berge’s theorem [72]. We
have that ψ̄θ,ε(α) is continuous in (θ, α), Λ is compact, convex, and non-empty, and
ψ̄θ′,ε(·) is concave in α for any θ′ ∈ Rd in an open neighborhood of θ′. Hence, the
hypothesis of Berge’s theorem are satisfied and the result follows.

4.5.4 Proof of Lemma 4.2

This lemma follows naturally from the application of the Kiefer-Wolfowitz equivalence
theorem in [73] and a triangular inequality. It generalizes [39, Prop. 3] to the LCB
and (ε, δ)-PAC case.

Proof. We distinguish two cases:

1. For ε > 0, we have

T ?θ,ε = inf
α∈Λ

max
x∈X

max
a6∈Aε(θ,x)

max
b∈Aε(θ,x,a)

‖γxa,b‖2A(α)−1

(θ>γxa,b + ε)2

≤ inf
α∈Λ

max
x∈X

max
a6∈Aε(θ,x)

max
b∈Aε(θ,x,a)

‖γxa,b‖2A(α)−1

4ε2

≤ inf
α∈Λ

max
x∈X

max
a6∈Aε(θ,x)

4‖φx,a‖2A(α)−1

4ε2 ≤ d

ε2 .

2. For ε = 0 (δ-PAC), we have

T ?0,θ = inf
α∈Λ

max
x∈X

max
a6=a?

θ
(x)

‖γxa,a?
θ
(x)‖

2
A(α)−1

(θ>γxa,a?
θ
(x))2

≤ inf
α∈Λ

max
x∈X

max
a6=a?

θ
(x)

‖γxa,a?
θ
(x)‖

2
A(α)−1

∆2
min

≤ inf
α∈Λ

max
x∈X

4‖φx,a‖2A(α)−1

∆2
min

≤ 4d
∆2

min
.

By combining the two cases above, the result automatically follows.
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4.5.5 Proof of Lemma 4.4

The proof of the stopping rule is inspired by the ones for MAB in (ε, δ)-PAC
identification [74] and plain linear bandits [41]. The main step of the proof is to
show that the probability of the error event, in which the stopping condition is
satisfied and there is a context for which the algorithm outputs an ε-suboptimal arm,
is smaller than δ. Importantly, the exploration threshold β(δ, t) does not depends
on the number of contexts but only on the dimension d. This is mainly because in
LCBs, selecting an arm in any context provides additional statistical information
about arms in other contexts.

Proof. The result is obtained by (i) upper bounding Zx(t) in terms of θ̂t and
(ii) applying the concentration results for self-normalized processes by [69]. First
note that, under the Gaussian noise assumption, the density may be written
as fθ (rt, at, xt . . . , r1, a1, x1) ∝ exp

(
− 1

2
∑t
s=1

(
rs − θ>φxs,as

)2). By a straightfor-
ward extension of [41, Lem. 7], we may write Zxa,b,ε(t) in closed form as

Zxa,b,ε(t) = sign
(
θ̂>t γ

x
b,a + ε

) (θ̂>t γxb,a + ε
)2

2‖γxb,a‖2A−1
t

,

where θ̂t is the LS estimator defined in (4.2). Observe that, ∀x ∈ X , we have

min
b6=ât(x)

Zxât(x),b,ε(t) ≥ max
a∈Aε(θ̂t,x)

min
b6=a

Zxa,b,ε(t).

This is because, by definition, we have that Zxε (t) = maxa∈Aε(θ̂t,x) minb6=a Zxa,b,ε(t)
and ât(x) ∈ argmaxa∈Aε(θ̂t,x) minb6=a Zxa,b,ε(t). Define the event

E =
{
∃t, ∃x : Zxε (t) > β(δ, t) and θ>(φx,a?

θ
(x) − φx,ât(x)) > ε and At � cId

}
=
{
∃t,∃x : max

a∈Aε(θ̂t,x)
min
b6=a

Zxa,b,ε(t) > β(δ, t) and θ>(φx,a?
θ

(x) − φx,ât(x)) > ε and At � cId

}
⊆
{
∃t,∃x : Zxât(x),a?

θ
(x),ε > β(δ, t) and θ>(φx,a?

θ
(x) − φx,ât(x)) > ε and At � cId

}
.

On the event E , it holds that there exists x ∈ X such that θ̂>t (φx,ât(x)−φx,a?
θ
(x)) ≥ −ε,

and θ>(φx,ât(x) − φx,a?
θ
(x)) < −ε. Thus, we have

max{
µ:µ>(φx,ât(x)−φx,a?

θ
(x))≥−ε

} fµ (rt, at, xt . . . , r1, a1, x1) = f θ̂ (rt, at, xt . . . , r1, a1, x1) ,

max{
µ:µ>(φx,ât(x)−φx,a?

θ
(x))≤−ε

} fµ (rt, at, xt . . . , r1, a1, x1) ≥ fθ (rt, at, xt . . . , r1, a1, x1) .
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Hence, by monotonicity of the log function, we get

Zxât(x),a?
θ
(x),ε = log


max{

µ∈Rd:µ>(φx,ât(x)−φx,a?
θ

(x))≥−ε
} fµ (rt, at, xt . . . , r1, a1, x1)

max{
µ∈Rd:µ>(φx,ât(x)−φx,a?

θ
(x))≤−ε

} fµ (rt, at, xt . . . , r1, a1, x1)


≤ log

(
f θ̂t(rt, at, xt . . . , r1, a1)
fθ(rt, at, xt . . . , r1, a1)

)

= 1
2‖θ − θ̂t‖

2
At .

We have shown that

E ⊆
{
∃t ∈ N+,∃x ∈ X : 1

2‖θ − θ̂t‖
2
At > β(δ, t) and At � cId

}
.

The rest of the proof would be aimed at showing that P[E ] ≤ δ. We note that for
any u > 0, we have (1 + u)(At + cuId)−1 � A−1

t . Hence, we may write

‖θ̂t − θ‖2At =
∥∥∥∥∥

t∑
s=1

φxs,asξs

∥∥∥∥∥
2

A−1
t

≤ (1 + u)
∥∥∥∥∥

t∑
s=1

φxs,asξs

∥∥∥∥∥
2

(At+ucId)−1

.

Hence, we have that

E ⊆

∃t ∈ N+,∃x ∈ X : 1
2(1 + u)

∥∥∥∥∥
t∑

s=1
φxs,asξs

∥∥∥∥∥
2

(At+ucId)−1

≥ β(δ, t)

 ,

and with the choice

β(δ, t) = (1 + u) log
(

det
(
(uc)−1At + Id

)1/2
δ

)
,

it follows directly from [69, Lem. 9] that P[E ] ≤ δ.

4.5.6 Proof of Lemma 4.8
Proof. The closed-form solution of ZxU,ε,a,b(t) is derived by following a similar
approach to [41, Lem. 7]. The main difference is that the passive GLR in (4.9) is
defined with respect to parameters θ ∈ U . Hence, we may write θ = P>y, where
P ∈ Rr×d is the orthonogonal matrix defined in 4.2, and y ∈ Rr is an vector in the
r-dimensional space. Under the Gaussian noise assumption, we can write the density

fθ (rt, at, xt, . . . , r1, a1, x1) =
t∏

s=1
fθxs,as(rs) ∝ exp

(
−1

2

t∑
s=1

(
rs − y>Pφxs,as

)2)
.
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Because of the monotonicity of the exp function, we may rewrite the problem

miny∈Rr 1
2
∑t
s=1

(
rs − y>Pφxs,as

)2
s.t. y>Pγxb,a ≥ −ε

which is a convex program. The Karush–Kuhn–Tucker conditions give us
PAtP

>y − P
∑t
s=1 φxs,asrs + ρPγxb,a = 0

−ε− y>Pγxb,a ≤ 0
ρ
(
ε+ y>Pγxb,a

)
= 0

ρ ≥ 0

, (4.31)

where ρ is the Lagrange multiplier associated with the inequality constraint of the
problem. When PAtP> � 0, we define θ̂U,t = P>

(
PAtP

>)−1
P
(∑T

s=1 φxs,asrs

)
∈

U. From the optimality conditions in (4.31), it follows that, by assuming PAtP> � 0,
the Lagrange multiplier is either 0, in which case the solution is θ̂U,t or is positive
and equal to

ρ =
(γxb,a)>P (PA−1

t P>)P>
(∑T

s=1 φxs,asrs

)
‖γxb,a‖(PAtP>)−1

.

Hence, we get a feasible solution that is equal to

θ?1 = P>y?1 =

 θ̂U,t if θ̂>U,tγxb,a ≥ −ε
θ̂U,t +

(
−ε− θ̂>U,tγxb,a

)
(PA>P )t−1γxb,a+ε
‖Pγx

b,a
‖(PAtP>)−1

otherwise

Similarly, the solution to the problem max{θ∈Rd:θ>γx
a,b
≥ε}

∏t
s=1 f

θ
xs,as(rs), can be

derived as

θ?2 = P>y?2 =

 θ̂U,t if θ̂>U,tγxb,a ≤ −ε
θ̂U,t +

(
−ε− θ̂>U,tγxb,a

)
(PAtP>)−1γxb,a+ε
‖Pγx

b,a
‖(PAtP>)−1

otherwise

Hence, the passive GLR can be expressed as

ZU,a,b,ε(t) = 1
2 (θ?1 − θ?2)>At

(
2θ̂U,t − θ?1 − θ?2

)
= sign

(
θ̂>U,tγ

x
b,a + ε

) (
θ̂>U,tγ

x
b,a + ε

)2

2‖Pγxb,a‖(PAtP>)−1
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4.5.7 Proof of Lemma 4.10
Proof. The proof for the passive learning stopping rule guarantee is similar to the
one for active learning in Lemma 4.4. First, by Lemma 4.8 we can write ZxU,ε,a,b(t)
in closed form as expressed in (4.9). Note that, by definition of ZU,ε(t) we have

min
b6=âU,t(x)

ZxU,âU,t(x),b,ε(t) ≥ max
a∈Aε(θ̂t,x)

min
b6=a

Zxa,b,ε(t).

By following a similar steps to the ones in the proof of Lemma 4.4, we can show
that ∀θ ∈ U , we have

E =
{
∃t,∃x : ZxU,ε(t) > βU (δ, t) and θ>(φx,a?

θ
(x) − φx,ât(x)) > ε and PAtP

> � cId
}

⊆
{
∃t ∈ N+,∃x ∈ X : 1

2‖θ − θ̂U,t‖
2
PAtP>

> βU (δ, t) and PAtP
> � cId

}
.

The rest of the proof will show that P[E ] ≤ δ. We note that for any u > 0, we have
(1 + u)(PAtP> + cuIr)−1 � (PAtP>)−1. Hence, we may write

‖θ̂t − θ‖2PAtP> =
∥∥∥∥∥

t∑
s=1

φxs,asξs

∥∥∥∥∥
2

(PAtP>)−1

≤ (1 + u)
∥∥∥∥∥

t∑
s=1

φxs,asξs

∥∥∥∥∥
2

(PAtP>+ucIr)−1

.

Hence, we have that

E ⊆

∃t ∈ N+,∃x ∈ X : 1
2(1 + u)

∥∥∥∥∥
t∑

s=1
φxs,asξs

∥∥∥∥∥
2

(PAtP>+ucIr)−1

≥ βU (δ, t)

 ,

and with the choice

βU (δ, t) = (1 + u) log
(

det
(
(uc)−1PAtP

> + Ir
)1/2

δ

)
,

it follows directly from [69, Lem. 9] that P[E ] ≤ δ.

4.5.8 Proof of Lemma 4.5
The proof of this lemma is similar to that of the forced exploration for LB presented
in [41, Lem. 5], but there are crucial differences. As opposed to the deterministic
result proved in [41], due to the random nature of the context arrivals and the fact
that the feature vectors for context x spans a different subspace of dimension dx ≤ d,
the forced exploration may not be guaranteed at each time step. Hence, we prove
a probabilistic (and stronger) result on the growth of the minimum eigenvalue by
leveraging Lemma 4.11.
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Proof. Let t > 0, and for all x ∈ X define Ix(t) = {ik ∈ [1, t] : xik = x}, the set
of indices at which context x is observed, with k ∈ {1, . . . , Nx(t)}. Note that, for
all x ∈ X , we have dx = inf{k > 0 :

∑k
j=1 φx,aij φ

>
x,aij

� fx(t)}. Fix an x ∈ X , and
assume that there exists k0(x) > dx such that

k0(x)∑
j=1

φx,aij φ
>
x,aij

� fx(k0(x)) and
k0(x)+1∑
j=1

φx,aij φ
>
x,aij

≺ fx(k0(x) + 1).

Let k1(x) = inf
{
k > k0(x) :

∑k
j=1 φx,aij φ

>
x,aij

� fx(k)
}

, and note that for all k
such that k0(x) ≤ k ≤ k1(x), we have

k∑
j=1

φx,aij φ
>
x,aij

�
k0(x)∑
j=1

φx,aij φ
>
x,aij

� f(k0(x)).

Let Mx = 1√
dx

∑
ax∈Ax φx,axφ

>
x,ax . For k1(x) ≥ k0(x) + dx + 1, we have

k1(x)∑
j=1

φx,aij φ
>
x,aij

�
k0(x)+dx+1∑

j=1
φx,aij φ

>
x,aij

�
k0(x)+1∑
j=1

φx,aij φ
>
x,aij

+
∑

ax∈Ax

φx,axφ
>
x,ax

=
k0(x)+1∑
j=1

φx,aij φ
>
x,aij

+Mx

√
dx

�
k0(x)∑
j=1

φx,aij φ
>
x,aij

+Mx

√
dx

� fx (k0(x)) +Mx

√
dx.

However, we have

k0(x) ≥ 1
4

(
dx + 1

dx
+ 2
)

=⇒
√
k0(x) + dx + 1 +

√
k0(x) ≥

√
dx + 1√

dx

=⇒ fx (k0(x)) +Mx

√
dx � fx (k0(x) + dx + 1) .

Therefore, if k0(x) ≥ 1
4

(
dx + 1

dx
+ 2
)
, then it holds that k1(x) ≤ k0(x) + dx + 1.

Therefore, we have shown that ∀x ∈ X , and for Nx(t) ≥ 1
4

(
dx + 1

dx
+ 2
)

+ dx + 1,
we have

Nx(t)∑
k=1

φx,aikφ
>
x,aik

�Mx

√
Nx(t)− dx − 1



4.5. Proofs 61

Let us define t0 = inf
{
t ≥ 0 : ∀x ∈ X , Nx(t) ≥ 1

4

(
dx + 1

dx
+ 2
)

+ dx + 1
}

and let
pmin = min

x∈X
pX (x). By Lemma 4.11, ∀ε ∈ (0, pmin) and ∀t ≥ t0, we get

Pθ

Nx(t)∑
k=1

φx,aikφ
>
x,aik

�Mx

√
(pX (x)− ε)t− dx − 1

 ≥ 1− 2e− tε
2

4 .

Hence, w.p. at least 1− 2e− tε
2

4 , we get

At =
∑
x∈X

∑
ik∈Ix

φx,aikφ
>
x,aik

�
∑
x∈X

(
Mx

√
(pX (x)− ε)t− dx − 1

)

=
∑
x∈X

√
(pX (x)− ε)t− (dx + 1)

dx

∑
ax∈Ax

φx,axφ
>
x,ax

�
∑
x∈X

√
(pX (x)− ε)t− (dx + 1)

dx
cId.

� min
x∈X

√
(pX (x)− ε)t− (dx + 1)

dx
cId.

Now, let x? = arg minx∈X
√

(pX (x)−ε)t−(dx+1)
dx

, 0 < κ < c
√

pX (x?)−ε
dx?

, and t′0 =inf t : t ≥

 √
dx?+1
dx√

pX (x?)−ε
dx?

−κ

2. We have that for all t ≥ t1 = max{t0, t′0(κ)} we

have
√

(pX (x?)−ε)t−(dx?+1)
dx?

≥ κ
c

√
t. Hence, we have proved that ∃t1, κ : ∀t ≥ t1 we

have that
Pθ
(

1√
t
At � κId

)
≥ 1− 2e− tε

2
4 .

4.5.9 Proof of Lemma 4.6
Proof. Define for x ∈ X , the projection operator projx(·) that takes α ∈ C as input,
and outputs αx, the K-dimensional vector that contains the component of α relative
to the context x. Let Cx = {αx : αx = projx(α),∀α ∈ C}. Note that, since C ⊂ Λ is
convex and non-empty, we have that each of the sets Cx, for x ∈ X , is also convex.
Also, note that

∃t0 : ∀t ≥ t0, d∞(α,C) ≤ ε⇒ ∀t ≥ t0,∀x ∈ X , d∞(αx, Cx) ≤ ε.
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Now, define for all x ∈ X , and t ∈ N+ such that Nx(t) ≥ 1

ᾱx(t) = 1
Nx(t)

t∑
s=1

αx(s)1{xs = x},

α̂x(t) = arg min
α′∈Cx

d∞(ᾱx(t), α′),

vx(t) = arg min
α′∈Cx

d∞(αx(t), α′).

Observe that, for all (x, a) ∈ X ×A, we have∣∣∣∣∣ 1
Nx(t)

(
t∑

s=1

αx,a(s)−
t∑

s=1

vx,a(s)

)
1{xs = x}

∣∣∣∣∣
≤ 1
Nx(t)

t0∑
s=1

|αx,a(s)− vx,a(s)|1{xs = x}+ 1
Nx(t)

t∑
s=t0+1

|αx,a(s)− vx,a(s)|1{xs = x}

≤ Nx(t0)
Nx(t) + Nx(t)−Nx(t0)

Nx(t) ε.

By Lemma 4.11, ∀κ ∈ (0, pmin), and w.p. at least 1− 2e− tκ
2

4 , we get

c1(κ)t ≤ Nx(t) ≤ c2(κ)t,

with c1(κ) = (pX (x) − κ) and c2(κ) = (pX (x) + κ). Hence we get, w.p. at least
1− 2e− tκ

2
4 , that∣∣∣∣∣ 1

Nx(t)

(
t∑

s=1
αx,a(s)−

t∑
s=1

vx,a(s)
)
1{xs = x}

∣∣∣∣∣ ≤ t0
tc1

+(t− t0)
tc1

ε = c

(
t0
t

+ t− t0
t

ε

)
,

where we defined c = 1
c1

. Hence, ∀t ≥ t′0 = t0
ε and ∀x ∈ X , we have that

d∞

(
ᾱx(t), 1

Nx(t)

t∑
s=1

vx(s)1{xs = x}

)
≤ 2cε.

By convexity of Cx, we have 1
Nx(t)

∑t
s=1 vx(s)1{xs = x} ∈ Cx. Hence, we may

conclude that

∀x ∈ X ,∀t ≥ t′0 d∞(ᾱx(t), α̂x(t)) ≤ d∞

(
ᾱx(t), 1

Nx(t)

t∑
s=1

vx(s)1{xs = x}

)
≤ 2cε.

Now, define for all t ≥ 1, εx,a,t = Nx,a(t)−Nx(t)α̂x,a(t), the events

E1(t, x) =
{
a = argmin

a∈supp(ᾱx(t))
{Nx,a(t)−Nx(t)ᾱx,a(t)}

}
,

E2(t, x) = {Ax(t) ≺ fx(t) and a = ax(it(x))} .



4.5. Proofs 63

The rest of the proof will show that ∃c′(κ) > 0, ∃t′′0 ≥ t′0 such that for all t ≥ t′′0 , for
all (x, a) ∈ X ×A, and with probability at least 1− 2e− tκ

2
4 , we have

{at+1(x) = a} ⊆ E1(t, x) ∪ E2(t, x) ⊆ {εx,a,t ≤ c′tε}.

We differentiate two cases:
Case 1: Let x ∈ X . If {at+1(x) = a} ⊆ E1(t, x), we have

εx,a,t = Nx,a(t)−Nx(t)α̂x,a(t)
= Nx,a(t)−Nx(t)ᾱx,a(t) + tᾱx,a(t)−Nx(t)α̂x,a(t)
≤ Nx,a(t)−Nx(t)ᾱx,a(t) + cεt

≤ min
a∈supp(ᾱx(t))

Nx,a(t)− tᾱx,a(t) + 2cεt

≤ 2tcε,

where the last inequality holds because
∑
a∈supp(ᾱx(t))Nx,a(t)−Nx(t)ᾱx,a(t) ≤ 0.

Hence, we have that E1(t, x) ⊆ {εx,a,t ≤ 2ctε}, ∀x ∈ X .
Case 2: Let x ∈ X . If {at+1(x) = a} ⊆ E2(t, x), we have a ∈ Ax. Define

Nx,a,1(k) =
k∑
s=1

1{xk = x and ak(x) = a and Ax(k − 1) ≺ fx(k − 1)},

Nx,a,2(k) =
k∑
s=1

1{xk = x and ak(x) = a and Ax(k − 1) � fx(k − 1)}.

Note that Nx,a(k) = Nx,a,1(k) + Nx,a,2(k), and by definition of the forced ex-
ploration sampling rule, it follows that for all x ∈ X it holds Nx,a,1(k) − 1 ≤
minax∈Ax Nx,ax,1(k) ≤ Nx,a,1(k). Since the event E2(t, x) holds, we observe that

(Nx,a,1(t)− 1)λdx

( ∑
ax∈Ax

φx,axφ
>
x,ax

)
≤ min
ax∈Ax

Nx,ax,1(t)λdx

( ∑
ax∈Ax

φx,axφ
>
x,ax

)

≤ λdx

(
t∑

s=1
φxs,asφ

>
xs,as1{xs = x}

)

< fx(t) =

√
Nx(t)
dx

λdx

( ∑
ax∈Ax

φx,axφ
>
x,ax

)

Hence, we obtain Nx,a,1(t) ≤
√
Nx(t)/dx + 1. Let k ≤ t be the largest integer

such that Nx,a,2(k) = Nx,a,2(k − 1) + 1. Note that at such k the event E1(k − 1, x)
must hold by definition of Nx,a,2(k − 1), and we have Nx,a,2(t) = Nx,a,2(k) =
Nx,a,2(k − 1) + 1 and ak(x) = argmin

a∈supp(ᾱx(k−1))
Nx,a(k − 1)− kᾱx,a(k − 1).



64 Identifying Optimal RET Policies in Linear Contextual Bandits

We also have

εx,a,t = Nx,a,t −Nx(t)α̂x,a(t)
= Nx,a,1(t) +Nx,a,2(t)−Nx(t)α̂x,a(t)
≤
√
Nx(t)/dx + 1 +Nx,a,2(t)−Nx(t)α̂x,a(t)

≤
√
c2t/dx + 1 +Nx,a,2(t)−Nx(t)α̂x,a(t).

If k− 1 ≤ t′0, then we have Nx,a,2(k) ≤ t′0, otherwise E1(x, k− 1) holds, and we have

Nx,a,2(t) = 1 +Nx,a,2(k − 1)− (k − 1)α̂x,a(k − 1) + (k − 1)α̂x,a(k − 1)
≤ 1 + 2(k − 1)cε+ (k − 1)α̂x,a(k − 1).

Hence, we get

εx,a,t ≤
√
c2t/dx + 1 + max{t′0, 1 + 2(k− 1)cε+ (k− 1)α̂x,a(k− 1)−Nx(t)α̂x,a(t)},

and since

(k − 1)α̂x,a(k − 1)−Nx(t)α̂x,a(t) =(k − 1)α̂x,a(k − 1)− (k − 1)ᾱx,a(k − 1)
+(k − 1)ᾱx,a(k − 1)−Nx(t)α̂x,a(t)
≤(k − 1)α̂x,a(k − 1)− (k − 1)ᾱx,a(k − 1)
+Nx(t)ᾱx,a(t)−Nx(t)α̂x,a(t)
≤2(k − 1)cε+ 2Nx(t)ε
≤2ctε+ 2c2tε
≤2(c+ c2)tε

we can conclude that

εx,a,t ≤
√
c2t/dx+1+max{t′0, 1+2t(c2+2c)ε} ≤

√
t/dx+1+max{t′0, 1+2(1+2c)tε}.

Hence for t ≥ t′′0 = max
{

9
c′2ε2d ,

3t′0
c′ε ,

6
c′ε

}
it holds that εx,a,t ≤ c′tε and thus

E2(x, t) ⊆ {εx,a,t ≤ c′tε}, for some c′ ≥ 2(1 + 2c). Thus we have proved that for our
choice of t′′0 , c′ and for all t ≥ t′′0 , for all (x, a) ∈ X ×A, we have

{at+1 = a} ⊆ E1(t, x) ∪ E2(t, x) ⊆ {εx,a,t ≤ c′tε},

Note that, since c ≥ 1, we may pick c′ = 6. This results in t′′0 = max
{

1
4ε2d ,

t′0
2ε ,

1
ε

}
.

Now, by [36, lemma 17], for all (x, a) ∈ X ×A, it holds that for all t ≥ t′′0
εx,a,t ≤ max{εx,a,t′′0 , 2t(c2 + 2c)ε+ 1} ≤ max{t′′0 , 6tε+ 1}.

We note that for all t ≥ 0, we have ᾱx(t− 1) ⊆ ᾱx(t). Hence we have∑
a∈supp(ᾱx(t))∪Ax

εx,a,t =
∑

a∈A\ supp(ᾱx(t))∪Ax

tα̂x,a(t) ≥ 0.
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Let zt,x = | supp(ᾱx(t)) \ Ax|, and zt = maxx∈X | supp(ᾱx(t)) \ Ax| and note that

∀x ∈ X ,∀a ∈ supp(ᾱx(t)) ∪ Ax, εx,a,t ≤ max (t′′0 , c′tε+ 1)
∀x ∈ X ,∀a ∈ supp(ᾱx(t)) ∪ Ax, εx,a,t ≥ − (zt,x + d− 1) max (t′′0 , c′tε+ 1) ,
∀x ∈ X ,∀a ∈ A\ supp(ᾱx(t)) ∪ Ax, 0 ≥ εx,a,t ≥ −c2tε,

which implies for all t ≥ t′′0
max

(x,a)∈X×A
|εx,a,t| ≤ (zt + d− 1) max {t′′0 , 6tε+ 1} ≤ (zt + d− 1) max {t′′0 , 7} .

This finally implies that for t1(ε, κ) = 1
c1(κ)ε max{t′′0 , 7}, we have for all t ≥ t1,

d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

)
≤ d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , α̂(t)

)
= max

(x,a)∈X×A
|Nx,a(t)/Nx(t)− α̂x,a(t)|

= max
(x,a)∈X×A

∣∣∣∣ εx,a,tNx(t)

∣∣∣∣
≤ max

(x,a)∈X×A

∣∣∣∣ εx,a,tc1(κ)t

∣∣∣∣ ≤ (zt + d− 1) ε.

More precisely, we have

t1(ε, κ) = max
{

1
4c1(κ)dε3 ,

t0(ε)
2c1(κ)ε3

1
c1(κ)ε2 ,

7
c1(κ)ε

}
. (4.32)

4.5.10 Proof of Lemma 4.7
Proof. Fix ε > 0. By Lemma 4.1, there exists g(q) > 0 such that for all θ′ that
satisfies ‖θ′ − θ‖ ≤ g(q), we have supα∈Cε(θ′) d∞(α,C?ε (θ)) ≤ ε/2. By Lemma 4.3,
θ̂t converges to θ a.s. Hence, there exists t0 ≥ 1 such that for all t ≥ t0 we have

‖θ̂t − θ‖ ≤ g(q).
The condition (4.8) implies that there exists t1 ≥ 1, and a sequence of integers
(h(t))t≥1 such that, ∀t ≥ t1 we have h(t) ≥ `(t) ≥ t, and d∞(α(t), C?ε (θ̂h(t))) < ε/2.
Hence, for all t ≥ max{t0, t1}, we get

d∞ (α(t), C?ε (θ)) ≤ d∞
(
α(t), C?ε

(
θ̂h(t)

))
+ max
α∈C?ε (θ̂h(t))

d∞ (α,C?ε (θ)) < ε.

Hence, limt→∞ d∞ (α(t), C?ε (θ)) = 0 a.s., and by Lemma 4.6, we can automatically
conclude that

lim
t→∞

d∞

((
Nx,a(t)
Nx(t)

)
(x,a)∈X×A

, C?ε (θ)
)

= 0, a.s.
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4.5.11 Proof of Theorem 4.3
We divide the proof for the guarantee in probability (a.s.) and the one in expectation.
The Proof of Theorem 4.4 for the passive learning setting can be similarly established.

Proof. 1) Guarantee in probability. Define the event

E =
{
d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

?
ε (α)

)
−→
t→∞

0 and θ̂t −→
t→∞

θ
}
,

By Lemma 4.3 and Lemma 4.7, the event E holds with w.p. 1. As described in Sec.
4.2, an equivalent way to define (T ?θ,ε)−1 is through the convex program ψ̄?θ,ε =
supα∈Λ ψ̄θ,ε(α), where ψ̄θ,ε(α) = minx∈X mina∈Acε(θ,x) infµ∈B̄ε(θ,x,a) ‖θ − µ‖2A(α),

and B̄ε(θ, x, a) =
{
µ ∈ Rd : ∃b ∈ Aε(θ, x), µ>γxa,b ≤ −ε

}
. By continuity of ψ̄θ,ε

(Lemma 4.1), there exist a q > 0, and an open neighborhood V(q) of {θ} × C?ε (θ),
such that for all (θ′, α′) ∈ V(q), we have that

ψ̄θ′,ε(α′) ≥ (1− q)ψ̄θ,ε(α?),

for some α?θ ∈ C?ε (θ). Since E holds, there exists t0 ≥ 1 such that for all t ≥ t0 we
have that

(
θ̂t, (Nx,a(t)/Nx(t))(x,a)∈X×A

)
∈ N (q). Hence, for t ≥ t0 we have

ψ̄θ̂t,ε

(
(Nx,a(t)/Nx(t))(x,a)∈X×A

)
≥ (1− q)ψ̄θ,ε (α?) . (4.33)

Also observe that, ∀x ∈ X , it holds

Zxε (t) = max
a∈Aε(θ̂t,x)

min
b6=a

(θ̂>t (φx,a − φx,b) + ε)2

2 (φx,a − φx,b)>A−1
t (φx,a − φx,b)

≥ max
a∈Aε(θ̂t,x)

min
b∈Acε(θ̂t,x,a)

(θ̂>t (φx,a − φx,b) + ε)2

2 (φx,a − φx,b)>A−1
t (φx,a − φx,b)

≥ min
a∈Aε(θ̂t,x)

min
b∈Acε(θ̂t,x,a)

(θ̂>t (φx,a − φx,b) + ε)2

2 (φx,a − φx,b)>A−1
t (φx,a − φx,b)

≥ min
a∈Aε(θ̂t,x)

min
b∈Acε(θ̂t,x,a)

(θ̂>t (φx,b − φx,a) + ε)2

2 (φx,b − φx,a)>A−1
t (φx,b − φx,a)

= tψ̄θ̂t,ε

(
(Nx,a(t)/Nx(t))(x,a)∈X×A

)
,

where the last inequality follows since the sets of ordered pairs S1 = {(a, b) : a ∈
Acε(θ, x), b ∈ Aε(θ, x, a)} and S2 = {(a, b) : b ∈ Acε(θ, x), a ∈ Acε(θ, x, b)} coincide.
Hence, in light of the fact (4.33), and for t ≥ t0, we get

min
x∈X

Zxε (t) ≥ min
x∈X

min
a∈Aε(θ̂t,x)

min
b∈Acε(θ̂t,x,a)

(θ̂>t γxa,b + ε)2

2‖γxa,b‖A−1
t

= t(1− q)ψ̄θ,ε(α?θ).
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By Lemma 4.5, for all ε ∈ (0, pmin), there exist κ > 0, t1(κ, ε) ≥ 1 such that for
all t ≥ t1, we have At �

√
tκId with probability at least 1− 2e−ε2t/4 for some κ > 0.

By an immediate application of the first Borel-Cantelli Lemma, we obtain that the
event

{
At 6�

√
tκId i.o.

}
holds with probability 0. Therefore, with probability 1,

there exists t2 ≥ 0 such that for all t ≥ t2, At �
√
tκId � cId. Let t ≥ max{t0, t2},

we have

τ = inf
{
t ∈ N+ : ∀x ∈ X , Zxε (t) > β(δ, t) and At � cId

}
≤ max{t0, t1, t2} ∨ inf

{
t ∈ N+ : t(1− q)ψ̄θ,ε (α?θ) > β(δ, t) and At � cId

}
≤ max{t0, t1, t2} ∨ inf

{
t ∈ N+ : tψ̄θ,ε (α?θ) >

κ1

1− q log
(
κ2t

γ

δ

)
and At � cId

}
. max

{
t0, t1, t2,

1
1− q T

?
θ,ε log

(
1
δ

)}
,

where κ1, κ2, γ are positive constant appearing in the definition of β(δ, t) in (4.5),
and we used [36, Lem. 18] for δ sufficiently small in the last inequality. By letting
q → 0, we get

Pθ

(
lim sup
δ→0

τ

log
( 1
δ

) . T ?ε,θ

)
= 1.

2) Guarantee in expectation. The proof of the guarantee in expectation is more
complex. It proceeds using similar arguments as in [41, Th. 3]. First, we construct
an event ET under which, for all t ≥ T , the stopping time is well-behaved. The event
includes the probabilistic results for the tracking and forced exploration rules in
Lemma 4.5 and Lemma 4.6. One can then show that the probabilities of the events
under which the sample complexity is not well-behaved are negligible. The proof is
concluded by giving an upper bound on the expected sample complexity.

Step 1: By continuity of ψ̄θ,ε (Lemma 4.1), there exists g1(q) > 0 such that for
all θ′ ∈ Rd and α′ ∈ Λ, we have{

‖θ′ − θ‖ ≤ g1(q)
d∞ (α′, C?ε (θ)) ≤ g1(q)

=⇒
∣∣ψ̄θ,ε (α?θ)− ψ̄θ′,ε (α′)

∣∣ ≤ q(T ?θ,ε)−1 , (4.34)

for any α?θ ∈ argminα∈C?ε (θ) d∞(α′, α). By the continuity properties of C?ε (θ) (Lemma
4.1), there exists g2(q) > 0 such that, for all θ′ ∈ Rd, we have

‖θ′ − θ‖ ≤ g2(q)⇒ sup
α′′∈C?ε (θ′)

d∞(α′′, C?ε (θ)) ≤ g1(q)
2(K − 1) .

Let g(q) = min{g1(q), g2(q)}. Now, we proceed to construct T0, and an event ET
with T ≥ T0, under which for all t ≥ T we have

‖θ̂t − θ‖ ≤ g(q)⇒ d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

?
ε (α)

)
≤ g1(q).
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Define for T ≥ 1 the events

E1,T =
∞⋂

t=`(T )

{‖θ − θ̂t‖ ≤ g(q)}

E2,T =
∞⋂
t=T

{
inf
s≥`(t)

d∞

(
α(t), C?ε

(
θ̂s

))
≤ g1(q)

4(K − 1)

}

⊆
∞⋂
t=T

{
∃s ≥ `(t) : d∞

(
α(t), C?ε

(
θ̂s

))
≤ g1(q)

2(K − 1)

}

E3,T =
∞⋂
t=T

{
d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

?
ε (θ)

)
≤ (zt + d− 1) g1(q)

K − 1

}

⊆
∞⋂
t=T

{
d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

?
ε (θ)

)
≤ g1(q)

}
E4,T =

∞⋂
t=T

{
At � c

√
tId

}
Under the event E1,T ∩ E2,T , we have for all t ≥ T , there exists s ≥ `(t) such that

d∞ (α(t), C?ε (θ)) ≤ d∞
(
α(t), C?ε

(
θ̂s

))
+ max
α′∈C?ε (θ̂s)

d∞ (α′, C?ε (θ))

<
g1(q)

2(K − 1) + g1(q)
2(K − 1) = g1(q)

K − 1 .

By Lemma 4.6, there exists t1(q1, κ) ≥ T such that the event{
d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

?
ε (θ)

)
≤ g1(q)

}
,

holds with probability at least 1 − 2e−Tκ
2

4 . Specifically, we have that t1(q1, κ) =
max

{
1

4c1(κ)dq3
1
, T

2c1(κ)q3
1
, 1
c1(κ)q2

1
, 7
c1(κ)q1

}
. For T ≥ max

{
2q1, 14q2

1 , 1/2d
}

we have
t1(q1, κ) = d T

2c1(κ)q3
1
e. Hence, defining for T ≥ d1/(2c1(κ)q3

1)e, the event

ET = E1,d2c1q3
1Te ∩ E2,d2c1q3

1Te ∩ E3,d2c1q3
1Te,

we have shown that exists T0(κ, q1) such that for all T ≥ T0(κ, q1), it holds that

∀t ≥ T,
∥∥θ − θ̂t∥∥ ≤ g(q)⇒ d∞

(
(Nx,a(t)/Nx(t))(x,a)∈X×A , C

?
ε (θ)

)
≤ g1(q). (4.35)

Finally, combining the implication (4.35) with the fact that (4.34) holds under ET ,
we conclude that for T ≥ T0 we have

ψ̄θ̂t,ε

(
(Nx,a(t)/Nx(t))(x,a)∈X×A

)
≥ (1− q)ψ̄?θ,ε. (4.36)
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Step 2: Now, by Lemma 4.5, we have that, for all T ≥ T1(c), the event{∑t
s=1 φxs,asφ

>
xs,as � c

√
tId

}
holds with probability at least 1 − 2e−Tc

2
4 , where

c is a constant independent of δ. Now we note that for all t ≥ T1(c) we have
Zxε (t) ≥ tψ̄θ̂t,ε

(
(Nx,a(t)/Nx(t))(x,a)∈X×A

)
. Under the event ET we have that (4.36)

holds, and we obtain
Zxε (t) ≥ t(1− q)(T ?θ,ε)−1.

Hence, under ET , and for T ≥ max{T0, T1}, we get

τ = inf
{
t ∈ N+ : ∀x ∈ X , Zxε (t) > β(δ, t) and At � cId

}
≤
{
t ≥ T : ∀x ∈ X , Zxε (t) > β(δ, t)

}
≤ T ∨ inf

{
t ∈ N+ : ∀x ∈ X , t(1− q)T ?θ,ε > β(δ, t)

}
≤ T ∨ inf

{
t ∈ N+ : ∀x ∈ X , t(1− q)T ?θ,ε > κ1 log(κ2t

γ/δ)
}
,

where κ1, κ2, γ appears in the definition of β(δ, t) in (4.5). Applying [36, Lem. 18]
leads to

inf
{
t ∈ N+ : ∀x ∈ X , t(1− q)T ?θ,ε > k1 log(k2t

γ/δ)
}
≤ T2(δ),

where T ?2 (δ) = k1
1−qT

?
θ,ε log(1/δ) + o(log(1/δ)). Hence, for T ≥ max{T0, T1, T

?
2 (δ)}

we get ET ⊆ {τ ≤ T}. Let T ?3 (δ) = max{T0, T1, T
?
2 (δ)}. Then for T ≥ T ?3 (δ)

τδ ≤ τδ ∧ T ?3 (δ) + τδ ∨ T ?3 (δ) ≤ T ?3 (δ) + τδ ∨ T ?3 (δ),

and taking the expectation of the above inequality

E[τδ] ≤ T ?3 (δ) + E[τδ ∨ T ?3 (δ)]

Now, observe that

E [τ ∨ T ?3 (δ)] =
∞∑
T=0

P (τ ∨ T ?3 (δ) > T )

=
∞∑

T=T?3 (δ)+1

P (τ ∨ T ?3 (δ) > T )

=
∞∑

T=T?3 (δ)+1

P(τ > T )

≤
∞∑

T=T?3 (δ)+1

P (EcT )

≤
∞∑

T=T0∨T1

P (EcT ) .
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Hence, we have shown that

E[τ ] ≤ k1

1− q T
?
θ,ε log(1/δ) + o(log(1/δ)) + T0 ∨ T1 +

∞∑
T=T0∨T1

P (EcT ) .

Step 3: The next step is to show that
∑∞
T=T0∨T1

P (EcT ) <∞ and it can be upper-
bounded by a universal constant independent of δ. For T ≥ T0 ∨ T1, by the union
bound we have

P (EcT ) ≤ P
(
Ec1,d2c1q3

1Te
)

+ P
(
Ec2,[2c1q3

1Te
)

We observe that there exists h(g1(q))/4(K − 1) > 0, and y > 0 such that for
T ≥ T0 ∨ T1,

P
(
Ec1,d2c1q3

1Te
)
≤

∞∑
t=d2c1q3

1Te
P
(

inf
s≥`(t)

d∞

(
α(t), C?

(
θ̂s

))
>

g1(q)
4(K − 1)

)

≤ h
(

g1(q)
4(K − 1)

) ∞∑
t=d2c1q3

1Te

1
t2+y

≤ h
(

g1(q)
4(K − 1)

)∫ ∞
d2c1q3

1Te−1

1
t2+y dt

≤ h
(

g1(q)
4(K − 1)

)
1

(1 + y) (d2c1q3
1T e − 1)1+y .

Hence, we obtain
∞∑

T=T0∨T1

P
(
Ec1,d2c1q3

1Te
)
<∞.

Also, using the union bound and Lemma 4.3, we observe that there exists strictly
positive constants c3, c4 independent of q and T , and such that

P
(
Ec2,d2c1q3

1Te
)
≤

∞∑
t=`(d2c1q3

1Te)
P
(∥∥∥θ − θ̂t∥∥∥ > g(q)

)

≤ c3
∞∑

t=`(d2c1q3
1Te)

td/4 exp
(
−c4g(q)2√t

)
.

For t large enough, we have that the function t 7→ td/4 exp
(
−c4g(q)2√t

)
is decreasing.

Also, since (`(t))t≥1 is non-decrasing, and limt→∞ `(t) =∞, we may find T2 ≥ T0∨T1
such that for all t ≥ T2 we have that t 7→ td/4 exp

(
−c4g(q)2√t

)
is decreasing on

[`(ε1T )− 1,∞). Thus for T ≥ T2, we get

P
(
Ec2,d2c1q3

1Te
)
≤ c3

∫ ∞
`(d2c1q3

1Te)−1
td/4 exp

(
−c4g(q)2√t

)
dt.
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Also, for some T3 ≥ T2 large enough, we may bound the integral for all T ≥ T3 as
follows∫ ∞
`(d2c1q3

1Te)−1
td/4 exp

(
−c4g(q)2√t

)
dt .

`
((⌈

2c1q3
1T
⌉)
− 1
)d/2+1

g(q)4 exp
(
c4g(q)2

√
` (d2c1q3

1T e)− 1
) .

Now the condition (4.8), ensures that there is a T4 ≥ T3 such that, for all T ≥ T4,
we can write.

P
(
Ec2,d2c1q3

1Te
)
.

`
((⌈

2c1q3
1T
⌉)
− 1
)d/2+1

g(q)4 exp
(
c4g(q)2

√
` (d2c1q3

1T e)− 1
) .

T d/2+1

exp
(
c5(ε)T γ/2

)
Therefore, shows obtain

∞∑
T=T0∨T1

P
(
Ec2,d2c1q3

1Te
)

=
T4∑

T=T0∨T1

P
(
Ec2,d2c1q3

1Te
)

+
∞∑

T=T4+1
P
(
Ec2,d2c1q3

1Te
)

.
T4∑

T=T0∨T1

P
(
Ec2,d2c1q3

1Te
)

+
∞∑

T=T4+1

T d/2+1

exp (c5(ε)Tγ/2)

<∞

where the last inequality follows from the fact that we can upper bound the infinite
sum by a Gamma function [75], which is convergent as long as γ > 0. Hence, we
can conclude that

∞∑
T=T0∨T1

P (EcT ) ≤
∞∑

T=T0∨T1

P
(
Ec1,d2c1q3

1Te
)

+ P
(
Ec1,d2c1q3

1Te
)
<∞.

We have shown that

E[τ ] ≤ k1

1− q T
?
θ,ε log(1/δ) + o(log(1/δ)) + T0 ∨ T1 +

∞∑
T=T0∨T1

P (EcT ) ,

where
∑∞
T=T0∨T1

P (EcT ) is independent of δ. Hence,

lim sup
δ→0

E [τδ]
log(1/δ) .

k1

1− q T
?
θ,ε.

By letting q → 0, we get the result.





Chapter 5

Conclusions

This chapter summarizes the results of the thesis and presents potential future
research directions.

5.1 Summary

The work presented in this thesis addresses the problem of RET optimization using
CBs methods.

In Chapter 3, we introduced a set of simple and effective offline off-policy learning
methods for RET optimization in the CB setting. In this setting, we formulated
learning objectives based on popular off-policy value estimators, and showed how to
optimize these objectives over a general class of parametrized policies. Extensive
experimental results on heterogeneous real-world 4G network data demonstrated the
empirical effectiveness of the proposed methodology: the off-policy learning process
converges to a local optima and the learned policies outperform the rule-based
logging policy used to collect the dataset. As opposed to learning methods based
on the use of simulators to devise an optimal policy, the proposed methods avoid
modeling errors and unsafe online exploration by training a policy completely offline,
on data obtained directly from the network. Hence, we claim that the proposed
solution provides a higher degree of safety and reliability with respect to online
learning methods.

In Chapter 4, we addressed, for the first time, the problem of BPI in LCB. We
derived sample complexity lower bounds and devised track-and-stop algorithms
achieving these fundamental limits in both the active and passive learning settings.
Specifically, in the active learning setting, the algorithm tracks the optimal allocations
suggested by the characteristic time T ?θ,ε; in the passive learning setting, given a
fixed allocation α, based on the GLR statistic, the algorithm stops and outputs the
best policy with a sample complexity matching the passive learning characteristic
time Tθ,ε(α). We applied the LCB framework to the RET optimization problem,
and demonstrated that our algorithms can identify the best tilt update policy using
much fewer samples than rule-based or näıve algorithms.
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5.2 Future Work

Based on the work presented in this thesis, we discuss potential future research
directions.

Distributed & Coordinated Learning. Regarding the agent(s) interaction
scheme, it would be interesting to investigate distributed learning approaches that
consider coordination between agents. The CBs learning settings employed in this
thesis are essentially centralized, i.e., they rely on the implicit assumption of the
existence of a central entity controlling the system and observing the data from all
the agents. However, the RET optimization problem, and many other problems in
network optimization, may be easily interpreted as distributed and decentralized
learning problems. In such problems, there are M distributed agents that cooperate
to maximize their cumulative reward [76]. Here, the adverse interactions between
different agents (collisions) can be accounted for through collision costs (e.g., when
a collision between two agents happens, the colliding agents are prevented from
observing their rewards). This model may be for example employed in CBs, where
the collisions would model tilt configurations that are harmful to the network per-
formance (e.g., tilt configuration yielding interference between neighboring sectors).
It would also be interesting to investigate methods that account for the cost of
communication between cooperative agents (e.g., in the multi-player bandits setting
[77]), since this cost may be considerably high, especially for large-scale networks.

Global vs Local policies. There are few interesting future directions that we
would like to investigate global versus local policies performance. In this thesis, we
devise policies that are unique and globally good across all sectors in the networks.
Such global policies have the advantage of speeding up learning, since data from all
the sectors can be used in the training process. However, this imposes limitations on
the performance of the learned policies for the specific sectors. To avoid this issue,
we may consider approaches that either leverage some similarity assumptions or
provide some trade-off between local and global performance when learning a policy.
For example, the multi-task setting, [78] allows to leverage similarities in contexts
for different actions to improve the ability to predict rewards of different clients. A
promising future direction would be to extend the LCB-BPI problem in Chapter
4 to the multi-task linear bandit setting, where M local models {θi}Mi=1 exist and
we assume some similarities between them (e.g., ∀(i, j) ∈ [M ]2, ‖θi − θj‖ ≤ ε).
Another category of approaches considers some degree of personalization in a
federated-learning fashion [79], by formulating a reward structure blending the local
(specific to a given sector) and global (specific to the global performance of the
network) rewards. These types of methods have the advantage of considering some
degree of personalization for the locally learned policy while retaining the speed-up
properties of globally learned policies.



Extensions to Other Network Optimization Applications. The CBs tech-
niques developed in this thesis for RET optimization may be extended to various
others SON optimization use cases. In fact, besides RET there are a plethora of ap-
plications that are currently optimized through traditional rule-based methods that
have significant potential for improvement when applying learning-based methods.
A straightforward adaptation would consider adapting the developed methods to
others BS antenna parameters such as antenna downlink power control, antenna
radiation pattern optimization, or vertical antenna azimuth control. Other network
optimization examples include millimeter-wave beam management for multiple
antenna systems [80], 5G link adaptation [81, 82], handover optimization [83].



Acronyms

ANN Artificial Neural Network.
BAI Best Arm Identification.
BPI Best Policy Identification.
BS Base Station.
CB Contextual Bandit.
CCO Coverage-Capacity Optimization.
DM Direct Method.
DR Doubly Robust.
FL Fuzzy Logic.
GLR Generalized Log-likelihood Ratio.
IPS Inverse Propensity Scoring.
KPI Key Performance Indicator.
LB Linear Bandit.
LCB Linear Contextual Bandit.
LSE Least-Squares Estimator.
MAB Multi-Armed Bandit.
MNO Mobile Network Operator.
MSE Mean-Squared Error.
O&M Operation & Management.
PAC Probably Approximately Correct.
QoS Quality of Service.
RET Remote Electrical Tilt.
RL Reinforcement Learning.
RSRP Reference Signal Received Power.
SNIPS Self Normalized Inverse Propensity Scoring.
SON Self-Organizing Network.
TA Timing Advance.
UE User Equipment.
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Notation

General

[N ] Shorthand for the set {1, . . . , N}

R Real numbers

R+ Stricly positive real numbers

N Non-negative integer numbers

N+ Strictly positive integer numbers

1{·} Indicator function⋃
,
⋂

Union and intersection

∅ Empty set

∼ Distributed according to

, Equal by definition to

∝ Proportional to

& Greater to up to a constant

Background

S Number of Sectors

B Number of Base Stations

U Number of User Equipment

t Time index (discrete)

N (s) Set of neighbors of sector s

s Sector index

ve Electrical tilt angle
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78 Notation

vm Mechanical tilt angle

vs,t Electrical tilt angle of sector s at time t

vmax Maximum tilt angle

vmin Minimum tilt angle

NOS(s, t) Overshooting factor of sector s at time t

NOL(s, t) Overlapping of sector s at time t

RBC(s, t) Bad coverage of sector s at time t

x Context

a Action

r, l Reward and loss functions

X Context space

A Action space

∆r,∆l Reward and loss distributions

µr, µl Mean of the reward and loss distributions

σ2
r , σ

2
l Variance of the reward and loss distributions

pX Probability distribution over the context space

P(A) Set of probability distributions over the action space

π Policy: mapping from X to P(A)

λ Logging policy

Dλ Logging dataset of size T

φ(x, a) Feature map for context x and action a

θ Unknown parameter specifying a LCB problem

RT Regret up to time horizon T

âτ (x) Decision rule a time τ for context x

at(x) Sampling rule at time t, for xt = x

τ Stopping time in the fixed-confidence setting

R(π) Risk of policy π
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Off-policy Learning

R̂(π) Risk estimator of policy π

π, π̂? Target policy and estimated optimal

λ, λ̂ Logging policy and estimated logging policy

l̂, l̂? Loss function estimator and estimated optimal

Eπ[·],Vπ[·] Expectation and variance defined w.r.t. actions sampled by policy π

Bias[·] Bias of ·

MSE(·) Mean Squared Error function of ·

M̂SE(·) Empirical Mean Squared Error function of ·

% Difference between loss function l and estimated loss function l̂

Π Policy space

F Class of functions.

w(x, a) Propensity weight for context x and action a

eCDF(·) Empirical cumulative distribution function

η Learning rate

Tbatch Batch size

Dtrain
λ Train dataset of size Ttrain

Dtest
λ Test dataset of size Ttest

u Policy parameter (p-dimensional real vector)

υ Loss estimator parameter (q-dimensional real vector)

c Vector of KPIs importance weights cBC, cOS, cOL

Best Policy Identification

δ Limit on the BPI error probability

ε Limit on the BPI accuracy

U ⊆ Rd Linear subspace of Rd

d Dimension of θ

r Dimension of the linear subspace U
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α Context-action proportions

Λ Simplex on the context-action space

Φα Set of feature vectors with positive support {φx,a : αx,a > 0}.

KL(·) Kullback-Leibler divergence

kl(a, b) Kullback-Leibler divergence of two Bernoulli distributions with means
a, b

Bε(θ) Set of confusing parameters w.r.t. parameters (ε, θ)

K Number of actions

C Number of contexts

Ht History of context-action-loss observations up to time t

Ft σ-algebra generated by Ht
d∞(α, α′) Distance between two context-action proportions α and α′

d∞(α,C) Distance between a context-action proportion to the set C ⊆ Λ

λi(M) Denote the i-th smallest eigenvalue of matrix M

Id Identity matrix of dimension d

∆min Minimum context-action gap.

P Orthogonal Matrix containing the basis vector of U

Nx(t) Number of contexts observed up to time t

Nx,a(t) Number of times at = a is selected when xt = x

T ?θ,ε Characteristic time in the active learning settings

Tθ,ε(α) Characteristic time in the passive learning settings

Pθ,Eθ Probability and expectation of the observations generated under θ

At Covariates matrix at time t.

θ̂t Least squares estimator of θ after having observed t samples.

Zxa,b,ε,U (t) Passive Generalized Log-Likelihood Ratio Test for samples up to time t

β, βU Exploration thresholds in the active and passive learning settings

Zxa,b,ε(t) Active Generalized Log-Likelihood Ratio Test for samples up to time t

ps,t Performance function for sector s and time t

wBC, wOS Bad coverage and overshooting importance weight vectors
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and Immaculada Serrano. Fault compensation algorithm based on handover
margins in LTE networks. EURASIP Journal on Wireless Communications
and Networking, 2016.

[16] Alexander Engels, Michael Reyer, Xiang Xu, Rudolf Mathar, Jietao Zhang, and
Hongcheng Zhuang. Autonomous self-optimization of coverage and capacity in
LTE cellular networks. IEEE Transactions on Vehicular Technology, 2013.

[17] Pablo A. Sanchez Ordonez, Salvador Luna-Ramirez, and Matias Toril. A
computationally efficient method for qoe-driven self-planning of antenna tilts
in a LTE network. IEEE Access, 2020.

[18] Yaxi Liu, Wei Huangfu, Haijun Zhang, and Keping Long. An efficient stochastic
gradient descent algorithm to maximize the coverage of cellular networks. IEEE
Transactions on Wireless Communications, 2019.

[19] Cong Shen, Ruida Zhou, Cem Tekin, and Mihaela van der Schaar. Generalized
global bandit and its application in cellular coverage optimization. IEEE
Journal of Selected Topics in Signal Processing, 2018.

[20] Chaima Dhahri and Tomoaki Ohtsuki. Antenna parameters optimization in
self-organizing networks: Multi-armed bandits with pareto search. In IEEE
86th Vehicular Technology Conference (VTC Fall), 2017.



Bibliography 83

[21] Eren Balevi and Jeffrey G. Andrews. Online antenna tuning in heterogeneous
cellular networks with deep reinforcement learning. IEEE Transactions on
Cognitive Communications and Networking, 2019.

[22] Ryan M. Dreifuerst, Samuel Daulton, Yuchen Qian, Paul Varkey, Maximilian
Balandat, Sanjay Kasturia, Anoop Tomar, Ali Yazdan, Vish Ponnampalam,
and Robert W. Heath. Optimizing coverage and capacity in cellular networks
using machine learning. In IEEE International Conference on Acoustics, Speech
and Signal Processing (ICASSP), 2021.

[23] Weisi Guo, Siyi Wang, Yue Wu, Jonathan Rigelsford, Xiaoli Chu, and Tim
O’Farrell. Spectral and energy-efficient antenna tilting in a hetnet using
reinforcement learning. In IEEE Wireless Communications and Networking
Conference (WCNC), 2013.

[24] Sascha Berger, Albrecht Fehske, Paolo Zanier, Ingo Viering, and Gerhard
Fettweis. Online antenna tilt-based capacity and coverage optimization. IEEE
Wireless Communications Letters, 2014.

[25] Filippo Vannella, Grigorios Iakovidis, Ezeddin Al Hakim, Erik Aumayr, and
Saman Feghhi. Remote electrical tilt optimization via safe reinforcement
learning. In 2021 IEEE Wireless Communications and Networking Conference
(WCNC), 2021.

[26] Erik Aumayr, Saman Feghhi, Filippo Vannella, Ezeddin Al Hakim, and Grig-
orios Iakovidis. A safe reinforcement learning architecture for antenna tilt
optimisation, 2021.

[27] Rouzbeh Razavi, Siegfried Klein, and Holger Claussen. A fuzzy reinforcement
learning approach for self optimization of coverage in LTE networks. In Bell
Lab. Tech. J. John Wiley & Sons, Inc., 2010.

[28] Fan Shaoshuai, Hui Tian, and Cigdem Sengul. Self-optimization of coverage
and capacity based on a fuzzy neural network with cooperative reinforcement
learning. EURASIP Journal on Wireless Communications and Networking,
2014.

[29] Maxime Bouton, Hasan Farooq, Julien Forgeat, Shruti Bothe, Meral Shirazipour,
and Per Karlsson. Coordinated reinforcement learning for capacity optimization
in mobile networks. In Private Communication, 2012.

[30] Alexandros Nikou, Anusha Mujumdar, Marin Orlic, and Aneta Vulgarakis
Feljan. Safe RAN control: A symbolic reinforcement learning approach, 2021.

[31] John Langford and Tong Zhang. The epoch-greedy algorithm for multi-armed
bandits with side information. In Advances in Neural Information Processing
Systems 20, 2008.



84 Bibliography

[32] Lihong Li, Wei Chu, John Langford, and Robert E. Schapire. A contextual-
bandit approach to personalized news article recommendation. In WWW. ACM,
2010.

[33] Bing Liu, Tong Yu, Ian R. Lane, and Ole J. Mengshoel. Customized nonlinear
bandits for online response selection in neural conversation models. AAAI
Press, 2018.

[34] Herman Chernoff. Sequential Design of Experiments. The Annals of Mathe-
matical Statistics, 1959.
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