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Abstract

Recognition of pain in animals is important because pain compromises
animal welfare and can be a manifestation of disease. This is a difficult task
for veterinarians and caretakers, partly because horses, being prey animals,
display subtle pain behavior, and because they cannot verbalize their pain.
An automated video-based system has a large potential to improve the con-
sistency and efficiency of pain predictions.

Video recording is desirable for ethological studies because it interferes
minimally with the animal, in contrast to more invasive measurement tech-
niques, such as accelerometers. Moreover, to be able to say something mean-
ingful about animal behavior, the subject needs to be studied for longer than
the exposure of single images. In deep learning, we have not come as far for
video as we have for single images, and even more questions remain regarding
what types of architectures should be used and what these models are actu-
ally learning. Collecting video data with controlled moderate pain labels is
both laborious and involves real animals, and the amount of such data should
therefore be limited. The low-data scenario, in particular, is under-explored
in action recognition, in favor of the ongoing exploration of how well large
models can learn large datasets.

The first theme of the thesis is automated recognition of equine pain. Here,
we propose a method for end-to-end equine pain recognition from video, find-
ing, in particular, that the temporal modeling ability of the artificial neural
network is important to improve the classification. We surpass veterinarian
experts on a dataset with horses undergoing well-defined moderate experi-
mental pain induction. Next, we investigate domain transfer to another type
of pain in horses: less defined, longer-acting and lower-grade orthopedic pain.
We find that a smaller, recurrent video model is more robust to domain shift
on a target dataset than a large, pre-trained, 3D CNN, having equal perfor-
mance on a source dataset. We also discuss challenges with learning video
features on real-world datasets.

Motivated by questions arisen within the application area, the second
theme of the thesis is empirical properties of deep video models. Here, we
study the spatiotemporal features that are learned by deep video models in
end-to-end video classification and propose an explainability method as a tool
for such investigations. Further, the question of whether different approaches
to frame dependency treatment in video models affect their cross-domain
generalization ability is explored through empirical study. We also propose
new datasets for light-weight temporal modeling and to investigate texture
bias within action recognition.

Keywords: Equine pain, computer vision for animals, deep learning, deep
video models, spatiotemporal features, video understanding, action recognition,
frame dependency, video data, end-to-end learning, temporal modeling
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Sammanfattning

Smärtigenkänning hos djur är viktigt för att smärta begränsar djurs välfärd
och kan vara ett sjukdomsuttryck. Att känna igen smärta är en sv̊ar upp-
gift för veterinärer och djurskötare, delvis för att hästar, i egenskap av by-
tesdjur, visar subtilt smärtbeteende, och för att de inte kan verbalisera sin
smärta. Ett automatiserat videobaserat system har stor potential att förbättra
överensstämmelsen och effektiviteten av smärtdiagnostik.

Videoinspelning är önskvärt som datainsamlingsmetod för etologiska stu-
dier för att det stör djuret minimalt, till skillnad fr̊an mer invasiva tekniker
s̊asom rörelsesensorer. För att kunna säga n̊agot meningsfullt om djurbeteende
behöver dessutom subjektet studeras längre än exponeringen för en stillbild.
I djupinlärning har vi inte kommit lika l̊angt för video som för stillbilder,
och ännu fler fr̊agor återst̊ar ang̊aende vilka arkitekturer som bör användas
och vad dessa modeller faktiskt lär sig. Att samla in videodata med kontrol-
lerad och m̊attlig smärtinduktion är b̊ade arbetsamt och involverar riktiga
djur – mängden s̊adan data bör därför vara begränsad. Scenarier med be-
gränsad data är under-utforskade inom videoklassificering, till förmån för det
brett p̊ag̊aende undersökandet av hur bra stora modeller kan lära sig stora
datamängder.

Avhandlingens första tema är automatiserad igenkänning av hästens smärta.
Här föresl̊ar vi en metod för smärtigenkänning hos hästar, som opererar
början-till-slut p̊a r̊a videodata, och finner specifikt att förmågan att mo-
dellera tidsdimensionen hos data för artificiella neurala nätverk förbättrar
deras smärtigenkänningsförmåga. Vi överträffar veterinärexperter p̊a en da-
tamängd med hästar som genomg̊ar en väldefinierad måttlig experimentell
smärtinduktion. Därefter undersöker vi domänöverföring till en annan smärttyp
hos hästar: mindre väldefinierad, längre verkande och mer l̊aggradig ortope-
disk smärta. Vi finner d̊a att en mindre, rekurrent videomodell är mer robust
när det kommer till domänskifte p̊a en m̊aldatamängd än ett stort, förtränat
3-dimensionellt faltningsnätverk, när b̊ada modeller har samma resultat p̊a en
källdatamängd. Vi diskuterar ocks̊a utmaningar med inlärning av videopre-
diktorer p̊a datamängder inspelade för uppgifter i riktiga världen (i motsats
till datamängder för konkurrensanalys inom maskininlärning).

Avhandlingens andra tema är empiriska egenskaper hos djupa videomo-
deller, motiverat av fr̊agor som uppst̊att i tillämpningsomr̊adet. Här studerar
vi spatiotemporala prediktorer som är inlärda av djupa videomodeller under
början-till-slut-klassificering, och föresl̊ar en förklaringsmetod som ett verk-
tyg för dessa undersökningar. Vidare undersöks empiriskt fr̊agan om huruvida
olika matematiska tillvägag̊angssätt för att behandla tidsberoendet mellan vi-
deorutor p̊averkar deras kors-domän-generalisering. Vi presenterar ocks̊a nya
datamängder för lättviktig temporal modellering och för att kunna utreda fall
av textursnedvridning inom videoklassificering.
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Chapter 1

Introduction

This thesis concerns how deep learning methodology can be used to recognize
aspects of the internal state of an animal that cannot describe it in words to
us. This requires following the animal over time, how it shifts from moment
to moment, in facial expression or in pose. There is information lying in the
temporal dependency between visual snapshots of the animal, in how it moves
its head from an upright position to somewhere else, or in how something briefly
flinches in its facial muscles, only for it to return to a relaxed gaze. Therefore,
the temporal aspect is important for the application. In this work, specifically,
the task has been to recognize the pain expressions of horses.

There are multiple layers of challenges when it comes to recognizing pain in
horses. First of all, we have not come as far in deep learning methods for video
as we have for single images. While the performance of artificial neural net-
works (hereon, neural networks for brevity) on certain static image classification
tasks has surpassed human performance [1], the recognition of action classes from
different viewpoints and with large variations in background clutter, which are
easily separable for humans, still lags behind. As an example of this, the best
performing approach [2] on the HMDB dataset [3] with 51 classes (such as kiss,
drink, run or push-up), achieves only 88% accuracy, whereas the current best
performing approach [4] on ImageNet [5] with 1000 static classes achieves above
90% accuracy. Second, this tasks contains the additional difficulty of not only
recognizing whether someone is, e.g., jumping or not, but also inferring the un-
derlying emotion of that action or outward behavior. Third, there is controversy
regarding the nature of pain. There is a difference between nociception, which
is the sensory nervous system’s response to harmful stimuli, and our actual sub-
jective experience of pain. Humans have grimaces that we can make to express
pain, which occur already for infants. For horses and other mammal species as
well, facial expressions have been identified that are associated with pain. But
neither for humans nor for other animals is there a single known physiological or
biochemical parameter that says that pain is present without a doubt. Further-
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4 CHAPTER 1. INTRODUCTION

more, horses have only 15 facial muscles [6], whereas humans have more than 40,
which makes their faces less expressive than ours. This offers an argument to
make use of the temporal dimension when studying equine facial behavior. Last,
horses are prey animals and tend to hide their pain, because they prefer not to
display vulnerability.

The field of machine learning applied to image data has been transformed in
the past decade, through the use of deep learning [7]. Owing to the creation and
availability of large-scale labeled datasets, the facilitation of computation on GPU
cards, such methods are now widely used in contexts outside of academia, e.g., in
mobile phone applications or in software for self-driving cars. Given enough data,
a neural network can be trained to recognize and distinguish visual patterns that
are pertinent to different semantic categories.

This development has enabled the study of animal behavior in ways that
have never been possible before, allowing for meticulous computer scanning and
modeling from visual recordings, which can be fine-grained both in space and
time. In fact, the field of computer vision for animals is attracting growing
interest, notably with the 2021 creation of a recurring workshop dedicated to this
theme at the world’s largest computer vision conference (IEEE/CVF Conference
on Computer Vision and Pattern Recognition).

When it comes to motion and learning spatiotemporal features from animal
behavior or from video in general, deep learning is, as stated above, not as devel-
oped as for single image analysis. It is difficult for a neural network to learn to
recognize motion ‘templates’ and their semantics across varying appearances and
backgrounds [8], due to the sequentiality of the problem, which not only adds
a dimension to an already high-dimensional sensory domain (vision) but also a
new layer of abstraction – time. An introduced temporal dimension is vitally
different from a spatial one. What the concept of time entails may arguably not
be trivial to learn from scratch. Despite there being a large body of work on
action recognition, many deep video models still mainly learn to rely on spatial
background cues [9, 10], when the task really should be about a pertinent object
or agent moving in some or other space-time shape.

Recognition of pain in animals is important because pain compromises ani-
mal welfare and can be a manifestation of disease. Pain diagnostics for humans
typically include self-evaluation with the help of standardized forms and label-
ing of the pain by a clinical expert using pain scales, which naturally is difficult
for non-verbal species. Further, attempting to recognize pain in non-human ani-
mals is inherently subjective and time consuming [11], and is therefore currently
challenging for both horse owners and equine veterinarian experts.

Pain in horses is typically assessed by manually observing a combination of
behavioral traits such as exploratory behavior, restlessness, positioning in the box
and changes in facial expressions [6]. Video filming can be used to prolong the
observation periods and increase the likelihood of capturing pain behavior, but
it can take two hours to evaluate a two minute video clip using proper manual
annotation, such as EquiFACS [6] for facial expressions, or for other behavioral
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signs of pain. This severely limits the possibilities for routine pain diagnostics on
horses, for instance before or after surgery.

An accurate automatic pain detection method therefore has large potential
to increase animal welfare. Such a system would allow veterinarians and horse
owners to reliably and frequently screen the pain level of the horses, and possibly
help unveil which behaviors are most likely associated with a painful experience.

1.1 Contributions

The furthering of machine learning methods for increased understanding of animal
behavior hinges on the ability of computer systems to extract relevant informa-
tion from video data. Therefore, this thesis makes contributions in two machine
learning areas, which also constitute the two major themes of the thesis: auto-
mated recognition of equine pain (the application area), and studies of empirical
properties of deep video models, i.e., neural networks which learn features from
image data with a temporal extent.

In the applied contribution of the thesis, we are the first to perform automatic
pain recognition in horses. We are also the first to perform automatic pain recog-
nition on video for any non-human species, as well as making the argument that
this is important.

As for the part of the thesis treating deep video models, we contribute a unique
discussion on the topic of learning spatiotemporal features outside of the clean
bench-marking realm in action recognition. We present results from experiments
comparing video models that are similar in that they learn spatial and temporal
features simultaneously, but differ principally in their mathematical approach to
modeling frame dependency. Since this has largely not been done previously,
this has required devising new metrics and study designs that can capture rele-
vant aspects of the features learned by these different types of models. We also
contribute a new explainability method, as well as new datasets to investigate
cross-domain robustness and background (texture) bias in action recognition.

Figure 1.1 shows a scheme of the four articles which lay the ground for this
thesis, and how they build on each other. In the first work, we find that pain recog-
nition performance improves when using deep learning models with increased ca-
pabilities of modeling the temporal dimension of the data. This result, together
with the fact that deep video models are typically even more obscure, i.e., larger
in terms of trainable parameters, than single image models, led to the second
work where we investigate explainability for video models, which was very unex-
plored at the time. An explainability method is proposed for action recognition,
and we conduct an empirical study based on the proposed method and other met-
rics, to see whether models with different kinds of temporal dependency modeling
learn different kinds of features. Here, we compare 3D CNNs and ConvLSTM
networks.
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Figure 1.1: Overview and chronology of articles which lay the foundation of the
thesis. The symbols at the top corner of each box indicate whether the article treats
equine pain or empirical properties of video models.

In the third work, I received a new equine pain dataset which contained record-
ings based on a new type of pain induction (orthopedic pain, via a model for lame-
ness). The labels of the dataset, as well as the ‘pain signal’, were significantly
noisier and weaker than in the first work. This eventually led us to investigate
domain transfer between the cleaner pain domain from the first work and the
noisier orthopedic pain domain. When comparing different types of models, we
saw indications that a 3D CNN had poorer generalization capabilities than a
smaller recurrent (ConvLSTM) model.

This was the motivation for the fourth article, where we come back to the
theme of comparing video models with principally different mathematical models
of time, to see whether this has implications for the type of spatiotemporal fea-
tures that they learn. In this work, it is specifically the capacity for cross-domain
robustness that is investigated.

Parts of the thesis’ contents have been published previously in scientific arti-
cles. Below, I list the four articles which the thesis is based on, in chronological
order, where in the thesis their contents are reflected, and the author contribu-
tions for each one.

I Dynamics are Important for the Recognition of Equine Pain in Video
Sofia Broomé, Karina B. Gleerup, Pia H. Andersen, Hedvig Kjellström
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Published in IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), 2019.

Abstract

A prerequisite to successfully alleviate pain in animals is to recognize it, which
is a great challenge in non-verbal species. Furthermore, prey animals such as
horses tend to hide their pain. In this study, we propose a deep recurrent
two-stream architecture for the task of distinguishing pain from non-pain in
videos of horses. Different models are evaluated on a unique dataset showing
horses under controlled trials with moderate pain induction, which has been
presented in earlier work. Sequential models are experimentally compared
to single-frame models, showing the importance of the temporal dimension
of the data, and are benchmarked against a veterinary expert classification
of the data. We additionally perform baseline comparisons with generalized
versions of state-of-the-art human pain recognition methods. While equine pain
detection in machine learning is a novel field, our results surpass veterinary
expert performance and outperform pain detection results reported for other
larger non-human species.

Part of the thesis

This work is mainly presented in Chapter 3 on equine pain recognition, Section
3.2. Parts of its dataset descriptions appear in Section 3.1, and parts of its
related work appear in Section 2.3.

Author contributions

S.B. carried out the experiments and their analysis which led to the concept
of the article, wrote the manuscript, and coordinated the work on the paper.
K.B.G. and P.H.A. provided data for the experiments from a previous study,
provided supervision of S.B. in the application domain, and contributed to the
equine pain sections of the manuscript. K.B.G. and P.H.A. also were helpful in
setting up the human expert baseline study, otherwise mainly organized and
designed by S.B. Data analysis of the human expert study was carried out by
S.B. H.K. contributed with continuous supervision of S.B., ideas for experi-
ments, and manuscript editing.

II Interpreting video features: a comparison of 3D convolutional net-
works and convolutional LSTM networks
Joonatan Mänttäri*, Sofia Broomé*, John Folkesson, Hedvig Kjellström
Published in 15th Asian Conference on Computer Vision (ACCV), 2020.

Abstract

A number of techniques for interpretability have been presented for deep learn-
ing in computer vision, typically with the goal of understanding what the net-
works have based their classification on. However, interpretability for deep
video architectures is still in its infancy and we do not yet have a clear concept
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of how to decode spatiotemporal features. In this paper, we present a study
comparing how 3D convolutional networks and convolutional LSTM networks
learn features across temporally dependent frames. This is the first comparison
of two video models that both convolve to learn spatial features but have princi-
pally different methods of modeling time. Additionally, we extend the concept
of meaningful perturbation introduced by [12] to the temporal dimension, to
identify the temporal part of a sequence most meaningful to the network for a
classification decision. Our findings indicate that the 3D convolutional model
concentrates on shorter events in the input sequence, and places its spatial
focus on fewer, contiguous areas.

Part of the thesis

This work is mainly presented in Chapter 5, under Section 5.2. Parts of its
dataset descriptions are found in Section 5.1 and parts of its related work are
found in Section 2.3.

Author contributions

Experiments and first draft preparation were equally shared between S.B. and
J.M. S.B. conceptualized the empirical comparison between a ConvLSTM and
of a 3D CNN, whereas J.M. proposed the Temporal Masks algorithm. S.B.
implemented the project in Tensorflow, whereas J.M. implemented the project
in Pytorch. J.F. and H.K. provided continuous supervision of the two first
authors, and contributed to the manuscript editing.

III Sharing Pain: Using Pain Domain Transfer for Video Recognition
of Low Grade Orthopedic Pain in Horses
Sofia Broomé, Katrina Ask, Maheen Rashid, Pia H. Andersen,
Hedvig Kjellström
Published in PLoS ONE, 2022.

Abstract

Orthopedic disorders are common among horses, often leading to euthanasia,
which often could have been avoided with earlier detection. These conditions
often create varying degrees of subtle long-term pain. It is challenging to train
a visual pain recognition method with video data depicting such pain, since
the resulting pain behavior also is subtle, sparsely appearing, and varying,
making it challenging for even an expert human labeller to provide accurate
ground-truth for the data. We show that a model trained solely on a dataset
of horses with acute experimental pain (where labeling is less ambiguous) can
aid recognition of the more subtle displays of orthopedic pain. Moreover,
we present a human expert baseline for the problem, as well as an extensive
empirical study of various domain transfer methods and of what is detected
by the pain recognition method trained on clean experimental pain in the
orthopedic dataset. Finally, this is accompanied with a discussion around the



1.1. CONTRIBUTIONS 9

challenges posed by real-world animal behavior datasets and how best practices
can be established for similar fine-grained action recognition tasks.

Part of the thesis

This work is mainly presented in Chapter 3, Section 3.3, on domain transfer
within equine pain recognition. Parts of its dataset descriptions are found in
Section 3.1 and parts of its descriptions of equine pain appear in Section 2.1.

Author contributions

S.B. designed and carried out the experiments and their analysis which led to
the concept of the article, wrote the original draft and organized the work.
K.A. and P.H.A. contributed to the manuscript parts regarding equine pain,
further conceptualization regarding the pain domains, and also contributed to
setting up the interface for the human expert explainability study. The video
data used for training and evaluation were previously collected by K.A. and
P.H.A. and others, as reported in earlier publications. M.R. contributed to the
manuscript and in conceptualizing discussions with S.B. H.K. provided contin-
uous supervision of S.B., ideas for experiments, as well as contributed to the
manuscript writing.

IV Recur, Attend or Convolve? Frame Dependency Modeling Matters
for Cross-Domain Robustness in Action Recognition
Sofia Broomé, Ernest Pokropek, Boyu Li, Hedvig Kjellström
Under review, 2022.

Abstract

Most action recognition models today are highly parameterized, and evaluated
on datasets with predominantly spatially distinct classes. Previous results
for single images have shown that 2D Convolutional Neural Networks (CNNs)
tend to be biased toward texture rather than shape for various computer vision
tasks [13], reducing generalization. Taken together, this raises suspicion that
large video models learn spurious correlations rather than to track relevant
shapes over time and infer generalizable semantics from their movement. A
natural way to avoid parameter explosion when learning visual patterns over
time is to make use of recurrence across the time-axis. In this article, we em-
pirically study the cross-domain robustness for recurrent, attention-based and
convolutional video models, respectively, to investigate whether this robustness
is influenced by the frame dependency modeling. Our novel Temporal Shape
dataset is proposed as a light-weight dataset to assess the ability to generalize
across temporal shapes which are not revealed from single frames. We find that
when controlling for performance and layer structure, recurrent models show
better out-of-domain generalization ability on the Temporal Shape dataset
than convolution- and attention-based models. Moreover, our experiments in-
dicate that convolution- and attention-based models exhibit more texture bias
on Diving48 than recurrent models.
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Part of the thesis

This work is mainly presented in Chapter 5, Section 5.3. Descriptions of the
dataset contributions appear in Section 5.1. Parts of its introduction appear
in Section 4.3 and parts of its related work appear in Section 2.3.

Author contributions

S.B. formulated the research question and idea, designed all and conducted
most experiments and their analysis, wrote the manuscript and organized the
work. E.P. conducted experiments involving the TimeSformer model and con-
tributed to the original draft of the manuscript. B.L. formulated the texture
concept for a video setting (masking or cropping boxes of the agent in the clips),
conducted a pilot study (MSc thesis supervised by S.B.), and contributed to
editing of the final manuscript. H.K. provided continuous supervision of the
first author, ideas for experiments, as well as contributed to the manuscript
writing.

1.2 Thesis outline

This thesis is organized as follows. The first part of Chapter 2 presents relevant
background for the equine pain application – general background on animal pain,
equine pain and its assessment, current equine health in Sweden and distinctions
between different types of equine pain (Section 2.1). In the second and third
sections of Chapter 2, related work within automatic pain recognition as well as
action recognition are presented. At the end of this chapter, some neural network
architectures that will occur throughout the thesis are introduced.

In Chapter 3, I present our applied work on automatic equine pain recognition.
The chapter has two main parts, one about learning pain features end-to-end from
raw video data, and one part about how to move between different pain domains
(from experimental acute pain to orthopedic pain).

Chapter 4 constitutes a bridge between the two themes of the thesis (equine
pain and deep video models), and a preliminary to as well as a contextualization
of the experiments of Chapter 5. Conclusions and questions that arose from
the results in Chapter 3 are discussed in the light of deep learning for video. I
discuss why temporality is important in computer vision and then present and
discuss the conceptual differences between three principally different approaches
to frame dependency treatment when learning spatiotemporal features from video
data. Temporality in biological vision is further discussed.

In Chapter 5, I present results in the second major theme: empirical properties
of deep video models. First, a method for explaining the decisions of such models
is presented, followed by the measurement of several empirical properties of a
variety of these models, including the capacity for generalization across domain
shift.
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Last, I discuss and summarize the thesis findings in Chapter 6 with an outlook
on possible future directions.

The online Appendix can be visited at https://sofiabroome.github.io/appendix.

https://sofiabroome.github.io/appendix




Chapter 2

Background

To familiarize the reader with the application area, the first part of this chapter
will treat some essentials of equine pain (Section 2.1). The presentation will be
far from exhaustive on the topic, and interested readers are asked to follow the
references of the section. After this, I will survey the related work done thus far
within computer vision-based pain recognition, with an emphasis on non-human
species, as well as more generally within action recognition (Section 2.3). Last,
in Section 2.4, I introduce a group of neural network models that will appear in
the thesis.

2.1 Equine pain

Pain in animals, and in horses

Assessing pain in animals is a complex task. The International Association for the
Study of Pain (IASP) defines pain as ”an unpleasant sensory and emotional ex-
perience associated with actual or potential tissue damage, or described in terms
of such damage” [14]. For an event to count as painful, it should thus contain
both potential tissue damage and a (to some extent) anguished experience. While
testing for nociception can be carried out in a rather straight-forward manner [15]
(by, e.g., measuring nociceptor firing), assessing pain requires assessing the sub-
jective experience or internal state of another individual. This is difficult even for
humans, let alone for another species. It can be noted that as late as the 1980s,
it was widely assumed that neonates did not experience pain as we do, together
with a hesitancy to administrate opiates to these patients, and surgery was often
performed without anaesthesia [16].

However, current evidence amounts beyond a reasonable doubt to the conclu-
sion that both vertebrates and even certain invertebrates can experience pain [15].
Furthermore, in the same way that we can never be sure that other animals do
experience pain, we cannot fully prove that they in fact do not experience pain.

13



14 CHAPTER 2. BACKGROUND

This warrants a precautionary principle in standards for handling, e.g., laboratory
animals [17].

The evidence has been established based on a range of criteria. The animal
should have nociceptive receptors, i.e., receptors that respond to harmful stimuli,
some central processing structure analogous to a cerebral cortex, and a connection
between the latter and the nociceptive receptors, in which nervous system opioid
receptors as well as internal opioid substances can be found. Furthermore, the
animal should adapt its behavior to avoid the cause of the pain when possible,
beyond the initial reflex to avoid it, which does not require central processing.
Upon receiving analgesics or pain relief in any form, the visible assumed pain
behavior should be reduced. This is the case for most mammals, including horses.
In the review by Sneddon et al., the definition of animal pain is extended to
include a change in motivation, where the animal develops longer-term behaviors
to avoid pain or to protect the painful area. [15]

Depending on the origin of pain, the animal may perform different behaviors.
In the case of horses, if they suffer from, e.g., visceral pain they may stretch, roll
and kick toward the painful abdominal area, while horses with orthopedic pain
in the limbs may be reluctant to move and have an abnormal weight distribution
or movement pattern [18]. Therefore, pain assessment tools such as pain scales
often target pain of a specific origin.

Facial expressions, on the other hand, seem to be universal for pain within
a species, first observed for humans [19]. In horses, this has been inferred from
the fact that grimace scales have been successfully applied to pain from different
origins, for example post-surgical pain and laminitis in horses [20–22]. It is also
suspected that pain-related facial expressions are present during both acute and
chronic pain. In rodents, painful grimacing has been recorded during several
weeks post-injury, but not necessarily consistently and perhaps tailing away [23].
Systematic studies on facial expressions related to chronic pain have not been
conducted yet for horses. However, despite the difference in scale between horses
and rodents, the nervous system is similar across mammals, and thus one can
potentially expect analogous behavior in horses and other mammals.

It is important to study and learn to recognize pain to ensure the welfare of
non-verbal species, for the large number of situations when this falls under our
responsibility, legally or ethically [15]. Specifically, reducing pain to a minimum
for horses is shown to improve convalescence and optimize treatment success
[24]. Pain detection and quantification in horses depend on an observer to detect
potentially pain related changes in behavior and in physiological parameters,
which we will expand on next.

Pain assessment in horses

My work is motivated by the fact that it is difficult to evaluate pain in horses,
and by the assumption that the practice of equine pain recognition currently is
sub-optimal. Human experts have low inter-rater agreement when assessing the
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pain level in horses. As an example of this, veterinarians can score assumed pain
in horses associated with a particular condition on a range from ‘non-painful’ to
‘very painful’ [25]. Such discrepancies can be particularly noticeable for low-grade
pain [26–28]. The lack of consensus is troubling since veterinary decision-making
regarding pain recognition is critical for the care of animals in terms of prescribing
alleviating treatments and in animal welfare assessments [29].

Nevertheless, within the last two decades, pain assessment in horses has drawn
increasing attention, in research as well as in clinical practice. This is both
because there is an increasing knowledge about the detrimental effects of pain
and because advanced treatments and surgical procedures have become more
common for horses [30]. In other words, even if it is a difficult feat, the state
of pain equine recognition is perhaps better than ever, not least because it is
more acknowledged as important than ever. Yet, this should not be taken to
mean that there is not a long road ahead. Compared to small animals, horses
are often not given the optimal pain treatment [31], and a study from the UK
in 2005 showed that only 37% of veterinarians routinely administered analgesia
after castration [32].

Within the growing study on equine pain, there is increasing focus on behav-
ioral observations, since physiological parameters are often not pain-specific [33].
Further, using behavioral observations as a proxy for pain is practical because
these are both much less invasive and less cumbersome than measuring physio-
logical parameters, nociceptive firing or so-called evoked response tests (wherein
one sets up an experiment to measure the time it takes for an animal to withdraw
the painful body part in controlled settings [34]). Naturally, the latter is also less
practical for large animals, compared to for rodents.

It has been found that horses’ behavioral activity time budget changes when
they experience pain [35, 36]. This term refers to the fraction of their time that
they spend, e.g., lying down, eating or being attentive. Records of similar activi-
ties are part of certain composite pain scales, for example the Equine Pain Scale
(EPS), proposed in the review by Gleerup and Lindegaard [30]. Also in the re-
view, some general pain behaviors that have been observed in the veterinary pain
research literature are listed as reduced physical and social activity, less foraging,
a lowered head, and standing further back inside the box.

Facial expressions is another behavioral category that has become more and
more commonly discussed and used in pain evaluation contexts in general. This
development started with research on human pain, for non-verbal patients such
as neonates using the Facial Action Coding System developed by Ekman and
Friesen [37]. It has now spread to multiple non-human species, such as cats,
seals, pigs, dogs and rodents. So-called grimace scales or ‘pain faces’ have been
developed for at least ten species, and it has been hypothesized that the facial
expression may specifically signal the affective component of a pain event [23].
Horses are one of these species, and equine facial expressions have lately been
presented as a sensitive measure of pain, when observed in combination with
other pain behaviors [21,30,38,39]. In the pain cases of the study by Dalla Costa
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et al. [21] conducted on horses undergoing castration, the pain face as defined
by their proposed Horse Grimace Scale (HGS) recorded on its own correlates
positively with other composite pain scales.

A few examples of the facial pain characteristics described in the work by
Gleerup et al. [38] are slightly dropped ears, muscle tension around the eyes with
an increased incidence of exposing the white in the eye, a square-like shape of
the nostrils and an increased tension of the lips and chin (Figure 2.1). These
characteristics are quite similar to those of HGS [21]. HGS has become popular
since its introduction in 2014, and is typically used for fast assessment of pain
expressions from single images. The relatively fast assessment is made possible by
its six clear-cut categories with three pain levels each, illustrated in an accessible
figure in [21]. In EPS, being a composite pain scale, facial characteristics should
be accompanied by other behaviors, for example relating to the activity budget or
posture. Although interesting in its own right, HGS can be regarded as a slightly
simplified manner to assess pain. On the other hand, it is efficient and requires less
than a minute for evaluation [21]. The HGS is suitable for scoring of photographs
(as opposed to video) of horse faces, and has therefore been used in machine
learning studies on recognizing the equine pain face on static images. This is
relevant for Section 2.2, on related work in automated equine pain recognition.

(a) (b) (c)

Figure 2.1: (a) Facial expression of a pain free, relaxed and attentive horse. (b) Fa-
cial expression of a horse in pain, comprising all features of the pain face, including
asymmetrical ears. (c) Facial expression of a horse in pain, comprising all features
of the pain face, including low ears. Figure from [38].

Last, it can be noted that it remains difficult to separate the recognition of a
painful experience in a horse from other negative affects, such as fear or stress. In
a study by Lundblad et al. [40], it is found that most facial characteristics listed
in, e.g., [38] occur in their experiments with assumed pain-free but stressed horses,
except for the tension in the lower part of the face. Naturally, this complicates
the picture in our interpretation of equine facial expressions of pain.
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Different types of pain in horses

In any animal, one typically distinguishes between acute and chronic pain experi-
ences. They are different in that the latter may be modulated over time by various
factors, which can, e.g., make the pain sensation less localized to the initial cause
than the acute pain. Acute pain has a sudden onset and a distinct cause, such as
inflammation, while chronic pain is more complex, sometimes without a distinct
cause, and by definition lasts for more than three months. Acute (and sometimes
chronic) pain typically arises from the process of encoding an actually or poten-
tially tissue-damaging event, so-called nociception, and may therefore be referred
to as nociceptive pain. When pain is associated to decreased blood supply and
tissue hypoxia, it is instead termed ischemic pain [41,42]. However, the character
of ischemic pain is acute, in that it has a fast onset and also recedes readily once
the blood supply is released. Ischemic pain is thus a subset of acute pain. In
our work, we study acute pain, the main reason for which being that it would be
even more difficult to obtain labeled data for chronic pain. Studying acute pain
lets us work with more controlled experimental data and is a first step toward a
more general pain recognition.

Orthopedic pain in horses can be of both acute and chronic character, although
chronic states are suspected to be very common when it comes to the limbs. One
frequent orthopedic diagnosis is osteoarthritis, or degenerative joint disease [43],
with related inflammatory pain of the affected joint [44]. In humans, the disease
is known to initially result in nociceptive pain localized to the affected joint, but
when chronic pain develops, central sensitization occurs with a more widespread
pain [45]. How pain-related facial expressions and other behaviors vary between
horses with acute and chronic orthopedic pain is yet to be described, and so is the
relation between pain intensity and alterations in facial expressions. In Section
3.3, we investigate transfer learning between acute experimental nociceptive and
ischemic pain behavior and the more diffuse orthopedic pain behavior.

Different experimental pain models

In biology, a pain model is a means to study ongoing pain. It can either be
a specific method to induce pain experimentally, or a specific choice of animals
to observe, for example horses post surgery, or horses that are suspected to be
in pain for other reasons. Different pain models may be more or less clinically
relevant. Depending on the experimental setup, they also vary in how cleanly
the assumed painful sensation can be separated from other expected sensations
at the time for the experiment or observation.

The work presented in Chapter 3 uses datasets with recordings from three
different pain models, which will be further detailed in Section 3.1. The first two
are experimental moderately noxious stimuli which previously have been used
in human pain research [38]: capsaicin extract applied to the skin, and a blood
pressure cuff applied to one limb, creating ischemic pain. Both models create
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acute moderate pain, which appears and then recedes during a short period of
time. The third pain model is an injection of lipopolysaccharides (LPS) into a
joint, inducing inflammatory arthritis, which creates mild orthopedic pain. The
orthopedic pain in this model is technically acute, but its low-grade character and
progressing involvement of many different tissues of the joint makes it different
and more difficult to detect than the capsaicin and blood pressure cuff models.

Equine health in Sweden

What is, then, the current health situation of horses in Sweden? A large-scale
study based on insurance data from 1997-2000 in Sweden was performed in 2005
by Penell et al. [46]. The sample in the study constituted of approximately 75,000
horses that were fully insured, which is estimated to have comprised around 34%
of the Swedish horse population at the time. The yearly incidence out of 10,000
‘horse years at risk’, i.e., the number of insurance claims per 10,000 insured horses
per year, was around 1100, or around 8000 among the total population of >70k
insured horses. Major causes for disease during these years were conditions in the
limbs and joints (for example arthritis and laminitis), colic (a sign of abdominal
pain), and traumatic injuries to the skin [47]. More recent numbers from an
insurance company in 2021 show that orthopedic disorders make up around 50%
of the morbidity among their insured horses [48]. More recent studies further
point to many cases of undetected orthopedic pain in the horse population [49].
Lameness is a sign of orthopedic disease that is difficult for humans to perceive
[50, 51]. Therefore, orthopedic disease risks not being detected until signs are
more overt and the disease has progressed to stages which are more difficult to
treat. Observing motion asymmetry is sensitive but not specific for lameness
diagnostics. This underlines the importance of automated methods for detecting
pain cues, in combination with motion measurements.

What can we gain from an automatic equine pain recognition
system?

Documenting both general behaviors and facial expressions in horses is very time
consuming. Even though short, applicable pain scoring tools have been devel-
oped [30], these do not capture all pain behavior but rather do spot sampling of
pre-determined behaviors that are suspected of being characteristic for the actual
pain. One important advantage of an automatic pain recognition system would
be its ability to store information over time, and produce reliable predictions ac-
cording to what has been learned previously. Humans are not able to remember
more than a few cues at the time when performing pain assessment. This high-
lights the need for automated methods and prolonged observation periods, where
automated recognition can indicate possible pain episodes for further scrutiny. In
equine veterinarian clinics, such a system would be of great value. Even a system
with a less-than-perfect accuracy would be useful in conjunction with experts on
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site. An automated means to record pain behavior from surveillance videos would
be an important step forward in equine pain research.

2.2 Related work in automated pain recognition

Below, I will go over the work that has been published so far within automated
pain recognition for non-human species. As preliminary matters, there is first a
note on deep learning for readers approaching the topic from, e.g., an ethology
perspective, followed by a very brief overview of the field of automated pain
recognition in humans. The latter is kept short both because this has already
been covered in a number of review articles [52–55], but also because the problem
has slightly different challenges compared to the non-human case.

A general note on deep learning for interdisciplinary readers. Deep
learning is a methodology that is distinct from traditional machine learning and
computer vision approaches in that the feature extraction from a certain data-
point is learned, as opposed to being hand-crafted or pre-defined. In practice,
this means that some number (for computer vision applications, typically in the
millions range) of learnable parameters within a neural network are adapted to a
dataset throughout a number of training iterations on a particular task (e.g., clas-
sification). The iterations are guided by the gradient (a generalized derivative)
of a loss function (measuring the current performance on the task of the neural
network), which points toward areas where the loss function has lower values (i.e.,
lower error, which is desirable). This process is called gradient descent.

The parameters of a full deep learning pipeline can thus be trained end-to-end
(from input to output), meaning that both the feature extraction layers and the
task-specific output layer (e.g., a classifier) are trained all at once. Depending
on the amount and types of labels that are accessible for a given dataset, the
training scheme can be adopted to various levels of supervision. Recently, it is
common to train the feature extraction part of a neural network using so-called
pretext tasks, whose labels arise automatically from the definition of the tasks
(e.g., classification of the rotation that a natural image has undergone) – making
the tasks self-supervised, rather than requiring the manual labelling of a fully
supervised scenario. This thesis, on the other hand, mainly investigates standard
supervised learning, although in challenging scenarios of low amounts of data,
particularly in Chapter 3.

Automated pain recognition in humans

The field of automated pain recognition in humans is vast compared to for non-
human species. The number of articles on the topic is in the hundreds [55],
whereas for non-human species, it is around ten, at the time of writing this thesis
(Table 2.1). The most notable difference between automated pain recognition in
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humans and other animals lies in the possibility to rely on self-report for ground
truth. Although such accounts unavoidably are subjective to their nature, they
do come at least closer to the internal experience of the subject than without a
verbal account.

A second important difference is the better opportunities for recording data
with consenting subjects that can sit still and be recorded in controlled settings.
In this way, multi-modal databases such as the BioVid Heat Pain Database [56],
BP4D+ [57], SenseEmotion [58], and EmoPain [59] have been possible to create.
On the other hand, there are humans in pain that are non-verbal, which are less
represented in similar databases, such as persons afflicted with dementia, under
anaesthesia, or otherwise with impaired speech. Typically, adult subjects in the
mentioned datasets are relatively young and healthy [55]. There is, however, one
large non-verbal group which is represented in databases specific to their group:
neonates. A survey specifically covering the work on neonate pain recognition is
by Zamzmi et al. [52].

The main modalities that appear in similar databases are RGB footage (fo-
cused on facial expressions, although body movement is present in a few), audio
(vocalization), and time series of physiological parameters such as heart rate, skin
conductance or electroencephalogram (EEG). Typical means of pain induction are
heat or cold, for adults. For neonates, one common pain indicator is the drawing
of blood samples from their heels (heel lancing). This permits to record expected
pain expressions without inducing pain that is not medically called for. [52, 55]

Overall, the trend, as in most machine learning applications, in this field
is to move increasingly toward deep learning, with promising results. Notably,
Rodriguez et al. [60] achieved more than 90% accuracy using deep learning on
video on a binary pain recognition task of should pain in humans – the UNBC-
McMaster Shoulder Pain Expression Archive Database [61]. The architecture was
a VGG-16 [62] pre-trained on the VGG Faces dataset [63], with an LSTM layer
stacked on top for the temporal modeling. The dataset used in the article consists
of videos of humans self-identifying as having shoulder problems when performing
different range of motion tests. It can be noted that the labels are set from expert
scoring of the pain expressions, rather than using baseline subjects performing
the same movement under no pain, presumably since there was a large variety in
the pain level of the different subjects. This question of labels based on experts
rather than on controlled pain experiments is discussed in the non-human context
further below.

Even though early (and non-deep learning) work by Littlewort et al. [64, 65]
reports that a classifier can distinguish between genuine and posed pain expres-
sions in humans, addressing the subjective experiential aspect and expression of
pain will remain a difficult or impossible aspect of any pain recognition approach,
regardless of the species. This difficulty is also related to individual variability in
pain expressions and general motivation to display pain or not. Nevertheless, the
technology is well-developed for humans to recognize both faces and facial land-
marks in order to extract specific action units, and even for detailed 3D modeling
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of the human face [66], which is promising for systematic research on the facial
pain expressions of humans. Furthermore, given that human faces are more ex-
pressive than horse faces, as measured in the sheer number of muscles in the face
(40 for humans and 15 for horses [6]), pain recognition entirely based on AUs is
arguably more robust for humans compared to for horses.

Automated pain recognition in non-human species

There are a number of choices to make when constructing a computer vision
approach for pain recognition in animals. In general, the design of the method
should be carried out in discussion with veterinarian and ethologist experts for
the species at hand. Often, there are behaviors that are relevant for the task
as identified by veterinarians on varying levels and granularity, both in space
and time. Therefore, at some point, choices need to be made regarding what
aspects of the animal and its behavior are to be modeled. In practice, this is
often restricted by the type of data that is accessible. [29]

When considering the research conducted so far within this topic, I use three
axes which I consider relevant when comparing different studies. First, the
amount of pre-defined cues and hand-crafted engineering that is done before
the high-level pain analysis, second, the amount of temporal information that
a method uses, and third, whether a method uses information from facial expres-
sions or rather from whole body pose and movements. The methods published
so far are summarized in Table 2.1. In the following, I will discuss these works in
relation to the three axes.

The scale between model-free and model-based

Traditional machine learning methods, prior to the deep learning era, have typi-
cally been based on hand-crafted features, such as histograms of oriented gradients
(HOG). This approach is less flexible than learning features from data. The shift
toward automatically learning feature representations from data occurred pro-
gressively during the 2010s as larger datasets were made public, GPU-computing
became more accessible and neural network architectures were popularized in
both the machine learning literature and via open-source Python frameworks,
such as Tensorflow [77]. This new computing paradigm is commonly known as
deep learning, where the word deep refers to the hierarchy of abstractions that
are learned from data, and stored in the successive layer parameters. [7]

An advantage of hand-crafted features is that the features are more trans-
parent: we can know for certain and have control over what information we are
extracting from a dataset. Further, traditional methods require less data, which
in itself makes for more transparency in what is learned. Learned features, on the
other hand, tend to be more opaque, and require more data for their training.
For a standard neural network, there does typically not exist an unambiguous
mapping between the model parameters (which, in turn, give rise to feature rep-
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resentations when data is passed through the architecture) and specific parts of
the data. The activity of specific neurons can be maximized by optimizing the
input to the neural network, but this does not necessarily mean that these spe-
cific neurons are crucial for tasks involving that stimuli [78]. Rather, the neurons
are suspected to function together as a distributed code [79]. As a consequence,
specific dimensions of feature maps are typically abstract.

We can start to investigate statistical properties of the various dimensions
of the feature maps, and study what type of stimuli specific neurons activate
maximally for, but this will not be conclusive in terms of how the features are
organized and what they represent. In neural networks, the features can often be
entangled, which complicates the picture furthermore. A certain neuron can acti-
vate for a mix of input signals (e.g., the face of an animal in a certain pose with a
certain facial expression and background), but perhaps not for the separate parts
of that signal (e.g., the face of the same animal in a different pose, with the same
facial expression, but with a different background). There have been disentangle-
ment efforts, predominantly unsupervised [80–82], within deep learning to reduce
these tendencies, since this is, in general, not a desirable property for a machine
learning system. However, much development remains before a neural network
can stably display control and separation of different factors of variation.

This poses an explainability difficulty for research that aims to perform ex-
ploratory analysis of animal behavior. Exploratory analysis can for example be
when a system is trained end-to-end based on affective state labels, such as pain
labels, rather than trained to look for concrete pre-defined visual cues; this is the
case in this thesis. In particular, it poses high demands on the quality of data
and labels, in order to avoid reliance on spurious correlations.

The above context should be taken into account when we consider the var-
ious methods that have been employed for automated pain recognition in ani-
mals. In summary, these circumstances bring about two main consequences for
the methodology. First, methods using hand-crafted features can be applied to
small datasets (which is common for the animal pain recognition task), whereas
deep learning methods require larger amounts of data (or requires leveraging
pre-training). Second, the white-box nature of handcrafted features allows for a
clear understanding of what the model takes as input, and of the inner workings
of the method. The latter is often seen as important for medical applications,
where decisions are delicate matters and the process leading up to them should
be transparent. In Table 2.1, the list of works is divided according to which use
handcrafted features and which use learned representations.

Hand-crafted and learned features on different levels of abstraction.
Hand-crafted features can be defined on multiple levels. At a low level, features
can consist of pre-defined image statistics (such as histograms of oriented gradi-
ents, or pixel intensity in different patches of the image). At a higher level, in
our context, such a representation can for example be based on pre-defined facial
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expressions or on a pose [74] or 3D [83] representation.
In the facial expression case, a number of pre-defined parts of facial expres-

sions, commonly based on grimace scales for a particular species, are to be rec-
ognized automatically in order to characterize a specific affective state. At clas-
sification time, a low-dimensional representation of these pre-defined facial cues
can, then, be used as input for the classification head. This is the approach taken
by Lu et al. [67], Hummel et al. [68], Pessanha et al. [69] and Lencioni et al. [75]
when classifying pain in sheep, horses and donkeys. Before the handcrafted pain
representation, [67–69] also use handcrafted features for both image statistics,
pose, and facial landmarks, to arrive at the high-level handcrafted representa-
tion. Another approach, taken by [75], is to learn the low-level features using a
deep network to extract facial action units (AUs) from images, to then learn a
pain classification boundary based on the extracted low-dimensional facial AUs.

Here, we arrive at the importance of the type of labelling that one has ac-
cess to, when it comes to the choice of intermediate or fully learned features.
When there is ground-truth (or, as close as we can get to ground-truth) for pain
induction or ‘naturally’ occurring post-surgical pain, we can label entire video
segments as containing pain behavior and learn unconstrained features from this.
When we do not have access to this, but rather have imagery of animals with
varying expressions, in varying unknown affective states, breaking down the sus-
pected pain expressions into pre-defined facial cues according to veterinary pain
scales becomes necessary. This is the case for the datasets used in [67, 68, 75],
where pain labels are based on the grimace alone, as scored by humans. A middle
ground is taken in Rashid et al. [74], where the low-dimensional intermediate pose
representation is chosen because the pain labels are rather weak and noisy.

The advantage with this type of labeling is that we know what we are looking
for visually and concretely. On the other hand, the downside can be that the
understanding of pain behavior becomes circular: we assume that we know what
a pain expression looks like for a particular species, and proceed to look for
that given expression, whether or not the first assumption holds true. In our
work described in Section 3.2 [71], labels based solely on pain induction are used,
which allows for learning features based on the raw training videos. Therefore,
the possible features may extend beyond the pre-defined pain behaviors (i.e., this
constitutes an exploratory approach). One disadvantage with this approach when
combined with deep learning is that it is difficult to be confident that the method
has learned only relevant patterns. Visualization tools, such as Grad-CAM [84]
can help show indications of what the model focuses on, but these can be difficult
to apply meaningfully to an entire training or test dataset.

In Table 2.1, the works [70,72–74], are marked as using hybrid labelling. I use
this somewhat lose term when a method neither uses fully controlled pain states
as labels, nor uses fully human-defined pain labels. For [70] and [72], this means
that the method is first trained to recognize pre-defined grimace cues for the
rodents. The methods are subsequently evaluated on data where pain is present
and not, and the experiments show that a higher fraction of pain classifications
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is made in the pain share of the data. Thus, the true pain labels are not used
during training, but are used to evaluate the method once trained. For our work
described in Section 3.3 [73], as well as in Rashid et al. [74], the horses have
been induced with orthopedic pain, but the labels used for training are based on
human pain scorings of the individuals at varying time points post the induction,
since the pain response varies over time and across different individuals. Lencioni
et al. [75] can be considered a borderline case, but is marked as using human-
scored labels. The labels used during training are fully pre-defined and based
on the HGS alone. On the other hand, the dataset consists of horses that are
filmed before and after routine castration. However, the pain images were in fact
selected from the whole pool of images (including potentially from the baseline
condition).

The temporal aspect

A machine learning method for video-based analysis either operates on single
images or sequences of images. The first option does not use any temporal in-
formation, whereas the second does. As a third option, results from single frame
processing can be aggregated post-hoc, across the temporal axis. This uses tem-
poral information, but the fact that the features are extracted at single-frame
level results in loss of information, lying in the synthesis of spatial and temporal
information. This information loss can be more or less pivotal depending on the
task and goal of the application.

For our purposes, we are studying animal behavior via video analysis. If our
goal is to count in how many frames of a certain video segment that a horse
has its ears forward (an estimate of how large fraction of the time its ears are
kept forward), it suffices to detect forward ears separately for each frame, and
subsequently aggregate the detections across the time span of interest. If we,
on the other hand, want to study motion patterns of the horse, or distinguish
between blinks and half-blinks [6] for an animal, we crucially need to model the
video segment spatiotemporally. In the survey by Mogil et al. [23], an example is
mentioned for pain scoring of mice where lower pain scores were assigned when
live scoring compared to scoring from static images. This is assumed to result
from blinks captured in the static photographs, which resemble orbital tightening
(a facial action unit typically associated with pain), which therefore was scored
as painful. Moreover, the order of events (frames) matter, and, preferably, our
algorithm should model time physically, i.e., in the forward direction.

Running machine learning on video input, rather than single-frame input,
is costly, both in space (memory) and time. For this reason, machine learning
for video is less developed as a field than machine learning for single images.
Therefore, it is not surprising that most computer vision methods for animal
welfare assessment run on single frames (Table 2.1). Just as for the field of
computer vision as a whole, researchers may reason that we can start with single
frames, until it works stably, and thereafter extend our methods to the temporal
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domain – I will come back to this question in Chapter 4. However, for labels
set based on pain-level, and not based on the grimace, it was found in our work
described in Section 3.2 that using temporal information is more discriminative
for pain recognition. Single-frame grimace detection might, therefore, limit our
capacity if the true goal is early pain detection. On the other hand, the advantage
of single-frame processing is that it currently allows us to have more control of
what we are specifically looking for, and detecting.

The major part of the automated approaches to recognizing animal pain thus
far performs single-frame analysis [67, 68, 70, 72, 75]. If we broaden the scope to
general computer vision approaches for animal welfare, we note that in [69,85,86],
single-frame features are aggregated across the temporal axis (the first two per-
form tracking of pigs to assess both physiological and behavioral traits). Wang
et al. [87] use tracking of keypoints across sequences to detect lameness in horses.
Li et al. [83] model a horse 3D representation as a graph and detects lameness
from sequences of these graph representations. Both [88] and [89] stack an LSTM
on top of convolutional neural network (CNN) features to extract temporal in-
formation, in behavior recognition for pigs (engagement with enrichment objects,
and tail-biting, respectively). This constitutes spatiotemporal modeling, but the
individual frames are heavily down-sampled prior to the temporal analysis, which
may cause the aforementioned information loss. The work by Rashid et al. [74]
uses a multiple-instance learning (MIL) setting, which allows for learning the
temporal aggregation. Further, both single-frame and sequential input are used
within the MIL setup, and it is shown that although the single-frame approach
is the least overfitted and achieves the best performance on held-out test data,
the sequential input setting shows the most promise on the validation set. The
pain recognition works to date which run on spatiotemporal features are Broomé
et al. [71], Broomé et al. [73] and Zhu [76].

Modeling the face or the body

An automated method to recognize non-human pain behavior can, depending on
the accessible data, focus on either facial expressions, body pose and movement,
or both. Most pain recognition approaches to date have operated on data of facial
expressions (Table 2.1). Since most approaches have access to data with grimace-
labels, rather than labels for the pain state [67–70, 72, 75], this is necessarily
the case. At the same time, computer vision for animals is a growing field,
where 3D modeling of animals is one of the core subtopics. Plausibly, as such
methodology grows more mature, we can expect approaches that increasingly
will integrate both representations of the face and body behavior. In Chapter
3, since the features are learned from the raw video frames, the body movement
is taken into account together with the facial expression. However, the datasets
in Chapter 3 did mostly not contain full-body frames, but rather half the horse
body (approximately until the withers).
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Body pose detection in animals is investigated by the general computer vi-
sion community as a subclass of object detection and segmentation problems.
The PASCAL Visual Object Classes (VOC) Challenge made a large number of
videos available for analysis [90], from which researchers first derived the Youtube-
Objects Dataset [91] containing images of birds, cats, cows, dogs and horses with
bounding boxes. From these, three species were further annotated with land-
marks (dog, tiger, horse) to be able to do more granular pose estimation and
behavior analysis [92].

While these methods provide a good starting point for body-based pain esti-
mation, large scale data are available for only a limited set of species, and without
pain labels. Until recently, there were no automatic pain recognition approaches
relying on body pose and movement only. Rashid et al. [74] became the first to
attempt this, for orthopedic pain, where it can be considered particularly suit-
able to consider the pose of the horse, since the pain is localized to the legs.
Here, the pain classification is solely based on the body pose; facial expressions
are stripped away in a low-dimensional pose representation. They train their
approach on a multi-view surveillance dataset recorded by cameras in a hospital
box, which often captures the entire horse body (at least from one angle). The
pose representation is obtained using self-supervised training of novel view syn-
thesis, in an encoder-decoder setting, where the low-dimensional pose is learned
as the bottleneck of the architecture. More specifically, the pretext task is to
predict a frame from a specific viewpoint, given a frame from another viewpoint
at the same time. The pose representation is then used for subsequent training of
a more lightweight pain classifier using a MIL-loss. Short thereafter appeared the
work by Zhu [76], which combines a raw RGB video stream with a pose stream,
for dog pain classification.

In summary, the field of automated pain recognition in non-human species is
still very young, but presents a variety of interesting directions in terms of how
constrained the features used for pain classification should be, how much temporal
information is used, and whether to focus more on facial or bodily cues. In the
next section, we will look more broadly at related work within action recognition
and deep learning methods for video, which is the methodology investigated in
this thesis.
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2.3 Related work in action recognition

State-of-the-art methods in action recognition can guide model development for
animal behavior analysis from video. Since this thesis also treats empirical prop-
erties of deep video models, in this section, we will cover both standard super-
vised action recognition (with an outlook to action recognition with weak labels),
existing works on the explainability of action recognition, as well as related em-
pirical studies of action recognition models that learn spatiotemporal features.
Throughout the section, I will focus on deep learning approaches for video, and
omit the classical, hand-crafted ones, which have been covered in, e.g., the survey
by Poppe [93] or that by Aggarwal and Ryoo [94], and later by Herath et al. [95].

Fully supervised action recognition

Action recognition is the general computer vision methodology for recognizing
actions or behavior from video, and has become increasingly based on deep learn-
ing [95, 96]. The challenge in action recognition and computer vision for video,
compared to for static images, lies in using the information captured in dependen-
cies across the temporal dimension of the data. The best models are increasingly
learning features which truly include the temporal dimension, instead of aggre-
gating per-frame predictions. This is important, since the information lying in
the inter-dependency of the frames might be lost when down-sampling each frame
of the sequence before the temporal processing.

There are different ways of collecting temporal information across a sequence
of images, as will be expanded on in Chapter 4. In a neural network context,
this can for example be achieved using 3D convolutional layers [97, 98], pooling
across the temporal dimension, Transformer-inspired [99] self-attention across the
temporal axis, or by using recurrence. It can, however, be noted that from the
start of the deep learning era in action recognition [100], until the sudden break-
through of Vision Transformers [101], as well as Video Transformers [102], in
2021, the scene has been dominated by convolution-based architectures, both in
2D and in 3D.

Karpathy et al. [100] are noteworthy in deep learning based action recogni-
tion in that they were the first to train deep video models on a large-scale video
dataset, comparable to ImageNet [5] in the number of unique samples (1M). This
was the Sports1M dataset, released publicly along with the article. They compare
convolution-based models, both for single-frame (2D) and sequential input (3D)
with temporal fusion at varying feature depths, and find only a marginal differ-
ence between these two input types on Sports1M. Single-frame models base their
classification on image content instead of on the dynamics between frames. This
works to some extent, especially on datasets such as Sports-1M, Kinetics [103]
or UCF-101 [104], where most of the activity categories contain pertinent visual
objects – consider for example walking a dog or playing the piano.
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However, as previously mentioned, in the years since Karpathy et al., se-
quential models have clearly outperformed the ones that are trained on single
frames [105–107]. 3D convolutions as a means to extract spatiotemporal features
was first explored by Ji et al. [97] (with their C3D model), and later investi-
gated on large-scale datasets by Tran et al. [98]. However, Carreira and Zis-
serman [105] were behind the broad introduction of 3D CNNs with their I3D
architecture, which leverages pre-trained 2D CNNs in order to make the train-
ing of the large 3D CNNs more efficient (for more details, refer to Section 2.4).
Another well-known sequential approach is that taken in Temporal Segment Net-
works (TSN) [107], where the predictions from many clips across a longer video are
aggregated for classification. The TSN architecture itself consists of one single-
frame RGB stream and one stacked (channel-wise) optical flow-stream, following
Simonyan and Zisserman [108].

Another example of an approach that builds on the two-stream model [108]
is found in Ng et al. [106], where it is used for feature extraction. The two-
stream features are then passed to different methods for temporal aggregation
(stacked LSTM layers, or various feature pooling methods), which are compared
for action recognition tasks. The authors’ stacked LSTM approach obtained the
thereto highest result on the Sports-1M dataset.

Further building on the idea of the multi-stream model, Kahou et al. [109]
combine CNN features and audio features for emotion recognition in video. Here,
a comparison is made between stream fusion at the feature-level vs. fusion at the
decision-level (meaning typically after the softmax output), and the authors find
that feature-level fusion improves their results. In our two-stream architecture
experiments in Chapter 3, we follow their example and fuse the streams at the
feature-level.

Later notable convolution-based works include (2+1)D convolutions, 3D CNNs
in a ResNet [110] skip connection setting [111–113], non-local neural networks
[114] and SlowFast [115]. In (2+1)D convolutional networks [116–118], the spatial
2D convolution is separate from the temporal 1D convolution, which is sometimes
also referred to as pseudo 3D convolutions. This type of architecture reduces the
model size significantly compared to 3D convolutions. As the name suggests,
non-local neural networks learn non-local relationships between pairs of all input
elements. This is achieved by learning a pairwise affinity function weighing the
importance that different elements should have for each other – a pre-cursor to
Transformer models. SlowFast is a model with a ‘fast’ and a ‘slow’ stream, where
the faster operates on input with a higher frame rate while being more lightweight
in terms of channel count, and where the slower stream operates on input with
lower frame rate and higher channel count. Both streams are 3D convolutional
by implementation, but in practice, at least one of the three dimensions of the
filters are set to one, making the filters effectively 2D or even 1D convolutional in
most layers – across the spatial or temporal dimension, depending on the path-
way. Similar to the ventral and dorsal streams idea of the original two-stream
network [108], the intention is that the fast stream should be more occupied with
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motion information, and the slow stream more with static information, such as
scene or object appearances.

More recently, Video Transformers have entered the field of action recognition
and currently are state-of-the-art on the Kinetics dataset [119]. The Transformer
approach is suitable for video since it allows for modeling long-range (i.e., non-
local) relationships, but given that the model is quadratic in memory in terms
of the sequence length, measures to reduce the high video dimensionality are
needed. The survey by Selva et al. [102] finds that relying on pre-trained 2D or
3D CNN features or restricting the subset of elements that can be attended to (or
both) are common methods for that purpose. Video Transformers have already
been applied to many tasks, e.g., video classification (action recognition), segmen-
tation, captioning and summarization, both using standard and self-supervised
training [102].

Approaches involving convolutional recurrence. In 2015, Shi et al. [120]
introduced the Convolutional LSTM (ConvLSTM) unit, where the fully connected
matrix multiplications involving the weight matrices in the LSTM equations [121]
are replaced with convolutions. The idea with the ConvLSTM is to preserve
spatial structure and avoid having to collapse the input images to vectors which
one needs to do for a standard LSTM (for more details, refer to Section 2.4 and
Section 4.2). Networks composed of ConvLSTM units are the best-performing
architectures in our experiments on equine pain recognition (Chapter 3), and will
reoccur throughout the thesis.

The application of the ConvLSTM in [120] is for generative weather predic-
tion with radar map sequences as input. But owing to the contribution of [120],
ConvLSTM layers have recently been used in a few works on action and ges-
ture recognition from video data, notably by Li et al. [122] and Zhu et al. [123].
The architecture of [123] consists of two streams; one using RGB and one us-
ing RGB-D as input. The streams are each composed of a 4-layer 3D CNN
followed by a 2-layer ConvLSTM network, spatial pyramid pooling and a dense
layer before fusion. Thus, similar to our method in Section 3.2, [123] performs
simultaneous extraction of temporal and spatial features. Their idea is to let
the 3D convolutions handle the short-term temporal dependencies of the data
and the ConvLSTM the longer-term dependencies. We differ from the method
of [123] in that we use optical flow and not RGB-D data for the motion stream
and that our parallel streams are fully recurrent ConvLSTM networks, without
3D convolutions. This means that the input to our first ConvLSTM layer is the
raw video pixels, and not features extracted from 3D CNN layers.

[122, 124, 125] all use variants of convolutional RNNs, but train them on
pre-trained 2D CNN features. To the best of our knowledge, there has been no
published convolutional RNNs trained on raw image data prior to our works in
Chapters 3 and 5. This is crucial, since information is lost when down-sampling
an image into CNN features, and we want to study networks having sufficient
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degrees of freedom to learn (spatio-)temporal patterns from scratch.

Li et al. [122] introduce the VideoLSTM architecture, using ConvLSTM net-
works in combination with a soft attention mechanism both for activity recog-
nition and localization. Features are first extracted from RGB and optical flow
frames using a 2D CNN (VGG-16 [62]) pre-trained on ImageNet [5] before they
are fed to the recurrent ConvLSTM streams. The attention in [122] is computed
by convolving the input feature map at t with the hidden state from t−1. A given
ConvLSTM stream in their pipeline always has one layer, consisting of 512 units.
In contrast, our ConvLSTM network, appearing throughout the thesis, is deep
but has fewer units per layer, and it does not separate spatial feature extraction
from the temporal modeling.

Last, when it comes to datasets within action recognition, we are starting to
see a shift from short and trimmed action clips which essentially are spatially sep-
arable (e.g., UCF-101 [104], Kinetics [103], Sports-1M [100]) toward either more
fine-grained classification tasks, such as Diving48 [10], the Something-something-
v2 [126] or FineGym [127], or tasks on longer and less structured clips (e.g., the
Charades dataset [128] or the EPIC-Kitchens dataset [129]). However, bench-
marking results on Kinetics and UCF-101, still dominate when the performance
of various architectures are measured (Table 2.2).

Dataset Released Since 2018 Since 2021 Since 2022

HMDB [3] 2011 2100 713 174
UCF-101 [104] 2012 3120 944 219
Kinetics [103] 2017 2030 975 204
Something-something-V2 [126] 2017 552 318 69
Diving48 [10] 2018 133 101 27
Charades [128] 2018 59 30 11
EPIC-Kitchens [129] 2018 504 232 53
Finegym [127] 2020 - 71 17

Table 2.2: An overview of the citations of a selection of well-known datasets in
action recognition. Data retrieved from Google Scholar on April 27 2022.

Weakly supervised action recognition

A common scenario in action recognition is to have access to labels for longer
videos, knowing that a given semantic category will appear within the clip, but
not when and not for what duration. Training on such data using only the video-
level labels is called weakly supervised action recognition (WSAR). The most
well-known way to approach this is to apply the classical concept of multiple-
instance learning (MIL) [130] to the video setting. In Section 3.3, we face such a
scenario, making the topic of WSAR relevant for this thesis.
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MIL has been used extensively within deep learning for the closely related
task of weakly supervised action localization (WSAL), where video level class
labels alone are used to determine the temporal extent of class occurrences in
videos [131–135]. However, training deep models within the MIL-scenario can
be challenging. Error propagation from the instances may lead to vanishing
gradients [136–138] and too quick convergence to local optima [139]. This is
especially true for the low-sample setting, which is our case for the dataset used
in Section 3.3.

In a typical application of MIL in the setting of WSAR/L, videos are split into
shorter clips whose predictions are collated to obtain the video level predictions.
Multiple methods use features extracted from a pre-trained two-stream model,
I3D [105], as input to their weakly supervised model [131–133]. In addition to
MIL, supervision on feature similarity or difference between clips in videos [131,
133, 140] and adversarial erasing of clip predictions [141, 142] are also used to
encourage localization predictions that are temporally complete. In early stages
of our study in Section 3.3, we mainly attempted a MIL approach, but the noisy
data, low number of samples and similar appearance of videos from the two
classes were prohibitive for such a model to learn informative patterns. This was
the case both when training from raw pixels and when training on pre-trained
lower-dimensional features.

Arnab et al. [143] cast the MIL-problem for video in a probabilistic setting,
to tackle its inherent uncertainty. However, they rely on pre-trained detection
of humans in the videos, which aids the action recognition. Relying on the well-
developed recognition of humans in each frame is not a fully generalizable ap-
proach to video understanding (most notably when a video does not contain
humans). Further, even if we replaced the human with horse detection, this is
for example not applicable to our scenario in Chapter 3, since horses are always
present in our frames (i.e., detecting a horse would not help us to temporally
localize a specific behavior), and the behaviors we are searching for are more fine-
grained than the human actions present in datasets such as [144] or [104] (e.g.,
fencing or eating). Another difference of WSAR/L compared to our setting in
Chapter 3 is that we are agnostic as to what types of behavior we are looking
for in the videos. For this reason, it is not possible for us to use a localization-
by-temporal-alignment method such as the one by Yang et al. [145]. Moreover,
their work relies on a small number of labeled and trimmed instances, which we
do not have in Section 3.3.

Explainability of action recognition

In what follows, related work particularly relevant to Section 5.2 is presented.
Given the size and opacity of deep video models, their explainability is an impor-
tant topic. Similarly to classification tasks in the video domain, this topic is not
as mature as for single image applications.
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General explainability in deep learning is still young but has made considerable
progress for single-image networks, owing to works such as [146–149]. One can
distinguish between data centric and network centric methods for explainability.
Activity maximization, first coined by [150], is network centric in the sense that
specific units of the network are studied. By maximizing the activation of a given
unit by gradient ascent with reference to the input, one can compute its optimal
input. In data centric methods, the focus is instead on the input to the network
in order to reveal which patterns of the data the network has focused on for its
decision.

Grad-CAM [84] and the meaningful perturbations explored in the work by [12],
which form the basis for our experiments in Section 5.2, belong to the data
centric category. Layer-wise relevance propagation [149] (LRP) and Excitation
backprop [151] are two other examples of data centric backpropagation techniques
designed for explainability, where Excitation backprop follows from a simpler
parameter setting of LRP. In Excitation backprop, saliency maps are produced
without the use of gradients. Instead, top-down attention is obtained from weights
and forward activations which is then back-propagated via a probabilistic winner-
take-all process. In Sections 3.2, 3.3 and 5.2, we produce spatial saliency maps
using Grad-CAM, since it is efficient, easy to implement, widely used, and one
of the saliency methods in Adebayo et al. [152] that passes the article’s sanity
checks.

A limited amount of works have been published with their focus on explain-
ability for video models [153–157]. Feichtenhofer et al. [154] present the first
network centric explainability work for video models. The authors investigate
spatiotemporal features using activity maximization on UCF-101. On the data
centric side, Price et al. [157] propose an attribution method for action recognition
models based on cooperative game theory and the Shapley value [158], entitled
Element Shapley Value (ESV), and evaluate this on the Something-something
dataset. Mänttäri et al. [156] also present a data-centric method through tempo-
ral masking which is evaluated on Something-something and KTH actions (our
work, presented in Section 5.2). While Bargal et al. [153] extend the Excita-
tion backprop algorithm to the video domain and evaluate its ability to identify
salient video segments for action recognition on UCF-101 and THUMOS14 [159],
Huang et al. [155] analyze how important the motion information in video is
for a C3D model. Other works have treated video explainability, but with less
extensive experimentation [160], while mainly presenting a new spatiotemporal
architecture [125,161].

In a search-based precursor to the temporal mask experiments of Section 5.2,
Satkin and Hebert [162] crop sequences temporally to obtain the most discrim-
inative sub-sequence for a certain class. The crop corresponding to the highest
classification confidence is selected as the most discriminative sub-sequence. This
selection is done using an exhaustive search for crops across all frames, which

increases in complexity with the sequence length according to |f |
2

2 , where |f | is
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the number of frames. Our proposed method in Section 5.2, however, is gradient
descent-based and has a fixed number of iterations regardless of sequence length.
Furthermore, our approach can identify more than one temporal sub-region in
the sequence, in contrast to [162].

Domain shift in action recognition

A pressing problem for the field of action recognition is that video models lack
robustness to domain shift [9, 163, 164]. It has been repeatedly shown [9, 10, 116,
165] that the action recognition datasets which were most frequently cited during
the 2010s (UCF-101 [104], HMDB [3], Kinetics [103] – see Table 2.2) exhibit
significant spatial biases. This is a plausible reason for the poor domain shift
generalization in action recognition, since overly relying on spatial cues rather
than motion cues intuitively results in overfitting to one domain (e.g., a particular
set of backgrounds, viewpoints or similar actor appearances).

In [163,166], cross-domain datasets are introduced to study methods for video
domain adaptation. Chen et al. [166] propose to align the temporal features where
the domain shift is most notable, whereas Yao et al. [163] propose to improve the
generalizability of so-called local features instead of global features, and use a
novel augmentation scheme. Strikingly, however, all experiments in [163,166] are
based on features extracted frame-by-frame, by a 2D ResNet [110], and aggre-
gated after-the-fact, which means that they in effect do not handle spatiotemporal
features. Using frame-wise features saves large amounts of time and computation,
but it avoids an essential aspect of video modeling. In Section 5.3, we study cross-
domain robustness for different kinds of spatiotemporal features, and whether the
nature of the features themselves affects this robustness, which is novel. Different
from the field of Domain adaptation, we are not proposing methods on top of
base architectures to reduce the domain shift, but rather study empirically which
types of fundamental video models inherently seem to be more robust to it. In an
important work by Yi et al. [164], benchmarks are introduced to study robustness
against common video corruptions, evaluated for spatiotemporal attention- and
convolution-based models. Different from our work in Section 5.3, the domain
shift is restricted to data corruptions rather than the same classification task in
a new domain, and recurrent models are not evaluated.

Emphasis on temporality in action recognition

Many works have started to emphasize the importance of temporal modeling, as
the field of video understanding is growing. Early work by Pickup et al. [167]
investigates whether a video model can discriminate clips played forward from
those played backward. In [116], it is shown that the arrow of time can matter
more or less on different datasets, and that an inflated convolutional model, the
I3D [105], will learn this or ignore this, depending on the dataset at hand.
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In Section 5.2, we build on the work by Ghodrati et al. [168], where the aim
is to measure a network’s ability to model video time directly, and not via the
proxy task of action classification, which is most commonly seen. Three defining
properties of video time are defined in the paper: temporal symmetry, temporal
continuity and temporal causality, each accompanied by a measurable task (for-
ward/backward classification, future frame selection and action template classifi-
cation on Something-something [126]). 3D CNNs are compared to LSTMs stacked
on CNNs and to the authors’ proposed model, the Time-Aligned DenseNet, which
has properties of both sequential (e.g., recurrent) and hierarchical (e.g., convolu-
tional) models but does not share parameters across time as recurrent networks
do. Instead, the layers are stacked along the temporal axis. An important contri-
bution of Section 5.2 is that we compare 3D CNNs and ConvLSTMs, whereas [168]
compares 3D CNNs to standard LSTMs. Their comparison can be argued as
slightly unfair, as standard LSTM layers only take 1D input, and thus need to
vectorize each frame, which removes some spatial dependencies in the pixel grid.
Another difference from our work in Section 5.2 is that the LSTM in [168] takes
down-sampled features from a CNN as input, instead of learning patterns from
raw frames.

Further similar to the work presented in Section 5.2, Dwibedi et al. [125] inves-
tigate the temporal modeling capabilities of convolutional gated recurrent units
(ConvGRUs) trained on Something-something [126]. The authors find that such
convolutional-recurrent models perform well on the task, and present a qualita-
tive analysis of the trained model’s learned hidden states. For each class of the
dataset, they obtain the hidden states of the network corresponding to the frames
of one clip and display its nearest neighbors from other clips’ per-frame hidden
state representations. These hidden states had encoded information about the
relevant frame ordering for the specific classes.

Zhou et al. [161] introduce the Temporal Relational Network (TRN), which
learns temporal dependencies between frames through sampling the semantically
relevant frames for a particular action class. The TRN module is put on top of a
convolutional layer and consists of a fully connected network between the sampled
frame features and the output. Similar to [125], they perform temporal alignment
of clips from the same class, using the frames considered most representative for
the clip by the network. They verify the conclusion previously made by [116],
that temporal order is crucial on Something-something and also investigate for
which classes it is most important.

Sigurdsson et al. [169] examine video architectures (LSTM stacked on VGG
[106], two-stream CNN [108], Improved Dense Trajectories [170], ActionVLAD
[171] and Asynchronous Temporal Fields [172]) and datasets for human activ-
ity understanding on a number of qualitative attributes such as pose variability,
brevity and density of the actions. Huang et al. [155] investigate how much the
motion contributes to the classification performance of a specific video architec-
ture (C3D [98]). To measure this, they vary the number of sub-sampled frames
per clip and examine how much the accuracy changes as a result. Both Tran et
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al. [117] and Chen et al. [173] perform large-scale studies of the spatiotemporal
features of different variants of 2D and 3D CNNs.

In Section 5.3, we are connected to the work of Sevilla-Lara et al. [174], who
discuss the risk that models with strong image modeling abilities may priori-
tize those cues over the temporal modeling cues. Reminiscent of the findings
of Geirhos et al. [13], Sevilla-Lara et al. find that inflated convolutions tend to
learn classes better where motion is less important, and that generalization can
be helped by training on more temporally focused data (in analogy to training
on shape-based data in [13]). Different from our work in Section 5, however, only
fully convolutional models are studied and the focus is not on comparing models
with fundamentally different approaches to frame dependency modeling.

2.4 Architectures

For readability, this short section covers the basics of a selection of models which
appear commonly in the rest of the thesis. For a more detailed presentation, I
refer to Section 4.2.

2D CNN

A 2D CNN is a feed-forward neural network which, for vision applications, takes
single images as input. Thus, this model does not model temporal dependency.
In principle, one can stack a sequence of images as input in the same way that
we stack color channels in the image tensors. In that case, however, the model
would still only compute patterns in separate images (the per-channel outputs
are traditionally simply averaged). The kernels are 2D filters which are convolved
across the image, and trained to activate for various location-invariant patterns.
Such a network is typically composed of a hierarchy of layers, often with pooling
and normalization operations between the layers. For classification, the head of
such a network consists of one or more fully connected layers, where the final one
connects the final features with a layer with the same number of output units as
the number of possible classes.

LSTM stacked on 2D CNN

This type of model was first introduced by Donahue et al. [175], and is now a well-
known type of deep model for sequential visual data. Its ingesting of sequences
happens by first passing the images separately through a 2D CNN, with shared
weights across the temporal axis, and then feeding the resulting down-sampled
spatial features to one or more recurrent LSTM-layers. An LSTM is a more
expressive RNN variant which also handles longer term dependencies better than
classical RNNs [121]. It contains gates that learn to regulate what information to
retain and what to forget in the input data. This means that in the LSTM layer(s),
temporal dependency is modeled. During the down-sampling of the 2D CNN part
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of the network, there might be information loss, since no temporal context is taken
into account at that stage. At the same time, it can be noted that for an end-
to-end trained network, the model does have a chance to prioritize which spatial
patterns are relevant for the subsequent temporal patterns, when the parameters
of the 2D CNN are trainable and learned in the same backpropagation procedure
as the LSTM parameters. In the case when the 2D CNN is pre-trained and kept
fixed while training the top recurrent layer, however, the temporal and spatial
features have no interdependence.

ConvLSTM

The convolutional LSTM layer was first introduced by Shi et al. [120], and replaces
the matrix multiplication transforms of the classical LSTM equations (cf., [121]
and Section 4.2) with convolutions. This allows the layer to ingest data with a
spatial grid structure, and to maintain a spatial structure for its output as well.
The classical LSTM requires flattening all input data to 1D vectors, which is
suboptimal for image data, where the grid structure matters. This type of layer
enables the parameter sharing and location invariance that comes with convolu-
tional layers, while maintaining a recurrent setting, with non-linearities between
timesteps. A ConvLSTM model is a model with stacked ConvLSTM-layers. Such
a model is not to be confused with the more common setup, mentioned above, of
stacking RNN layers on top of convolutional layers (such as in the VGG+LSTM
architecture), which differs in two important and related aspects from the Con-
vLSTM.

First, any input to a standard RNN layer has to be flattened to a one-
dimensional vector beforehand which shatters the spatial grid patterns of an
image. Second, by extracting the spatial features separately, hence by perform-
ing down-sampling convolutions of the images before any sequential processing,
one risks losing important spatio-temporal features. In effect, there are features
of a video clip that do not stem exclusively from either spatial or temporal data,
but rather from both. For this reason, ConvLSTM layers are especially suited to
use for video analysis.

3D CNN

In a 3D CNN, the input video is treated as a spatial tube, where the third
dimension corresponds to time, across which we convolve smaller filter tubes.
Convolution is a linear operation, and, in that sense, the order of frames that
the 3D filter traverses does not matter. Instead, all non-linearities are applied
hierarchically, between layers, which is how this model still can learn the arrow of
time. Its structure is typically similar to a 2D CNN, with pooling and normaliza-
tion operations between the layers, except that the filters are three-dimensional.
The well-known I3D [105] is an Inception model [176] with pre-trained 2D filters
copied and rescaled along the time axis. There are many architectures which par-
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tially use 3D convolutional layers, e.g., [177], or use 3D convolutions with other
added functionality, e.g., [115,178].

TimeSformer [179]

The TimeSformer is a Transformer [99] for video, relying entirely on self-attention
mechanisms to model frame dependency. As in the original formulation of a
Transformer applied to vision [180], each frame is divided into patches, which
are flattened. In the best performing version presented in Bertasius et al. [179],
used in our experiments, the attention is divided in space and time. This means
that the self-attention is applied both among the patches of one frame (spatial
attention) and across patches located in the same positions across the temporal
axis (temporal attention).



Chapter 3

Equine pain recognition

This chapter presents studies on end-to-end recognition of equine pain from
video. In the first part (Section 3.2), experiments are run on models that vary in
the amount of temporal modeling they use, on a rather clean dataset with exper-
imental acute pain, although the task is challenging in itself. A fully recurrent
model with RGB and optical flow in two streams is proposed to be most suited
for the task. In the second part (Section 3.3), we investigate domain shift within
equine pain. A dataset with noisier labels than in the first part poses challenges
since these prove to be too weak to train directly on. We investigate whether a
model trained on the cleaner domain can transfer knowledge to the pain recog-
nition task of the more difficult dataset, and compare different domain transfer
methods.

Preliminaries. Throughout this chapter, I will mainly present classification
results using the F1-score, which is the harmonic mean between precision and
recall. The macro average is used, defined as the unweighted average of the sepa-
rate F1-score for the two classes (pain and no-pain, in our case). Sometimes the
results are presented alongside the accuracy, where we can see that the F1-score
is more conservative than accuracy, in particular when there is class imbalance in
the dataset. This is the case in Section 3.2 for the PF dataset. In Section 3.3, I
have implemented a data augmentation strategy to sample video windows more
densely for the minor class, which achieves class balance, but still mainly use the
F1-score as metric.

3.1 Datasets

Central to this chapter are two datasets comprising video of horses with pain
of different origin (Table 3.1). The datasets are similar in that they both show
one horse, trained to stand still, either under pain induction or under baseline
conditions.

39



40 CHAPTER 3. EQUINE PAIN RECOGNITION

Table 3.1: Overview of the datasets. Frames are extracted at 2 fps, and clips consist
of 10 frames. Duration shown in hh:mm:ss. The short-hands h, v and c refer to
horses, videos and clips, respectively.

Dataset # h # v # c Pain No pain Total Labeling

PF 6 60 8784 03:41:25 06:03:44 09:45:09 Video-level. Induced clean

experimental acute pain,

on/off (binary)

EOP(j) 7 90 6710 03:37:36 05:03:25 08:41:01 Video-level. Induced

orthopedic pain,

varying number of hours

prior to the recording.

Binarized human CPS pain

scoring before/after

recording (average of

3 independent raters)

In Table 3.1, we show an overview of the two datasets used in this chapter.
It can be noted that neither of the two show a full view of the legs of the horses.
This could otherwise be an indicator of orthopedic pain. Both datasets mainly
depict the face and upper body of the horses (Figures 3.1 and 3.2).

The Equine Pain Face Dataset (PF)

The equine pain dataset used in Section 3.2 was collected by Gleerup et al. [38],
and consists of 9 hours and 45 minutes of video across six horse subjects, out
of which 3 hours and 41 minutes are labeled as pain and 6 hours and 3 minutes
as non-pain. These binary labels have been set according to the presence of
pain induction, known from the recording protocol (see Section 3.1). Frames are
extracted from the equine videos at 2 fps. When training on 10-frame sequences,
the dataset contains ∼ 7k sequences. Duration-wise, this dataset is comparable
to action recognition datasets such as Hollywood2 [181] (20 hours) and UCF-
101 [104] (30 hours). See Table 3.2 for details on the class distribution across the
different subjects. A more complete description with further image examples can
be found in [38].

Recording setup and pain induction

The subjects were trained with positive reinforcement before the recordings to be
able to stand relatively still in the trial area. They were filmed during positive
and negative pain induction trials with a stationary camera at a distance of
approximately two meters. The imagery contains the head and the body until the
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wither. The camera was fixed, which means that the data is suited for extraction
of optical flow, since there is no camera motion bias [100].

Pain was induced using one out of two noxious stimuli applied to the horses
for 20 minutes: a pneumatic blood pressure cuff placed around the antebrachium
on one of the forelimbs or the application of capsaicin 10% (chili extract) on 10
cm2 skin [38]. Both types of experimental pain are ethically regulated and also
occur in human pain research. They caused moderate but completely reversible
pain to the horses, during short time [38].

Noise and variability

The videos in the dataset present some challenging noise. The lighting conditions
were not ideal during the recordings and some videos are quite dark. Unexpected
elements like a veterinarian standing by the horse for a while, frequent occlusion
of the horse’s head, varying backgrounds, poses, camera angles and colors on
halters all contribute to the challenging nature of the dataset. The coat color of
the horses is mostly dark brown except for one chestnut but they do have varying
characteristics such as stars and blazes (Figure 3.1).

Furthermore, there is some variability among the subjects. Subject 6 is the
only gelding among mares, by far the youngest horse at three years old, and
frequently moves in and out of the frame. This presented difficulties for our
classifiers as can be seen in Table 3.5. Importantly, this subject did not go
through the same training for standing still as the other subjects. However, we
did not exclude Subject 6 from the experiments and results presented in this
section.

Labels

The induced pain is acute and takes place during 20 minutes, during which the
horse shows signs of pain almost continuously. Thus, the video-level positive pain
label is largely valid for all clips extracted from it. The labels are binary; any
video clip extracted from this period is labelled as positive (1), and any video clip
from a baseline recording is labelled as negative (0).

Table 3.2: Dataset overview, per horse subject and pain label (hh:mm:ss).

Subj. ID 1 2 3 4 5 6 Total

Gender Mare Mare Mare Mare Mare Gelding n/a

Age (years) 14 7 12 6 14 3 n/a

Pain 00:58:55 00:39:30 00:29:52 00:22:21 00:44:38 00:26:09 03:41:25

No pain 01:00:27 01:01:29 01:01:10 01:31:12 00:59:49 00:29:37 06:03:44

Total 01:59:22 01:40:59 01:31:02 01:53:33 01:44:27 00:55:46 09:45:09

# frames, 2 fps 14324 12118 10924 13626 12534 6692 70292
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(a) Horse 1 (b) Horse 2 (c) Horse 3

(d) Horse 4 (e) Horse 5 (f) Horse 6

Figure 3.1: Example frames from all six horses of the PF dataset, showing the
variation in horse appearance, backgrounds and lighting conditions.

The EquineOrthoPain (joint) dataset (EOP(j))

The experimental setup for the EOP(j) dataset is described in detail in previ-
ously published work by Ask et al. [26]. Mild to moderate orthopedic pain was
induced in eight clinically healthy horses by injecting lipopolysaccharides (LPS)
into the tarsocrural joint (hock). This is a well-known and ethically approved
method for orthopedic pain induction in horses, resulting in a fully reversible
acute inflammatory response in the joint [182]. Before and during the 22-52 hour
period after induction, several five minute videos of each horse were recorded reg-
ularly (approximately every fourth hour in daytime, minimum three times post
induction). A video camera, attached to a tripod at approximately 1.5 metres
height and with 1.5 metres distance from the horse, recorded each horse when
standing calmly in the stables outside the box stall. The horses had been trained
with positive reinforcement to stand still, similarly to the PF dataset. They all
stood at the same location when recorded, which gives slightly less background
variation than in PF. The horses also have more similar appearances and colors
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than in PF. However, both the horses and the camera moved more than in the
PF dataset. Example frames can be seen in Figure 3.2.

(a) Aslan (b) Brava (c) Herrera (d) Inkasso

(e) Julia (f) Kastanjett (g) Naughty but nice (h) Sir Holger

Figure 3.2: Names and example frames from all eight horses of the EOP(j) dataset.

Labels

The dataset contains 90 different videos associated with one pain label each (Table
3.1). It is important to note that these labels are set immediately before or after
the recording of the video when the horse is in the box stall, and not based
on the video recording. Three independent raters observed the horse, using the
Composite Orthopedic Pain Scale (CPS) [33] to assign each horse a total pain
score ranging from 0 to 39. The pain label is the average pain score of these three
ratings. In this study, the lowest pain rating made was 0 and the highest was 10.

We binarize the CPS score labels by thresholding them, so that any value
larger than zero post-induction is labeled as pain, and values equal to zero are
labeled as non-pain. This means that we consider possibly very low pain scores
(e.g., 0.33) as painful, adding to the challenging nature of the dataset. Data
from one of the horses (Sir Holger) were entirely excluded from our experiments,
because this horse did not present CPS scores > 0 after the pain induction.
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Differences in pain biology and display of pain in PF and EOP(j)

Both datasets contain recordings of horses under short term acute pain after a
baseline period, but the pain induction methods and the anatomical location of
the pain are different. The PF dataset was created by application of two well-
known experimental noxious stimuli of only little clinical relevance (capsaicin [183]
and ischemia [184]). Instead, the intention with these stimuli was to create an
isolated pain sensation. Both of these stimuli are used in in pain research in hu-
man volunteers, induce pain lasting for 10-30 minutes and intensity corresponding
to 4 or 5 on a 0-10 scale, where 0 corresponds to no pain and 10 to the worst
imaginable pain. Due to the short duration of the pain, the controlled course of
pain intensity, the controlled experimental conditions and the predictability of
the model, these data present the most noise-less display of possible behavioral
changes due to the pain experienced. Moreover, because the pain lasts during
such a short time span, the horse will not be able to compensate or modify its
behaviours. At the same time, such data are less useful for clinical situations.

During clinical conditions, pain intensity is unpredictable, intermittent and
of longer duration, allowing the horse to adapt to the pain, according to its
previous experience and temperament. In real clinical situations, there is no
ground truth of the presence or intensity of pain. The LPS model represents an
acute joint pain caused by inflammation of the synovia (fluid secreted inside the
joints), resulting in orthopedic pain which ceases within 24 hours. The degree
and onset of inflammation, and thus the resulting pain is known to be individual,
depending on a range of factors which cannot be accounted for in horses, including
immunological status and earlier experiences with pain [185]. Because the horse
has time to adapt to and compensate for the pain by, for example, unloading the
painful limb, pain will be intermittent or of low grade, expressed in unpredictable
periods of time [186].

3.2 Automated recognition of equine pain in video

This section presents a method for automatic detection of equine pain behavior in
video – a highly challenging problem since horses display pain through very subtle
signals. These studies, when published in 2019 [71], constituted a new research
direction and application field in computer vision, detection of equine pain in
video. While human pain detection has been performed with single images owing
to our expressive faces, one research hypothesis in this section is that the pose
and movement patterns matter more for horses.

The equine pain detection task is explored using recurrent neural network
architectures. These memory-preserving networks are chosen in order to model
temporality, which is considered important when assessing pain in horses [6]. At
the time of these experiments, and when publishing the associated article, there
did not exist previous studies on automated pain detection in any non-human
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species where temporal information was taken into account during learning of
the features.

Specifically, a deep neural network approach to automatic detection of horse
pain in video is proposed, learning from raw pixels, taking both spatial and tem-
poral context into account (Figure 3.4). Our architecture is a new combination of
existing network types, using optical flow as an attention mask in a Convolutional
LSTM [120] two-stream setting. We have reinterpreted the two-stream network
first presented by [108] into a fully recurrent two-stream Convolutional LSTM
network, where both streams take temporal stacks of frames in either modality.
The fusion of the two streams is done on the feature-level, adding the optical flow
feature maps to the RGB feature maps element-wise, which highlights the regions
of movement in the video. The method learns patterns end-to-end without the
help of intermediate representations such as the Facial Action Coding System
(FACS) [37], which was novel for this application at the time of publication.

The method is experimentally shown to outperform several baselines, includ-
ing a method relying on single-frame analysis. Most notably, we show that our
method performs better than manual classification by veterinarian experts with
extensive expertise in equine pain assessment.

Approach

In the experiments, three main architectures are investigated, and each is ad-
ditionally extended to a two-stream version. With two streams, we can feed
sequences of different modalities to the network. In our case, we use RGB in one
stream and optical flow in the other. The optical flow of two adjacent frames
is an approximation of the gradients (u and v) of the pixel trajectories in the
horizontal and vertical directions, respectively. The optical flow is computed us-
ing the algorithm presented by Farnebäck [187], with the magnitude of u and v
added as a third channel to the tensor. The one-stream models receive only one
modality, either as single frames or as sequences, depending on the architecture.

The three main architectures are the fully recurrent ConvLSTM, the partly
recurrent VGG+LSTM architecture from Rodriguez et al. [60], and the deep
CNN InceptionV3 [176], which takes single-frame input. The VGG+LSTM is a
VGG-16 CNN [62] up to and including the first dense layer with one LSTM layer
on top, used for human pain recognition in [60]. Intuitively, the three models
differ in the extent to which they can model the dynamics of the data. The
InceptionV3 model is a static model that only learns patterns from single frames.
In its two-stream setting, it processes single optical flow frames in parallel to the
RGB frames, which adds limited motion information. The VGG+LSTM model
extracts temporal features, but does so separately from (after) the down-sampling
and extraction of the spatial features. In the ConvLSTM architecture all layers
are fully recurrent and the spatial and temporal feature extraction take place
simultaneously.
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Next, the details of the ConvLSTM networks in one and two streams from
our experiments are presented.

Convolutional LSTM in one and two streams

The one-stream ConvLSTM model (ConvLSTM-1) has four stacked layers of
32 ConvLSTM units each with max pooling and batch normalization between
every layer, followed by a dense layer and a sigmoid output. The two-stream
ConvLSTM (ConvLSTM-2) is shown in Figure 3.4. This model consists of two
parallel ConvLSTM-1 streams. The idea, just like in [108], is for the motion
stream (optical flow) to complete the spatial stream (RGB) with more temporal
information. ConvLSTM layers have the capacity on their own to extract motion
information when fed with an image sequence, but in a scenario with a limited
amount of training data, an optical flow stream can help the learning.

On the other hand, our ConvLSTM two-stream model differs in some aspects
from the original two-stream architecture presented in [108]. To begin with,
in the architecture presented by [108] only the motion stream takes input with a
temporal span while the spatial one always processes single RGB frames. Second,
the motion stream input, consisting of an optical flow sequence, is not treated
recurrently but as one single input volume where the frames are stacked in the
same way as color channels are for RGB input to 2D CNNs. This means that
the feature extraction is in fact done separately for each frame and then linearly
aggregated (summed or averaged over) across the channels. In [108], both streams
are feed-forward 2D CNNs, whereas in our case both streams are recurrent. Third,
we choose to fuse our two streams at the feature-level – before the softmax output
layer, in contrast to [108] who fuse the class scores only after the softmax.

Regarding the fusion in particular, we combine the two tensor outputs from
the fourth layers in both streams by either element-wise multiplication or addition
(see Table 3.4), in order to use the optical flow frames as a feature-level attention
mask on the RGB frames. To this end, the optical flow is computed using rather
large averaging windows which results in soft, blurry motion patterns, similar
to the attention results presented in Sharma et al. [188] (see Figure 3.3 for an
example). We note, however, that it is the features extracted from the optical
flow that become the attention map after layer four, and not the raw optical flow
itself. Our assumption is that the features extracted from soft and blurry optical
flow should be analogously blurry, and including of any registered motion. When
using multiplication, the attention mask behaves like an AND gate and when
using addition, it behaves like the softer OR gate. Both types of fusion emphasize
the parts of the image where pixels have moved which are likely to be of interest
to the model.
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Implementation details

The top dense and LSTM layers of the VGG+LSTM model are trained from
scratch and the convolutional layers of the VGG-16 base model are pre-trained
on ImageNet [5] as an initialization, although freely trainable. Its LSTM layer
has 512 units, a hyperparameter set after trials with [32, 256, 512, 1024] units. It
is not stated in Rodriguez et al. [60] how many units are used in the LSTM layer.
InceptionV3 is trained from scratch since this worked better than with ImageNet
pre-trained weights. The top part of the original model is replaced with a dense
layer with 512 units and global average pooling before the output layer.

All architectures have a dense output layer with sigmoid activation and are
trained using binary cross-entropy as loss function. For the models that take
sequential input (the VGG+LSTM and the ConvLSTM), the dense output layer
is time distributed with shared weights across the ten hidden outputs from the last
recurrent layer. The respective optimizers used are shown in Table 3.3. For the
VGG+LSTM, we also trained with the Adam optimizer like in [60], but Adadelta
gave better results.

We use larger frames when training the InceptionV3 models than when train-
ing the sequential models (see Table 3.3) because InceptionV3 has a minimum
input size. When training on sequences, we use a length of 10 frames. The
sequence length is traded off with the batch size and, in practice, with the mem-
ory contraints of the GPU card. Not wanting to set the batch size < 8, 10
was the maximum possible sequence length on an Nvidia Titan X Pascal card
(12Gb memory) for the two-stream models. For the one-stream models, we could
double the batch size to 16. It can be noted that, ideally, we would like both a
larger batch size and longer sequences. In this section, all sequences are extracted
back-to-back without overlap (stride 10).

We use early stopping of 15 epochs, based on a validation set, on a maximum
of 100 epochs throughout the experiments. The model that performed the best
on the validation set is saved at that epoch and then evaluated on the unseen
test subject. All two-stream models use dropout with probability 0.2 after the
fusion of the two streams. Since additive feature level fusing worked best for
the ConvLSTM-2, this is chosen as the method of fusion for the two-stream
extensions of VGG+LSTM and InceptionV3 as well, to save computation. Data

Figure 3.3: Example sequence from the dataset. Optical flow on second row. In the two-
stream model, the optical flow functions as attention when fused with the RGB frames.
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Figure 3.4: Our fully recurrent ConvLSTM-2 model, which performed the best on the
equine dataset. The yellow and purple layers are max pooling and batch normalization,
respectively. The arrows on top of the ConvLSTM layers symbolize recurrence.

augmentation for the sequences consists of horizontal flipping, random cropping
and shading by adding Gaussian noise. The transformations are consistent across
a given sequence (i.e. for random cropping, the same crop is applied for the whole
sequence). The remaining parameter settings and the code for the experiments
has been made public on https://goo.gl/9TPYNk.

Experiments and results

Next, the experimental design and results from training and evaluating the various
main architectures on binary pain classification on the PF dataset are presented.

Evaluation method

The classification task is evaluated using leave-one-subject-out cross testing, mean-
ing that for the equine dataset we always train on four subjects, validate on one
and test on the remaining subject. By separating the subjects used for training,
validation and testing respectively, we enforce generalization to unseen subjects.
Subject 5 is always used as validation set for early stopping, on account of its
relatively even class balance (see Table 3.2). When Subject 5 is used for testing,
the data from Subject 1 is used for validation instead, which also has good class

Table 3.3: Overview of input details for the four evaluated models.

Model Input, Equine data Batch size Sequential Optimizer

ConvLSTM-1 [10, 128, 128, 3] 16 Yes Adadelta

ConvLSTM-2 [10, 128, 128, 3] ×2 8 Yes Adadelta

VGG+LSTM [60] [10, 128, 128, 3] 16 Yes Adadelta

VGG+LSTM-2 [10, 128, 128, 3] ×2 8 Yes Adadelta

InceptionV3 [176] [320, 240, 3] 100 No RMSProp

InceptionV3-2 [176] [320, 240, 3] ×2 50 No RMSProp

https://goo.gl/9TPYNk
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balance. The reason why Subject 1 is not used as the main validation subject
is that it has more data associated with it than Subject 5, which is valuable for
training. The results presented are the average of the six cross-subject train-test
rotations, which were additionally repeated five times with random initializations.

The standard deviations in Table 3.4 are the averages of the standard devia-
tions across all test subjects for every run, while the standard deviations presented
in Table 3.5 are the per-subject variations across the five runs (which are smaller,
since there is considerable variation across the individual subjects).

The labels are set globally according to the presence of pain induction from the
recording protocol for the different video clips before frame extraction, meaning
that frames belonging to the same clip always have the same ground truth. Nev-
ertheless, the loss function is optimized per frame during training, which means
that the network outputs one classification per frame (sequential output). When
computing the F1-score at evaluation time for sequential models, we want to
measure the performance on the aggregate 10-frame sequence-level. To this end,
a majority vote is taken of the classifications across the sequence. If there is a
tie, the vote is random.

Veterinary expert baseline experiment

As a human baseline comparison, four veterinarians with expert training in rec-
ognizing equine pain were engaged in classifying 51 five second clips sampled at
random from the dataset as pain or no pain, but evenly distributed across the
subjects. Five seconds is the same temporal footprint that the sequential models
are trained and tested on. It is also a realistic time span for a veterinarian to
routinely evaluate pain in a horse patient at a busy clinic [189], as well as a time
span used in veterinarian studies on pain assessment in mammals [23]. The re-
sults in Table 3.4 clearly show the fact that it is very difficult even for an expert to
perform this kind of classification, highlighting the challenging nature of the task
and dataset. The average F1-score (accuracy) of the experts was 54.6% (58.0%).

Since the clips are randomly extracted from the videos, it can happen that
the horse looks away or interacts too much with an on-site observer. When the
experts judged that it was not possible to assess pain from a certain clip, they did
not respond. Thus, those results are not part of the averages. On average 5-10
clips out of the 51 are discarded by every rater. This ”cherry-picking” should
speak to the advantage of the experts compared to the models, together with the
fact that the experts could re-watch the clips as many times as they wanted. Yet,
on average the experts perform 18.9 percentage points (p.p.) worse than the best
ConvLSTM-2.

However, the F1-scores varied among the raters. Their individual results were
52.7%, 50.7%, 72.2% and 42.7%. Interestingly, the rater that obtained 72.2% is
the most familiar with the dataset among the four. It should be noted that this
result is close to that of our best model. Being familiar with a set of videos for
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a human thus seems analogous to having undergone meaningful training on the
dataset for a number of epochs for a neural network.

Table 3.4: Results (% F1-score and accuracy) for binary pain classification using
the different models. ConvLSTM-2 (add) has the best average result. InceptionV3
is a single-frame model and VGG+LSTM and ConvLSTM are sequential models.
Data augmentation was only applied for ConvLSTM-2 (add) since it performed
better than the one with multiplicative fusion, for computational reasons.

No data augmentation Data augmentation

One-Stream Models Avg. F1 Avg. acc. Avg. F1 Avg. acc. # params

InceptionV3 [176], Flow 54.1 ±10.9 60.8 ±10.3 57.5 ±12.3 60.4 ±8.5 22, 852, 898

InceptionV3 [176], RGB 62.6 ±19.4 66.5 ±16.8 68.1 ±15.8 68.8 ±14.2 22, 852, 898

VGG+LSTM [60], Flow 65.3 ±16.6 67.6 ±13.6 50.5 ±17.0 60.9 ±13.2 57, 713, 474

VGG+LSTM [60], RGB 69.4 ±28.8 72.8 ±22.9 63.8 ±26.9 70.3 ±19.8 57, 713, 474

ConvLSTM-1, Flow (Ours) 69.8 ±10.3 70.8 ±9.4 59.5 ±11.6 64.1 ±9.8 731, 522

ConvLSTM-1, RGB (Ours) 71.3 ±19.4 73.5 ±16.3 64.0 ±20.5 68.7 ±14.9 731, 522

Two-Stream Models

InceptionV3-2 (add) 62.4 ±20.5 66.3 ±16.7 55.4 ±18.0 59.7 ±15.3 45, 704, 770

VGG+LSTM-2 (add) 69.4 ±29.7 74.6 ±22.5 63.9 ±26.4 70.5 ±18.9 115, 425, 922

ConvLSTM-2 (mult.) (Ours) 67.3 ±19.1 72.2 ±14.9 - - 1, 458, 946

ConvLSTM-2 (add) (Ours) 73.5 ±18.3 75.4 ±14.1 66.5 ±20.6 68.8 ±13.8 1, 458, 946

Veterinary experts 54.6 ±11.0 58.0 ±13.6 n/a n/a n/a

Automatic pain recognition on the Equine Pain Dataset

Table 3.4 shows average results and standard deviations for the different models
that were evaluated. The best obtained F1-score (accuracy) is 73.5 ± 18.3%
(75.4 ± 14.1%) using the ConvLSTM-2 architecture. Both ConvLSTM-1 and
ConvLSTM-2 in their best settings outperform the relevant baselines.

The effect of two streams and temporal dynamics. We see a clear im-
provement of +2.2 p.p. from the ConvLSTM one-stream model to its two-stream
version in terms of F1-score. For the VGG+LSTM model, there is no improve-
ment from one to two streams when no data augmentation is used, and very
little improvement (+0.1 p.p.) when data augmentation is used. The two-stream
version of InceptionV3 in effect performs worse than the RGB one-stream model,
both with (−12.7 p.p.) and without (−0.2 p.p.) data augmentation. When
comparing the importance of the RGB and optical flow streams, respectively, for
the three different models, we see that the flow alone performs better for the



3.2. AUTOMATED RECOGNITION OF EQUINE PAIN IN VIDEO 51

ConvLSTM-1 (69.8% F1-score) than for the VGG+LSTM (65.3% F1-score) and
the InceptionV3 (54.1% F1-score). Out of the three models, the performance gap
between the modalities is the least for the ConvLSTM-1. The above observa-
tions combined interestingly indicate that motion information and sequentiality
are more important cues to the ConvLSTM model.

It is furthermore clear from Table 3.4 that the ConvLSTM models perform
better than the static baseline model InceptionV3, with its best result of 68.1%
F1-score for one stream with data augmentation. As a reminder, the input reso-
lution to InceptionV3 is 320×240 pixels, compared to the 128×128 pixels for the
ConvLSTM networks, which underlines how much better they perform even with
nearly five times fewer pixels, and orders of magnitude fewer parameters (Table
3.4). This tells us that the motion aspect in video contains crucial information
about the level of pain and should be taken into account.

The effect of data augmentation. We can observe in Table 3.4 that the
ConvLSTM and VGG+LSTM models trained without augmented data perform
better than those trained with augmented data. For InceptionV3, the perfor-
mance is better with data augmentation. A possible explanation for why the
ConvLSTM models cannot learn the augmented data as well is their small num-
ber of parameters compared to the other models (Table 3.4). The fact that the
ConvLSTM models do not improve with data augmentation indicates that they
are of the appropriate size for the dataset and have not overfitted. The VGG-16
base model of VGG+LSTM has many parameters but we hypothesize that it is
the single LSTM layer that might be too minimalistic for the augmented data
in this case. In the future, when working on more varied datasets, it will likely
become necessary to use a slightly larger number of hidden units in the interest
of stronger network expressivity and generalizing ability. Nevertheless, it is rea-
sonable to use a smaller number of hidden units for equine data than for example
when training on a larger and more varied dataset such as UCF-101 [104]. For our
applications, the data will always reside on a smaller manifold than general activ-
ity recognition datasets since we restrict ourselves to horses in a box or hospital
setting. Data augmentation was only applied to the ConvLSTM-2 (add) model
since it performed better than the one with multiplicative fusion. Moreover, the
computational cost in training time was considerable, especially with augmented
data.

Performance difference between subjects. Table 3.5 highlights the per-
subject classification results for the two best performing models, VGG+LSTM
and ConvLSTM-2. We note that the distributions are more even for the Con-
vLSTM than for the VGG+LSTM. The VGG+LSTM performs well on certain
subjects, but does not generalize as well to others, and for that reason has the
highest global standard deviation among the models (Table 3.4). The reason for
this seems to be that VGG+LSTM has overfitted to the data and thus will per-
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form extra well on certain subjects, and not so well on others. For instance, the
VGG+LSTM performs worse for the subjects that have screens for backgrounds
instead of the bars and hay of a typical box that is the background for the other
subjects and that provide more details to over-train on. When looking closer at
its classification decisions for Subjects 1 and 2 where it often had results above
90% F1-score, it turned out that the model had sometimes identified hay in the
corner or the barred background as being significative of the pain category, thus
overfitting (see ”What do the models consider as pain?” further down).

In Table 3.5, it can be seen that there are generally better pain detection
results for Subjects 1 − 5 compared to for Subject 6. If we had not included
Subject 6 in our final score, our best average would instead have been 80.9±8.6%
F1-score. This horse displayed atypical behavior consisting of extreme playfulness
and interaction with the human observer, because it had not been successfully
trained to stand still like the other subjects (see Section 3.1).

In Table 3.6, we include the full per-subject results of all the models in our ex-
periments. The performance distribution among the subjects is rather even also
for the InceptionV3 model, but based on the saliency maps of its classifications,
we have other reasons to question the performance of this single-frame model.
Specifically, as touched upon further down, the Grad-CAM visualizations of In-
ceptionV3 were uninformative and always showed either no saliency at all or one
large non-discriminative heatmap almost covering the entire frame. In addition,
the classifications of InceptionV3 were saturated and overconfident (always close
to 1 or 0 in probability).

The reason why the accuracies in Table 3.4 in general have considerably lower
standard deviations compared to the F1-scores is because the F1-score discredits
results where the model exclusively chooses one class for a whole test round. This
often happened when the classification failed, as was almost always the case for
Subject 6. The F1-scores for Subject 6 are around 40%, whereas in terms of
accuracy these results are instead around 50% (this horse had quite even class
balance), hence reducing the standard deviation gap.

Tuning of ConvLSTM-2. For the two-stream model, the softer fusion by
addition works better than fusion by multiplication. The optical flow is computed
at 16 fps and is matched to the corresponding 2 fps RGB frames. If the horse
moves fast, there can be discrepancies when overlaying the RGB image with an

Table 3.5: Per-subject F1-scores for ConvLSTM-2 and VGG+LSTM. The distri-
bution is more even for ConvLSTM-2.

Subject 1 2 3 4 5 6

ConvLSTM-2 87.1± 4.8 83.4± 5.6 79.7± 11.2 73.4± 5.8 76.5± 11.5 40.8± 3.6

VGG+LSTM 90.5± 4.1 94.4± 3.2 77.2± 16.3 89.1± 4.8 32.1± 7.0 33.8± 4.2
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Table 3.6: Per-subject results (% F1-score, except last column) for binary pain classifi-
cation. The columns indicate the test subject, which means that the training was carried
out on the remaining subjects. Observe especially the high results on subjects 1-2 for
VGG+LSTM (RGB) and how the performance distribution among subjects is more even
for the ConvLSTM models. The performance distribution among the subjects is even also
for the InceptionV3 model but from the saliency maps of the classifications of this model
we have other reasons to question the performance of this single-frame model.

Horse ID: 1 2 3 4 5 6
ConvLSTM-1
RGB, no aug. 80.2± 9.0 77.6± 31.8 72.0± 16.2 77.8± 7.8 71.9± 6.4 43.0± 1.9
RGB, aug. 85.3± 5.3 80.0± 11.6 66.7± 11.4 66.0± 11.5 46.5± 21.0 38.0± 1.0
Flow, no aug. 75.6± 6.1 76.5± 3.4 66.1± 1.4 80.3± 1.6 67.6± 3.4 52.9± 3.5
Flow, aug. 48.2± 8.5 58.9± 1.9 63.3± 5.2 76.1± 3.7 56.5± 8.6 53.9± 10.8

ConvLSTM-2

Mult, no aug. 84.7± 12.5 73.1± 6.7 70.0± 8.2 68.5± 16.7 77.3± 13.6 38.7± 2.3
Add, no aug. 87.1± 4.8 83.4± 5.6 79.7± 11.2 73.4± 5.8 76.5± 11.5 40.8± 3.6
Add, aug. 89.4± 7.3 77.2± 16.8 69.1± 8.1 72.6± 2.9 58.8± 12.4 38.9± 2.1

InceptionV3
RGB, no aug. 52.7± 22.4 89.2± 6.9 56.1± 17.7 71.3± 3.3 44.7± 9.8 61.6± 10.9
RGB, aug. 68.5± 19.0 87.3± 5.7 63.1± 14.1 68.1± 5.9 70.4± 13.8 60.0± 8.9
Flow, no aug. 43.1± 8.0 52.7± 5.4 59.8± 4.5 72.0± 1.3 50.3± 7.2 46.8± 6.1
Flow, aug. 41.7± 9.1 60.5± 6.6 63.6± 1.8 74.5± 2.3 55.2± 3.5 49.9± 6.7

InceptionV3-2
Add, no aug. 66.5± 23.2 59.5± 23.1 67.7± 3.6 76.1± 7.5 38.9± 26.6 49.3± 12.5
Add, aug. 59.8± 30.2 68.3± 17.3 56.4± 10.0 68.9± 9.9 32.7± 6.0 46.4± 6.8

VGG+LSTM
RGB, no aug. 92.9± 6.2 91.2± 12.7 72.5± 9.1 77.6± 5.3 48.2± 14.3 23.2± 7.6
RGB, aug. 65.1± 22.9 94.6± 3.3 73.1± 17.4 69.4± 13.8 34.5± 15.7 37.8± 0.0
Flow, no aug. 75.8± 23.7 61.1± 8.2 63.2± 5.6 84.0± 1.6 67.2± 13.6 45.2± 3.6
Flow, aug. 34.1± 0.0 57.3± 8.5 55.3± 2.2 72.4± 1.2 31.8± 12.8 51.9± 11.5

VGG+LSTM-2
Add, no aug. 90.5± 4.1 94.4± 3.2 77.2± 16.3 89.1± 4.8 32.1± 7.0 33.8± 4.2
Add, aug. 62.8± 40.6 93.5± 8.4 74.8± 24.3 77.4± 3.7 46.8± 15.4 36.8± 0.3

AND mask (corresponding to multiplicative fusion) not fitting the shape of the
horse exactly. This could explain why the less strict additive fusion works better.

Comparison to Lu et al. [190] At the time of publication, the only previous
study done on automatic pain recognition in larger non-human species was the
one presented by [190]. They obtain on average 67% accuracy on a three-class
pain level classification task when classifying facial action units from still images
of sheep, using the standardized sheep facial expression pain scale SPFES [191].
It can be noted that this result, which is impressive given the three pain levels,
is not obtained using subject-exclusive test folds, but using a random split in a
collection of images of sheep from a farm. Further, the pain labels are based on
pre-defined visible grimaces in frontal sheep faces, without knowing if there exists
an underlying pain state. When it comes to evaluating the overall pain level
(still via facial action units) in unseen subjects (testing between two different
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datasets), the authors present a confusion matrix with results from the same
three-class task. We translate this matrix into a two-class setting and compute
its F1-score, in order to be able to better compare our results with [190]. The
F1-score (accuracy) of [190] when testing on unseen subjects was 58.4% (58.1%),
15 p.p. lower than our best result.

What do the models consider as pain? We compute saliency maps for the
two best models, ConvLSTM-2 and VGG+LSTM, to investigate their classifica-
tion decisions. Two example sequences are shown in Figure 3.5, and more can be
seen in Figure 3.6.

(a) A pain sequence correctly classified by both ConvLSTM-2 and VGG+LSTM, as well as by
veterinarians.

(b) A non-pain sequence correctly classified by both ConvLSTM-2 and VGG+LSTM, misclassified
by all veterinarians.

Figure 3.5: Saliency maps for two example sequences and two different models
(ConvLSTM-2 on the first row, VGG+LSTM on the second row in each figure).
We observe that in general, the ConvLSTM-2 model focuses on the horse and
follows its movement, whereas the VGG+LSTM model has overfitted (looks at the
background information in this case) and does not have a smooth temporal pattern
over the course of the sequence. In Figure 3.5a, the ConvLSTM-2 is especially
attentive to the pose of the horses’ shoulder and also zooms in on the tense eye
area in the last three frames. In Figure 3.5b, the muzzle, neck and eye area are in
focus for the ConvLSTM-2, while the VGG+LSTM has an erratic and less specific
focus.

The saliency maps are computed using the Grad-CAM technique presented
by Selvaraju et al. [84], taking the gradient of the class output with respect to
the different filters in the last convolutional layer (for ConvLSTM-2 we take the
gradient with respect to the last layer in the RGB-stream). The filters are then
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weighted according to their corresponding gradient magnitude. The one with the
highest magnitude is considered the most critical for the classification decision.
This particular filter, upsampled to the true image size, is then visualized as a
heatmap.

The sequence in Figure 3.5b shows a rather still horse with the head in an
upright position. The sequence was misclassified as pain by all four experts but
correctly classified by these two models. The veterinarians, who could write short
comments along with their ratings, based their decision mostly on the tense tri-
angular eye in the clip (sign of pain), visible in the proper resolution of the image,
whereas the ConvLSTM-2 seems to have mostly focused on the relaxed muzzle
and upright head position (signs of non-pain). With regards to the VGG+LSTM,
this model seems to look at the entire horse and frequently changes focus to the
background and back again. Our impression is that the VGG+LSTM does not
have a distinct enough focus to properly assess pain. Furthermore, in Figure 3.5a,
we see indications that the VGG+LSTM model has overfitted to the dataset, often
looking at the background information of the frames. The non-smooth temporal
pattern of the saliency maps for VGG+LSTM in both Figs. 3.5a and 3.5b could
be explained by the separation of the spatial and temporal feature extraction for
that model. ConvLSTM-2, on the other hand, tends to follow some relevant parts
of the horse in a temporally smooth fashion which gives us more confidence in its
classifications.

Similar trends can be observed in Figure 3.6, where the qualitative differences
in classification attribution of the partly recurrent model VGG+LSTM and the
fully recurrent model ConvLSTM-2 are still notable. The first two rows in each
figure is the raw sequence followed by the corresponding optical flow sequence. On
row three are the saliency maps for ConvLSTM-2 and on row four are the saliency
maps for VGG+LSTM. The same pattern as observed in Figure 3.5 can be noted;
the C-LSTM-2 shows a more smooth temporal pattern in what it focuses on, and
that it looks at the horse more consistently than the VGG+LSTM model.

Figure 3.6a shows a no pain-sequence for Subject 1 correctly classified as such
by both models. For the ConvLSTM it is the muzzle that is mostly in focus, along
with the angle of the neck. Potentially, it is the upright position of the head that
speaks in favor of the category no pain. For the VGG+LSTM model, the focus
changes from the background to the head and to the muzzle. Even though both
models pay attention to the background, there is a qualitative difference in how
this is done. The ConvLSTM model follows the shape of the horse’s head, whereas
for the VGG+LSTM the shape of the background focus is more arbitrary.

In Figure 3.6b, we see a pain-sequence for Subject 3. It is correctly clas-
sified by ConvLSTM-2 but not by VGG+LSTM. Similarly to Figure 3.6a, the
VGG+LSTM (fourth row) is not consistent in its focus even though it looks at
the horse and its ears in some frames. The ConvLSTM (third row) however
follows the horse’s head and its movement through time and identifies the pain
category.

Last, in Figure 3.6c we see another no pain-sequence, this time for Subject 4,
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correctly classified as no pain by both models although with lower confidence for
the VGG+LSTM. The C-LSTM-2 focuses mostly on the neck and the contour
of the muzzle. We hypothesize together with veterinarian experts that it is the
pose of the head and the rather relaxed neck position that speaks in favor of the
no pain-category. For the VGG+LSTM it is difficult to say what has been most
crucial for its classification decision in this case, since its focus again changes
between the frames.

This qualitative study is not conclusive but gives an indication to what kinds
of patterns the models seem to learn from the data, as well as a preliminary expla-
nation of the better performance of the ConvLSTM-2. The same visualizations
were also made for the single-frame model InceptionV3 but these were uninfor-
mative and showed no particular saliency, while at the same time the model gave
saturated, over-confident classification decisions.

Is this really the solution – are we finished here?

From our comparisons of the three model types and their respective two-stream
extensions, varying in the extent to which they model temporal dynamics, it is
clear that the spatio-temporal unfolding of behavior is important for pain recogni-
tion in horses. In this work, we have found that sequential imagery and a model
such as the ConvLSTM that simultaneously processes the spatial and tempo-
ral features improves the results compared to models that process single frames
when attempting to detect equine pain automatically. It seems that sequentiality
is particularly important when assessing equine pain behavior; horses do not con-
vey a single straightforward face to show that they are in pain, the way humans
can. Our results on data labeled according to pain induction surpass a veteri-
nary expert baseline and outperform the only previously reported result [190] on
subject-exclusive larger animal pain detection in still images by a clear margin,
using no facial action unit annotations or pre-processing of the data.

Yet, as mentioned in Section 3.1, the pain model with capsaicin or blood pres-
sure cuffs used in the PF dataset is intended as the clearest possible separation
between a baseline state and a pain state, in clean, experimental settings. What
happens to our trained two-stream ConvLSTM when we move to a more clini-
cally relevant scenario, with more low-grade pain, which is perhaps only sparsely
expressed? In the next section, we will investigate this question closer.
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(a) No pain, correctly classified by both models.

(b) Pain, correctly classified by ConvLSTM-2, but not by VGG+LSTM.

(c) No pain, correctly classified by both models.

Figure 3.6: Optical flow (row two) and Grad-CAM visualizations for the C-LSTM-2
model (row three) and VGG+LSTM model (row four).
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3.3 Pain domain transfer

Figure 3.7: We present a study of domain transfer in the context of different types
of pain in horses. Horses with low grade orthopedic pain only show sporadic visual
signs of pain, and these signs may overlap with spontaneus expressions of the non-
pain class – it is therefore difficult to train a system solely on this data.

Orthopedic disorders are frequent in horses and are, although treatable if
detected early, one of the most common causes for euthanasia [47,192,193]. The
pain displayed by the horse may be subtle and infrequent, which may leave the
injury undetected.

Being an easier-to-observe special case, recordings of acute experimental pain
was used in Section 3.2 to investigate the feasibility of automatic equine pain
recognition from video where mainly the horse’s face, head and upper body are
visible. Until now, it has not been studied how this method generalizes to the
more clinically relevant orthopedic pain.

This section investigates machine learning recognition of equine orthopedic
pain characterized by sparse visual expressions. To tackle the problem, we use
domain transfer from the recognition of clean, experimental acute pain, to detect
the sparsely appearing visible bursts of pain behavior within low grade orthopedic
pain data (Figure 3.7). We compare the performance of our approach to a human
baseline, which we outperform on this specific task (Fig 3.8).

We are the first to investigate domain transfer between different types of pain
in animals. We present empirical results using two real-world datasets, and high-
light challenges arising when moving outside of clean, controlled benchmarking
datasets when it comes to deep learning for video. We compare domain transfer
from a horse pain dataset to standard transferred video features from a general
large-scale action recognition dataset, and analyze whether these can complement
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each other. Last, we present an explainability study of orthopedic pain detec-
tion in 25 video clips, firstly for a human expert baseline consisting of 27 equine
veterinarians, secondly for one of our neural networks trained to recognize acute
pain. In the explainability study, we compare which signs of pain veterinarians
typically look for when assessing horse pain with what the model finds important
for pain classification.

Experiment design

In the experiments of this section, we investigate the feasibility of domain transfer
between different pain domains – represented by the PF and the EOP(j) datasets.
We will run experiments with standard training within one domain, experiments
with domain transfer, and last, the explainability study comparing equine veteri-
narians to a video model.

Throughout the section, we distinguish between clips and videos, where clips
are five second long windows extracted from the videos (several minutes long)
(Table 3.1). For both datasets, the pain labels have been set weakly on video
level, although the labels of the EOP(j) dataset can be regarded as even weaker,
due to its low signal-to-noise ratio. In practice, treating these labels as dense
means giving the extracted clips the same label as the video.

Architectures and implementation details

To learn features from video clips, we use two models in our experiments: the two-
stream I3D, pre-trained on Kinetics (kept fixed until the ‘Mixed5c’ layer), and the
recurrent convolutional two-stream model (hereon, ConvLSTM-2) introduced in
Section 3.2 with a binary classification head. The structure of the classification
head provided with the I3D implementation [194] is kept but retrained to two
classes.

The output of the models are binary pain predictions. For both models, we
follow the supervised training protocol of Section 3.2 but make the following
modifications.

• We run on 224x224x3 frames, instead of 128x128x3, to be able to comply with
the pre-trained I3D. This forces us to use a batch size of 2 instead of 8 on a
GPU with 12Gb memory (the sequence length is kept at 10). However, Table
3.9 shows cross-validation results for ConvLSTM-2 on 128x128 resolution on
the two datasets (batch size 8) which are consistent with the result trends
obtained for 224x224.

• Each clip is horizontally flipped with 0.5 probability, as data augmentation.

• Clip-level binary cross-entropy is used during optimization, instead of on
frame-level as in Section 3.2. The test results in Section 3.2 were presented
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as majority votes across clips. Here, we use clip-level classifications during
both training, validation and testing.

• The RGB data is standardized according to the pixel mean and standard
deviation of the dataset. The optical flow data in the two-stream model is
linearly scaled to the 0-1 range from the 0-255 jpg range, to have similar
magnitude as the RGB data.

• Since there is class imbalance, we oversample the minor class (i.e., we extract
sequences more frequently across a video, details below). This is done during
validation and testing as well, for easier interpretation of the results.

• We train for maximum 200 epochs, with 50 epochs early stopping based on the
validation set, still using the model state at the epoch with best performance
on the validation set for evaluation on the held-out test subject. In Section
3.2, the maximum number of epochs was 100, with 15 epochs early stopping.

Algorithm for clip oversampling. Clip oversampling of the minor class (typ-
ically the pain class) was introduced to have class balance. Frames from the videos
are extracted at 2fps. The clips consist of windows of frames with a certain win-
dow length wL, extracted with some window stride wS , across a video. Before
oversampling, wL = 10 and wS = 10 (back-to-back window extraction), and the
start index for extraction tstart = 0. When resampling, in order to obtain a
number of clips from the same video which are maximally different from the pre-
viously extracted clips, we want to sample starting from the index tstart = wL

2 ,
which in this case equals five.

For each training/validation/test split, we sample as many clips as required to
have an equal number of pain and non-pain clips: nresample = abs

(
nminor class−

nmajor class
)
. We oversample int

(
nresample/M

)
clips per video, where M is the

total number of videos of a dataset. The code used for the oversampling can be
found in the public repository.

Cross-validation within one domain

When running cross-validation training, we train and test within the same do-
main. We train with leave-one-subject-out cross-validation, just as in Section 3.2.
This means that one horse is used as validation set for model selection, one horse
as held-out test set, and the rest of the horses are used for training. The intention
with these intra-domain experiments is to establish baselines and investigate the
treatment of weak labels as dense labels for the two datasets.

Domain transfer

When running domain transfer experiments, we use two different methods. The
first is to train a model on the entire dataset from one domain for a fixed number
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of epochs without validation, and test the trained model on another domain.
This means that the model has never observed the test data domain, not even
for model selection. We also run experiments where we first pre-train a model on
the source domain, and fine-tune its classification layer on the target domain. In
this way, the model has acquainted itself with the target domain, but not seen
the specific test subject.

To choose the number of epochs for model selection when training on the
entire dataset, we use the average best number of epochs from when running
intra-domain cross-validation (Section 3.3) and multiply this with a factor of how
much larger the dataset becomes when including test and validation set (1.5 when
going from 4 to 6 horse subjects). This was 77 ∗ 1.5 = 115 epochs when training
ConvLSTM on PF, and 42 ∗ 1.5 = 63 epochs when training I3D on PF. This
takes around 80h on a GeForce RTX 2080 Ti GPU for the ConvLSTM-2, which
is trained from scratch, and around 4h for the I3D where only the classification
head is trained. Except for the number of epochs, the model is trained with the
same settings as during intra-domain cross-validation.

Veterinary expert baseline experiment

As a baseline for orthopedic pain recognition, we engaged 27 Swedish equine
veterinarians in rating 25 clips from the EOP(j) dataset. In veterinary practice,
the decision of whether pain is present or not is often made quickly based on
the veterinarian’s subjective experience. The veterinarians in our study were
instructed to perform a rating of pain intensity of the horses in the clips using their
preferred way of assessment. We asked for the intensity to be scored subjectively
from no-pain (0) to a maximum of 10 (maximal pain intensity). The maximum
allowed time to spend in total was 30 minutes. The average time spent was 18
minutes (43 seconds per clip). The participants were carefully instructed that
there were clips of horses without and with pain, and that only 0 represented a
pain-free state.

There is no gold standard for assessment of pain in horses. Veterinary methods
rely on subjective evaluation of information collected on the history of the animal,
its social interaction and attitude, owners’ complaints and an evaluation of both
physical examination and behavioral parameters [195]. In these clips, only the
behavioral changes could be seen. Further, the assessments in practice are rarely
blinded, but influenced by knowledge of the history and physiological state of
the animal or the observation of obvious pain behaviors. To simulate the short
time span for pain estimation and avoid expectation bias, each clip was blinded
for all external information, and only five seconds long, i.e., the same temporal
footprint as the inputs to the computer models. The intention with this was
to keep the comparison to a computer system more pragmatic – a diagnostic
system is helpful to the extent that it is on par with or more accurate than
human performance, reliable and saves time. Another motivation to use short
clips was for the feasibility of the study, and to avoid rater fatigue. It is extremely
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demanding for a human to maintain subtle behavioral cues in the working memory
for longer than a few seconds at a time. In fact, this in itself pinpoints the need
for an automated pain recognition method.

The clips selected for this study were sampled from a random point in time
from 25 of the videos of the EOP(j) dataset, 13 pain and 12 non-pain ones. Only
pain videos with a CPS pain label ≥ 1 were included in order to have a clearer
margin between the two classes, making the task slightly easier than on the entire
dataset. We first extracted five such clips from random starting points in each
video, and used the first of those where the horse was standing reasonably still
without any obstruction of the view.

Behaviors in the 25 clips were manually identified and listed in Table 3.13.
Those related to the face were identified by two veterinary experts in consensus
according to the Horse Grimace Scale [21]. The behaviors we were attentive to
for each clip are listed in Table 3.7. Having the list of behaviors for each clip
allowed us to qualitatively investigate whether the human experts and the neural
network seemed to focus on similar behaviors for their classification decisions.

Experiments

Next, we describe our results from intra-domain cross-validation training, domain
transfer and from the human expert baseline study on EOP(j) and its comparison
to the best performing model, which was trained only on acute pain.

Cross-validation within one domain

The results from training with cross-validation within the same domain (dataset)
are presented in Table 3.8 for both datasets and both models. Results using
only the ConvLSTM with the lower resolution input (128x128) are included for
reference in Table 3.9.

When training solely on EOP(j), ConvLSTM-2 could not achieve a higher re-
sult than random performance (49.5% F1-score), and I3D was just above random
(52.2). Aiming to improve the performance, we combined the two datasets in a
large 13-fold training rotation scheme. After mixing the datasets, and thereby
almost doubling the training set size and number of horses, the total results on
13-fold cross-validation for the two models were 60.2 and 59.5 on average, but
where the PF folds on average obtained 69.1 and 71.3 and the EOP(j) folds ob-
tained 53.4 and 49.4. Thus, the performance on PF deteriorated for both models,
as well as on EOP(j) for I3D (49.4) and only slightly improved on EOP(j) (53.4)
for ConvLSTM-2. This indicates that the weak labels of EOP(j) and general
domain differences between the datasets hindered standard supervised training,
even with a larger, combined dataset.
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Table 3.7: Explanation of the listed behavior symbols appearing in Table 3.13.

Behavior Symbol

From the Horse Grimace Scale [21]

Backwards ears, moderately present e1
Backwards ears, obviously present e2
Orbital tightening, moderately present o1
Orbital tightening, obviously present o2
Tension above the eye area,

moderately present t1
Tension above the eye area,

obviously present t2
Mouth strained and pronounced chin,

moderately present c1
Mouth strained and pronounced chin,

obviously present c2
Strained nostrils and flattening of the profile,

moderately present n1
Strained nostrils and flattening of the profile,

obviously present n2

Other

Large movement m
Mouth play p
Lowered head l
Clearly upright head u
Human in clip h

Domain transfer to EOP(j)

Table 3.10 compared to Table 3.8 shows the importance of domain transfer for the
task of recognizing pain in EOP(j). One trained instance of the ConvLSTM-2,
which has never seen the EOP(j) dataset (hereon, ConvLSTM-2-PF †), achieves
58.2% F1-score on it – higher than any of the other approaches. I3D, which
achieved higher overall score when running cross-validation on PF, does not gen-
eralize as well to the unseen EOP(j) dataset (52.7). For I3D, trials with models
trained during a varying number of epochs are included in the online Appendix,
although none performed better than 52.7% F1-score.

When looking at the results for individual subjects, it is interesting to note
that for both models (except when fine-tuning), the worst results are for Subject K
(Kastanjett). Kastanjett is the horse with the largest blaze (a white stripe along
the middle of the face, as shown in Figure 3.2), which presumably contributed to
an even larger domain shift.
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Table 3.8: Results (% F1-score) for intra-domain cross-validation for the respective
datasets and models, running on 224x224 resolution. The results are averages of five
repetitions of a full cross-validation and the average of the per-subject-across-runs
standard deviations.

Dataset # horse folds F1-score Accuracy

ConvLSTM-2

PF 6 73.5 ±7.1 75.2 ±7.4

EOP(j) 7 49.5 ±3.6 51.2 ±2.8

PF + EOP(j) 13* 60.2 ±2.6 61.8 ±3.2

(*PF 69.1 ±4.9 71.1 ±3.9 )

(*EOP(j) 53.4 ±3.0 53.9 ±2.5 )

I3D

PF 6 76.1 ±1.5 76.6 ±1.1

EOP(j) 7 52.2 ±2.3 52.6 ±2.2

PF + EOP(j) 13* 59.5 ±4.3 62.2 ±2.7

(*PF 71.3 ±3.5 73.1 ±1.4 )

(*EOP(j) 49.4 ±5.3 52.9 ±3.7 )

Table 3.9: Results (%) on 128x128 frames from training on clip-level for the re-
spective datasets using the ConvLSTM-2. The total result is the average of five
repetitions of a full cross-validation and the average of the per-subject-across-runs
standard deviations. The results are improved compared to Section 3.2 resulting
from the modifications listed in the beginning of this section.

Dataset Horse folds F1-score Accuracy

PF 6 80.7 ±4.4 81.2 ±3.9

EOP(j) 7 48.3 ±3.6 49.4 ±3.2

PF + EOP(j)* 13 58.5 ±4.5 60.3 ±4.1

(*PF 70.8 ±4.1 73.0 ±4.1 )

(*EOP(j) 48.0 ±4.8 49.3 ±4.2 )

Fine-tuning (designated by FT in Table 3.10) these PF-trained instances on
EOP(j) decreased the result (54.0 and 51.8, respectively), presumably due to the
lesser amount of clearly discriminative visual cues in the EOP(j) data. This goes
in line with results in Table 3.8; the data and labels of the EOP(j) data seem not
to be suited for supervised training.

Table 3.11 shows that the results for individual horses may increase when ap-
plying a multiple-instance learning filter during inference to the predictions across
a video and base the classification only on the top 1%/5% confident predictions
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(significantly for subjects A, H, and I, and slightly for J and K); however, for other
subjects, the results decreased (B, N). As described in Section 3.1, there may be
large variations among individuals for this type of pain induction. Training us-
ing various MIL-objectives was also attempted, but the low number of videos
(around 90) was prohibitive for stable training, as commented on further down
in the discussion.

Veterinary expert baseline experiment

The detailed method of the expert baseline study has been described above (Ex-
periment design). Here, we compare and interpret the decisions of the human
experts and the best performing ConvLSTM-2-PF † instance (same trained in-
stance as whenever the † symbol appears) on the 25 clips of the study.

Figure 3.8: Pain predictions on the 25 clips included in the baseline study (Table
3.13), by the human experts (left), and by the ConvLSTM-2-PF † (right).

Comparison between the human experts and the ConvLSTM-2-PF †.
Table 3.13 gives an overview of the ratings of the 25 clips given by the experts
and by the model (refer to the online Appendix to view all 25 clips).

First, we note that the ConvLSTM-2-PF † instance outperforms the humans
on these clips, achieving 76.0% F1-score, compared to 47.6 ± 5.5 for the experts
(Table 3.12, Fig 3.8). The experts mainly had difficulties identifying non-pain-
sequences. Similarly, however, when the model was tested on the entire EOP(j)
dataset (results with asterisk in Table 3.12), its non-pain results were lower than
its pain results as well, pointing to the difficulty of recognizing the non-pain
category.

Most of the clips rated as painful by the experts contain behaviors that are
classically associated with pain, for example as described in the Horse Grimace
Scale [21]. Among the pain clips, clip 6 is the only one without any listed typically

https://sofiabroome.github.io/appendix
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pain-related behaviors. The veterinarians score the clip very low on the ten-grade
scale (0.96) and seem to agree that the horse does not look painful. The model
interestingly scores the clip as painful, but with a very low confidence (0.52).

There are three clips with clear movement of the horse (8, 12, 18), where
8 and 12 are wrongly predicted by the model as being non-pain. Clip 18 is
correctly predicted as being non-pain with high confidence (0.9991), suggesting
that the model associates movement with non-pain. On clip 18, the human raters
mostly agree (17) with the model that this horse does not look painful and the
average rating is low (0.96). It can further be noted that the three incorrect pain
predictions (17, 20, 24) made by the model occurred when there was either e1
(moderately backwards ears, pointing to the sides) or l (lowered head), or both.
Notably, clip 20 is a non-pain sample where the horse has its head in a still and
low position throughout the entire clip; the model classifies this one as pain with
a confidence of 1.00. 18 of the veterinarians agree that the behavior in this clip
looks painful. Also, 24 is the only clip with a human present, which might have
confused the model further (Fig 3.9).

The four most confident and correct non-pain predictions (>0.99) made by
the model are the ones where the head is held in a clear, upright (u) position.
Similarly, the three most confident and correct pain predictions (>0.99) by the
model all contain ear behavior (e1 or e2).

Figure 3.9: Animated figure. The figures can be displayed on click as
videos in Adobe Reader or in the online Appendix. RGB, optical flow, and
Grad-CAM [84] saliency maps of the ConvLSTM-2-PF † predictions on clips 10
and 24 (Table 3.13). Clip 10 (left) is a correct prediction of pain. Clip 24 (right) is
a failure case, showing an incorrect pain prediction, and we observe that the model
partly focuses on the human bystander. The remaining 23 clips with saliency maps
can be found in the online Appendix.

Discussion

Why is the expert performance so low? Tables 3.12, 3.14 and Fig 3.8 show
a low performance for the human experts in general and especially for non-pain.

Increasing the threshold to 1 and 2 reduced the accuracy for pain, which may
be due to false inclusion of scores of 0 if the raters scored 1 or 2 for non-pain,
contrary to the instructions. Vice versa, the accuracy for non-pain increased
when the threshold was extended, which may be due to inclusion of scores of 1



3.3. PAIN DOMAIN TRANSFER 67

and 2, used as non-pain (even though they were informed that only 0 is used for
non-pain). Clinicians might be inclined to not give zero pain ratings since they
are taught that signs of pain may be subtle.

The results point to the difficulty of observing pain expressions at a random
point in time for orthopedic pain, and without context. The LPS-induced or-
thopedic pain may have further complicated the rating process, since it varies in
intensity among individuals, despite administration of the same dose. This results
in different levels of pain expressions [196], sometimes occurring intermittently.
In previous research on equine pain behavior [197], ‘windows’ were found during
the observed time where the horse expresses pain clearly [197]. Most probably,
this is even more the case for low-grade orthopedic pain. The other parts of
the observed time will then contain combinations of facial expressions that some
raters interpret as non-pain, and some raters interpret as pain. If a ‘window’ is
not included in the five second clip, it is difficult for the rater to assign a score,
decreasing their accuracy.

Significance of results. Having trained the ConvLSTM-2 on a cleaner source
domain (PF), without ever seeing the target domain (EOP(j)) before, gave better
results than all other attempts, including fine-tuning (58.2% F1-score for the best
instance, and 56.3 ± 2.8% for three repeated runs). Despite being higher than
human performance, these F1-scores on the overall dataset are still modest and
significantly lower than the recognition of acute pain in Section 3.2. However, the
results are promising, especially since they were better for the clips used for the
human study (with pain clips of higher pain-scores) (76% vs. 48% F1-score for
the human experts). This may mean that the noise in the labels on the overall
dataset – both inherent to pain labelling and specific for the sparse pain behavior
related to low-graded orthopedic pain, as well as the noise and obstructions in
the video recordings, obscure the system’s true performance to some extent.

The human expert baseline for classification on clip-level of the EOP(j) dataset,
together with the intra-domain results (Table 3.8), shows the difficulty in detect-
ing orthopedic pain for humans and standard machine learning systems trained
in a supervised manner, within one domain. Poor performance of raters in assess-
ing low grade pain is the case generally, and points to the necessity of this study.
The lack of consensus is troubling since veterinary decision-making regarding pain
recognition is critical for the care of animals in terms of prescribing alleviating
treatments and in animal welfare assessments [29]. As stated in Chapter 2, even
a non-perfect system that would be able to point to time periods of suspected
increased pain behavior for further scrutiny by human experts would save time
and be useful in veterinary clinics.

Expected generalization of results. This study has been performed on a
cohort of, in total, n = 13 horses. It is therefore, as always, important to bear
in mind the possible bias in these results. Nevertheless, we want to emphasize
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that this work was dedicated to investigating generalizability, and that there
already was, prior to the differences in pain induction, a domain gap between
the two groups of n = 6 and n = 7 horses. The recordings of the two groups
(datasets) were made four years apart, in different countries and on entirely dif-
ferent horse subjects. In addition to this, whenever we evaluated our system in
the intra-domain setting, the test set consisted only of data from a previously
unseen individual (leave-one-subject-out testing). Considering this, our findings
do indicate that the method would generalize to new individuals. If the system
could be trained on an increased and more varied amount of clean base-domain
data, the generalization ability could be further strengthened.

Pain intensity and binarization of labels. As noted in Section 3.1, the
labels in the PF dataset were set as binary from the beginning, according to
whether the pain induction was ongoing or not, while the binary labels in the
EOP(j) dataset were assigned by thresholding the raters’ CPS scores. The videos
in EOP(j) were recorded during pain progression and regression. Technically,
this is true also for the videos in PF but to a lesser extent, and importantly
during 20 minutes, compared to up to 48 hours for EOP(j). Hence, the EOP(j)
videos contain different pain intensities, ranging from very mild to moderate pain
(between 0 and 10 on a 0-39 scale). Introducing more classes in the labeling may
mirror the varying intensities more accurately than binary labels, but the low
number of video samples in EOP(j) (90) restricts us to binary classification for
the training to be stable. Increasing the number of classes would not be sound in
this low-sample scenario, when using supervised deep learning for classification,
a methodology which relies on having many samples per class, in order to learn
patterns statistically.

Furthermore, establishing pain intensity labels in animals is difficult. More
accurate human pain recognition has been found for higher grimace pain scores
[191], underlining that mild pain intensity is challenging to assess. This is in
agreement with studies in human patients, where raters assessing pain-related
facial expressions struggled when the patients reported a mild pain experience
[198]. Grimace scores seemed to decrease after analgesic treatment, where pain
supposedly also decreased [199], and may therefore aid in defining pain intensity.
However, the relation between pain intensity and level of expression is known to be
complex in humans and likely in other species as well. Pain intensity estimation on
a Visual Analogue Scale was not accurate enough in humans, and the estimation
seemed to benefit from adding pain scores assessing pain catastrophizing, life
quality and physical functioning [200]. As discussed by [29], pain scores may
instead be used to define the likelihood of pain, where a high pain score increases
the likelihood that the animal experiences pain. In addition, when pain-related
behaviors were studied in horses after castration, no behaviors were associated to
pain intensity [201]. This leaves us with no generally accepted way to estimate
pain intensity in animals, supporting our choice of using binary labels in this
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study.

Labels in the real world. None of the equine pain datasets were recorded
with the intention to run machine learning on the videos. This presents noise,
in both data and labels. We point to how one can navigate a fine-grained clas-
sification problem, on a real-world dataset in the low-data regime, and show
empirically that knowledge could be transferred from a different domain (for the
ConvLSTM-2 model), and that this was more viable than training on the weak
labels themselves, which is discussed next.

Weakly supervised training on EOP(j). During the course of this study, we
performed a large number of experiments in a weakly supervised training regime
on EOP(j). Our approach was to extract features on clip-level from pre-trained
networks (either on PF or Kinetics) and combine these into full video-length,
to then run multiple-instance learning training on the feature sequences (the
assumption being that a pain video would contain many negative instances as
well, due to the suspected sparse expressions of low-grade pain). The training
was attempted using both simple fully connected models, LSTM models and
attention-based Transformer models. In this way, training on the full video-length
is computationally feasible since the features are low-dimensional compared to the
raw video input. The predictions for each clip from the pre-trained networks were
also used in some of the attempted training schemes, both as attention within a
video-level model or as pseudo-labels when computing the various MIL-losses we
experimented with.

The results were never higher than random on average, even when re-using
the features from the best performing model instance (ConvLSTM-2-PF †). Our
main obstacle, we hypothesize, was the low statistical sample size (90) on video-
level. To run weakly supervised action or behavior recognition, a large number
of samples, simply a lot of data, is needed – otherwise the training is not stable.
This was visible from the significant variance across repeated runs in this type of
setting. Controlled video data of the same horse subjects, in pain and not, does
not (and, for ethical reasons, should not) exist in abundance. For this reason,
we resorted to domain transfer from clean, experimental acute pain as the better
option for our conditions.

Domain transfer: Why does the ConvLSTM-2 generalize better than
I3D? Despite performing better on PF during intra-domain cross-validation
(Table 3.8), I3D does worse upon domain transfer to a new dataset (Table 3.10)
compared to the ConvLSTM-2. It is furthermore visible in Table 3.8 that the I3D
performance on EOP(j) deteriorates when combining the two datasets, perhaps
indicating a proneness to learning dataset-specific spurious correlations which do
not generalize. In contrast, the ConvLSTM-2 slightly improves its performance
on EOP(j) when merging the two training sets.
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We hypothesize that this is because I3D is an over-parameterized model (25M
parameters), compared to the ConvLSTM-2 (1.5M parameters). An I3D pre-
trained on Kinetics with its large number of trainable parameters is excellent
when a model needs to memorize many, predominantly spatial, features of a
large-scale dataset with cleanly separated classes, in an efficient way. When
it comes to fine-grained classification of a lower number of classes, which can
generalize to a slightly different domain, and moreover requires more temporal
modeling than when the task is to separate ‘playing trumpet’ from ‘playing violin’
(or at Kinetics’ most challenging: ‘dribbling’ from ‘dunking’), it seems, from our
experiments, that it is not a suitable architecture.

Another reason could be the fact that the ConvLSTM-2 is trained solely on
horse data, from the bottom up, while the I3D has its back-bone unchanged in our
experiments. In that light, the ConvLSTM-2 can be considered more specialized
to the problem. Although Kinetics-400 does contain two classes related to horses:
‘grooming horse’ and ‘riding or walking with horse’, the back-bone (i.e., up until
the classification head) of the ConvLSTM-2 undoubtedly has seen more footage
of horses. In fact, somewhat ironically, the ‘riding or walking with horse’ coupled
with ‘riding mule’ is listed in [103] as the top confused class of the dataset, using
the two-stream I3D.

Therefore, the question of how I3D would do if trained solely on the PF
dataset appears. This is where the model size becomes a problem. I3D requires
large amounts of training data to converge properly; the duration of Kinetics-
400 is around 450h. It is, for ethical reasons, difficult to collect a 450h video
dataset (>40 times larger than PF) with controlled pain labels. Table 3.15 shows
additional results when training I3D either completely from scratch (random ini-
tialisation) on the PF data, or from a pre-trained initialisation, compared to when
only training the classification head (freezing the back-bone). The results, which
are never above random performance except when freezing the back-bone, point
to the difficulty of training such a large network in the low data regime.

Results summary

We have shown that domain transfer is possible between different pain types
in horses. This was achieved through experiments on two real-world datasets
presenting significant challenges from noisy labels, low number of samples and
subtle distinction in behavior between the two classes.

We furthermore described the challenges arising when attempting to move out
of the cleaner bench-marking dataset realm, which is still under-explored in action
recognition. Our study indicated that a deep state-of-the-art 3D convolutional
model, pre-trained on Kinetics, was less suited for fine-grained action classification
of this kind than a smaller convolutional recurrent model which could be trained
from scratch on a clean source domain of equine acute pain data.

A comparison between 27 equine veterinarians and a neural network trained
on acute pain was conducted on which behaviors were preferred by the two,
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respectively. The comparison indicated that the neural network partly priori-
tized other behaviors than humans during pain-non-pain classification. We thus
demonstrated that the domain transfer may function better for low grade pain
recognition than human expert raters, when the classification is pain-no pain.
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Table 3.11: Results on video-level for EOP(j), when applying a multiple-instance
learning (MIL) filter during inference on the clip-level predictions (only use the
most confident predictions). The column letters designate different test subjects.
The model has never trained on EOP(j), and is the same model instance as in
Tables 3.10, 3.12 and 3.13.

Model instance MIL-filter A B H I J K N

ConvLSTM-2-PF † - 61.55 56.34 55.55 51.51 64.76 45.11 57.84
ConvLSTM-2-PF † Top 5% 88.31 51.13 59.06 59.06 65.37 31.58 36.36
ConvLSTM-2-PF † Top 1% 88.31 51.13 53.33 59.06 65.37 45.83 45.0

Table 3.12: F1-scores (%) on the 25 clips of the expert baseline. The ConvLSTM-
2-PF † instance (same trained instance as whenever the † symbol appears) was
trained on PF but never on EOP(j). Asterisk: results on the entire EOP(j) dataset
for reference.

Rater No pain Pain Total

Human expert 34.7± 10.0 60.6± 4.4 47.6± 5.5
ConvLSTM-2-PF † 75.0 76.9 76.0

ConvLSTM-2-PF †* 54.47 61.86 58.17
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Table 3.13: Overview of the predictions on 25 EOP(j) clips made by the human
veterinarian experts and by one ConvLSTM-2 instance, trained only on PF. The
labels for the ConvLSTM-2 were thresholded above 0 (same threshold as for the
experts). The behavior symbols in the Behavior column are explained in Table 3.7.

27 Experts ConvLSTM-2-PF †
Clip Behaviors CPS Label Avg. rating # correct Pred. Conf.

1 e1 2 1 2.7 23 1 0.9999
2 o1 l 2 1 1.1 10 1 0.9241
3 e2 t1 c1 n1 p 4.33 1 3.4 22 1 0.9997
4 e2 o1 l 4.67 1 3.7 21 1 0.6036
5 t1 c1 3.67 1 0.37 4 1 0.9853
6 1.33 1 0.96 13 1 0.5200
7 u 4.33 1 1.3 12 1 0.9063
8 c2 n2 m u p 6.33 1 4.7 25 0 0.8623
9 e1 t1 c1 n1 p 3 1 4.6 25 0 0.5504
10 e2 t1 c1 n2 l p 2 1 4.4 25 1 0.9999
11 e2 t1 c1 n2 l 1 1 6.8 27 1 0.8231
12 e1 t1 c1 n1 m 4.33 1 2.5 22 0 0.8046
13 e2 t1 c1 n2 1.67 1 4.4 26 1 0.9840
14 e2 o1 t1 c1 n1 u 0 0 5.5 0 0 0.9993
15 e2 t1 0 0 4.1 1 0 0.5848
16 e2 o1 t1 c1 n1 0 0 3.9 4 0 0.8439
17 e1 o1 t1 n1 l p 0 0 4.4 5 1 0.6456
18 t1 m u p 0 0 0.96 17 0 0.9991
19 0 0 0.48 21 0 0.9568
20 t1 l 0 0 2.9 9 1 1.00
21 u 0 0 1.3 13 0 0.9999
22 0 0 2.7 4 0 0.6128
23 c1 n1 u 0 0 1.6 8 0 0.9989
24 e1 t1 n1 h p 0 0 2.4 9 1 1.00
25 e2 o1 t1 n1 0 0 5.9 0 0 0.6135

Table 3.14: Accuracies (%) from the expert baseline, varying with the chosen pain
threshold.

Threshold No pain Pain Total

0 28.1 ±11.2 72.7 ±9.4 51.3 ±4.6

1 37.4 ±14.1 65.2 ±9.7 51.9 ±5.7

2 48.5 ±18.7 52.7 ±13.8 50.7 ±7.5
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Table 3.15: Global average F1-scores for domain transfer experiments for I3D, using
varying pre-training and fine-tuning schemes. The model is trained on the PF
dataset and tested on the EOP(j) dataset. Only the pre-trained model, fine-tuned
with a frozen back-bone could achieve results slightly above random performance
on EOP(j).

Epoch Scratch Pre-trained Pre-trained,
freeze back-bone

25 46.8 ±8.9 46.5 ±4.4 51.7 ±1.4

63 46.3 ±9.3 46.4 ±7.5 52.6 ±0.4

115 46.6 ±10.4 47.4 ±1.4 52.6 ±0.05

200 46.3 ±7.2 43.2 ±3.8 52.4 ±0.5

# trainable parameters 24,542,116 24,542,116 4,100
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3.4 Conclusions

In this chapter, we have seen the first automated attempts to recognize pain in
horses from video, learning from raw pixels. In the choice to learn pixel repre-
sentations instead of detecting, e.g., systematic facial expression coding schemes
such as EquiFACS [6], these studies also function as commentary on deep learn-
ing, and deep learning for video in particular. The observed variation between
different spatiotemporal back-bones has raised questions about which models are
suitable and can learn meaningful patterns given labels with some noise, for a
highly fine-grained task, where data are scarce. Importantly, in Section 3.3, we
saw that the choice of video back-bone can have consequences for the generaliza-
tion ability in the case of domain shift. Moreover, Section 3.2 showed that the
temporal dimension in effect is important when recognizing pain in horses. This
opens up for a broader discussion on how to model time in video data. Having
to some extent addressed the ‘why’, in the next chapter, we turn in more detail
to the ‘how’ of spatiotemporal modeling, in the hope to shed more light on these
questions.



Chapter 4

Learning spatiotemporal features

A few key observations from the previous chapter guide us toward the more gen-
eral topic of learning spatiotemporal features using neural networks. In Section
3.2, we saw that a two-stream fully recurrent model (ConvLSTM-2), i.e., with
strong temporal modeling abilities, performed best at the pain recognition task.
Another model, which did not learn spatial and temporal features simultaneously
(VGG+LSTM in one stream), obtained a numerically similar result, but exhib-
ited saliency maps with an inconsistent focus for the sequence, often including the
background. This raised concern that such a model learns extraneous cues for the
task. In Section 3.3, a comparison between a ConvLSTM-2 and a large 3D CNN
pre-trained on Kinetics with similar performance on the source PF dataset (in
fact, the 3D CNN performed slightly better) was favorable for the ConvLSTM-2
on the target dataset. This suggested that the recurrent model, ConvLSTM-2,
had better generalization abilities.

We know that the size and structure of neural networks influence how much
data is needed to train them (e.g., [180]). Another question that we take with us
from Chapter 3 is: does the manner in which we model spatiotemporal features
and frame dependency in deep video models also matter for the qualitative de-
cision making of the model? In particular, does this affect their generalization
ability?

In this chapter, as a bridge between Chapter 3 and Chapter 5, I will discuss
the use of temporal information in visual data and learning of spatiotemporal fea-
tures in general. In Section 4.1, I start by giving my views on the importance of
temporal modeling within computer vision. In Section 4.2, I will lay some ground
work for different approaches to modeling spatiotemporal features, presenting in
slightly more technical detail how the methods differ. The reader may have seen
parts of this content, e.g., the LSTM equations, many times before, but the aim
here is to present the different methods next to each other, to be able to reflect
on their principal differences. The technical presentation will be interwoven with
a discussion of the potential consequences of the different assumptions underlying

77



78 CHAPTER 4. LEARNING SPATIOTEMPORAL FEATURES

these approaches, as well as some considerations from visual neuroscience (in par-
ticular for the 3D CNN). Finally, the biological perspective continues in Section
4.3, which discusses the gap between biological vision and current state-of-the-
art models in deep learning, in terms of the amount of feedback connections, and
what potential benefits there could be in using more recurrence when modeling
visual data.

4.1 Temporality is important for vision – yet it is
under-used

One fundamental aspect of the visual sense, hereon referred to as vision, is being
able to recognize, from one moment to the next, or from one frame to the next,
what objects, scenes or shapes remain the same [202–204]. Let us refer to this as
temporal coherence. Is this the same as object permanence? Not quite, as the
aspect that I am referring to occurs before, in the sense that object permanence
presumably needs to build on some sense of visual temporal coherence to begin
with. Thus, by ‘before’, I mean both before object permanence in the central pro-
cessing of visual stimuli (this ability is more low-level than object permanence),
as well as developmentally before the ability of object permanence (which only
arises in children of around one year of age [205]).

Turning our heads, blinking, humans can, as visual systems, rely on the ability
to know which shapes in our visual field are the same as they were in the last
instant of visual input. We use this to orient ourselves. We use it to understand
a scene, and to understand motion. At some point, we use it as a tool to grasp
the concept of object permanence. Second, temporal coherence saves us brain
computation – we do not need to recognize faces or shapes over and over again
while they remain in our line of sight, or recently were part of it. We keep
a memory buffer that can continuously inform us about what has or has not
changed about the scene; we use temporal information. For these reasons, I
argue, we cannot have a practically functioning visual system without temporal
dependencies.

Computer vision is the engineering field dedicated to the task of equipping
computer systems with visual abilities. The academic field of computer vision
has exploded along with the development and massive popularization of deep
learning methodology. The major part of deep learning for computer vision has
so far mainly been focused on applications for single images, be it within, e.g.,
classification, segmentation or surface normal estimation.

When limitations are discovered within the methodology, such as vulnerabil-
ity to adversarial attacks or poor generalization to out-of-domain data [206], the
dominant responses and new approaches have been to continue learning features
for single frames, but in increasingly sophisticated ways. Early such examples are
different forms of regularization [207–209], knowledge distillation (teacher-student
training) [210–212] or advanced loss constructions, e.g., in a semi-supervised set-
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ting [213]. More recently, self-supervised learning (e.g., [214–218]) has emerged
as an appealing option, which should ideally produce features that are more ro-
bust to a large variety of downstream tasks than supervised learning. The idea
is that without the need for manual labels, the wealth of available data used
together with clever pretext tasks will result in better features, which are less
dependent on artificially constrained classification problems (e.g., the ImageNet
challenge [219]). There must be a more low-level way of learning stable and gen-
eralizing visual features, the reasoning goes, which does not involve maximizing
distances between arbitrary classes in a dataset.

Within the self-supervised paradigm, specifically within contrastive learning,
a crucial aspect for contrastive methods on single frames to work, is their data
augmentation used to construct positive pairs [218, 220], notably using cropping
of the images (or even dividing the crop itself into a 3x3 grid [221]). These aug-
mentations constitute quite heavy transformations of the data, and one argument
laid forward for why this is beneficial is that such augmentations to some extent
simulate object occlusions [220]. One may add, parenthetically, that another way
to see it could be that it simulates a sequence of fixations that a biological visual
system can make, while avoiding more complex mechanisms of memory and track-
ing. Regardless, one possible explanation for why the augmentations function so
well is the dataset biases in ImageNet [5], notably an object centric bias, which
allows for crops to mostly include some part of the object. This matter is brought
up in Purushwalkam and Gupta [220], who at the same time in fact propose a
temporally inspired augmentation scheme instead, where positive examples are
pairs of adjacent (full) frames of a sequence. But further than the object-centric
bias, it is unavoidable that a dataset for benchmarking is biased, simply in being
a limited collection of images for which computer vision researchers optimize their
methods. Therefore, even patches of the backgrounds can likely carry information
if a dataset is exhaustively trained on.

Developments such as those mentioned above have greatly improved the state
of deep learning and the performance on many important tasks. Benchmarking
datasets have allowed for a more systematic comparison between different ap-
proaches in the field. CNN models have also been shown to account for certain
neuroscientific data, in studies on predicting spiking rates in macaques [222]. At
the same time, given the remaining challenges [206], there could potentially be
much to gain in increased efforts to make use of the temporal dimension in data
and leveraging the priors that arise from temporal coherence by modeling these
in a time-causal direction [223]. In my view, this could have most potential if
implemented at the architecture level: beyond single-frame architectures and be-
yond temporally inspired contrastive loss functions. Video data can teach us in
abundance that this slightly deformed shape is the same entity as the one in the
previous frame, if we allow them to model time causally. Therefore, in theory,
spatiotemporal features have the possibility to become powerful descriptors of
static visual scenes as well. Instead of letting spatiotemporal features guide the
static features, a number of modern approaches to action recognition surprisingly
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in fact pre-train on single frame datasets [179, 224]. In summary, I hypothesize
that even for single frame tasks, there may be advantages to gain from learning
patterns on video data instead of the other way around. After all, this is how
animals have always learned how to interpret visual signals: by many frames in
a sequence.

One reason that temporal priors have not been used to a further extent for
vision tasks in the deep learning era, is of course that running on video input is
significantly computationally heavier than running on single frames. Moreover,
the dominant conference publication culture during the 2010s within deep learning
was to present state-of-the-art results on benchmarking datasets. For this reason,
it seems as though it has been more rewarding to directly optimize methods to
the datasets, rather than thinking broadly and potentially slowly about how
to best create generalization abilities prior to such endeavors; a fast pace has
characterized a lot of the computer vision research [225].

The problem thus seems to be shared between the current dataset biases of
the computer vision field (deepened by the fast-paced bench-marking culture)
and the heavier computational requirements when training on video data.

4.2 Frame dependency treatment

I refer to the mathematical tying together of adjacent frames in a sequence as
modeling of frame dependency, as part of feature extraction from video. In the
following, we will go through three principally different methods for this: re-
currence, convolution and self-attention. The video input to a neural network,
consisting of a sequence of T ordered frames, is denoted {X}1:T , where each in-
dividual Xt is a 3D RGB tensor of width w, height h, and depth three (for the
color channels). Depending on the model context, Xt may be flattened to a 1D
vector, in which case we denote it by xt . Unless otherwise mentioned, I describe
the situation where a number of layers in the back-bone of an architecture extract
spatiotemporal features to pass these forward to a classification head consisting
of fully connected layers and a softmax output.

Recurrence

As a first illustration of frame dependency, it is natural to start with a recurrent
setting, reminiscent of a dynamical system where the current state depends on
the current input and previous states, as well as on system parameters. The
transformation of each frame xt (here, flattened to a 1D vector) is denoted ht (the
so-called hidden state), and depends on xt−1 through some function h(xt, ht−1),
composed of an affine transformation and a non-linear function σ(·). This latter

Although in practice, there will be three such vectors – one for each color channel. In neural
network implementations, the color channels are often simply averaged over after each operation;
I therefore omit this detail and treat xt as one vector to avoid clutter.
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function is typically a sigmoid, but any function with a bounded derivative can
in principle be used [226]. A simple formulation of the hidden state, ht, at time
t can be written as follows:

ht = h(xt, ht−1) = σ(Whxt + Uhht−1 + bh), (4.1)

where Wh and Uh are linear, learnable weight matrices and bh is a learnable bias
term. We observe that there is a nonlinearity between each timestep in this setup.
For the initial step of the equation, h0 = 0, so that

h1 = σ(Whx1 + bh). (4.2)

In a hierarchy of recurrent layers in a neural network, the output from one layer,
given as input to the next, is the full sequence of hidden states {h}1:T . After
the last recurrent layer, whether to send forward the full hidden state sequence,
a partial sequence, or the last hidden state hT to a potential classification stage
constitutes a modeling choice. The first recurrent neural network (‘iterative net’)
presented in a published work was by Rumelhart et al. [226]. RNNs have since
been extended into various more advanced versions.

The LSTM unit

Most known among the later RNN variants is perhaps the LSTM-network [121],
which uses an inner loop on the so-called cell state – an inner auxiliary state
updated through different gating mechanisms. This inner loop facilitates longer
term learning in keeping the gradients more stable [227]. In [121], the inner
loop is referred to as the constant error carousel, because the error on this state
during backpropagation is kept constant. A gate in an LSTM is simply some
value that has passed through a sigmoid function, which can then be multiplied
with another value (typically, the cell state). Conceptually, the gates regulate
which information in the network should be able to persist and not.

The hidden state ht resulting from an LSTM is still a function of the input
at t and the previous hidden state, i.e., ht,LSTM = h(xt, ht−1). The difference is
that there are more stacked operations applied to those inputs before the hidden
state is achieved, compared to the standard recurrent unit of Equation 4.1.

To break these operations down, we introduce the needed abstractions below
one by one. These are the cell state and the three gates: the forget gate, the input
gate and the output gate. The cell state is based on the input and forget gates,
which we therefore define first. The bias terms below, as well as xt and ht are
always 1D vectors, and ◦ denotes an element-wise product (Hadamard product).

The forget gate, ft, regulates how much of the previous cell state should
be forgotten (this is modeled in Equation 4.5), based on information from the
previous hidden step and the current input. Its equation is written:

ft = σ(Wfxt + Ufht−1 + bf ). (4.3)
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The second gate – the input gate, gt, regulates how much of the input at t should
be integrated into the cell state (again, this happens in Equation 4.5). The
equation for this quantity is written

gt = σ(Wgxt + Ught−1 + bg). (4.4)

Now, the cell state, st, is updated based on what is retained in the two above
gates, combined with the previous hidden state and the current input. This is
where the forget and input gates, who are otherwise structurally identical, assume
their ‘roles’:

st = ft ◦ st−1 + gt ◦ σ(Wcxt + Ucht−1 + bc). (4.5)

Last among the gates, the output gate constitutes a nonlinearity for how much of
the cell state should ultimately contribute to the output (Equation 4.7). Similarly
to Equations 4.3-4.4, it is computed based on the input and the previous hidden
state together with learnable weights, and we can write its equation as

ot = σ(Woxt + Uoht−1 + bo). (4.6)

The final hidden state (the output of the LSTM cell) can then be obtained using
the above definitions for ot and st, with ot regulating the strength of st, as follows:

ht = tanh(st) ◦ ot. (4.7)

Equations 4.3-4.7 are made for a single LSTM unit. In the typical deep learning
use case of LSTMs, we have multiple units in an LSTM layer. In that case, each
unit has its own set of weight matrices, and the influence from the previous hidden
state and the current input can for example be summed across the multiple hidden
states of the other hidden units, or taken from only the corresponding unit. Such
details may vary between different implementations of the LSTM.

The ConvLSTM unit

In the classical LSTM equations, as noted above, the input and hidden states are
all 1D vectors. This means that if we have image input data, it is flattened and
vectorized before being fed to the network. This has the disadvantage that pixel
grid locality is shattered, forcing the network to do the heavy lifting of recognizing
pixel patterns on its own, without such a prior assumption on how nearby pixels
relate to each other.

For this reason, the ConvLSTM unit was introduced in 2015 by Shi et al. [120],
which replaces learnable weight matrix multiplication prior to a non-linearity (see
e.g., Equation 4.3) with convolution operations. The learnable weights, W· and
U·, are now convolutional kernels instead. In [120], it can be noted that the LSTM
cell uses so-called peep-hole connections, whereby the three gates all take the cell
state into consideration. In the following, I have omitted these to keep the analogy
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with the above presented LSTM equations. Below, ∗ denotes 2D convolution. The
updated equations for one ConvLSTM unit are written as follows:

ft = σ(Wf ∗Xt + Uf ∗Ht−1 + bf ), (4.8)

gt = σ(Wg ∗Xt + Ug ∗Ht−1 + bg), (4.9)

St = ft ◦ St−1 + gt ◦ σ(Wc ∗Xt + Uc ∗Ht−1 + bc), (4.10)

ot = σ(Wo ∗Xt + Uo ∗Ht−1 + bo), (4.11)

Ht = tanh(St) ◦ ot. (4.12)

We note that the hidden state Ht resulting from Equations 4.8-4.12 is a 2D
tensor, i.e., a grid structure with a width and height. In fact, all biases and gates
are 2D tensors as well, but we have not changed their notation for emphasis of
the fact that the input, hidden and cell states now are 2D in contrast to the
classical LSTM. This hidden state image thus works as a spatial hidden state,
where different parts of the hidden state image may correspond to analogous
locations in the input image. When computing Grad-CAM [84] saliency maps
for a ConvLSTM in Chapters 3 and 5, this spatial hidden state is used when
displaying attribution results.

3D Convolution

A typical 3D CNN model has a similar hierarchical structure as a 2D CNN. Con-
volutional layers are stacked on top of each other, with pooling and normalization
layers in between. The result of a 3D convolution operation, v, is defined as fol-
lows, for the spatiotemporal coordinate (x, y, t) at the ith layer and jth feature
map:

vxytij = σ

(∑
m

Pi−1∑
p=0

Qi−1∑
q=0

Ri−1∑
r=0

wijmpqr v
(i−1)m
(x+p)(y+q)(t+r) + bij

)
, (4.13)

where the indices p, q and r indicate the spatiotemporal coordinate of the weight-
ing function w, i.e., the (convolutional) kernel, and m refers to the index of the
feature map at the previous layer [97]. In the first layer (when i = 1), we convolve
over the input sequence, and v0 = {X}1:T , as follows:

vxyt1j = σ

(
3∑

m=1

Pi−1∑
p=0

Qi−1∑
q=0

Ri−1∑
r=0

wijmpqr {X}m(x+p)(y+q)(t+r) + bij

)
. (4.14)

Note that t in Equation 4.13 is a generalized temporal coordinate, since the
feature maps often are downsampled along the temporal dimension as the input
passes through the layer hierarchy. In the first layer (Equation 4.14), however, t
corresponds to the temporal granularity of the input data (i.e., the chosen frame
rate for a given application).
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Direction (un)-selectivity of linear temporal processing

Similarly to the recurrent equations above (for example, Equation 4.11), we see
a nonlinear function σ, e.g., a hyperbolic tangent function, and a bias term in
Equation 4.13. The principal difference compared to the recurrent equation is,
however, that the nonlinearity σ is applied after each layer, rather than after each
timestep. As seen in Eq. 4.13, all operations inside σ(·) are linear, which means
that the order in which time and space are traversed does not matter. This is
natural for spatial coordinates but less so for the temporal coordinates, as time
carries a causal direction.

The latter is often important for semantic interpretation of video data or,
needless to say, visual stimuli in general. Where is an object moving? In the
case of egocentric data, where am I moving? How are two objects interacting
with each other? These are all important questions applicable to a visual scene,
which cannot be answered by a single sweep of a 3D spatiotemporal convolution.
Instead, the ‘arrow of time’ is learned by composing many such sweeps in a nonlin-
ear hierarchy of layers. This eventually gives rise to the ability of distinguishing,
e.g., the act of opening a door from closing a door.

To explain this further, we can note that the temporal depth of convolutional
kernels is often shallow (typically 3, 5 or 7) which means that a single filter
only attends to short-term motion. Exactly how short depends on the temporal
footprint of the input data. For state-of-the-art 3D CNN approaches, it has
been common to input sequences of 16 or 32 frames, at a high frame rate (∼ 25
fps). In those cases, any given 3D convolutional filter in the first layer can only
attend to patterns shorter than a second. In these time spans, the direction of
motion is ‘blurred’ (i.e., locally ambiguous with reference to direction), due to
the linearity of the operation. On the other hand, a potentially mitigative factor
is that precisely because the kernels have a narrow temporal span, movement can
perhaps be considered to be ’linear’, as an approximation. However, we still do
not extract information about the direction at this first layer level, but rather an
undirected space-time volume [228] from the video.

Progressively along with layer depth, just as in 2D CNNs, the temporal re-
ceptive field increases, and more high-level movement can be detected. The final
classification, in the case of action recognition, is ultimately based on a collection
of directionally ambiguous detections of motion in short temporal windows. In
the contrasting case of a convolutional recurrent model, such as the ConvLSTM,
it is in principle possible to register a ‘full’ (i.e., with a duration equal to the in-
put sequence) motion trajectory in a single layer sweep, because the non-linearity
between each timestep keeps track of the motion direction – it does not allow for
linear blending of timesteps.

In contrast to the spatiotemporal 3D convolution setup, a large proportion
of the neurons in the primary (early stages of) the visual cortex (V1), are in
fact sensitive to direction [229–231]. The psychophysical work by Watamaniuk et
al. [202] studies the ability for human observers to detect a single dot’s trajectory,
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when moving on a background of similar dots in Brownian motion. This turns out
to be an easy task, even when all the dots’ step sizes and appearances are similar,
i.e., when the signal could not be distinguished based only on a pair of frames.
Controlled experiments show that this motion detection mechanism comes neither
from separate ‘strings’ of co-linear dots, and nor from strengthened signals in
separate motion detectors. Instead, the ability improves with a larger temporal
footprint, and the signal is assumed to be enhanced by a network of direction
selective neurons [202]. These findings are later also matched in a computational
model by Grzywacz et al., suggesting that the relevant trajectory is detected
using past information of the motion of the dot, which is made possible when
time is modeled in the forward-direction [203]. Given that even a fundamental
concept such as direction needs to be learned hierarchically in a 3D CNN, rather
than as a primitive, it is perhaps not surprising that such video models can grow
very large. A large size and a lack for direction selectivity at the core temporal
modeling operation is similarly the case for Video Transformers, as we will see
further below.

A receptive field analogy for the 3D convolutional kernel

In close analogy to computational neuroscience literature on vision [229], the con-
volutional kernel in a 3D CNN can be thought of as a linearly modeled receptive
field of a neuron. If the input image I is a function of two spatial dimensions and
time, I(X,Y, T ), and the neural response (the neuron’s spiking rate) is a function
of time R = R(T ), a standard simple linear formulation of a neuron’s response
can be written as

R(T ) =

∫ ∫ ∫
X,Y,τ

RFL(X,Y, τ)I(X,Y, T − τ)dτdXdY, (4.15)

where RFL(X,Y, τ) represents the (linear) receptive field. Thus, the receptive
field is modeled as the weighting function that decides which parts of the visual
input that a given neuron will pay attention to, and the neural response is the
linear summation of the weighted visual input. It is worth emphasizing that the
time variable of the receptive field, τ , is different from that of the input image (T ).
The time variable of the receptive field represents the time over which the neuron
in question integrates the stimuli (analogous to the third, temporal dimension of
the discrete 3D convolutional kernel). [229]

Comparing Equations 4.13 and 4.14 to Equation 4.15, we see that they are
simply a discrete and a continuous version of the same computational mecha-
nism. However, a realistic model of neural responses in the visual pathway re-
quires nonlinearity, stemming from interactions between visual stimuli over space
and time [229]. In the review by DeAngelis and Anzai [229] on spatiotemporal
processing by neurons in primary visual cortex, a proposed model to account
for nonlinear interactions between two visual stimuli i and j (i.e., second order
interaction) is instead as follows. Let RFN2 = RFN2(Xi, Yi, τi, Xj , Yj , τj) be a
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nonlinear map representing the receptive field for such a case. Then, the response
is computed as a sum of a linear response (Equation 4.15) and the second-order
nonlinear response, in the following way:

R(T ) =

∫ ∫ ∫
X,Y,τ

RFL(X,Y, τ)I(X,Y, T − τ) dτdXdY+

+

∫ ∫ ∫ ∫ ∫ ∫
Xi,Yi,τi,Xj ,Yj ,τj

RFN2(Xi, Yi, τi, Xj , Yj , τj)

I(Xi, Yi, T − τi)I(Xj , Yj , T − τj) dτidτjdXidXjdYidYj ,

(4.16)

where the second term is the neural response from a combination of two visual
inputs I(Xi, Xi, Ti) and I(Xj , Xj , Tj). These non-linear interactions can in prin-
ciple be of any order, meaning that even the second term in Equation 4.16 is a
simplification, albeit a rather functioning one for the stimuli interactions in the
early visual pathways, according to [229].

As previously noted, non-linearity in 3D CNNs is achieved by stacking mul-
tiple non-linear layers in a deep network. Any modeled non-linear interactions
between different filters in one layer, or between different spatiotemporal coordi-
nates, happens after the convolution, since the non-linearities in a 3D CNN are
applied globally across an entire layer output (σ in Equation 4.13). Therefore,
the question remains regarding what spatiotemporal information is potentially
lost at this most fine-grained level of spatiotemporal modeling in a 3D CNN (i.e.,
the factors being summed over in Equation 4.13), when we treat time as if it
were a third spatial dimension. It may be that this is simply inefficient, in terms
of parameter count, but that the same visual computations in principle can be
achieved; or, it may be that something fundamental about the (visual) world is
lost in the process. In fact, the heart of the matter lies precisely in whether a
3D CNN can realistically achieve the same computations as a model which in-
cludes nonlinear interactions, or only in theory (by the universal approximation
theorem, stating that any feedforward network with as little as one hidden layer
can be a universal approximator, ”provided sufficiently many hidden units are
available” [232]). We will return to this question in Section 4.3.

Temporal attention and Video Transformers

Temporal attention is a term that is less well-defined than temporal recurrence
or 3D convolutions across a spatiotemporal volume; it can come in many shapes.
Conceptually, however, a temporal attention mechanism should enable the com-
putation of the pairwise mutual relevance between the elements of two sequences.
When the two sequences are the same, we call the mechanism self-attention,
otherwise it can, for example, be called cross-attention [102]. Here, we restrict
ourselves to self-attention, and will use the terms attention and self-attention



4.2. FRAME DEPENDENCY TREATMENT 87

interchangeably. Recently, there is a surge of research on using so-called Trans-
former models [99], which consist of layers of attention mechanisms, on vision
data. The survey on Vision Transformers by Khan et al. [101] suggests a taxon-
omy wherein layers containing multi-head self-attention constitute Transformer
layers, whereas single-head self-attention stands as a separate branch of models.
A multi-head attention layer in a Transformer also includes residual connections,
layer norm and a fully connected layer.

As is often the order of events in computer vision, vision Transformers have
to a large proportion been applied to single-frame applications, but more appli-
cations to video data are appearing [102]. The latter models are referred to as
Video Transformers.

When following the procedure first introduced in [99], this mutual relevance
is computed as a weighted sum of the linearly projected input values (denoted
V). The weights are computed as the dot product between a query Q and a key
K, which are both also linear projections of the input sequence (again, explaining
why it is called self-attention). All three of the linear projections Q, K and V
are of the dimensionality T × dk, where T is the input sequence length and dk is
some chosen latent dimensionality of the projections. We will come back to what
a sequence can be in the vision Transformer case, and in the video Transformer
case. Thus, we can compute self-attention as

Attention(Q,K,V) = softmax
(QKT

√
dk

)
V, (4.17)

where
√
dk is a scaling factor. This means that similarly to the 3D convolution

case, the order of the sequence is not maintained, even if a so-called positional
encoding often is fed through the network along with the input sequence as a
work-around to keep track of the sequence order. In contrast to the 3D convolu-
tion case, on the other hand, there is always a nonlinearity present between the
representation of one timestep and another (the softmax).

Among the three methods for frame dependency modeling that are considered
in this section, temporal attention is the least constrained method. It holds that
special cases of temporal attention are able to capture both recurrence and 3D
convolutions, but not vice versa. As an example, even though a vision Trans-
former is flexible enough to let each pixel attend to every other pixel of a patch,
it can nevertheless learn to emphasize locality, by increasing the attention weights
in the neighborhood of a pixel (or patch, depending on the level of granularity
of the model), and achieve the same behavior as convolutions. Similarly, if an
attention-based model constrains which elements can attend to which elements
autoregressively, it can achieve a recurrent mechanism.

This inherent flexibility also means that the Transformer approach is the
method that requires the most data to train. Both 3D CNNs and ConvLSTM
models rely on spatial convolution to handle the spatial information. A vision
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Transformer does not contain such inductive biases for locality at the outset,
neither for the spatial or temporal dimension.

We have seen that the attention mechanism shown in Equation 4.17 takes a
sequence as input. In the first Vision transformer presented by Dosovitskiy et
al. [180], which operates on single images, the frames are divided into smaller
patches, which are given as the input sequence. A sequence of video frames,
{X}1:T , is a high-dimensional entity, which would be computationally expensive
to operate directly on, given that the attention operation is quadratic in memory.
Instead, it is common to use some kind of down-sampling strategy, either in terms
of space or time, before the attention operation, and even to separate the spatial
and temporal attention. The down-sampling can be done by, e.g., using pre-
trained CNN extracted features instead of frames as input, by sampling frames
of the sequence with random probability (which also functions as augmentation).
When separating the spatial and temporal attention, it is further possible to
restrict the attention, e.g., axially – spatial attention only attends to patches in
the same row or column of the image, or temporal attention only attends to the
same patch location across time [102].

4.3 The case for recurrence

Feedback connections are important for the processing of visual information in
the brain [233–235]. In the midst of the feedforward hierarchy of cortical areas
in the visual pathway, classically represented as responding to progressively more
complex visual patterns, are abundant recurrent and cyclical connections. In
[233], it is even suggested that the visual computations of the brain should not be
divided into feedforward and feedback sweeps, as they sometimes are [235], but
that the system should rather be regarded as complex circuitry as a whole.

The role of feedback connections can, for example, be appreciated by so-
called backward masking. In backward masking experiments, one presents a noise
mask short after a first visual stimulus, which can block the interaction between
recurrent signals and the incoming input, to create a signal that is closer to being
only feedforward. The results of such studies have shown that simple object
categorization tasks, characteristic of the ventral pathway in visual cortex, are
largely unaffected by the noise mask, whereas the ability to perform more difficult
tasks, such as pattern completion, is affected.

Recent reviews in computational neuroscience [235,236] point to the large dis-
crepancy between the abundant recurrent connectivity of the brain and current
state-of-the-art computer vision models, which to a large part are feedforward.
In [235], the notion of a fast feedforward sweep is distinguished from decisions
based on signals which passes through feedback loops. Crucially, the faster feed-
forward sweeps are used for fast categorization tasks, whereas recurrent sweeps
are required for tasks involving more reasoning or requiring the integration of
information across time. The categorization tasks of the feedforward sweep typ-
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ically occur in the first 150 ms from the presentation of the visual stimulus,
whereas tasks involving more reasoning take longer [235].

Thus, in light of the type of benchmarking tasks that are held as impor-
tant within vision (classification, localization, segmentation), it is perhaps not
surprising that feedforward models have been dominant; this is something that
they are good at. The problems start when the models either need to perform
more complicated tasks [237], or learn how to truly generalize across different
domains [13]. In accordance with the above, a few works based on recurrent al-
gorithms have recently shown competitive results on contour tracing tasks and a
difficult segmentation task [238,239].

Both Kreiman and Serre [235] and van Bergen and Kriegeskorte [236] further
underline some advantages of recurrent networks: first, that they are more effi-
cient and compressed in terms of ‘wiring’ (spatial components such as axons and
synapses, or computational units) and second, that they are flexible in terms of
both energy expenditure and computational depth.

Regarding the first aspect, this can be intuitively gathered from a schematic
figure of a finite-time recurrent network next to its unrolled feedforward equiva-
lent across a number of fixed timesteps. The recurrent version is simply a more
space-efficient way of representing the same computations. This matters for bi-
ological creatures, since our brains need to comply to size and weight standards
so that we can feasibly carry them around. It further also matters for hardware
implementing computer vision, since space and material costs are finite resources
there too, not least for portable applications.

It is further interesting to discuss why recurrence is needed, if finite-time re-
current networks always have feedforward equivalents when they are unrolled. On
this matter, van Bergen and Kriegeskorte [236] point out that, firstly, it similarly
holds that any feedforward network has a large variety of recurrent correspond-
ing architectures, which can be achieved just by adding recurrent connections.
Conversely, any RNN can be reduced to a feedforward network by removing the
recurrent connections. Thus, feedforward networks must be a subset of recurrent
networks. Most important, however, is the notion of when a recurrent network
is realistically unrollable, in terms of hardware or computational resources. Even
if one can always find correspondences between the two kinds of networks, a
finite-time RNN which is realistic may not be so in its feedforward unrolled ver-
sion. On the other hand, a realistically implementable feedforward model always
corresponds to a realistic recurrent model. [236]

When it comes to the flexibility, first, it is important to observe that a re-
current network can achieve potentially unlimited computational depth, given a
finite hard- or software implementation. As in [236], we can define computational
depth as the number of maximum number of successive nonlinear transformations
(transformations that cannot be collapsed into each other) possible to perform
between input and output. This also underlines the above mentioned wiring ef-
ficiency of such models. Next, we can note that a recurrent network has the
possibility to adapt its energy expenditure relative to the task at hand. A feed-
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forward neural network always has a fixed computational depth – the number
of operations between input and output are already set, regardless of the task.
In contrast, a recurrent model could choose to terminate its computations based
on some threshold performance value, possibly combined with information about
the importance of the task in question. As noted in [236], this is what animals
must do to survive, e.g., in dangerous situations, prioritize sensory computation
based on the urgency of the input.

Recurrence in video models is becoming more and more of a rarity, and con-
temporary state-of-the-art approaches to action recognition are predominantly ei-
ther fully convolutional [105,115,116,240,241], combine convolutions with tempo-
ral sampling and fusion strategies [107,161,242], or, more recently, attention-based
(Video Transformers) [179,243–245]. The trend, similarly as for single frame ap-
plications, is to generally use less inductive biases, be it spatially (avoiding the
use of 2D convolutions in favor of self-attention [101]) or temporally (avoiding
the use of 3D convolutions or recurrence in favor of self-attention [102]).

The sheer size of the current state-of-the-art models, typically more than
50M trainable parameters (this holds both for convolution- and attention-based
models, although the latter grow the largest – up to 350M parameters [102]),
gives them a strong capacity to learn in-domain patterns. As models grow larger,
ever more resources are spent to train them [246]. Furthermore, state-of-the-art
models should display competitive benchmarking numbers on large-scale datasets,
such as Kinetics-400 and Kinetics-600 [103]. It is difficult to know whether these
benchmarks are suitable for temporal modeling, or rather for efficiently storing
references to vast amounts of video clips as weight representations.

At the same time, the reciprocal dependency between the hardware and soft-
ware of standard graphics processing units (GPUs) optimized for parallel compu-
tation, on the one hand, and models requiring massive parallel computation for
their training, on the other hand, is becoming ever more intertwined [247, 248].
The question looms whether we have cornered ourselves in action recognition, in
the expectancy to work on ever larger models, in industry as well as in academia.

Theoretical works [249–251] have indicated that overparametrization helps
generalization, in that the local minima of the loss landscape for such models
often are global. These studies are made on held-out data, but never on data with
significant domain shift, to the best of our knowledge. In Chapter 5, we investigate
the empirical consequences of these trends for time-critical video modeling.

A natural way to avoid parameter explosion when learning visual patterns
over time is to make use of recurrence across the time-axis. Although less ef-
ficient to train on GPUs due to the sequential nature of the computations, as
mentioned above, recurrent video models have a more parameter-efficient ap-
proach per timestep of the input data. This may hinder over-reliance on texture
cues, and promote learning the temporally relevant motion cues.

In theory, neither Transformers nor 3D CNNs need to increase their number
of parameters for a longer input sequence, since the same linear projection maps
and weight matrices can be reused across a sequence in Transformers, and a spa-
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tiotemporal convolutional kernel in principle can be sled across an even longer
sequence. However, to the best of my knowledge, no current implementations of
3D CNNs or Video Transformers in Pytorch or Tensorflow allow for a varying
sequence length, in contrast to recurrent models. And, importantly, for a given
output, the input sequence length is necessarily fixed, since the signals should
pass through the network all at once, in parallel. Moreover, for Video Transform-
ers, increasing the sequence length is quadratic in memory, which may become
prohibitive for long videos.

4.4 Conclusions

In this chapter, we have discussed the underlying assumptions of video mod-
els more in detail, and contextualized the models somewhat from a visual neu-
roscience perspective. While there is no inherent value in imitating biological
implementations of vision, the extent to which there is a gap between state-of-
the-art deep models and biological visual pathways can be seen as surprising.
One of the more striking differences between computational and biological vision,
together notably with the difference in energy efficiency, is the gap in generaliza-
tion ability, where computer vision models still currently do not stand a chance
to the human ability [13, 206, 252]. Significant progress has been made since
the Krizhevsky break-through on ImageNet in 2012 [253], and benchmarking on
well-known datasets has brought about a new systematization for discoveries in
the field. Despite this, it is difficult to see how this rift in terms of generalization
could be bridged on the current path of large models competing for numerical per-
formance on similarly large datasets. In Chapter 5, we will empirically compare
different video architectures on time-crucial action recognition tasks, see examples
of dataset biases in the context of action recognition and temporal learning, and
how the different families of architectures seem differently prone to perpetuate
these.





Chapter 5

Empirical properties of deep video
models

In Chapter 4, we hypothesized that the manner in which we model frame de-
pendency may influence which type of features we learn. Three such principally
different methods for frame dependency treatment were discussed: recurrence,
3D convolution and self-attention. In this chapter, we present our experiments
studying such empirical properties of deep video models. In Section 5.1, I present
the datasets used in the chapter. Section 5.2 contains a first comparison of the
qualitative features of 3D CNNs and ConvLSTMS on a large-scale time-critical
dataset. A novel explainability method for video models serves as a tool in this
empirical comparison. In Section 5.3, an empirical study of cross-domain robust-
ness is presented across all three different methods for learning spatiotemporal
features.

5.1 Datasets

Four video datasets are used in the experiments of this chapter: the Something-
something-V2 dataset, the KTH Actions dataset, our proposed Temporal Shape
dataset and the Diving48 dataset. Section 5.2 will present experiments on the
first two, whereas Section 5.3 treats experiments on the two latter. Something-
something-V2 and KTH actions are used as they are, the Temporal Shape dataset
is a contribution of this thesis, and the experiments on Diving48 will include
modified evaluation domains of the dataset which are also a part of the thesis
contribution. Next, I will describe the datasets in more detail.

The Something-something-V2 Dataset

Something-something-V2 [126] was introduced in 2017 as an object-agnostic dataset
for ‘common-sense’ concepts with caption templates as labels, such as ‘turning
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Table 5.1: An overview of the datasets that are explored in the empirical studies
of the current chapter.

Dataset name Time-critical Color Approx. duration # clips Synthetic

Something-something-V2 [126] Yes Yes 220h 220k No
KTH Actions [254] No No 3h 2391 No
Temporal Shape [255] Yes No N/a (12h at 6 fps) 13k Yes
Diving48 [10] Yes Yes 25h 18k No

[something] upside down’ or ‘pulling two ends of [something] so that it separates
into two pieces’. Temporal relations in the dataset were intended to matter more
than the spatial information of the different classes. The authors reasoned that
it is difficult to achieve fine-grained action categories when using the standard
way to collect large video datasets (e.g., [5, 103, 104]), namely to collect a large
pool of videos to subsequently have them labeled by crowd workers. Instead, this
dataset was collected by letting crowd workers record videos for a given class.

The dataset contains over 220,000 sequences from 174 classes with a total
duration of more than 200 hours. The videos are recorded against varying back-
grounds from different perspectives, although a large part of the clips are filmed
egocentrically. Each class is defined as performing some action with one or several
arbitrary objects. Further examples of class templates are ‘closing [something]’,
‘folding [something]’ and ‘putting [something] into [something]’. This encourages
the classifier to learn the action templates rather than the object appearances,
since object recognition does not contain enough information for the task. In Sec-
tion 5.2, we train and validate according to the provided split, and use a frame
resolution of 224x224.

The KTH Actions dataset

The KTH Actions dataset [254] consists of 25 subjects performing six actions
(boxing, waving, clapping, walking, jogging, running) in four different settings,
resulting in 2391 sequences of around five seconds each, and a duration of almost
three hours. The clips are released at a resolution of 160x120 pixels and 25 fps.
They are filmed against a homogeneous background with the different settings
exhibiting varying lighting, distance to the subject and clothing of the partici-
pants. For this dataset, in Section 5.2, we train on subjects 1-16 and evaluate on
17-25.

The Temporal Shape dataset

To be able to study both temporal modeling abilities and cross-domain robustness
in a light-weight manner, we propose the Temporal Shape dataset. It is a synthet-
ically created dataset for classification of short clips showing either a square dot
or a MNIST digit tracing shapes with their trajectories over time (Figure 5.1).
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The dataset has five different trajectory classes (i.e., temporal shapes): circle,
line, arc, spiral or rectangle. The task is to recognize which class was drawn
by the moving entity across the frames of the sequence. The spatial appearance
of the moving object is not correlated with the temporal shape class, and can
thus not be employed in the recognition. In the first three domains from the
left in Figure 5.1 (2Dot, 5Dot, MNIST), the background is black, and in the last
domain (MNIST-bg), the background contains moving white Perlin noise. This
last setting is reminiscent of the experimental setup in the biological vision study
by Watamaniuk et al. [202], where a signal dot moves on a background of dots
following Brownian noise movement patterns. The Perlin noise can be more or
less fine-grained; its scale is regulated by a random parameter σ ∈ [1, 10] for each
sequence. The dataset can be thought of as a scaled-down version of an action
template dataset, such as Something-something-V2, but entirely stripped of ap-
pearance cues. The fact that the dataset is synthetically generated further makes
it easier to avoid biases. The emphasis of the ambition of the dataset also lies
specifically in the testing of generalization abilities of temporal modeling across
the four different domains.
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Figure 5.1: Animated figure. The videos can be displayed on click in
Adobe Reader or in the online Appendix. Example clip showing the four
domains of the Temporal Shape dataset, for the class circle. In 2Dot and 5Dot, the
circle is drawn with a square of width 2 and 5 pixels. In MNIST and MNIST-bg,
the circle is drawn with a MNIST digit, w/ and w/o a Perlin noise background.

The Temporal Shape dataset and the code to generate it can be found at
https://github.com/sofiabroome/temporal-shape-dataset. The sequences
consisted of 20 64x64 frames, in grey scale. Each of the five classes has differ-
ent amounts of possible variation in their states. The shapes can have varying
starting positions, starting angles, direction, size and speeds. We generated 5000
sequences for the training and validation domain (either 2Dot or MNIST-bg), and
500 sequences for the evaluation domains (the domains not used for training).

Sampling with replacement. In the experiments, 4000 clips were used for
training and 1000 for validation, from the same domain. The number of sam-
ples was chosen so as to be able to sample randomly with replacement, while
still keeping the risk low that an identical clip occurs in both the training and

https://github.com/sofiabroome/temporal-shape-dataset
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the validation set. For the 2Dot-domain, each class has more than 30k possible
variations (lower bounds: 31k circle, 34k line, 51k rectangle, 150k arc), except
the spiral class which has 7200 as a lower bound on the possible variations. The
lower bound results from the moving entity sometimes bouncing against the walls
of the frame, which gives rise to extra variation. When the training set consists
of 5000 samples in total, we generate around 1000 samples per class. For the
spiral class, a frequentist estimation gives that 800/7200 = 0.11 of the 200 spiral
validation samples might be present in the training split (22 clips). However,
this is still an over-estimation, due to the randomness of the wall bounces. We
decided to consider this as acceptable noise of the dataset. Some amount of data
leakage can be considered interesting since this may occur in standard datasets
as well, and contributes to the challenging nature of the task to generalize to the
entirely unseen domains.

The Diving48 dataset

Diving48 [10] is a well-known dataset for fine-grained and time-critical action
recognition. It consists of 18k short clips depicting dives from 48 classes. Suc-
cessfully classifying these dives requires temporal modeling, since one needs to
keep track of the movements of the divers and their order. The dataset is var-
ied appearance-wise, in terms of both backgrounds and viewpoints, which may
contain unknown biases. The same competition sites can be present in both the
training and test split, ”to avoid biases for certain competitions”, according to
the authors [10]. Instead, in our view, this in fact increases the risk for bias,
since the ability to recognize a dive at an unseen site is never tested. It would
have been preferable to separate competition locations entirely between training
and test set, analogously to the subject-exclusive evaluation protocol of Chapter
3. Thus, even though the dataset presents a very challenging classification task
from a temporal modeling perspective, it is likely not free from spatial biases (as
will be demonstrated by our experiments).

Modified domains of Diving48. In Section 5.3, we always train on the orig-
inal dataset, but additionally evaluate our trained models on slightly modified
domains of the original test set. We modify the test set into three new domains:
two based on shape and one based on texture (following Geirhos et al. [13], Fig-
ure 5.2). To do this, we extend the concepts of shape and texture bias from [13]
to the temporal domain in the following way.

In the shape domains, we blur the background and only maintain the seg-
mented diver(s) (S1), or the divers and their bounding boxes (S2). In the texture
domain (T), we conversely mask bounding boxes where the diver(s) are, and only
keep the background. The masked boxes are filled with the average Imagenet [5]
pixel value, following [9]. The class evidence should lie only in the divers’ move-
ment; hence, the texture version should not contain any relevant signal, and the
accuracy should ideally drop to random performance. In this way, we can study
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how different models drop in score when tested on the shape or texture domain,
indicating both cross-domain robustness (for S1 and S2) and texture bias (for T).

The different modified Diving48 datasets (S1, S2 and T) and the code for the
experiments can be found on

https://github.com/sofiabroome/cross-dataset-generalization.
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Figure 5.2: Animated figure. The videos can be displayed on click in
Adobe Reader or in the online Appendix. Example clip showing our three
modified domains of Diving48: S1, with segmented divers over a blurred back-
ground, S2, with cropped bounding boxes of divers over a blurred background, and
T, with masked boxes of divers, and the original background.

Instance segmentation of Diving48. To segment divers, it did not suffice to
apply a pre-trained network and use the class ”Person”, which we first attempted
(DeeplabV3 pre-trained on MS-COCO, provided by PyTorch). First of all, the
MS-COCO pre-trained model could often not recognize the divers in the air as
the ”Person” class – they can be up-side down, or assume strange shapes in the
air, which proved to be too difficult for such an off-the-shelf model. Secondly,
the model would often detect pixels of the ”Person” class in the audience, when
there was audience visible, which we, naturally, did not want to include.

Thus, we resorted to labelling our own segmented frames from the dataset (no
segmentation masks were available online). We manually segmented 303 frames
from the dataset containing one or two divers, picked from 303 randomly chosen
videos of the training split. When there were two divers, we segmented each as
its own instance.

We fine-tuned a MaskRCNN on our labeled dataset, using a random split of
290 frames as training set and 13 frames to validate, and monitored the bounding
box IoU on the validation set. The best model achieved 93% validation bounding
box IoU, which we used to segment the frames of the entire dataset (at 32 frames
per clip). We used the confidence of the mask predictions as a threshold for the
concrete segmentation, either at 0 or at 0.4. The non-zero predictions were mostly
confined to a bounding box surrounding the diver(s). When the threshold was
t = 0, bounding boxes around the divers were used as crops (S2). When increased
to t = 0.4, we obtained proper segments of the diver shape (S1). The frames
contain a lot of motion blur which made the segmentation more challenging, and

https://github.com/sofiabroome/cross-dataset-generalization
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the segmentation at t = 0.4 is not perfect – sometimes parts of, for example, an
arm or foot is missing. However, the performance of the segmentation at t = 0.4
was deemed sufficient after manual inspection of 100 randomly chosen videos,
where all videos had enough evidence to recognize the development of the dive.
The segmentation at t = 0 (bounding boxes, S2) was satisfactory in all 100 clips
inspected.

The hand-labelled segmentation masks, code used to both fine-tune for in-
stance segmentation, and to generate the modified versions of Diving48 can be
found at https://github.com/sofiabroome/diver-segmentation.

5.2 Explaining video features

In this section, we present the first comparison of 3D CNNs and ConvLSTMs
in terms of spatiotemporal features. We point to essential differences between
their assumptions concerning temporal dependencies in the data through quali-
tative and quantitative experiments. We also extend the concept of meaningful
perturbation introduced by Fong and Vedaldi [12] to the temporal dimension, to
search for the most critical part of a sequence used by the networks for classifi-
cation. This temporal masking tool is used as a metric when comparing features
qualitatively.

Motivation

As noted previously in this thesis, two standard approaches to deep learning for
sequential image data are 3D convolutional neural networks (3D CNNs), e.g., the
I3D model [105], and recurrent neural networks (RNNs). Among the RNNs, the
convolutional long short-term memory network (hereon, ConvLSTM) [120] is es-
pecially suited for sequences of images, since it learns both spatial and temporal
dependencies simultaneously. Although both methods can capture aspects of the
semantics pertaining to the temporal dependencies in a video clip, there is a fun-
damental difference in how 3D CNNs treat time compared to ConvLSTMs. In 3D
CNNs, the time axis is treated just like a third spatial axis, whereas ConvLSTMs
only allow for information flow in the direction of increasing time, complying
with the second law of thermodynamics. More concretely, ConvLSTMs main-
tain a hidden state that is non-linearly updated for each timestep when forward-
traversing the input video sequence. 3D CNNs, on the other hand, convolve (i.e.,
take weighted averages) over both the temporal and spatial dimensions of the
sequence and applies non-linearities between successive layers.

The question investigated in this section is whether this difference has con-
sequences for how the two models compute spatiotemporal features. We present
a study of how 3D CNNs and ConvLSTMs respectively compute video features:
what do they learn, and how do they differ from one another?

As outlined in Chapter 2, there is a large body of work on evaluating video
architectures on video classification tasks, but significantly fewer investigations

https://github.com/sofiabroome/diver-segmentation
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of what parts of the data the networks have used and what semantics relating to
the temporal dependencies they have extracted from them. Deep neural networks
are known to be large computational models, whose inner workings are difficult
to overview for a human. For video models, the number of parameters is typically
significantly higher due to the added dimension, which makes their explainability
all the more pressing.

Approach

f𝜽*

Train ConvLSTM or 3D CNN 
on Something-something-V2 

or KTH Actions

Evaluate and compare the 
learned video features:

are they different, and how?

f𝜽

Figure 5.3: Overview of the study. We train two types of deep video models
fθ, principally different in the manner in which they model frame dependency, to
investigate whether their learned features have principal differences as well. Sample
frames from the datasets are from [126] and [254].

We will evaluate these two types of models on tasks where temporal or-
der is crucial. The Something-something-V2 dataset [126] (hereon, Something-
something) will be central to our investigations; it contains time-critical classes,
agnostic to object appearance. Additionally, we evaluate the models on the
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smaller KTH actions dataset [254], to investigate if the similar trends are ob-
served on a less temporally challenging dataset.

Figure 5.3 shows an overview of the work in this section. We train the two
types of models on either of the datasets, and compare their features, qualitatively
and on an aggregate level, for classes where their performance are similar. Below,
we start by introducing our Temporal mask explainability method. This, and
various saliency map metrics, will later be used to measure qualitative aspects of
the features.

Temporal masks

The proposed temporal mask method aims to extend the explainability of deep
networks into the temporal dimension, utilizing ‘meaningful perturbation’ of the
input, as shown effective in the spatial dimension by Fong and Vedaldi [12]. When
adopting this approach, it is necessary to define what constitutes a meaningful
perturbation. In [12], a mask that blurs the input as little as possible is learned
for a single image, while still maximizing the decrease in class score. Our pro-
posed method applies this concept of a learned mask to the temporal dimension.
The perturbation, in this setting, is a noise mask approximating either a ‘freeze’
operation, which removes motion data through time, or a ‘reverse’ operation that
inverses the sequential order of the frames. This way, we aim to identify which
frames are most critical for the network’s classification decision.

The temporal mask is defined as a vector of real numbers on the inter-
val [0,1] with the same length as the input sequence. For the ’freeze’ type
mask, a value of 1 for a frame at index t duplicates the value from the pre-
vious frame at t − 1 onto the input sequence at t. As an example (binary
for clarity), an input indexed as t1:16 perturbed with a freeze mask with the
value [0, 0, 0, 1, 1, 1, 1, 1, 1, 0, 0, 0, 0, 0, 0, 0] results in the sequence with frame in-
dices [1, 2, 3, 3, 3, 3, 3, 3, 9, 10, 11, 12, 13, 15, 14, 16]. The pseudo-code for the freeze
procedure is given below.

for i in maskIndicesExceptFirst do

originalComponent := (1-mask[i])*originalInput[i]

perturbedComponent := mask[i]*perturbedInput[i-1]

perturbedInput[i] := originalComponent + perturbedComponent

end for

For the ’reverse’ mask type, all indices of the mask m that are activated are
first identified (threshold 0.1). These indices are then looped through to find the
contiguous sections, which are treated as sub-masks, mi. For each sub-mask, the
frames at the active indices in the sub-mask are reversed. As an example of this
(again, binary for clarity), an input indexed as t1:16 perturbed with a reverse
mask with the value [0, 0, 0, 1, 1, 1, 1, 1, 0, 0, 0, 0, 0, 1, 1, 0] results in the sequence
with frame indices [1, 2, 3, 8, 7, 6, 5, 4, 9, 10, 11, 12, 13, 15, 14, 16]. The pseudo-code
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for the reverse procedure is given below.

find contiguous subMasks within a given mask

for sm in subMasks do

for i in subMaskIndices do

temp = sm

sm[i] = temp[-i]

end for

end for

In order to learn the mask, we define a loss function (Equation 5.1) to be
minimized using gradient descent, similar to the approach in [12].

L = λ1‖m‖11 + λ2‖m‖ββ + Fc, (5.1)

where m is the mask expressed as a vector where its elements m ∈ [0, 1]t, ‖·‖11
is the L1 norm, ‖·‖ββ is the Total Variation (TV) norm, λ1,2 are hyperparameter
weighting factors, and Fc is the class confidence given by the model for the per-
turbed input. The L1 norm penalizes long masks, in order to identify only the
most important frames in the sequence. The TV norm penalizes masks that are
not contiguous. This approach allows our method to automatically learn masks
that identify one or several contiguous sequences in the input.

The mask is initialized centered in the middle of the sequence. To keep the
perturbed input class confidence differentiable with respect to the mask, the op-
timizer operates on a real-valued mask vector. A sigmoid function is applied to
the mask before using it for the perturbing operation in order to keep its values
in the [0,1] range. The ADAM optimizer is then used to learn the mask through
300 iterations of gradient descent. After the mask has converged, its sigmoidal
representation is thresholded into a binary on-off state for visualization purposes.

Grad-CAM

Grad-CAM [84] is a method for producing visual explanations in the form of
class-specific saliency maps for neural network models which have feature maps
with a spatial extent, such as CNNs. One saliency map, Lct , is produced for each
input frame t and class c, based on the activations from k filters, Akij , at the final
layer. In order to adapt the method to sequences of images, the activations for all
timesteps t in the sequences are considered (Eq. 5.2). The value of the saliency
map Lct at the spatial positions i and j is computed as follows.

Lcijt =
∑
k

wcktA
k
ijt ; wckt =

1

Z

∑
ij

∂F c

∂Akijt
, (5.2)

where Z is a normalizing constant and F c is the network confidence output for the
class c. By up-sampling these saliency maps to the resolution of the original input
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image, the aim is to examine what spatial data in specific frames contributed most
to the predicted class. [84]

Experiments

In this section, I will detail the training procedure for each architecture and how
we computed the saliency maps for each of the models. In ‘Comparison method’,
I further present the metrics we used to compare the spatiotemporal features of
the two models.

Training and architecture details

Both models were trained from scratch on each dataset, to ensure that the learned
models were specific to the relevant task. Pre-training on Kinetics can increase
performance, but for our experiments, the models should be trained on the tem-
poral tasks presented by the Something-something dataset specifically. It can
be noted that our I3D model reached comparable performance to another I3D
trained from scratch on Something-something presented in the work of [116].

Frame sampling. Both Something-something and KTH Actions have sequences
varying from one to almost ten seconds. As 3D CNNs require input of fixed se-
quence length, all input sequences from both datasets are uniformly sub-sampled
to cover the entire sequence in 16 frames (Something-something) and 32 frames
(KTH Actions). The same set of sub-sampled frames is then used as input for
both architectures. Further hyperparameters are listed on the project webpage.
Any remaining settings can be found in the public code repositorypublic code
repository.

I3D and Grad-CAM. I3D consists of four 3D convolutional layers, nine In-
ception modules and four pooling layers (Figure 5.4). In the original setting,
the temporal dimension of the input is down-sampled to L/8 frames by the final
Inception module, where L is the original sequence length. In order to achieve a
higher temporal resolution in the produced Grad-CAM images, the strides of the
first convolutional layer and the second max pooling layer are reduced to 1x2x2 in
our code, producing L/2 activations in the temporal dimension. The Grad-CAM
images are produced from the gradients of the class scores with respect to the
final Inception module.

ConvLSTM and Grad-CAM. We have not found any published ConvLSTMs
trained on raw pixels, and thus conducted our own hyperparameter search for this

https://interpreting-video-features.github.io

https://github.com/interpreting-video-features/interpreting-video-features

https://interpreting-video-features.github.io/
https://github.com/interpreting-video-features/interpreting-video-features
https://interpreting-video-features.github.io
https://github.com/interpreting-video-features/interpreting-video-features
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model. The model was selected solely based on classification performance; all fea-
ture investigations were conducted after this selection. The ConvLSTM used for
Something-something consists of three ConvLSTM layers (two for KTH) with 32
filters, each followed by batch normalization and max pooling layers. The convo-
lutional kernels used for each layer had size 5x5 and stride 2x2. The ConvLSTM
layers return the entire transformed sequence as input to the next layer. When
calculating the Grad-CAM maps for the ConvLSTM, the final ConvLSTM layer
was used.

There is a substantial difference in the number of parameters for each model,
with 12, 465, 614 for I3D and 1, 324, 014 for the three-layer ConvLSTM. Other
variants of the ConvLSTM with a larger number of parameters (up to five layers)
were evaluated as well, but no significant increase in performance was observed.
Also, due to the computational complexity of back-propagation through time
(BPTT), the ConvLSTM variants were significantly more time demanding to
train than their I3D counterparts.

Comparison method

To study the differences in the learned spatiotemporal features of the two models,
we first compute spatial saliency maps using Grad-CAM and temporal masks
using the proposed method. Once these are obtained for each model and dataset,
we both examine them qualitatively and compute the quantitative metrics listed
below. A ‘blob’ is defined as a contiguous patch within the Grad-CAM saliency
map for one frame. These salient areas were detected using the blob detection
tool from OpenCV [256]. OS, FS and RS are the softmax confidence scores for one
class resulting from the original input, and from the freeze and reverse perturbed
input, respectively.

• Blob count: The average number of blobs (salient spatial areas, as produced
by the Grad-CAM method), per frame.

• Blob size: The average size of one salient spatial area (blob), in pixels,
computed across all detected blobs.

• Center distance: The average distance in pixels to the center of the frame
for one blob, computed across all detected blobs.

• Mask length: The average number of salient frames per sequence, as pro-
duced by the temporal mask method.

• Drop ratio: The average ratio between the drop in classification score using
the freeze and reverse perturbations, defined as OS−FS

OS−RS , across all sequences.

• Drop difference: The average difference between the drop in classification
score using the freeze and reverse perturbations, defined as (OS−FS)−(OS−
RS) (and equivalent to RS− FS), across all sequences.
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(b) ConvLSTM. The max pool operation is 2D.

Figure 5.4: Schema over the I3D model (figure from [105]) and the ConvLSTM
model.

We consider the difference and ratio between the freeze and reverse drops
as the most relevant measures of how sensitive one model was for the reverse
perturbation. These metrics measure how much a confidence score drops as a
result of the reverse operation, relative to the drop as a result to the freeze
operation. The freeze operation removes information, and there should be a clear
drop for this measure. For the reverse operation, the same number of different
frames are still part of the sequence, but in the wrong order. The point of the drop
ratio and drop difference, then, is to measure how differently a model ‘reacted’ to
the two different perturbation. FS and RS should not be compared in absolute
numbers, since they depend on the original class confidence, OS, which often was
different for the two models. Moreover, using the same number of iterations for
the optimization of the temporal mask, the two models typically reached different
final losses (generally lower for I3D).

Results

As a primer on these datasets, the global validation F1-scores for both archi-
tectures and datasets are shown in Table 5.2. To emphasize the importance of
temporal direction between the datasets, we first conduct a test where all the
input validation sequences are entirely reversed. On Something-something, both
ConvLSTM and I3D were affected drastically, while on KTH, both performed
well. Likely, this is because KTH’s classes have distinct spatial features. As ex-
pected, Something-something is more time-critical than KTH. Overall, this shows
that both models are indeed globally sensitive to temporal direction, when they
need to be. Below, we examine in detail which spatiotemporal features are learned
by the two models, and how they differ from one another.
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(a) Moving something and something away from each other.

I3D OS: 0.994 ConvLSTM OS: 0.312
I3D FS: 0.083 ConvLSTM FS: 0.186
I3D RS: 0.856 ConvLSTM RS: 0.125

(b) Moving something and something closer to each other.

I3D OS: 0.547 ConvLSTM OS: 0.257
I3D FS: 0.028 ConvLSTM FS: 0.079
I3D RS: 0.053 ConvLSTM RS: 0.122
I3D CS: 0.186 ConvLSTM CS: 0.002

I3D P: Moving something and something ConvLSTM P: Something falling
so they collide with each other (38) like a rock (135)

(c) Moving something and something so they pass each other.

I3D OS: 0.999 ConvLSTM OS: 0.788
I3D FS: 0.002 ConvLSTM FS: 0.392
I3D RS: 0.414 ConvLSTM RS: 0.537

Figure 5.5: Animated figure. Best displayed in Adobe Reader where
the figures can be played as videos, or on the project webpage. I3D (left)
and ConvLSTM (right) results for validation sequences from Something-something.
The three columns show, from left to right, the original input, the Grad-CAM
result, and the input as perturbed by the temporal freeze mask. The third column
also visualizes when the mask is on (red) or off (green), with the current frame
highlighted. OS : original score (softmax output) for the guessed class, FS : freeze
score, RS : reverse score, CS : score for the ground truth class when there was a
misclassification and P : predicted label, if different from ground truth.

https://interpreting-video-features.github.io/
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Model KTH Actions (Top-1) Smth-Smth (Top-1) Smth-Smth (Top-5)
ConvLSTM 0.84 0.23 0.48
ConvLSTM (rev.) 0.78 0.05 0.17
I3D 0.86 0.43 0.73
I3D (rev.) 0.80 0.09 0.27

Table 5.2: Validation F1-score per model on the two datasets. ’Rev.’ indicates that
the validation sequences were reversed at test time.

Explainability results on Something-something

The less widely used ConvLSTM architecture could not reach the same global
performance as the state-of-the-art I3D (Table 5.2), which also has an order of
magnitude more parameters. Therefore, the models were only compared on se-
quences from classes for which they had similar performance (Table 5.3). We
include a variety of per-class F1-scores, ranging from approximately 0.1 to 0.9.
All are, however, well above the random chance performance of 1/174 ≈ 0.006.
The reason to include a variety of performance levels when studying the extracted
features is to control for the general competence of the model, since a well per-
forming model might extract different features than a poor one. We are interested
in the overall behavior of the models, both when they perform well and when they
perform poorly. Further, the ConvLSTM was often slightly below the I3D, even
in the performance-matched classes, making it more important to study a range
of performances for a fair comparison.

In this section, we present an analysis of the Grad-CAM saliency maps and
temporal masks generated for each architecture on the classes listed in Table 5.3.
We evaluated the models on all validation sequences from these classes (1575
sequences in total). Quantitative results from the feature analysis are shown in
Tables 5.4-5.5 and in Figure 5.8. We display eight sample sequences in Figs.
5.5-5.7 and more on the project webpage.

Trends regarding the spatial focus of the two models. We observe that
the I3D generally focuses on contiguous, centered blobs, while the ConvLSTM
attempts to find relevant spatial features in multiple smaller areas (Table 5.4).
Figs. 5.5a and 5.5c show examples of this, where I3D focuses on a single region
covering both objects, while the ConvLSTM has separate activations for the two
objects, hands and the surface affected by the movement.

We further find that the I3D has a bias of starting its focus around the middle
of the frame (Figs. 5.5-5.7), often even before the motion starts. This trend
persists throughout the sequence, as the average distance to the center of the
image for each blob in each frame is shorter for I3D (Table 5.4). The typical
behavior for the ConvLSTM is instead to remain agnostic until the action actually
starts (e.g., Figure 5.7a). In Figure 5.7a, the I3D maintains its foveal focus

https://interpreting-video-features.github.io

https://interpreting-video-features.github.io/
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Class I3D ConvLSTM
burying something in something 0.1 0.06
moving something and something away from each other 0.76 0.58
moving something and something closer to each other 0.77 0.57
moving something and something so they collide with each other 0.16 0.03
moving something and something so they pass each other 0.37 0.31
moving something up 0.43 0.40
pretending to take something from somewhere 0.10 0.07
turning the camera downwards while filming something 0.67 0.56
turning the camera left while filming something 0.94 0.79
turning the camera right while filming something 0.91 0.8
turning the camera upwards while filming something 0.81 0.73

Table 5.3: F1-score per class and model on the Something-something dataset.

Table 5.4: Statistics for the Grad-CAM maps for each model on eleven classes
from the validation set of Something-something (1575 sequences, 16 frames per
sequence) and the whole test set of the KTH dataset (863 sequences, 32 frames per
sequence). The ’blobs’, i.e., the contiguous patches within each Grad-CAM map,
were computed per frame, using the blob detection tool from OpenCV [256].

Model (Dataset) Blob count Blob size Center distance
I3D (Smth-smth) 1.6± 0.97 33.7± 19.6 54.4± 33.6
ConvLSTM (Smth-smth) 3.6± 1.9 26.7± 24.5 96.8± 34.9
I3D (KTH) 1.1± 0.5 44.0± 18.7 44.6± 19.4
ConvLSTM (KTH) 32.6± 15.1 5.8± 7.0 49.9± 22.4

even after the green, round object is out of frame. In Figure 5.7b, the focus
splits midway to cover both the moped and some features on the wall, while the
ConvLSTM focuses mainly on numerous features along the wall, as it usually
does in classes where the camera turns. The ConvLSTM also seems to pay more
attention to hands appearing in the clips, rather than objects (Figs. 5.5a, 5.5c,
5.6a-b). Figure 5.8 shows the normalized histograms of these spatial features.
The distributions for the two models differ significantly on all three measures.

Trends regarding the temporal focus of the two models. The quantita-
tive results from the temporal mask experiments are shown in Table 5.5. We first
note that the average temporal mask is shorter for the I3D. This suggests that
it has learned to react to short, specific events in the sequences. As an example,
its temporal mask in Figure 5.5c is active only on the frames where the objects
first pass each other, and in Figure 5.5b, it is active on the frames leading to the
objects touching (further discussed in Section 5.2). Second, we note that the drop
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Table 5.5: Statistics for the temporal masks of both models for both datasets (1575
sequences for Something-something and 863 sequences for KTH).

Model (Dataset) Mask length Drop ratio Drop diff.
I3D (Smth-smth) 6.2± 3.3 8.4± 47 0.2± 0.3
ConvLSTM (Smth-smth) 9.9± 4.1 2.6± 6.9 0.08± 0.2
I3D (KTH) 10.6± 8.5 81.4± 174 0.57± 0.34
ConvLSTM (KTH) 15.2± 5.7 17.4± 45.2 0.22± 0.18

ratio and drop difference are generally higher for the I3D compared to ConvLSTM
(Table 5.5), suggesting that I3D is less sensitive to the reverse perturbation.

The normalized histograms of the three measures are shown in Figure 5.8.
The mask length distributions clearly have different means. For drop ratio and
drop difference, the distributions have more overlap, not least because the large
standard deviation of the drop ratio metric, in particular for the I3D. For the drop
ratio, if the denominator was less than a threshold (OS-RS ≤ 0.001), the sample
was filtered out, since its ratio would explode. The ratio grows large when there
is very little difference between the original confidence and the reverse perturbed
confidence, meaning when the model is not very sensitive a temporal perturbation,
relative to the freeze perturbation. Given that the standard deviation is largest
for the I3D, we observe that this was more often the case for this model. A
t-test conducted in Scipy [257] of the difference in mean between the two models
assuming unequal variance gives p < 10−6 for both measures. We conclude that
there is a significant difference in mean between the two models for drop ratio
and drop difference.

Class ambiguity of the Something-something dataset. The Something-
something classes can be ambiguous (one class may contain another class) and,
arguably, for some samples, incorrectly labeled. Examining the spatiotemporal
features may give insight as to how the models handle these ambiguities. Fig-
ure 5.6b shows a case of understandable confusion, where I3D predicts taking
one of many similar things on the table. The surface seen in the image is a tiled
floor, and the object is a transparent ruler. Once the temporal mask activates
during the lifting motion in the last four frames, the Grad-CAM images show the
model also focusing on two lines on the floor. These could be considered similar
to the outline of the ruler, which could explain the incorrect classification. An
example of ambiguous labeling can be seen for example in Figure 5.5b, where
I3D’s classification is moving something and something so they collide with each
other and the ConvLSTM predicts pushing something with something. Although

The OS-FS ≤ 0.001 were also excluded for balance. When using 10−9 as threshold instead,
the drop ratio results for Something-something were 215±6346 (I3D) and 4.9±47.6 (ConvLSTM).
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the two objects in the sequence do move closer to each other, they also touch at
the end, making both predictions technically correct.

Explainability results on the KTH Actions dataset

For the KTH dataset, we make similar observations regarding temporal and spa-
tial features, where the I3D generally has shorter temporal masks, as well as
fewer and more centered focus areas (Table 5.4-5.5). In terms of the blob count
and size, the difference is more striking between the two models on KTH than
on Something-something. This may be because there is more spatial bias in the
KTH dataset, and it suffices to always focus somewhere in the middle of the
frame, with an optimally sized blob, learned for the dataset. On the other hand,
difference in center distance is slightly smaller for KTH between the two mod-
els. This suggests that the ConvLSTM has also learned that a foveal focus is
appropriate for this dataset.

In Figure 5.9a, we observe results for the class ‘handclapping’. Interestingly,
the mask of each model covers at least one entire cycle of the action. The reverse
perturbation affects both models very little since one action cycle is symmetrical
in time for handclapping. For the ’running’ class (Figure 5.9b), we see that the
temporal mask identifies the frames in which the subject is in-frame as the most
salient for both models, with I3D placing more focus on the subject’s legs.

A note on the temporal granularity of the two models’ feature spaces

As seen in Chapter 4, 3D CNNs and ConvLSTMs have fundamentally different
ways of modeling time. In the following, we discuss two related observations: the
shorter temporal masks of I3D and the fact that the classification scores after the
freeze and reverse perturbations often are lower for I3D than for the ConvLSTM.

For the I3D, all dimensions including the temporal axis of the input are pro-
gressively compressed through either convolutional strides or max pooling. The
general understanding of CNNs are that later layers encode higher level features.
In the video explainability work by Feichtenhofer et al. [154], it is indeed shown
that the later layer units of a 3D CNN activate maximally for higher level ac-
tions. The representation that is input to the prediction layer in a 3D CNN has
compressed high level motions or spatial relations through time to a shorter rep-
resentation. The classification is then dependent on the presence or absence of
certain high level features, relevant for a particular class, in this representation.
If perturbing the input would alter these critical high level features, the resulting
prediction might be drastically affected.

For the ConvLSTM, however, hidden states resulting from the entire input
sequence are sent to the prediction layer. Ultimately, this means that it has a
more temporally fine-grained feature space than its 3D CNN counterpart. We
hypothesize that this is related to the two observed results. Due to this fine-
grained and enveloping temporal feature space, the perturbation must remove
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(a) Moving something up.

I3D OS: 0.804 ConvLSTM OS: 0.546
I3D FS: 0.016 ConvLSTM FS: 0.121
I3D RS: 0.667 ConvLSTM RS: 0.764

(b) Moving something up.

I3D OS: 0.685 ConvLSTM OS: 0.221
I3D FS: 0.003 ConvLSTM FS: 0.182
I3D RS: 0.048 ConvLSTM RS: 0.350
I3D CS: 0.001 ConvLSTM CS: 0.005

I3D P: Taking one of many similar ConvLSTM P: Pushing something so
things on the table (146) that it slightly moves (100)

(c) Pretending to take something from somewhere.

I3D OS: 0.284 ConvLSTM OS: 0.600
I3D FS: 0.003 ConvLSTM FS: 0.167
I3D RS: 0.006 ConvLSTM RS: 0.088

ConvLSTM CS: 0.004
ConvLSTM P: Lifting something up comp-

-letely without letting it drop down (27)

Figure 5.6: Animated figure. The figures can be displayed as videos in
Adobe Reader or on the project webpage. Same structure as Figure 5.5.

https://interpreting-video-features.github.io/
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(a) Turning the camera downwards while filming something.

I3D OS: 1.000 ConvLSTM OS: 0.158
I3D FS: 0.001 ConvLSTM FS: 0.063
I3D RS: 0.011 ConvLSTM RS: 0.093

(b) Turning the camera upwards while filming something.

I3D OS: 0.990 ConvLSTM OS: 0.806
I3D FS: 0.001 ConvLSTM FS: 0.177
I3D RS: 0.000 ConvLSTM RS: 0.181

Figure 5.7: Animated figure. Best displayed in Adobe Reader where the
figures can be played as videos or on the project webpage. Same structure
as Figure 5.5.

larger sub-sequences from the data to obscure enough information through time
to cause a large change in prediction score, possibly accounting for the longer
temporal masks observed for ConvLSTM. Furthermore, as we penalize the length
of the mask during optimization, the resulting converged mask is often too short
to fully bring down the classification score of the ConvLSTM method. Examples
of where the freeze score is brought close to, or below, 0.1 are when the mask is
nearly or fully active, as seen in Figs. 5.5b, 5.6a and 5.7a.

Discussion and summary

In this section, I have presented the first comparison of the spatiotemporal infor-
mation used by 3D CNN and ConvLSTM-based models in action recognition. We
have seen indications that the difference in temporal modeling has consequences
for what features the two models learn. We have also seen that the temporal
mask is capable of identifying salient frames in sequences, such as one cycle of
a repeated motion. Using the proposed temporal mask method, we presented

https://interpreting-video-features.github.io/
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(a)

(b)

Figure 5.8: Normalized histogram results for the Grad-CAM and temporal mask
analysis for the I3D (orange) and ConvLSTM (blue) networks. The histograms
correspond to the results in Tables 5.4-5.5.

empirical evidence that I3D on average focuses on shorter and more specific se-
quences than the ConvLSTM. On average, our experiments showed that I3D also
tends to focus on fewer or a single contiguous spatial patch closer to the center
of the image, instead of smaller areas on several objects like the ConvLSTM.

It should be noted that focusing in the center of the frame is appropriate for
the Something-something dataset, since most of the relevant action is centered (it
contains a center bias). I3D is an efficient learner which can economically figure
out what is most strategic to focus on. On the other hand, this may not be a
behavior that generalizes well. Further, when comparing the effect of reversing the
most salient frames or removing motion through ‘freezing’ them, the ConvLSTM
experiences a relatively larger decrease in prediction confidence than I3D upon
reversal. Taken together, these findings suggest that the ConvLSTM overall is
more attentive to the actual temporal patterns than the I3D.

There is still much to explore in the patterns lying in temporal dependencies.
In this section, we compared one instance each of the two model types, as a first
investigation of whether there may be qualitative differences in the features of
different video models. In the next Section (5.3), a study of qualitative behavior
across a larger number of instances per model type will be conducted.

It would further be of interest to extend the study to other datasets where



5.2. EXPLAINING VIDEO FEATURES 113

(a) Handclapping, Subject 18.

I3D OS: 0.999 ConvLSTM OS: 0.996
I3D FS: 0.026 ConvLSTM FS: 0.997
I3D RS: 0.999 ConvLSTM RS: 0.996

(b) Running, Subject 25.

I3D OS: 0.993 ConvLSTM OS: 0.669
I3D FS: 0.208 ConvLSTM FS: 0.339
I3D RS: 0.999 ConvLSTM RS: 0.605

Figure 5.9: Animated figure. The figures can be displayed as videos in
Adobe Reader. Explainability results example on the KTH Actions
dataset. Same structure as Figure 5.5.

temporal information is important, e.g., Charades [128]. Other possible future
work includes evaluating the effect of other noise types beyond ‘freeze’ and ‘re-
verse’. We hope that this empirical study can guide future development and
understanding of deep video models.

Last, it is desirable that a model can be trained with as little data as possible,
for sustainability- as well as explainability reasons. 3D CNNs do not represent
video (time) in a physically sound way, treating it as a third spatial dimension.
In our view, this is often made up for using large amounts of data and brute-
force learning of its correlations, as most state-of-the-art video CNNs are from
industry, trained on hundreds of GPUs, e.g., SlowFast [115]. For efficiency, it
is important that the representation learned by the model should correspond to
the world, and that variables that are uncorrelated in the world remain so in the
model. With our evaluation framework it will be possible to gain further insight
into what state-of-the-art video models have actually learned.

In Section 5.3, we will continue the investigation of the generalizability of the
spatiotemporal features learned by principally different video models.
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5.3 Frame dependency modeling matters for cross-domain
robustness in action recognition

In Section 5.2, we raised questions about how the features of the 3D CNN would
fare in the wild. These tended to be more center biased and to be based on
shorter parts of the video clips for its decisions, as compared to the ConvLSTM.
In this section, we conduct an empirical study on how the choice of frame depen-
dency modeling in action recognition affects cross-domain robustness, which has
previously not been studied.

We further introduce a novel, lightweight, dataset which allows for investiga-
tion of both temporal shape modeling ability and domain generalization, called
the Temporal Shape dataset. We provide the first discussion and experiments
on shape vs. texture bias (following the nomenclature by Geirhos et al. [13]) in
deep video models. In connection to this work, we also have made shape and
texture versions of the Diving48 dataset public, allowing studies on whether a
video model has learned to rely more on (temporal) shape or texture.

As argued in Chapter 4, one of the most fundamental questions when it comes
to video understanding in computer vision, or computer vision in general, is how
to model the dependency between frames. The system should ideally be able
to gather how particular frames relate to others, and which shapes and objects
have changed or persisted over time. With this knowledge, it can start to infer
relationships at a higher level, such as object-object or agent-object relationships,
and, for example, distinguish a suddenly appearing fine-grained motion. In spite
of the essentiality of this question, it has almost disappeared from action recog-
nition articles, possibly in the race to improve on the classification benchmarks.
In this section, we perform an empirical study of the cross-domain generalization
abilities of video models, comparing ones that recur, attend or convolve across
the temporal dimension. The aim of the study is to investigate whether there are
inherent differences in what is learned, pertaining to generalizability, depending
on which method is chosen for temporal modeling. In our work, we investigate
the empirical consequences of these trends for time-critical video modeling.

Experiment design

Here, we give an overview of the methodology and experiments conducted on the
two datasets: Temporal Shape and Diving48.

Main idea. In all of our experiments, we begin by training on one specific
domain, while validating on a held-out dataset from the same domain. We select
the model that performs best on the validation set, and then proceed to evaluate
it on other domains that are different in some respects but share the same task.
Following Chen et al. [166], the domain we train on will be referred to as the source
domain, and the unseen domains that we evaluate on, as the target domains.
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The aim of this section is to study how principally different ways of modeling
temporal dependency affect the out-of-domain generalization ability. In a nut-
shell, we will empirically compare different video models on a number of domain
transfer tasks. To measure cross-domain robustness, we define the robustness
ratio (rr.) for one model as the ratio between its accuracy on a target domain
and its best validation accuracy on the source domain. When the target domain
corresponds to the true task, this number should ideally be close to one (higher
is better). It can be noted that the rr. is a heuristic metric, which builds on
the observation that the performance on the in-domain validation set typically is
higher than on other domains. If the performance on the validation set is poor
to begin with, the rr. is less informative.

Method common to all experiments. We ensure that all sequences are of
equal length by uniform sub-sampling of the frames, since a fixed input size is
required for the input to both 3D CNNs and attention-based models. There are
other frame sampling methods, which can be used as augmentation, or as informed
priors (e.g., the TimeSformer only samples the middle frames during inference
in [179]), but in our study we are comparing the basic functionality of models.
No pre-training, dropout, or data augmentation is applied in our experiments,
except for 50% chance of horizontal flipping of the clips on Diving48. Code
related to neural networks was written in PyTorch [258] using Lightning [259].
All experiments have been run using the same random seed throughout the study.

Models

We will compare ConvLSTMs, 3D CNNs and Video Transformers, since these
present three principally different temporal modeling approaches. For the latter,
we will use the TimeSformer [179], because it recently achieved state-of-the-art
results on a number of action recognition benchmarks. Since there do not exist
state-of-the-art video models based fully on ConvLSTM-layers, we deem it fair
to compare ConvLSTMs both to simple and state-of-the-art video models of the
other two kinds.

It is a challenging task to compare neural network models which have prin-
cipally different architectures. In our work, we decided on controlling for three
different factors: the layer structure (i.e., the number and expressivity of hierar-
chical abstractions), the performance on a particular dataset and the number of
trainable parameters. The experiments were designed prior to running them, to
keep the process as unbiased as possible.

A ConvLSTM video model in this work is a model fully based on ConvLSTM
layers, with a classification head on top, similarly to the model in Section 5.2. It
is also the same type of model as in Sections 3.2-3.3, but in one stream (of RGB
input). As for the TimeSformer, we use the TimeSformer-PyTorch PyPi library
[260], mainly with the standard model settings which are given in the repository.
We note again that we do not use pre-training, advanced data augmentation,
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nor averaging over multiple predictions, which results in a lower performance on
Diving48 for this model than its state-of-the-art results. Finally, for the 3D CNNs,
we use models which consist fully of 3D convolutional layers, similar to standard
2D CNNs, including batch normalization and pooling, with a classification head
on top. More details regarding the architecture for each experiment will follow.

Experiments on the Temporal Shape dataset

In the Temporal Shape experiments, we use small models, and control for layer
structure by letting the compared models have three layers each of analogous
blocks, with the same number of hidden units in each. One block for the ConvL-
STM and 3D CNN consists of a model-specific layer including activations (tanh
for the ConvLSTM layer and ReLU for the 3D convolutional layer), a max pooling
layer (2D pooling for the ConvLSTM and 3D pooling for the 3D CNN), followed
by batch normalization. The ConvLSTM and 3D CNN models used the same
convolutional kernel sizes in all three layers (3 × 3). For the TimeSformer, we
used one TimeSformer layer as one block, and the latent dimension for each at-
tention head, Dh, as the number of hidden units, since these were similar in scale.
Further details can be found in the code repository. In the online Appendix, we
additionally present results using a single attention head (Dh = 1), where the
patch embedding size D instead assumes the role of the number of hidden units.

Since the dataset is small, we are using lightweight models for this experiment,
consisting of ten trials in total. For all models, we are using three blocks (or
TimeSformer layers). For each experiment, we increase the number of hidden
units, h, in each of the model-specific layers, where h ∈ {1, 2, 3, 5, 8, 12, 16, 24, 32,

48}. For each of the ten experiments of varying model sizes, we train the models
on the five-class task on the source domain for 100 epochs, with ten epochs of
early stopping patience. For the TimeSformer, these numbers were 300 (maxi-
mum number of epochs) and 100 (early stopping), because it is larger, with less
inductive biases and requires more epochs to train than the other two types of
models.

We then evaluate the model which performed the best on the source domain
validation set on different target domains with the same classification task. For
the Temporal Shape dataset, recall that we have four different domains, ranging
from less to more texture in each frame (Section 5.1 and Figure 5.1). Experiments
were conducted in two ‘directions’, from less texture to more texture (training on
2Dot), and from more texture to less texture (training on MNIST-bg). The Dh

and D hyperparameters needed to be even numbers in the TimeSformer imple-
mentation; thus, the TimeSformer was not included in the trials for h ∈ {1, 3, 5}.

Training on the temporal shape data is light-weight compared to real video
data, and runs fast (in the minutes-range for the model sizes we evaluated) on
one GPU card. We train with a batch size of 64, a hyperparameter that was fixed
in all Temporal Shape experiments.
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Experiments on Diving48

Training. We are deliberately avoiding bells and whistles when training models
on Diving48. All three models are trained with the same SGD optimizer, cross-
entropy loss, and a constant learning rate of 0.001. Each model is trained for 500
epochs maximally, with an early stopping patience of 30 epochs if the validation
performance does not improve. The only data augmentation used is horizontal
flipping of 50% probability for the entire clip. The models are trained using
PyTorch Lightning’s ddp parallelization scheme across eight A100 GPUs, with a
batch size of 8 and a clip length of 32 uniformly sampled frames, at 224×224.

Given that the purpose of our experiments is not to optimize classification
performance, we evaluate the models at different levels of performance, rang-
ing from 30% to 50% accuracy. Some of the advanced state-of-the-art methods
today, including pre-training and heavy data augmentation, obtain up to 80%
performance on Diving48, but when the dataset was introduced in 2018, and
standard video methods were tested off-the-shelf on it, the best result was 27%
accuracy [10]. Thus, the range of 30-50% is reasonably well-performing, and well
above random (which is at 2.1%).

Experiments. We conduct three different kinds of experiments on the Div-
ing48 dataset across different performance levels, namely: control for layer struc-
ture and performance (experiments a-c), and control for performance for the best
performing variants (experiment d), and control for number of parameters and
performance (experiments e-h).

a-c. Controlling for layer structure and performance. In this experiment, we let
the models have four layers (blocks) of abstraction, with 128 hidden units in each.
As in the Temporal Shape experiments, we treat Dh as the hidden unit analogy
for the TimeSf, since it is most similar in scale. We evaluate checkpoints of the
models at different performance levels: 30%, 35%, and 38.3% accuracy. The last,
and very specific accuracy, was chosen because it was the limiting, highest per-
formance by the 3D CNN in this experiment. Having the same layer structure
gives rise to a varying number of parameters for each type of model. Here, the
3D CNN has 10.6M parameters, ConvLSTM has 14.3M parameters, and TimeSf
has 85M.

d. Controlling for performance only. Here, we compare models at their best per-
formance, after hyperparameter search. Since it was not possible to train TimeSf
to a higher accuracy than 39.7% in all variants we tried, this experiment was
only conducted with the 3D CNN and ConvLSTM. A complete list of the vari-
ants we attempted with the TimeSformer can be found in the online Appendix.
The ConvLSTM had four blocks of 128 hidden ConvLSTM units each (14.3M pa-
rameters). The 3D CNN was an 11-layer VGG-style model (23.3M parameters).

https://sofiabroome.github.io/appendix
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a) Training on 2Dot
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b) Training on MNIST-bg

3D CNN
ConvLSTM
TimeSf

Figure 5.10: Average results (% acc.) across trials with varying numbers of hidden
units per layer. The shaded area corresponds to standard deviation across the
trials. Detailed data corresponding to this plot can be found in Tables 5.6 and 5.7.

The checkpoints used were both at exactly 50.07% validation accuracy.

e-h. Controlling for number of parameters and performance. Here, we have chosen
models with a similar amount of trainable parameters, in this case 14M. To arrive
at this number of parameters for TimeSf, its depth was reduced from 12 to 11,
and Dh and D were halved, to 32 and 256, respectively, relative to the default
model. The ConvLSTM has four blocks with 128 units in each, and the 3D CNN
has six blocks with 128 units in each.

Results and discussion

Having presented the experimental design for both datasets, next, I discuss our
empirical findings, first on the Temporal Shape dataset, and then on Diving48
and its modified domains.

Temporal Shape

Training on 2Dot. The results are shown in Fig. 5.10 a (with details in Tables
5.6). Although the 3D CNN generally obtains higher results on the source domain
validation set, the rr. is generally higher for ConvLSTM; it drops less compared to
its original result when tested on unseen domains with increasingly noisy texture.

Robustness ratio vs. model size. In Fig. 5.11 we have plotted the rr. for the
three target domains when training on 2Dot. For 5Dot, the rr. for ConvLSTM
decreases slightly with the model complexity, whereas the 3D CNN and TimeSf,
in contrast, increase the rr. along with increased model complexity. In the MNIST
domain, which is further from the validation domain, the upward trend for the
3D CNN and TimeSf is broken. For the most challenging domain, MNIST-bg, the



5.3. FRAME DEPENDENCY MODELING MATTERS FOR CROSS-DOMAIN
ROBUSTNESS IN ACTION RECOGNITION 119

T
ab

le
5.

6:
T

es
t

re
su

lt
s

(%
ac

cu
ra

cy
)

w
h

en
tr

ai
n

in
g

on
2D

ot
(2

-v
is

th
e

b
es

t
va

li
d

at
io

n
re

su
lt

on
th

e
so

u
rc

e
d

om
a
in

2
D

o
t)

an
d

ev
al

u
at

in
g

on
th

e
th

re
e

u
n

se
en

d
om

ai
n

s,
w

h
il
e

in
cr

ea
si

n
g

th
e

n
u

m
b

er
of

h
id

d
en

u
n

it
s

p
er

la
ye

r.

3
D

C
N
N

C
o
n
v
L
S
T
M

T
im

e
S
f

#
h

2
-v

5
M

M
-b

g
2
-v

5
M

M
-b

g
2
-v

5
M

M
-b

g

1
7
0
.7

5
3
.6

4
6
.6

4
1
.8

6
1
.2

4
9
.0

2
0
.6

2
0
.8

2
8
1
.0

4
3
.0

3
4
.6

2
7
.0

5
2
.4

5
2
.6

3
5
.8

7
8
.1

3
0
.8

2
2
.6

2
1
.8

1
7
.6

3
8
5
.3

4
5
.2

2
8
.6

2
7
.0

5
2
.5

3
6
.0

3
6
.0

1
8
.0

5
8
6
.0

6
3
.8

3
3
.2

1
8
.4

4
4
.6

3
8
.0

2
9
.6

2
9
.6

8
9
3
.2

8
1
.2

4
8
.6

3
6
.2

5
3
.5

4
1
.6

3
2
.8

2
3
.2

7
2
.7

5
3
.4

3
8
.4

2
2
.2

1
2

9
3
.5

7
0
.6

4
5
.2

2
3
.2

5
3
.5

5
1
.6

3
5
.8

2
7
.2

7
0
.5

4
4
.6

3
6
.6

1
7
.6

1
6

9
4
.1

7
5
.4

4
4
.0

2
2
.8

9
1
.8

6
0
.6

5
2
.4

2
2
.8

8
1
.3

5
2
.0

4
7
.2

1
8
.6

2
4

9
3
.9

8
2
.2

4
8
.4

2
2
.8

9
5
.8

5
5
.4

4
6
.4

2
2
.8

7
3
.8

4
5
.4

3
8
.8

2
0
.0

3
2

9
3
.8

7
0
.0

4
1
.8

2
7
.4

9
4
.7

7
1
.0

5
9
.2

2
6
.8

7
2
.7

6
2
.6

4
3
.6

1
7
.6

4
8

9
2
.4

8
4
.6

3
1
.2

2
2
.8

9
4
.4

5
8
.8

5
0
.4

2
2
.8

7
1
.1

5
6
.2

4
2
.0

1
8
.6

A
v
g
.

8
8
.4

6
7
.0

4
0
.2

2
6
.9

6
9
.4

5
1
.5

3
9
.9

2
3
.4

7
4
.3

4
9
.3

3
8
.3

1
8
.9

S
td

.
±

7
.7

5
±

1
5
.2

±
7
.5

8
±

7
.0

3
±

2
1
.7

±
1
0
.9

±
1
1
.8

±
3
.5

7
±

3
.9

5
±

1
0
.2

±
8
.1

3
±

1
.7

0

A
v
g
.
rr
.
↑

0
.7

5
3

0
.4

5
8

0
.3

1
2

0
.7
7
0

0
.5
8
7

0
.3
6
8

0
.6

6
7

0
.5

1
8

0
.2

5
5

S
td

.
rr
.

±
0
.1

3
±

0
.0

9
7
±

0
.1

1
±

0
.1

4
±

0
.1

1
±

0
.1

3
±

0
.1

5
±

0
.1

1
±

0
.0

3



120 CHAPTER 5. EMPIRICAL PROPERTIES OF DEEP VIDEO MODELS

T
ab

le
5.

7:
T

es
t

re
su

lt
s

(%
ac

cu
ra

cy
)

w
h

en
tr

ai
n

in
g

an
d

va
li

d
at

in
g

on
M

N
IS

T
-b

g
(M

-b
g-

v
is

th
e

b
es

t
va

li
d

at
io

n
re

su
lt

o
n

th
e

so
u

rc
e

d
om

ai
n

M
N

IS
T

-b
g)

,
an

d
on

th
e

th
re

e
u

n
se

en
d

om
ai

n
s,

w
h

il
e

in
cr

ea
si

n
g

th
e

n
u

m
b

er
of

h
id

d
en

u
n

it
s

p
er

la
ye

r.

3
D

C
N

N
C

o
n
v
L

S
T

M
T

im
e
S

f

#
h

M
-b

g
-v

M
5

2
M

-b
g
-v

M
5

2
M

-b
g
-v

M
5

2

1
8
6
.6

8
6
.0

2
6
.6

2
6
.0

8
1
.2

8
2
.0

2
7
.0

2
3
.6

2
9
0
.7

9
1
.0

2
8
.0

2
4
.0

8
4
.3

8
6
.8

2
8
.8

2
2
.2

6
7
.0

6
7
.4

3
8
.8

2
8
.4

3
9
4
.1

9
4
.4

2
9
.8

2
7
.2

8
5
.0

8
3
.4

2
9
.6

2
4
.6

5
9
3
.9

9
3
.6

2
8
.0

2
6
.0

9
2
.4

9
1
.0

3
0
.2

2
4
.8

8
9
5
.5

9
6
.8

2
8
.6

2
5
.4

9
2
.8

9
1
.6

3
1
.2

2
5
.2

8
4
.5

8
3
.8

3
6
.4

2
8
.0

1
2

9
6
.5

9
6
.4

2
7
.8

2
7
.0

9
5
.5

9
6
.6

3
0
.0

2
5
.8

9
0
.1

8
7
.4

4
2
.0

3
8
.2

1
6

9
7
.6

9
8
.0

3
2
.2

2
6
.6

9
0
.7

8
9
.4

2
7
.8

2
3
.0

8
9
.7

9
0
.6

4
3
.6

3
8
.8

2
4

9
7
.3

9
7
.6

2
8
.8

2
4
.2

9
3
.8

9
1
.2

3
0
.0

2
4
.0

9
2
.6

9
3
.0

4
4
.8

3
6
.0

3
2

9
6
.9

9
7
.8

2
9
.0

2
7
.0

9
3
.6

9
1
.2

3
2
.8

2
4
.4

9
1
.9

8
9
.6

4
0
.4

3
3
.6

4
8

9
6
.7

9
6
.8

3
0
.4

2
5
.6

9
3
.8

9
2
.6

3
1
.0

2
2
.4

9
1
.7

9
1
.8

4
3
.4

4
3
.2

A
v
g
.

9
4
.6

9
4
.8

2
8
.9

2
5
.9

9
0
.3

8
9
.6

2
9
.8

2
4
.0

8
6
.8

8
6
.2

4
1
.3

3
5
.2

S
td

.
±

3
.5

0
±

3
.8

2
±

1
.5

7
±

1
.1

3
±

4
.9

5
±

4
.3

9
±

1
.6

8
±

1
.1

9
±

9
.1

3
±

8
.8

4
±

2
.9

9
±

5
.5

9

A
v
g
.

r
r
.
↑

1
.0

0
0
.3

0
6

0
.2

7
4

0
.9

9
2

0
.3

3
1

0
.2

6
6

0
.9

9
4

0
.4

8
0

0
.4

0
5

S
td

r
r
.

±
0
.0

0
6
±

0
.0

1
2
±

0
.0

1
4

±
0
.0

1
9
±

0
.0

1
4
±

0
.0

1
6

±
0
.0

1
6
±

0
.0

4
9
±

0
.0

4
7



5.3. FRAME DEPENDENCY MODELING MATTERS FOR CROSS-DOMAIN
ROBUSTNESS IN ACTION RECOGNITION 121

Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓

3D CNN 0.255± 0.026 0.260 ±0.034 0.221 ±0.028 0.878 ±0.15
ConvLSTM 0.230 ±0.028 0.266± 0.026 0.185± 0.042 0.807± 0.16
TimeSformer 0.175 ±0.028 0.176 ±0.026 0.190 ±0.037 1.10 ±0.17

Table 5.8: Average results for experiments a-h.

Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓
3D CNN 0.253 0.245 0.257 1.01
ConvLSTM 0.247 0.281 0.238 0.965
TimeSformer 0.198 0.203 0.250 1.27

Table 5.9: Results for experiment (a): 4x128, 30% validation accuracy.

rr. becomes very low for all three models with increased size. The development
in Figs. 5.11 a-c points to how a larger model size can potentially be an obstacle
for models to be robust to domain shift, when combined with a lack of sound
spatiotemporal inductive biases.

Training on MNIST-bg. The results are shown in Fig. 5.10 b (with details in
Tables 5.7). In this experiment, TimeSf was the most robust to the domain shifts
(Fig. 5.10 b). Among the three models, it had the largest expressive capacity,
ranging from 20k parameters for the smallest model, and to 9M for the largest
model. The corresponding numbers for the other two models were from 600
to 433k (ConvLSTM), and from 700 to 157k (3D CNN). We hypothesize that
this allowed TimeSf to learn to fully disregard the Perlin noise (which is highly
stochastic and demanding to model) and learn the true temporal shapes, using
its ability for long-term dependencies in space and time, and that this, in turn,
allowed it to be unbiased in the other domains, since the training data contains
no bias at all. In real-world data, however, the training data will always contain
biases, and it is therefore best to construct models which inherently model as
little bias as possible, regardless of the training data. Overall, when comparing
Figs. 5.10 a and b, we observe that training on data with more texture (MNIST-
bg) makes for a larger drop in accuracy when the domain shifts.

Diving48: Sensitivity to shape and texture

Table 5.8 shows the average results for the eight Diving48 experiments. Overall,
we note that ConvLSTM drops the most for T, both relative to the validation
(T/V) and to the S1 (T/S1) accuracies. ConvLSTM is also most robust to the
S2 dataset, whereas the 3D CNN is most robust to the S1 shape dataset.
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Figure 5.11: Robustness ratio (rr.) (↑) when training on 2Dot, vs. number of
hidden units per layer. X-axis and legend are shared across the three plots. Higher
is better. The target domain is progressively further away from the source in
subplots a-c.

Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓
3D CNN 0.230 0.233 0.243 1.06
ConvLSTM 0.217 0.271 0.199 0.919
TimeSformer 0.154 0.152 0.190∗ 1.24

Table 5.10: Results for experiment (b): 4x128, 35% validation accuracy. * when a
low T/V result is not accompanied by T/S1 < 1.

Experiments a-d. In experiments a-c (Fig. 5.12), where we vary the validation
accuracy on the source domain between 30% and 38.3% on a fixed architecture
of four layers with 128 units each, both TimeSf and the 3D CNN performs better
on T than on S1 and S2, even if only the two latter contain actual class evidence.
Tables 5.9-5.11 show that T/S1 > 1 in all three experiments for these two models,
also visible in Figure 5.12. In Tables 5.10-5.11, TimeSf has the best metrics for
T/V (drops the most for T relative to the validation set). This can be explained
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Figure 5.12: Accuracy drops for Diving48, from the source to the target domains,
experiments a-d. Bv. means best result in the validation domain.

Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓
3D CNN 0.219 0.219 0.237 1.09
ConvLSTM 0.279 0.308 0.187 0.669
TimeSformer 0.155 0.155 0.175∗ 1.13

Table 5.11: Results for experiment (c): 4x128, 38.3% validation accuracy. * when
a low T/V result is not accompanied by T/S1 < 1.

by its overall large drops, rather than being robust to texture bias, which is most
clearly visible in Figure 5.12 a-c. For T/V to be a meaningful metric, T/S1 should
be < 1. Therefore, we have put asterisks on boldface T/V results which are not
accompanied by T/S1 < 1.

In contrast, ConvLSTM clearly drops for T. TimeSf is large here, at 85M pa-
rameters, whereas the 3D CNN is interestingly quite small at 10.6M parameters.
This suggests that it is not only the parameter count that causes susceptibil-
ity for overfitting, but possibly that there are innate tendencies to overfitting in
the choice of spatiotemporal (frame dependency) modeling. A recurrent model
necessarily takes each timestep into account, in the sense that each timestep is
non-linearly registered in the hidden state. We hypothesize that this enables it
to register motion changes over time more carefully, and count these as salient,
when that is the case (as it should be for Diving48). This also relates to the
discussion on the temporal granularity of the feature space of RNNs compared to
3D CNNs in Section 5.2.

In experiment d, where we compare a ConvLSTM and a 3D CNN at 50.07%
validation accuracy, the 3D CNN does not improve on the texture dataset relative
to S1 and S2, but the drop is larger for ConvLSTM. To increase its validation
performance, it was necessary to scale up the size of the 3D CNN – here, it has
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Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓
3D CNN 0.234 0.242 0.191 0.815
ConvLSTM 0.232 0.248 0.136 0.586

Table 5.12: Results for experiment (d): best variants, 50% validation accuracy.

S1 S2 T

Model Top-1 Top-5 Top-1 Top-5 Top-1 Top-5

ConvLSTM 0.4 1.0 0.4 1.0 0.0 0.6
3D CNN 0.4 0.8 0.4 0.6 0.0 0.8
TimeSf 0.4 0.4 0.2 0.4 0.0 0.2

Table 5.13: Qualitative example with predictions on five random clips from class
34, made by the model instances from experiment c) (38.3% acc.).

23.3M trainable parameters, compared to the 14.3M parameters of ConvLSTM.
The larger number of parameters might contribute to its relatively overfitted ten-
dencies. However, this is the most realistic scenario to evaluate a 3D CNN, since
the state-of-the-art versions are typically deep (>10 layers) and have more than
20M parameters (25M for I3D, 60M for SlowFast), as noted in Chapter 4. This
raises concern that when a large model optimizes its performance on one domain,
it may have difficulties to be robust in others.

Qualitative examples from experiment c. Table 5.13 shows a breakdown of
the models’ predictions on five randomly selected clips from a randomly chosen
class (34). The models used here are the instances from experiment c, which are
all at 38.3% accuracy. Top-1 accuracy being equal between ConvLSTM and the
3D CNN, we note that ConvLSTM has 100% top-5 accuracy for both S1 and S2,
whereas the 3D CNN has 80% and 60%. This becomes interesting when looking
at the texture (T) results, where the top-5 accuracy of the 3D CNN remains at
80%, whereas ConvLSTM drops to 60%.

Each label of Diving48 has four attributes: takeoff, somersault, twist and
flight position. Looking closer at the top-1 predictions for both S1 and S2 for the
five clips (Table 5.14), we study how many attributes are correct in the misclas-
sifications for each model. Class 34 has the attribute values inward takeoff, 2.5
somersault, no twist and tuck flight position. For ConvLSTM, the misclassifica-
tions of class 34 are 8, 20, 35 and 44, where 8, 35 and 44 all contain 3/4 correct
attributes, and 20 contains 1/4 correct attributes (no twist). For the 3D CNN,
only two predictions (32, 35) obtain three correct attributes, and for TimeSf,
the best misclassification has only two correct attributes. This suggests that the
3D CNN and TimeSf have modeled the classes in terms of the true attributes
to a lesser extent than ConvLSTM, i.e., ConvLSTM has learned more relevant
temporal patterns.
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Top-1 predictions
Model S1 S2 Misclassifications Correct attr.

ConvLSTM [34, 34, 35, 8, 20] [34, 34, 44, 8, 20] 8, 20, 35, 44 10/16
3D CNN [34, 19, 21, 35, 34] [34, 32, 21, 21, 34] 19, 21, 32, 35 8/16
TimeSf [34, 12, 34, 47, 20] [31, 12, 34, 47, 20] 12, 20, 31, 47 5/16

Table 5.14: Top-1 predictions and misclassifications by the models, same qualitative
example as in Table 5.13 (class 34). Each class has four attributes, and the Correct
attributes column shows how many attributes were correct for the misclassifications.

S1 S2 T

Model Top-1 Top-5 Top-1 Top-5 Top-1 Top-5

ConvLSTM 0.0 0.2 0.0 0.2 0.0 0.0
3D CNN 0.2 0.2 0.2 0.2 0.2 0.2
TimeSf 0.2 0.6 0.2 0.4 0.0 0.2

Table 5.15: Qualitative example with predictions on five random clips from class
12, made by the model instances from experiment c) (38.3% acc.).

Additional qualitative examples were chosen from three more randomly se-
lected classes: 12, 22 and 45. Similarly as for class 34, for each of the classes, we
select five random clips for evaluation of the three different models. The check-
points are still taken from experiment c. We note their top-1 and top-5 accuracy,
and how many attributes they are correct in for each clip. In Tables 5.16, 5.18
and 5.20, we see that the ConvLSTM still achieves the largest proportion of cor-
rect attributes in the misclassifications for these three classes. Further similar to
the first example of class 34, the 3D CNN comes second, and TimeSf last.

In Tables 5.15, 5.17 and 5.19, the trends regarding the top-1 and top-5 accu-
racy on the different datasets are slightly less clear. We observe that for class 12
and 45 (Tables 5.15 and 5.19), ConvLSTM and TimeSf drop the clearest in top-5
performance on T relative to S1 and S2. On the other hand, for class 22 (Table
5.17), the top-5 accuracy is relatively improved on T compared to S1 and S2 for
ConvLSTM and the 3D CNN, whereas TimeSf is unchanged. We inspected these
clips, to verify that the segmentation had not failed, which it had not. However,
the ConvLSTM is still the only one out of the three to have 20% in top-1 accuracy
both for S1 and S2 on class 22, dropping to 0 in top-1 on T (Table 5.17). Last, for
class 45, the ConvLSTM has the best results on S1 and S2 (20% top-5 accuracy)
out of the three models, where the others have 0% accuracy, except for 20% top-5
accuracy for the 3D CNN on the texture dataset.

Experiments e-h.

The results for experiments e-h, where the number of trainable parameters and
performance are fixed, are shown in Fig. 5.13. Here, the 3D CNN is the most
robust out of the three, although ConvLSTM approaches the 3D CNN and drops
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Top-1 predictions
Model S1 S2 Misclassifications Correct attr.

ConvLSTM [35, 26, 45, 26, 21] [27, 26, 45, 14, 21] 14, 21, 26, 27, 35, 45 14/24
3D CNN [3, 20, 12, 5, 44] [3, 20, 12, 5, 34] 3, 5, 20, 34, 44 8/20
TimeSf [22, 33, 12, 31, 14] [22, 33, 12, 31, 14] 14, 22, 31, 33 5/16

Table 5.16: Top-1 predictions and misclassifications by the models, same qualitative
example as in Table 5.15 (class 12). Each class has four attributes, and the Correct
attributes column shows how many attributes were correct for the misclassifications.

S1 S2 T

Model Top-1 Top-5 Top-1 Top-5 Top-1 Top-5

ConvLSTM 0.2 0.2 0.2 0.2 0.0 0.6
3D CNN 0.0 0.4 0.2 0.6 0.0 0.8
TimeSf 0.0 0.2 0.0 0.2 0.0 0.2

Table 5.17: Qualitative example with predictions on five random clips from class
22, made by the model instances from experiment c) (38.3% acc.).

Top-1 predictions
Model S1 S2 Misclassifications Correct attr.

ConvLSTM [26, 26, 35, 22, 21] [26, 26, 35, 22, 21] 21, 26, 35 5/12
3D CNN [29, 7, 26, 28, 0] [29, 22, 26, 26, 0] 0, 7, 26, 28, 29 7/20
TimeSf [15, 27, 46, 44, 34] [15, 27, 46, 44, 34] 15, 27, 34, 44, 46 5/20

Table 5.18: Top-1 predictions and misclassifications by the models, same qualitative
example as in Table 5.17 (class 22). Each class has four attributes, and the Correct
attributes column shows how many attributes were correct for the misclassifications.

more steeply for the texture dataset in experiment h), where the performance
is highest (45% acc.). TimeSf drops from 30% and 35% to almost 5% accuracy
in experiments e-f, but the result is not better for the texture dataset here (in
contrast to its texture results in experiments a-c). This suggests that TimeSf is
more likely to display texture bias when it has a larger amount of parameters, as
it does in experiments a-c.

Results summary and discussion

This section has shown indications that using more inductive biases for temporal
modeling, such as recurrence or convolutions, helps with cross-domain robustness
in temporally challenging video classification tasks. An explanation supported
by our findings is that such models display less texture bias than the TimeS-
former. In particular, the convolutional-recurrent ConvLSTM model was the
most cross-domain robust on the modified domains of Diving48 and on Temporal
Shape when training on 2Dot. When training on the noisy MNIST-bg domain,
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S1 S2 T

Model Top-1 Top-5 Top-1 Top-5 Top-1 Top-5

ConvLSTM 0.0 0.2 0.0 0.2 0.0 0.0
3D CNN 0.0 0.2 0.0 0.0 0.0 0.2
TimeSf 0.0 0.0 0.0 0.0 0.0 0.0

Table 5.19: Qualitative example with predictions on five random clips from class
45, made by the model instances from experiment c) (38.3% acc.).

Top-1 predictions
Model S1 S2 Misclassifications Correct attr.

ConvLSTM [26, 21, 12, 35, 27] [26, 21, 12, 35, 44] 12, 21, 26, 27, 35, 44 14/24
3D CNN [46, 20, 35, 35, 34] [34, 20, 12, 35, 31] 12, 20, 31, 34, 35, 46 12/24
TimeSf [15, 31, 44, 12, 18] [42, 31, 44, 12, 8] 8, 12, 15, 18, 31, 42, 44 11/28

Table 5.20: Top-1 predictions and misclassifications by the models, same qualitative
example as in Table 5.19 (class 45). Each class has four attributes, and the Correct
attributes column shows how many attributes were correct for the misclassifications.

Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓
3D CNN 0.297 0.316 0.244 0.824
ConvLSTM 0.245 0.279 0.238 0.973
TimeSformer 0.211 0.206 0.182 0.864

Table 5.21: Results for experiment (e): 14M parameters, 30% validation accuracy.

the TimeSformer was the most cross-domain robust. The TimeSformer is a pow-
erful model, constructed to be able to model long-range dependencies, and on
a synthetic dataset such as Temporal Shape which lacks texture bias, it visi-
bly has the potential to perform well and to be robust to domain shift. Based
on the combination of the experiments on Temporal Shape and on Diving48,
the model’s undesirable behavior (of modeling texture bias) starts to occur only
when the learned dataset contains this type of bias (as it does in Diving48). With
natural data, and not least on benchmarking datasets, this is unfortunately of-
ten the case, to varying degrees. This warrants for caution when training large
TimeSformer models on large video benchmarking datasets. The fact that these

Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓
3D CNN 0.279 0.303 0.216 0.777
ConvLSTM 0.216 0.270 0.199 0.919
TimeSformer 0.155 0.162 0.150 0.972

Table 5.22: Results for experiment (f): 14M parameters, 35% validation accuracy.
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Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓
3D CNN 0.259 0.263 0.191 0.737
ConvLSTM 0.183 0.224 0.142 0.776

Table 5.23: Results for experiment (g): 14M parameters, 40% validation accuracy.

Model S1/V ↑ S2/V ↑ T/V ↓ T/S1 ↓
3D CNN 0.267 0.258 0.190 0.713
ConvLSTM 0.219 0.245 0.143 0.653

Table 5.24: Results for experiment (h): 14M parameters, 45% validation accuracy.
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Figure 5.13: Experiments e-h on Diving48, figure reads in the same way as Fig.
5.12.

observations are made for a fine-grained dataset such as Diving48, which in fact
was constructed to contain as little bias as possible, suggests that the issue may
be worse when it comes to the more spatially biased datasets such as Kinetics.

Qualitative examples consistently showed that the ConvLSTM had learned
more relevant diving patterns than the two other models, when scrutinizing the
three models’ misclassifications for a number of random samples. Sharing pa-
rameters across timesteps, as recurrent models do, narrows the parameter space,
possibly incentivizing these models to prioritize which patterns to learn. Another
reason to use smaller models is that they require less data to train, which is
desirable from an ethical point of view, in that the data can be inspected more
easily.

Our results suggest that the fundamental low-level choices we make for our
architectures can matter, and can have important consequences for certain high-
level behaviors. We believe that it is worthwhile to revisit the basics of temporal
modeling – how we extract spatiotemporal features, and ask ourselves which
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methods seem to learn the most sensible patterns for a given task, before we resort
to curing the symptoms of our video architectures with various sophisticated
operations added on top, such as contrastive learning, advanced regularization
schemes, methods for domain adaptation or training on ever larger datasets.

5.4 Conclusions

In this chapter, we have seen an empirical investigation of the behavior of deep
video models that model time principally differently. In Section 5.2, a 3D CNN
and a ConvLSTM trained to similar performance on certain time-critical tasks
displayed qualitatively different spatiotemporal features. Further, an explainabil-
ity tool was proposed, which can be used to conduct such comparisons, as well
as to give more insight into what an action recognition classifier has based a
given prediction on. In Section 5.3, it was found that a convolutional-recurrent
model such as the ConvLSTM exhibited less texture bias than a 3D CNN and
a video Transformer on modified domains of the Diving48 dataset, and thereby
was more robust to domain shift. These modified domains were constructed so as
to enable the measurement of cross-domain robustness and texture bias in action
recognition models. On the Temporal Shape dataset, which does not contain tex-
ture bias, the best cross-domain robustness was shared between the ConvLSTM
and the video Transformer. Both the Temporal Shape dataset and the modified
Diving48 domains are publically released.





Chapter 6

Conclusions

In this thesis, I have investigated the recognition of equine pain behavior in an au-
tomated manner by learning spatiotemporal features from video pixels. Broadly,
this has served two scientific purposes: advancing the boundaries of the new field
of automated animal pain recognition from video data, and investigating what
types of deep video models are suitable for a low-data and fine-grained action
recognition scenario.

In doing so, our work has been the first to recognize pain automatically in
horses, as well as the first to learn spatiotemporal features with the aim of rec-
ognizing the internal state of a non-human animal, where all other approaches
to date run on single frames [67, 68, 70, 72, 75] or aggregate single frame features
across time [69,74,261].

We were furthermore early in discussing and making systematic empirical
comparisons of what is learned by video models that differ principally in their
approach to modeling frame dependency. Previously, to the best of my knowledge,
this was only explored by Sigurdsson et al. [169] and Ghodrati et al. [168], who
both compared, e.g., convolution-based models to standard LSTMs stacked on
CNNs. In the latter method, the spatial and temporal learning is separate; hence,
these works do not explore the full potential of recurrent architectures for video,
as argued in Section 3.2. Another difference is that in this thesis, we explore
spatiotemporal features of architectures that are trained from scratch, to isolate
the basic functionality of the models. Chen et al. [173] perform a valuable and
large-scale analysis on the performance of 300 different 2D and 3D CNNs for
action recognition, but do not discuss the possibility of other types of temporal
modeling.

Thus, this thesis differs from existing work in that we focus on the role of
the different basic frame dependency operations for video modeling. This inves-
tigation resulted in indications that there may indeed be qualitative differences
between the models’ features, specifically pertaining to generalizability and sus-
ceptibility to learning dataset bias.

131



132 CHAPTER 6. CONCLUSIONS

Another important contribution of this thesis is to open up a discussion re-
garding the potential shortcomings and pitfalls of very large video models, and
highlight that for fine-grained tasks, there may still be merit in training smaller
recurrent networks for tasks where motion patterns are important. The equine
pain recognition task thus serves as an illustration of the limitations of current
deep video models.

The available data and the task at hand remain important factors for what
a video model actually learns. My goal, however, has been to shed more light
than what is currently reflected in the action recognition literature on how the
temporal modeling itself may play a non-negligible role, apart from the data and
task factors.

At the outset of this project, there were no preconceptions of what might be
the best architecture for pain classification on this type of data. The ideas that
led to the publications at the basis of the thesis arose from concrete problems
encountered while working with the data. During the first few months, when
attempting to have something working on the raw data, ConvLSTM was the first
model to stand out, seeming to detect something sensible in the horses’ behavior
patterns. Though not included in Section 3.2, trials were run using 3D CNNs
as well, but these did not converge when trained from scratch on as little as ten
hours of data; pre-trained video models were less available at the time. However,
a pre-trained I3D was in fact made public in the middle of August 2017 [262], a
few weeks after I started the PhD. In light of the findings in Section 3.3, it was
perhaps lucky that I did not find and use that checkpoint before I had tried the
ConvLSTM approach. The I3D would have given a similar numerical result on
the dataset (as later shown in Section 3.3), whereupon I might have been content
and perhaps not tested with a smaller model (in addition, the ConvLSTM is
very slow to train), which may not, then, have opened up to the thoughts on the
generalization differences between spatiotemporal features from varying back-
bones.

There are other and more model-based approaches to take when studying
animal behavior using computer vision, such as analysis based on segmented
frames [263], facial landmarking and grimace scales [67–69, 261], pose extraction
[74], pose combined with RGB [76] or even full 3D modeling of the animal [83].
In many cases, these approaches may be more interpretable, which is valuable
especially if used for veterinary applications, and more pragmatic in the sense
of reducing the dimensionality of the feature space. However, learning features
from raw pixels has the advantage of requiring minimal pre-processing, and the
secondary research effect of exploring the fine-grained boundaries of deep learning
for video.

6.1 Summary

More concretely, in this thesis, we first saw how temporal modeling was im-
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portant for the pain recognition task from video in horses. Even when different
video models achieve quite similar results in terms of classification performance,
their qualitative basis for prediction may vary substantially (Section 3.2). In
Section 3.3, we next saw that video models trained to the same performance on
a source dataset of experimental, ‘clean’ pain behavior may differ in how well
they generalize to a more subtly expressed target pain scenario of mild ortho-
pedic pain. Furthermore, a comparison between the best-performing model on
the target dataset, and 27 equine veterinarians, showed that the model and the
experts tend to partly prioritize different behaviors for pain classification.

In Chapter 4, we explored different methods for learning spatiotemporal fea-
tures from video in closer detail, from a mathematical point of view, as well as in
a context of biological vision. The importance of temporal modeling in computer
vision was highlighted, as well as the current gap between current state-of-the-art
deep learning models for computer vision and biological vision systems in terms
of their amount of feedback connections.

Chapter 4 in turn served as context for the questions about principally dif-
ferent types of deep video models asked in Chapter 5: what do they learn, and
how do they differ from one and other? In Section 5.2, we found that a 3D
CNN and a ConvLSTM learned qualitatively different features in terms of spa-
tial and temporal focus on Something-something-V2 and on KTH Actions. In
Section 5.3, we proposed a new dataset for lightweight temporal modeling and
for assessing cross-domain robustness in smaller video architectures. We further
introduced the concepts of texture and shape bias [13] for the video domain, and
presented modified domains of the Diving48 dataset to assess such properties in
video models. Experiments on both of these datasets suggested that the ConvL-
STM tends to learn less texture bias than 3D CNNs and different versions of the
TimeSformer, and that this made the ConvLSTM more robust to domain shift.

6.2 Limitations and future outlook

Our investigations comparing different empirical properties of deep video models
is not exhaustive – the space in which these types of models can be compared is
vast, and there likely are important modes of comparisons that we have left out.
For instance, the influence of pre-training on different spatiotemporal back-bones
is left for future work. A study including pre-training is suitable to combine with
evaluation on domain adaptation benchmarks such as [163,166], where the splits
often are too small to train from scratch. We encourage other researchers to
continue the investigation of what different types of spatiotemporal architectures
learn; hopefully, this has been made easier by our provided datasets.

In terms of the work on horse pain recognition, there are a number of im-
portant limitations to our work. First, the subjective experience of the animal
ultimately remains unknown, and the pain induction models used both for the
PF [38] and EOP(j) [26] datasets can only approximate ground truth for this
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state. Therefore, we can only claim to have detected pain up to some constant
factor of uncertainty. Learning to discriminate between other affective states,
such as stress and pain, or the opposite, recognizing when an animal is free of
pain, are other important and challenging avenues to consider [29,40].

Second, the number of individuals of the two datasets (six and seven) is a
limiting factor. In our experiments, we always trained, validated and tested in
a subject-exclusive manner, so that the neural network had never observed the
individual it was tested on. Nevertheless, the learned patterns would be stronger
and more generalizable if we could train on a larger number of subjects. At
the same time, when it comes to pain labelled data, there is always a trade-
off between the amount of data that would be beneficial for training the video
models, vs. how much data one ethically should collect, as discussed at the end
of the discussion of Section 3.3.

Next, we have not experimented with video where the horse is less constrained,
such as in its box (this was, however, attempted in work outside the scope of the
thesis [74]), or outdoors. This would also be interesting to explore using more
robust tracking of the horse in the video, for instance using animal pose estimation
methods, such as [264,265].

Last, even if we are careful in using leave-one-animal-out evaluation, evaluate
domain shift between different pain types, and study decisions on specific clips in
Section 3.3, it remains difficult to assess at an aggregate level what exactly the
models have learned in the pain data. The motion aspect and head pose stand out
as an important factors in Chapter 3, but because of the opaque nature of high-
dimensional parameterized models such as neural networks, we cannot account
exhaustively for the evidence used for the different classification decisions.
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D. Mané, R. Monga, S. Moore, D. Murray, C. Olah, M. Schuster, J. Shlens,
B. Steiner, I. Sutskever, K. Talwar, P. Tucker, V. Vanhoucke, V. Vasude-
van, F. Viégas, O. Vinyals, P. Warden, M. Wattenberg, M. Wicke, Y. Yu,
and X. Zheng, “TensorFlow: Large-scale machine learning on heterogeneous
systems,” 2015. Software available from tensorflow.org.

[78] A. S. Morcos, D. G. Barrett, N. C. Rabinowitz, and M. Botvinick, “On the
importance of single directions for generalization,” in International Confer-
ence on Learning Representations, 2018.

[79] P. Agrawal, R. B. Girshick, and J. Malik, “Analyzing the performance of
multilayer neural networks for object recognition,” in European Conference
on Computer Vision, September 2014.

[80] I. Higgins, L. Matthey, A. Pal, C. Burgess, X. Glorot, M. Botvinick, S. Mo-
hamed, and A. Lerchner, “beta-vae: Learning basic visual concepts with
a constrained variational framework,” in 5th International Conference on
Learning Representations, ICLR 2017, Toulon, France, April 24-26, 2017,
Conference Track Proceedings, OpenReview.net, 2017.

[81] A. Kumar, P. Sattigeri, and A. Balakrishnan, “Variational inference of
disentangled latent concepts from unlabeled observations,” in 6th Interna-
tional Conference on Learning Representations, ICLR 2018, Vancouver, BC,
Canada, April 30 - May 3, 2018, Conference Track Proceedings, OpenRe-
view.net, 2018.

[82] H. Kim and A. Mnih, “Disentangling by factorising,” in Proceedings of the
35th International Conference on Machine Learning (ICML), 2018.
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