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Abstract

Proteins are complex molecules that are involved in almost every task in the body.

In general, the role a protein fulfills is highly dependent on where in the cell it is

located, its subcellular localization. In order to understand human biology, it is

therefore imperative to gain insight into the world of proteins by examining their

subcellular distribution and interaction with each other. This thesis focuses on the

development of computational models capable of  performing large scale spatial

protein analysis on a subcellular level. Within that scope, we were able to develop

models  that  classify  the  localization  of  proteins  in  immunofluorescence

microscopy images  as  well  as  show how such models can integrate  with other

methods  to  gain  novel  insights  and understanding  into  the  roles  and spatially

dependent functions of proteins.

In Paper I, we present and combine two separate methods for large scale protein

localization. The first method is an integration of a protein localization task as a

mini-game within an established massively multiplayer online video game.  The

second method consists  of  the first  image-based deep neural  network  learning

model capable of multi-label subcellular localization classification. We show that

both  these  methods  enable  accurate  and  scalable  high-throughput  analysis  of

subcellular protein localization that overcome many of the challenges associated

with such a dataset. We also show that combining the two methods yield better

results than either of them do on their own, resulting in a model that is nearing

human performance.

In Paper II, based on the success of the neural network model from Paper I, we

continue the investigation into usage of deep neural networks for the purpose of

subcellular protein localization. In an effort to find the best possible model for

such  tasks,  a  machine  learning  image  competition  was  developed.  Over  2,000

teams participated with various kinds of architectures, resulting in a predictor that

far  outperforms the one presented  in  Paper  I.  The winning model  is  analyzed

thoroughly,  and  we  show  that  its  internal  feature  representation  contains

biologically relevant information and that it can be used for quantitative analysis

of protein patterns.

Paper III takes the feature representation of immunofluorescence images from

the model  developed in Paper II  and integrates it  with features extracted from

affinity purification experiments to create a hierarchical map of the human cell’s

architecture.  This  method  creates  a  map  of  protein  communities  grouped  by

subcellular structures, of which approximately 54% are putatively novel. We show



that the map is biologically significant by validating several of the novel

findings using affinity purification experiments and in-situ fractionation.

In  Paper IV, we apply what was learned in Paper I and II in order to

create a model that identifies proteins residing within micronuclei.  We

apply  the model  on the image data  from the  Human Protein  Atlas  to

create the first extensive mapping of the micronuclear proteome. Through

enrichment  analysis  of  the  identified  proteins,  we  propose  that

micronuclei  harbor  a  more  diverse  set  of  functions  than  previously

thought. We find that the micronuclear proteome is highly interconnected

and contains many proteins that show visible variations across different

micronuclei, and theorize on what this means for their role in the cell.

In conclusion, Paper I and II examine and establish the possibilities of

using deep neural networks for systematic subcellular protein localization

analysis. Paper III and IV build upon what was learned in Papers I and II

and  use  their  models  to  examine  protein  distribution  patterns  and

provide novel biological insights. 



III

Sammanfattning

Proteiner  är  komplexa  molekyler  som  är  inblandade  i  nära  nog  varje

kroppslig funktion. Överlag är ett proteins roll högst beroende av var i

cellen  det  befinner  sig,  dess  subcellulära  lokalisation.  För  att  förstå

mänsklig biologi är det därför nödvändigt att få insikt i proteinernas värld

genom  att  undersöka  deras  subcellulära  distribution  och  hur  de

interagerar  med  varandra.  Den  här  avhandlingen  fokuserar  på

utvecklandet av datormodeller kapabla att genomföra storskalig spatiell

proteinanalys  på  en  subcellulär  nivå.  Inom  detta  tillämpningsområde

kunde vi utveckla modeller för att klassificera lokaliseringen av proteiner

i immunofluorescensmikroskopibilder och visa hur sådana modeller kan

interagera  med andra  metoder  för  nya  insikter  i  proteiners  roller  och

deras rumsberoende funktioner.

I  Artikel  I presenterar  vi  och  kombinerar  två  separata  metoder  för

storskalig proteinlokalisering. Den första metoden är en integration av en

proteinlokaliseringsuppgift  som  ett  minispel  i  ett  etablerat  massivt

onlinespel. Den andra metoden består av den första bildbaserade djupa

neuralnätverksmodellen  kapabel  att  multietikettklassificera  subcellulär

proteinlokalisering.  Vi  visar  att  båda  metoderna  gör  det  möjligt  att

genomföra  precisa  och  skalbara  analyser  av  subcellulär

proteinlokalisering, med hög genomströmning, som överkommer många

av de svårigheter som är associerade med sådana dataset. Vi visar också

att en kombination av de två metoderna producerar bättre resultat än var

metod gör för sig och resulterar i  en modell  som närmar sig mänsklig

prestanda.

I  Artikel  II fortsätter  vi,  baserat  på  framgången  med  Artikel  I:s

neuralnätverksmodell,  undersöka användningen av djupa neuralnätverk

för subcellulär proteinlokalisering. I ett försök att hitta den bästa möjliga

modellen  för  sådana  uppgifter  utvecklade  vi  en  bildbaserad

maskininlärningstävling.  Över  2.000  lag  deltog  med  olika  typer  av

arkitekturer, vilket resulterade i en prediktor som långt överträffar den

som  presenterades  i  Artikel  I.  Den  vinnande  modellen  blir  noggrant

analyserad  och  vi  visar  att  dess  interna  numeriska  representation



innehåller biologiskt relevant information samt att dessa kan användas

för kvantiativ analys av proteinmönster.

Artikel  III använder  den  numeriska  representationen  av

immunofluorescensbilder  från  modellen  utvecklad  i  Artikel  II  och

integrerar  den  med  en  numerisk  representation  extraherad  från

affinitetsreningsexperiment  för  att  skapa  en  hierarkisk  karta  över  den

mänskliga  cellens  arkitektur.  Denna  metod  gör  en  kartläggning  över

grupper av proteiner, av vilka cirka 54% av grupperna är förmodat nya. Vi

visar att kartläggningen är biologiskt signifikant genom att  validera ett

flertal av de nya upptäckterna med affinitetsreningsexperiment och in-

situ fraktionering.

I Artikel IV applicerar vi vad vi lärt oss från Artikel I och II för att skapa

en modell som identifierar proteiner som befinner sig i mikrokärnor. Vi

applicerar modellen på bilddata från Human Protein Atlas för att skapa

den  första  omfattande  kartläggningen  av  mikrokärneproteomet.  Med

hjälp  av  anrikningsanalys  föreslår  vi  att  mikrokärnor  har  en  mer

mångfaldig funktionalitet än vad som tidigare har antagits. Vi finner att

mikrokärneproteomet  är  starkt  sammanlänkat  samt  innehåller  många

proteiner  som  uppvisar  variation  mellan  olika  mikrokärnor  och

diskuterar vad detta betyder för deras roll i cellen.

Sammanfattat, Artikel I och II undersöker och etablerar möjligheterna för

användning  av  djupa  neuralnätverk  för  systematisk  subcellulär

proteinlokaliseringsanalys. Artikel III och IV bygger vidare på vad vi lärt

oss  i  Artikel  I  och  II  och  använder  deras  modeller  för  att  undersöka

proteindistributionsmönster och förser oss med nya biologiska insikter.



V

Popular science summary

Proteins are the gears that drive mechanisms in the human body. They

drive  the  manufacturing  of  chemical  energy  from  food,  send  signals

between different organs, perform contraction muscles, and a lot more.

When a group of molecules performs so much of the work required for

life on earth, it is of course important to understand what its individual

members do and how they work.

There are thousands of different proteins that are all manufactured in the

cells of the body, according to the blueprints found in the cells’ genetic

material.  Each  protein  has  its  own  jobs  to  perform,  and  the  jobs,  or

functions, will depend on where in the cell the protein is located and its

structure.  For  example,  a  protein  within  a  mitochondrion  might  be

involved  in  the  production  of  energy  while  a  nuclear  protein  can  be

organizing or repairing DNA. An important step in understanding what a

protein is doing in the body is therefore to investigate where in the cell it

is located!

But how does one investigate where the proteins are in cells? The method

used in the Human Protein Atlas project utilizes antibodies bound with

fluorescent substances to be able to visualize the cells and their proteins

with the help of microscopes. With that method, it is possible to see which

organelles,  small  specialized  substructures  in  the  cell,  the  proteins

localize to and, in that way, get more information about how they work.

With  the  technology  of  today,  it  is  possible  to  acquire  thousands  of

microscopy images every day, often with wholly automatic methods that

do not require a human to be present. This generates enormous amounts

of data which are practically impossible to analyze by hand. Therefore,

many  research  labs  have  turned  to  using  large  scale  algorithms  and

machine learning to be able to handle the incoming information.

The purpose of this thesis is to investigate the usage of machine learning

based methods to identify the subcellular  distribution of proteins. The

first study uses the dataset generated by the Human Protein Atlas project

to create a model that can identify which organelles that proteins localizes



to.  The  second  study  builds  on  the  first,  where  we  used  a  machine

learning  competition  to  find  the best  possible  model  for  the  problem.

Based on these two studies, we now have the capacity to automatically

identify  protein  localization  in  microscopy  images,  which  creates  new

opportunities for us to study protein localization. The third study uses the

winning model from the second study, together with a couple of other

machine learning models and datasets, to create a hierarchical structure

of groups of proteins that likely interact with each other and cooperate to

perform distinct cellular functions. With its help, it is now possible for us

to algorithmically find new possible groups of interacting proteins. This

gives us novel insight into the relationships between cellular systems and

how they relate to each other in the cellular hierarchy. The fourth study

uses a newly developed model to identify micronuclei, an understudied

cellular  structure  that  is  associated  with  cancer,  and  its  proteins.  We

identify large amounts of proteins that give us new insight into what role

micronuclei  play  in  the  cellular  machinery,  and  how  their  protein

contents affect the cells.

In summary, the focus of this thesis is on the use of machine learning to

investigate and better understand proteins and their roles in the cell. The

hope is that the methods will lead to new biological insights and open up

future possibilities for the development of models that allow researchers

to investigate cells entirely with the help of computers.



VII

Populärvetenskaplig sammanfattning

Proteiner  är  kuggarna  som driver  människokroppens  mekanismer.  De

driver tillverkningen av kemisk energi från mat, skickar signaler mellan

olika organ, får muskler att spänna sig, och mycket mer. När en grupp

molekyler genomför så mycket av det arbete som krävs för livet på jorden

är det förstås viktigt att förstå vad dess enskilda medlemmar gör och hur

de fungerar.

Det finns tusentals olika proteiner som tillverkas i kroppens celler efter de

ritningar som finns inbyggda i cellernas arvsmassa. Varje protein har sina

egna jobb att utföra, men vilka jobb, eller funktioner, beror mycket på var

i cellen proteinet befinner sig och dess struktur. Exempelvis så kan ett

protein i  en mitokondrie vara involverat i  energiproduktion medan ett

kärnprotein kan organisera eller  reparera DNA. Ett  viktigt  steg för  att

förstå vad ett protein gör i kroppen är därför att undersöka var i cellen det

befinner sig!

Men hur undersöker vi var någonstans proteinerna är i celler? Den metod

som  används  i  Human  Protein  Atlas-projektet  utnyttjar  antikroppar

bundna med fluorescerande ämnen för att visualisera cellerna och deras

proteiner med hjälp av mikroskop. Med den metoden går det att se vilka

organeller,  små  specialiserade  substrukturer  i  cellen,  som  proteinerna

lokaliserar till och på så vis få mer information om hur de fungerar.

Med  dagens  teknologi  är  det  möjligt  att  ta  tusentals  mikroskopbilder

varje  dag,  ofta  med  helautomatiska  metoder  som  inte  kräver  att  en

människa är närvarande. Det genererar enormt stora mängder data som

är  praktiskt  taget  omöjliga  att  analysera  för  hand.  Därför  har  många

forskningslabb  idag  börjat  använda  sig  av  storskaliga  algoritmer  och

maskininlärning för att kunna hantera den inkommande informationen.

Syftet  med  den  här  avhandlingen  är  att  undersöka  användningen  av

maskininlärningsbaserade  metoder  för  att  identifiera  den  subcellulära

distributionen av proteiner. Den första studien använder sig av dataset

som genererats i Human Protein Atlas-projektet för att skapa en modell

som kan identifiera  vilka  organeller  som proteiner  befinner  sig  i.  Den



andra  studien  bygger  vidare  på  den  första,  där  vi  använde  oss  av  en

maskininlärningstävling  för  att  hitta  den  bästa  möjliga  modellen  för

problemet.  Baserat  på  dessa  två  studier  har  vi  nu  förmågan  att

automatiskt  identifiera  proteinlokalisering  i  mikroskopibilder,  vilket

skapar nya möjligheter för oss att studera proteinlokalisering. Den tredje

studien  använder  sig  av  den  vinnande  modellen  från  studie  två,

tillsammans med ett par andra maskininlärningsmodeller och dataset, för

att skapa en hierarkisk struktur över grupper av proteiner som sannolikt

interagerar  med  varandra  och  samarbetar  för  att  genomföra  distinkta

cellfunktioner. Med dess hjälp är det nu möjligt för oss att på algoritmisk

väg hitta nya möjliga grupper av interagerande proteiner. Detta ger oss

nya insikter i hur cellulära system samspelar och relaterar till varandra i

den  cellulära  hierarkin.  Den  fjärde  studien  använder  sig  av  en

nyutvecklad  modell  för  att  identifiera  mikrokärnor,  en  understuderad

cellstruktur  som  är  associerad  med  cancer,  och  deras  proteiner.  Vi

identifierar  stora  mängder  proteiner  som  ger  oss  nya  insikter  i  vad

mikrokärnornas  roll  i  det  cellulära  maskineriet  är  och  hur  deras

proteininnehåll påverkar cellerna.

Sammanfattningsvis fokuserar den här avhandlingen på användningen av

maskininlärning för att undersöka och bättre förstå proteiner samt deras

roll  i  cellen.  Förhoppningen  är  att  metoderna  leder  till  nya  biologiska

insikter  och  möjligheter  att  i  framtiden  utveckla  modeller  som  låter

forskare undersöka celler helt och hållet med hjälp av datorer.
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The basic building blocks of life - 1

The basic building blocks of life

The cell can be thought of as the fundamental structural unit of life. They

are the building blocks that make up every living organism on Earth, from

bacteria and algae to blue whales and palm trees. Cells are microscopic in

size, often only a few micrometers in diameter, but together they form the

organs  and  tissues  of  the  organism  they  are  a  part  of.  In  large

multicellular  organisms,  such  as  humans,  there  can  be  upwards  of

trillions of cells of several hundred cell types1 working in collaboration. 

This chapter aims to introduce the reader to the basics of eukaryotic cells

as well as the proteins working hard to keep life running. 

The cell
The cell was first discovered in the 17th century by the British polymath

Robert Hooke in his book Micrographia2, in which he describes them as

“many little boxes, separated out of one continued long pore”. Today, we

know  that  cells  come  in  many  shapes  and  forms,  depending  on  their

particular role in the organism. In fact, in a human body there are several

hundred different kinds of specialized cell types1, such as skin or blood

cells. Groups of these specialized cells make up organs and tissues, which

enable different parts of the body to perform specific tasks. Regardless of

specialization, all cells share some fundamental structural characteristics.

Cells mostly consists of water, dissolved ions, and organic molecules in a

complicated mixture3 called the cytoplasm. The dissolved ions, such as

Na+, Cl-, and Mg2+, are essential for cells to function. Their charges are

used to create the electric potentials that drive many of the activities in



2

the body3. The larger organic molecules, which stands for roughly 80-85%

of a cell’s dry mass4, are also known as the macromolecules of the cell.

These are proteins, lipids,  nucleic acids, and carbohydrates that create

and maintain the structural environment of the cell as well as perform

most  cellular  functions.  Keeping  the  correct  balance  of  ions  and

macromolecules is vitally important for the cells to keep their structure

and internal processes running.

Similar to the system of specialized tissues and organs, each cell is also

highly hierarchical with distinct functional sections. The cytoplasm itself

is  enclosed by a lipid bilayer,  known as the plasma membrane,  and is

further subdivided into many specialized smaller functional units. For the

cellular  machinery  to  work,  the  functional  units  are  well  organized,

forming  micro-environments  within  the  cytoplasm  through  controlled

diffusion5,6.  Exactly  which  concentration  of  macromolecules  and  ions

present  in  a  cell  will  depend  on  the  needs  of  the  cell  type  and  the

specialized niche that it fills. 

Subcellular compartmentalization
As stated, the eukaryotic cell is a hierarchical system containing several

smaller functional units. These are known as organelles: small confined

regions  and  structures  within  the  cell  that  specialize  in  particular

processes7.  Organelles  can  be  thought  of  as  the  organs  of  the  cell,

performing  vital  and  specialized  jobs  that  allow  the  cell  to  live  and

function.  Among  many  others  there  are  organelles  for  dealing  with

cellular waste products, generating chemical energy, and folding proteins

into  their  correct  shape.  A  schematic  overview  of  the  major  cellular

organelles can be seen in Figure 1. Generally speaking, organelles come in

two types: membrane bound and non-membrane bound.

The membrane bound organelles are, as the name implies, surrounded by

their own membrane. A membrane allows the organelle to foster an ideal

environment that promotes the reactions required for their  specialized

process8, by separating it from the rest of the cell. The membrane acts as a
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barrier  that  regulates  which  molecules  are  allowed  in  or  out  of  the

organelle.  Membranes  can  also  shape  the  organelle  into  complex

configurations to perform multiple distinct functions in close proximity9.

Examples of membrane bound organelles include the mitochondria, a site

for  the  production  of  cellular  energy  called  ATP,  and  the  lysosomes,

responsible for breaking down many of the biomolecules in the cell.

The non-membrane bound organelles, on the other hand, rely on liquid-

liquid phase separation to separate themselves from their environment10.

This  allows  for  fast  interchange  of  molecules  with  the  surrounding

environment,  accelerating  biochemical  processes10.  Some  examples  of

non-membrane  bound  organelles  are  the  nucleolus,  producing  and

assembling ribosomes, and nuclear bodies, the functions of which are not

fully  known.  There are  membrane-less  organelles  that  are  filamentous

structures,  such  as  the  microtubules,  that  act  to  maintain  the  cellular

structure and create paths for molecule transport throughout the cell.

Separation of  tasks  into separate organelles  allows the cell  to perform

multiple  important  processes  in  parallel.  For  example,  the  lysosome

contains  a highly  acidic environment.  By having it  separated from the

surrounding environment, the cell is able to perform efficient breakdown

Figure 1: Schematic overview of the major organelles of the cell. Figure adapted from Thul 
et al40.
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of  waste  products  without  disturbing  surrounding  cellular  processes.

Additionally,  subcellular  compartmentalization  decreases  the  space

between  molecules  that  need  to  interact  with  each  other,  increasing

efficiency  of  their  interactions.  Finally,  compartmentalization  is

important for making the cell robust in order to minimize the potentially

dangerous  effects  that  any  damage  to  the  system  could  otherwise

cause11,12.

Organelles are at the center of the work presented in this thesis. Papers I

and  II  in  particular  work  towards  automatically  identifying  which

organelles proteins localize to in order to better understand the protein

functions. Paper III hierarchically groups proteins by function, informed

by knowledge of organelle functions, and paper IV presents an extensive

mapping of the protein contents for one particular organelle.

The nucleus
Deoxyribonucleic acid (DNA) molecules store all biological information

about  an organism and is  present  in  every  single  cell.  It  contains  the

blueprints for the biological molecules that cells require to live, organize

themselves  into  larger  structures,  as  well  as  how  to  replicate  and

reproduce13. It is therefore exceedingly important for the cell to safekeep

the DNA and protect it from damage. 

This  is  the  role  of  the  nucleus,  probably  the  most  famous  of  the

organelles.  It  acts  as  the  guardian  and  gatekeeper  of  the  DNA  and

occupies a large and central part of every cell. In many ways, its roles also

make it the most important of the organelles, as the continued function of

every other organelle depends on it.

To  perform  these  functions,  the  nucleus  is  defined  by  its  nuclear

envelope:  a  double  membrane  that  controls  import  and  export  of

biological  molecules  via  molecular  transport  through  nuclear  pores14.

Within  the  envelope,  the  cell’s  DNA  is  packed  into  chromatin  using
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histones  that  both  protects  it  from  damage  and  controls  how  easily

accessible each gene is for transcription15.

The  nucleus  is  also  an  important  site  during  the  cell  cycle  process,

particularly for the DNA synthesis and chromosome separation phases. In

these steps, the DNA within the nucleus is duplicated and separated such

that each of the daughter cells receive a full copy of the genome each. The

steps are critically important in the cycle as any errors that pass through

uncontested in the creation of new DNA could result in mutant proteins

or  oncogenesis16,  spelling  potential  disaster  for  the  resulting  daughter

cells.

The nucleus is arguably the most important organelle as it controls and

regulates the activities of the cell by restricting what parts of the DNA are

available  at  any  time.  For  this  thesis,  however,  it  is  a  closely  related

structure known as micronucleus that is of more interest.

Micronuclei
Micronuclei are formed as a side effect of errors that occur during cell

division. Some sections of the DNA can lag in the anaphase step of the cell

division and end up outside of the main nuclear masses of the daughter

cells17.  These  outcast  sections  of  DNA  form  small  nuclei-looking

structures (see Fig. 2) which are, fittingly, called micronuclei.
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Micronuclei have been known for a long time to be a valuable indicator of

DNA damage and genotoxic stress and have been used extensively as a

way  of  measuring  chromosomal  instability18–20.  Structurally,  they  are

quite similar to actual nuclei in that they are membrane bound containers

for  DNA.  The  membrane  is  however  weak  and  prone  to  rupture.

Micronuclei therefore pose the risk of spilling their contained DNA into

the cytosol21.  It  is  believed that this exposure to the cytosol is a major

source of DNA damage and that it can be a contributor to the dangerous

genome rearrangements known as chromothripsis18,22.

With their apparent involvement in DNA damage, and chromothripsis in

particular, micronuclei have recently become a major point of interest for

researchers looking into DNA damage and complications related to it22. In

Figure 2: Example of micronuclei formation in a cell. The micronuclei (small 
structures, right) form structures visually similar to small nuclei near the main 
nucleus (larger structure, left).
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this thesis, micronuclei are featured prominently in paper IV where we

present  an  extensive  mapping  of  the  micronuclear  proteome  and

investigate their cellular functions.

Proteins
Within the DNA of the nucleus lies the code to the proteins: one of the

most  abundant  of  the  macromolecules,  numbering  upwards  of  1010

proteins  in  an  average  cell23.  The  reason  for  their  abundance  is  their

participation in almost every possible cellular process. They act as part of

the immune system24, provide cellular structure25, and perform molecular

transport26, among other things. It should therefore be clear that proteins

are vital for biological function and that understanding them, as well as

their properties, are important keys to grasping the full extent of cellular

intricacies.

Proteins  consist  of  long  chains  of  amino  acids  that  are  small  organic

molecules containing both an amino and a carboxylic acid group27. There

are 20 different amino acids that can be part of a protein chain, all with

different  functional  properties.  Each  acid  can,  in  theory,  be  placed

anywhere  in  the  chain  and  will  change  its  properties  accordingly.  As

proteins average around 400 amino acids in length28, but can reach up to

several  thousands,  this  means  that  there  is  an  enormous  amount  of

flexibility  in  the  structure  and  chemical  attributes  of  proteins.  Once

formed, the chains are folded into complex 3-dimensional structures. It is

important that the chains are correctly folded as the physical shape of a

protein is essential to its interactions with the environment. 

Protein synthesis
Which amino acids are to be included in a protein, as well as what order

they should be assembled in, is blueprinted by a section of the DNA called

Figure 3: The central dogma of molecular biology illustrates the basic process of turning 
genomic information into proteins. The main flow of information goes DNA → RNA → 
Protein, but there are other processes that complicates the picture somwhat.
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a gene. More specifically, each gene is comprised of a particular sequence

of nucleotides in the DNA chain. There are a large number of genes, in

humans  estimated  to  be  around  20,00029–31,  that  code  for  different

proteins.  A copy of  the information  stored  in  a  gene  can be obtained

within the nucleus by transcribing DNA into a messenger RNA (mRNA)

sequence. The mRNA sequences can then be translated into proteins in

the  cytoplasm  through  the  genetic  code,  in  which  each  set  of  three

nucleotides encode for one of the 20 different amino acids. The genetic

code allows the cell to produce chains of amino acids from sequences of

nucleotides, in an unambiguous way. 

The  information  flow  from  DNA,  through  mRNA,  to  proteins  is  an

important  concept  in  proteomics,  known  as  the  central  dogma  of

molecular biology (Fig. 3). The information flow is slightly more complex

than “DNA  mRNA  Protein” as described here due to other processes,→ →
such as reverse transcription, that affect the protein process.

Further  adding  to  the  complexity,  it  is  not  as  simple  as  one  gene

representing exactly one protein. In the process of constructing proteins,

there are modifications that can be made along the way. The mRNA can

be modified by splicing out parts before translation, resulting in different

a variety of proteins with different amino acid sequences. The proteins

can  also  be  subjected  to  post-translational  modifications  which  can

change their properties and shapes. Taking both kinds of modifications

into consideration, it is possible that the 20,000 genes found in human

DNA  can  represent  upwards  of  millions  (or  even  billions)  possible

variations of proteins32. Along with the subcellular compartmentalization

described  earlier,  protein  variations  enable  cellular  diversity  and

functionality.

Protein function
As stated above, proteins can be considered the main workforce of the cell

as they perform important tasks in almost every single cellular process.

This  is  possible  thanks  to  the  inherent  flexibility  of  the  amino  acid
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sequences which allows proteins to be purpose-built for the specific job

that  is  required  of  the  cell.  This  could  for  example  be  the  ability  to

specifically  bind  one  particular  kind  of  molecules,  such  as  DNA33 or

RNA34,  or  to  identify  and  neutralize  pathogens35.  Broadly  speaking,

protein functions will fit into one of four overarching categories: catalytic

enzymes, cell signaling, ligand binding, and structural support. 

Proteins are usually highly specific  and will  only perform their  role at

particular  locations,  namely  the  subcellular  compartments  described

earlier. Each organelle will contain a particular set of proteins that lets it

perform its function in an efficient manner. For instance, proteins in the

nucleus could be specialized in a role related to maintaining the integrity

of36,37 or repairing38 the DNA while the mitochondria will contain manyy

proteins related to cellular metabolism39. Interestingly, more than half of

the  proteins  in  human  cells  can  be  seen  localizing  to  more  than  one

subcellular  compartment40.  This  includes  transport  proteins  which,  by

necessity,  change  their  location  constantly,  and  proteins  that  are

recruited  to  perform  tasks  that  overlap  between  two  locations.  For

example,  mitochondria and peroxisomes share a need for certain lipid

enzymes which can consequently be found in both organelles41. 

Further adding to the complexity of protein functionality, some proteins

can  perform  multiple  different  roles  depending  on  their  current

localization or what the current needs are of the cell. This is commonly

referred  to  as  protein  moonlighting  and  is  usually  regulated  by  post-

translational modifications42. 

Through careful balancing and distribution of the number of proteins, the

rate at which cellular processes are performed can be finely controlled by

the cell.
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Teaching computers to solve problems

Machine learning is an umbrella term for the powerhouse of algorithms

that  lies  behind many of  the modern breakthroughs in  multiple  fields

such as image recognition43,44, protein structure predictions45, and letting

computers master difficult games such as Go46 and Starcraft II47. 

Formally speaking, machine learning is a subsection of the broader field

of Artificial Intelligence. It considers the study of algorithms that make

use of  previous data to become accurate  at  predicting  the outcome of

novel data without having been explicitly programmed to perform that

task. The many recent advances in the field have transformed the way

research is approached across all kinds of data heavy sciences, allowing

for new avenues of analysis and understanding the topic at hand. To give

perspective on the velocity of change, one can observe that in 2021 there

were  over  200  published  proteomics  papers  that  contained  the  word

machine learning while 10 years prior there were only 24i.

This chapter aims to be a small introduction to some of the fundamental

techniques and concepts that can be found within the field of machine

learning and that are referred to and used in the work presented in this

thesis.

Machine learning
While  machine  learning  models  may  be  seen  as  a  rather  modern

invention, important concepts in the field have been around for a long

time, going back at least as far as 1943 with the first mathematical model

of neural networks48. It is a field that was created from the desire to create

i Measured by performing a Pubmed text word search for “Machine learning” AND “Proteomics”.
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an artificial intelligence capable of being taught in the same way that a

human brain can be. It is a broad area of research that cover a vast variety

of data science and mathematical methods, mostly based in statistics and

probability.

A core concept of machine learning is for the computer to be taught from

some kind of input data. Each method of teaching is usually considered to

belong  to  one  of  three  categories:  (semi-)supervised  learning,

unsupervised  learning, or reinforcement  learning.  However,  as

reinforcement learning is  not  a particularly important  concept for the

work presented in this thesis, we will focus on the other two categories

here.

Supervised learning
The term supervised learning applies  to any kind of  machine learning

solution where the training data is labeled. That is to say, every piece of

data in the training set contains a corresponding expected output that can

be used to teach the machine what  is expected when given a particular

input. For example, this could be a data set with images of cats and dogs

where each image is tagged with the corresponding animal. The goal for

the algorithm is to construct a function that maps from the input to the

expected output49.  The constructed function can then later be used for

predicting properties of unknown data.

Having a  defined data set  with clear labels makes it  possible to know

exactly  what  kind  of  information has  been  shown to  the  learner  and,

consequently,  what  kind  of  distributions  the  final  model  should  be

expected to perform well on. A priori knowledge of the input distribution

can also be used to reduce bias  by making a conscious effort  towards

ensuring  the  input  data  is  fair50,51. Importantly,  supervised  algorithms

have often been found to be more accurate within their specific domain

than their unsupervised counterparts52–54.
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The benefits do, however, come at a cost. Preparing the data to be useful

for a supervised model can represent upwards of 80% of the entire effort

required  to  set  up  the  task55.  Without  solid  preparation  there  may  be

noisy  input,  erroneous (or even missing)  labels,  inherent  data bias,  or

other issues that could cause a model to perform badly. Similarly, without

careful consideration of how training is conducted, supervised models are

prone to overfitting, meaning that they are less generalizable on unseen

data than expected (Fig. 4)56. Supervised learning also runs the risk of not

being  flexible  enough  for  real  world  use,  as  changes  to  the  problem

domain may require substantial alterations to the model57.

The  two  major  types  of  supervised  learning  are  classification  and

regression,  which  deal  with  categorical  data  and  continuous  data,

respectively58.

Classification
Classification algorithms should be applied when the expected output can

be clearly defined as distinct categories, usually referred to as classes or

Figure 4: A simple illustration of overfitting on a classification problem where there are a few
outliers in the dataset. The goal of the classification learning model is to find the function 
that best separates the different classes in a feature space. A well trained model will 
properly separate the classes with a well defined function (left). Training a model incorrectly 
can result in an overfit function which fits the function too tightly to the training variables and
generalizes poorly (right).
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labels59, such as in the earlier mentioned example with labeled images of

cats and dogs. 

Training a classification model is a multi-step process. First, the training

data, labeled images or other feature sets,  is fed through the model to

observe how the output from it differs from the expected output. Then,

based on the observed behavior of  the model, internal parameters and

rules  are  adjusted to  minimize  the error  between  expected  and actual

output.  The training steps are often iterated upon with the same data,

generating a better performing model with each iteration.

The most common classification problem is a multi-class problem, where

there are  more than two classes  to differentiate  between59.  A  problem

with only two classes would instead be considered a binary problem. In

both the binary and multi-class variants, it is imperative that the training

data fairly  represents all  classes in  the dataset.  Having an unbalanced

dataset, where some classes are represented less than others, can result in

poor performance for the rarely seen classes. This stems from the model

not being able to optimize its internal parameters for those instances.

As an extension to multi-class learning, it is possible to allow each data

point to belong to more than one class at the time. Problems extended in

this fashion are known as a multi-label learning problems and have seen

significant  development  in  recent  years59.  Multi-label  learning  is  a

decidedly  more  difficult  problem  than  the  single-label  multi-class

problems since the possible output space grows exponentially with every

additional class59. When working with multi-label problems it is therefore

all the more important to have balanced training sets that fairly represent

the data to avoid poor performance60.

To summarize, classification is the task of identifying which category (or

categories)  each  of  the  data  points  belongs  to.  For  this  thesis,

classification  problems  are  seen  mostly  in  papers  I  and  II.  The

classification challenge seen there  is  subcellular  protein  localization:  a

heavily class-imbalanced multi-label problem where the goal is to identify
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which organelles a protein localizes to. It is also seen in paper IV, where

identification  of  micronuclei  in  HPA  images  is  done  by  an  instance

segmentation model trained to identify nuclei in microscopy images.

Regression
Regression algorithms are instead employed when the expected output is

a  continuous numerical  value61,  such as  a  dataset  where the aim is  to

predict the size of an item based on its features. 

Most regression algorithms work by proposing that there is a function f

which closely fits the data. By specifying which form f should take, it can

be  approximated  by  finding  the  variables  that  minimizes  the  error

between the function and the expected output (Fig. 5)62. For the model to

accurately estimate the function variables, it is important to have enough

data in the training set.

A major way in which regression models differ from classification is that

they are able to predict values that have never been part of the training

set. This is possible both inside and outside the range of training values

and is known as interpolation and extrapolation, respectively61. However,

Figure 5: An example of simple regression. The goal for the learner is to find the continuous
function that best approximate the values found in the training set. 
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going  far  outside  of  trained  values  will  likely  to  lead  to  bad  model

performance,  as  the  function  starts  relying  too  much  on  underlying

assumptions.

Essentially, regression is about identifying the function that describes the

relationship  between  input  features  and  a  continuous  output.  In  this

thesis,  regression  can  be  seen  in  paper  III,  where  it  is  employed  to

estimate the distance between pairs of proteins in a dataset.

Unsupervised learning
In contrast, unsupervised methods of training models are applicable any

time the training data does not have a clear label. A common example of

this would be anomaly or fraud detection, where there is a need to find

items in a group that are different without any way of knowing in advance

how  those  differences  would  present  themselves.  The  goals  of

unsupervised learning algorithms revolve around finding structure, such

as groups and patterns, in a dataset without the same need for human

oversight  as  in  supervised  cases49.  This  is  done  by  finding  statistical

similarities  between  items  in  some  sort  of  dimensional  space  and

grouping them together according to predetermined rules49.

The ability  find structure  in  data  without  the  need for  initial  labeling

makes  unsupervised  algorithms  efficient  for  experimental  data

exploration and feature extraction, particularly when the data contains

patterns that would be otherwise imperceptible to the human eye61.

While the term unsupervised learning covers a wide range of algorithms,

we will here only cover a couple of the more common ones: clustering and

dimensionality reduction.

Clustering
Clustering is in a way similar to the supervised classification algorithms.

They are used when the input data is expected to be categorical in some

way  but  has  not  yet  been  labeled,  such  as  a  set  of  hospital  patient
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expression profiles where it is expected to see differences between sick

and healthy individuals. 

A clustering algorithm works by grouping together instances in the input

data based on some similarity rule into a number of clusters. Commonly,

Euclidean distance in high dimensional space is utilized but other metrics

such as Manhattan distance can also be used63. The goal is to find cluster

centers such that the distance from each data point to the closest center is

minimized according to the distance metric64. Which number of clusters

to  use is  usually  determined beforehand,  estimated from the expected

number  of  categories  in  the  input  data,  but  can  be  determined

automatically  as  a  part  of  the  clustering  algorithm65,66.  An  example  of

what clustering can look like on a simple toy dataset can be seen in figure

6. Although the example is simple, it contains datapoints that illustrates

how determining the correct cluster can be difficult.

Like  in  the  case  of  multi-label  learning,  items  can  in  many  problems

belong to multiple clusters at once65. When this is the case, the clustering

is known as  soft or  fuzzy, as opposed to the  hard clustering that forces

items into one category. 

Clustering can also be performed hierarchically, in which the data points

are grouped into a tree of clusters. In this case, each leaf node in the tree

Figure 6: Example of clustering on a toy dataset. The unlabeled input data (left) was fed to a
K-Means clustering algorithm with k=2. The resulting clusters are displayed on the right as 
blue and orange overlaid on top of the input data. Notably, there are elements between the 
two sets that are not obviously clustered to the correct class.
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is  a  data  point  and  its  ancestor  nodes  are  the  clusters  it  belongs  to.

Hierarchical  clustering  can  be  performed  divisively,  where  all  data  is

initially  contained  within  one  cluster  and  individual  data  points  are

iteratively  partitioned out,  or  agglomeratively,  where  the  elements  are

instead iteratively merged together67.

In summary, clustering is about examining unlabeled data and finding

the relevant groupings of items within. Clustering is seen in paper III,

where  a  fuzzy  hierarchical  clustering  model  is  utilized  to  cluster

interacting proteins into functional groups based on their distance to each

other.

Dimensionality reduction
Dimensionality  reduction  refers  to  transforming  high  dimensional

numerical data into a lower dimensional space. The idea is to find a new

system  in  which  the  input  data  is  accurately  expressed  with  fewer

variables than the original representation68.  This significantly increases

the  density  of  the  data  points,  reducing  the  negative  effects  that  low

density brings with it69, and reduces the amount of memory required to

represent the data. Reducing the dimension of the data is  common in

most fields where there is a large set of input variables to consider, where

it helps by lowering the complexity of handling the data significantly68. It

is also regularly used for data exploration, to uncover hidden structures in

the  features  or  to  make  it  easier  to  visually  represent  the  data  in  a

comprehensible way70.

One of the more common needs for dimensionality reduction can be seen

in projects that are working with images. For such tasks, it is common to

perform  various  levels  of  feature  extraction  and  present  the  feature

representation of the image to the learning algorithm71.

In conclusion, dimensionality reduction is about meaningfully reducing

the number of dimensions in the input while keeping important relations

within. Dimensionality reduction is used to some capacity in all papers
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presented in this thesis, but it is primarily highlighted in papers I and III

where  various  methods  of  feature  extraction  is  employed  to  train  the

subsequent machine learning models.

Neural networks
All the above-described machine learning tasks can be achieved in several

different  ways.  However,  some  of  the  more  powerful  and  versatile

algorithm solutions are artificial  neural networks. Among other things,

they have been shown to perform well when applied to classification44,

regression72, and feature extraction73. The flexibility and power of neural

networks,  particularly  deep  neural  networks,  have  allowed  them  to

become  the  gold  standard  for  machine  learning  across  almost  all

domains74. Neural networks feature in all papers presented in this work,

which  is  why  this  section  will  briefly  cover  basic  neural  network

terminology and how they work.

The structure of neural networks
Neural  networks,  more  formally  named artificial  neural  networks,  are

massively  parallel  computation  systems  structured  in  a  way  that  is

inspired by the neurological structure of the human brain75. They consist

of a set of computational nodes called (artificial) neurons interconnected

with  weighted  edges  through  which  they  can  signal  each  other.  The

structure  is  intended  to  loosely  approximate  the  (biological)  neurons

found in organisms to create a model that learns similar to the brain76. 

Neural networks are arranged as layered systems. Typically, there is an

input layer, at least one hidden layer, and an output layer. In each layer,

there are a number of weighted neurons that connect to the neurons in

the next layer, as illustrated in figure 7. Each type of layer has a particular

role for the network. First, data is fed to the network through the input

layer.  The  input  layer  passes  the  data  on  to  the  hidden  layers  which

processes the data using bounded non-linear activation functions. Finally,
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the output layer receives the processed data from the hidden layers and

produces the final output of the model.

Training the neural network model is done by estimating the error of the

final output and thereafter adjusting the internal weights of the model.

The adjustment is based on how large the error was and applied through

an  error  back-propagation  algorithm75.  Normally,  the  training  will  be

done over many iterations to gradually get closer to optimal weights for

the  problem at  hand and therefore  get  closer  to  the  optimal  function

approximation.

Today, you will usually not hear too often about simple neural networks

like the ones described here, outside of toy models and training examples.

The  fundamental  idea,  however,  remains  the same even  for  the  more

advanced models that modern neural network architectures bring. 

Deep neural networks
The power  of  a  neural  network  lies  in  how many  free  parameters,  or

weights, that it has available to construct its target function77. The more

parameters the network has available, the more complex of a function it is

able to fit78.  A deep neural  network (DNN) takes advantage of  this  by

Figure 7: Illustration of a very basic 2-layered artificial neural network.. The network takes 3
inputs features, has 4 compute nodes (hidden neurons) in a hidden layer, and generates 3 
outputs. A typical, modern, neural network will contain many more nodes in each layer as 
well as more hidden layers.
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adding a large number of hidden layers to its architectural design. The

added layers increase the number of connections between neurons, and

therefore parameters that can be optimized, far more than simply adding

more neurons to an existing layer78. 

The  added  layers  make  DNNs  more  powerful  than  their  shallow

counterparts. The increased capabilities brought with them a revolution

of the field of machine learning and has laid the foundation for many of

the recent advances across several different disciplines79. 

We  will  not  cover  deep  learning  too  much  further  here,  but  we  will

highlight  one  particular  group  of  DNNs  that  have  become  especially

popular within the field of image analysis: convolutional neural networks

(CNNs). CNNs are particularly suited to handle image-based input and

have therefore quickly become the go-to model for most computer vision

tasks. Their name stems from their characteristic convolutional hidden

layers.  These  layers  automatically  learn  accurate  internal  feature

representations of input images as part of the model training process80.

This  removes  the  need  for  hand-crafted  feature  extraction  that  had

previously  been  an  important  step  of  many  image  analysis  models,

instead allowing models to implicitly find which features are important

for the assigned task80. 

To summarize: neural networks are a group of versatile machine learning

algorithms that are suitable for several diverse applications. Deep neural

networks  extend  upon  the  paradigm  by  increasing  the  number  of

available parameters. Convolutional neural networks further expand the

system for computer vision tasks by adding additional layers capable of

automatic image feature extraction.

For  the  work  presented  in  this  thesis,  neural  networks  are  featured

extensively.  DNNs  are  used  to  create  the  various  Loc-CAT  models  in

paper I while the models presented in paper II are of the CNN variant.

Paper III utilizes the features generated from the best CNN model from

paper II as well as a neural network in the node2vec model. And finally,
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paper  IV utilizes  another  CNN architecture  to perform cell  and nuclei

segmentation.
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Studying the function of proteins

The field of proteomics concerns the study of proteins, their expressions,

and the way they change in response to perturbations81. It is a field that

covers a wide span of technologies and techniques with the common goal

of identifying important properties related to proteins. After the Human

Genome Project finished sequencing the human genome82, and attention

started  to  shift  towards  the  natural  next  step  of  creating  a  protein

counterpart,  the  field  has  grown  significantly  and  become  more

important than ever83. 

Spatial  proteomics  is  the  subdiscipline  of  proteomics  that  studies  the

subcellular localization of proteins. As described earlier, the localization

of  a  protein  has  significant  correlation  to  its  function.  Localization  is

therefore important to capture as part of fully understanding proteins and

their  role  in  cell  biology.  The subfield  has  seen  rapid  development  in

recent  years,  revealing complex formations and interactions across the

entire proteome84.

This chapter aims to be a short introduction to a select few of the methods

and materials used in the field of proteomics, focusing particularly on the

spatial proteomics methods relevant for the work in this thesis.

Cell lines
In order to study proteins, proteomics labs require steady access to cells.

Due to the inability for most eukaryotic cells to live forever, it is common

for the labs to cultivate immortalized cells: cells mutated into being able

to divide an infinite number of times85. Immortalized cells will often stem

from a naturally occurring cancer, but can also be created in vitro86.
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The term cell line refers to the population of cells that stem from the same

immortalized  cells.  Cells  from  the  same  cell  line  will  therefore  have

similar  characteristics  and proteomic  contents.  These  properties  make

them suitable for  reproducible and controlled experiments87.  However,

the same properties often makes it necessary to perform studies in more

than one cell line, as a single cell line is unable to reflect the properties of

the whole organism.

Overall,  cell  lines  allow  researchers  to  perform  cellular  studies  in  a

controlled environment.  They enable reproducible  studies  into  cellular

behavior  without  the need for invasive  procedures  to living organisms

and are therefore a staple in most cell labs.

Immunofluorescence microscopy
Immunofluorescence  is  a  method  for  visualizing  items  under  a

microscope.  The  technique  relies  on the  usage  of  fluorescently  tagged

antibodies  which  are  later  illuminated,  often  by  employing  particular

wavelengths of light88. Antibodies, the type of molecules that underpins

the method, are proteins that recognize and bind tightly to highly specific

molecular structures89. Such specificity allows immunofluorescence to be

used to visualize particular molecules of  interest,  making it  a  valuable

technique in the study of proteins.

Direct and indirect immunofluorescence
Immunofluorescence can be performed in two ways: direct and indirect88.

Direct  immunofluorescence  uses  a  single  antibody  that  targets  the

molecule  of  interest.  The  antibody  in  the  direct  method  is  directly

conjugated  to  the  fluorophore  (Fig.  8a).  Direct  tagging  is  a  simpler

method that requires less steps than the indirect method88. 
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Indirect  immunofluorescence  introduces  a  secondary  antibody  which

targets  and  binds  to  the  primary  antibody.  In  this  method,  the

fluorophore  is  conjugated  to  the  secondary  antibody  rather  than  the

primary (Fig. 8b). With indirect immunofluorescence, multiple secondary

antibodies  can  bind  to  each  primary  antibody.  The  built-in  signal

amplification  makes  indirect  immunofluorescence  more  sensitive  than

direct88.

Imaging
Visualization of the fluorophores is done in a fluorescence microscope.

The antibody bound fluorophore is excited by the use of a lamp or a laser

which is captured by the microscope’s detector or camera. It is possible,

and  often  necessary  for  further  analysis,  to  acquire  multiple

immunofluorescence  stainings  in  a  single  experiment  by  choosing

different fluorophores with different emission spectra for each antibody90.

There is, however, a limit to how many items can be captured at once as it

is necessary to avoid spectral overlap between fluorophores.

Figure 8: Direct vs indirect immunofluorescence.(a) shows direct immunofluorescence, in 
which a tagged antibody binds directly to a protein of interest. (b) shows indirect 
immunofluorescence, where a tagged secondary antibody binds to the primary antibody. 
In both (a) and (b), the conjugated fluorophore is marked as a star.
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There  two  most  common  techniques  used  for  immunofluorescence

imaging are widefield and confocal microscopy. Widefield microscopy is

defined by how they flood the entire sample with light. The technique is

useful for high-throughput imaging but the resulting images contain both

in-focus  and  out-of-focus  light  from  other  focal  planes91.  Confocal

microscopes, in contrast, use point illumination through a spatial pinhole

to  block  out-of-focus  signals92.  The  reduced  amount  of  out-of-focus

signals enable confocal microscopes to acquire images with better optical

resolution,  making  them  suitable  for  resolving  fine  details  such  as

subcellular structures. However, the improved resolution usually comes

at the cost of increased exposure time, which can be detrimental to the

sample.

In  summary,  immunofluorescence  microscopy  allows  for  in  situ

investigation  and  visualization  of  molecules  of  interest.  This  is  an

important  tool  within  spatial  proteomics,  as  it  allows  researchers  to

detect the localization of a protein through visual inspection. Images from

the  Human  Protein  Atlas  Cell  Section,  generated  through  indirect

immunofluorescence  confocal  microscopy,  are  featured  extensively  in

every article presented in this work.

Affinity-purification mass spectrometry
Mass spectrometry is an analysis technique based on measuring the mass

to charge ratio of gas-phase ions within in a sample93.  There are many

mass spectrometry methods, where the fundamental idea is to ionize an

analyte into gas-phase and then measure the mass to charge ratio based

on the properties of the ions. The result is a mass spectrum plot of the

analyte’s intensity as a function of the mass to charge ratio. Mass spectra

can be used to determine properties, structures, or amounts of molecules

across a wide selection of fields94–96.

Within proteomics, mass spectrometry has become an important tool to

characterize  the  properties  and,  importantly,  quantify  the  amount  of
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proteins in biological samples97.  However, as it is not uncommon for a

protein of interest to be just one of several thousands of proteins, a need

for more targeted mass spectrometry arose98. The solution that arose was

affinity-purification mass spectrometry (AP-MS). AP-MS uses a specific

ligand, such as a targeted antibody, to isolate the protein of interest from

the full sample which is then analysed by means of mass spectrometry.

AP-MS has proven a particularly useful technique when analyzing how

proteins interact with each other99. In this paradigm, proteins of interest

(known as “baits”) are tagged with the ligand described above. As the bait

forms interaction complexes with other proteins (“prey”), the ligand can

be used to separate the complex as a whole out from the sample. One

advantage  with  this  method  is  the  capacity  for  detection  of  multiple

interaction complexes in a single experiment, as different prey proteins

can form separate complexes with the baits.

Overall,  mass  spectrometry  is  a  useful  tool  for  quantitative  proteomic

analysis,  and  with  the  extended  AP-MS  protocol  it  is  possible  to

interrogate  individual  protein-protein  interactions.  AP-MS  features  in

paper III, where protein-protein interactions found using the method is a

major part of creating the presented hierarchical protein mapping.

Data-analysis in proteomics
Methods  for  generating  data  have  experienced  rapid  development  in

recent  years.  Experiments  are  becoming  cheaper  and easier  to  run  in

parallel.  At  the  same time,  microscopes  have  become able  to  perform

automatic acquisition over long periods of time, without even needing a

researcher present. We are also seeing an increased effort at making data

available  through  public  resources  such  as  ProteomeXchange100 and

BioImage  Archive101.  The  combined  effect  is  an  almost  exponential

increase in the amount of data that needs to be handled and analyzed.

The deluge of data has transformed the way that biological research is

made, transforming it  into a “big-data science”102.  Biologists  must now
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delve deeper into statistics and machine learning to better  understand

and interpret their data in meaningful ways.

Statistics in proteomics
There are a number of useful statistical tests to evaluate properties in a

large group of proteins or genes.  Statistical  tests evaluates if  the input

data  sufficiently  supports  a  hypothesis  regarding the properties  of  the

data.  Such a hypothesis  could for example be “these two variables are

correlated with each other”.

The output of a statistical test is a likelihood value, the  p-value, which

informs us how likely it is that the tested hypothesis happened by chance.

The lower the p-value, the less likely it is that the tested theory happened

randomly. In modern biology, a hypothesis is typically considered true if

the  p-value  of  the  statistical  test  shows  a  likelihood  of  less  than  5%,

p<0.05, although which value should be used is debated103.

Oftentimes,  biological  datasets  cover  a  large  number  of  separate

experiments or other varying factors such as cell types. When performing

analysis on such datasets, there is a risk that patterns can emerge that

look statistically relevant but are really just there as an effect of sampling

enough random data104.  This  can be alleviated by performing multiple

hypothesis correction, such as using Bonferroni correction104, a process in

which the statistical significance of each individual experiment is reduced

to force the significance of the overall test in line with reasonable values.

Machine learning driven proteomics
As datasets grow, the possibility for a high level overview of them gets

reduced. Biologists have therefore searched for novel ways of interacting

and working with their datasets. Machine learning algorithms, with their

ability to work with large-scale data, were quickly adopted by many as

standard tools in a variety of applications105. As a result, clustering and
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dimensionality reduction techniques, such as UMAP106, are now common

occurrences in most data exploration pipelines. 

Training machine learning models for proteomics analysis does however

come with some hurdles. Mainly, proteins are highly variable by nature,

often changing their states and properties. The built-in noise in the data

complicates  the  training  of  efficient  and  accurate  models107.  Machine

learning models also tend to lack interpretability108, which can make them

difficult to use for purposes of gaining a deeper biological understanding.

One of the major successes of machine learning applied to proteomics can

be seen in protein folding. Alphafold is a neural network model which

predicts protein structure based on an input sequence and is, as of the

time  of  writing,  the  most  accurate  method  of  computationally

investigating how proteins fold45.

The Human Protein Atlas
All of the work presented in this thesis have been performed within the

context of the Human Protein Atlas project (HPA). The HPA is a Swedish

research project started in 2003 with an ambitious goal to “map all the

human  proteins  in  cells,  tissues,  and  organs  using  an  integration  of

various omics technologies[…]”ii,109. The data generated within the project

is available as an openly accessible resource that researchers from all over

the world are allowed to use for their own research.

Specifically,  the  work  in  this  thesis  have  been  performed  within  the

subcellular  section  of  the  HPA.  The  subcellular  section  uses  high-

resolution  immunofluorescence  confocal  microscopy  to  map  the

localization  of  human  proteins  across  35  organelles  and  subcellular

structures.  The  subcellular  section  contains  around  84,000  publicly

available images of over 13,000 genes (version 21iii), all stained, acquired,

and labeled using the same protocol40. Each image contains 4 channels of

ii Quote from https://www.proteinatlas.org/about
iii https://v21.proteinatlas.org/
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information: 1 for the protein of interest and 3 reference cellular markers,

tagged using indirect immunofluorescence and DAPI (Fig 9). The images

are  also  associated  with  metadata  to  help  understand  the  visualized

protein. 

The HPA is currently one of the largest sets of fully labeled, validated, and

publicly available microscopy images, making it a valuable resource for

many possible avenues of research. For this thesis, the images and their

labels act as the main dataset for most of the models within the projects,

both for training and testing them.

Figure 9: Example of the confocal immunofluorescence images found in the HPA 
subcellular section. Protein of interest labeled in green with nuclei and microtubules 
reference markers in blue and red, respectively. A third reference marker, 
endoplasmic reticulum not shown here, is also available for each image.
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Present investigations

The  focus  of  the  work  presented  in  this  thesis  has  been  on

computationally  investigating  the  protein  distribution  in  human  cells.

The  thesis  explores  the  usage  of  computational  methods,  within  the

context  of  immunofluorescence microscopy images,  to  identify  protein

patterns  and  explore  possible  protein-protein  interactions.  Working

within  the  context  of  immunofluorescence  images  gives  us  a  high-

resolution view of proteins on the subcellular level and is what enables

the development of better and more accurate computational models. The

main goals of these studies are to improve our understanding of protein

function and the way they interact,  to further our insight into cellular

biology. 

In Paper I, deep learning is combined with a citizen science approach to

recognize protein patterns in HPA images, such as the rather unexplored

Rods and Rings organelle. In  Paper II, the usage of machine learning,

and in particular deep learning, for identifying HPA protein patterns is

further explored by the use of an organized machine learning challenge

on  the  Kaggle  platform.  In  Paper  III,  the  winning  model  from  the

competition presented in Paper II is combined with protein interaction

data  to  create  a  hierarchical  mapping  of  cellular  substructures  that

identify protein-protein interaction pairs. In Paper IV, what was learned

from  Paper I and  Paper II is used to create a new model capable of

identifying proteins localizing to the micronuclei of the cells which is used

to create the first extensive mapping of the micronuclear proteome.

Several other studies have been conducted within the relatively narrow

field  of  computationally  identifying  protein  subcellular  localizations.

These have mostly focused on utilizing some source of protein sequencing
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information to perform the predictions, rather than image information, to

varying degrees of success110–112. Some image-based approaches have also

been described,  focused mainly on the problem of  proteins in a single

location113–115,  with some efforts also being put into investigating multi-

localizing proteins116,117.

Still,  the use of computational methods for identification of subcellular

protein distributions is an ongoing area of study that has not yet been

sufficiently  investigated.  Recent  attempts  have  stepped  towards

increasing  our  understanding  of  deep  learning  for  the  task118,119 while

other  efforts  are  moving  towards  identifying  single  cell  protein

localization in order to generate more precise localization information120.

Paper I: Deep learning is combined with massive-scale 
citizen science to improve large-scale image 
classification
As technology have improved over the years, the amount of information

generated  in  labs  has  grown  substantially.  Modern  microscopy

technology  allows  for  high  throughput  screenings  which  can  generate

large sets of data to sift through and analyze121, which has created a need

for new tools to manage and analyze the information. In  Paper I,  we

therefore  present  two  complementary  approaches  to  handling  large

datasets in the context of microscopy images: a citizen science effort and

deep neural networks.

The citizen science approach used the power of the crowd in a massively

multiplayer online video game. An annotation task using the HPA images

was integrated as a mini-game into the video game EVE Online, in which

players  were  asked  to  identify  the  protein  subcellular  localization

patterns. In the year that the mini-game was available, it generated a total

of  23.7 million image annotations.  We found that the citizen scientists

performed  well  in  the  task,  despite  not  having  any  formal  training,
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achieving an overall F1-scoreiv of 0.68 after correcting for inherent player

bias. The resulting annotations were able to help us refine the localization

of  several  nucleolar  proteins  as  well  give  us  greater  insight  into  the

cellular structure known as Rods & Rings. 

The other approach was that of image recognition algorithms using deep

neural  networks.  The  neural  network  was  a  deep  dense  architecture

trained using Subcellular Localization Features (SLF)123 to predict protein

localization  labels  from  the  HPA.  The  model,  dubbed Loc-CAT

(Localization  Cellular  Annotation  Tool), was able to achieve an overall

F1-score of 0.65,  closely rivaling that of the Project Discovery gamers as

well as significantly outperforming previous attempts at creating similar

tools. However, we noted that, while Loc-CAT performed well at common

localizations, the Project Discovery gamers were better at annotating rare

structures  (Fig.  10a). This suggests there is information available in the

player annotations that the neural network was not able to pick up from

the SLF.

iv The F1-score, defined as the harmonic mean between precision and recall, is a commonly used 
metric in multi-label classification problems122.
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To take advantage of that available information we also combined the two

methods, feeding the player annotations into  Loc-CAT. This resulted in

substantially increased performance, with an overall F1 of 0.72 (GA Loc-

CAT, Fig. 10b). To be able to continue using the improved model after the

closing  of  Project  Discovery,  we  also  trained  a  model  to  imitate  the

annotations made by players and fed those into the Loc-CAT model in a

similar fashion. This resulted in a model slightly better than the base Loc-

CAT  model  (Loc-CAT+,  Fig.  10b).  All  the  presented  methods  were

however  outclassed  when  compared  to  human  experts  performing  a

randomized  blind  annotation  test,  who  reached  an  overall  F1 of  0.76

Figure 10: Performance comparison between Project Discovery gamers and Loc-CAT a) 
True positive percentages (recall) of each class identified in the project. Loc-CAT 
performance in pink, Project Discovery (PD) in purple. Overlapping annotations in yellow. 
Abbreviations of the annotations: NUC – Nucleus, NP – Nucleoplasm, NB - Nuclear bodies, 
NS – Nuclear speckles, NUI – Nucleoli, NUI-FC – Fibrillar center, NM – Nuclear membrane, 
CP – Cytoplasm, AGG – Aggresome, MIT – Mitochondria, IF – Intermediate filaments, MT – 
Microtubules, MT-E – Microtubule ends, AF – Actin filaments, CKB – Cytokinetic bridge, 
MTOC – Microtubule organizing center, CEN – Centrosome, ER – Endoplasmic reticulum, 
GA – Golgi apparatus, VES – Vesicles, CJ – Cell junctions, FA – Focal adhesions and PM – 
Plasma membrane. b) Average per-class precision vs. recall. Loc-CAT in pink, Project 
Discovery (PD) in blue, Gamer enhanced model (GA Loc-CAT) in red, Pseudo-gamer 
enhanced model (Loc-CAT +) in yellow, and Expert annotators in green. Grey dots and 
contour represent individual players in Project Discovery.
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(Experts  Fig.  10b),  showing  us  that  there  is  still  a  lot  of  further

improvements to be made.

In summary Paper I presents Project Discovery, the first citizen science

approach in which the scientific task is integrated into a mainline video

game. It also presents Loc-CAT, the first image-based subcellular protein

localization classifier capable of multi-label classifications. We were able

to show that both methods can be used to significantly reduce the amount

of work related to handling large amounts of data, how they can excel in

slightly different aspects, and how combining the methods result in better

models.  Both  tasks  helped  refine  the  annotations  found  in  the  HPA,

enabling  the  addition  of  seven  new  localization  patterns,  which  has

increased  our  understanding  of  cellular  biology.  It  also  showed  the

potential for robust image-based, cross-cell-line, and multi-label protein

localization using neural networks, setting the stage for the competition

presented in Paper II.

Paper II: Analysis of the Human Protein Atlas image 
Classification competition
In  Paper I, the  Loc-CAT  model  showed that there is potential to using

deep  learning  models  for  subcellular  protein  localization.  The  natural

next step is then to investigate which deep learning model is ideal for the

task. Some version of a CNN seems to be an obvious choice, having been

shown to be reliable for image classification124–126, including in the context

of  biomedical  and microscopy  data127–129.  However,  finding  the  correct

combination of parameters and hyperparameters is an arduous task that

requires searching through an enormous solution space130–132.  For these

reasons,  we  designed  a  machine  learning  competition  hosted  on  the

Kaggle platformv where contestants were asked to classify the subcellular

protein localizations in images from the HPA, the results and analysis of

which are presented in Paper II.

v Kaggle provides a platform for hosting machine learning challenges, taking care of storing both the 
data and scoring submissions. Members of the community can compete in the challenges, often for 
money or other prizes, by submitting solutions to the platform.
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For  the  competition,  we  prepared  and  uploaded  a  data  set  of  nearly

43,000 labeled images to Kaggle. The images in the set were chosen to

address  the  two  main  challenges  of  designing  models  for  subcellular

protein localization: protein multi-localization and extreme differences in

how common each  localization  is.  Illustrating  this  point,  the provided

training set contained 12,885 instances of the label Nucleoplasm, only 11

instances of Rods & Rings, and 577 unique combinations of labels.

In total,  we received 2,137 entries into the competition, most of which

consisted of some version of a CNN. Though the score distribution overall

was large, many of  the top teams showed little  variance between each

other. This hints that the winning models in the challenge are reaching

the  performance limit  for  this  dataset,  an improvement  of  about  20%

compared  to  Loc-CAT.  These  winning  models  still  struggle  with  rarer

classes  and  is  therefore  still  not  close  to  the  performance  of  human

experts, but they are reaching the point of being good enough for general

use.

A complicated issue with neural networks is that the underlying feature

representation that it creates is difficult, or even impossible, to interpret

and understand133. This can make it troublesome, possibly unethical, to

apply models on novel data, as we do not know why or how the model

predictions  are  made.  To  address  the  problem  for  the  context  of  this

challenge, we applied Class Activation Maps (CAMs)134 to the top models

to get a sense of which parts of  images that the models focus on. The

generated  CAMs  show  that  the  models  all  focus  on  biologically

meaningful  sections  of  the  images,  particularly  for  common  classes,

although certain variations are visible between models (Fig. 11). 
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With the knowledge that  the feature space  is  biologically  relevant,  we

wanted  to  investigate  the  ability  of  the  features  to  clearly  distinguish

between subcellular structures. To do this, we used UMAP106 to visualize a

two-dimensional representation of the feature space. Figure 12 shows that

the feature space of the winning model have clear distinctions between

different  subcellular  localizations,  and  that  similar  cellular  structures

cluster  near  each  other  in  the  UMAP  feature  space.  The  separation

Figure 11: CAMs generated from the first and third place models for different proteins. a. For
Methenyltetrahydrofolate synthase, both models highlight the significant cytosolic regions. 
b. For Prohibitin 2, the top model clearly highlights the significant mitochondrial regions 
while the third place model tends to focus on too large regions. c. For Catenin beta 1, the 
winning model shows betters overlap with the relevant Plasma Membrane region while the 
third place model struggles.



38

between classes in the figure further shows us that the models captures

relevant biological data and that the extracted features can be used as a

quantitative representation of HPA image data.

In conclusion,  Paper II  presents an analysis of models from the  HPA

Kaggle  competition.  We show,  building  on top  of  what  we  learned in

Paper  I, that  these  models  are  capable  of  accurately  predicting  the

Figure 12: UMAP visualization of features from the winning model. Along the left are 
examples of images from the different UMAP clusters: a. Catenin beta 1, labeled as Plasma
membrane and localizing to the Plasma membrane cluster. b. Cytokine signaling 3, labeled 
Cytosol by the HPA but showing an enrichment around MTOC, shows up in the MTOC 
cluster. c. RUNX1 labeled as Nucleoplasm and localizing to the nucleoplasmic cluster. d. 
Utrophin is labeled both Plasma membrane and Nucleoplasm and shows up between the 
two clusters. e. EBNA1 is labeled Nucleoli and show up in the Nucleoli cluster. f. L3MBTL3 
is labeled both Nucleoli and Nucleus and appears between the two clusters. g,h. 
Heterochromatin protein 1 is labeled nuclear speckles (g) while Centromere protein T (h) is 
localized to centromeres. They show up in distinct clusters despite visual similarities. i,j. 
Enhancer of mRNA decapping 4 protein (i) is labeled to Cytoplasmic bodies and Perilipin 3 
(j) is labeled Lipid droplets. They show up in distinct clusters despite being similar 
categories.
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subcellular  localization of  proteins  in  microscopy  images  and that  the

models  focus  on  biologically  relevant  information  in  the  images.  We

further  showed that  the features  generated  by  the  winning  model  are

capable of meaningfully separating between subcellular localizations. The

paper  shows  the  possibilities  of  using  CNNs for  subcellular  protein

localization  and,  more  importantly  for  this  thesis,  informs  us  on  the

potential  in  using  the  generated  features  for  investigating  biological

function. This is key to Paper III, in which extracted numerical features

from  HPA  images  were  used  together  with  PPI data  to  find  novel

biological insight. 

Paper III: A multi-scale map of cell structure fusing 
protein images and interactions
Analysis  of  proteins  poses  a  challenging  task.  The  fundamentally

hierarchical  design  of  the  cell  form  a  complex  system  of  interacting

proteins across many scales that is inherently hard to study even with

modern techniques135. The Human Protein Atlas cell section approaches

the  problem  from  a  top-down  perspective,  using  immunofluorescence

confocal microscopy to study proteins in relation to the relatively large

subcellular  organelles.  The  BioPlex  project,  on  the  other  hand,

approaches the problem from the opposite side of the scale: using AP-MS

to investigate the immediate interactions that occur between proteins136.

In Paper III we present an approach that combines the strengths of AP-

MS  and  immunofluorescence  microscopy  data  in  order  create  a

hierarchical map of subcellular compartments. The approach utilizes the

power of neural networks to embed information found in image data from

the HPA and high quality PPI information from the BioPlex dataset. The

embeddings are combined with a clustering algorithm to learn a more

advanced hierarchical system than is possible from either of the methods

alone.
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A set of matched proteins in HEK293 cells was assembled from HPA and

BioPlex  data.  Each  data  type  was  embedded  into  a  relatively  low

dimensional space using neural networks: the winning Densenet132 model

from Paper II for HPA data and a node2vec137 model for the PPI data. A

regression  model  was  trained  to  estimate  distance  between  pairs  of

proteins  from  the  embeddings,  the  output  of  which  was  fed  into  a

hierarchical clustering community detection algorithm.

The  resulting  hierarchy,  dubbed  MuSIC  1.0,  contains  69  protein

communities organized within 87 containment relationships (Figure 13).

Of  these communities,  about  46% had significant  overlap with known

Gene Ontology138,139 components while the remaining 54% of communities

were considered putatively novel. The communities seem to be capturing

actual biological  systems, as the predicted size of  clusters representing

cellular components are accurate to the sizes of the actual components.

They also cover the entire range of cellular complexity from 10 to 9,000

nanometers. 

Importantly, we were able to show that the large size range of the model

is  made  possible  from  the  combination  of  AP-MS  and

immunofluorescence  data,  and  impossible  when  using  either  method

alone. Using only image data caused the model to tend to drop smaller

subcompartents of the cell while keeping the larger components, such as

organelles,  while  using  only  interaction  data  resulted  in  the  opposite

behavior.
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To  validate  MuSIC  experimentally,  we  performed  additional  AP-MS

experiments. Roughly half (370/661) of the proteins in MuSIC had not

previously been used as  AP-MS baits but had instead only been seen as

prey. We tagged 134 of these previous pray proteins as baits in the new

experiments and identified a total of 339 novel protein interactions. More

than half of the systems (44/69) discovered by MuSIC were enriched for

these new interactions, of which 23 were found among the putative ones.

We picked a few of the enriched putative groups to further interrogate for

proof that MuSIC finds relevant biological interaction groups (Fig. 13, teal

boxes).  One  of  these  groups  were  a  set  of  seven  proteins  that  we

tentatively named pre-ribosomal RNA processing assembly as two of the

proteins  were  previously  known  to  have  roles  in  pre-ribosomal  RNA

Figure 13: MuSIC hierarchy. Each node indicates a system identified by MuSIC. Arrows 
indicate that the higher system fully contains the lower system. Gold color indicates known 
system while purple indicates novel. Teal boxes indicate mention in text.
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processing.  To  prove  this  pre-ribosomal  function,  we  used  small

interfering  RNA  to  knock  down  each  of  the  proteins  in  separate

experiments.  Each knockdown experiment resulted in  perturbations of

the pre-ribosomal RNA pipeline, supporting the claim that the putative

system  is  accurate.  We  also  used  RNA  immunoprecipitation  and

quantitative  PCR  to  further  support  the  claim  by  showing  that  the

proteins  in  question  bind  45S  pre-RNA.  Another  was  the  system

provisionally  named  Chromatin regulation complex.  In  it  SRRM1 and

FAM120C  were  grouped  together  with  several  known  histone

acetyltransferases and a chromatin remodeling protein, suggesting that

both SRRM1 and FAM120C are  also involved in  regulating chromatin.

Through in-situ fractionation140 we showed that these proteins are indeed

strongly associated with chromatin, supporting the proposed theory.

In  conclusion,  Paper III  presents  an  innovative  method,  MuSIC,  for

combining two previously entirely independent protein mapping efforts.

We show how image and AP-MS data complement each other and that

the use of data from multiple different scales allow us to investigate the

wealth of information in between. We show how using such embeddings

to create a hierarchical map of the proteome can be used to discover novel

biological  insights  and that  it  opens up new avenues for  investigating

groups of proteins and how they interact together.

Paper IV: A proteome map of the micronucleus reveals a 
diversity of nuclear functions
Micronuclei are small chromatid fragments or chromosomes, separated

from the main nuclear mass during cell division, that are commonly used

as  biomarkers  for  DNA  damage  and  cancer20.  Recently,  studies  have

shown that micronuclei may be more involved in cellular processes than

previously thought. For example, it has been shown both that micronuclei

DNA  can  be  accessible  enough  for  DNA  replication141 and  that

micronuclei are key factors in chromothripsisvi,22. However, little is known

vi Catastrophic chromosomal rearrangement.
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about which specific cellular processes are active in micronuclei or which

proteins localize to them, prompting an investigation into the proteomic

contents of these structures.

Paper I and Paper II showed us the possibilities of using computational

models to identify the location of proteins in immunofluorescent images.

In Paper IV we apply this knowledge to create a model that allow us to

perform the  first  extensive  mapping  of  the  micronuclear  proteome.  A

deep neural network, in conjunction with statistical analysis, is used to

identify  micronuclei  in  HPA  images  and  the  proteins  that  localize  to

them. Figure  14 illustrates a few examples of proteins that were found

using this method. 

In total, we identified 772 proteins as micronuclear, most of which have

not previously been recorded as localizing to the structure. Since there

has been no previous mapping of the micronuclear proteome, it is hard to

compare these numbers to previous findings, though the list includes the

few proteins that are well understood to localize to micronuclei such as

CGAS and  H2AX.  Interestingly,  the  list  also  includes  several  poorly

categorized  proteins.  Knowing  that  these  proteins  localize  to  the

micronuclei  could potentially be a step towards understanding of their

purpose in the cell.
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Understandably,  most  of  the  micronuclear  proteins  were  found  to  be

recruited from the nucleus. They seem to be recruited from each of the

nuclear  compartments  in  roughly  the  same  distribution  as  nuclear

proteins are usually distributed, although with a notable lack of nucleolar

proteins (Fig.  15). These results imply that micronuclei perform roughly

the same general functions as normal nuclei. 

To  investigate  the  micronuclear  capabilities,  we  performed  functional

analysis of  the found proteins. We were able to show that micronuclei

seem to be involved in plenty of cellular pathways. As could be expected,

the reactions are mostly related to DNA damage surveillance and repair.

However, we also see enrichment for RNA polymerase transcription, RNA

Figure 14: Examples of found micronuclei localizing proteins. Nuclear staining in blue 
(DAPI) and found micronuclear proteins in green (SIRT6, top, and NONO, bottom). Scale 
bars are 20µm.
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capping, and RNA splicing, implying that the transcriptional capabilities

of micronuclei are much greater than previous studies have indicated. 

We also  found enrichment  for  cell  cycle  regulation  and DNA damage

checkpoints which could mean that micronuclei is involved in controlling

the cell cycle. This theory is further supported by the fact that 279 of the

genes were also found to be heterogeneous in regard to their presence in

micronuclei, mostly for proteins involved in cellular stress responses and

process regulation. We think that this heterogeneity could be part of the

reason  that  earlier  studies  show  diverging  results  when  investigating

micronuclei functionality.

In  summary,  Paper  IV presents  the  first  extensive  mapping  of  the

micronuclear  proteome,  providing  an  important  step  towards

understanding  the  function  and role  of  micronuclei.  We find  that  the

micronuclear proteins cover a large range of cellular functions, indicating

that micronuclei have important roles in both DNA damage control and

cell cycle regulation. We believe that this mapping can bring insights into

Figure 15: A schematic overview of the nucleus with the number of proteins recruited to the 
micronuclei from each of the major subnuclear compartments. The top number in each 
category indicates the number of micronuclear proteins that are associated with the 
corresponding structure, as annotated by the HPA. The bottom number in each category 
indicates the number of nuclear proteins that are associated with the corresponding 
structure, as annotated by the HPA.
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genomic  errors  and  the  cellular  processes  involved  in  managing  such

errors.  However,  further  investigation  will  need  to  be  done  to  fully

understand micronuclear function and which roles these proteins fulfill.
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Conclusions and future directions

The  study  of  the  spatial  characteristics  of  proteins  is  important  for

understanding not only the function of a protein but also how they relate

to each other in the cellular machinery. This thesis has highlighted how

computational methods can be useful tools for such studies, not only by

providing insight into the physical localization of proteins but also how it

can contribute to novel discoveries of biological function.

Papers I and II both highlight  the capabilities  of neural  networks to

accurately identify which subcellular structures proteins localize to. We

can also see the ability of the models to generate a biologically relevant

features  space.  However,  as  we  allude  to  in  paper  II,  the  presented

models seem to be reaching a performance limit. We have already started

moving  this  research  forward  by  starting  to  investigate  models  that

predict  protein  localization  on  a  single-cell  resolution.  It  would  be

interesting to keep moving along this single-cell route, with the goal of

creating models that can capture subcellular dynamics to a finer level of

resolution than currently possible.

Paper  III shows  us  how  utilizing  protein  information  from  multiple

levels  of  resolution  can  capture  biologically  relevant  systems  even  on

scales  in-between  those  of  the  original  sources.  As  a  first  step  in

continuing this research, it would be interesting to expand the scope to

include more proteins, cell-lines, and datatypes to see if it is possible to

gain further insight into the cellular dynamics of proteins. One could for

example see how using image features from one of the single-cell models

discussed above would affect the hierarchy. From a biological perspective,

it would be interesting to also dive deeper into the novel biological groups
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identified by the method to see  what  interactions and specific  protein

functions can be found among them.

Paper  IV presents  the  first  extensive  mapping  of  the  micronuclear

proteome  through  the  use  of  a  computational  method  for  identifying

micronuclei and its proteomic contents in the HPA dataset. In particular,

it highlights how micronuclei expresses proteins relating to many more

cellular functions than previously thought. To continue this research, it

would  be  interesting  to  use  the  mapping  as  a  base  for  further

investigation into  the function of  micronuclei.  As  micronuclei  seem to

harbor  functions  related  to  cell  cycle  regulation  and  DNA  damage,  it

would  be  particularly  interesting  to  investigate  if  the  micronuclear

proteome can be used for targeted cancer treatment.

The work presented here has shown us how using machine learning and

computational methods can provide us new avenues of learning cellular

biology and the functions of the cell. It is part of a rapidly evolving field of

research  which  will  be  interesting  to  see  develop  over  time.  With  the

recent advances towards advanced single-cell models, it seems possible

that we will be able to perform cellular and proteomic analysis completely

in silico sooner rather than later. 

In conclusion, this thesis has hopefully shown the potential and power of

computational tools for spatial proteomics research, and contributed to

their development and usage.
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