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Abstract

Prediction of the function of genes and their products is an increasingly
important computational problem. The ability to correctly identify the his-
toric relationship of homologous genes is essential for making accurate predic-
tions. In 1970, Fitch made a distinction between paralogous and orthologous
genes, its importance lying in the observation that genes are more likely to
have similar functions when they have evolved from a common ancestral gene
through speciation rather than duplication. Lateral gene transfer (LGT) is
yet another important evolutionary event that creates copies of genes, and as
our understanding of the importance and prevalence of LGT in evolution is
deepening, there is a high demand for methods for detection of LGTs when
reconstructing the evolutionary past of genes.

In this paper, we present highly efficient and practical algorithms for tree
reconciliation that simultaneously consider both duplications and LGTs. We
allow costs to be associated with duplications and LGTs and develop methods
for finding reconciliations of minimal total cost between species trees and
gene trees. Moreover, we provide an efficient algorithm for parametric tree
reconciliation—a computational problem analogous to parametric sequence
alignment. Experimental results on synthetic data indicate that our methods
are robust with high specificity and sensitivity.

1 Introduction

Crucial to prediction of gene function is reconstruction of the historic relationship
of homologous genes and detection of evolutionary events responsible for shaping
the genomes of species. The fate of a single gene is determined by both large
scale and small scale events. The nucleotide composition of a gene, and thereby
the function of its products, is affected by events such as mutations, insertions,
deletions, exon shuffling, exon duplications, and gene conversion. Genes are lost
by chromosomal deletions or silencing mutations. New genes are born via events
that duplicate a gene, e.g. via segmental duplication, or via other events such
as interstitial deletions—deletions of internal regions of chromosomes that can
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result in the formation of chimeric genes. Genes can also be transferred between
different organisms via lateral gene transfers (LGTs), also known as horizontal
gene transfers. Studying the evolution of genes and their history is an important
step towards the prediction of the function of genes in genomes.

There is a long history of using trees to describe relationships among species
as well as among sets of homologous genes from different organisms. It is quite
common that reconstructed gene trees differ topologically from their corresponding
organismal phylogenies. The evolutionary events mentioned in the previous para-
graph as well as population genetic effects may be the cause of such incongruities.
In this article, we will consider genes as atomic units that evolve inside an organis-
mal phylogeny, and we will consider three evolutionary events when explaining the
differences in topology between gene and species trees, namely gene duplication,
gene loss, and lateral gene transfer.

Gene duplication has long been known to be a major factor driving the evolu-
tion of genomes [1,2] and the rate with which gene duplication occurs in different
parts of the tree of life has been extensively studied [3–7]. In [8, 9], the fates
of recently duplicated genes were termed non-functionalization (loss of function),
sub-functionalization (where each copy takes on a subset of the original function),
and neo-functionalization (where one copy assumes a new function). In [3], the
frequency of gene duplications among a set of eukaryotic species was estimated
to be approximately the same as individual nucleotide substitutions: 0.01 gene
duplications per gene per million years.

The realization that gene duplications and losses can create incongruities be-
tween a gene tree and a corresponding species tree has lead to the formulation of
several interesting phylogenetic problems. Already in 1979, Goodman et al. gave
a parsimony method in which a gene tree is embedded in the species tree such
that the number of duplications and losses required to explain the gene evolution
is minimized [10]. Guigó et al. continued this work by attempting to find the
species tree that explains a set of gene trees with a minimum number of duplica-
tions [11]. Ma et al. proved hardness results for several variations of species tree
reconstruction problems [12]. Due the intrinsic hardness of species tree reconstruc-
tion, several heuristics have been developed, e.g., [13–15]. Assuming that one of
the gene trees has had a constant number of lineages in each species tree lineage,
Hallett et al. gave an efficient algorithm for finding an optimal species tree [16].

Contrary to gene duplications, the importance and prevalence of lateral gene
transfers have been the subject of much controversy. The possibility of lateral gene
transfers in bacteria was realized already in 1946 [17,18] and demonstrated to occur
between different bacterial species in 1959 [19]. Its occurrence among prokaryotes
has since been well documented, see for example [20] and [21]. Evidence has also
been presented for the occurrence of lateral gene transfers from prokaryotes to
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eukaryotes and even between eukaryotes, see [22] for a recent review. Overall, the
importance of HGT is today recognized as a major force of evolution, in particular
among prokaryotes. In fact, due to its apparent impact on prokaryotic evolution,
the appropriateness of using species trees to represent the evolutionary history of
certain taxa have been questioned [23–25], see also [26] and references therein.

Here, we will adopt an intermediate view with respect to prokaryotic evolu-
tion that has emerged in recent years, namely that although LGT is common, it
is not so common among the genes of a species that phylogenetic trees cannot
meaningfully represent the history of organismal evolution [27]. When accepting
this intermediate view, we are faced with relevant and important computational
challenges. These include reconstructing species trees and gene trees, and to ask
if and where LGT has occurred among homologous genes.

The parsimony version of phylogenetic detection of LGTs was formalized and
treated in [28]. Other heuristics for the problem include [29–31].

There have been few attempts to devise phylogenetic methods for the simul-
taneous detection of duplications and lateral gene transfers. Early work in this
direction was performed in the related field of host-parasite co-evolution [32]. Host
and parasite phylogenies can differ for reasons similar to that of species trees and
gene trees: speciation of a parasite independent of its host, host switching, and
lineage sorting correspond to duplication, LGT, and gene loss, respectively. A
similar comparison can be made to biogeography, where species track geographical
areas much in the same way that parasites track hosts and genes track organisms,
see [33] for an overview. Although the method developed in [32] considered both
duplications and LGTs (in the context of host-parasite phylogenies) and was an
excellent first attempt, the presentation in [32] is not mathematically sound and
the time complexity of the algorithm is unclear. The first mathematically rigorous
formalization appeared in [34,35].

Methods that take sequence information into account directly, rather than via
a gene tree, have started to emerge. For example, methods have been proposed for
so-called duplication analysis where construction of a gene tree from sequences,
the embedding of the gene tree within the corresponding species tree, and the
identification of duplications are all considered simultaneously. An ad hoc method
for duplication analysis that also considers gene order information was presented
in [36]. A probabilistic model of gene evolution for the duplication-loss model and
computational tools for duplication analysis have been developed in [37–40].

Atypical sequence information has been used in several cases to detect recent
lateral gene transfers, for example [41]. Probabilistic methods have also been
developed that utilize models of sequence evolution on a species tree to detect
LGTs, for example [42]. In the context of hosts and parasites, Huelsenbeck et al.
developed a Bayesian framework for the detection of host switches using Markov
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chain Monte Carlo and taking advantage of sequence information from the host
and parasite species [43]. The model in [43] assumes a one-to-one correspondence
between hosts and parasites and does not consider duplications.

To our knowledge, the first probabilistic method for simultaneous analysis of
duplications and LGTs was proposed just recently in [44], although a probabilistic
model based on the birth-death process [45] was used in [34] to generate synthetic
data, and a similar model was used in [46] to estimate gene family sizes,

In this article, we expand on previous work in [34] and [35] where a duplication-
transfer-loss model of gene evolution was described in a parsimony setting. We
improve the time complexity of our algorithms and extend our methods by allowing
costs to be associated with the events. In this way, more refined analyses of
duplications and LGTs may be performed and a greater degree of freedom is given
to the user to make adjustments according to prior information about the relative
prevalence of duplications and LGTs.

We also provide an algorithm for the parametric version of the tree reconcilia-
tion problem. This is analogous to parametric sequence alignment where regions
of the parameter space are sought such that the set of optimal solutions for every
point in the same region is identical [47–49]. We provide an efficient algorithm
that partitions the space of duplication and LGT costs into regions in which the
set of optimal solutions is identical for any set of points in the same region.

The outline of the paper is as follows. In section 3, the duplication-loss and
duplication-transfer-loss models of gene evolution are thoroughly discussed. Sec-
tion 4 provides the definition of DTL-scenarios and discusses various related issues
such as gene losses and temporal feasibility of reconciliations. In section 5, we
improve on previous algorithms for the parsimony version of tree reconciliation by
providing a dynamic programming algorithm with a significantly lower time com-
plexity that also allows costs to be associated with duplication and transfer events.
Section 6 contains an algorithm for parametric tree reconciliation. Finally, in sec-
tion 7, we provide empirical tests of our algorithms on different sets of synthetic
data.

2 Definitions

In this article, we follow the same notational conventions as in [35]. Although most
of the notation is standard in the field, we will comment on a few conventions used
in this article.

We deal only with rooted binary trees. The edges of a tree T are assumed to
be directed away from the root. We write v ≤T u to denote that v is a descendant
of u in the tree T . Note that each vertex is a descendant of itself. When v is a
descendant of u distinct from u, we write v <T u and v is said to be the proper
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descendant of u. If v is a (proper) descendant of u, we also say that u is a (proper)
ancestor of v.

3 Models of Gene Evolution and DTL-scenarios

In [35], we developed methods for reconciling the differences between a gene tree
and a corresponding species tree while simultaneously considering both duplica-
tions and LGTs. There, we defined Duplication-Transfer-Loss scenarios (DTL-
scenarios) to serve as our formal notion of reconciliations. Here, we expand on
that work by providing new methods and improvements on those presented in [35].
First, we give a review of DTL-scenarios.

We assume that the data to be analyzed consists of a gene tree G, in the form of
a rooted binary tree, and a corresponding species tree S, also a rooted binary tree.
The correspondence between S and G is given via a function σ : L(G) → L(S)
that maps each gene to the extant species to which it belongs. A DTL-scenario
for S, G, and σ, as defined in the next section, gives a biologically feasible history
of the evolution of G inside S by mapping the gene tree into the species tree and
assigning to each internal gene tree vertex either a speciation, duplication, or LGT
event. The conditions for a DTL-scenario ensure that the mapping of G into S and
the assignment of events to the bifurcations of G are biologically consistent. Also,
we must pay attention to the direction of time which exists implicitly in the trees.
Before giving the formal definition, we will explain some of the reasoning that went
into its formulation. We begin with a short review of the duplication-loss model
of gene evolution.

3.1 The Duplication-Loss Model

In the duplication-loss model of gene evolution, each bifurcation of a gene tree
G represents either a speciation or duplication that has occurred during the evo-
lution of the genes inside a corresponding species tree S. Each gene tree vertex
that represents a speciation is associated with a species tree vertex (the one that
represents the same speciation event). Each gene tree vertex that represents a
duplication is associated with a species tree edge (the edge along which the du-
plication occurred). It is clear that the true history of the evolution of the genes
can be depicted as G evolving strictly within the edges of S, see Figure 1 for an
example.

Although duplications and speciations are made explicit in such a reconcilia-
tion, losses exist only implicitly. They can, however, be inferred by examining each
gene tree edge and the path it takes in the species tree, see for example [50] for a
formal treatment. Informally, if (u, v) is a gene tree edge, then at least one loss is
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Figure 1: Examples of how a gene family evolves inside a species tree according to the

duplication-loss model. A species tree and a corresponding gene tree are shown in (a) and (b),
respectively. (c) is an example of a possible evolutionary history of the gene tree according to the
duplication-loss model. Note that in this example, the history consists of three duplications and
five losses. In (d), the gene tree has been mapped into the species tree using the least common
ancestor mapping that minimizes the number of duplications and losses, which in this case are
one and zero, respectively.
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inferred for each species tree vertex that lies strictly between the path from u to v
in S (exact definitions are given later).

When treating a reconciliation mathematically, we need to formulate a precise
definition for the association of gene tree vertices with vertices and edges of S. A
convenient way to do this is to map the gene tree vertices to species tree vertices
via a function that extends σ, say f : V (G) → V (S). The interpretation of
this mapping is then as follows: If u is a duplication in the gene tree, then the
duplication has occurred along the incoming edge of f(u). If u is a speciation,
then f(u) is the speciation event that caused the bifurcation.

Given a gene tree and a species tree, we may ask what the true reconciliation
is. To answer this computationally, we can define, based on biological studies or
input from biologists, suitable cost functions on the set of possible mappings of
G into S and search for those with optimal cost. Of course, we must also define
exactly what constitutes a valid mapping. Necessary and sufficient conditions to
ensure that a mapping f : V (G) → V (S) is biologically and temporally feasible
is that it extends σ and that for each gene tree edge (u, v), f(u) ≥S f(v). This
ensures that the mapping has a valid biological interpretation and can be depicted
with figures such as those in Figure 1.

However, the sets of gene tree vertices corresponding to duplications and spe-
ciations are not made explicit by such a mapping. In fact, each such mapping
corresponds to a, possibly large, set of different reconciliations. This disparity
between mappings and reconciliations is due to the fact that a mapping does not
make explicit which gene tree vertices are associated with species tree edges, and
which are associated with species tree vertices. However, given a mapping, only
certain gene tree vertices can feasibly be classified as speciations, namely those
whose children are mapped to incomparable species tree vertices. The rest of the
internal gene tree vertices must be classified as duplications. Given a mapping f ,
a vertex of G could conceivable be a speciation only if its children are mapped to
incomparable species tree vertices, say x and y, and who is itself mapped to the
least common ancestor of x and y; all others must be duplications.

Most research dealing with reconciliation of trees has been performed in a
parsimony setting where it turns out that there is a unique mapping of the gene
tree into the species tree that simultaneously minimizes the number of inferred
losses and duplications. We call this mapping the least common ancestor mapping
and it is defined as:

λ(u) = lca (σ(L(Gu))),

where we slightly abuse our notation by letting σ map sets of gene tree leaves
to the corresponding sets of species tree leaves. See Figure 1d for an example
of using λ to map a gene tree inside a species tree. Since λ is the unique most
parsimonious mapping, usually no other reconciliations are considered. Instead,

7



the focus has mainly been on finding the species tree that minimizes the total
number of duplications and losses with respect to a set of gene trees. In [51], a
more general definition of a mapping was given that explicitly mapped gene tree
vertices to either species tree vertices or edges. There is also a need to deal with
non-parsimonious reconciliations in probabilistic models of gene evolution, see for
example [37].

3.2 The Duplication-Transfer-Loss Model

The picture becomes significantly more complex when we also consider lateral gene
transfers. An LGT event involves one gene and two different but contemporary
species, and can be depicted as an arc between two edges of a species tree. The
evolution of genes in the duplication-loss model is fully contained within the edges
of the species tree. For example, a single edge of the gene tree represents direct
inheritance of the gene from generation to generation along a set of species tree
edges. Hence, although there may have been intermediate duplications followed by
loss along a gene tree edge, the edge still represents a path in the species tree. In
the duplication-transfer-loss model (DTL-model), however, the history of a gene
tree edge could be rather complex. A gene may for example be transferred to
another species and later be lost in the species from which the transfer originated.
This process could conceivably be repeated many times before a branching occurs
such that both copies have surviving descendants at the present time. Hence, the
true evolutionary history represented by a gene tree edge in the DTL-model may
include several species tree edges, i.e., not necessarily a path in the species tree.
Figure 2 shows a possible reconciliation between the same trees as in Figure 1. See
Figure 3 for several examples of complicated and perhaps unlikely histories that
are conceivable in a general DTL-model.

In a parsimony setting, not every possible reconciliation needs to be considered.
Just as only one mapping, the least common ancestor mapping, is used in the
duplication-loss model in a parsimony setting, we only wish to consider a relevant
subset of all possible reconciliations in the DTL-model. For example, assume that
both endpoints of a gene tree edge are mapped to comparable vertices or edges of
the species tree in the true reconciliation. Even if the history of that edge contains
transfer events, like the situation in Figure 3b, we cannot really hope to be able to
reconstruct such a history (at least not only with data in the form of phylogenetic
trees). Hence, in our DTL-scenarios, we will consider an edge as a transfer edge if
and only if the endpoints are placed at incomparable locations within the species
tree.

Classification of vertices introduces yet another complexity. It is conceivable
that a bifurcation of the gene tree is due to a duplication or a speciation, while
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Figure 2: An example of a gene family evolving inside a species tree according to the

DTL-model. Note how a gene is transferred from species A and back without leaving a trace in
other species. There is really no hope of being able to recover such evolutionary histories, which
leads to us instead classifying the bifurcation caused by the transfer as a duplication.

at the same time, one of the outgoing edges is a transfer edge. But for a transfer
edge we cannot hope to gain insight from our data about the true cause of the
bifurcation represented by the parent vertex. For example, we cannot distinguish
between the simple case of lateral gene transfer and the case of a duplication
followed by the transfer of one of the copies and the subsequent loss of the gene
from which the transfer originated (Figure 3c). A similar remark can be made
about a transfer to a second species and back. Since the placement of both parent
and child are comparable in the species tree, we can only hope to classify the parent
as a duplication. Hence, the approach we will take is to classify a gene tree vertex
as a transfer vertex if and only if one of its outgoing edges is a transfer edge.

Finally, we must consider the case when both outgoing edges of a gene tree ver-
tex are transfer edges (Figure 3e). Though such a case is biologically conceivable,
we consider it as degenerate in a parsimony setting. Hence, we will also restrict
our attention to those reconciliations where at most one of the outgoing edges of
each gene tree vertex is a transfer edge.

Even with the above restrictions, when considering different mappings of the
gene tree into the species tree, there is no single best mapping that minimizes
the number of events, as was the case in the duplication-loss model. First, there
is a trade-off between using duplications and transfers to explain incongruities
between a gene tree and a species tree. Also, the consideration of time that is
implicitly present in the trees is much more complicated in the DTL-model. For
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Figure 3: Examples of complicated and unlikely evolutionary histories in the DTL-

model.
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these reasons, we will need to allow a greater amount of freedom when defining valid
mappings compared to the duplication-loss model, while discarding the degenerate
cases discussed above. This then leads to the definition of DTL-scenarios as stated
in the next section.

4 DTL-scenarios

The definition of DTL-scenarios presented here is taken from [35] where they were
first defined. Informally, a DTL-scenario partitions the internal gene tree vertices
into three parts corresponding to speciations, duplications, and transfers; these
parts will be denoted Σ, Δ, and Θ, respectively. The gene tree is mapped into
the species tree via a function γ : V (G) → V (S). The set of transfer edges, i.e.,
those gene tree edges whose endpoints are mapped by γ to incomparable species
tree vertices are denoted by Ξ. A transfer edge (u, v) represents an LGT that
has occurred from the incoming edge of γ(u) to some edge along the path from
lca {γ(u), γ(v)} to γ(v).

Formally, A DTL-scenario for a species tree S, a gene tree G, and a leaf-
mapping function σ : L(G) → L(S) is an octuple

(S, G, σ, γ, Σ, Δ, Θ, Ξ),

where S and G are rooted binary trees, σ : L(G) → L(S) is a function, γ : V (G) →
V (S) is an extension of σ, Σ, Δ, and Θ form a partition of V̊ (G), and Ξ ⊂ E(G)
is a subset of the gene tree edges such that:

(I) If u ∈ V̊ (G) is a gene tree vertex with children v and w, then

(a) γ(u) is not a proper descendant of γ(v) or γ(w)

(b) At least one of γ(v) and γ(w) is a descendant of γ(u)

(II) (u, v) ∈ Ξ if and only if γ(u) is incomparable to γ(v)

(III) If u ∈ V̊ (G) is a gene tree vertex with children v and w, then

(a) u ∈ Θ if and only if (u, v) ∈ Ξ or (u, w) ∈ Ξ

(b) u ∈ Σ only if γ(u) = lca {γ(v), γ(w)} and γ(v) and γ(w) are incompa-
rable

(c) u ∈ Δ only if γ(u) ≥S lca {γ(v), γ(w)}

As mentioned in the previous section, our goal is to assign costs to reconcil-
iations and find those that are optimal. In [35] the cost of a DTL-scenario was

11



A B C D E
· · · · · · ·

··

·
·

·

·

Figure 4: An example of a cyclic DTL-scenario. By Definition 1, the DTL-scenario in the
figure is acyclic since there is no way to linearly order the species tree vertices such that the
parent of species D comes before the parent of species B and vice versa.

simply the number of duplications and LGTs. Here we will allow different costs
to be attributed to duplications and LGTs. If the duplication cost is Cd and the
transfer cost is Ct, then the cost of a DTL-scenario α is defined by

|α| = |Δ| · Cd + |Θ| · Ct = |Δ| · Cd + |Ξ| · Ct

A DTL-scenario is called optimal if and only if its cost is minimum among the set
of all DTL-scenarios for S, G, and σ.

Following [35], we do not minimize the number of losses as this can lead to an
overestimation of the number of LGTs. The approach we take here is the same as
that in [35]; we propose that the number of losses should be used to refine the set
of optimal DTL-scenarios. It is, however, not too difficult to extend our algorithms
to also take losses into account.

4.1 Cycles

One of the difficulties in finding biologically feasible reconciliations in the DTL-
model arises from the implicit notion of time present in the trees. As stated in
section 3.1, this does not cause any problems in the duplication-loss model. DTL-
scenarios that are temporally infeasible are called cyclic, an example of which
is shown in Figure 4. In this section, we discuss the technical aspects of cycle
detection and the difficulties that cycles create. But first, we formally define what
constitutes a cyclic DTL-scenario.

In a DTL-scenario, the interpretation of a transfer edge (u, v) ∈ Ξ is that a
lateral gene transfer event has occurred between the incoming edge of γ(u) to some
ancestral edge of γ(v). However, this edge cannot be ancestral to γ(u) since that
would imply a transfer from a species to one of its ancestors. Hence, as mentioned
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Figure 5: Part of a DTL-scenario that is acyclic according to definition used in Jungles,

but is temporally infeasible. By the definition of acyclicity in Jungles, we only need to find
a linear ordering of the species tree vertices such that the parent of species D comes before the
parent of species C, and the parent of species C comes before species D. An example of such a
linear order is the root, then the parent of A, the parent of D, the parent of C, and finally the
leaves in any order. However, the DTL-scenario is clearly temporally infeasible.

in section 4, we interpret the transfer as having occurred between the incoming
edge of γ(u) and some edge along the path from lca {γ(u), γ(v)} to γ(v). In other
words, a DTL-scenario makes explicit the location in the species tree from which
a transfer has occurred but not the point to which the gene was transferred.

A similar idea was used in Jungles [32] where the “landing point” of a transfer
was allowed to be moved closer to the root. However, although the condition
used in Jungles to define temporally infeasible reconciliations is necessary, it is not
sufficient. The main idea, recast in terms of our DTL-scenarios, can be described
as follows. A reconciliation in [32] was considered temporally feasible if the partial
order on the species tree vertices induced by the edges of the species tree could
be extended to a linear order such that for each transfer edge (u, v), the parent
of γ(u) appeared before γ(v) in the linear order. This guarantees that for each
transfer edge (u, v), the incoming edge of γ(u) is contemporary to some ancestral
edge of γ(v). Hence, a temporally appropriate landing point can always be chosen
for each transfer edge.

The problem with this definition is that it does not fully consider the tem-
poral aspect of the gene tree. Figure 5 shows a DTL-scenario that satisfies the
above condition but is clearly temporally infeasible. Here we give the definition
of acyclic DTL-scenarios that was used in [35] and prove that it is both necessary
and sufficient to ensure temporal feasibility.

Definition 1. We say that a DTL-scenario is acyclic if and only if there is a total
order < on V (S) such that
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a. if (x, y) ∈ E(S), then x < y,

b. if (u, v), (u′, v′) ∈ Ξ and v ≥G v′, then p(γ(u)) < γ(v′).

To prove that the above definition is both necessary and sufficient we prove
its equivalence to the following alternative definition. This definition makes the
notion of time explicit in both the species tree and the gene tree thus dispensing
with any doubts concerning its necessity or sufficiency.

Definition 2. We say that a DTL-scenario is temporally feasible if and only if
there exists a time function t : V (S) ∪ V (G) → R such that

a. t|V (S) is one-to-one,

b. if (x, y) ∈ E(S), then t(x) < t(y),

c. if (u, v) ∈ E(G), then t(u) < t(v),

d. if u ∈ Σ ∪ L(G), then t(u) = t(γ(u)),

e. if u ∈ Δ ∪ Θ, then t(p(γ(u))) < t(u) < t(γ(u)) where t(p(root(S))) = −∞.

Theorem 1. A DTL-scenario is acyclic if and only if it is temporally feasible.

Proof. Let α = (S, G, σ, γ, Σ, Δ, Θ, Ξ) be scenario for S, G, and σ.
Assume that α is temporally feasible, and let t be a time function for α satisfy-

ing the conditions of Definition 2. Order the vertices of S according to t, i.e., x < y
iff t(x) < t(y). Clearly, < is a total order on the vertices of S and satisfies 1a. Let
(u, v), (u′, v′) ∈ Ξ such that v ≥G v′. By 2c, we have that t(u) < t(v′). Hence,
by 2d and 2e, we have that

t(p(γ(u))) < t(u) < t(v′) ≤ t(γ(v′)),

and by the definition of our order < on V (S), we see that p(γ(u)) < γ(v′), so that
1b is also satisfied.

To prove the other direction, assume that α is acyclic. Let < be a total order
on the vertices of S satisfying 1a and 1b. We will show how to define a time
function t : V (G) ∪ V (S) → R that satisfies the conditions of definition 2.

Let t assign, in an arbitrary fashion, distinct real numbers to each vertex of S
according to the order < such that t(x) < t(y) iff x < y. For u ∈ Σ ∪ L(G), let
t(u) = t(γ(u)). Note that 2a, 2b, and 2d are satisfied. Next, we will assign times
to the transfer vertices of G. We will do this recursively from the root towards the
leaves (inorder). If (u, v) ∈ Ξ, then define

A(u) = {γ(v′) : v′ ≤G v, (u′, v′) ∈ Ξ} ∪ {γ(u)},
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and
B(u) = {u′ : (u′, v′) ∈ Ξ, u′ >G u} ∪ {p(γ(u))}.

Note that by 1b, we have that p(γ(u)) < x for each x ∈ A(u), which in turn implies
t(p(γ(u))) < t(x). Thus, assuming that each gene tree vertex u′ ∈ B(u) has been
assigned a time such that for each x ∈ A(u) we have that t(u′) < t(x), we can
assign a time to u that lies between maxa∈B(u) t(a) and minx∈A(u) t(u). Hence, we
can assign times to the transfer vertices of G recursively as follows:

t(u) =

max
a∈B(u)

t(a) + min
x∈A(u)

t(x)

2
.

It should be clear at this point that if a gene tree vertex has been assigned a time,
i.e., if it is a leaf, speciation, or transfer vertex, then its assigned time is greater
than any time assigned to its proper ancestors, less than any time assigned to its
proper descendants, and t(p(γ(u))) < t(u) < t(γ(u)).

It remains for us to assign times to the duplications of G. If u ∈ Δ, then let

C(u) = {v <G u : γ(v) = γ(u), v /∈ Δ} ∪ {γ(u)}.

Clearly, we have already assigned times to all members of C(u) for any u ∈ Δ. We
now recursively assign times to the duplication vertices of G by

t(u) =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

t(root(S)) − 1 if u = root(G), γ(u) = root(S),

t(p(γ(u))) + min
a∈C(u)

t(a)

2
if u = root(G), γ(u) �= root(S),

max{t(p(u)), t(p(γ(u)))} + min
a∈C(u)

t(a)

2
if u �= root(G).

It is now a straightforward verification to check that 2c and 2e are also satisfied.

We can check if a DTL-scenario is acyclic in quadratic time. Create a di-
graph H as follows. Let V (H) = V (S) and A(H) = E(S) ∪ {〈p(γ(u)), γ(v′)〉 :
(u, v), (u′, v′) ∈ Ξ, v′ ≤G v}. The DTL-scenario is acyclic iff H is a DAG. The time
complexity is O(m + n2), where m = |S| and n = |G| (since |A(H)| = O(m + n2)
and checking that a digraph is a DAG can be performed in time proportional to
the number of arcs).

It was shown in [35] that finding optimal acyclic DTL-scenarios is NP-hard.
The proof can easily be changed to show that finding optimal DTL-scenarios that
satisfy the condition used by Jungles is also NP-hard. Hence, the time complexity
of Jungles, cannot be polynomial unless P = NP . By separating the hard and easy
tasks in our methods we obtain an efficient algorithm that works well in practice.
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4.2 Losses

The process of inferring the number of losses associated with a DTL-scenario was
described in [35]. Briefly, for each non-transfer edge (u, v) ∈ E(G), we count the
number of intermediate species tree vertices along the path from γ(u) to γ(v), i.e.,
γ(u) and γ(v) are not counted. If u is a duplication, then we add one to our count
if γ(u) �= γ(v).

Note that this procedure gives us a lower bound on the number of losses. Also,
transfer edges do not contribute to our count of losses in any way; we can only
consider losses along transfer edges if we postulate the landing point of the transfer.

5 Dynamic Programming Algorithm

In this section, we give an improved dynamic programming algorithm for comput-
ing the minimum cost of any DTL-scenario for S, G, and σ. In [35], a dynamic
programming algorithm with time complexity O(|S|2 · |G|) was presented for com-
puting the minimum number of duplications and LGTs needed to reconcile S and
G. The algorithm in this section computes the minimum cost of any DTL-scenario
for S, G, and σ, where the costs of duplications and LGTs are given by Cd and
Ct, respectively. The time complexity is improved by an order of magnitude to
O(|S| · |G|).

The idea is to use two arrays, below and outside, both of size |G| × |S|, to
keep track of the minimum costs of reconciling subtrees of G with subtrees of S.
For a gene tree vertex u and species tree vertex x, below[u, x] is the minimum
cost of any DTL-scenario for Gu and S where u is mapped by γ to some vertex in
the subtree Sx. For a gene tree vertex u and species tree vertex x, outside[u, x]
is the minimum cost of any DTL-scenario for Gu and S given that u is mapped
by γ to a species tree vertex incomparable to x. By computing the entries in the
order specified in the algorithm in Figure 6, the time complexity stated above is
achieved. The algorithm can be proved correct along the same lines as the proof
in [35] and we omit the proof here.

6 Parametric Tree Reconciliation

In this section, we develop an algorithm for exploring the space of duplication
and LGT costs. Given a gene tree G and a corresponding species tree S, there
is a finite set of DTL-scenarios that reconcile S and G. We associate with each
DTL-scenario a pair of natural numbers, (d, t), called the event count pair of the
DTL-scenario, where d = |Δ| is the number of duplications and t = |Ξ| is the
number of LGTs of the scenario. We define a partial order on event count pairs as
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1: below ← Array[1..|V (G)|, 1..|V (S)|] initialized to ∞
2: outside ← Array[1..|V (G)|, 1..|V (S)|] initialized to ∞
3: for all u ∈ V (G) in postorder do

4: for all x ∈ V (S) in postorder do

5: if u ∈ L(G) then

6: if σ(u) ≤S x then

7: below[u, x] ← 0
8: end if

9: else

10: v, w ← children of u
11: d ← Cd + below[v, x] + below[w, x]
12: tv ← Ct + outside[v, x] + below[w, x]
13: tw ← Ct + outside[w, x] + below[v, x]
14: if x ∈ L(S) then

15: below[u, x] ← min{d, tv, tw}
16: else

17: y, z ← children of x
18: s ← min{below[v, y] + below[w, z], below[w, y] + below[v, z]}
19: below[u, x] ← min{d, s, tv, tw, below[u, y], below[u, z]}
20: end if

21: end if

22: end for

23: for all x ∈ V̊ (S) in preorder do

24: y, z ← children of x
25: outside[u, y] ← min{outside[u, x], below[u, z]}
26: outside[u, z] ← min{outside[u, x], below[u, y]}
27: end for

28: end for

Figure 6: The dynamic programming algorithm for computing the minimum cost of reconciling
S and G.

17



follows. We say that (d, t) ≤ (d′, t′) when d ≤ d and t ≤ t. Two event count pairs
are incomparable iff d < d′ and t > t′, or d > d′ and t < t′. An event count pair
(d, t) is minimal among a set of event count pairs if there is no event count pair
(d′, t′) such that (d′, t′) < (d, t). An event count pair is globally minimal if it is
minimal in the set of all event count pairs for S and G. Note that for any choice
of parameters, Cd and Ct, only DTL-scenarios with globally minimal event count
pairs can be optimal.

Our goal in this section is to develop an efficient algorithm for enumerating all
globally minimal event count pairs whose associated DTL-scenarios are optimal
for some choice of the parameters Cd and Ct, together with a description of the
parameter space under which such DTL-scenarios are optimal.

Using the same dynamic programming approach as in section 5, we can com-
pute, in time O(|G|3 · |S|), the set of globally minimal event count pairs. We use
two arrays below and outside, both of size |G| × |S|, and compute the entries
by traversing the gene tree vertices and species tree vertices as specified in the
algorithm in Figure 7. Let u and x be a gene tree vertex and a species tree vertex,
respectively. If β is the set of all event count pairs associated with the DTL-
scenarios for S and Gu such that γ(u) ≤S x, then the entry below[u, x] is the set
of all minimal event count pairs of β. Similarly, if ω is the set of all event count
pairs associated with the DTL-scenarios for S and Gu such that γ(u) is incompara-
ble to x, then outside[u, x] is the set of all minimal event count pairs of ω. The set
of globally minimal event count pairs for S and G is then below[root(G), root(S)].

We now describe how to compute the region of the parameter space in which the
DTL-scenarios associated with a certain event cost pair in below[root(G), root(S)]
are optimal. As we will see shortly, it is possible that no such region exists for
some event cost pairs.

Since the set of optimal DTL-scenarios depends only on the relative sizes of Cd

and Ct, we will assume that
Cd + Ct = 1.

Hence, we can view the parameter space as the interval [0, 1], say for the duplication
cost Cd.

Theorem 2. Given S, G, and σ, let the globally minimal event count pairs be

(d1, t1), (d2, t2), . . . , (dn, tn),

where di < dj for i < j. A DTL-scenario for S, G, and σ such that |Δ| = di and
|Ξ| = ti is optimal when

max({Mij : j > i} ∪ {0}) ≤ Cd ≤ min({Mij : j < i} ∪ {1}),

where Mij =
tj − ti

di − dj + tj − ti
.
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1: below ← Array[1..|V (G)|, 1..|V (S)|] initialized to ∅
2: outside ← Array[1..|V (G)|, 1..|V (S)|] initialized to ∅
3: for all u ∈ V (G) in postorder do

4: for all x ∈ V (S) in postorder do

5: if u ∈ L(G) then

6: if σ(u) ≤S x then

7: below[u, x] ← {(0, 0)}
8: end if

9: else

10: v, w ← children of u
11: below[u, x] ← {d1 + d2 + 1, t1 + t2 : (d1, t1) ∈ below[v, x],

(d2, t2) ∈ below[w, x]}
∪ {d1 + d2, t1 + t2 + 1 : (d1, t1) ∈ below[v, x],

(d2, t2) ∈ outside[w, x]}
∪ {d1 + d2, t1 + t2 + 1 : (d1, t1) ∈ below[w, x],

(d2, t2) ∈ outside[v, x]}
12: if x /∈ L(S) then

13: y, z ← children of x.
14: below[u, x] ← below[u, x]

∪ {(d1 + d2, t1 + t2) : (d1, t1) ∈ below[v, y],
(d2, t2) ∈ below[w, z]}

∪ {(d1 + d2, t1 + t2) : (d1, t1) ∈ below[v, z],
(d2, t2) ∈ below[w, y]}

15: end if

16: end if

17: Remove from below[u, x] all non-minimal event counts
18: end for

19: for all x ∈ V̊ (S) in preorder do

20: y, z ← children of x
21: outside[u, y] ← outside[u, x] ∪ below[u, z]
22: outside[u, z] ← outside[u, x] ∪ below[u, y]
23: Remove from outside[u, y] and outside[u, z] all non-minimal event

counts
24: end for

25: end for

Figure 7: The dynamic programming algorithm for computing all globally minimal event count
pairs.
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Figure 8: The species tree and the corresponding gene tree used in the example in the main text.

Proof. The cost of a DTL-scenarios associated with (di, ti) is less than or equal to
the cost of a DTL-scenario associated with (dj , tj), i < j, when

diCd + tiCt ≤ djCd + tjCt,

which after substitution of Ct by 1 − Cd and some rearrangements becomes

Cd ≥
tj − ti

di − dj + tj − ti
= Mij .

Note that Mij = Mji (just multiply the numerator and denominator by −1). We
can now conclude, by symmetry, that the cost of DTL-scenarios associated with
the event count pair (di, ti) are optimal only when

max({Mij : j > i} ∪ {0}) ≤ Cd ≤ min({Mij : j < i} ∪ {1}).

As an example, take the species tree and gene tree in Figure 8. Using the
algorithm of Figure 7, we find that the globally minimal event count pairs are

(d1, t1) = (0, 4)

(d2, t2) = (1, 3)

(d3, t3) = (2, 2)

(d4, t4) = (4, 1)

(d5, t5) = (5, 0).
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The Mijs are shown below as a matrix:⎛⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

− 1
2

1
2

3
7

4
9

1
2 − 1

2
2
5

3
7

1
2

1
2 − 1

3
2
5

3
7

2
5

1
3 − 1

2

4
9

3
7

2
5

1
2 −

⎞⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠
So for example, DTL-scenarios with two duplications and two transfers, i.e., DTL-
scenarios associated with the event count pair (d2, t2) = (2, 2), are optimal when

2

5
= max{0,

1

3
,
2

5
} ≤ Cd ≤ min{

1

2
, 1} =

1

2
.

Note that DTL-scenarios with event count pair (1, 3) are optimal exactly when
Cd = 1

2 and those with event count pair (4, 1) are never optimal for any choice of
Cd.

7 Experimental Results

In order to test the applicability of our algorithms, we performed a series of tests on
synthetic data. Species trees and gene trees were generated using a probabilistic
model of evolution based on the standard birth-death process. We use a pure
birth process to generate species trees with divergence times associated with the
vertices. A birth-death process is then used to generate gene trees on the generated
species trees. A detailed description of the gene evolution model is given in [44].
In short, the model has three rates, δ, τ , and μ, corresponding to the events of
duplication, transfer, and loss, respectively. A single gene starts at the root of
the species tree and evolves towards the leaves creating a gene tree in the process.
The rates determine the distribution of the times between events. When a gene
lineage is exposed to a loss event, the gene is removed and its former parent vertex is
suppressed. When a gene lineage is exposed to a duplication event, it is replaced by
two separate and independent gene lineages that continue evolving along the same
species tree edge. When a gene lineage is exposed to a transfer event, it is replaced
by two independent lineages, one of which continues to evolve in the same species
tree edge, while the other starts to evolve on a different species tree edge chosen
uniformly among those that existed at the time of the transfer event. When a gene
lineage reaches a species tree vertex, a speciation occurs: the lineage is replaced
by two independent lineages that continue evolving along different outgoing edges
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of the species tree vertex. This process continues until it reaches the leaves of the
species tree at which point the leaf-mapping function, σ, is defined in the natural
way.

7.1 Varying the Costs

First we tested the effect of varying duplication and transfer costs when inferring
transfer edges. Having the algorithm for parametric tree reconciliation at our
disposal, we are able to get a complete list of all optimal DTL-scenarios using the
dynamic programming algorithm in Figure 6.

The sizes of the species trees were restricted to between ten and fifty leaves,
and the total time from root to leaf in every species tree was set to one. When
generating gene trees, the total birth rate was kept equal to the death rate, i.e.,
δ + τ = μ. We varied the total birth rate, and the transfer rate was set to between
0.05 and 0.95 of the total birth rate. When generating gene trees, we kept track
of the edges whose history included at least one transfer event; these edges where
classified as transfer edges. To infer transfer edges, we obtained the complete set
of optimal DTL-scenarios under all cost schemes. For Ct ∈ [0, 1], we classify a
gene tree edge as a transfer edge if it is classified as a transfer edge in at least
half of the DTL-scenarios that are optimal when the transfer cost equals Ct. In
this way, we are able to compute ROC-curves which show the trade-off between
high and low transfer costs in terms of sensitivity and false positive rate. Figure 9
shows ROC-curves obtained when the birth rate was set to 1.0. A birth rate of 0.1
generates very few transfer edges so that both sensitivity and specificity (which is
equal to one minus the false positive rate) are close to one. Increasing the birth
rate leads to more and more difficult cases and when set to 10, our methods give
no better results than expected from chance alone. We note here that a birth rate
of 1.0 for a species tree with root-to-leaf time of 1.0 is quite high, and a birth rate
of 10 appears to be unrealistic for most biological applications.

7.2 Completely Accurate DTL-scenarios

We also tested the ability of our methods to make completely accurate inferences
about transfer edges and duplications. More specifically, we wanted to see how
often we can expect to find, under some cost scheme, a DTL-scenario that is one
hundred percent accurate in classifying both the duplications and the transfer
edges. Figure 10 shows how often we find such a DTL-scenario depending on the
rate used to generate the gene trees. The size of the species trees varied between
10 and 30 leaves. We should mention that the process of generating gene trees
was slightly altered for this test. The general model of gene evolution described
in the previous subsection can generate gene trees whose histories cannot be fully
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(a) Transfer rate 5% of total birth-rate.
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(b) Transfer rate 25% of total birth-rate.
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(c) Transfer rate 50% of total birth-rate.
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(d) Transfer rate 75% of total birth-rate.
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(e) Transfer rate 95% of total birth-rate.

Figure 9: ROC-curves for detection of transfer edges based on 50% majority rule. See the main
text for details. Each individual curve is obtained from 200 pairs of species trees and gene trees.
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Figure 10: The probability that the DTL-scenario that correctly identifies all transfers and all
duplications is an optimal DTL-scenario under some cost scheme is plotted against increasing
transfer rate. The root-to-leaf time of the species trees used for this plot was set to 1.0.

described with a DTL-scenario for reasons which were discussed in section 3.2.
Therefore, for this test, only gene trees that could adequately be described with
a DTL-scenario were kept and the rest were discarded. This simply ensures that
there does exist a completely accurate DTL-scenario for each generated pair of
species trees and gene tree, and our test is a measure of how often such a DTL-
scenario is optimal.

When performing the above test, we also took note of the cost scheme under
which the correct DTL-scenario was optimal. To our surprise, we found that the
correct DTL-scenario was almost always optimal when Ct = Cd, so that we would
have obtained basically the same curves as in Figure 10 by only considering that
case. In other words, if the true DTL-scenario is optimal under some cost scheme
it is almost always optimal when Ct = Cd. One explanation for this observation
is that the vast majority of optimal DTL-scenarios are optimal exactly when the
costs of transfers and duplications are equal.
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