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Abstract
Cancer has complex patterns of progression that include converging as well as diverging progressional pathways. Vogelstein’s path model of colon cancer was clearly
a pioneering contribution to cancer research. Since then, several attempts have been
made at obtaining mathematical models of cancer progression, devising training algorithms, and applying these to cross-sectional data.
Beerenwinkel et al. provided, what they coined, EM-like algorithms for Oncogenetic
Trees (OTs) and mixtures of such. Given the small size of current and future data
sets, it is important to minimize the number of parameters of a model. For this reason,
also we focus on tree-based models and introduce Hidden-variable Oncogenetic Trees
(HOTs). In contrast to OTs, HOTs allow for errors in the data and thereby provide
more realistic modeling. We also design global structural EM algorithms for learning
HOTs and mixtures of HOTs (HOT-mixtures). The algorithms are global in the sense
that, during the M-step, they ﬁnd a structure that yields a global maximum of the
expected complete log-likelihood rather than merely one that improves it.
The algorithm for single HOTs performs very well on reasonable-sized data sets,
while that for HOT-mixtures requires data sets of sizes obtainable only with tomorrows
more cost eﬃcient technologies. To facilitate analysis of complex cytogenetic data sets
requiring more than one HOT, we devise a decomposition strategy based on Principal
Component Analysis and train parameters on a colon cancer data set. The method so
obtained is then successfully applied to kidney cancer.

1

Introduction

We view cells in cancer progression as progressing towards further malignancy by repeatedly
being exposed to genetic or epigenetic aberrations that up-regulate, down-regulate, or dysregulate pathways. Thus, cancer progression is viewed as a walk through a set of states, each
representing a set of aﬀected pathways and the type of alterations they have been subjected
to. This can be represented by a a progression graph, which is a directed graph where
the vertices are states and the arcs represent possible transitions between them. Although a
tumor is typically heterogeneous with respect to cell types, we make the common assumption
that it is homogeneous; a proper discussion of this subject lies outside the scope of this
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paper. Consider a situation where it is possible to repeatedly sample from the same tumor
of a mouse and identify the malign cell types. Clearly, this would provide a path through our
progression graph, and by concatenating paths obtained from diﬀerent mice having the same
cancer type the entire progression graph could conceivably be inferred. In this hypothetical
situation, transition probabilities could also be estimated, which would provide a Markov
chain. Unfortunately, the accessible biological samples typically do not comprise a time
series for each tumor, but are cross-sectional, i.e., a data set is a collection of tumors that
each have been removed from a diﬀerent diseased individual after diagnosis.
In the near future, multiple types of high throughput (HTP) data will be available for
large collections of tumors, providing great opportunities for state identiﬁcation, and thereby,
providing computational challenges for progression model inference. In this paper, we focus
on cytogenetic data for colon and kidney cancer, mostly due to the availability of cytogenetic
data for large numbers of tumors provided by the Mitelman database [17]. Rather than
attempting to ﬁnd a progression graph, we develop a tree-based model, since they have the
signiﬁcant advantage of having fewer parameters. It also turns out that these models allow
for eﬃcient algorithms. One of the main motivations for our models and inference methods
is that they enable analysis of future HTP-data, which most likely will require the ability to
handle large numbers of mutational events.

1.1

Mathematical models and algorithms

Vogelstein made a pioneering contribution to cancer research by proposing a path model
for colon cancer. Since then, numerous examples of narrative models, often depicted with
DAGs, e.g., [20], have been published. In an eﬀort to provide mathematical models of
cancer progression, Desper et al. [6] introduced the Oncogenetic Tree model where observable
variables corresponding to aberrations are associated with vertices of a tree. They then
proceeded to show that an algorithm based on Edmonds’s optimum branching algorithm
will, with high probability, correctly reconstruct an Oncogenetic Tree from suﬃciently long
series of data generated from it. In [7], another algorithm is described and shown to converge
to an Oncogenetic Tree that generates a distribution close to the one generated by the true
tree.
The Oncogenetic Tree model suﬀers from two problems: (1) monotonicity: an aberration
associated with a child cannot occur unless the aberration associated with its parent has
occurred, and (2) non-convergence: diﬀerent progression paths cannot converge on the same
aberration, as often is the case in tumor progression. In an attempt to remedy these problems,
the Network Aberration Model was proposed [12,18]. However, the computational problems
associated with these network models are hard; for instance, no eﬃcient EM algorithm for
training is yet known. In another attempt, Beerenwinkel et al. used mixtures of Oncogenetic
Trees to overcome the problem of non-convergence, but without removing the monotonicity
and only obtaining an algorithm with an EM-like structure, which has not been proved to
deliver a locally optimal maximum likelihood (ML) solution [1, 2, 19]. These mixture models
were originally developed to model HIV evolution and were only later applied to model
cancer progression.
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It is customary to distinguish between EM algorithms and generalized EM algorithms,
the diﬀerence being that in the M-step of the former, parameters are found that maximize
the expected complete log-likelihood, whereas in the latter, parameters are found that merely
improve it. As Friedman notes in his article on the Bayesian Structural EM algorithm [10],
the same distinction can be made regarding the maximization over structures. Clearly, it
would be convenient to use the same terminology for structural EM algorithms as for ordinary
EM algorithms. However, for structural EM algorithms, the distinction is often not made,
and even researchers that consider themselves experts in the ﬁeld seem to be unaware of it.
For this reason, we deﬁne global structural EM algorithms to be EM algorithms that in the
M-step ﬁnd a structure yielding a global maximum of the expected complete log-likelihood
(rather than merely improving the expected complete log-likelihood).
In the learning literature, there are several previous results on learning trees and global
structural EM algorithms. Chow and Lieu considered trees where the vertices were associated with observable variables and gave an eﬃcient algorithm for ﬁnding a globally optimal
ML solution [4]. Subsequently, Meila et al. presented a global structural EM algorithm for
ﬁnding the ML mixture of trees [16], as well as MAP solutions with respect to various priors.
Friedman et al. [11] described a global structural EM algorithm for phylogenetic trees. It
is interesting, in relation to the present result, to note that Friedman et al. consider phylogenetic trees, i.e., trees with observable variables associated to leaves and hidden variables
associated to the internal vertices, and where, moreover, a reversible probabilistic model
relates any pair of variables associated with neighboring vertices. Solving the maximum
spanning tree problem for a weighted graph is a main component of all these algorithms.
We present the Hidden-variable Oncogenetic Tree (HOT) model where a hidden and an
observable variable are associated with each vertex of a rooted directed tree. The value
of the hidden variable indicates whether the tumor progression has reached the vertex (a
value of one means that cancer progression has reached the vertex and zero that it has not),
while the value of the observable variable indicates whether a speciﬁc aberration has been
detected in HTP-data (a value of one represents detection and zero the opposite). This
interpretation provides several relations between the variables in a HOT that are speciﬁed in
the formal deﬁnition of our model. An asymmetric relation is required between the hidden
variables associated with the two endpoints of an arc of the directed tree. Because of the
asymmetry, the global structural EM algorithm that we derive for the HOT ML problem
can, in contrast to the above mentioned algorithms, not be based on a maximum spanning
tree algorithm, and is instead based on the optimal branching algorithm [3, 15, 21]. Having
so rectiﬁed the monotonicity problem, we proceed to obtain a model allowing for a higher
degree of convergence by introducing mixtures of HOTs (HOT-mixtures) and, in contrast to
Beerenwinkel et al., we derive a proper structural EM algorithm for training these.
We focus on tree models for two reasons: (1) there is a global structural EM algorithm
for inference from cross-sectional data and (2) tree models have few parameters. The latter
is very important due to the relatively small number of data points available, both in data
sets today and in those of the future, compared to the number of mutational events under
consideration. It has been observed that cancer progression paths can diverge as well as

3

converge. In one form of cancer two tumors having diﬀerent possibly disjoint sets of aberrations such as {1, 2} and {3, 4} may both obtain the aberration 5, i.e., they converge in
the sense that they both obtain the same aberration. It is also possible to have convergence
when two tumors with diﬀerent sets of aberrations both make transitions to the same set of
aberrations. Divergence is possible when two diﬀerent tumors having progressed along the
same path of states up to some point in the next step acquire diﬀerent aberrations. The underlying tree structure of a HOT allows for divergence and convergence, and HOT-mixtures
allow for convergence to an even greater extent. Again, in our HOT model, hidden variables
model the cancer progression and observable variables correspond to detection of progression
in data. So, in contrast to Oncogenetic trees and mixtures of such, HOTs and HOT-mixtures
can handle cases where in some tumors a subset of aberrations are undetected in HTP-data.
In Section 2, we show how to model cancer progression by using HOTs and HOTmixtures. In section 3, this modeling methodology is applied to cytogenetic copy number
aberration (CNA) data for colon and kidney cancer.

2

HOTs and the novel global structural EM algorithm

This section contains four subsections. In the ﬁrst, we introduce the HOT model and compare it to the OT model. Subsection 2.2 contains a description of our EM algorithm for
training HOTs. In subsection 2.3, we show how to compute certain probabilities that are
required during training. Finally, an EM algorithm for training HOT-mixtures is described
in subsection 2.4.

2.1

Hidden-variable Oncogenetic Trees

We will denote the set of observed data points D and an individual data point X. In
Section 3, we will apply our methods to CNA, i.e., a data point will be a set of observed
CNA, but in general, more complex events can be used.
A rooted directed tree T consists of a set of vertices, denoted V (T ) and a set of arcs
denoted A(T ). An arc u, v is directed from the vertex u called its tail towards the vertex v
called its head. If there is an arc with tail p and head u in a directed tree T , then p is called
the parent of u in T and denoted p(u) (the tree T will be clear from context).
An OT is a rooted directed tree where there is an aberration associated with each vertex
and a probability associated with each arc. One can view an OT as generating a set of aberrations by ﬁrst visiting the root and then continuing towards the leaves (preorder) visiting
each vertex with the probability of its incoming arc if the parent has been visited, and with
probability zero if the parent has not been visited. Finally, the result of the progression is
the set of aberrations associated with the visited vertices.
In Figure 1(b), an OT for CNA is depicted. It can generate the following sets of CNAs: ∅,
{−3p}, {−3p, −4p}, {−3p, +Xp}, {−3p, −4p, +Xp}, {+17q}, {−3p, +17q}, {−3p, −4p, +17q},
{−3p, +Xp, +17q}, and {−3p, −4p, +Xp, +17q} (all these aberrations are written in the
standard notation for CNAs in cytogenetic data, i.e., each represents a duplication (+) or
4
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Figure 1: (a) A rooted directed tree with the root at the top. All arcs are directed downwards,
i.e., away from the root. (b) An OT with probabilities associated with arcs and CNAs associated
with vertices. (c) A HOT with probabilities associated with arcs (indicating the probability that the
hidden variable associated with the head of the arc receives the value 1 conditioned that the hidden
variable associated with the tail has this value), and CNAs as well as probabilities associated with
vertices (indicating the probability that the observable variable associated with the vertex receives
the value 1 conditioned that the hidden variable associated with the vertex has received this value).
(d) A HOT-mixture consisting of two HOTs. The mixing probability for T1 is 0.7 and that for T2 is
0.3. So with probability 0.7 a synthetic tumor is generated from T1 and otherwise one is generated
from T2 .
deletion (-) of a speciﬁc chromosomal region). Notice that an aberration associated with
a vertex cannot occur unless the aberration associated with its parent has occurred. For
instance, the set {+Xp, +17q} cannot be generated by the OT in Figure 1(b). In a datamodeling context, this is highly undesirable, since data is typically noisy and whatever
mutational events we are modeling some of those that have occurred are likely to have gone
undetected. Our HOT model does not suﬀer from this problem.
A Hidden-variable Oncogenetic Tree (HOT) is a directed tree where there is an aberration
associated with each vertex and a probability associated with each arc, exactly as in a OT.
Moreover, in contrast to the OT, there is also a probability associated with each vertex. One
can view the HOT as generating data by ﬁrst allowing cancer progression to reach a subset of
the vertices of the tree, exactly as in an OT, i.e., based on the probabilities associated with the
arcs. In the HOT, however, an aberration associated with a vertex reached by the progression
process is not automatically generated, instead it is generated with the probability associated
with that vertex. As an example consider the HOT illustrated in Figure 1(c). The probability
that it generates the set {+Xp, +17q} is 0.25·0.8·0.5·0.1·0.25·0.8·(0.75+0.25·0.1) = 0.00155.
We will now give a formal deﬁnition of HOTs. Notice that the probabilities associated
with edges in the description above are the conditional probabilities in (4) and those associated with vertices are the conditional probabilities in (5). A Hidden-variable Oncogenetic
Tree (HOT) is a pair T = (T, Θ) where:
1. T is a rooted directed tree and Θ consists of two conditional probability distributions
(CPDs), θX (u) and θZ (u), for each vertex u;
5

2. two random variables are associated with each vertex u ∈ V (T ): an observable variable
X(u) and a hidden variable Z(u), each assuming the values 0 or 1,
3. the hidden variable associated with the root, Z(r), always assumes the value 1,
4. for each non-root vertex u of V (T ), θZ (u) is a conditional probability distribution on
Z(u) conditioned by Z(p(u)) satisfying Pr[Z(u) = 1|Z(p(u)) = 0] = 0, and
5. for each non-root vertex u of V (T ), θX (u) is a conditional probability distribution on
X(u) conditioned by Z(u) satisfying Pr[X(u) = 1|Z(u) = 0] = 0.
For practical reasons, in the implementation of the algorithm, we use the condition Pr[Z(u) =
1|Z(p(u)) = 0] = Z , where z is a small value, rather than the strict condition in (4). The
motivation is basically the same as for using so called pseudo-counts [8]. Namely, once a
parameter receives the value 0 in an EM algorithm for training, it will subsequently not be
changed. For modeling reasons, we use the condition Pr[X(u) = 1|Z(u) = 0] = X for some
small X rather than the condition stated in (5).
In Subsection 3, when modeling a collection of tumors represented by CNAs, we will
number the CNAs 1, . . . , n and also use these numbers to represent the non-root vertices,
and we will consider a CNA i to have happened if and only if X(i) = 1, i.e., the ﬁnal set of
aberrations generated is {i : X(i) = 1}.
It is also possible to have CPDs where X(u) and Z(u) depend on both X(p(u)) and
Z(p(u)) and even to let X(u) depend on all three of Z(u), X(p(u)), and Z(p(u)). We do
not cover these cases in the following text, but our arguments can easily be extended to also
cover these.

2.2

The novel global structural EM algorithm for HOTs

When viewing probabilistic models as generating data, the model-training problem can be
cast as an optimization problem where the goal is to ﬁnd the maximum likelihood solution,
i.e., the model that with the highest probability generates the observed data. This optimization problem is often solved using an Expectation Maximization (EM) algorithm [5], which
is not guaranteed to deliver a globally optimal solution but used to obtain locally optimal
ones.
The EM theory shows that given a current solution, another solution with higher likelihood can be found by maximizing the so-called expected complete log-likelihood or the
Q-term. Friedman et al. [11] extended the use of EM algorithms from the standard parameter estimation to also ﬁnding an optimal structure. In their case, the probabilistic model
was reversible which makes it possible to maximize the expected complete likelihood over
all trees, using a maximum spanning tree algorithm. In our case, the pair-wise relations between hidden variables are asymmetric. However, as shown below, the maximization of the
expected complete log-likelihood can in our case be solved using Edmonds’s optimal branching algorithm. Tarjan’s variation of Edmonds’s algorithm runs in quadratic time [3, 15, 21].

6

The weighted expected complete log-likelihood function will be useful when treating
HOT-mixtures. We introduce it already here and also show how to maximize it. The
expected complete log-likelihood of a HOT T  with respect to another HOT T , weighted by
a function f , and with our observed variables as parameters, is deﬁned as

Qf (T  ; T ) =
f (X)Pr[Z|X, T ] log Pr[Z, X|T  ].
(1)
X∈D Z

We now show that if f can be evaluated in constant time, then the HOT T  that maximizes (1) can be found in time O(n2 ), where n is the number of aberrations or vertices.
Following the standard derivation of an EM algorithm, it can be shown that Qf (T  ; T )
equals




u,v∈A(T  )

+





f (X)Pr[Z(v) = a, Z(u) = b|X, T ] log Pr[Z(v) = a|Z(u) = b, θZ (u)]

a,b∈{0,1} X∈D






f (X)Pr[Z(v) = a|X, T ] log Pr[X(v) = σ|Z(v) = a, θX
(u)].

u,v∈A(T ) σ,a∈{0,1} X∈D:X(u)=σ

As long as the directed tree T  is ﬁxed, the standard EM methodology (see for instance [8])
can be used to ﬁnd the Θ that maximizes Qf (T  , Θ ; T ), as follows. First, let

Au (a, b) =
f (X)Pr[Z(u) = a, Z(p (u)) = b|X, T ]
(2)
X∈D

and

Bu (σ, a) =



f (X)Pr[Z(u) = a|X, T ].

(3)

X∈D:X(u)=σ

Then the Θ that for a ﬁxed T  maximizes Qf (T  ; T ) (i.e. Qf (T  , Θ ; T )) is given by letting

Pr[Z(u) = a|Z(p (u)) = b, θZ (u)] = Au (a, b)/(
Au (a, b))
a∈{0,1}

and

Pr[X(u) = σ|Z(u) = a, θZ (u)] = Bu (σ, a)/(



Bu (σ, a)).

σ∈{0,1}

In the next Section 2.3, we will describe how the probabilities on the right hand sides of (2)
and (3) can be computed. The time required for computing all such probabilities will turn
out to be no more than O(|D| · n2 ), where n is the number of aberrations.
For each arc p, u of T  , using the CPDs deﬁned above, we deﬁne the weight of the arc,
speciﬁc to this tree to be
 
f (X)Pr[Z(u) = a, Z(p (u)) = b|X, T ] log Pr[Z(u) = a|Z(p (u)) = b, θZ (u)]
a,b∈{0,1} X∈D

+

 


f (X)Pr[Z(u) = a|X, T ] log Pr[X(u)|Z(u) = a, θX
(u)].

b∈{0,1} X∈D
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We now make two important observations from which it follows how to maximize the
weighted expected complete log-likelihood over all directed trees. First, notice that if two
directed trees T  and T  have a common arc p, u, then this arc has the same weight in
these two trees. This allows us to deﬁne a complete directed and arc-weighted graph D (i.e.,
a combinatorial structure with a set of vertices and an arc in each direction between any
two vertices) with the same vertex set as the tree T , and deﬁne the weight of the arc u, v
in this directed graph to be the same as in any directed tree containing the arc.
An optimal arborescence of a directed graph is a rooted directed tree on the same set of
vertices as the directed graph that has exactly one directed path from one speciﬁc vertex
called the root to any other vertex and, moreover, has maximum arc weight sum among
all such rooted directed trees. Now we are in position to conclude that Edmonds’s optimal
branching algorithm (of which a variation can produce an optimal arborescence) can be used
to maximize the weighted expected complete log-likelihood. For any branching T  of D, the
sum of the weights of its arcs equals by construction the maximum value of Qf (T  , Θ ; T )
for any Θ . From this follows that, a (spanning) directed tree T  is an optimal branching
of D if and only if T  maximize the Qf term. So applying Tarjan’s variation of Edmonds’s
algorithm [3, 15, 21] to D gives the desired directed tree. In the next subsection, we show
how to compute the probabilities required in (2) and (3), thereby, complete the description
of our model-training algorithm for HOTs.

2.3

Computing the required probabilities

The most basic computation for a HOT T = (T, Θ) is computing the probability that an
observation X is generated from T , i.e., Pr[X|T ]. This probability as well as the probabilities
Pr[Z(u) = a, X|T ] and Pr[Z(u) = a, Z(p(u)) = b, X|T ] can be computed in linear time
using dynamic programming, i.e., a procedure very similar to the pruning algorithm used to
compute likelihoods of phylogenetic trees [9]. Doing so for all vertices u can, hence, be done in
time O(n2 ). Using the above probabilities, we can in linear time compute Pr[Z(u) = a|X, T ]
and Pr[Z(u) = a, Z(p(u)) = b|X, T ] for all vertices u. Finally, using the so computed
probabilities, the probability Pr[Z(u) = a, Z(v) = b|X, T ] can then be computed using
techniques analogous to those appearing in [11].

2.4

HOT-mixtures

In the previous section, we considered a HOT T = (T, Θ). We will now extend the model
to HOT-mixtures by including an initial random choice of one out of several HOTs and
letting the ﬁnal outcome be generated by the chosen HOT. We will also obtain an EM based
model-training algorithm for HOT-mixtures by showing how to optimize expected complete
log-likelihoods for HOT-mixtures. Formally, we will use k HOTs T1 , . . . , Tk and a random
mixing variable I taking on values in 1, . . . , k. The probability that I gets the value i is
denoted λi and λ = (λ1 , . . . , λk ) is a vector of parameters of the model, in addition to those
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of the HOTs (λ1 , . . . , λk are constrained to sum to 1). The following notation is convenient
λi Pr[X|Ti ]
.
j∈[k] λj Pr[X|Tj ]

γi (X) = Pr[I = i|X, M ] = 

For a HOT-mixture, the expected complete log-likelihood can be expressed as follows

Pr[Z, I|X, M ] log Pr[Z, I, X|M  ].

(4)

X∈D Z,I

Using standard EM methodology, it is possible to show that (4) can be maximized by
independently maximizing

γi (X) log(λi )
(5)
i∈[k] X∈D

and, for each i = 1, . . . , k, maximizing

Pr[Z|X, Ti ]γi (X) log(Pr[Z, X|Ti ])

(6)

X∈D Z

Finding a λ = λ1 , . . . , λk maximizing (5) is straightforward (see for instance [8]) and, for
each i = 1, . . . , k, ﬁnding a Ti maximizing (6) can be done as described in the previous
subsections.

3

Results

In this section, we report results obtained by applying our algorithms to synthetic data as
well as cytogenetic cancer data. For ease of notation, we will denote the parameters of the
model as follows:
pz (u) = Pr[Z(u) = 1|Z(p(u)) = 1]
px (u) = Pr[X(u) = 1|Z(u) = 1]
ez (u) = Pr[Z(u) = 1|Z(p(u)) = 0]
ex (u) = Pr[X(u) = 1|Z(u) = 0].
We will collectively call the three parameters, (1 − px ), ez , and ex , the error parameters.
In the standard version of the EM algorithm, four parameters are associated with each
edge of a HOT. In order to reduce the total number of parameters, it is possible to let some
of the four parameters be global instead. For example, in the case of ex , this means that
we would require that ex (u) = ex (u ) for all pairs of vertices u and u . Ideally, we would
like to let all the error parameters be global. However, for technical reasons, requiring that
ez be global makes it impossible to derive an EM algorithm. Therefore, we will distinguish
between two diﬀerent versions of the algorithm: one with free parameters and one with global
9
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Figure 2: Histograms showing the mean percentage of edges that were correctly recovered
by the algorithm for the free parameter case together with errorbars showing one standard
deviation.
parameters. The free parameter version then corresponds to the standard EM algorithm,
while the global parameter version corresponds to letting (1 − px ) and ex be global. When
evaluating the global parameter version of the algorithm using synthetic data, we will follow
the convention of letting all three error parameters be global when generating data.
Other conventions used for all the tests described here include the following. Unless
stated otherwise, we enforce an upper limit of 0.5 on ez and ex . Also, when running the
algorithm on a dataset, we ﬁrst run the algorithm on a set of randomly generated start
HOTs or start HOT-mixtures for 10 iterations. The HOT or HOT-mixture that resulted in
the best likelihood is then run until convergence. Unless stated otherwise, the number of
start trees or mixtures is 100.
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Figure 3: Histograms showing the mean percentage of edges that were correctly recovered
by the algorithm for the global parameter case together with errorbars showing one standard
deviation.
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3.1
3.1.1

Tests on Synthetic Datasets
Single HOTs

In order to test the algorithm’s ability to recover a HOT from data, we generated random
HOTs with diﬀerent sizes and parameters. We then generated data from these HOTs and
attempted to recover the HOTs using the hotmix algorithm. The sizes of the HOTs were
ﬁxed at 10, 25, and 40 vertices. The parameters on the edges, i.e., the probabilities pz , px ,
ez , and ex , were chosen uniformly in the intervals
pz ∈ [0.1, 1.0],
(1 − px ), ex , ez ∈ [0.01, q],

(7)
(8)

where q ∈ {0.05, 0.10, 0.25, 0.50}. For each combination of possible sizes and values for q,
100 HOTs were generated for a total of 3 × 4 × 100 = 1200 HOTs. Data was generated
from each HOT with 100, 500, 2000, and 5000 datapoints. Each dataset was then passed to
the algorithm and the resulting HOT was compared to the original HOT. The result of this
comparison can be seen in Figure 2. An edge of the original HOT connecting one speciﬁc
aberration to another is considered to have been correctly recovered if the HOT obtained
from the algorithm connects the same two aberrations in the same direction.
We also tested how the reduction of parameters aﬀected the results by generating HOTs
with global error parameters. This is the so-called “global parameters” case as described
in the introduction. We then applied the relevant version of the algorithm, and the results
can be seen in Figure 3. As shown by the ﬁgures, there is a slight improvement when the
number of parameters is reduced.
We also compared the performance of our algorithms with that of Mtreemix by Beerenwinkel et al [2]. The generated data from our single HOTs were passed to Mtreemix and the
same criteria as above were used to detect correctly recovered edges (no special options were
set when running Mtreemix on data generated with global parameters since no distinction
between global and free parameters can be made on oncogenetic trees) Figure 4 and 5 show
the results. As can be seen, Mtreemix outperforms our methods when the HOTs and the
error parameters are small, and our algorithms outperform Mtreemix signiﬁcantly as the
HOTs or error parameters become larger.
3.1.2

HOT Mixtures

We also tested the ability of the algorithm to recover a mixture of two HOTs. The sizes
of the HOTs were set at either 10 or 25 vertices (i.e. a total of 18 or 48 edges). The error
parameters, which were global, were chosen randomly from a uniform distribution on the
interval [0.01, q] where q ∈ {0.05, 0.10, 0.25}. Three diﬀerent mixture distributions on the
HOTs were also tested.
When measuring the number of correctly recovered edges, the following procedure was
used. Each HOT produced from the algorithm was compared to each HOT from which the
data was generated, and the number of correctly recovered edges was noted. The best way
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Figure 4: Histograms showing the mean percentage of edges that were correctly recovered by
Mtreemix together with errorbars showing one standard deviation. The data was the same
as those used in Figure 2.

13

Error params in [0.01, 0.05]

Error params in [0.01, 0.10]

1
10 vertices
25 vertices
40 vertices

0.8
% recovered edges

% recovered edges

0.8

1

0.6
0.4
0.2

10 vertices
25 vertices
40 vertices

0.6
0.4
0.2

0

0
100

500
2000
data size

5000

100

Error params in [0.01, 0.25]
1
10 vertices
25 vertices
40 vertices

0.8
% recovered edges

% recovered edges

5000

Error params in [0.01, 0.50]

1
0.8

500
2000
data size

0.6
0.4
0.2

10 vertices
25 vertices
40 vertices

0.6
0.4
0.2

0

0
100

500
2000
data size

5000

100

500
2000
data size

5000

Figure 5: Histograms showing the mean percentage of edges that were correctly recovered by
Mtreemix together with errorbars showing one standard deviation. The data was the same
as those used in Figure 3.
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Figure 6: Histograms showing the mean percentage of edges that were correctly recovered for
mixtures of two HOTs with 10 vertices each. The errorbars indicate one standard deviation.
Each bar represents 100 mixtures.
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Figure 7: Histograms showing the mean percentage of edges that were correctly recovered for
mixtures of two HOTs with 25 vertices each. The errorbars indicate one standard deviation.
Each bar represents 100 mixtures.
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Figure 8: HOTs obtained from RCC data. (a) shows an adapted version of the pathways for
CC data published in [13]. (b) is a ﬁgure adapted from [14] showing the pathways obtained from
statistical analysis of RCC data. (c) and (d) are the HOTs we obtained from the RCC data using
only aberrations on the left and right pathways in (b), respectively.

of matching the two HOTs produced from the algorithm with the two original HOTs was
then determined. The result can be seen in Figure 6 and 7.
For the case with 25 vertices, two features can clearly be distinguished: the results
improve as the size of the data increases, and the algorithm performs better when the HOTs
have equal probability in the mixture.

3.2

Tests on Cancer Data

Our cytogenetic data for colon (CC) and kidney (RCC) cancer consist of 512 and 998 tumors,
respectively. The data consist of measurements on 41 common aberrations (18 gains, 23
losses) for CC and 28 (13 gains, 15 losses) for RCC. The data have previously been analyzed
in [13] and [14] resulting in suggested pathways of progression. These analyses were based on
Principal Component Analysis (PCA) performed on correlations between aberrations and a
statistical measure called time of occurrence (TO) that is a measure on how early or late
an aberration occurs during progression. The aberrations were then clustered based on the
PCA and each cluster was manually formed into a pathway (based on PCA and TO). One
advantage of our approach is that we are able to replace the manual curation by automated
computational steps. Another advantage is that our models assign probabilities to data and
the diﬀerent models can therefore be compared objectively.
We expect the parameters ez (u) = Pr[Z(u) = 1|Z(p(u)) = 0] and ex (u) = Pr[X(u) =
1|Z(u) = 0] to be small in real data. We obtained the n most correlated aberrations in
our CC data, for n ∈ {4, . . . , 11}, and tested diﬀerent upper limits on ez and ex . The best
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correspondence to previously published analyses of the data was found when ez (u) ≤ 0.25
and ex (u) ≤ 0.01 with the number of bad edges given in the table below. A bad edge is one
that contradicts the partial ordering given by the pathways described in [13], of which the
relevant part is shown in the Figure 8(a).
size
bad edges

4
0

5
0

6
0

7
0

8
2

9
2

10 11
3 2

Having found upper limits that work well on the CC data, we applied the algorithm with
these upper bounds to the RCC data. The earlier analyses in [14] strongly suggests that two
HOTs are required to model the RCC data. Given that our mixture model, from synthetic
data tests, appears to require substantially more data points to recover the underlying HOTs
in a satisfactory manner, we used the results of the analysis in [14] to divide the aberrations
into two (overlapping) clusters for which we created HOTs separately. These HOTs can be
seen in Figure 8(c) and 8(d) and they show very good agreement to the pathways from [14]
shown in Figure 8(b). For instance, each root-to-leaf path in the HOT of Figure 8(c) agrees
perfectly with the pathway shown in Figure 8(b).
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