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Abstract

The subject of this thesis is teleoperation, and especially teleoperation
with demanding time constraints due to significant dynamics inherent in the
task. A comprehensive background is given, describing many aspects of tele-
operation, from history and applications to operator interface hardware and
relevant control theory concepts. Then follows a presentation of the research
done by the author.

Two prototypical highly dynamic teleoperation tasks have been attempted:
high speed driving, and ball catching. Systems have been developed for both,
employing operator interfaces tailored to facilitate perception of the remote
scene and including assistive features to promote successful task completion
within the required time frame. Prediction of the state at the remote site as
well as of operator action has been applied to address the problem of delays
arising when using the Internet as the communication channel.
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Sammanfattning

Detta arbete handlar om teleoperation, som skulle kunna översättas med
fjärrstyrning, och speciellt sådan som ställer stränga tidskrav på grund av att
uppgiftens natur inbegriper en avsevärd dynamik. Först ges en bred bakgrund
där många aspekter av teleoperation belyses, från dess historia och använd-
ningsområden till hårdvara för användargränssnitt och relevant reglerteori.
Sedan följer en presentation av författarens forskning på området.

Två prototypuppgifter har använts, som båda involverar snabba dynamis-
ka förlopp: styrning av en mobil robot i hög hastighet och fångst av kastade
bollar i luften. Teleoperationssystem har utvecklats för båda uppgifterna. An-
vändargränssnit har skräddarsytts för att göra det lättare för operatören att
uppfatta vad som händer med och omkring den styrda roboten, och aktiva
hjälpmedel har byggts in för att ge större möjligheter att fullgöra uppgiften på
tillgänglig tid. Modellering och prediktion av roboten och dess omgivning, men
också av operatörens kommandon, har använts för att lösa de fördröjnings-
problem som uppstår när internet används som kommunikationsmedium.
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Chapter 1

Introduction

Teleoperation, i.e. using a machine to physically perform actions controlled by a
human operator at a different location (Figure 1.1), has been studied for a long time,
at least since World War II when it was used for handling nuclear material (Goertz,
1954). Other applications, apart from the handling of dangerous materials, include
space telerobotics, as popularly exemplified by the NASA Mars Rover program,
and telesurgery where the surgeon and patient might be on separate continents.

Traditionally, delays in command and control systems have been handled by
predictive methods (Åström and Wittenmark, 1995) or through increased autonomy
— i.e. higher level control. Large communication delays are unavoidable when the
robot is located on a remote planet, but delays can also be caused by imperfections
in the communication channel. This is the case when using the Internet as the
teleoperation medium like the teleoperation systems presented in this thesis do.

The main question addressed in research presented here is how teleoperation can
be performed in the presence of significant dynamics as related to the communica-
tion delay in the system. I.e., how can teleoperation tasks be handled, for which
the operator has to react to changes in the feedback from the remote end of the
system on the same timescale as that of the communication delay? Put in another

Figure 1.1: Teleoperation.
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Figure 1.2: Simplified representation of teleoperation for a highly dynamic task
(ball catching) using prediction to compensate for communication delay.

way, the situation dealt with is when the time delay Td is significant compared to a
time Tp characteristic to the dynamics of the remote robot process. In fact, delays
may not only exist in the teleoperation system. There is also the related case of
delays being biological, as human reaction times can be significant for some tasks.

Since teleoperation systems include a control loop closed over the human op-
erator and the communication delay, any such delay may cause instability and/or
decreased performance. However, the requirements of a highly dynamic task limit
the tolerable amount of performance degradation. The challenge, therefore, is one
of achieving adequate performance while still maintaining system stability. Few
studies have considered teleoperation in the presence of significant dynamics.

Two significantly dynamic remote robot processes are used in this work to study
the problem: high speed mobile robot driving and robotic ball catching, both of
which have been teleoperated over IP networks. In a regular indoor environment,
the flight time of a thrown ball is maximum 600-1000 ms. If we consider teleoperated
catching over the Internet from one continent to another, the time delay could easily
be 200 ms, which is on the order of 20-35% of the overall flying time.

The goal has been to make the communication delay as transparent as possible
to the operator, so that it ideally will not be noticed at all. To achieve this the
operator has been presented with a virtual reality (VR) graphic display, together
with audio and haptic (force) feedback, all using prediction of the robot and its
environment to bridge the delay. Combined in a novel fashion with a modified
Smith predictor controller structure (see Sections 3.1 and 4.1), this can show the
situation at the robot site before real-time to the operator. Thus, provided there
are good enough models of the robot and its environment, the communication delay
can be canceled as in Figure 1.2.

This teleoperation scheme can be used whenever there is significant dynamics,
and the robot, as well as the significantly dynamic parts of its environment, can
be modeled. Possible applications can be found in remote control of ground and
aerial vehicles, and teleoperated grabbing of objects in space, e.g. satellites in need
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of repair (even though contact forces are not treated in this work and will pose
additional problems due to their almost instantaneous onset). A related area of
application is that of Internet enabled computer games, where, even though remote
processes are confined to a virtual world, stochastic network delays pose the the
same kind of problems as for physical teleoperation.

To further enhance the predictive capability of teleoperation systems, modeling
of the operator input has been investigated (Section 4.1.1). This was also tested in
conjunction with adding some autonomy to the robot to aid the operator in com-
pleting the task, in this case ball catching. An important question is how increasing
the degree of robot autonomy can be used as a means of handling increasing com-
munication delays. It is also of interest to study the influence on task performance
of more efficient operator embedding in the remote scene using different feedback
modalities such as stereo vision, haptics, and audio feedback (Section 2.2).

1.1 Outline of the thesis

After this brief introduction follows a more thorough description of the background
of this work in Chapter 2: Background. It contains a review of some important con-
cepts in teleoperation, after which follows several subsections dealing with different
aspects of the field. Section 2.1 gives a mostly chronological historical account of
the history of teleoperation from early mechanically mediated short range systems,
over tethered deep-sea vehicles controlled from the surface, to present transatlantic
surgical procedures.

A presentation of devices used for teleoperation operator interfaces (see Fig-
ure 1.3) is given in Section 2.2. The utility of establishing several sensory channels
of communication between the machine and its human operator is also discussed
here, along with the implications of how the brain interprets and integrates infor-
mation available from different sources.

Section 2.3 is a walk-through of some control theory concepts relevant to tele-
operation. It presents a view of stability and passivity using ideas from network
theory, and how stability can been ensured by observing and enforcing passivity
criteria in the time domain. Passivity can also be guaranteed by transformation
of force and velocity information subject to communication delays into so called
wave variables, explained in their own subsection. The Smith predictor controller
structure for handling communication delays is also described.

Previous work on catching or other interception of flying objects is reviewed in
Section 2.4. Different catching strategies are identified and some human motion
characteristics pointed out. Automated catching systems designed from the 1980’s
until present are compared in terms of function and use of highly specialized or
custom-built components.

The last section of the Background chapter deals with space telerobotics. Im-
pressive work on teleoperation with unavoidable time delays has been done in this
context, and some of the most prominent project examples are visited in Section 2.5.
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Figure 1.3: The author using interface devices among those described in Section 2.2:
A 3D stereo graphics rendering with a CRT screen and shutter glasses, a mechanical
force feedback device, and a speaker for audio feedback.

a b

Figure 1.4: VR renderings from the stereovision 3D graphical operator interface of
the driving (a) and catching (b) experimental systems used in this work.

Concerned with a range from the supervisory, sequence based control of the NASA
Mars rover missions, to the direct teleoperation of robot arms on the exterior of
the International Space Station, these projects have all been on the forefront of
inventing and using new technologies.

Next, one chapter each is devoted to the two constructed demonstrator teleop-
eration systems: Chapter 3 about the remote robot driving system (Figure 1.4a),
and Chapter 4 about the teleoperated catching system(Figure 1.4b). Each de-
scribes the control model, operator interface, and software implementation of the
corresponding system in separate sections. Chapter 3 also has a section on obsta-
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cle avoidance force generation and is concluded with some early results and future
directions for remote driving. Chapter 4 includes a subsection on operator input
modeling, a subject elaborated on in conjunction with the description of four dif-
ferent teleoperated catching experiments, each in its own section. The experiments
have been performed in succession, the design of each but the first depending on
the results of the previous one. Methods for input prediction, intent detection, and
automatic catching assistance that have been developed incrementally along with
the experiments are described in the same fashion.

Experiment 1 is a first one-subject study, designed to collect user data to
examine the possibilities for applying human motion models to operator input.
It was done without the physical robot, which was instead simulated in the user
interface computer, but used authentic prerecorded ball flight measurement data.

Experiment 2 was also performed in simulation, but with ten different sub-
jects, and two separate operator interface hardware setups.

Experiment 3 included 25 subjects who controlled the real robot. On-line op-
erator input prediction and autonomous catching assistance were tested and results
compared to those from using unmodified operator commands.

Experiment 4 was a variation of Experiment 3, with ten subjects who where
informed about how and when they could expect automatic assistance.

Conclusions from all four experiments are collected at the end of Chapter 4,
which is followed by a summary of the thesis in Chapter 5.

1.2 List of publications

The work presented here has been the subject of several previously published pa-
pers:

• Design of a Control Strategy for Teleoperation of a Platform with Significant
Dynamics, presented at IROS 2006 in Beijing, China, deals primarily with
the remote driving system (Bratt et al., 2006).

• Minimum Jerk Based Prediction of User Actions for a Ball Catching Task,
presented at IROS 2007 in San Diego, California, describes the teleoperated
catching system, as well as Experiment 1 (Bratt et al., 2007).

• Teleoperation for a ball-catching task with significant dynamics is an invited
journal paper that appeared in Neural Networks and includes accounts of
Experiments 2 to 4 (Smith et al., 2008).





Chapter 2

Background

There are several basic reasons to motivate the construction of teleoperation sys-
tems, the original, and still common, being to avoid putting the operator in a hostile
environment such as a radioactive cell. Other applications that (at least partly)
fall into this category are toxic waste cleanup, search and rescue missions, mining,
military reconnaissance, and deep sea or space exploration.

Especially the latter of these can also be categorized in a second group: tele-
operation for overcoming distance, where saving travel time and effort is the main
motivation. In addition to the extreme case of space exploration, current examples
include systems that project medical expertise for diagnosis or surgery, and there is
also interest from the e.g. forestry industry to introduce machines like teleoperated
harvesters to reduce the need for human operators in remote locations. Teleoper-
ation for gathering knowledge without having to go to a distant site can be useful
both for scientific exploration and for students.

Sometimes the utility of teleoperation lies, not in the distance overcome, but
in the conversion of scale. That is the case for systems designed for manipulating
very small objects, such as protein crystals. Widespread use is anticipated in the
area of Microelectromechanical systems (MEMS) and nano-robotics.

All of the systems above can also incorporate features to augment human capa-
bilities (some most definitely have to). Obviously, the remote part can be stronger,
faster and/or more accurate than a human, and it can also have sensors that sur-
pass what is naturally available to a human. Even so, if the system does not include
transfer across space or scale as an essential characteristic, it hardly qualifies for
the term teleoperation.

A fourth category, however, could be entertainment. Teleoperators exist that
serve no other purpose than being fun to use and watch. A well known exam-
ple is provided by radio controlled models, but technological development, like the
widespread availability of Internet connectivity, enables more advanced use of tele-
operation for entertainment. Teleoperation, as well as robotics in general, can be
expected to find new markets in this area as prices of the technology drop. Enter-

7
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tainment can also be combined with education as implied by the word ‘edutainment’.

All teleoperation involves transformation of motion at the operator site to the
remote site. Transformations may occur across:

• Distance. In teleoperation there is always the need to transfer actions across
space.

• Scale. Transformation across scales are not trivial, because physical proper-
ties scale differently. Mass scales as linear dimensions cubed, whereas forces
often scale as surface or cross-sectional area, i.e. linear dimension squared.
Comparing a the locomotion systems of ants and elephants is enough to real-
ize that teleoperation to microscopic (or macroscopic) scale opens up a whole
new world.

• Time. Communication delays may be large in the context of the local and
remote dynamics, and must be handled.

• Kinematic structures. The arrangement of joints and links of a remote robot
is most often not the same as that of the mechanical operator interface device.
This necessitates coordinate transformations from the joint angles of one to
the other, perhaps via Cartesian coordinates.

How these transformations are realized varies between implementations, and the
challenge lies in maximizing the usefulness of the resulting system.

Regardless of the transformations at play, it can be useful to feed motion infor-
mation back from the robot at the remote site to simulate a mechanical link with
the operator interface, in what is popularly known as force feedback. It may be im-
plemented by sending velocity data from the operator interface, and receiving and
displaying the resulting force data from the robot, but the opposite (sending force
and receiving position), as well as other variants, are also possible depending on the
used hardware. A simulated mechanical link lets the operator feel the mechanical
properties of the remote environment. This is called haptics and is discussed in
Section 2.2.1. However, it also creates a port allowing energy interchange between
the two endpoints of the system, and brings about issues of stability. If the system
is not passive, i.e. if it adds net energy because of e.g. unhandled communication
delays, it might become unstable (see Section 2.3.2).

Teleoperation links are subject to distortion of different kinds. Communication
delay is one common distortion, and it derives from two main sources: the limitation
of the speed of light, and processing delays. For earthbound communication the
latter often dominates, as the round trip time even intercontinentally at the speed
of light is only on the order of 50 milliseconds. As a reference, Internet round-trip
delay times between Europe and North America are typically around 150-200 ms
according to Niemeyer and Slotine (2001), and vary in an unpredictable way, which
causes additional problems. Communication using satellites in geostationary orbit
(half a second round-trip based on the speed of light), and teleoperation across even
larger distances than that, for space missions, is where processing delays become



9

Figure 2.1: Diagram of the Earth and the Moon to scale, with one-way communi-
cation distances shown for intercontinental (shortest), geostationary satellite medi-
ated, and lunar (longest) teleoperation.

less important. For example the lightspeed round-trip delay to the Moon is about
2.5 seconds. See also Figure 2.1.

Digital processing implies measuring system variables such as force and position
at discrete points in time, sampling, which constitutes another form of distortion.
Compared to the original continuous signal, the sampled version can be considered
delayed, since each sample is used until the next becomes available as seen in Fig-
ure 2.2. Like communication delays this can be the source of instability. Sampling
also misses high frequency features and can even produce spurious signals in their
presence, a phenomenon known as aliasing.

Model inaccuracies constitute another form of distortion, as does limited preci-
sion in computer calculations. Other distortion is caused by imperfections of the
sensors and actuators used. All sensors are affected by noise, and actuators have
limited performance such as maximum sustainable forces and velocities.

In the feedback control context of a teleoperation system, care must be taken
so that the distortion present does not cause instability.

The operator interface must include means for the operator to receive feedback in-
formation about what happens at the remote site. Haptic information as mentioned
above is one sensory modality, and others include vision, as mediated by video im-

time [sampling intervals]

Figure 2.2: Sampling. When the original signal (dotted) is sampled (solid) an
average delay of half a sampling interval is introduced, so that the sampled signal
approximates a delayed version (dashed) of the original.
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ages or virtual reality graphic renderings, and auditory feedback. The information
collected from remote sensors and brought back to the operator, if sufficiently rich
and multimodal, can serve to give a sense of presence at the remote site, hence the
word telepresence. The sensory information flow directed toward the operator is
complemented by the flow of action commands in the opposite direction, providing
a means of projecting human intelligence across distances.

The form of action commands is another matter of interest. In their most basic
form they are e.g. position or velocity measurements (one for each teleoperated
degree of freedom, DOF) sent from the master of the operator interface for the
slave at the remote site to mimic. Six parameters, or DOFs, minimum are needed
to specify position and orientation of a rigid body, which is why robots need at
least six joints to be able to control position and orientation of the end effector.

This is called master/slave or direct teleoperation. Sometimes it is preferable to
use a higher abstraction level for the commands, which can then take the form of
prerecorded action sequences to be carried out remotely, or goal oriented commands
like ‘pick up object’. The latter, where the details on how to reach the goal are
entrusted the remote system that accordingly is given some autonomy, is known as
supervisory control. The corresponding field is is often called telerobotics, because
of the lack of direct control and the remote systems working as autonomous robots
between receiving commands. An example is provided by the NASA Mars rover
projects, as further described in Section 2.5. In their case the supervisory control
scheme is of course motivated by large distance and consequent round-trip delays
on the order of twenty minutes depending on the position of the planet along its
orbit.

An interesting possibility is to mix direct and supervisory control concurrently
in the same system. For example one spatial degree of freedom can be controlled
autonomously while others are under direct control by the operator. Such a scheme
is called shared control.

2.1 Teleoperation history

Even though simple tools like tongs or even sticks, used by humans since prehistoric
times, can be thought of as limited teleoperators for short distances, the real history
of teleoperation begins in the 1940s. In the US nuclear weapons project, there
was a need for precision handling radioactive materials, and protective clothing
was not enough to block the lethal levels of radiation. The solution was purely
mechanical teleoperation systems developed by Raymond Goertz (1952, 1954), that
allowed an operator located a few meters away to control a slave manipulator inside
shielded workcell. Haptic feedback was provided by the physical coupling between
the master and slave devices, as well as visually through a one meter thick quartz
window (Hannaford, 2000). For a thorough review see the work of Vertut and
Coiffet (1985), the former of whom constructed similar systems from the 1950s.

Mechanical teleoperation used metal cables or tapes and intricate systems of
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Figure 2.3: The Surveyor Lunar Rover Vehicle (SLRV) from 1964. Courtesy
NASA/JPL-Caltech.

pulleys for mediating control over the slave. Master and slave were kinematically
equivalent, so that the slave could replicate the master joint motion (or vice versa!)
to achieve the same end effector motion in Cartesian space without any transfor-
mations except for the displacement.

Soon servomotors were introduced (Goertz and Thompson, 1954; Goertz et al.,
1961) to make teleoperation across larger distances possible. This called for sensing
the motion of the master and electrically sending the values to the motors. Hap-
tic feedback was lost, and the direct visual feedback was replaced by TV images.
Operators complained about not being able to feel the remote environment, and
already during the 1950s electrically mediated haptic feedback was added, using
motors also on the master side. Mosher and Wendel (1960) constructed a system
with force feedback on all six degrees of freedom.

With the possibility to extend teleoperation distances drastically, and the use
of teleoperation during the space race of the 1960s (Figure 2.3 shows a prototype
teleoperated lunar rover), came the issue of handling delays. Sheridan and Ferrell
(1963) investigated the effect of delay on teleoperation, and found that the strategy
adapted by operators to handle delay was one of “move-and-wait” (Ferrell, 1965).
The destabilizing consequences of delay for teleoperation with haptic feedback was
studied early by Ferrell (1966).

The 1960s also saw significant development in teleoperated underwater vehicles,
driven by military interests as well as the oil industry. An early example was CURV
platform (Figure 2.4) of the US navy, designed for tasks such as recovering torpedos
during training (Johnsen and Corliss, 1967). In 1966 it successfully recovered a
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Figure 2.4: CURV (Cable-controlled Underwater Recovery Vehicle) developed by
the US navy in the 1960s. Courtesy Space and Naval Warfare Systems Center San
Diego.

hydrogen bomb dropped off the Spanish coast. Submarine teleoperation was also
used for deploying ocean floor telecommunications cabling.

As space missions extended further into space and to the Moon, the need to
cope with large delays in teleoperation became more urgent. Supervisory control
was proposed by Ferrell and Sheridan (1967) and with the availability of smaller
and more efficient computers in the 1970s became increasingly useful (Sheridan and
Ferrell, 1974; Sheridan and Johannsen, 1976). Shared control was introduced later
(Bejczy and Kim, 1990). (Even higher level supervisory control has been used in
response to the much longer delays of Martian telerobotics by NASA, in 1990s and
2000s; see Section 2.5.)

Increasing computing power also enabled the use of realtime coordinate trans-
formations between master and slave, allowing completely different kinematic struc-
tures to be connected by a teleoperation link (Whitney, 1969; Bejczy, 1980).

In the 1980s, space teleoperation lost attention as the US space program fo-
cused on manned space shuttle missions, but was at the center of interest again
for the Mars missions in the 1990s. Development of teleoperated ground and aerial
(Figure 2.5) vehicles for military use also grew in the 1990s due to their potential
for taking over dangerous reconnaissance and surveillance missions.

Around 1990 passivity based methods for handling teleoperation with delays and
guaranteeing stable behavior were invented (Anderson and Spong, 1988; Niemeyer
and Slotine, 1991). Around the same time predictive display schemes were pre-
sented by Kim and Bejczy (1993) and Hirzinger et al. (1993). After a decade of
increased use of laparoscopy, minimally invasive surgery using only a small incision
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Figure 2.5: The Multipurpose Security and Surveillance Mission Platform (MSSMP;
1992-1998) based on a Sikorsky Cypher unmanned aerial vehicle. Courtesy Space
and Naval Warfare Systems Center San Diego.

through which a camera scope and surgical tools are inserted, teleoperated surgery
across large distances saw its first application at the turn of the century as exem-
plified by the transatlantic procedure described by Marescaux et al. (2001). The
rapid development of Internet during the 1990s, led to an interest in using it as
a teleoperation medium. The implications of teleoperation in the context of truly
public networking is explored by Goldberg et al. (2000).

2.2 User interfaces

The operator interface of a teleoperation system is the point of contact between
it and anyone using it. The quality of the interface is therefore a very important
factor of the usability of the system, and for the experience of the operator.

A variety of joysticks, mice, levers, buttons, pedals and other devices for direct
mechanical contact with the human motor system can be used for input from the
operator, and even speech control is possible. Optical and magnetic motion capture
systems are also available for measuring the positions of points on the operator’s
body, e.g. on the head and on joints along the arm, without the need for mechanical
contact. For information flowing in the opposite direction there is a choice of sensory
modalities determined by the capabilities of the human sensory system.

Haptic or kinesthetic interfaces use the human ability to feel the position and
torque of joints of the body (proprioception) using sensory organs in muscles, ten-
dons and skin. The tactile sense is also related to touch, but instead registers even
very small forces and vibrations and their distribution over the skin, feeling light
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Figure 2.6: A VR rendering of a 6-DOF Stewart platform. (Picture licensed
under Creative Commons Attribution 2.5 License by Wikimedia Commons user
Pantoine.)

contact, surface texture, slippage and temperature. Some variation of a visual in-
terface is almost always used, such as a video or VR display. Auditory information
can be a useful complement to vision and haptics, letting the operator hear sound
recorded at the remote site or artificially produced.

The vestibular sensory modality is what enables humans to feel acceleration
and gravity. It is important in conveying a realistic experience of self motion,
as in e.g. vehicle simulators. How to do this without having to actually perform
the same motion as that of the desired subjective impression (which is most often
highly impractical) is an active research topic (Schroeder, 1999; Beykirch et al.,
2007). Replicating some of the motion characteristics by placing the operator on a
movable base such as a Stewart platform (Figure 2.6) may be enough. Electrical
stimulation of the vestibular nerve has also been considered (LaViola, 2000).

In daily life, humans have access to an array of different senses using different
modalities. It is a common view in recent neurophysiological research that these
differences in modality are used not only to register different types of real phenom-
ena, but also to register different aspects of the same phenomena. For example,
when handling an object, it can be perceived by vision as well as touch. Indeed,
this multisensory processing seems to be the rule rather than the exception, and
there is evidence that the integration of sensory signals takes place at a very basic
level of the sensory processing in the brain (Stein and Meredith, 1993; Shimojo and
Shams, 2001; Schwartz et al., 2004)

Intuitively it is easy to understand that access to more sensory data through
several modalities in the operator interface of a teleoperation system will give the
operator more information about more aspects of the remote environment. As an
example, feeling the shape of an object can give information about parts of its shape
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hidden from view. The human brain adds together the sensory information from
haptics and vision, about the shape of different parts of the object, in a process
called sensory combination (Ernst and Bülthoff, 2004).

Another way of using sensory data from multiple channels is to collect informa-
tion about the same feature in the environment in several ways. Sensory integration
is what the brain performs in this case. Gauging the width of an object by gripping
it between thumb and index finger, while simultaneously inspecting it visually leads
to the problem of how to evaluate the two, invariably conflicting, measurements of
the same property.

There is evidence (Ernst and Banks, 2002; Ernst and Bülthoff, 2004) that hu-
mans do this in a statistically optimal way, by concluding a value of the object
property that maximizes the probability of getting the measurement values at hand.
This is known as maximum likelihood (ML) estimation and requires knowledge
about the uncertainty of the measurements, which conceivably could be available
in the brain as neuronal populations. In the case of Gaussian probability distri-
butions of the measurement noise, the ML estimate will give minimal variance,
and under normal circumstances reduces the variability even for other distributions
compared to just using the most exact one measurement. It takes all measurement
data into account, but attributes more weight to more exact measurements. In
situations when there is a good visual view of an object whose lateral size is to
be judged, this results in visual capture, meaning that the vision information is so
much more accurate than haptic information acquired by touching the object that
it completely dominates in the estimate formed. If vision is hampered by adding
noise, or changing the viewpoint so that the interesting spatial dimension is depth
instead of width, the weights of visual and haptic information change in a way
consistent with the ML estimation hypothesis.

There is also evidence (Schwartz et al., 2004) that the motor command actu-
ally performed when e.g. drawing a trajectory is represented at a location in the
brain (primary motor cortex) different from that where the perception of the same
trajectory is located (ventral premotor cortex). This would explain why it is at
all possible to let a hand follow a path at the edge of an object while at the same
time, because of perturbed visual stimuli, perceiving that path as being significantly
different from the actual motion of the hand.

So even though, in natural settings, it would be expected that spatially and
temporally coinciding stimuli of different modalities would originate from the same
phenomenon, when stimuli are artificially generated — as in a teleoperation in-
terface — it can be useful to produce completely independent stimuli for different
modalities. Experiments have shown that when presented with objects that have
visual shapes different from their tactile shapes, most subjects do not even notice
the difference (Rock and Victor, 1964; Shimojo and Shams, 2001). Not only can
the objects be scaled differently, but they can also be significantly deformed be-
tween the modalities without the subjects reporting any discrepancies. The same
has been shown for object stiffness rendered differently by a haptic device and a
visual display (Srinivasan et al., 1996).
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It is also noteworthy that all three studies indicate that when presented with
discrepant haptic and visual information, most subjects tend to accept the visual
cues as the “true” version, and report that the tactile information is identical to
this. This is especially true for the experiments on visual versus proprioceptive
modalities Shimojo and Shams (2001). Here, subjects moved their hands in elliptical
trajectories where the proportions of the major and minor axis were as large as 2:1,
and would report that they were moving their hands in perfect circles if presented
with a visual stimuli of a perfect circle trajectory that otherwise coincided with their
hand movement. It was even possible to change the mapping from hand motion to
visual motion mid-experiment without the subjects noticing, as long as the visual
stimuli stayed unchanged.

To summarize, more sensory information through diverse modalities gives the
operator of a teleoperation system more knowledge about the more aspects of the
environment, and with more certainty and accuracy. An operator interface that
gives high quality sensory input to its user across several modalities will also give a
sense of some degree presence at the remote site (telepresence). Furthermore, it is
not necessary for haptic and visual information to coincide perfectly, and it could
be possible to use different, and even non-isotropic, scales in mappings between
modalities. This could potentially bridge kinematic differences between operator
and manipulator without violating the operator’s sense of presence.

2.2.1 Haptics
A variety of devices for conveying haptic information is available commercially.
Perhaps the most well known are the Phantom devices from Sensable Technolo-
gies. These are serial linkage devices, with a series of links starting from the base
and connected together by joints ending at the often pen-shaped end-effector de-
signed to be gripped accordingly (Figure 2.7). Another company, Force Dimension
of Switzerland, has chosen a different basic design using parallel linkage, as exem-
plified by its Omega model in Figure 2.8. The parallel design, though reducing
the available workspace, has the advantage of providing higher force output and
structural stiffness, enabling more faithful reproduction of the sensation of hard
surfaces. Both companies offer models capable of haptic feedback in all six degrees
of freedom, so that torques in all directions can be displayed in addition to linear
forces.

The term stiffness mentioned above is important. It refers to the amount of
increase in contact force at a small displacement opposing the force. The stiffness
of contact with an ideal rigid body surface is infinite, as no deformation is possible,
whereas a soft surface will give low contact stiffness. As mentioned, the maximum
force output and structure of a haptic device determine how high a stiffness it can
display.

Stiffness, however, also has important implications for the control problem of
the haptic interface. Large force changes for small displacements translate into high
position gains in the control loop. High gain in combination with even the small
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Figure 2.7: A Sensable Phantom haptic device.

Figure 2.8: A Force Dimension Omega 3 DOF haptic device.

time lags always present cause instability if not accompanied by enough damping.
Larger communication delays in teleoperation systems make the situation even
worse.

To make sure that there is no attempt to display excessive stiffness that would
cause instability, it is useful to connect a virtual spring-damper between the re-
mote (or virtual) environment and the haptic interface (Adams and Hannaford,
2002). This limits the stiffness and introduces necessary damping independent of
the environment to prevent instability (see also Section 2.3.2).

The virtual spring-damper design also has another advantage. It can be used to
connect a haptic device and a remote manipulator that do not match regarding the
motion parameters they accept as input and give as output respectively. Consider a
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haptic device that accepts force commands and emits position measurements such
as the devices of Figures 2.7 and 2.8. If we would like to connect that device to a
remote manipulator that accepts force, and not position (which it instead outputs),
commands, a virtual spring-damper provides a means to convert between the two
’formats’. Alternatively, if both ends of the connection accept position commands
and output force measurements, a virtual damped mass solves the conflict (Adams
and Hannaford, 2002). Further attention is given to the specifics of this virtual
mechanical connection and how to ensure stability in Section 2.3.

The utility of haptic feedback has been studied already by Brooks et al. (1990)
in the context of a virtual molecule manipulation system constructed for aiding in
synthesizing chemicals, and was demonstrated e.g. by shorter completion times of
investigated manipulation tasks. More recently Petzold et al. (2004) studied the
effect of haptic feedback in an assembly task and reached similar conclusions. (The
latter study also supports using VR display of 3D models rather than video for a
clearer representation of the remote robot and manipulated objects.) Support for
the use of haptic feedback for telesurgery is provided by Rosen et al. (1999), and
for telemanipulation of a dynamic environment by Huang et al. (2004).

Combing a haptic interface with a means to convey tactile information can also
increase manipulation performance. Information about the onset of contact with a
manipulated object, about the manipulated object loosing or gaining contact with
a supporting surface, about object surface texture (a cue to what level of friction
to expect), and about slippage, is acquired by the human tactile sense, and is
crucial in human dexterous manipulation (Johansson and Westling, 1987; Jenmalm
and Johansson, 1997). Jenmalm and Johansson (1997) also tested human grip
performance with the fingers of subjects anesthetized to remove tactile information.

Benali-Khoudja et al. (2004) and Hafez (2007) reviewed the available tactile
interface devices, and the achievable performance is still limited, even though that
can be expected to change in the future.

2.2.2 Video/3D Graphics
Largely thanks to the growing computer gaming industry, today’s mainstream desk-
top computers are equipped with dedicated 3D image processing hardware. The
calculations necessary for transforming a 3D scene model into a 2D pixel array for
display on a computer screen do not load the main CPU of these systems, but are
taken care of by specialized hardware structures on the GPU (graphics process-
ing unit) board. This development in conjunction with the continued increase in
general computing performance, has enabled a widespread use of 3D visualization
technology previously confined to high-end lab environments. OpenGL, a standard
API (application programming interface) for interfacing to 3D graphics hardware,
and originally developed by Silicon Graphics for their professional graphics work-
stations, is now an industry standard supported even by consumer level graphics
adapters. OpenGL provides shape primitives at the level of individual points and
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Figure 2.9: Asymmetric frustum stereo geometry as seen from above. The projec-
tion axes are parallel as required for viewing on parallel screens (most often one and
the same screen). 3D objects on the plane drawn as a vertical line to the left, where
the two frustums intersect, will have zero disparity and therefore be perceived as
being located on the plane of the screen.

triangles (more advanced shapes are available in the utility libraries) for construc-
tion of object surfaces. The programmer has to specify all the steps to be performed
by the hardware to render the scene, which creates a need for a higher level API
that allows easier specification of complex scenes, without having to explicitly code
all operations involved in the rendering. Such APIs are provided by software pack-
ages like OpenGL Performer and Open Inventor, which both operate on top of
OpenGL . They use scene graphs for hierarchically organizing the subcomponents
of a scene, and gives the application programmer easy access to advanced shapes
such as NURBS (non-uniform rational B-spline) surfaces.

To further enhance the three-dimensional experience, stereoscopic display can
be used. Stereo vision gives a strong contribution to the 3D reconstruction of the
human visual sensory processing. It works by identifying the same object in the
images of the two eyes, and exploiting the fact that the same baseline displacement
(the distance between the eyes) causes different angular change in the line of sight to
the object depending on its distance. The amount of positional difference (disparity)
in the stereo image pair is inversely proportional to the distance.

In order for stereo to be used in a computer graphics display, separate images,
from slightly different viewpoints in the virtual scene (corresponding to virtual eye
positions) must be presented to the eyes of the user. Generating the two images
is just a matter of adjusting the projection parameters in a way consistent with
natural stereo vision, and computing two different 2D projections, one for each eye
(which doubles the load on the graphics hardware). The proper stereo projection
uses asymmetric frustums, see Figure 2.9. It is consistent with parallel projection
planes as is the case when displaying both images on the same screen as described
below. Another way of producing stereo images is ‘toe-in’ stereo. It can be easier to
implement in that avoids the frustum asymmetry and just aims the virtual cameras
at a common point in the scene . The disadvantage, however, is that the virtual
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Figure 2.10: Toe-in stereo geometry from above. The projection axes converge at
a point that will be perceived as being at the center of the screen plane. Off-center
pixels however, will not be consistently displayed on the screen since the projection
distances of a 3D point are different for the left and right projections.

projection planes are not parallel (Figure 2.10) and so are inconsistent with viewing
on parallel screens (or one single screen). This gives rise to vertical disparities that
worsens when looking further from the center of the image, and causes eye strain
or even inability of the user to fuse the images, resulting in double vision. OpenGL
provides support for both of the described stereo perspective variants.

There are several means to convey the two images in the stereo pair to the eyes of
the user:

• Separate displays can be as simple as the two images displayed side by side
at a center to center distance between each other a little closer than that
between the eyes. When directing the eyes almost parallel, the images can
be fused by the brain to obtain the stereo effect. Because of the inter-ocular
distance limitation, only a small field of view is possible. This can be remedied
by using special glasses with prisms to divert the vision each eye permitting
a larger distance between the images. Another way to get a wider field of
view is to move the images closer to the eyes and view them through positive
lenses, as in a head-mounted display, or HMD. These are often constructed
like glasses or helmets, with separate video displays in front of the eyes, as
shown in Figure 2.11. The resolution, and field of view, and optical quality
vary greatly, but professional models exist that use a mosaic of displays for
each eye to offer peripheral vision and high resolution.

• Anaglyph stereo uses color filters to separate the views of the left and right
eyes. Different color combinations are used, but as an example, if a red
filter is worn in front of the left eye and a green in front of the right, a
color monitor can display the two images required for stereo independently
in the red and green channel. This restricts the technology to monochrome
images, even though it is possible to modify it to use all three color channels
of the monitor to convey some color information. An advantage of anaglyph
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Figure 2.11: A head mounted display (HMD): the Z800 consumer device from
eMagin, aimed at the gaming market.

stereo is the possibility to manufacture low cost filter glasses, even suitable
for distribution with magazines in the case of disposable cardboard frame
models.

• Polarization stereo. Glasses with different polarizing filters for each eye pro-
vide image separation, either using orthogonal linear polarization, or clockwise
and counter clockwise circular polarization. In both cases, two separate dis-
plays with polarization filters matching those of the glasses are needed, and
their images have to be superimposed. This can be done using two projectors
and a projection screen that conserves polarization, or monitors whose display
surfaces are brought to visually coincide using a semi-transparent mirror.

• Frame sequential, or shutter glass stereo, also called active stereo, needs only
one display, that alternates between showing the image for the right eye and
the left eye. Shutter glasses, synchronized to the display using e.g. an infrared
link, then block the vision of one at a time, letting each eye see only the image
intended for it. Liquid crystal technology is commonly used for the selective
light blocking. To avoid visible flickering, the frequency has to be high enough,
at least 60 Hz per eye, so that the display needs to be capable of refresh rates
at or exceeding 120 Hz.

• Autostereoscopy using specialized screens with integrated filter arrays directs
separate images to the eyes without the need for wearing equipment like
glasses. A way of doing this is to use two grates at slightly different close
distances from the screen as depicted in Figure 2.12.
Depending on the view angle, every other column of pixels will be visible or
not, so that if the user keeps still at the right position, different images can
be directed at the two eyes by using only the appropriate columns for each
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Figure 2.12: Schematic detail of an autostereoscopic screen viewed from above. Two
grate layers make every other column of pixels visible from the left eye (pixels and
light paths colored light grey in the figure) and the remaining columns by the right
eye (dark grey). Different images can be displayed to the right and left eyes, at the
cost of halved horizontal resolution, and the requirement that the viewer must be
correctly positioned.

eye. If liquid crystals are used for the grates, they can be electrically disabled
so that the screen can be used for normal, monoscopic, viewing. Screens like
this are available commercially, but low manufacturing volumes make them
an order of magnitude more expensive than comparable conventional displays.

The utility of stereo display for teleoperation was demonstrated by Drascic
(1991), and is not surprising since it gives a more natural view of the remote scene
and can convey more information than a monoscopic view. There are, however,
problems caused by many implementations. Flickering, caused by active stereo,
or reduced resolution compared to conventional displays are common, especially in
low-end systems. Further inconvenience is caused by the need for adjusting the
perspective projections parameters of the 3D graphics to match the display, and
maybe to the preference of the individual user. Not adjusting the settings properly
can lead to user fatigue and even nausea (see also below), or simply inability of the
user to perceive the depth effect.

To provide a better sense of presence, or immersion, in a VR environment, the
user’s head-motion can be tracked so that the viewpoint in the scene can be ad-
justed accordingly. The perspective will then change in a natural way as the user
moves, allowing maneuvers such as peeking around a corner. Any sound output
by the VR interface can also be localized in the virtual scene by using headtracker
information and headphones or several speakers. Head tracking is usable with 3D
displays sized like standard computer monitors, which are then sometimes referred
to as fish tank displays because they give sensation of looking through a glass into
the VR environment. For a true immersive experience of being inside a virtual
world, however, head mounted displays, or several combined wall-sized displays
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Figure 2.13: An image of a user standing inside the CAVE virtual reality display
at the University of Illinois at Chicago. Public domain photograph by Dave Pape.

are necessary. With an HMD, tracking the position and orientation of the head is
enough to let the user look around freely in the virtual world, as far as the display
cables extend. A wide field of view allowing peripheral vision consistent the virtual
environment will contribute to the sense of presence.

The other option, of using several wall-sized stereo displays, was first realized at
the University of Illinois at Chicago in the early 1990s. They combined three 3× 3
meter screens and projectors displaying frame sequential stereo images on each of
them from the backside with a fourth stereo image projected from overhead on the
floor. A user inside the resulting 3× 3× 3 meter cube is surrounded by the virtual
environment except for the ceiling and missing fourth wall. The system, shown
in Figure 2.13, was named the CAVE (a recursive acronym for CAVE Automatic
Virtual Environment) and was described by Cruz-Neira et al. (1993). Later many
other universities built similar immersive display systems, some of which display
3D graphics on all six sides to achieve complete immersion in all directions (see e.g.
Hogue et al. (2003)), and the term CAVE seems sometimes to be used for all of
them though trademarked.

Performance studies by Demiralp et al. (2006) and by Livatino and Privitera
(2006) compare these technologies, and the latter paper specifically targets teleop-
eration.

Head tracking performance is crucial for the user experience, and is delivered
by different technologies. Magnetic tracking was used in the original CAVE, and
employs a transmitter unit that generates a magnetic field, and several tethered
receiver units worn by the user. The positions of the receivers can then be deduced
from the magnetic field measurements they provide, but are subject to disturbance
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from electromagnetic sources and ferromagnetic materials the vicinity. Commercial
electromagnetic trackers include devices such as the Polhemus FASTRAK, and the
Nest of Birds by Ascension Technology.

Inertial tracking uses inertial sensors worn by the user and measuring accelera-
tion. Double integration must then be performed to get position, which introduces
position drift, stemming from the inevitable acceleration measurement errors. To
compensate drift, it is necessary to combine acceleration information with separate
position measurements, but these need not have the same update rate since they
are only used to counteract the relatively low frequency position drift. Kindratenko
(2001) compared the performance of an inertial tracking system supported by low
frequency ultrasonic position measurements to that of magnetic tracking.

Optical tracking can be performed by placing light sources (such as LEDs) or
retroreflective markers on the user’s body. LEDs can emit light pulses sequentially
to help distinguish between them. Cameras or similar devices detect the light and
their angular measurements of incoming light are combined to compute position. A
more elaborate optical tracking system, using laser LEDs as directed light sources,
has been presented by Hogue et al. (2003).

Discrepancies between self motion cues, primarily from the visual and vestibular
senses, are the most widely accepted explanation for nausea when using a VR
system, or ’cybersickness’ (LaViola, 2000). Lags in tracking or visual display cause
the visual and vestibular information to loose synch, and non-constant tracker
position errors cause motion perceived visually with no counterpart in vestibular or
proprioceptive sensations. Even within the visual sense there can be conflicts, if the
physical environment is visible in a part of the field of view. Flicker and individual
factors such as age (with older people being less susceptible to nausea) seem also
to contribute to cybersickness (LaViola, 2000).

It is noteworthy that there is a difference between HMD and CAVE-like systems
when it comes to the requirements for tracker performance. Whereas the images
projected in a CAVE are independent of user rotations around the viewpoint, it is
essential that the images of a HMD be updated without perceivable lag when the
user turns her head. If not, the perception will be one of the whole world rotating
in the same direction as the user’s head at first, and then going back to its original
orientation a little after the head rotation has stopped.

2.3 Teleoperation control theory

This section contains a review of some control theory concepts relevant to teleop-
eration.

2.3.1 Two-port model of haptic interfaces
When modeling a haptic interface and analyzing its stability, the two-port network
model from network theory is useful. Considered as two-port networks, a haptic
interface and its subcomponents can be pictured as in Figure 2.14 that shows a
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Figure 2.14: A network representation of a teleoperation system using two-port
elements. The f variables denote forces, and v variables are velocities. A star
superscript indicates a sampled quantity, for which arrows show the direction of
information flow. The smaller arrows at the physical port velocities illustrate the
analogy with current at an electrical terminal.

master/slave teleoperation system. Each port has an associated effort (f ) and a
flow (v), the product of which represents energy flow. In the case of the port being
a mechanical interface, as for the contact between the haptic device and the human
operator, the effort is the contact force, and the flow is the velocity. In electrical
circuit theory, the effort is voltage, and the flow is current, which is reflected in the
way the physical ports at the extreme right and left in the figure are drawn like
electrical terminals.

In both of the above cases, the port is a physical interface, and the terminals are
bidirectional, in that information flows both ways. For mechanical ports digitally
simulated by computers and communication links however, the situation is different.
When controlling a remote robot for example, it is possible to send its desired
position or velocity and receive the resulting force, or to send a desired force and
receive the resulting velocity. Not both at the same time. The choice determines
the causality structure of a haptic interface (Adams and Hannaford, 1999), and
is indicated by the two information flow arrows that replace the electrical style
terminals for the digitally mediated ports in the figure.

The teleoperation system depicted in Figure 2.14 uses a haptic device that ac-
cepts force commands and in return allows read-out of position/velocity. That is
referred to as an impedance device and is usually constructed to minimize device
inertia and friction and provide force output from torque motors. The devices of
Figures 2.7 and 2.8 are two examples. The opposite causality of an admittance
device is often implemented using an industrial robot arm that is fed velocity com-
mands, and a force/torque sensor at its end-effector measuring the force at the
contact with the operator.

To solve the situation where, in contrast to the system in Figure 2.14, the
causalities of the haptic device and remote robot do not match (both measure e.g.
force), an additional two-port block, a virtual coupling network (Colgate et al.,
1995; Adams and Hannaford, 2002) can be used. Also a tool to achieve stability
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Figure 2.15: A teleoperation system with a spring damper virtual coupling two-port
added to the haptic interface. The virtual coupling network simulates a physical
spring damper, reverses the causality as necessary, and can be used to tune system
stability. The causality change is apparent from the directions of the information
flow arrows.
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Figure 2.16: A teleoperation system with a mass damper virtual coupling two-port
added to the haptic interface. The virtual coupling network simulates a physical
mass and damper, reverses the causality as necessary, and can be used to tune
system stability. The causality change is apparent from the directions of the infor-
mation flow arrows.

as described below, the virtual coupling network in its most basic form simulates a
spring-damper or a mass damper to reverse the causality. The choice is determined
by the difference in signals accepted by the two. A spring damper network, as
shown in Figure 2.15 can accept velocities at both of its ports and returns the
same resulting force to them consistent with a physical spring damper. The mass
damper network of Figure 2.16 on the other hand, accepts forces and returns the
same velocity at both ports.

2.3.2 Stability and passivity

Passivity is an important concept often used in the above two-port framework to
analyze the stability of systems like those of Section 2.3.1. A passive two-port
cannot output more net energy over time than was initially stored in it (if it is in
an excited state at time zero, as could be the case if it contains e.g. a compressed
spring). Stated formally, the following equation has to hold for all admissible forces
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and velocities:
∫ t

0
−
(
f1(τ)v1(τ) + f2(τ)v2(τ)

)
dτ ≤ E(0), ∀t ≥ 0 (2.1)

where the left hand side is the energy output by the two-port, and E(0) is the
stored energy at time zero. Forces and velocities, at ports one and two respectively,
are represented by f1, v1, f2, and v2. The velocity and force acting on the system
at a port are defined positive in the same direction. Accordingly, if a master/slave
teleoperation system can be shown to be passive, it cannot be the power source of
growing oscillations. Indeed, a strictly passive system (corresponding to < instead
of ≤ in Equation 2.1), is necessarily stable when coupled to any network that is
itself passive (Colgate and Schenkel, 1994). From Equation 2.1 it is also evident
that the connection of several passive two-ports into one is also passive, and it
follows that if all the sub-networks of a system like that in e.g. Figure 2.15 are
passive, so is the whole system. In other words, the passivity of all the two-port
blocks in the figure can be used as a design goal to ensure passivity of the complete
teleoperation system two-port.

For the human operator, passivity is a reasonable assumption supported by
some experimental evidence (Hogan, 1989), except of course for the case of volun-
tary motion, which is hardly useful to try to control. The remote environment is
most often composed of passive physical objects, so that the second law of thermo-
dynamics guarantees that no net energy is injected into the teleoperator two-port
from there. If it contained a non-passive object like a motor, again it would hardly
be a task for the teleoperation system to make it appear passive.

For the teleoperator itself, there are two sources of non-passive behavior that
might not be expected at a first glance. The first is discrete time computations.
Even though the mass and damper of Figure 2.16 simulates a passive continuous
time physical system, it is a discrete time two-port, and the numerical integration
algorithm used might not be discrete time passive. In general there is no guarantee
that a discrete approximation of a passive continuous system is also passive. A
good demonstration of this is provided by Brown and Colgate (199, section 3).

The second is time delay. A basic example of this is found in the communication
channel block if we assume that it just forwards the force and velocity values input
to it to the other port with a certain delay τ , the sources of which have been
outlined in Chapter 2. If the force and velocity at one of the ports vary in phase
with each other, extracting energy from the communication channel block, they
may be shifted in time at the other port to be out of phase, so that energy can be
extracted there too. It can thereby generate arbitrary amounts of energy, clearly
violating passivity. The relative time-shift of the two signals occurs because they
travel in different directions and hence are shifted forward an backward in time
respectively. The relative shift is therefore 2τ . Even very small delays make it
impossible to guarantee the passivity of the communication channel, and may lead
to instability unless properly handled.
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When designing a master/slave teleoperator there is an engineering trade-off be-
tween stability and transparency, or the extent to which the system mediates a true
simulation of direct mechanical contact between the operator and the remote envi-
ronment. Perfect transparency is an unattainable goal, and so the degree to which
it is approximated while still maintaining stability, is an important characteristic
of a teleoperator. One measure of transparency is the impedance range (Colgate
and Brown, 1994) that can stably be displayed by the haptic interface. Adams
and Hannaford (2002) describe a design process for finding parameter values for
the virtual coupling that ensure stability, while at the same time getting a large
impedance range. For a spring-damper virtual coupling for example, the stiffness of
the spring limits the maximum impedance felt by the operator. A mass and damper
virtual coupling, on the other hand, limits the minimum impedance felt in that the
virtual mass requires force to move. Depending on the choice of haptic interface
causality different options are available in the design. To be able to provide a wider
impedance range, Adams and Hannaford also use a model for the minimum and
maximum impedance of the operator, resulting in less conservative stability criteria
for the virtual coupling.

Ryu, Kwon, and Hannaford (2004) propose on-line estimation of energy flow
for discovering non-passive behavior. What they call a passivity observer basically
calculates the integral of Equation 2.1 (or its one-port counterpart without v2 and
f2) numerically for a component of the system and checks if the inequality holds.
If not, excessive energy is absorbed by a variable impedance called the passivity
controller.

Whereas this idea can be applied without a detailed system model, and poten-
tially allows for a less conservative choice of e.g. virtual coupling parameters, it
suffers from a fundamental problem in that it can only detect generated energy at
the instant it causes the integral to overflow. If large amounts of energy have been
dissipated after time zero, and before active behavior starts, this can take a long
time. Furthermore, generated energy is often stored in an elastic component inside
the monitored system, and visible to the passivity observer only when it is released,
evoking a sudden powerful response at the passivity controller. These problems can
be partly remedied by modeling the monitored system component (Ryu, Preusche,
Hannaford, and Hirzinger, 2005).

2.3.3 Wave variables
The wave variable concept was introduced by Anderson and Spong (1988). They
recognized the need for a method that could handle communication delays in mas-
ter/slave teleoperation with force feedback without resorting to just adding damp-
ing until the system seems stable. Using a two-port representation of the teleoper-
ator and scattering theory they were able to derive transformations that allow the
communication block to function like an electric transmission line (Figure 2.17), and
that guarantee its passivity in the presence of arbitrary constant delays. The quan-
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Figure 2.17: A communication channel two-port block using wave variables to
simulate an electric transmission line.

tities exchanged over the transmission line were called wave variables by Niemeyer
and Slotine (1991), who elaborated further on their use in teleoperation and later
gave a good introduction to the subject (Niemeyer and Slotine, 1997). In the fol-
lowing, their terminology is used, except for calling the left moving wave w (not
v) to avoid confusion with the velocity, and treating the wave variables as scalar
quantities for simplicity (corresponding to a one degree of freedom teleoperation
system).

The transformation from force and velocity variables (f, v) to wave variables
(u,w) is defined by

u =
bv + f√

2b
w =
bv − f√

2b
(2.2)

where b is a parameter called wave impedance, which is used to relate velocities to
forces, and affects system behavior in the presence of delays as described below.

Whereas Equation 2.2 defines the wave variables u and w, it does not reflect
the causality at a wave transformer converting from f and v at one end of a wave
transmission line. If u is the right moving wave the transformer at the left end
would use Equation 2.2 rearranged as

f = bv −
√

2bw u =
√

2bv − w (2.3)

or

v = f
b

+
√

2
b
w u =

√
2
b
f + w (2.4)

depending on the causality of its (f, v) port, i.e. whether it should accept velocity
commands and return force or the converse. See Figures 2.18 and 2.19 respectively
for block diagram representations. At the right end of the transmission line, a
suitable wave transformer is defined by rearranging Equation 2.2 again, this time
as

v = −f
b

+
√

2
b
u w = −

√
2
b

+ u (2.5)

or
f = −bv +

√
2bu w =

√
2bv − u (2.6)
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Figure 2.18: A wave transformer at the left end of a transmission line. The causality
of the (f, v) port exposed to the left is that it accepts velocity commands and returns
force. u is the right moving wave, w is the left moving wave, and b is the wave
impedance.
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Figure 2.19: A wave transformer at the left end of a transmission line. The causality
of the (f, v) port exposed to the left is that it accepts force commands and returns
velocity. u is the right moving wave, w is the left moving wave, and b is the wave
impedance.

depending on causality. As block diagrams, the two variants will look similar to
those at the right end of the transmission line. Since any combination of two known
variables out of the four in Equation 2.2 uniquely determines the other two, and the
wave transformers 2.3, 2.4, 2.5, and 2.6 are just the same equation rearranged in
different ways, connecting transformer 2.3 and 2.5 or 2.4 and 2.6 as in Figure 2.17
without delay yields identical values of f and v on both sides.

What happens then, with a non-zero one-way delay τ? The left and right (f, v)
ports can no longer have identical values, so in the following they are called (fl, vl)
and (fr, vr) like in Figure 2.17. The energy input at the left port is

El =
∫
flvldt (2.7)

and at the right port
Er = −

∫
frvrdt (2.8)



2.3. TELEOPERATION CONTROL THEORY 31

assuming that the directions of force and velocity are defined so that power flows
from left to right when they are both positive. Rearranging Equation 2.2 one last
time as

f =
√
b

2
(u− w) v =

u+ w√
2b

(2.9)

and applying it at the left transformer, Equation 2.7 becomes

El =
∫ (√ b

2
(ul − wl)ul + wl√

2b

)
dt =
∫
u2
l − w2

l

2
dt (2.10)

At the right transformer we get

Er = −
∫ (√ b

2
(ur − wr)ur + wr√

2b

)
dt = −

∫
u2
r − w2

r

2
dt (2.11)

and inserting the delay relations ur(t) = ul(t− τ) and wr(t) = wl(t+ τ) yields

Er = −
∫
u2
l (t− τ)− w2

l (t+ τ)
2

dt = −El (2.12)

showing that the communication channel is passive and lossless. The last step uses
Equation 2.10 and the fact that the wave variables u and v do not appear in the
same terms in the integrand, and can therefore be separated into their own integrals
where the time shift does not matter (which is the motivation for introducing wave
variables in the first place).

In the presence of a time delay, the wave impedance b acts as a “default
impedance”. Starting from a zero state (with all forces, velocities, and wave vari-
ables equal to zero), what will initially be felt when interacting with the left port is
an impedance equal to b, a grounded damper. This continues until the right moving
wave u has traveled to the right end, a left moving wave w depending on what is
connected to the right port has been generated, and that wave w has reached the
left end. Only then, after a delay of 2τ , can the response at the left port begin to
reflect what happens on the right port.

So, when the wave w does arrive, it can be said to encode the deviation from the
default impedance b. A value with the same sign as u encodes a shift to less force and
more motion than the default f = vb, and an opposite sign would give more force
and less motion. A response w = u encodes free motion and in Figure 2.18 it can
easily be seen that it would nullify the force output. Filtering can also be applied
directly onto the wave variables while still maintaining passivity as described by
Niemeyer and Slotine (1997).

In conclusion, wave variable methods can guarantee passivity when the commu-
nication i subject to a constant delay, but do not attempt to bridge the delay with
prediction. Instead delayed responses are output in a stable way. This is the reason
that they can be too sluggish with fast dynamics in robot or remote environment
(Lawn and Hannaford, 1993).
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Figure 2.20: A smith predictor used as a means to handle communication delay
in a remote control application. τ is the one-way communication delay, uc is the
reference signal to the controller, u is the controller output, and y is the system
output.

2.3.4 Smith prediction

The Smith predictor (Smith, 1959) is a controller structure for dealing with delays
in the controlled process. In process industry, such delays are common, since it
will typically take some time before an adjustment of the available parameters is
reflected in a measured property of the finished product. In a remote control setting
the delay is instead the round-trip communication time, but Smith prediction can
still be a useful tool when designing the controller.

The idea behind Smith prediction is simple: A controller is designed for the
system without delay, and instead of using the delayed feedback signal directly, a
system model is used for generating artificial, undelayed, feedback. In addition,
a delayed version of the artificial feedback is compared real feedback signal from
the controlled system, and the error, which is only available after the process delay
time, is used for correcting the artificial feedback. In block diagram form, and
with a communication channel as the source of the delay, this looks like depicted
in Figure 2.20.

Whereas a good system model can allow the controller to approximate the
behavior of the corresponding undelayed control system, the response will of course
always be delayed. I.e., even with a perfect model, the response to e.g. a step
in the reference signal, will be a delayed copy of what it would have been had
it been possible to remove the delay completely. The situation is similar when a
disturbance is introduced in the control signal. The controller can do nothing to
compensate for the disturbance until the resulting change in the feedback reaches
it. In the mean time the open loop response of the disturbance will be seen in the
output.

For Smith prediction to be applied, the system to be controlled must be stable
(Åström and Wittenmark, 1997). This is not surprising, as unstable dynamics
would cause the states of the model and of the system under control to diverge at
the slightest disturbance or model imperfection.
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2.4 Catching/intercepting flying objects

Possible strategies for ball catching can be divided into two categories, predic-
tive strategies relying on ballistic models, or prospective strategies utilizing feed-
back (Dessing et al., 2005).

Predictive ball catching relies on a ballistic model of ball motion and observed
initial conditions to make a prediction of the ball trajectory. The differential equa-
tion governing a ballistic trajectory (Frese et al., 2001) is

r̈ = −ṙ · |ṙ|α+ g (2.13)

where r is the 3D position of the object, dots indicate the time derivative, α is the
coefficient of air drag, and g is the gravitational acceleration vector pointing down.
In the absence of wind, these factors are necessary and sufficient to accurately
predict the motion of a thrown ball in an earthbound environment.

A predictive strategy is necessary when the motion commands have to be started
well before the point of impact, i.e. when the time of flight of the ball is short
compared to the reaction and/or motion time of the catcher. This is typical for
batting in baseball or cricket (Dessing et al., 2005; Land and McLeod, 2000).

Prospective ball catching strategies utilize continuous feedback from the task
performed. There is no explicit need for an exact model of target motion, but
instead, motions are made to minimize the distance or relative velocity between
object and catcher. This type of strategy is viable when there is enough time
to perform several corrections before the point of impact, and is useful when the
trajectory is difficult to predict from initial conditions. It is typical for outfield
players in baseball (Dessing et al., 2005).

Combinations of the above two strategies also seem to occur in human ball
catching. When catching a ball that is thrown across a room at a moderate velocity
of approximately 5 to 6 m/s, the time for the entire throw is approximately 0.8 s.
In one study, it was found that the average hand motion time for a human subject
attempting to catch such a ball was 0.52 s, and that the average hand trajectory
length was approximately 0.35 m (Krüger, 2006). In these cases, there does not
seem to be enough time for a continuous visual feed-back loop to correct the hand
position, but rather an initial estimate is made of the ball trajectory, and the hand
moved roughly toward a point of interception. If there is still time to react, this
position can be corrected one or more times to produce an accurate catch (Hauck
et al., 1999).

2.4.1 Human catching and interception
As mentioned above, the task of a baseball outfielder has been studied in the context
of prospective catching strategies. It can be viewed as an extreme case of catching
behavior because of the long flight time — several seconds — of the ball and
the large distance that the fielder has to cover to the interception point (Dessing
et al., 2005). The task is in essence two-dimensional, since the ball can only be



34 CHAPTER 2. BACKGROUND

caught when it has (almost) reached the ground. Furthermore, the viewpoint can
be considered to be collocated with the hand, except maybe at the very last stage
of catching.

These properties make baseball outfielder catching behavior a good candidate for
modeling by prospective feed-back control, relying solely on 2D retinal information
to guide the player towards the goal point, where the ball will reach the ground.
Indeed, there are several attempts in literature to determine such a control law from
data collected from outfielder catching. The Linear Optic Trajectory (LOT) model
was proposed by McBeath et al. (1995), but has been opposed by McLeod et al.
(2002), who instead advocate the Optic Acceleration Cancellation theory. It seems
that this controversy might stem from the fact that it is difficult to determine what
optic information based control law, if any, a fielder uses just from observing his
trajectory and that of the ball during catching. As explained by Marken (2005) it is
also necessary to introduce disturbances into the hypothesized controlled variable
and observe the extent to which these have the expected effect, or if the variable is
protected from the disturbance by control.

Catching at smaller distances, where the viewpoint location is clearly separate
from the position of the hand, has been studied in terms of the internal models that
humans might apply to the catching task. Specifically, McIntyre et al. (2001) have
shown that a priori knowledge about gravity direction and magnitude is used when
catching falling balls. Catching actions taken by astronaut subjects were timed
relative to the impact of the ball, on the Earth as well as under micro-gravity
conditions in orbit. Results show that subjects anticipate impact at a point in time
before it actually happens when performing the experiment in micro-gravity. This
demonstrates that they are not able to measure the acceleration of the ball in real-
time. The magnitude of the time shift when changing the initial velocity of the ball
also cannot be explained by the brain using a first order, constant velocity model,
even if corrected by scaling. However, good agreement is found with an internal
second order model of gravity. In 0 g, the down direction of the internal model is
taken from visual cues, such as walls, ceiling with lighting, etc.

Concerning hand trajectories for catching and other reaching tasks, several
important characteristics can be noted. Trajectories are approximately straight
in Cartesian space, and the magnitude of the velocity has a bell-shaped pro-
file (Kawato, 1996). More complex trajectories seem to be well described by super-
positioning several simple ones, as proposed by Morasso and Mussa Ivaldi (1982)
and further investigated by Milner (1992). Similar bell-shaped velocity profiles can
be synthesized using different optimization criteria, such as minimizing jerk (the
time derivative of acceleration), joint torque change, energy, or force (Kawato, 1996;
Hauck et al., 1999).

More recently, studies at the German Aerospace Center (DLR), have shown
similar results for human 3D catching (Krüger, 2006). Specifically, there was almost
always a local minimum in the velocity profile before the catching instant, termed
the point of minimum velocity (PMV). The consistent existence of a PMV strongly
suggests that there is a first gross motion towards the catching point, followed by
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one or more corrective sub-motions. For subjects with much experience of ball
catching from sports, sub-motions after the PMV also acted to reduce the impact
of the ball.

2.4.2 Automated catching and interception
In robotic catching or, more generally, interception, of balls or other flying objects
in in-door environments, the relatively short time-frame of a throw is what makes
the task difficult. Fast sensing and sensory processing, as well as high robot arm
performance, are necessary, but what once required special hardware solutions can
now be done with standard, commercially available components.

Andersson (1989) constructed a system able to play a robot-adapted version of
ping-pong, with a table much smaller than in human ping-pong, and the ball being
the only white object against a dark background. At the time, specialized hardware
in the form of a custom VLSI chip was necessary for calculating the centroid of the
ball image at a frame-rate of 60 Hz. For trajectory estimation from the vision data,
a quadratic fit was used together with some higher order compensation. Kalman
filtering using a model with air drag and spin effects (which are quite pronounced
with ping-pong balls) is mentioned as an option in the 1989 article, but was not
attempted for lack of processing power and other reasons.

Robot trajectory generation and control was run on a special purpose multi-
processor system. Still, the trajectory could only be replanned every three image
frames, i.e. at about 20 Hz. The robot arm itself was a commercial Puma 260.

Another early catching system was presented by Hove and Slotine in 1991.
They used a dedicated stereo vision system from Datacube, a high-cost specialized
solution, though not custom-designed for the catching system. The frame-rate was
30 Hz, but even though a simple parabolic fit was used for predicting the ball
trajectory, it could only be performed at 25 Hz. The robot arm was a four degree
of freedom, two link cable driven custom-built design capable of a maximum speed
of 2 m/s.

Ten years later, it was possible to use off-the-shelf components to build a more
sophisticated vision system for ball catching, as demonstrated by Frese et al. (2001)
at the German Aerospace Center (DLR). They were able to use a Linux PC with two
frame-grabber cards and standard PAL video cameras to perform stereo vision and
extended Kalman filtering (EKF, see Welch and Bishop, 2004 for an introduction)
modeling air-drag and gravity for predicting the ball trajectory. DLR’s own light-
weight robot arm LWR II did the catching, and it is only now that it’s successor,
LWR III (Hirzinger et al., 2002), is being commercialized by KUKA(Albu-Schäffer
et al., 2007).

As demonstrated by Smith and Christensen (2007) at KTH it is now possible
to build a high-performance autonomous catching system from relatively low-cost
commercially available components. The KTH system, which was also used for
the teleoperated catching experiments presented in this work, is described in more
detail in Chapter 4.
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a b

Figure 2.21: a) The Spirit rover. b) Practice driving in the lab before attempting
a new maneuver with the real rover on Mars (right). Courtesy NASA/JPL.

2.5 Space telerobotics

The most widely known example of space robotics during recent years is probably
the two rovers of the NASA Mars exploration rover (MER) project (Erickson, 2006).
Named Spirit and Opportunity, they landed on the Martian surface in January 2004,
a little more than six months after being launched from Cape Canaveral. At the
time of writing, in 2008, they remain operational though originally planned for only
a 90 day mission. The project built upon the the success of the Mars Pathfinder
mission and its Sojourner rover in 1997 (Golombek et al., 1999), and serves well to
illustrate strategies necessary to cope with large time-delays.

Faced with light-speed limited round-trip delays on the order of twenty minutes
(and greatly varying through the year), direct teleoperation becomes infeasible.
Instead, a cyclic command schedule synchronized to the Martian day, which at
24 hours 40 minutes is slightly longer than on the Earth, was adopted. During
each cycle, data from the previous day is analyzed on the Earth, activities for the
next day are planned, and finally a command sequence is uploaded for autonomous
execution on the rovers. To assist in analysis and planning a set of tools called
the Rover Sequencing and Visualization Program (RSVP) is used, as described by
Wright et al. (2006). It includes modeling and simulation capabilities, as well as
command sequence generation and validation.

Sending commands only once per day requires good prediction capabilities, so
that sequences of commands building on the outcome of each other can be used. The
Martian rovers, for which an erring command is potentially disastrous, are simulated
off-line and some maneuvers are even tested on a physical rover replica before
being attempted on Mars, as in Figure 2.21. When physical assistance and robot
replacement are impossible, reliability is an absolute priority over performance.
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a b

Figure 2.22: a) The Robonaut humanoid robot. The single leg is attached to the
same kind of fixture human astronauts use. b) The immersive operator interface.
Courtesy NASA/JPL.

Still, according to the NASA web site, the combined distance traveled by the rovers
exceeds 19 km to date.

Another NASA project, intended to allow teleoperation across distances and delays
to spacecraft in Earth orbit, is the Robonaut (Rehnmark et al., 2005). The anthro-
pomorphic Robonaut, shown in Figure 2.22a, was conceived as a means to reduce
the workload of astronauts by offering a robotic alternative to human extravehic-
ular activities (EVA). As such, it was designed to be able to carry out the same
tasks as a human in a spacesuit, and to cooperate with human astronauts as a part
of a team, which is why it was given human-like form. For teleoperation, this also
has the advantage of giving a straightforward kinematic mapping between operator
and robot, whereas at the same time posing a control problem by introducing many
degrees of freedom (almost 50 in the case of the Robonaut).

For negligible delay times, such as when the Robonaut is teleoperated from
within the same spacecraft outside of which it is working, an immersive direct
teleoperation interface has been developed. Measured head, chest, and hand mo-
tion, as well as finger joint angles of the human operator can be directly translated
into joint angles for the Robonaut. Feedback is provided by audio and video fed
through a head mounted display, as well as by vibrational motors at the fingertips.
See Figure 2.22b.

When the Robonaut is controlled from the ground, the delay is typically many
seconds because of signal relaying by satellites necessary as there is most often
no direct line of sight from ground control to orbit. Under such circumstances,
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direct teleoperation becomes very inefficient. To improve efficiency, the interface
includes a predictive display video overlay, showing expected future positions of the
Robonaut’s limbs, and responding to operator actions in real-time. For interaction
with the remote environment, autonomous behaviors are needed and are being
developed. Examples include grabbing a handle and, at a more advanced level,
using wrench to tighten a nut. Operator intent prediction using hidden Markov
models is used for triggering such behaviors in an intuitive way (Wheeler et al.,
2005).

To further assist the operator in planning the application of a sequence of com-
mands to execute autonomous behaviors (supervisory control), what Johnston and
Rabe (2006) call an intelligent task level assistant (TLA) is available. It monitors
the operator, robot, and robot environment, plans a sequence of tasks, and monitors
their completion. During normal operation, the operator can just assume that the
commanded autonomous behaviors are being carried out successfully, without wait-
ing for confirmation through the delayed feedback. If an error occurs, the TLA will
alert the operator and offer a replan based on which tasks have been successfully
completed and which have not.

The German Aerospace Center (DLR) have a long history of developing space
telerobotics. Flying with spacelab mission D2 already in 1993, their ROTEX system
was the first remote controlled manipulator in space (Hirzinger et al., 1994, 2004).
It was teleoperated from the ground through a round-trip delay of about six seconds
using a predictive virtual 3D graphics display, simple autonomous behaviors termed
elemental moves, and shared control where e.g. one Cartesian degree of freedom
was autonomously controlled while others were teleoperated. It did not, however,
allow force feedback to the operator. Another impressive feat of ROTEX was the
demonstration of automatic, ground-controlled, catching of a free floating, slowly
rotating polyhedral object, i.e. with the visual control loop closed over the six
second delay.

In the GETEX project (Landzettel et al., 1999) DLR also performed experi-
ments testing models for how a satellite without active stabilization is inertially
influenced when a robot arm mounted on it is operating. This was done on the En-
gineering Test Satellite VII (ETS-VII) platform launched by the Japanese National
Space Development Agency (NASDA) (Kasai et al., 1999). Its extra-vehicular six
degree of freedom robot arm was also used for teleoperation experiments with a six
second round-trip delay, and operator aids similar to those provided by the ROTEX
system. Later, after the ETS-VII mission, a system to teleoperate the same arm
through the same delay, but with force feedback to the operator, was presented in
cooperation with DLR (Tsumaki et al., 2000; Yoon et al., 2004). The force dis-
played to the operator is generated locally in interaction with a virtual model of
the robot environment that is also the basis of the predicted 3D graphics display,
and a modified version of the mixed force and motion command scheme of Tsumaki
and Uchiyama (1997) is employed handle modeling errors.

As DLR continued to develop light-weight robots, verifying the suitability of
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critical components for extra-vehicular space-flight became desirable. That was
accomplished with the two degree of freedom ROKVISS manipulator, mounted on
the outside of the International Space Station (ISS) since 2005 (Albu-Schäffer et al.,
2006). Apart from confirming the reliable function of the hardware and studying its
characteristics when operating in space, the ROKVISS system has also been used to
test telemanipulation from the ground. Force reflective teleoperation experiments
have concentrated on the up to seven minute time windows when there is a direct
line of sight from the master location to the ISS (Hirzinger et al., 2004; Hirzinger et
al., 2005). Thereby the delay can be minimized to under 20 ms to facilitate stable
performance and operator immersion.





Chapter 3

Remote robot driving system

The European Union sixth framework program Neurobotics project, which funded
this work, is about combining robotics and neuroscience research for gaining new
insights in both areas. One of the topical studies is concerned with teleoperation,
increasing its performance and expanding its application domain to highly dynamic
tasks and significant communication delays, by making use of neuroscientific knowl-
edge. In that context, it is of interest to study how different sensory modalities used
in the operator interface of a teleoperation system affects performance, and if mod-
eling the human sensory and/or motor systems can contribute to a more efficient
operator interface.

Teleoperated catching of flying objects was put forth as a suitable prototype
task, but the necessary robotic hardware would have to be developed before at-
tempting teleoperation of it. Meanwhile, another prototype task, for which robotic
hardware was already available, was used: high speed mobile robot driving. The
driving platform was an ActivMedia Pioneer 2 (Figure 3.1), and teleoperating it at
high speed in a cluttered office environment poses similar problems as teleoperated

Figure 3.1: A computer graphics rendering of the ActivMedia Pioneer 2 driving
platform.
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catching does.
The process is fast. Approaching and avoiding an obstacle happens in less than a

second, and with typical intercontinental Internet delays (real or simulated) of hun-
dreds of milliseconds, this represents significant dynamics. In order to handle this
with predictive methods, the robot process has to be predictable over the relevant
time frame. Provided that the environment is static, or at least has considerably
slower dynamics than the robot motion, this requirement is satisfied. Knowing the
commands sent, robot motion can be predicted well across a few hundred millisec-
onds.

Testing feedback modalities in the operator interface, as well as building a soft-
ware system whose general structure could later be used for teleoperated catching,
was possible already with the driving hardware. Much of the driving system C++
code was actually used untouched in the subsequent catching system of Chapter 4.

The teleoperated driving system presented in this chapter was developed to
handle typical Internet delays using a modified Smith predictor as described in
Section 3.1. The operator interface, with predictive stereoscopic 3D graphics display
and a force feedback haptic device, is detailed in Sections 3.2 and 3.3, the latter of
which is concerned with force generation in the chosen speed and path curvature
command space of the haptic device handle. Since obstacles exist in the Cartesian
space of the robot environment, their mapping to the command space is non-trivial.

The remaining sections describe the implementation and evaluation of the sys-
tem, as well as an outline of further work required to verify the system in formal
experiments, and ideas for improvement. As the catching platform of Chapter 4
became available, research focus shifted to teleoperated catching, leaving the tele-
operated driving work with several interesting possibilities unpursued.

3.1 Control model

A common technique for closing a teleoperation control loop over a communica-
tion medium with significant delays is the use of wave variables as described in
Section 2.3.3. Whereas this can guarantee passivity (no net output of energy;
Section 2.3.2) of the communication link, and thereby help prove stability of the
complete system, it does impose severe performance penalties in a scenario where
fast dynamics are required despite the presence of substantial communication delays
(Lawn and Hannaford, 1993).

For this reason a different approach, requiring an accurate dynamic model of the
robot and the significantly dynamic parts of its environment, was selected. In the
employed scheme, all forces displayed to the operator through the haptic device are
generated interacting exclusively with a dynamic simulation running on the user
interface computer. Since this interaction does not involve a time delay, the risk
of instabilities is much reduced. The modeling of the robot is facilitated by the
fact that the model includes the controller local to the robot, so that the response
modeled is that achieved under local control. Knowing the input command and the
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dynamic state of the robot, the future state can be predicted well after a time of
the same magnitude as the communication delays.

The simulation bridges the delay, and the stereoscopic 3D VR display that the
operator sees shows the robot and robot environment as they are predicted to
appear when operator commands are executed on the robot. A similar predictive
display was used already in the ROTEX project at DLR (Hirzinger et al., 1993),
as described in Section 2.5. The ROTEX system did not offer force feedback to
the operator. Remote contact forces depend in a dramatic way on small changes in
position that can be the difference between contact and non-contact, which makes
it difficult to simulate the force. This has been addressed by Yoon et al. (2004),
using mixed force and motion commands, and separate control modes for contact
and non-contact. For the present teleoperated driving system however, contact
forces are not an issue, since artificial feedback forces are generated in the speed
and path curvature command space used, and gradually increase to avoid contact
when closing in on an obstacle (see Sections 3.2 and 3.3 below).

For a survey of similar teleoperation controllers, see Smith and Hashtrudi-Zaad
(2006). However, complicating factors such as time varying remote dynamics and
contact forces, are not present in this work.

3.1.1 Basic controller structure
To close the control loop over the robot via the communication link, a modified
non-linear, multivariate Smith predictor control structure (depicted in its simplest
form in Figure 3.2) is used. The predicted value of the measured state of the re-
mote robot ysim is corrected by the error of previous predictions, as in a standard
Smith predictor (Smith, 1959) described in Section 2.3.4. Since the state y con-
tains rotation in addition to a two-dimensional Cartesian position, however, the
subtraction of the calculated error δ, required for correcting the prediction, cannot
be performed only by subtracting the individual components. The command u
contains the desired speed and curvature of the robot path only, so any previous
error in rotation of the simulated state ysim will inevitably affect the simulated
robot position. Therefore, the robot translation simulated since the time the mea-
surement was taken (the time for which the simulation error is now known) must
be rotated by the negative of the calculated rotation error. This is not shown in
the figure.

The command and measurement communication delays, τc and τm respectively,
are handled by

i) Adding an artificial delay τa to the stochastic command delay τc when a
command packet arrives at the robot, so that their sum, the virtual delay τv,
is constant, as proposed by Kosuge et al. (1996) for teleoperation using wave
variables (see 2.3.3).

ii) Delaying the simulation result ysim(t+ τv) by τv + τm before it is compared
to the measured state y(t − τm) to form the simulation error δ(t − τm).
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Figure 3.2: Single measurement channel version of the teleoperated driving con-
troller structure. Skewed boxes represent delays. The vector quantities u(t) and
y(t) are the command input and measurement output of the remote robot at time
t respectively, and τc, τa, τv, and τm are the command, artificial, virtual, and mea-
surement delays. ysim(t) is the local simulation of the remote measurement taken
at time t, and δ(t) is its error found later when comparing it to the measured
value y(t). ycorr(t) is the simulated remote measurement corrected with the error
information available locally at the time the correction is made.

This means that when a measurement packet arrives from the robot, the
current value of τm is calculated from timestamps and an old simulation
result ysim(t− τm) retrieved from memory for comparison.

The net effect of this is that the simulation, the haptic controller, and the
operator all deal with the remote robot state τv ahead of real time. That allows
the generated command signal u to travel to the robot before it is needed by the
robot controller. τv values of up to 200 ms have been tested successfully.

Because the correction loop closed over the communication link runs at a much
lower frequency (∼20 Hz) than the inner loop containing the simulation and control
of the haptic device (∼500 Hz), the correction signal δ must be low pass filtered
to reduce zero order hold noise that would otherwise be felt by the operator as
vibrations. The low pass filter also reduces the high frequency gain of the correction
loop which moderates the spike effect of quick state changes in the simulation and
at the robot being slightly offset in time.

3.1.2 Multiple measurement channels controller
In the mobile platform teleoperation system developed, the basic structure de-
scribed in the previous section is slightly complicated by measurement data being
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Figure 3.3: Dual measurement channel version of the teleoperated driving controller
structure. Skewed boxes represent delays. Notation is the same as in Figure 3.2,
except for the measured state y(t), measurement delay τm and simulation error δ(t)
now appearing in two versions each: One indexed o for odometry, and one indexed
l for laser.

divided into two parts: Relative odometry position measurements, and absolute,
but less frequent, laser scanner localization data. The odometry position mea-
surements are calculated by the motion controller board of the Pioneer 2 from
incremental wheel encoder data, and sent to the operator interface computer every
50 milliseconds. Laser localization can only be done less frequently based on data
from a SICK laser scanner mounted on the robot.

The control structure modified to accommodate these dual measurement paths
appears in Figure 3.3. The differences from Figure 3.2 are that there are now
two measurement delays, τmo and τml, for odometry and laser data respectively
(τml > τmo because of the time required for computing the laser localization),
and, correspondingly, two errors, δo and δl, which are both subtracted from the
simulation result ysim to form the corrected estimate ycorr of the remote robot
state. δl is the error of the odometry data yo when compared to laser data yl

arriving later, and is filtered through a slower low pass filter than δo because of its
lower update frequency.

The subtraction in Figure 3.3 of the errors δo and δl from the simulated robot
state ysim to form the corrected state prediction ycorr still includes a derotation,
as described above for the single measurement channel case. The translations dero-
tated are the distance traveled in the simulation (when subtracting δo) and and
the distance indicated by odometry (when subtracting δl) since the time of taking
the measurements used to compute the errors.
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Figure 3.4: User interface hardware configuration, with a CRT and shutter glasses
stereographic display, an Omega haptic device, and a loudspeaker. For a close-up
of the Omega device, see Figure 2.8

3.2 Operator interface

The hardware user interface (shown in Figure 3.4) used for the experiment consisted
of a CRT monitor stereoscopic display, a 3D force reflectance joystick, and a loud-
speaker for audio feedback. The standard 21-inch CRT monitor was used together
with shutter glasses (from an inexpensive eDimensional 3D Vision System kit) con-
nected to a professional graphics adapter to display stereo 3D computer graphics.
The force joystick was an Omega unit from Force Dimension, which served as input
channel for user hand motion, and as force output. This haptic device uses parallel
linkage, which provides a large workspace, as well as high stiffness and force output.

In the user interface visualization was performed using Open Inventor 5 from
Mercury Computer Systems, supporting OpenGL quad buffered stereo with asym-
metric frustum perspective mapping (see Sections 2.2.2 and 3.4). There are several
reasons for using computer graphics instead of a video camera feed:

• Prediction can be used to show the operator a view of the remote scene as it
will look at the time when commands issued now will be executed remotely,
as shown in Figure 3.3. Video, on the other hand would display the scene as it
looked in the past as all data from the robot site is subject to a communication
delay.

• The viewpoint can be chosen freely, in this case fixed to the robot and slightly
behind it.

• Video requires high bandwidth communication, which may not always be
possible.

A screen dump from the user interface, together with a photograph of approximately
the same view, is in Figure 3.5.
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a b

Figure 3.5: The user’s 3D graphics visualization view of the remote scene when
teleoperating the mobile platform (a) and a photograph of the same scene (b).

Force feedback is implemented using the low level API provided by Force Di-
mension, and, like the graphics view, reflects the state of the robot predicted to
occur when the command generated from the current position of the device handle
will be executed on the robot.

The drive system of the Pioneer 2 has two independent driving wheels, one at
each side of the robot, i.e. in a differential drive configuration. Steering is accom-
plished by controlling the turning rates of the wheels, so that the robot can rotate,
go forward/backward, or any combination thereof. It cannot go sideways, which
makes it non-holonomic, and so it cannot be controlled directly in Cartesian and
rotational velocity space. Instead, commands can be given in a two-dimensional
speed/curvature space. This is similar to driving a car, where the steering wheel
controls the curvature, and the accelerator and brake dictate the speed. A draw-
back is that, though physically possible on a differential drive platform, it does not
allow turning on the spot as this would require infinite curvature (in practice, this
could be easily handled by adding a separate rotate-only control mode).

Speed v and curvature κ are mapped to the haptic device in the simplest possible
way: Speed is controlled by moving the handle in the y-direction (positive away
from the operator), and curvature is controlled by moving the handle in the x-
direction (positive to operator’s right):

x = −kκκ,
y = kvv.

(3.1)

Here, kv and kκ are design parameters chosen from the relation between device
workspace size and maximum robot platform speed/maximum useful curvature,
and the minus sign results from curvature being defined positive when turning left.
The command sent to the robot is just the (x, y) position of the handle translated
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to a (v, κ) pair by the inverse of this mapping. The z-direction is not used, so the
handle is locked to a horizontal plane.

The basic principle of the haptic controller of Figures 3.2 and 3.3 is to attach
the handle by a virtual spring to a point corresponding to the current corrected
simulation value of the robot state ysim(t+τv). I.e., the speed and curvature of the
robot (or more precisely, their predicted values at the time the command currently
being issued will be executed on the robot), mapped to the point where the haptic
device handle would command exactly that speed and curvature, attracts the handle
as if connected to it by a spring. This means that keeping the handle at constant
speed and curvature already attained by the robot results in no force. Increasing
the difference between commanded (vcom, κcom) and robot (vsim, κsim) will give a
force increasing linearly with the magnitude of the difference, and directed toward
(vsim, κsim). In equational form,

Fspring,x = −kFκ(xhandle − kκκsim),
Fspring,y = −kFv(yhandle − kvvsim),

(3.2)

where Fspring = (Fspring,x, Fspring,y) is the force of the virtual spring, kFκ and
kFv are force strength design parameters, (xhandle, yhandle) is the handle position,
and Equation 3.1 has been used to map robot speed and curvature to the Cartesian
space of the haptic device handle.

In this way the force perceived by the operator is related to the resistance
of the robot and its controller to adjust to the command. In addition, virtual
viscous damping Fdamp = −kdamp(ẋhandle, ẏhandle) is applied to the handle to
help stabilize the system. A weak force toward zero velocity Fzero is added as well,
so that the total force output to the haptic device becomes

Fhandle = Fspring + Fdamp + Fzero (3.3)

when no obstacles are close to the robot. How obstacles affect the force is the
subject of the next section.

When implementing the above scheme, a small problem arose from not being
able to calculate the curvature of the robot path from measured wheel speeds near
zero velocity. The solution was to filter measured curvature through an EWMA
(exponentially weighted moving average) filter, weighted exponentially by traveled
distance. This has almost no effect at higher speeds since only a very short portion
of the robot path is allowed to influence the filter output, but keeps the curvature a
consistent value when moving very slowly. To enable changing the curvature at zero
speed, a weak influence from the current commanded curvature was also applied to
the filtered curvature value.

3.3 Obstacle forces

Avoiding obstacles can be difficult during teleoperated driving. Visual information
to the operator is limited to what the interface shows, an the other sensory modal-
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ities conveying vestibular and audio information are often not used at all. Even
in the case of the operator being present in the driver’s seat of a vehicle, rapid
maneuvering among obstacles without hitting them requires training.

With this in mind, it is not surprising that there have been many attempts to
add some form of artificial local navigation to aid the operator/driver in avoiding
obstacles. Doing so with forces displayed to the operator by a haptic device used
for steering has the advantage of making the operator conscious of the influence
of the artificial steering in an intuitive way. In this manner the operator will
retain a feeling of control, and the robot will not make unexpected artificially
controlled maneuvers, the reason for which could be unclear to the operator. If
forces computed in a clever way from nearby obstacles are fed to the steering device,
efficient shared control can potentially be achieved.

Generating obstacle avoiding forces that can be displayed to the operator like
this requires a mapping from the location of obstacles relative to the robot in
Cartesian space to the the space of the steering device, i.e. the command space
of the teleoperation system. In the present system, the command dimensions are
speed and curvature (v, κ) as described above, but variations, such and speed and
rotational velocity (v, ω), are common.

3.3.1 Related work
An early example of converting obstacle locations to forbidden steer angles that can
be interpreted as obstacles in curvature space is offered by Bauer et al. (1994). In
their Steer angle fields approach presented in an autonomous navigation context,
steer angles, directly translatable to robot path curvatures, are tested for obstacles
by checking the arc traced, by a point on the robot, and when hypothetically driving
with a constant steer angle, for intersections with obstacles. This is done within a
predefined neighborhood of the robot, and for several extreme points on the robot
body. The size of the neighborhood can be reduced if no obstacle-free arc path can
be found in the original one, allowing navigation in tight corners etc. Even though
steer angles that would cause collisions within the checked neighborhood represent
a mapping of obstacles to curvature space, there is no direct connection in this
method to the speed of the robot.

Diolaiti and Melchiorri (2003) avoid the problem of obstacle to command space
mapping for their haptic mobile robot teleoperation system by using a Cartesian
command space with their ActivMedia Pioneer 2 platform. To be able to use a
Cartesian commands with a differential drive platform (that cannot go sideways),
they use a simulated virtual mass representing the robot as an intermediate step.
The virtual mass is attracted by a spring damper to the position commanded by
the operator, and repelled by similar virtual forces from obstacle locations. The
system then automatically steers the robot to chase the virtual mass along a path
consistent with the differential drive geometry. A complication is that haptic device
handle position is interpreted as a commanded velocity, transformed by integration
to a commanded position, whereas the force fed back to the handle is generated from
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the positions of obstacles and virtual mass in relation to the commanded position
(it is identical to the spring damper force between the commanded position and
virtual mass). This, combined with the inability to directly control the steering,
reduces the attractiveness of the method.

Lee et al. (2005) use a speed and rotational velocity (v, ω) command space, but
still apply repulsive forces from obstacles in Cartesian space, mapped to command
space by linear scaling only, to the haptic device handle. There is no guarantee
that the (x, y) position of an obstacle will be translated to an unsuitable (v, ω)
command. A combination of rules determine where to look for obstacles depending
on the current (v, ω) command, forces are computed inversely proportional to the
distance of the obstacle to the robot, and in the end only the strongest forces,
considered component-wise in each Cartesian dimension, are chosen for display to
the operator as an “environmental force”. Whereas the force thus generated is
reported to help avoiding obstacles to some degree, it is complemented by a force
computed from an analysis of what would happen if rotating on the spot or going
straight forward/backward. This “collision-preventing force” can be thought of as
a mapping from the Cartesian location of obstacles to obstacles in rotational angle
space or forward/backward position (the time integrals of the command space
dimensions v and ω), but these dimensions are only considered separately, leaving
combinations of both unexplored. That is why this force can change very much
from small perturbations to the robot pose, as observed in the 2005 paper. Still,
the combination of the two forces seem to yield a usable system, as demonstrated
by a user study presented in the same paper.

3.3.2 Mapping obstacles to the (v, κ) command space

To achieve intuitive obstacle avoidance through virtual forces displayed by the op-
erator interface haptic device, and make the force displayed consistent over the
command and robot configuration spaces, a physically motivated continuous force
field should be advantageous. Assuming a mapping can be found so that obstacles in
the robot vicinity can be translated to forbidden regions in command (v, κ) space,
this would be possible by using an analogy to the force on a positively charged
particle (the position of which is equal to the haptic device handle position repre-
senting the given (v, κ) command) moving among a distribution of other positively
charged particles fixed at the edges of those forbidden regions. From physics, the
contribution from one charge qi of the obstacle charge distribution to the repulsive
force on such a moving particle in vacuum is

Fi = 1
4πε0

qiq

(ri − r)2 , (3.4)

where q is the moving charge at the handle position r, 1
4πε0 a physical constant,

and ri the location of the obstacle charge qi. Giving the same weight (charge) to



3.3. OBSTACLE FORCES 51

all obstacle points, this reduces to

Fi ∝ 1
(ri − r)2 (3.5)

or, if rewriting Fi as a vector quantity to include its direction, and summing up the
contributions from the entire obstacle charge distribution to get the total force,

F ∝
∑
i

− ri − r|ri − r|3 . (3.6)

The r and ri positions are in the space of the haptic device, and to find all
ri we need to map obstacles to the (v, κ) command space. For position control
this mapping would be trivial, but mapping obstacles to speed curvature space
requires some thought. The basic assumption used was that hitting an obstacle in
(v, κ) space should correspond to a collision in robot Cartesian space too. That
is the case if a command (v, κ) would result in colliding with an obstacle even
if an optimal braking/evasive maneuver is started directly after it is issued. As
such an optimum maneuver is difficult to calculate for all possible situations, the
hypothetical maneuver used is maximum braking with no further steering, i.e. speed
v decreasing linearly to zero at a postulated acceleration −abrake determined by
usable platform braking performance and curvature κ remaining constant at the
commanded value. Constant curvature means that the robot travels along a circular
arc with radius 1/κ, the length of the arc being equal to the braking distance
required:

s = v2

2abrake
. (3.7)

If a such an arc, in the Cartesian space of the robot, and associated with a specific
command (v, κ), intersects an obstacle, also in the Cartesian space of the robot,
the point in (v, κ) space defined by the command is part of an obstacle region in
(v, κ) space. See also Figure 3.6. Using this definition, a point in (v, κ) space can
be tested for being part of an obstacle region, even though the test is somewhat
conservative on account of not using an optimal hypothetical evasive maneuver.

In practice, mapping of obstacles to speed curvature space has been imple-
mented using sampling of 40x40 (v, κ) points evenly distributed around the current
(vcom, κcom) of the haptic device handle. In Figure 3.7 the not yet sampled points
are represented by dots, and (vcom, κcom) of the handle by a square. For each
sampled curvature, speeds successively more different from vcom are sampled in the
positive and negative direction until a collision is found (a cross in the figure) or
all points have been sampled without finding a collision (circles).

To build the obstacle avoidance force, each found collision point (crosses in
Figure 3.7b) contributes a force proportional to the inverse of its squared distance
to the handle (the square in Figure 3.7) and in the directed away from the (v,κ) of
the collision point, as dictated by Equation 3.6.
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Figure 3.6: A wall obstacle in Cartesian space (a) and its approximate appearance
in speed/curvature space (b). The two circular arcs starting at the robot position,
marked by a small square, are the paths the robot would take when braking from two
different speeds with constant deceleration and two different constant curvatures.
They end at a ring and cross respectively, marking the spot where the robot would
come to a halt. The two speed and curvature combinations of the arcs are also
plotted in diagram b as (v, κ) points (a cross and a ring to show their correspondence
to the arcs). The arc ending in a cross intersects the wall in diagram a, and its
(v, κ) combination is consequently inside an obstacle region in diagram b.
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Figure 3.7: Sampling of speed/curvature space, start (a) and end (b) of process.
The small square is the current (v, κ) command (or equivalently, the the device
handle position), dots are not yet tested points, circles are tested non-obstacle
points, crosses are tested obstacle points, and the grey regions represent obstacles
mapped to speed/curvature space. For clarity only 8× 8 points are shown instead
of the used 40× 40.
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Figure 3.8: Points sampled for obstacles. This scene is a screen dump from the
3D graphics operator interface modified to use an aerial view and show obstacle
sampling points. Red points are on a constant curvature arc ending at a collision,
green points are not. The obstacle is a chair in the lower part of the picture, and
its approximate expansion by a robot radius has been drawn on top of the bitmap
image. Also shown is the shadow on the floor of the cylindrical approximation of
the robot shape used.

Points in (v, κ) space are tested for obstacles by calculating the position in 2D
Cartesian space where the robot would stop if braking from speed v while following
an arc with curvature κ, as in Figure 3.6. Then this position is checked to see if it
is occupied, which would cause a collision. To correct for the non-zero size of the
robot, obstacles are expanded by the radius of the robot platform (approximating it
as cylindrical, which is reasonable for a Pioneer 2). A visualization of the Cartesian
positions corresponding to the sampling points is in Figure 3.8.

This implementation ignores the fact that the length of the obstacle curve in
(v, κ) space approximated by the sampled collision points is not proportional to
the number of such points. Ideally, the force influence of line segments connecting
neighboring collision points should be used instead, but using only points works
well and is computationally less expensive. The complete process of finding collision
points and calculating the avoidance force (involving sampling of 1600 points if no
collisions are found) is repeated at frequency equal to that of the haptic controller
(about 500 Hz).
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Rewriting Equation 3.6, the generated obstacle avoidance force can be expressed
as

Fobstacle = −kobstacle
∑
i

(xi − xhandle, yi − yhandle)(
(xi − xhandle)2 + (yi − yhandle)2

)3/2 (3.8)

where kobstacle is a force strength design parameter, (xhandle, yhandle) is the position
of the haptic device handle, and (xi, yi) is a (v, κ) obstacle point sampled as de-
scribed above and mapped to the space of the handle using Equation 3.1. Referring
to Equation 3.3, the complete force fed back to the haptic device becomes

Fhandle = Fspring + Fdamp + Fzero + Fobstacle. (3.9)

3.3.3 Obstacle locations
The system designed uses a vector map of walls and other obstacles prepared by
hand. This works for room layouts and static furniture, but is impractical for
objects such as chairs that tend to be moved around. A way to solve this problem
would be to use the SICK laser scan data from the robot directly as an obstacle
map, but the 3D graphics of the operator interface requires a known environment
for showing the correct appearance of obstacle objects. The possibility of locating
known but displaced objects, like furniture that has been slightly rearranged, is
discussed in Section 3.6.

A text file specifies the room and obstacle map, and is used for graphic rendering
as well as obstacle avoidance. Each obstacle object has a specified occupied area,
grown from the physical size of the object by one robot radius as mentioned above.
See Figure 3.9 for a bitmap rendition of an obstacle map combining occupied areas
from a room and several pieces of furniture in it.

3.4 Software implementation

The software needed for the teleoperated driving system was developed in C++, and
run on Pentium 4 desktop PC providing the operator interface, and a Pentium M
single board computer housed in the Pioneer 2 mobile robot. Linux, with a 2.4
series kernel, was used on both computers. Communication between them used the
general purpose WLAN infrastructure installed in the lab and the standard UDP/IP
network protocols. A schematic diagram showing the information flow between the
different execution threads and relevant hardware and software components appears
in Figure 3.10, and is further explained in the following.

3.4.1 Operator interface computer
The software of the operator interface computer had to handle three main tasks:
Control of of the haptic device including obstacle force generation, 3D graphics
rendering, and network communication with the robot.
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a b

Figure 3.9: A bitmap version of the vector obstacle map of the same room as in
Figure 3.5, before (a) and after (b) expanding obstacles to account for the non-zero
robot size.

Threading

Each of the three tasks was run in its own thread. Multithreading support was
provided by the pthreads (POSIX threads) library and textttNPTL (Native POSIX
Threads Library).

At a first stage communication between threads was accomplished using shared
data structures manipulated in critical sections protected by mutexes (mutual ex-
clusion primitives) provided by the pthreads library. This solution however, was not
efficient enough. The highest priority thread, running under the real-time schedul-
ing policy of the kernel, and implementing the haptic controller, was not running
smoothly enough, causing noticeable jerks and occasional instability of the haptic
device. Investigation showed that the haptic control thread was hampered by ir-
regular occurrence of not being able to acquire a mutex held by one of the other
threads, and therefore having to wait for an unpredictable time before being able
to access shared data.

For this reason, the mutex solution for inter-thread communication was dropped
in favor of use of an implementation relying on atomic operations and memory
barriers. Both of the latter two functions were provided by the atomic_ops library
distributed as a part of the qprof profiling package (Boehm and Mosberger, 2003;
Boehm, 2004) developed by HP labs. A simple fixed size FIFO was implemented in
a way that allows one-directional communication from one thread to another in a
safe way without mutexes and potential blocking. Data consistency is guaranteed by
using atomic operations to handle indeces and enforcing correct ordering of memory
operations with appropriate memory barriers. Memory operations can otherwise
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be reordered by the Pentium 4 CPU (Intel Corporation, 2008, sect. 7.2.2).
Non-blocking FIFOs of this kind were used for sending robot and simulation

state data as well as commands between threads as shown in Figure 3.10. The
corrected future state estimate ycorr as an example, is computed in the haptics
thread, and used in the same thread by the haptics controller to enable feeling the
speed and curvature of the robot (Equation 3.2), and obstacle forces (Equation 3.8).
But it is also needed in the graphics thread for rendering on the screen, and is
brought there through the FIFO labeled ‘State’ in Figure 3.10. Of the two ‘Cmd’
FIFOs, the one to the communication thread is of most importance, since it is
ultimately responsible for commands reaching the robot. In the graphics thread
commands are only used for optional representation on the screen as an arrow.

The non-blocking FIFO approach improved the execution speed of the haptics
thread, and substantially reduced the maximum time between consecutive control
cycles getting the position and setting the force of the haptic device. Further,
though not as pronounced, improvement was achieved by taking advantage of the
Hyper Threading feature of the Pentium 4, which provides hardware support for
running dual execution threads on the single CPU core (Intel Corporation, 2008,
sect. 7.8). Using this feature, the OS kernel (Linux 2.4 in this case) will see the CPU
as two processors on which to schedule execution. Using Tim Hockin’s procstate
CPU affinity patch, one of them was reserved for the haptics control thread leaving
it unhampered by OS context switching.

Haptic control

The high priority haptic control thread implements the control defined by Equa-
tion 3.9 at a frequency exceeding 500 Hz. The haptic controller (‘Ctrl’ in Fig-
ure 3.10) exchanges force and position data with the haptic device through the low
level API provided by the manufacturer. This force interaction depends on the
simulated future robot state computed in the haptics thread at the same frequency.
The control scheme also requires data about the real robot state in the form of
computed simulation errors (δ in Figures 3.2, 3.3, and 3.10), which are provided by
the network communication thread through a non-blocking FIFO.

The obstacle sampling in (v, κ) space described above, and illustrated by Fig-
ure 3.7, checks up to 1600 Cartesian points in the vicinity of the robot each it-
eration of the controller to determine if they are occupied. This is done using
C++ objects representing the room where the robot is located and the obstacles it
contains, and belonging to a multiple inheritance class hierarchy (Figure 3.11).
Objects of type ObstacleBlock and subclasses have a causesCollision(x,y)
method, which with given (x, y) coordinates returns a boolean value that indi-
cates if such a robot position would cause a collision with the object. A Room
object also checks all the ObstacleBlock objects it contains before returning from
its causesCollision(x,y) method, so running this method a maximum of 1600
times for the room the robot is in is what is required in each iteration of the haptics
control loop.



58 CHAPTER 3. REMOTE ROBOT DRIVING SYSTEM

ObstacleBlock

causesCollision(x,y):bool

Room

addBuildingBlock(block)

RectangularFileObstacle

Window

Niche

WallOpeningBuildingBlock
openInventorGraph

FileBlock
openInventorFile

Localizable
x:double
y:double
z:double
rot:double
width:double
depth:double
height:double
toLocal([inout]x,[inout]y)
fromLocal([inout]x,[inout]y)

containedBlocks
*

containingRoom

connectedRoom
0..1

openings
*

Figure 3.11: A UML class diagram of the most important classes used for repre-
senting rooms and furniture. The Localizable base class specifies pose and size
attributes, and defines coordinate transformations to and from the coordinate sys-
tem local to the object.
These classes serve dual purposes: Encoding the obstacle map (method
causesCollision(x,y)) used for generating obstacle avoidance forces at the hap-
tic device, and building the scene graph used by Open Inventor for rendering the
3D graphics of the operator interface. It is useful to keep the definition of the part
of the scene graph representing an object (openInventorGraph) in a VRML text
file (openInventorFile) for some objects. For example, the chairs and table in
Figure 3.5a are objects of class RectangularFileObstacle.
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The causesCollision(x,y) methods, as well as the obstacle checking loop it-
self, which internal to the haptics controller loop and calls causesCollision(x,y),
thus account for a large proportion of program execution time. Accordingly, much
effort has been spent optimizing the performance of this program code and avoiding
all unnecessary calculations. All floating point math operations inside the obstacle
checking loop are done in single precision.

Graphics

The 3D graphics rendering is done using Open Inventor 5 from Mercury Computer
Systems on top of OpenGL. Initial attempts were made to use the open source
version of Open Inventor, released by SGI in the early 2000’s, but as it was no
longer maintained, and did not provide enough working stereo 3D functionality, it
was dropped in favor of a non-commercial OI 5 license. An alternative that was
not evaluated (due mainly to lack of time and OI5 already working well with the
teleoperation software) is Coin3D. It is a separately developed library by Kongsberg
SIM AS with the same API as Open Inventor, and it is available under a GPL
license. In 2008 it reached version 3.0.0.

Open Inventor employs hierarchical scene graphs containing shape primitives,
surface and lighting properties, and spatial transformations. The application pro-
grammer constructs a scene graph, and Open Inventor renders it by traversing it
and generating necessary OpenGL instructions in the correct order. This substan-
tially reduces development time, as constructing the scene graph using the Open
Inventor API is much easier than directly using the low level interface provided by
OpenGL.

For building the scene graph in of the teleoperation operator interface, the
same hierarchy of C++ classes as that used for obstacle mapping, and shown in
Figure 3.11, is used. It allows high level specification of rooms and their subcom-
ponents, including windows, furniture, etc. The visual appearance of objects can
be imported by Open Inventor as VRML files and inserted into the scene graph.
This is very useful for complex objects, and makes it possible to do the modeling of
e.g. a chair in any 3D modeling package instead of having to define it in the C++
source code. The chairs and robot of Figure 3.5a exemplify this approach.

OpenGL quad buffered stereo can be automatically rendered after specifying
desired asymmetric frustum perspective mapping parameters (see Section 2.2.2).
Using the hardware support for OpenGL stereo of the professional level Nvidia
Quadro graphics board allows connecting the necessary shutter glasses worn in
Figure 3.4 to the stereo sync output connector of the board.

3.4.2 Network communication

To be able to take advantage of the global connectivity of the Internet, the tele-
operation communication channel was implemented with general purpose Internet
technology across the lab office network and wireless LAN (WLAN; see Figure 3.10).
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Provided that the additional delays can be handled, increasing the distance spanned
by the teleoperation is just a matter of changing the target IP address. This was
indeed done, when the teleoperated catching system of the next chapter was tele-
operated from Pontedera, Italy, to catch balls thrown in the lab in Stockholm.

The Internet protocol (IP) version used was IPv4, which is still dominant on the
Internet, even though its successor, IPv6, may provide useful additional features
for teleoperation according to Nuño and Basañez (2005). The upper layer proto-
col chosen was the user datagram protocol (UDP). In contrast to the alternative
transport control protocol (TCP), it does not provide any means to guarantee that
sent datagrams will not be lost or reordered during transmission. In the present
teleoperation application however, there is no need for such services by the upper
level protocol. A lost datagram containing a command for the robot will not be of
any use if resent and arriving after more recently issued commands, and reordering
datagrams arriving out of order will be counter-productive since it may hide the
newest available data from the application.

Each datagram, transmitted by UDP/IP between the operator interface and
the robot, contains information that is self-sufficient and includes the timestamps
necessary to implement the control of Figure 3.2. This means that datagram from
the operator interface to the robot contains exactly one complete sample of the
command stream (u in Figure 3.2) and that datagrams traveling in the opposite
direction contain one sample each of the measurement stream (y in the same fig-
ure). In this way each sample reaches is destination as early as possible, and lost
datagrams only affect one sample.

The sample frequency is the same in both directions, and limited to 20 Hz by
the robot hardware.

3.4.3 Robot computer
The ActivMedia Pioneer 2 mobile platform contains the mechanics necessary to
support its differential drive configuration, a low level motor control and incremental
wheel rotation encoder interfacing board, and space for a single board computer
(SBC). The low level controller board accepts motor commands and outputs wheel
rotation measurements through an RS-232 connection, at a maximum rate of 20
Hz. Its internal controller can maintain a commanded speed and turn rate.

Communication with the operator interface computer is handled by a Pen-
tium M SBC, represented by a box at the right hand side of Figure 3.10. It runs a
standard Linux 2.4 series kernel.

The SBC receives commands off the wireless link, implements the artificial delay
(τa in Figure 3.10), converts them from speed and curvature (v, κ) to speed and
turn rate (v, ω), and forwards them, at their designated execution time, to the
motor controller board. Odometry information, in the form of robot displacement
and rotation, is calculated from the wheel encoder data by the motor controller
board, and is then relayed to the operator interface computer by the SBC.

The RS-232 communication is handled by the Aria API by ActivMedia. Activ-
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Media also provides software for interfacing the SICK laser scanner, one of which is
mounted on the robot, and for performing localization based on its measurements.
It was, however, at the stage of development when laser localization was being
added to the system capabilities, that the author’s focus shifted to the catching
system described in the next chapter. For this reason laser localization was never
fully implemented, and the system testing done had to rely solely on wheel encoder
information. Consequently, proper localization could only be maintained over short
distances.

3.5 Early evaluation

Despite the lack of long term localization, early experiments with obstacle avoidance
forces were performed on the mobile platform. It has been teleoperated in an area
with many obstacles to challenge the operator and to require both visual and haptic
feedback. The test environment used for early experiments is that already shown
in Figures 3.5 and 3.9 above.

With obstacles mapped to velocity space, their velocity distance from the robot
(and therefore their influence on the obstacle avoidance force) depends not only
on the Cartesian distance, but also on the speed of the robot. When driving fast
through a narrow passage the generated force almost completely takes over control
of the robot and guides it along a good path. Conversely, when there is a lot of
free space in front of the robot or if driving very slowly, almost no force will be
generated.

Overall, as experienced by the author, driving the robot using the speed-curvature
(v, κ) command space with the assistance of obstacle avoidance forces generated in
the same space is intuitive and enjoyable. The maximum curvature limit set pro-
hibits turning on the spot, but that is not a significant drawback, since the problem
is easily solved by adding a separate ‘rotate mode’ entered at the push of a button
when the robot is not moving. For an approximately cylindrical robot, such a mode
does not require obstacle avoidance, which makes it trivial to implement.

Introducing an extra artificial delay of a few hundred milliseconds for testing
prediction performance did not result in substantial degradation of performance.
The simulation in the operator interface computer is accurate because the local
controller in the robot works well, and executes given commands in a predictable
way. A notable exception to this predictability is the presence of quite a large
amount of backlash in the Pioneer 2 drivetrain. Without the extra delay, it is felt
as a jerk of the haptic device handle when starting and stopping. With the delay,
the same jerk is felt a little later. In both cases it impairs accurate positioning of
the robot, and in both cases the best solution is probably better robot mechanics.

The odometry of the robot is also by no means perfect, meaning that the unim-
plemented laser localization quickly leads to positioning errors as the robot moves.
Nevertheless, the rest of the system, and in particular the operator interface, can
be, and has been, tested. Only in the beginning of a test run however—and after
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manually moving the robot to correct its position—does it actually avoid obstacles.
Because of this, most of the testing done was conducted with obstacles represented
only by markings on the floor.

3.6 Open issuses for future work

Although many possibilities and open problems of the driving platform work re-
mained unexplored, the catching platform of the next chapter received almost all
of the author’s attention after it became available. The teleoperated catching work
was more in line with the research focus of the Neurobotics EU project provid-
ing the funding, and done cooperatively within the lab. The operator interface
software and control model described in this chapter however, were modified and
further developed for the catching platform as described in the next one.

The most obvious line of investigation not pursued after the driving platform
was abandoned, is that of implementing laser-based localization and conducting a
user study akin to that reported by Lee et al. (2005). Even without working laser
localization, a user study should yield interesting results about the speed/curvature
interface, though the robot would only simulated and the tested task in effect a 3D
driving computer game. Testing the performance of a group of subjects driving
the simulated robot with and without the proposed obstacle avoidance feedback
forces would almost certainly show a large difference in measured parameters such
as number of colissions and time to complete a given obstacle course. It could
also be interesting to test what impact the positioning of the viewpoint in the 3D
scene has on driving performance. The current implementation uses the perspective
shown in Figure 3.5a, with the virtual camera fixed to the robot behind and above
it, but any position fixed in room or robot coordinates, or even completely free and
operator controlled, can be easily tested.

A similar user study with real robot teleoperation could also test the usability
of the inteface in physical teleoperation, as well as the utility of the proposed
prediction scheme in the precence of large distance internet communication delays.
For these experiments, a robot platform with less gear backlash in the drivetrain
than the Pioneer 2 should be used.

Another area to be explored is that of dynamic obstacles. For generating obsta-
cle avoidance forces, one solution is to use laser scanner data instead of an apriori
map. The relatively low frequency of laser readings can be handled by correcting
for rotation and translation measured by odometry or calculated by prediction, as
long as the obstacles themselves a do not move significantly between each laser
measurement. Displaying the proper 3D graphics model for a dynamic obstacle re-
quires the ability to track it in sensor data. Such tracking would involve matching
a typical laser ‘footprint’ of the object to laser data in the vicinity of the object’s
last measured position. Completely unmodeled obstacles appearing in laser data
could also be shown to the operator as a representation of the laser reflections in
the 3D scene.
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Even without a working implementation of obstacle tracking, an interactive
procedure for positioning obstacle models in a room would be useful for preparing
an obstacle map. The operator could do this pick-and-place in the 3D graphics
interface before starting teleoperation, guided by overlaid laser data and a separate
photographic image.

Last, but not least, the handling of varying delays, should be further developed.
Dynamically determining the communication link quality would be useful so that
the artificial delay introduces to achieve a constant virtual delay is kept to a min-
imum while still keeping the rate of late command packets sufficiently low. The
current implementation only tests the link at the start of each session.





Chapter 4

Teleoperated catching system

Teleoperated ball catching was one of the prototypical tasks discussed within Key
Research Area 1.1 “Beyond Tele-operation” of the Neurobotics project. The task
is highly dynamic, and as such allows testing ideas on how to design the operator
interface and control system when a crucial factor for successful task completion is
time. The ball catching scenario also allows investigation of complications such as
communication delays and limited sensor (and therefore prediction) accuracy.

Several experiments have been performed with the teleoperated ball catching
system, exploring different user interfaces, semi-autonomous catching behavior,
models for predicting user input, etc. All of the experiments used the conceptual
setup depicted schematically in Figure 4.1, even though the for some experiments,
ball trajectories were prerecorded and the robot arm replaced by a simulation. The
throwing distance and maximum ball height are limited by the dimensions of the
room containing the robot. Since the ball is both launched and caught more than
1 m above the floor for an effective maximum trajectory height of 1.3 m before it
hits the ceiling, and the maximum flying time can be approximately determined by
the formula h = g(t/2)2/2, the complete throw will last less than one second. This
short time frame is what makes the task demanding for teleoperation.

The work in presented in this chapter has been done in close cooperation with
Christian Smith, who also designed the robot arm used, as well as its control system
and the stereovision ball sensing scheme.

4.0.1 Robotic hardware and ball sensing
The robot arm design (Figures 4.2 and 4.3) was described by Smith and Chris-
tensen (2007) and uses commercial off-the-shelf (COTS) components. Design goals
included the ability to move across a 60×60 cm catching window in less than 0.5 s
from stand-still to stand-still. This was achieved (the end- effector was timed at
<0.39 s when moving diagonally from a lower to an upper corner of the window)
using PowerCubes from German company Amtec in a Puma560-like configuration,
and a Linux PC based CTC/PI (computed torque feedforward/proportional and

65
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5 m

Figure 4.1: Schematic representation of the setup for the teleoperated catching
experiments. From left to right, the operator and interface, the teleoperated robot
arm, a ball trajectory, and the mechanical ball launcher.

540mm

Workspace

1000mm

0.31 m

0.51 m

0.09 m

Figure 4.2: Robot arm drawing by Christian Smith.

integrative feedback) controller accepting commands over a UDP/IP network con-
nection. The maximum power consumption of the entire arm is 5 kW, and the
moving mass is 10.6 kg (Smith and Christensen, 2007).

The teleoperation model described in the previous chapter, and adapted for
ball catching below, requires prediction of the dynamics at the remote robot site,
and for this reason, as well as bandwidth conservation reasons, does not use a
video feed. Therefore the position of the ball to be caught has to be measured
using sensors at the remote site. As described in Smith et al. (2008), this is done
using a 60 cm baseline firewire stereo camera pair mounted behind the robot as
shown in Figure 4.3. An extended Kalman filter (EKF) based on Equation 2.13
is used to continually refine estimates of ball position and velocity from the dual
320×240 pixel images delivered from the cameras at 50 Hz. Localization of the ball
in the images is done using color segmentation of the bright magenta ball color.

To allow experiments with similar series of ball trajectories, a mechanical ball
launcher (Figure 4.4) was manufactured. Its pan and tilt angles can be quickly set
to specified values, and the repeatability of the ball impact point for throws across
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Figure 4.3: The robot arm and stereo camera pair used for the catching experimets.
Photograph by Christian Smith.

Figure 4.4: The mechanical ball launcher used for the catching experiments.

the robot lab room is about ±10 cm (Smith and Christensen, 2007).

4.1 Control model

Only minor modifications to the teleoperation control model of the teleoperated
driving system of the previous chapter were needed to adapt it to use for tele-
operated catching. As a result, its representation in Figure 4.5 is very similar to
Figure 3.2. Differences exist that are not shown, including the command signal
u(t) now being in 3D Cartesian space, the robot state y(t) being in 6D joint space,
and both of them being sent over the communication link at 50 Hz instead of
20 Hz. In fact, the only visible difference, apart from the change of robot, is that
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Figure 4.5: Teleoperated catching controller structure. For symbol definitions see
Figure 3.2.

the simulation block now needs access to the corrected state ycorr(t), because the
robot dynamics are non-linear and very dependent on the location in joint space.
In practice, the simulation calculations are done in corrected coordinates, and only
afterwards translated back to uncorrected coordinates suitable for later (after the
delay block τv + τm) correction by arriving remote measurements.

Due to the change of command space, from 2D speed/curvature to 3D Cartesian,
and the only obstacles present being the limits of the robot arm workspace set by
reach and self-collision constraints, the haptic controllers of the two figures, though
drawn identically, are quite different. The 3D position control of the catching
system uses the position of the haptic device handle as command signal. The
mapping from device handle space to robot space is just a scaling to accommodate
the size difference between haptic device and robot arm. Regarding the forces
displayed to the operator by the catching system, see Section 4.2.2 below.

The robot simulation uses C language source code borrowed from the actual
robot controller to determine the trajectory in joint space taken to reach a com-
manded Cartesian position. This involves computing both direct and inverse kine-
matics of the arm, and helps ensure that the simulation follows the same trajectory
as that fed to the local joint CTC/PI controller described by Smith and Christensen
(2007).

4.1.1 Operator input modeling

A mentioned in Section 2.4.1, several models for human reaching and catching
motions have been proposed in literature. Hand motions tend to be straight in
Cartesian space, with a bell shaped velocity profile (Kawato, 1996), and combine
by superposition to form more complex paths (Morasso and Mussa Ivaldi, 1982;
Milner, 1992).
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For the present teleoperated catching system, it would be valuable to be able to
model the hand trajectory of the operator, in order to predict its endpoint before
it is actually reached. Such prediction could be used to compensate time lost by
communication delays, and operator reaction time. The results of Krüger (2006)
for a human catching task, similar to the the teleoperation task presented here,
show a point of minimum velocity (PMV) near the interception point. As noted
in Section 2.4.1, this indicates that the catching motion can be decomposed into a
first approximate reach and subsequent corrective motion. If this is the case, and
if it can be modeled and detected by the catching system, the endpoint of the first
gross motion could be predicted and used as an early indication of the intended
catching position. When compared to the measured ball trajectory, the predicted
endpoint could also be used to detect the intention of the operator to catch the
ball.

Models of human reaching motion have been based on optimization criteria,
minimizing a given cost function. A compilation is given by Nelson (1983). Some
of the proposed criteria give trajectories that do not fit with empirical data, such
as minimizing time, peak velocity or peak acceleration. Other cost functions, like
energy and impulse need detailed models of the dynamics of the arm, such as link
impedance, frictions, and muscle forces and are therefore difficult to implement
without detailed physiological measurements of the subject.

The minimum jerk model

Using jerk (the time derivative of acceleration) squared and integrated over time
as the cost function gives the well-known minimum jerk (MJ) model. It was first
proposed by Hogan (1985) for single-joint motions, and later extended to include
multi-joint planar motion by Flash and Hogan (1985). More formally, what is
minimized is

C =
∫ T

0

((
d3x

dt3

)2

+
(
d3y

dt3

)2

+
(
d3z

dt3

)2)
dt, (4.1)

assuming x, y and z are the Cartesian coordinates for a motion starting and stop-
ping at given times t = 0 and t = T respectively. In other words, given a starting
point, an end point and a time to move between the two, the trajectory that mini-
mizes the root-mean-square (RMS) of jerk on this interval is the MJ trajectory.

The MJ model fits well with data as long as the motion is not perturbed by an
outer force, or includes significant changes in posture. For such cases, minimizing
joint torque change yields better results, at the cost of requiring a good dynamic
model of the human arm (Kawato, 1996). For the present application, the MJ
model seemed adequate, and was chosen for its simplicity.

Flash and Hogan (1985) showed that all MJ trajectories share the property that
the 6th derivative is zero for the duration of the motion, and that they thus can be
described as 5th degree polynomials:

x(t) = a5t
5 + a4t

4 + a3t
3 + a2t

2 + a1t+ a0. (4.2)
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Figure 4.6: The velocity profile of a minimum jerk trajectory, covering one distance
unit in one time unit, with zero velocity and acceleration at both endpoints.

Here, x(t) is the 3D Cartesian position as a function of time, and a0 . . .a5 are the
coefficients of the polynomial. If we also specify the start and end points of the
motion, x(0) = x0 and x(T ) = xT , and require that velocity and acceleration be
equal to zero at these points, Equation 4.2 reduces to

x(t) = x0 + (xT − x0)(10τ3 − 15τ4 + 6τ5), (4.3)

where τ = t/T . This trajectory has a bell-shaped velocity profile, plotted in Fig-
ure 4.6.

If the goal point of motion needs to be changed in mid-motion, due to e.g. new
information about the position of the target, this can be done by superpositioning a
new MJ trajectory with zero initial position, velocity and acceleration on top of the
original one, as shown by Flash and Henis (1991) and Gat-Falik and Flash (1999).
The result is that the displacement of the new MJ trajectory is added to the old
goal point as a positional correction. This is in good agreement with experimental
data, and according to Milner (1992) new sub-movements can be generated as often
as once every 100 ms in human hand motion.

Minimum jerk prediction for teleoperated catching

For the experiments described in this chapter, MJ prediction of operator hand mo-
tion, or, alternatively put, MJ command prediction, has been used in two different
ways, after analysis of data gathered in Experiments 1 and 2. In following two Ex-
periments, 3 and 4, the operator’s catching response was modeled as one or more
MJ trajectories, whose endpoints can be predicted with reasonable accuracy after
the peak velocity has been reached (i.e. when half of the MJ trajectory has passed).
In Experiment 3 however, the predicted endpoint was used in either of two ways:
sent unmodified as commanded position to the robot, or compared to the measured
ball trajectory to detect catching intent and initiate autonomous catching. Exper-
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Figure 4.7: The user’s view in the ball catching experiment.

iment 4 pursued only the second option, that of using the prediction to initiate
automatic catching.

In both cases, the purpose of MJ prediction is to gain time, either by sending the
robot to an approximate catching position before the operator has actually given
the (complete) command, or by enabling start of automatic assistance as early as
possible. Both options were evaluated in terms of catching performance, the second
one under the two different sets of circumstances of Experiments 3 and 4.

For further details, see the sections below on the individual experiments.

4.2 Operator interface

Two different versions of the hardware part of the user interface have been used.
One setup was identical to that used for teleoperated driving and was presented in
the previous chapter, Section 3.2. The other, employing magnetic hand and head
tracking and a head mounted display (HMD), is described in the following section.

The virtual environment displayed is similar to that used for the driving system,
but shows the room where the catching robot is located, the robot itself, and some
furniture. A typical operator view is in Figure 4.7.

Unlike what is the case for the driving system, the robot is not the only object
moving in the virtual environment. There is also the ball to be caught, which of
course has to be displayed. The user interface receives the estimated position of the
ball from the stereo vision system described in Section 4.0.1. In order to be able to
bridge the communication time delay incurred when receiving ball information from
the remote site however, it also needs the complete state of the Kalman filter of
the vision system, to make future ball position estimates. Estimates are computed
by letting the Kalman state develop further forward in time without the usual
measurement update, but otherwise using the same C language code as that used
in the vision system. This predictive power is also used over the much longer time
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Figure 4.8: A side view of the virtual world of the ball catching experiment.

interval of a complete throw to show the user the projected trajectory of the ball.
The predicted ball trajectory is drawn as a red line through the ball, and the

uncertainty inherent in the future Kalman states is displayed as a semi-transparent
shell around it. Both are visible in Figure 4.7. The shell cross section that corre-
sponds to a particular point on the trajectory is the projection along the predicted
velocity of an uncertainty ellipsoid. The axes of the ellipsoid are twice the standard
deviations along different directions derived from the eigenvectors and eigenvalues
of the Kalman filter covariance matrix for the predicted x, y, and z coordinates of
the ball. The result is that the uncertainty of the ball trajectory drawn is visible
as a funnel that has its narrow end at the current ball position, and widens as the
standard deviation, represented by the distance from the trajectory in the center,
increases the further into the future the prediction extends. See Figure 4.8 for a
side view.

When the ball is not in flight, but is visible to the vision system, the user
interface computer still gets information about the estimated ball position. In this
case, which often occurs just before a manual throw (not using the mechanical
launcher), the ball is shown in an alternate color, and Kalman prediction is not
available. As the vision system determines that a throw has begun, full Kalman
state data starts to arrive, and the word ‘go’ is output to the speaker to alert the
user. Another sound is played if and when the ball is caught, as determined by the
proximity of the robot end effector to the ball.

4.2.1 HMD/magnetic tracker interface

In this operator interface configuration the display was an eMagin 3DVisor Z800
HMD (shown in Figure 2.11 on page 21) aimed at the high-end gaming market. It
has one 600×800 OLED display per eye, and a diagonal field of view of 40 degrees.

For headtracking and tracking of free hand motion, an Ascension Technology
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Nest of Birds magnetic tracker was employed. To get acceptable quality head-
tracking, the device was configured with two of the four available sensors fixed to
the user’s head and the magnetic transmitter unit mounted at a distance of only
approximately 30 centimeters from these sensors. This allows measuring the orien-
tation and position of the head with the in-device filtering disabled. It otherwise
causes unacceptable lag and, consequently, nauseates the user. The two remaining
sensors were bundled together and held by the user, so that hand position could
be measured. The resolution of the hand measurements was reduced due to the
greater distance from these sensors to the transmitter.

The combination of head tracking and a HMD allows the user to change the
gaze angle and viewpoint in a natural way, as the 3D graphics displayed are con-
tinually adjusted to the perspective corresponding to the measured head position
and orientation. Measuring hand position without the need for the user to grab
a handle, and without restriction to a working volume smaller than the natural
workspace of the arm, also allows more natural catching behavior.

This said, the measurement frequency, response time, and positional accuracy
were all worse than for the haptic device setup, and that might have adversely
affected the sense of immersion in the virtual environment. It should also be noted
that, with this setup, there was no possibility to display forces to the operator.
For the teleoperated catching experiments however, in contrast to what is the case
for the teleoperated driving presented in the previous chapter, force feedback and
obstacle avoidance are not central, as described next.

4.2.2 Feedback forces
As noted in Section 4.1.1 above, the validity of the MJ model relies on the lack of
outer forces affecting the hand. This means that displaying forces that make the
relative sluggishness of the robot manipulator (in comparison to the human arm)
apparent to the operator will not be useful when performing MJ prediction. Even
disregarding the MJ modeling aspect, human catching motion for throw distances
of a few meters is largely predictive/ballistic (see Section 2.4), leaving no room for
continual adjustment to forces from robot dynamics during the motion. Therefore,
for the catching system, the forces Fspring, Fdamp, and Fzero displayed by the
driving system were completely removed (cf. Equation3.9).

This leaves only the obstacle avoidance force Fobstacle. Unlike what was the
case for the driving system, obstacles in Cartesian robot space can be trivially
mapped to the command space by simple scaling. The only Cartesian obstacles
present are the table on which the robot is mounted and the wall behind it that
limit possible end-effector positions. There are also self collision obstacles, and
obstacles corresponding to possible collisions between the environment and parts of
the robot other than the end-effector. These obstacles are in 6D robot joint space,
and their mapping to Cartesian space is non-trivial.

However, the remote robot controller takes care of avoiding self collisions, and
also refuses commands causing collisions with the table or wall. Consequentially,
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Figure 4.9: Virtual wall limits of the command space. The commanded position
of the base of the ball catching can was limited to be inside the pictured volume.
The maximum and minimum distance from the second joint was set to 63 cm (the
big sphere) and 37 cm (the smaller quarter-sphere) respectively, and one vertical
and one horizontal plane through the second joint prevented commands below or
behind it.

at the operator interface side, it is enough to set up virtual walls that limit the
command handle to a safe workspace where the robot controller will always find
a usable solution to the inverse kinematics problem, i.e. where it can find a set of
joint angles that puts the end-effector at the desired position without collisions.
These virtual walls were implemented as two quarter-spheres at the maximum and
minimum allowable distance from the second joint, and two planes at the minimum
allowable distance from the table and wall (Figure 4.9).

As noted above, the HMD/magnetic tracker interface lacks force display capa-
bilities, an can do nothing to prevent the user from giving unreachable position
commands. Instead such commands cause the robot to stay at the last given reach-
able commanded position, but this is not a big problem since natural catching in
front of the user will mostly stay in the safe workspace.

4.3 Software implementation

As evident in Figure 4.10, the catching system operator interface software shares the
same structure and threading model as that of the driving system (Figure 3.10, Sec-
tion 3.4). The operator interface hardware is exactly the same for the two systems,
except for the possibility to connect the HMD/magnetic tracker interface described
in Section 4.2.1 and used in Experiment 2 below. Most notable in Figure 4.10 is
the inclusion of a channel for ball measurement data that was absent in the driving
system where the robot itself was the only moving object. The frequency of robot
commands u and measurements y has also increased from 20 to 50 Hz because of
the more capable robot hardware connected.
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To the right in Figure 4.10 are block representations of the remote robot con-
troller and ball vision system. These will not be further described here; details are
given by Smith and Christensen (2007) and Smith et al. (2008).

The communication with the remote site, though its sampling frequency has
increased to 50 Hz and now includes ball measurement data, still uses the same
UDP/IP technology. Data is still sent as self-contained UDP datagrams, now with
all six robot joint angles (y), the complete commanded 3D end-effector position
(u), or the whole state of the ball position estimator from a given time. The ball
predictor state is, more specifically, the state of the Kalman filter that runs on the
ball vision computer, and includes information on ball position and velocity, as well
as their estimated accuracy.

Returning to the software of the operator interface computer, there are of course
more modifications to the driving system than those visible in the Figures 3.10
and 4.10. The haptic controller is much simplified by the force display being limited
to virtual walls at the edge of the workspace, and there is no longer any need to
dynamically calculate obstacle avoidance forces by sampling (v, κ) space.

The robot simulation on the other hand, is a little more complicated. As men-
tioned in the control section above, it needs to predict the path planning through
6D joint space of the remote robot controller, which involves computing direct and
reverse kinematics. In practice this problem is solved by borrowing the C language
kinematics code used for the robot controller itself.

A similar solution is used for the ball predictor. Since the complete Kalman
state of the ball trajectory estimator is received from the ball vision computer, that
state can be further evolved to future times by using the same Kalman filter on
the operator interface computer. The difference is that on the operator interface
computer, no vision measurements are available, so the variance of the predictions
increase with time. The result is the increasing uncertainty visualized in Figure 4.8,
where the ball state has been evolved several hundred milliseconds from the last
measurement to draw the predicted trajectory. To draw the position of the ball, a
shorter prediction span to bridge the network communication delay must still be
used. This adds to the uncertainty already at the drawn ball position.

The display of the predicted trajectory uncertainty takes advantage of the pos-
sibility to display surfaces described by non-uniform rational B-splines (NURBS)
in Open Inventor. The uncertainty surface passes through a series of ellipses per-
pendicular to the predicted trajectory, the two axes of each being equal to two
standard deviations in the directions in, and perpendicular to, the trajectory plane
respectively. The necessary transparency of the surface is simple to achieve in Open
Inventor, which renders it using OpenGL blending.

The room and the furniture in it are drawn using the same C++ classes as
for the driving system. Only the room specification and furniture placement differ.
The functionality for mapping free driving space versus obstacles is simply not used.
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4.3.1 Additional visualization features
All data about user actions, as well as received robot and ball states, are logged to
file by the user interface computer. The log files can then be exported and used for
data analysis with tools such as Matlab, but for the teleoperated catching system,
their use was extended to also serving as input to the interface software in replay
mode. This mode of operation allows normal and reduced speed play-back and
pausing of recorded experiment sessions. The viewpoint and viewing direction can
be arbitrarily adjusted in real-time using a 3Dconnexion SpaceTraveler six degree-
of-freedom input device, for views like that of Figure 4.8.

4.3.2 Interfacing the Nest of Birds magnetic tracker
The Nest of Birds (NoB) magnetic position and orientation tracker (see Section 4.2.1)
that was available in the lab can be connected to a computer via USB or rs-232. A
Microsoft Windows API for the USB connection is provided by the manufacturer,
but a USB interface specification that would allow implementing a similar API for
Linux is not. The protocol for the rs-232 interface however, is specified, and was
chosen for use in the teleoperation system.

At the highest possible speed of 115 kbps, rs-232 communication generates a
substantial amounts of hardware interrupts on the host computer. For this reason,
and for the added convenience of not having to redo the rs-232 wiring when using the
NoB for different projects, a UDP/IP client/server model was adopted. I.e., a NoB
server application runs on a separate PC connected by rs-232 to the NoB tracker
hardware, and the application using the tracking data (presently the teleoperation
user interface) acts as a client communicating with the server over the local network.

The NoB server application handles all rs-232 communication, including the
somewhat intricate initialization and other protocol peculiarities, such as neces-
sary waiting and talking to the four sensors in order. It also takes care of setting
many hardware options to the values deemed most useful for foreseeable applica-
tions. This includes setting the power grid line frequency to the European standard
of 50 Hz for the electromagnetic interference filter, position and quaternion out-
put format, and data filtering settings recommended by the manufacturer. Once
started, the server just sends a stream of position and orientation measurements
over UDP/IP.

At the client side a C++ NobIpClient object contains the API, and for each
sensor individually, allows

• turning hardware filtering on or off. The filtering provided in the NoB hard-
ware is adaptive, using a shorter time constant during rapid motion. This was
not useful for HMD head tracking, as it meant that the virtual environment
would only seem to stay in place (its display in fact rotated in the direction
opposite to the head motion) during the first rapid phase of head motion, and
then only slowly adjust to the new head position. In practice, such filtering
caused almost instant nausea for the user.
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• choosing the active hemisphere. Because of the symmetry of the magnetic
field generated by the NoB, and used for tracking, sensor positions at diamet-
rically opposite sides of the magnetic field source cannot be distinguished.
The active hemisphere choice (positive or negative x, y or z) makes the hard-
ware processing assume that all sensor positions will be in that hemisphere,
producing erroneous readings outside it.

It also does scaling to SI units for positions and angles, and non-adaptive exponen-
tially weighted moving average (EWMA) filtering with a selectable time constant.

What needs to be done by the application program at the client side is construct-
ing the NobIpClient object (specifying the IP address and UDP port), calling its
start method (specifying if hardware filtering is required and which is the working
hemisphere for each sensor), optionally starting text file logging, and repeatedly
calling the getNewest method to read tracking data.

Position data from the two hand sensors were combined to generate the robot
position command when using the magnetic tracking operator interface. The two
head sensors gave the virtual camera viewpoint position in a similar way, but the
viewing direction and camera rotation around the optical axis are also needed. For
this purpose, the four quaternions received from the NoB for each of the two head
sensors were converted to Open Inventor rotation objects using one of the provided
constructors.

The camera rotation was then calculated by Open Inventor rotation algebra with
rotations representing the straight ahead camera pose, the corresponding rotation
reading from the sensors when the operator is looking straight ahead, and the
current actual sensor rotation reading. The camera rotation thus calculated gives
a 3D rendering on the HMD of the virtual environment that will be rotated and
displaced in synchrony with head motion to create the illusion of moving in the
virtual environment.

4.4 Experiment 1: Catching simulation with one subject

In Experiment 1, catching behavior data was recorded from one well-practiced
subject (the author), and analyzed off-line to gague the predictive power of the
MJ model. The experiment was done completely in simulaton, i.e. the robot was
not connected. The maximum speed and acceleration of the simulated robot were
set to infinity, not to confuse the operator by showing the robot as lagging behind
the given commanded position. The vision system served the operator interface
computer with data pre-recorded from real throws, just as it would have, had the
throws occurred in real-time. This allowed repeating the same set of throws.

Data was collected from five series of 21 throws each for total of 105 throws.
Twice during the experiment the subject failed to catch the ball. The data from
these two throws were immedeately discarded, and replaced by another throw, since
missed throws do not provide a reference point where the subject was aiming.
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4.4.1 Results from Experiment 1

Using Matlab, MJ trajectories were fit to the data, comfirming that the model was
reasonably accurate. Two typical recordings are shown in Figure 4.11. In 4.11a,
the data agrees well with a single MJ trajectory. A small correction can be no-
ticed about 0.1 s before impact (t = 0), but an MJ trajectory can be found well
before that, and used for predicting the endpoint. Figure 4.11b shows a different
situation. Fitting an MJ trajectory to the first part of the data yields an endpoint
that is significantly off. However, if two MJ profiles are fit together, the agree-
ment is much better, corresponding to the subject making a large correction at an
early stage—presumably after misjudging the ball path and initiating motion in
the wrong direction. Looking at the tangential velocity, a similiar hand trajectory
is drawn in Figure 4.12.

24 throws, with poorly directed initial motion and subsequent correction of equal
or larger magnitude (like in Figure 4.11b), were excluded from parts of the analysis.
There were also 12 throws that did not require any motion by the operator to catch
the ball. These were treated in the same way, leaving 69 throws selected as most
interesting.

4.4.2 Prediction

When investigating the possible use of the MJ model for on-line prediction, the
quality of MJ fits made only with data gathered before the prediction time has to
be considered. It turned out that the MJ least squares fit used was very sensitive to
noise before peak velocity had been reached so that the end time could be robustly
estimated. At the time of peak velocity, detected using an EKF velocity estimator
based on the MJ assumption, start and end times can be well estimated, leaving
only two free parameters, corresponding to position and maximum speed, to be de-
termined by least squares fitting in each Cartesian dimension. Start and end times
are themselves found by successively fitting MJ velocity profiles, all symmetrical
around the peak velocity but with increasing duration, to velocity data from the
EKF, and selecting the best fit. Figure 4.13 shows a typical case, and as can be
seen from the figure, the fit yields a good prediction of the trajectory after peak
velocity, except for the small correction by the operator near the end.

The EKF can also predict when peak velocity will be reached, which makes it
possible to estimate start and ends times as described above before the peak, albeit
with reduced accuracy.

To find the dependence of the prediction accuracy on time, the endpoint of the
hand motion was estimated based on data up to a time continually approaching the
catching instant. This prediction was then compared to the hand catch position
to test the quality of the prediction. The results of this analysis are shown by the
plots in Figures 4.14 and 4.15.

The plots demonstrate that for most hand trajectories in the selected set, good
estimates of the catch position become available during an interval from approxi-
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(a) Hand trajectory containing one single MJ component.
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Figure 4.11: Y component of measured hand trajectory with MJ trajectory fit. In
(b), the hand trajectory contains two major MJ components shown superimposed
to approximate the data.
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Figure 4.12: A fit of two superimposed 4th-degree polynomials to a measured tan-
gential velocity profile.
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Figure 4.13: 4th degree MJ velocity profile fit to Kalman filtered velocity data. The
solid line is the data used for fitting, the dotted lined is the (unused) remainder of
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Figure 4.14: Proportion of predicted hand end positions outside 6 cm radius from
actual hand catch position. Results are shown for the 69 selected hand trajectories
(see text), all hand trajectories, and for the case of using current hand position
instead of a predicted endpoint (there is no visible difference when the latter curve
is plotted for all hand trajectories or just the selected ones). For a fair comparison
the curve representing the complete set of hand trajectories has been modified as to
not include nine trajectories that are completely contained within the 6 cm radius.
A sphere with radius 6 cm has a volume equal to 2.3% of the smallest possible
convex volume containing all the hand catch positions.

mately 250 to 200 ms before impact. At around 200 ms the time advantage before
the same level of convergence is reached without prediction is approximately 70 ms.

The prediction time gain for reaching within 6 cm of the goal can also be studied
for individual throws in the selected set (not visible in the plots). It is roughly
normally distributed, and better than 100 ms for 15% of the throws, better than
70 ms for 50%, and worse than 30 ms for 15% .

4.4.3 Trajectory classification

The capability of the system to use MJ predictions to detect catching attempts, po-
tentially used as triggers for autonomous catching, was also tested. In this context,
a relevant metric of the current prediction approach is its ability to discriminate
between catching attempts and other hand motions. This will be most difficult
when the operator is performing a quick hand motion at a point in time consis-
tent with trying to catch the ball, but for a different target. Therefore, each hand
trajectory was cross-tested not only against the ball trajectory used when it was
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Figure 4.15: Median deviation of the predicted endpoints for selected hand trajec-
tories catches from actual hand catch position.

recorded, but also against all others. In this case, as an online classifier will not
have access to the hand catch position, the proximity to the ball trajectory, which
is well estimated at the time the operator has reacted, was used instead.

In Figure 4.16, the classification results are shown for four different times relative
to impact. Also shown are the threshold distances from the predicted endpoint at
that time to the nearest point on the ball trajectory. As expected there is a trade-off
between getting few false positives (classifying a hand trajectory associated with a
different throw as a catch attempt) or few false negatives (not recognizing a hand
trajectory as a catch attempt for its own throw).

Depending on the relative importance of these two parameters, the optimum
threshold distance seems to be between 8 cm and 12 cm, where there are about
10% false positives and 20% false negatives for the most relevant time of 200 ms
and the selected set of hand trajectories. For 300 ms the performance is much
worse in agreement with Figure 4.14, and 100 ms is simply too little to have time
to do anything useful. Also note that at 0 ms (impact), with perfect knowledge of
the hand catch position, perfect classification is still not achieved. This is because
hand position is not exactly on the ball trajectory even for a catch, and several ball
trajectories pass very near each other.
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Figure 4.16: Classification performance. On the x axis is the number of misclassifi-
cations of hand trajectories as catch attempts when compared to an unrelated ball
trajectory, divided by the maximum possible number of such misclassifications. The
y axis shows the proportion of catch attempts not classified as such when compared
to their associated ball trajectory. Thick curves represent performance at constant
times before impact, and thin ones do the same for constant threshold distances.
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4.5 Experiment 2: Catching simulation with ten subjects and
two interfaces

The main goal of the Experiment 2 was to study the interaction between the user
and the system, and to evaluate the user interfaces. The setup was the same as in
Experiment 1, with a simulated robot and prerecorded ball trajectories, except for
the addition of alternate interface hardware: the HMD/magnetic tracker interface
(Section 4.2.1), termed interface 2, interface 1 being the interface also used in
Experiment 1. Like in Experiment 1, the operator’s viewpoint was slightly behind
and above the manipulator with a clear view of the rest of the room and the path
of the incoming balls as in Figure 4.7, but interface 2 puts the perspective under
user control, allowing small displacements and free choice of viewing direction by
head rotation.

A total of 10 subjects were used, all of whom are robotics or computer vision
researchers, but had no prior knowledge of the setup. Three were female and seven
were male. The same subjects were used for both interfaces, but the trials with the
different systems were conducted approximately two weeks apart. The trials with
intreface 1 were performed before the trials with interface 2.

The subjects were given a brief explanation of how the interface worked. They
were told that they would see balls being thrown towards them, and that they were
to try to steer the robot arm so as to intercept the ballpath and thereby catch the
ball. With interface 1, the subjects were instructed that the arm would copy the
movements of the input device, and were given some time to explore this before
the subject of ball catching was brought up. With interface 2, subjects were told
that the robot arm would mimic the motions of their right hand (or left for the
one left-handed subject), and that the end effector of the manipulator would be
visualized in the same place in the virtual world as their hand would be in the real
world.

For each interface, the subjects were given 20 practice throws, in which the balls
were thrown in a random order. After a short break, they were subject to 21 throws
that they were told would be measured. When using setup 2, the subjects were
allowed a short rest after each 7 throws, dividing the experiment into three shorter
sessions. This was so that they could rest their arms and shoulders.

4.5.1 Results from Experiment 2
Hand trajectory data from all ten subjects and both interface setups were analyzed
off-line. A sum of multiple MJ velocity profiles were fit to the tangential velocity of
each hand trajectory, with the start and end times and maximum velocity of each
MJ component as free parameters. Since the MJ velocity profile is not a linear
function of the two time parameters, the least squares fitting required is non-linear
and was computetd iteratively using the Gauss-Newton algorithm. Thus it is not
suitable for on-line trajectory estimation.

Figure 4.12 on page 81 is in fact the result of such a fit with two MJ compo-
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nents, which is most often enough to find a good estimation of the first of them,
since there is usually no overlap between the first and a possible third component.
With a combination of automatic non-linear least squares MJ fitting and manual
inspection of the result to find the cases where manual tuning (in the form of pro-
viding start guesses for the the Gauss-Newton algorithm, or adjusting the number
of MJ components) was required, the data presented in Tables 4.1 (a) and (b) was
extracted.

From the tables, it is evident that both the catching performance, as well as
the length of the initial MJ motion, varies greatly between subjects. The latter
can be explained by the observation that, although the set of ball trajectories was
the same for all subjects, the hand positiona the start of the throw was different.
Some of the subjects returned to a center position between throws, giving a shorter
average required distance for a successful catch.

All the recorded hand trajectories were also tested with the on-line prediction
method of Section 4.4.2. Making the prediction using only data gathered up to
when a proportion α of the time from the beginning of the first MJ motion to its
predicted end has passed, and comparing the prediction with the recorded value
at the latter time, the quality of the prediction can be assessed. Figures 4.17 (a)
and (b) show the result for the two interface setups as graphs.

Note that in (b), the graph starts at α = 0.3, reflecting the fact that a smaller
fraction of samples used results in too few sample points to make useful predictions.
This is because the sample frequency of the magnetic tracker is substantially lower
than that of the haptic device, and there is also much more noise in the measurement
signal.

The variability is high between subjects, and there is a correlation between
prediction quality and the individual catch rate (note the inverted scale) evident in
the diagrams. An explanation for this can be that subjects who perform well with
the catching task are able to make a good early prediction of the ball trajectory
and therefore need less corrective motions. This hypothesis is supported by the
observation that many of these subjects tend to move shorter distances with less
variation, as can be seen in Tables 4.1 (a) and (b).

Some subjects seemed to have problems with immersion into the 3D environ-
ment. The subjects that were actually able to catch a significant portion of the
balls reported good immersion with the interface whereas those with fewer balls
caught indicated a weaker immersion. The much lower catch rates of Experiment 2
compared to the nearly 100% of Experiment 1 is probably partly due to the stereo
projection parameters being tweaked for the only subject of Experiment 1, and
used unmodified for Experiment 2. The subjects of Experiment 2 also had much
less practice with the system.

Figure 4.18 shows the average MJ prediction performance (solid lines) over all
subjects for the two interfaces, compared the performance of other models. Inteface
1 clearly shows better performance up to past 60% of the motion. When it comes
to making early predictions Interface 2 suffers from the lower bandwidth of the
magnetic tracker.
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Subject Balls caught Avg Δt [s] Std(Δt) [s] Avg dist [m] Std [m]

1 62% 0.3376 0.0859 0.2115 0.0859
2 24% 0.2974 0.0462 0.5753 0.1078
3 29% 0.3906 0.0498 0.3638 0.1216
4 48% 0.3076 0.0940 0.1806 0.0692
5 48% 0.3883 0.0853 0.2594 0.0678
6 29% 0.3059 0.0948 0.3552 0.1283
7 76% 0.3190 0.0839 0.1945 0.0724
8 81% 0.2874 0.0863 0.1935 0.0565
9 71% 0.3738 0.0876 0.4557 0.0731
10 33% 0.3471 0.1015 0.2348 0.1382

total 50% 0.3355 0.0801 0.3024 0.1571
(a) Interface 1.

Subject Balls caught Avg Δt [s] Std(Δt) [s] Avg dist [m] Std [m]

1 71% 0.7229 0.1063 0.2579 0.1174
2 33% 0.5268 0.0628 0.5082 0.1018
3 38% 0.6738 0.1430 0.3190 0.1832
4 67% 0.6799 0.1291 0.3987 0.2876
5 52% 0.8269 0.1361 0.3135 0.0896
6 10% 0.4860 0.0965 0.4211 0.1330
7 71% 0.6703 0.1162 0.3315 0.1264
8 62% 0.7474 0.1201 0.3971 0.0977
9 33% 0.5945 0.1010 0.3774 0.1282
10 43% 0.6112 0.1218 0.5137 0.1574

total 48% 0.6542 0.1492 0.3838 0.1688
(b) Interface 2.

Table 4.1: Data on the duration and spatial extent of the first found MJ component-
for each catch attempt hand trajectory of each subject and both interface setups of
Experiment 2. Distances are measured in robot space fore easy comparison of the
two interfaces. The catch rate of each subject is listed for reference.
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Figure 4.17: The error of predictions made after proportion α of hand catching
motion, as referenced to the measured position at the predicted end time. Average
of all throws for each subject. To visualize the correlation between predictability
and catching performance between the subjects, the percentage of throws caught
by each subject is also plotted.
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Figure 4.18: The error of predictions made after proportion α of hand catching
motion, as referenced to the measured position of the hand when the ball is caught
or passes robot. Average over all throws and subjects, comparing four different
prediction models for each interface.

Referencing MJ performance to other, simpler models (zeroth, first, and second
order, assuming constant position, velocity, and acceleration of the hand respec-
tively; see Figure 4.18), turns ot favorable for the MJ model for relevant portions
of the interval (disregarding the last 20%, and in the case of Interface 2, also the
beginning suffereing from lack of reliable data). It should be noted that all of the
models use the same estimate of the motion duration based on the MJ assumption.

The number of balls caught was similar for both tested interfaces, even though
the full freedom of motion and better immersion of Interface 2 were expected to
give an improvement over Interface 1, and prediction performance was better for
Interface 1. The reason was probably the magnetic tracking being too slow for
making good early predictions of hand motion and also a little too slow for providing
good immersion with the HMD and head rotations. Since Interface 2 was also more
cubersome in its use, Interface 1 was chosen for the following Experiments 3 and 4.

4.6 Experiment 3: Teleoperated catching with user input
prediction and semi-autonomy

In the Experiment 3, Interface 1 from Experiment 2 was connected to the robot
manipulator as described in the first sections of this chapter. The mechanical ball
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launcher of Figure 4.4 was used to launch balls in a predetermined pattern, that
was the same for, but unknown to, all the 25 subjects.

These had no prior experience of robot control and their ages ranged from 19
to 63 years. 12 were female and 13 male, and they were all unaffiliated with the
university.

In this experiment, as well as in Experiment 4, there was a small communication
round-trip delay of about 20 ms, caused mostly by the 50 Hz operational frequency
of the communication protocol.

The goal of Experiment 3 was to study how online MJ prediction can be used
to aid the user. The final objective is to design a system that can use prediction
of user inputs to bridge delays in the communication link. Three different systems
for transforming user input to robot commands were tested:

• System A - Direct Control.
In the direct control setup, operator hand motion data was transmitted di-
rectly as setpoints to the robot controller, at 50 Hz. The controller would
then accurately mimic operator movements up to the maximum acceleration
of the robot. MJ prediction was done like in Systems B and C but merely
logged for future reference.

• System B - Minimum Jerk Prediction Based Control.
With the MJ prediction based control system, the MJ model was used to
predict the goal in time and space of the current motion. A prediction was
made when a velocity peak had been detected, leaving the second half of the
motion to be predicted using data from the first half. This method was devised
when analyzing the data from Experiment 1 and is detailed in Section 4.4.2.
The predicted goal of the user motion was sent as a setpoint for the robot
arm instead of the current motion.

• System C - Semi-Autonomous Control.

The semi-autonomous system is based on system B, and works identically,
until a predicted user input is found to be within 10 cm of the expected ball
trajectory. In this case, the operator was assumed to attempt to catch the
ball, and an autonomous ball catching system was engaged. The autonomous
catching system sets the robot controller setpoint to the point on the expected
ball trajectory that is the closest to the present position.

Each subject was first shown the simulator version of the teleoperation system
to allow him or her to get acquainted with the user interface. The relevant features
of the graphics display were explained. These included a home position that the
end-effector must be brought to before each throw, the ball flying toward the robot,
and the projected trajectory of the ball. Then the subject was allowed 20 practice
throws with simulated robot dynamics and prerecorded balls.
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For each control system there were then twelve unrecorded practice throws fol-
lowed by three times twelve recorded throws. After each set of twelve throws (in-
cluding the practice set) there was a pause while the thrown balls were collected.

The order in which the systems were presented was permutated between subjects
as to not introduce a bias from learning curve effects. The subjects were not
informed of the underlying control model of the systems.

4.6.1 Results from Experiment 3
The average duration of the first found MJ motion in Experiment 3 was 249 ms
(standard deviation 90 ms), which is less than for both interfaces of Experiment 2.
This is probably due to the introduction in Experiment 3 of a centrally located
home position for the subject to return to after each catch attempt.

The performance of the MJ predictor was gauged by the prediction improvement
factor K, computed from the distance d to the end point (as measured at the
predicted end time) when making the prediction, and the distance dpred from the
prediction to the end point as

K = d− dpred
d

. (4.4)

Thus a perfect prediction will give an improvement factor of 100%, and one as
far from the goal as the current position 0%. If the prediction is worse than the
current position, a negative improvement factor results.

The average improvement factor over all three Systems A, B, and C of Exper-
iment 3 was 17.2% with a standard deviation as large as 82.3%. Some predictions
are in the wrong direction, simply because the initial motion is. For 44.9% of the
catch attempts however, the improvement factor is greater than 25%, and for 26.0%
of them it is also greater than 50%. As expected, the prediction improvement factor
correlates with successful catching (p = 0.010 for System A where the prediction is
not used and thus cannot itself be the cause of a successful catch).

The other measure of MJ performance used was the catching rate with the
different systems. Unexpectedly, and somewhat disappointingly, the performance of
the two MJ-assisted Systems B and C were worse than for the unassisted System A
(Table 4.2). System C that was expected to perform better because of the use of
automatic catching to aid the user, instead performed worse than both of the other
two systems.

When comparing these numbers, based on physical robot performance, to the
simulated catching in Experiments 1 and 2, it should be noted that balls are much
easier to catch in the simulated environment, mostly due to the lack of modeling of
collision dynamics. Thus, all balls that hit the catching cylinder are considered to
be caught by the simulator, while many of these will bounce off in the real system.

However, the robot hardware is capable of much higher catch rates. The auto-
matic catching system using the same robot (Smith and Christensen, 2007) reached
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Table 4.2: The percentage of balls caught in Experiment 3 (average over all subjects;
900 throws per system).

Catching system Balls Caught
System A 20.6%
System B 16.4%
System C 15.7%

73% with balls thrown the same way as in Experiment 3. So why does system C only
manage to catch 16% even though the automatic catching it employs is essentially
identical to the fully automatic system?

The answer lies in the time available to do the automatic catch. Without a
human operator in the loop, the automatic system can start robot catching motion
as soon as the ball trajectory is well enough estimated, which occurs already when
the ball has more than four meters to travel to the robot. Waiting until operator
catching intent has been detected leaves the automatic system with less than one
meter of ball travel distance until impact for all but the very best operator input
of Experiment 3. Analyzing the relationship between the distance remaining when
automatic catching is engaged and the resulting catch rate for the Experiment 3
dataset shows that it is approximately linear with about 20% of the balls caught for
each meter of remaining distance. Improving operator reaction time can therefore
be expected to yield higher catching rates.

Another important factor for making good predictions is the accuracy of op-
erator input. The inaccuracy of the final position of a reaching motion should be
proportional to the initial distance according to Fitts’ law (Fitts, 1954). In this
case the relative inaccuracy (inaccuracy related to initial distance) can be defined
as

R =
dc
di
, (4.5)

where dc is the closest distance to the ball trajectory and di is the initial distance.
Studying the distribution of this ratio for different systems of Experiment 3 reveals
a possible cause of the bad catching performance of System C: its relative inaccu-
racy is significantly higher than for the other two systems. Several subjects, when
questioned about their user experience, also complained that system C was difficult
to understand and did not behave as they expected it to.

Age, sex, and familiarity with ball sports, video games, and radio controlled
models were recorded for each subject, but the only significant correlation to catch-
ing performance was with age; younger subjects performed better.
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4.7 Experiment 4: Teleoperated catching with user instruction
and semi-autonomy

Because of the low performance of the semi-autonomous System C in Experiment 3,
and the evidence of user input quality being the cause of it, Experiment 4 was
designed to investigate whether subject awareness of the semi-autonomous function
can improve performance. The intention was to compare the results of Experiment 4
to those of Experiment 3, and modifications were made in four areas:

i) Scope. System B was excluded because of time constraints, whereas System A
was kept as a reference.

ii) Instruction. The subjects were briefly instructed how the two systems work,
specifically informing them that System A would do its best to follow their
command and that System C would do the same until it detects a catching
attempt and then take over control to assist catching.

iii) Visual appearance. A visual cue was added so that the end effector of the
manipulator changed color in the graphical interface when the autonomous
system was engaged. The autonomous system was also disengaged as soon as
the ball had passed the robot to minimize irrelevant non-operator controlled
behavior not to unnecessarily disturb the operator’s perception of being in
control.

iv) Number of subjects. Also because of time constraints, the number of subjects
was limited to ten, out of which two were female and eight were male. None
of them had prior experience with the experimental setup.

4.7.1 Results from Experiment 4
The average duration of the first found MJ motion and its standard deviation
were 248 ms and 88 ms respectively, which is almost identical to the figures of
Experiment 3. The improvement factor, defined in Equation 4.4, at 19.6% (standard
deviation 71.3%) is marginally better than in Experiment 3.

The catching performance, visible in Table 4.3, shows more interesting changes.
The numbers confirm that the information given to the subject affects catching

performance for System C; there is an increase in the number of balls caught when
the subject is told that he or she will be assisted by the system, compared to the
numbers (given in Table 4.2) for Experiment 3. For System A there is a small
decrease in performance when the subjects are told that they will not be assisted.

Looking closer at operator reaction times and relative inaccuracy shows that
the quality of operator input has indeed improved for System C. In Figure 4.19,
the cumulative proportion for which catching intention has been detected, out of
all catch attempts that triggered automatic catching with System C, is plotted
against the ball travel distance remaining to the robot at the time of detection.
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Table 4.3: The percentage of balls caught in Experiment 4 (average over all subjects;
360 throws per system). Numbers in parentheses are the corresponding results from
Experiment 3, already listed in Table 4.2.

Catching system Balls Caught (Exp 3)
System A 18.0% (20.6%)
System C 24.2% (15.7%)
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Figure 4.19: The cumulative proportion of throws for which a caching attempt has
been detected when a certain ball traveling distance remains.

It shows a consistent advantage of about 15 cm. Expressed in terms of time, the
median remaining time was 225 ms in Experiment 4, which is 22% longer than the
corresponding figure of 185 ms in Experiment 3.

The relative inaccuracy (defined by Equation 4.5) has also improved for Sys-
tem C from Experiment 3 to Experiment 4. Figure 4.20 shows the vertical axis
cumulative proportion of catch attempts with relative inaccuracy better than the
value on the horizontal axis. If, for example, we require a relative inaccuracy less
than 0.3 (meaning that the operator hand trajectory passes the ball trajectory at a
distance less than 30% of the initial distance to the ball trajectory), there is an eight
percentage point increase in the number of such attempts between Experiment 3
and Experiment 4 for System C. At the same time, System A shows a decrease of
almost the same magnitude.
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Figure 4.20: The cumulative proportion of operator hand trajectories that exhibit
a relative inaccuracy less than indicated on the horizontal axis.

4.8 Conclusions from teleoperated catching

The experiments described in this chapter have shown that human input modeling
can be used to predict future commands in a teleoperation system when the task
is highly dynamic. The minimum jerk (MJ) model is such a model that can be
successfully applied for making useful predictions under following circumstances:

• The existence of a dominant component of the reaching motion. Regardless
of the chosen model, if there are corrections in the human motion that are
large compared to the initial motion on which the prediction is based, the
prediction will fail. This frequently is the case with inexperienced users.

• Prediction being necessary to complete the task in time. Since there may not
be a dominant component of motion, and the system may not find it even if
it exists, grossly wrong predictions may occur. For a time-critical task such
as ball catching however, the risk of a bad prediction is worth taking if not
using prediction means failing anyway.

• The use of prediction does not make input quality deteriorate. When a user
does not understand an assistive system, the performance can deteriorate
below that of a non assitive system.

It is also evident from the experiments that more extensive training than just a
few dozens of throws is required to achieve good catching performance. Comparing
the only experiment with a trained user (off-line Experiment 1) with the otherwise
almost identical Experiment 2, Interface 1, the catch rate dropped from 98% to
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50%. It is therefore reasonable to assume that a trained subject would perform
substantially better also when the physical robot is connected.

A correlation was found between successful catching and MJ predictability. This
is probably at least partly a side effect of a causal connection from subject familiar-
ity with the system to predictability as well as to catching performance. Different
subjects require different amounts of training to achieve the same level of familiarity,
and the amount of training received increases from the beginning of an experiment
to the end. Some subjects e.g. reported bad immersion because of stereo fusion
problems, which probably caused both unpredictable catching behavior and bad
catch rates. Comparing again Experiment 1 to the other experiments, about 3/4
of the hand trajectories were deemed to have one dominant motion component.
The following experiments, although their data was not exhaustively manually in-
spected, did not come close to that figure. Prediction time gain was around 70 ms
in Experiment 1, while the data of Experiments 3 and 4 indicates a gain of around
15 ms.

Regarding the effect of user instruction and interface appearance, which differ
between Experiment 3, System C and Experiment 4, System C, they can have a
substantial effect on performance. Making the system less counterintuitive to the
subject gives higher input quality, both in terms of reaction times and accuracy.
This explains the increase in catching performance even though only a small increase
in prediction quality was found.

A fundamental problem of teleoperation of ball catching and similar tasks is
that the robotic system and the human operator have different performance char-
acteristics, an that their weak areas combine to determine overall performance.
The the automatic catching system can quickly find a good estimate of the ball
trajectory, but in a teleoperation setting cannot take action until the operator has
reacted much later. In natural catching, the slower reaction of a human catcher is
made up for by the human arm being much quicker than its robotic counterpart. In
the present teleoperation application the slow perception and reaction (often even
in the wrong direction) of a human is combined by the comparative sluggishness of
robot arm action, for a catching performance clearly inferior to those of both man
and machine alone.

However, both weak areas can be improved. Most obviously, a lighter, faster,
and perhaps less accurate robot, custom-made for the task, would improve catching
performance. But human perception and reaction can also be improved. A trained
operator is more realistic in a teleoperation scenario, and can be expected to give
faster and more accurate reactions, so substantially more subject training for future
experiments building on Experiment 4 would be preferable.

Better quality immersion should also help, and extended training gives time tune
the stereo-parameters for each subject individually. The HMD/Magnetic tracker
interface setup in Experiment 2 clearly suffered from too low quality components,
with too slow headtracking and only 800×600 resolution. Even so, results were
close to those of the conventional CRT and shutter glasses stereo display, which
suggests potentially higher performance. The CRT display, though using higher



4.8. CONCLUSIONS FROM TELEOPERATED CATCHING 97

resolution, still had problems with aliasing, particularly when drawing the projected
ball trajectory (the red curve in Figure 4.7). Its jagged edge would render differently
in the two views of the stereo pair, producing false stereo matches and making its
3D location difficult to perceive. On better graphics hardware anti-aliasing, which
gave unacceptably low frame-rates with the current experimental setup, can be
enabled. Otherwise a solution could be to use a dashed curve for the ball trajectory
to offer strong true stereo matching cues along the curve.

To further test the application of MJ prediction to ball catching, a future ex-
periments should use fewer subjects but give them more training. The interface
should be improved, e.g. as pointed out above, and care should be taken to adjust
stereo parameters to each subject. In that context, correct perception of the size
of the objects in the virtual scene presented may be important as there is evidence
that the brain uses a constant acceleration model for free falling objects (McIntyre
et al., 2001) as noted in Section 2.4.1. Comparing system performance with and
without MJ prediction driven semi-autonomy, subject to a typical intercontinental
Internet communication delay, would be interesting.

A variation of the predictive/assistive Systems B and C that would also be
interesting to test is to show the robot in the interface exactly as if the unmodified
operator command had been used, even though the real robot is fed commands
modified by prediction and/or automatic catching assistance. Since a large part
of the difference in performance between assisted and unassisted systems seems
to be caused by what information is given to the user, this could be a way of
introducing small deviations necessary to perform the task successfully without
causing deterioration of operator input.





Chapter 5

Summary and conclusions

Teleoperation is the use of a technical system for manipulating the physical world
at a location separate from that of the human operator, to some extent emulating
the operator being present at the remote site. The distance spanned may be short,
as when mechanically mediated teleoperation was first used to handle nuclear ma-
terials in the 1940’s, or completely insignificant, as when utility lies in transforming
the scale for manipulation of individual biological cells.

In any case, the teleoperation system has to provide mediation of the perception
as well as the action of the operator, since both are required for meaningful tele-
operation. Imperfections of the communication channel, and distance itself if large
compared to the speed of light and a relevant time scale, cause delays in this me-
diation. See Figure 5.1 for a schematic view. Consequently, transformations in the
time domain may also be necessary, e.g. prediction to compensate communication
delays.

Delays can cause instability in a teleoperation system if proper stabilization
techniques are not applied. Several such techniques are based on the concept of
passivity (no net energy output) like e.g. the use of so called wave variables in the

delay

delay

communication
link

Figure 5.1: Teleoperation subject to communication delays.
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communication link. Additional problems arise when delays become large compared
to a time constant characteristic to the task. An example is trying to grab an object
that moves a considerable distance during the delay.

In the context of a specific teleoperation system, a task can be said to have
significant dynamics if the relevant state at the remote site changes significantly
during the time it takes to communicate it to the operator and bring information
about the operator command response back to the remote site.

In addition to handling significant task dynamics, this work attempts to increase
task performance through the use of shared, or assistive, control. This can be
realized by generating forces felt by, and affecting the motion of, the operator’s hand
while it is controlling the teleoperation system input device, thereby modifying the
commands given. This method was used for the teleoperated driving work briefly
described below.

Alternatively, operator commands can be modified by the control system after
being measured at the input device in such a way as to assist in completing the
task successfully, as tested for teleoperated catching.

Either way, shared control schemes make it more important to study and model
human behavior, as exemplified by the use of the minimum jerk model of human
reaching in the catching system.

5.1 Teleoperated driving

The teleoperated driving system described in Chapter 3 introduces a predictive con-
trol model for overcoming communication delays. It is based on Smith prediction,
and relies on the fact that the motion of the controlled Pioneer 2 robot platform
can be well predicted when the commands received are known.

The operator perceives the predicted remote state by means of a virtual real-
ity 3D graphics display and forces applied to the control handle by motors (“force
feedback”). A schematic diagram is in Figure 5.2. Measured changes in the en-
vironment can be accommodated as long as they occur on longer time scale than
that of the delay, or can themselves be modeled and predicted.

The system also employs a physically motivated shared control model for seam-
less obstacle avoidance using haptics. It results in an intuitive system that lets the
operator feel repelling forces from obstacles in the same space as that in which com-
mands are given, namely that spanned by the two command dimensions robot speed
and robot path curvature. Obstacles are mapped to locations in speed/curvature
space that would cause a collision even if a maximum braking maneuver started
immediately, as shown in Figure 5.3. High speed driving, as well as physical prox-
imity, will bring obstacles closer in speed/curvature space, and consequently cause
stronger obstacle avoidance forces making it hard to give a command that would
result in a collision. When obstacles are far away compared to the shortest braking
distance at the commanded speed, almost no force will be felt.

The teleoperated driving work does not include scientific evaluation; user ex-
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Figure 5.2: The teleoperated driving controller structure. Skewed boxes represent
delays. (Reprinted from Figure 3.2.)
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Figure 5.3: A wall obstacle in Cartesian space (a) and its approximate appearance
in speed/curvature (v, κ) space (b). The two circular arcs starting at the robot
position, marked by a small square, are the paths the robot would take when braking
from two different speeds with constant deceleration and two different constant
curvatures. They end at a ring and cross respectively, marking the spot where
the robot would come to a halt. The two speed and curvature combinations of
the arcs are also plotted in diagram b as (v, κ) points (a cross and a ring to show
their correspondence to the arcs). The arc ending in a cross intersects the wall in
diagram a, and its (v, κ) combination is consequently inside an obstacle region in
diagram b. (Reprinted from Figure 3.6.)
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periments resembling those conducted with the catching system remain to be done
(see Section 5.3 below).

5.2 Teleoperated catching

In the teleoperated catching experiments of Chapter 4, the task was to teleoperate
a robot arm to catch a ball thrown from a distance of about five meters. The
control system and operator interface were similar to those used for the teleoperated
driving.

The experiments showed that operator command input prediction using the
minimum jerk (MJ) model, which assumes that human hand motion is generated
in a way that minimizes the time derivative of acceleration (jerk), can be applied
successfully. However, it requires the operator to act in a predictable way; initial
movement in the wrong direction followed by large and late corrections will give
early predictions that are even more off target than operator input. This kind of
behavior is typical of novice users, and will typically not give a successful catch
regardless of whether minimum jerk input prediction is employed or not. Early
indications exist of sustained prediction time gains on the order of 70 ms for an
expert user, even though these are based only on one subject interacting with a
robot simulation (Experiment 1).

Experiments 3 and 4 demonstrate the importance of user instruction, and exem-
plify how an assistive system expected to increase performance can instead lead to
a performance decrease because of user input deterioration. In both experiments,
subjects used one system in which the robot end-effector position mimics operator
commands as closely as possible, and one assistive system that uses the MJ model
to detect catching intent and then switches to automatic catching. Only in Exper-
iment 4 however, were the subjects aware of this difference, and could also see in
the operator interface exactly when the the assistive system took over control.

It seems that the uninformed subject can loose the feeling of control not under-
standing why the system appears to disobey commands, which leads to frustration
and a measured decrease in the accuracy of hand motion. When subjects were told
to expect assistance, catching results improved significantly as seen in Table 5.1.

Table 5.1: The percentage of balls caught in Experiments 3 and 4. In Experiment 4
subjects were aware of being assisted and could see exactly when the assistive
system was engaged. (Data from Table 4.3.)

Catching system Exp 3 Exp 4
Unassisted 20.6% 18.0%
Assisted 15.7% 24.2%
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5.3 Future work

Both of the teleoperation systems developed would benefit from more advanced
handling of varying communication delays when running for extended periods of
time. Communication link quality should then be continually tested while the
system is running instead of only at startup. In this way link quality could also
dynamically affect system behavior like e.g. the level of remote robot autonomy.

The obstacle avoidance scheme of the teleoperated driving work can be tested
in a user study in simulation without a physical robot and with already developed
software. Laser localization has still to be implemented, and is required for testing
physical robot teleoperation with prediction for coping with intercontinental Inter-
net delays. A robot with better drive train mechanics, causing less gear backlash
problems than with the Pioneer 2, would be highly desirable for such experiments.

Working laser scanning also opens up possibilities of updating obstacle locations
in real-time, allowing for dynamic obstacles. Only if their dynamics were significant
on the time scale of the communication delay would they require dynamic modeling.
However, proper display of dynamic obstacles in the operator interface is harder to
achieve, as the obstacles would have to be tracked in laser data. For a more detailed
account of open issues of the driving system, see the concluding two Sections 3.5
and 3.6 of Chapter 3.

Regarding the continuation of the series of teleoperated catching experiments, it
is expected that combining extended subject training and proper instruction about
any assistive features would increase both catching performance and predictabil-
ity substantially. The same is true for improving the operator interface hardware
with e.g. a professional level head mounted display and matching headtracking for
better VR immersion. However, just combining subject training with individually
tweaking the visual interface stereo parameters should improve immersion at least
for some subjects.

The possibility of hiding any assitive modifications to the physical robot tra-
jectory by letting the operator interface show the unmodified version remains an
interesting one to investigate. E.g., this could be a way to avoid unnecessary oper-
ator frustration because of the perception of not being in control when automatic
catching is engaged. More details about future work on teleoperated catching can
be found in Section 4.8.
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