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Abstract

This thesis summarizes interrelated simulation studies of three different physical phe-
nomena. The three topics are: simulation of work hardening of materials using dislocation
dynamics, investigation of anomalous diffusion in supercooled liquids using molecular dy-
namics, and kinetic Monte-Carlo simulation of annealing of radiation damaged materials.
All three topics require special algorithms in order to enable physically relevant simula-
tions. The author’s contribution consists of development, implementation, and optimiza-
tion of these algorithms, as well as interpretation of simulation results.
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Sammanfattning

Den här avhandlingen handlar om simulering av olika fysiklaliska fenomen inom den
kondenserade materiens fysik. Tre olika områden behandlas i avhandlingen.

Det första rör modellering av härdning i material med dislokationsdynamiksimulering-
ar. För att möjliggöra storskaliga simuleringar utvecklades och implementerades en snabb
multipolmetod för dislokationer. Metoden implementerades i ParaDIS, ett dislokations-
simuleringsprogram utckeckat på Lawrence Livermore National Laboratory. ParaDIS har
möjligjort simuleringar av tiomiljontals dislokationer, och visar bra skalningsegenskaper
upp till 105 processorer. Paper I och Paper II längst bak i avhandlingen är relaterade till
dislokationsdynamiksimuleringar.

Det andra området är undersökning av diffusion i underkylda vätskor. Molekyldyna-
miksimuleringar av två underkylda vätskor med olika strukturer visade att båda vätskorna
uppvisar samma typ av icke-normal diffusion. Om man studerar pertikelbanorna i en nor-
mal vätska på en längdskala motsvarande ungefär en partikeldiameter, så ser rörelsen ut
att vara Brownsk. I de studerade underkylda vätskorna blir inte rörelsen Brownsk för-
rän den studeras på mycket större längdskalor, minst 10 partikeldiametrar. Detta passar
väl in modellen att energilandskapet för underkylda vätskor separerar i så kallade meta-
bassänger som begränsar vätskornas rörelse i fasrummet under långa tider. Resultaten
finns publicerade i Paper III.

Det tredje området handlar om att göra effektiva simuleringar av hur strukturen i
material som usätts för långvarig strålning (till exempel delar i kärnreaktorer) förändrar
sig med tiden. Dessa typer av simuleringar är viktiga vid design av nya reaktormaterial. En
ny algorithm har utvecklats för att hantera de starkt varierande längd- och tidsskalor som
måste behandlas i realistiska simuleringar. Den nya algoritmen saknar approximationer,
och jämförelser har visat att den är två till tre storleksorningar snabbare än tidigare
algoritmer. Paper IV och Paper V behandlar den nya algoritmen.
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Chapter 1

Introduction

Under normal conditions, matter exits in three different phases, the gaseous, the
liquid, and the solid phase. In a first approximation, it is relatively easy to describe
the behavior of gases and solids. In the gas, atoms fly freely and only rarely collide
with other atoms. From this model, one can derive the ideal gas law:

PV = NkBT,

where P is the pressure, V is the volume, N is the number of particles, T is the
absolute temperature and kB is Boltzmann’s constant. This is an equation of state,
which relates thermodynamical (macroscopic) properties to each other. With few
other assumptions one can derive quantities such as compressibility, heat capacity
and entropy from the equation of state.

In a crystalline solid, the atomic positions are ordered in a lattice and more or
less fixed. We can consider them being bound to each other by springs of given
lengths. An atom vibrates around its lattice position, and the amplitude of vibra-
tion depends on the temperature. This model is called the harmonic approximation
and is valid for most crystals at temperatures much lower than the melting point.
An equation of state can be derived for this model too, and linear elasticity theory
describes the deformation of a macroscopic piece of such a solid in response to ap-
plied forces. In fact, this is enough to do many realistic computations of strengths
of structures.

For liquids, we have continuum models that work well on the macroscopic scale,
such as the (incompressible) Navier-Stokes equations, but on the microscopic scale,
no simple theory exists. It was only at the introduction of computer simulations
that significant advances were made in theories of the microscopic liquid state.

Structurally we can distinguish the different phases of matter in the following
way: Liquids and solids are condensed matter systems, by which it is meant that
the constituent atoms or molecules are densely packed. Crystalline solids are char-
acterized by sharp diffraction pattern peaks. This is a signature of global order.
Liquids are condensed matter systems that lack global order, although they exhibit
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2 CHAPTER 1. INTRODUCTION

a local order. Gases have no order, and the constituent atoms or molecules fill space
uniformly.

The following chapters introduce the physical phenomena studied in this thesis,
and describe the main challenges for successful computer simulation of the physical
phenomena in question, and their algorithmic solutions. This thesis is divided
into three parts. Each part focuses on a particular physical phenomenon, and
the computer simulations of it. It so happens that each phenomenon is related
to a different state of matter. The first part, Chapter 2, regards work hardening
in crystalline solids, which is studied using dislocation dynamics simulations. The
second part, Chapter 3, considers diffusion in normal and supercooled liquids, which
are simulated using molecular dynamics. The third part, Chapter 4, is focused on an
algorithm for long-term simulation of radiation damage, modeled by a low density
gas of diffusing interstitials and vacancies. Scientific reports relevant to this thesis
and where the author has contributed are found at the end. A very short summary
of the author’s contributions to the fields of study in this thesis follows.

The work is mostly simulation based. It consists of simulation algorithm de-
velopment, physical results derived from simulations, and theoretical development
tested by simulations. In the case of the solid state, a fast multipole method for
calculation of long range forces between dislocations for use in dislocation dynamics
simulations has been developed, implemented and optimized. The resulting code
is a part of the ParaDis, Parallel Dislocation simulator, developed at the Lawrence
Livermore National Laboratory. ParaDis has been proven able to handle tens of mil-
lions of dislocation segments, and scales well to 105 processor cores. In the domain
of liquids, a new effect of anomalous diffusion in supercooled liquids has been found
in simulations. It is consistent with the view that the potential energy landscape
for a supercooled liquid is divided into meta-basins. A new algorithm for evolving
particles to collisions in kinetic Monte-Carlo simulations has been developed and
implemented. It is designed to be very efficient in the case of low particle densities,
and has proven efficient even in higher density regimes. For simulations of radiation
damage in metals, the new algorithm is several orders of magnitude faster than pre-
vious methods. The algorithm also preserves exact statistics of the Monte-Carlo
model to be simulated, which previous accelerated algorithms (e.g. [26, 27]) only
approximated.

The main results of this thesis are found in the Papers I–V. Additional, so far
unpublished results are found in Sections 4.3–4.5.



Chapter 2

Large scale dislocation dynamics
simulations

Dislocations are certain types of defects in crystals, where the crystal symmetry is
locally broken, but normal away from the dislocation.

The mathematical concept of a dislocation was discovered by Volterra in 1907
[1]. Dislocations were subsequently introduced in 1934, independently by Orowan,
Polyanyi, and Taylor [2, 3, 4], as a mechanism to explain the strengths of crystals
and crystal plasticity. The observed strengths of crystalline materials are much
lower than that estimated from perfect crystals. The dislocation is a way of plastic-
ally deforming a crystal while breaking only a few atomic bonds at a time. The
idea of dislocations as a plasticity carrier can be explained by the following analogy:
suppose that one tries to shift a large carpet on the floor by pulling on one end.
A great force is then needed. A much more economical way is to create a wave,
or hump, at one end, and then push the hump from the starting end to the other
end. Much less force is needed, and when the hump has been pushed out at the
other end, the entire carpet is displaced, although the process was completed with
a sequence of local displacements. In this analogy, the hump acts like a dislocation.
Figure 2.1 illustrates the two kinds of pure dislocations available in 3D crystals,
the edge and the screw dislocations. There are also mixed dislocations, which is
some linear combination of the two types. Figure 2.2 shows dislocations in a real
material.

In 3D materials, dislocations can be represented by connected curve segments.
The type and strength of a dislocation is represented by a vector quantity denoted
its Burgers vector. The type of the dislocation is given by the direction of the
Burgers vector in relation to the tangent (line direction) of the dislocation curve
segment, and its strength, the amount of lattice distortion it represents, is given by
the magnitude of the Burgers vector. An edge dislocation has its Burgers vector
orthogonal to the dislocation line direction, while a screw dislocation has its Burgers
vector parallel to the line direction. The dislocations form networks with loops, and
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4 CHAPTER 2. LARGE SCALE DISLOCATION DYNAMICS SIMULATIONS

Figure 2.1: Edge (top) and screw (bottom) dislocations in a 3D crystal with a
simple cubic lattice. Figure reproduced from [28].

Figure 2.2: Micrographs displaying real dislocations as black lines. Figure repro-
duced from [29, 30].

any endpoints are at free surfaces or at crystal grain boundaries. The theory of
dislocations gives a theory of plasticity, and can be used to model a material’s
behavior during deformation and subject to applied forces.

Dislocation dynamics [5] is a method to simulate the time evolution of dislo-
cation networks. The dislocations move when subject to stress. Dislocation curve
segments may also collide and form new junctions (nodes) in the dislocation net-
work. New dislocation loops can also be formed. In the type of dislocation dynamics
simulations we are concerned with here, the front-tracking method, the dislocation
network is discretized into connected dislocation line segments.

The force on a dislocation segment is a function of the stress field. From exper-



2.1. LONG RANGE FORCES 5

iments and atomistic simulations (e.g. molecular dynamics studies) one can derive
mobility laws relating the net force on a dislocation to its velocity. The objective
of the dislocation dynamics method is to calculate the evolution of a dislocation
network by integrating these equations in time.

There are several motivations for doing dislocation dynamics. One of them
concerns the ability to simulate and predict material behavior without experimental
input. This can be done using a set of different simulation methods, each with its
own time and length scale. One of the components in such a hierarchy of methods is
dislocation dynamics. The simulations on each scale produce information, such as
equations of state and interaction parameters, which are used as input to subsequent
larger scale simulations. On the smallest scale, one uses ab initio methods such as
quantum Monte-Carlo and density functional theory calculations to fit interaction
potentials. The potentials are then used in classical molecular dynamics simulations
from which elasticity coefficients and dislocation mobility laws can be obtained.
Dislocation dynamics simulations using those mobility laws can predict plasticity
behavior, and be used to fit parameters in plasticity models. The fitted models can
be used to include plasticity in macroscopic structural mechanics calculations.

From an applied perspective, a motivation for dislocation dynamics is that the
method can be used to predict plasticity properties such as work hardening and re-
sponses to large strains (i.e. past the linear domain). This is especially useful under
extreme conditions where experiments can be difficult or expensive to perform.

2.1 Long range forces

Dislocations interact over large distances, and this is a major challenge for large
scale dislocation dynamics simulations. A dislocation is a local distortion of the
crystal structure, and this distortion generates a stress field. The force on a dislo-
cation can be calculated from the stress field.

In the following, the stress field due to a dislocation will be presented. In
order to give a concise formulation, the Einstein summation convention is used,
so that an index occurring more than once in a term is summed from 1 to 3.
We let x1, x2, x3 be coordinates in a right-handed Cartesian coordinate system,
and denote the corresponding coordinate vector x = (x1, x2, x3). We also define
R(x) = ||x|| =

√
x2

1 + x2
2 + x2

3, and its derivatives R,i = ∂
∂xi

R, R,ij = ∂
∂xi

∂
∂xj

R,

etc. δij is the Kronecker delta, and εijk is the permutation symbol. With these
definitions, the stress field at a point x′ induced by a dislocation is given by [8]:

σij(x′) =
µbn

8π

�
R,mpp(x′ − x)[εjmndxi + εimndxj ]

+
µbn

4(1− ν)π

�
εkmn[R,ijm(x′ − x)− δijR,ppm(x′ − x)]dxk

(2.1)

where σ is the stress tensor, µ is the bulk modulus, ν Poisson’s ratio, b the Burgers
vector, and the integrals are taken over the dislocation line. The components of
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σ decay as 1/R2, where R is the distance to the dislocation. This is a long-range
interaction since contributions from distant dislocations are significant. Therefore,
in a simulation with N dislocation curve segments, all N(N−1)/2 interactions must
be included. For large scale simulations, this implies a computational expense that
grows rapidly with increasing system size.

In many applications, the fast multipole method has been successfully employed
to yield a linear time method with a user controllable approximation error. Section
2.2 gives a brief introduction to the fast multipole method. In Paper I, which
describes a parallel dislocation dynamics implementation, a multipole method for
dislocations was formulated and implemented, based on prior work reported in [10]
and [11]. Much of the interest lies in simulating bulk materials. For this reason,
the multipole scheme was extended to handle periodic boundary conditions. To
make the implementation more efficient, and use less memory resources, various
symmetries in the translation operators where exploited.

Later is was found that further optimization of some of the translation operat-
ors in the multipole method can be achieved by applying common subexpression
elimination to their matrix representations. This is discussed in Section 2.4 below,
and is the main topic of Paper II.

2.2 Introduction to the fast multipole method

The fast multipole method is a scheme to compute additive interactions between
N particles in O(N) operations, rather than the O(N2) operations required by
classical algorithms where all pairs of particles are considered. This section will
give a brief overview of the method’s algorithmic framework.

Originally, the fast multipole method was formulated for potential problems,
e.g. finding forces on electrically charged particles, or particles affecting each other
by gravity. It has since been extended and applied to other types of problems such
as electro-magnetics, and formulations where the interaction (kernel) is independ-
ent of the fast multipole machinery, and thus can be easily modified by the user.
The original algorithm is published in Leslie Greengard’s dissertation [6], and an
updated and more efficient version can be found in [7].

The key observation that leads to the algorithm is that a set of particles that
are close together can from a distant observer be treated in a lumped fashion.
Consider two sets of particles A = {ai} and B = {bi}, where all particles in A are
close to A0 and all particles in B close to B0, and all particles in A are far away
from those in B. This case is illustrated in Figure 2.3. To represent the field in
the B domain induced by the A-particles, we can use a p-term series expansion
around A0, i.e. φ(x ∈ B) =

∑p
j=1 αjφj(x − A0). Such a series expansion is called

a multipole expansion. To calculate the series expansion one may evaluate one set
of coefficients for each A-particle, and add the contributions from all A-particles to
form αj , j = 1, . . . , p. With n particles in A and p terms in the series expansion,
this takes O(np) work. To evaluate the expansion in a B-point, takes O(p) work.



2.2. INTRODUCTION TO THE FAST MULTIPOLE METHOD 7

B0

A0

a i

b i
B

A

Figure 2.3: Well separated domains. All particles {ai}n
i=1 in A are far away from

those in B, {bi}m
i=1.

With m particles in B, we can compute the field in every B-point using a total of
O((n + m)p) work, which for large n and m is much smaller than the O(nm) work
required if all pairwise interactions between A- and B-points are evaluated.

With many domains, one may also wish to establish a local (Taylor) expansion
that represents the field in the B-domain resulting from all other domains. The
coefficients of such an expansion can be created for all domains separately, and then
added to yield the complete local expansion. This expense is independent of the
number of particles in the B domain.

In order to construct a linear time algorithm for any particle distribution, three
translation theorems are needed: (1) the multipole to multipole translation the-
orem, M-M, which allows a multipole expansion around a point A0 to be converted
into a multipole expansion about a different point A1, (2) the multipole to local
translation theorem, M-L, which allows a multipole expansion around A0 to be
converted into a local (Taylor) expansion around a point B0, and (3) the local to
local translation theorem which allows a local expansion around a point B0 to be
converted to a local expansion around a different point B1.

By using a set of hierarchical grids and a clever evaluation scheme, the above
elements can be combined into a linear time method, as explained in the following.

For simplicity we assume that the simulation box is cubic, and divide the sim-
ulation box into 2m × 2m × 2m cubic cells, with m chosen so that the maximum
number of particles (or dislocation segments) in a cell is bounded above by some im-
plementation dependent constant K. The grid of cells can be viewed as a hierarchy
of super-cells, each containing 2× 2× 2 cells from the next finer level.

The first step in the multipole method is to form a multipole expansion for
each particle, around the center of the cell to which the particle belongs. As a
second step, the coefficients of all multipole expansions for a given cell are added to
form a multipole expansion for that cell. This expansion is a representation of the
field (stress, gravitational or electrical potential) due to the particles (dislocation
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segments) in the cell. The representation is accurate far away from the cell.
In the third step multipole expansions for cells at higher levels in the grid

hierarchy are formed recursively by applying M-M to the immediate daughter cells
of each cell. Using M-M, the center of expansion is shifted from the center of the
daughter cell to the center of the cell in question.

In the fourth step one must determine which cells that interact through mul-
tipole expansions. A given cell, c, interacts with all cells on the same grid level
which are daughter cells of c’s parent cell and its neighbors, but not immediate
neighbors of c. This way, all interactions are between well separated cells (so that
the multipole expansions are convergent). Cells further away than described are
treated on a higher level. For the two dimensional case, Figure 2.4 shows the grid
hierarchy and the interacting cells on each grid level. For each cell that c interacts
with through multipole expansions, M-L is applied and the contributions are added
to form a local expansion for c.

In the fifth step, starting from the second coarsest level in the hierarchy of cells
and going towards finer levels, for each cell c, L-L is applied to translate the local
expansion of the parent cell to the center of c. The resulting expansion is added to
the local expansion of c. After this step is completed, each cell at the finest level
contains a local expansion that represents the field from all particles in cells that
are further away than the immediately neighboring cells.

The sixth and last step is to evaluate, for each cell c at the finest level, its local
expansion in each particle in c. In addition, interactions among particles in c and
its immediately neighboring cells are evaluated directly (at a cost of at most 27K2

direct evaluations).

2.3 Summary of paper I: An algorithm for large scale
dislocation dynamics simulations

Paper I details an algorithm for time-dependent simulation of dislocation networks.
It includes mobility laws for dislocations, dislocation core reactions and multiplic-
ation of dislocations. The algorithm is parallel, and incorporates via the multipole
method a fast computation of long range forces and, when periodic boundary con-
ditions are used, forces from translated images of the simulation box.

The algorithm is implemented in ParaDis (Parallel Dislocation Simulator), a
code developed at the Lawrence Livermore National Laboratory. It has shown
strong scaling to more than 105 processors, using approximately 107 dislocation
segments [9].

The contributions to Paper I by the thesis author include the following: (1)
derivation of a multipole method for dislocation dynamics, based on previous the
work [10, 11], (2) implementing it for use in the ParaDis code and adapting it to
work with periodic boundary conditions using the results in [12], and (3) adding
optimizations and symmetry reductions to the implementation which significantly
reduces the amount of operations needed for the multipole computations.
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Figure 2.4: The grid hierarchy of the fast multipole method. On each level, the
gray cells interact with the black cell through multipole expansions. On the finest
level, interactions between the black cell and white cells inside the gray region are
computed by direct evaluation.

2.4 Summary of paper II: Optimization of translation
operators

In the multipole method, the most expensive operation is the application of the
far-field to near-field operator (labeled M-L in Section 2.2 above). For each cell (in
any level of the grid hierarchy), it is applied 189 times. The operator in each of
these 189 applications of the transformation is linear and can be represented by an
O(p3)×O(p3) matrix, where p is the expansion order. Paper II describes a matrix
compression method based on common sub-expression elimination. For some far-
field to near-field conversion matrices, the application of this compression method
reduces their complexity (number of non-zero elements) from O(p6) to seemingly
O(p4.5). There are 13 independent far-field to near-field conversion matrices in the
fast multipole method. The savings gained by compression differ between them.
Compressing all the conversion operators has the potential of speeding up the mul-
tipole part of the dislocation dynamics code (with a typical p = 5) by a factor of
about four. The multipole cells can be made smaller when the multipole part of the
code is more efficient, and the theoretical net speedup of the entire code (including
the non-multipole interactions) can be estimated to a factor of two. In reality there
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are other complications which may lessen the net speedup of the code. For instance,
smaller multipole cells means that the maximum segment length must be smaller,
which increases the number of degrees of freedom (i.e. N).

This compression scheme has not yet been implemented in ParaDis, and the
real life gains are therefore still unknown.

The thesis author is the sole contributor to Paper II.



Chapter 3

Diffusion in supercooled liquids
investigated by molecular
dynamics

Liquids can be studied on a wide variety of levels, including macroscopic behavior
such as equation of state properties, by continuum hydrodynamic models, such
as the Navier-Stokes equations, and by direct atomistic simulation. The work
presented here is related to the microscopic features of diffusion in normal and
supercooled liquids. The molecular dynamics method has been used to simulate
various fluid systems. This part of the thesis is organized as follows. In the next
two sections the liquid state and supercooled liquids will be briefly overviewed,
followed by a presentation the of molecular dynamics simulation method. Some
considerations concerning implementation of the method will also be presented.
This chapter is concluded by a summary of the results reported in paper III.

3.1 Normal liquids

The liquid state is a condensed matter state lacking global order. The atoms or
molecules of a liquid are energetically bound to each other due to net attractive
forces between them, acting on distances longer than the short range hard core
repulsion exhibited by all atoms. One effect of this is surface tension. By contrast
the atoms (or molecules) of a gas are essentially free flying, and the total energy
is positive. Consequently, a liquid will occupy an essentially constant volume,
independent of the container size, whereas a gas will spontaneously expand to fill
any container uniformly.

The atoms in a liquid are densely packed, relative to the length scale of the
hard core repulsion. The result of this is a short range local order. The local
correlations in atomic positions imposed by the dense packing make it impossible
for the constituent atoms to move without cooperation of the neighboring atoms.

11
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Figure 3.1: Velocity auto-correlation function (3.1) for various fluid states.

On the microscopical scale, the atoms are constantly bouncing into their neighbors.
This can be illustrated by the velocity auto-correlation function Z(t):

Z(t) = 〈v(t) · v(0)〉 /
〈
‖v(0)‖2

〉
, (3.1)

where 〈·〉 denotes ensemble average, and v(t) is the instantaneous velocity of an
atom at time t. For a liquid, Z(t) exhibits a local minimum with Z(t) < 0. This is
the effect of atoms recoiling from bouncing on neighboring atoms. The surrounding
neighbors are often denoted as the nearest neighbor cage. Figure 3.1 shows the
velocity auto-correlation function (3.1) for a non-dense hard sphere fluid (gas-like),
the Lennard-Jones liquid [16] close to the triple point (normal liquid behavior) and
the Z2 liquid [17] in the supercooled state (to be described below).

Systems in the normal liquid state have many features in common, independent
of what particular liquid is chosen. By analyzing the dynamics of a sphere im-
mersed in a viscous liquid, one can formally derive a relation between the diffusion
coefficient, D, the viscosity (relaxation time), η, and the radius of the sphere, R:

D =
kBT

6πηR
, (3.2)

where T is the temperature and kB is Boltzmann’s constant. This is called the
Stokes-Einstein relation [13, 14]. In a thought experiment where the sphere is
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shrunk to the same size as the atoms, it is not surrounded by a continuous fluid,
but rather lives in a sea of particles similar to itself. Yet, for normal liquids, the
Stokes-Einstein relation holds remarkably well even on the atomic scale. Another
feature of the normal liquid state is that its diffusion rate has Arrhenius behavior,
by which it is meant that for a given liquid, the logarithm of the diffusion coefficient,
D, is linear in 1/T , where T is the temperature:

D = D0e
−A/T . (3.3)

D0 and A are material related constants.

3.2 Supercooled liquids

Some liquids, when cooled sufficiently rapidly below the crystallization point, may
avoid crystallization and enter an apparently meta-stable viscous state. This is
called the supercooled state. Further cooling will result in complete structural
arrest as the relaxation time increases and approaches the experimental observation
time. This is called the liquid-glass transition. The glassy state produced in that
way is a solid state that retains the liquid structure and lack of long range order.

The supercooled liquids can be classified into two categories, strong and fragile
[18]. The strong liquids are characterized by Arrhenius behavior of their relaxation
dynamics. The fragile liquids display a much faster increase of the viscosity and
relaxation time than would be predicted by the Arrhenius law. Besides that the
fragile supercooled liquids demonstrate other remarkable anomalies. The most
striking one is breaking of the Stokes-Einstein relation, whereby the diffusivity is
found to be orders of magnitude faster than predicted by (3.2). The nature, and
the origin, of this puzzling phenomenon is still a subject of active debate.

Another interesting anomaly of the supercooled liquid state, which is specu-
lated to be related to the Stokes-Einstein breaking, is structural and dynamical
heterogeneity [21]. This is observed as the existence of long-lived clusters of dis-
tinct structure which contain slowly diffusing particles. Fast diffusing particles are
also confined to distinct spatial domains. A characteristic long-lived heterogeneous
structure of a supercooled liquid is shown in Figure 3.2. In that figure, one can
distinguish distinct low-energy structural domains with a very slow decay rate. The
dynamical heterogeneity and the breaking of the Stokes-Einstein relation in fragile
supercooled liquids can also be detected in the geometry of the particle trajector-
ies. This anomaly has been investigated in the present study, and the results are
presented in Paper III which is summarized in section 3.5 below.

3.3 Molecular dynamics

By the molecular dynamics method is meant time-integration of Newton’s equations
of motion for the particle dynamics, in order to generate a system’s time-dependent
phase space trajectory. The forces are given by inter-atomic potentials. In the
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Figure 3.2: Two slices of a molecular dynamics simulation of a supercooled Z2
liquid. The color represents local potential energy, averaged over a short time. The
two snapshots are one billion time-steps apart. One can see that although there
are minor fluctuations in the structure of the energy distribution, the large scale
features remain essentially unchanged over this enormously long time interval.

model that we will employ, the potential energy U of the system is given by some
function Φ of the atomic positions x̄ (which is a 3N dimensional vector for N atoms
in three dimensions):

U = Φ(x̄).

In many cases it is convenient to assume that Φ is additive, spherically symmetric,
and only includes pairwise interactions, i.e.:

U =
1
2

∑
i

∑
j 6=i

φ (|xi − xj |) , (3.4)

where i and j denote particle numbers, | · | is the Euclidean distance function, and
the factor of 1

2 account for the fact that each pair of particles appears twice in the
summation. This approximation is sufficient to capture much of liquid behavior
and can even be made to quantitatively match experiments in certain materials.
For instance, the Lennard-Jones potential [15, 16] successfully reproduces thermo-
dynamics and dynamics of liquid noble gases with reasonable accuracy. A system
with an interaction given by (3.4) is called simple. Simulation using more com-
plex choices of Φ are also employed. This can reproduce some properties of real
materials more accurately, and reproduce effects not captured with the simple pair
potentials. Examples of such models are the Stillinger-Weber potential for silicon
[19] with three-body interactions, and the embedded atom model (EAM) class of
potentials [20] which include a non-additive component.
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3.4 Simulation algorithm

The potentials employed in molecular dynamics simulations are often short ranged.
This means that a particle only interacts with particles within a given distance,
called the potential cut-off distance (typically less than three nearest neighbor dis-
tances). The force calculation can be designed so that the required work is linear in
the total number of particles. One common way of implementing this is by putting
the particles in cells with a side length comparable to the cut-off distance. To com-
pute the forces on a particle, one only needs to compute interactions with particles
in the current and neighboring cells. The number of neighboring cells that must be
included is given by the side of the cell and the cut-off distance.

Two commonly used time integrators in molecular dynamics are the fourth-order
Gear predictor-corrector integrator, and the Verlet scheme [16]. The two schemes
differ in local and global energy conservation properties. The Verlet scheme is
symmetric and symplectic, and has good long time error behavior, while the Gear
predictor-corrector method has a smaller local error provided that the time-step is
short enough. Reference [22] reports comparisons of calculating thermodynamical
properties over long times with different integrators. Among the evaluated integrat-
ors the Verlet scheme allows the largest time-steps without compromising stability
or the quality of the calculated properties. In the simulations in Paper III, the
Verlet scheme has been exclusively used. Most of the simulations were done using
the code described in [23], and parallelized by Måns Elenius. In addition, a code
by the thesis author that runs on nVidia graphics cards has been used. It enables
fast simulation of moderately sized systems on a local workstation.

3.5 Summary of paper III: Fractal dimensionality of
particle trajectories

The nature, and the properties, of the supercooled liquid state remains one of the
most important unsolved problems in condensed matter physics. A convenient way
of describing the supercooled liquid dynamics is by using the concept of potential
energy landscapes (PEL). A particular aspect of the PEL’s observed in supercooled
liquids is that the local energy minima form a hierarchical super-structure, the so
called meta-basins. The impact of the meta-basin structure of the PEL on the
trajectories of the constituent particles of a supercooled liquid was investigated in
the present paper. The particle trajectories of two different supercooled liquids were
generated by molecular dynamics and analyzed using the concept of the Hausdorff
measure (fractal dimensionality). The main result of the paper is that we observed,
besides the short range confinement within the cage of immediate neighbors, a
long range confinement regime that can be attributed to the confinement of the
configuration space trajectory of a supercooled liquid within a meta-basin. This
is a novel effect that has never been reported before. By implication the observed
long-range anomaly in a particle trajectory of a supercooled liquid indicates a strong
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breaking of the Stokes-Einstein relation (3.2) linking the relaxation dynamics and
diffusion in normal liquids.

The contribution of the thesis author this paper includes the following: (1)
implementing of the fractal dimensionality measure in a molecular dynamics code
and running the simulations, (2) investigating the CBK1 model and adapting it for
comparisons with the reported simulation results, and (3) taking part in analyzing
and interpreting the simulation results.

1The CBK model first appeared in [24], and was extended and further analyzed in Paper III.



Chapter 4

Radiation damage and
first-passage kinetic Monte-Carlo

Materials used inside nuclear reactors are constantly bombarded by particles (such
as neutrons and alpha particles). High energy impacts can knock large amounts
of atoms off from their lattice positions. Consequently, the material is left with
vacancies and self-interstitials. Over time the material anneals, as the vacancies
and interstitials recombine or form immobile clusters. The structural differences
in the material after impact, and eventual differences after long-time annealing are
called radiation damage.

When designing reactor materials, it is important to know their behavior under
long term radiation. Since a reactor is supposed to last for 30-50 years, the only
viable options in material design is either some accelerated experiment, or simu-
lation. The kind of accelerated experiments that are performed, are by increasing
the level of radiation, and thereby shorten the time it takes for a material to receive
a prescribed radiation dose. Since this kind of experiment does not allow for long
time annealing, its accuracy may be questioned.

The initial period of the annealing can be treated with standard simulation
methods, like molecular dynamics and kinetic Monte-Carlo. The long-term effects,
with time-spans of years or decades are harder to reach. The main reason for
the dynamics being so slow, is that most of the interstitials and vacancies have
recombined, or formed immobile clusters, so that the density of mobile particles is
very low. The first-passage kinetic Monte-Carlo algorithm was developed to deal
with this specific case, i.e. diffusing objects with a very low density.

With a simulation method in place that can handle the long annealing time-
scales, it is possible to validate the simulation method against accelerated experi-
ments, and also to run full life-time simulations of reactor materials under realistic
radiation levels.

17
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4.1 Kinetic Monte-Carlo and the first-passage variation

The kinetic Monte-Carlo [25] (KMC) method is widely used in the sciences to
simulate time-dependent processes. In one of its incarnations, the system to be
simulated is evolved by execution of events. When and where the events happen
is governed by given probability distributions. A typical event is that an atom on
a surface moves from one lattice site of the substrate to a neighboring lattice site.
Such a move (i.e. a small displacement of an atom) is called a hop. It is common
to use an exponential distribution for the event times, with a rate proportional to
e−∆E/kBT , where ∆E is the energy difference of the atomic configuration before and
after executing the event in question, T is the temperature, and kB is Boltzmann’s
constant.

In situations where typical distances between particles or objects are much larger
than their diameter, and the objects propagate by Brownian motion or diffusion,
simulation times with standard kinetic Monte-Carlo can be very long. For diffusive
motion, the net displacement is proportional to the number of hops squared. In 3D
space, if the average separation between an object and its close neighbors is L, one
can expect on the order of L3 hops before a collision occur.

Many times, it is the collisions that are interesting, since at those moments
reactions or other significant state changes can happen. One would then like to
have a method to efficiently propagate the system to the next collision, without
spending significant computational resources on performing diffusive hops.

First passage kinetic Monte-Carlo (FPKMC) is a method to increase the average
time-step. The main idea is as follows: for each object (particle, atom, cluster etc.)
a protective region is created, so that it is empty except for the object in question.
The evolution of an object is independent of all other objects until some object
touches its protective region, or the object itself exits its protective region. The
objective is to propagate the particle in the domain to its boundary in a single step,
rather than performing a lot of small hops/moves inside the domain, as shown in
Figure 4.1.

Since the objects move by Brownian motion, the probability distribution of
the location of an object inside its protective region is governed by a diffusion
equation. The motion for the entire system separates into one diffusion equation
for each protective domain.

When an object exits its protective domain, we can create a new domain around
the location where it exited. Thus the independence of all other objects is not
broken. In the case where an object ends up touching, or being very close to the
boundary of the protective region of another object, we may sample the location of
that particle from the solution of the corresponding diffusion equation. Next we can
create one new protective region for each of the two objects. When two objects end
up close to each other, we can include both of them in a single protective domain,
and solve a two-body problem (diffusion equation) for that domain. If the outcome
is that the objects collide, we take the appropriate action, such as performing a
chemical reaction. The discussion so far can be formulated in an algorithm:
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Figure 4.1: Many small Monte-Carlo hops are replaced by large super-hops

1. Set the global time clock to zero. Construct non-overlapping protective do-
mains around all objects – use individual protection for single objects and
group protection for pairs and larger groups of objects, as seems most effi-
cient.

2. Sample an exit time for each domain (in the case of protected pairs or groups
this can mean a scheduled collision). Put the sampled exit times in a heap
(priority queue), so that the shortest time can be efficiently found.

3. Find the shortest exit time and identify corresponding object(s) and domain.
Sample the exit position for the selected object(s). If the new position cor-
responds to a collision, take the appropriate action.

4. Check if any of the existing protective domains are close to the new position
of the particle. If necessary to free more space available for protection of the
propagated particle, sample new locations for the objects in the neighboring
domains.

5. Construct new protective domains for all objects that changed their positions
in steps (3) or (4).

6. Sample new exit times for the object(s) protected in step (5).

7. Insert the new exit time(s) into the heap of event times. Go to step (3).

The entire algorithm can be implemented to use O(log N) computer time for each
handled event, where N is the number of objects in the simulation. This bound
comes from the removal time of the heap (priority queue). All other operations can
be performed in constant time. The initial setup, which includes generating protect-
ive domains for all particles can be done in linear time (for a system where the local



20
CHAPTER 4. RADIATION DAMAGE AND FIRST-PASSAGE KINETIC

MONTE-CARLO

number density of objects is bounded above by some constant). Since average time
steps in first passage kinetic Monte-Carlo corresponds to an average displacement of
the same order of magnitude as the inter-object spacing, this method increases its
relative efficiency over standard kinetic Monte-Carlo as the average number density
goes down. The efficiency scales as ρ−1/3 compared to standard KMC which scales
as ρ−1, where ρ is the number density. The initial publication of the method was
in paper IV, and a detailed description is found in paper V. Papers IV and V focus
on continuous space and time simulation. FPKMC can also be applied on discrete
lattices. Sections 4.3–4.5 contain derivations that enable efficient implementation of
the sampling routines required to perform FPKMC simulations on certain lattices,
rather than in the continuum as described in Paper V.

4.2 Summary of papers IV and V: First-passage kinetic
Monte-Carlo

Papers IV and V report on the same results. Paper IV introduces the first passage
kinetic Monte-Carlo method in the letter format, and Paper V is a full paper,
describing the formalism and implementation details.

The contributions to these papers by the thesis author’s include: (1) developing
the algorithm in close collaboration with the other authors on the papers, (2)
implementing the algorithm, validating it and performing the test case studies
reported in the papers. Specific devices invented by the thesis author include the
transformation of pair-propagators to enable one-dimensional samplings, and the
rejection sampling technique for series expansions, including the derivations of the
propagators reported in Paper V.

4.3 Lattice propagators

Paper V details an FPKMC algorithm for continuous space and time. The FPKMC
method is equally applicable to simulations on lattices. The only change that is
needed, is to include subroutines that can sample locations and exit times of dis-
crete random walkers on finite domains of a lattice. In Paper V such subroutines
are called propagators. Here follows a derivation of expressions suitable for imple-
menting propagators and pair propagators for the one dimensional lattice case, and
some generalizations to higher dimensions.

We discretize space and time, and assume that the diffusing particles live on a
lattice. For simplicity, we start with a one dimensional lattice. Now assume that in
every time-step, each particle moves one lattice spacing to the left with probability
α, and one lattice spacing to the right with the same probability. The probability
of staying at the current location is β = 1− 2α.

In the specific (but common) case of β = 0, there is a closed form for the
probability P (k, t) that the walker is at distance k lattice points from the initial
location after t time-steps. This is given by the binomial distribution, and
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P (k, t) = 2−t

(
t

k

)
if t + k is even and 0 otherwise. (4.1)

Equation (4.1) is the elementary solution for the discrete random walk, and can
be used to construct the absorbing boundary solution with the image method,
analogous to the continuous case developed in Paper V. In the following we will
develop the eigenfunction method for the discrete case, and as it turns out, this is
reasonably efficient both for short and long times. In addition, it naturally supports
arbitrary β. For these reasons we do not derive specific short time sampling method
based on the binomial expression above.

First we study the case of a single particle on a line segment consisting of the
lattice points 1, . . . , n. We assume that if the particle moves to location 0 or n + 1
it disappears. Assume that we have a vector pτ

i , i = 1, . . . , n, which describes the
probability of finding the particle at lattice point i at time-step τ . Then pτ+1 = Apτ ,
for an n× n matrix A. For the conditions above, we get a tri-diagonal matrix

A =



β α 0 . . . 0

α β α
. . .

...

0
. . . . . . . . . 0

...
. . . α β α

0 . . . 0 α β


or Ai,j = βδi,j + α(δi,j−1 + δi,j+1),

where δi,j is the Kronecker delta. The probability that the particle remains on the
lattice after time τ is Pτ =

∑n
i=1 pτ

i . To analyze the system, we diagonalize A with
a symmetric discrete sine transform, A = FDFT , where

Fjk =

√
2

n + 1
sin

π

n + 1
jk, j, k ∈ {1, . . . , n} .

We then get F = FT and FT F = FF = I. The eigenvalues of A are

λj = Djj = β + 2α cos
π

n + 1
j, j = 1, . . . , n.

We note that |λj | < 1. We now proceed to calculate the probability Pτ that
a particle has not exited the segment at time τ . Assume the particle starts in
location s at time 0, so that p0

j = δj,s. From above, we have

pτ = Aτp0 = FDτFp0, (4.2)

and Pτ =
∑n

k=1 pτ
k. We have (Fp0)j =

∑n
k=1 Fjkδk,s = Fjs and get

Pτ =
n∑

k=1

n∑
j=1

Fkjλ
τ
j Fjs =

n∑
j=1

λτ
j Fjs

n∑
k=1

Fkj .
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The sum over k can be computed analytically: Let φ = π
n+1 , ω = eiφj and

Sj =
n∑

k=1

Fkj =

√
2

n + 1

n∑
k=1

sin
π

n + 1
jk

=

√
2

n + 1

n∑
k=1

sinφjk =

√
2

n + 1
=

(
n∑

k=1

wk

)
.

The last sum is a finite geometric series, and evaluates to ω−(−1)j

1−ω . Inserting the
definition of ω we finally get

Sj =

{ √
2

n+1
sin φj

1−cos φj if j is odd
0 otherwise.

Finally we arrive at

Pτ =
1

n + 1

n∑
k=1

(1− (−1)k)
sinφk

1− cos φk
(β + 2α cos φk)τ sinφks.

In order to evaluate pτ , some care must be taken. Direct evaluation according
to the right hand side of (4.2) would require O(n2) operations, which is the same
order of magnitude as the average number of steps needed to exit a segment of
length n. Therefore, that approach is not more efficient than doing ordinary KMC
with simple hopping. However, the probability pτ can be computed using fast
Fourier transforms (FFTs). We will use a standard definition of the discrete Fourier
transform for a sequence fj , j = 0, . . . ,m−1:

f̂k =
1√
m

m−1∑
j=0

fje
−i 2π

m jk, k = 0, . . . ,m−1.

Now we assume that p0
j = δjs, and define c = DτFp0. We get cj =

√
2

n+1λτ
j sinφjs.

With those definitions, we have pτ = Fc.1 If we take m = 2n + 2 and set fj = cj

for j = 1, . . . , n and fj = 0 for j = 0, n+1, . . . , 2n+1, we will have (Fc)k = −2=(f̂k)
for k = 1, . . . , n. With a standard FFT, all elements of f̂ can be computed from
f in O(m log m) = O(n log n) operations with small prefactors. For a discrete
distribution, sampling the location at a given time can easily be done in linear
time. Thus handling a segment of length n can be done in O(n log n) operations.
With simple hopping, moving a particle n lattice spacings would require O(n2) hops.
Thus this algorithm offer lower computational complexity, and the advantages grow
with increased sparsity of the system. In addition to FFT, one can exploit the fact

1The application F to a vector is sometimes denoted a type I discrete sine transform, or DST-I.
Some FFT packages (e.g. FFTW[]) include optimized routines for computing the DST-I.
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that for large n, the discrete solution is very similar to the continuous case, and
continuous distributions can be used, with a controllable error. This allows for quick
sampling regardless of segment length, and the sampling time can be bounded above
by a constant.

For additional speedup tables of propagators can be stored for small protective
domains, e.g. for all n ≤ nmax and τ ≤ τmax, store cumulative sums of pτ

i . In
this fashion, sampling an exit time can be done in O(log τmax) operations, and a
location can be sampled in O(log nmax) operations.

4.4 Generalization to multiple dimensions

For the simple square, or the simple cubic lattice, we can employ separation of
variables, in a fashion similar to the continuous case. First passage times and
non-passage displacements can be sampled in the different Cartesian directions
independently. No simple solution is known for general lattices. A special case of
the body-centered cubic lattice can be treated as given below.

The body-centered cubic lattice

The set L of lattice points in the body-centered cubic (BCC) lattice is defined by
two vectors a1 = (0, 0, 0) and a2 = (1/2, 1/2, 1/2) according to L = {a1 + u, u ∈
Z3} ∪ {a2 + u, u ∈ Z3}. A geometric picture of the lattice is that space is divided
into unit side cubes, with a lattice point in the center and corners of every cube.

Simple propagators for walkers on the BCC lattice can be derived under the spe-
cial circumstances that the walker moves at every time-step, and that the allowed
hops are to the eight nearest neighbors. In this case, the full lattice is a superposi-
tion of two simple cubic lattices (i.e. {a1 +u, u ∈ Z3} and {a2 +u, u ∈ Z3}), where
the parity of the time-step number designates the sub-lattice a random walker oc-
cupies. After two steps, the probability distribution is separable into independent
distributions in the x, y and z directions. Using the notation above, the matrix
elements are given by α = 1

4 and β = 1
2 . After one time-step, the probabil-

ity distribution is equal among the eight nearest neighbors of the starting point.
Time sampling consists of one sampling for each Cartesian direction for each sub-
lattice. The initial condition is the delta function for the starting point (primary)
sub-lattice, and equidistribution among eight points for the other (secondary) sub-
lattice. The time for the secondary sub-lattice is offset by one since it takes one
time-step to get there. The first passage time is given by the shortest one of the
six sampled times. No-passage sampling is done on the sub-lattice for the time in
question, with the same initial conditions as given for the time sampling.
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4.5 Lattice pair propagators

In the lattice case, with discrete time, pair propagators are not strictly necessary.
Exact collision times and locations can be determined by simple hopping once two
particles are close together. Pair propagators are of interest in order to make
protective domains bigger and to speed up the algorithm.

Now, consider two particles at time τ , one at position pτ and one at position
qτ on a (one-dimensional) lattice, and assume qτ > pτ . Then we define a linear
transformation:

uτ = qτ + pτ , vτ = qτ − pτ .

The new variables u, v are independent. By looking at Apτ and Aqτ and trans-
forming the result to the new coordinates, we can identify coefficients and find:

uτ+1 = A2uτ , vτ+1 = A2vτ .

As in the continuous case, we can use the same sampling techniques in each of the
coordinates u and v independently. The only difference is a scaling of a factor of
two in time, since u, v are advanced by A2 rather than A.
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