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Abstract 
In this work, speaker characteristic modeling has been applied in the fields of automatic 
speech recognition (ASR) and automatic speaker verification (ASV). In ASR, a key problem 
is that acoustic mismatch between training and test conditions degrade classification per-
formance. In this work, a child exemplifies a speaker not represented in training data and 
methods to reduce the spectral mismatch are devised and evaluated. To reduce the acoustic 
mismatch, predictive modeling based on spectral speech transformation is applied. Follow-
ing this approach, a model suitable for a target speaker, not well represented in the training 
data, is estimated and synthesized by applying vocal tract predictive modeling (VTPM). In 
this thesis, the traditional static modeling on the utterance level is extended to dynamic 
modeling. This is accomplished by operating also on sub-utterance units, such as phonemes, 
phone-realizations, sub-phone realizations and sound frames. 

Initial experiments shows that adaptation of an acoustic model trained on adult speech 
significantly reduced the word error rate of ASR for children, but not to the level of a model 
trained on children’s speech. Multi-speaker-group training provided an acoustic model that 
performed recognition for both adults and children within the same model at almost the 
same accuracy as speaker-group dedicated models, with no added model complexity. In the 
analysis of the cause of errors, body height of the child was shown to be correlated to word 
error rate.  

A further result is that the computationally demanding iterative recognition process in 
standard VTLN can be replaced by synthetically extending the vocal tract length distribution 
in the training data. A multi-warp model is trained on the extended data and recognition is 
performed in a single pass. The accuracy is similar to that of the standard technique. 

A concluding experiment in ASR shows that the word error rate can be reduced by ex-
tending a static vocal tract length compensation parameter into a temporal parameter track. 
A key component to reach this improvement was provided by a novel joint two-level opti-
mization process. In the process, the track was determined as a composition of a static and a 
dynamic component, which were simultaneously optimized on the utterance and sub-
utterance level respectively. This had the principal advantage of limiting the modulation am-
plitude of the track to what is realistic for an individual speaker. The recognition error rate 
was reduced by 10% relative compared with that of a standard utterance-specific estimation 
technique. 

The techniques devised and evaluated can also be applied to other speaker characteristic 
properties, which exhibit a dynamic nature. 

An excursion into ASV led to the proposal of a statistical speaker population model. 
The model represents an alternative approach for determining the reject/accept threshold in 
an ASV system instead of the commonly used direct estimation on a set of client and impos-
tor utterances. This is especially valuable in applications where a low false reject or false ac-
cept rate is required. In these cases, the number of errors is often too few to estimate a reli-
able threshold using the direct method. The results are encouraging but need to be verified 
on a larger database. 
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1 Introduction 
Inventors have long dreamt that humans could one day use speech to interact freely with 
technical equipment. A foundation to realize this dream has been laid by scientists who have 
provided a knowledge base concerning mechanisms of spoken communication. This knowl-
edge has given rise to the field of automatic speech recognition (ASR). As the amount of 
knowledge has grown, increasingly accurate transcription systems have been devised over 
the years. A growing number of ASR applications for end users are now built. However, 
speakers are all individuals with different speech habits and anatomical prerequisites. Conse-
quently, accurate recognition of one person’s speech does not necessarily imply correct rec-
ognition for all speakers. In the light of the increasing number of speech applications, this 
causes a problem, because, who likes not to be understood and thereby being excluded from 
the service that modern speech technology can provide? This thesis investigates methods to 
improve speech recognition accuracy for non-mainstream speakers. 

A standard approach for ASR is based on a statistical framework of pattern recognition 
(e.g. Rabiner et al., 1996, pp. 3). In the approach, hypothesis testing is performed to select 
the most probable interpretation of what was said among a set of candidate hypotheses. 
This process is based on knowledge of speech, of which sound properties are stored in an 
acoustic model. The model statistics are learnt during a training process on a set of norma-
tive speech samples. 

The amount of training data that is required by current ASR techniques to reach human 
recognition accuracy has been estimated (Moore, 2003). This prediction relies on a meas-
urement of accuracy as a function of training data size and an estimate of the amount of 
speech that a human hears as a function of age. A conclusion drawn from this study was 
that the recognition approach would require two to three times more speech than what is 
heard by a human in a lifetime. It is obvious that a more optimal approach for speech rec-
ognition is needed than is currently taken in these systems.  

Humans are often able to identify speakers, based on their speech. Thus, in addition to 
lexical information, the speech signal also contains information on speaker-related proper-
ties. The latter source of information is used in automatic speaker verification (ASV) to 
judge whether a speaker is who (s)he claims to be. However, in ASR the non-linguistic in-
formation in the speech signal often represents a problem. One reason for this is that a suf-
ficiently close representation of the current user may not exist in the training data, which 
makes the collected speech statistics partly inapplicable for the current speaker.  
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A mismatch in acoustics between training and test data degrades classification perform-
ance. To counter this loss of performance; normalization, adaptation and predictive model-
ing have been devised. Vocal tract length normalization (VTLN), has been applied on the 
speech signal to reduce the effect of a difference in vocal tract length (VTL) between train-
ing and test speakers (Lee and Rose, 1998). Adaptation of acoustic models to a new condi-
tion using a MAP (Maximum a posteriori) (Gauvain and Lee, 1994) or an MLLR (Maximum 
likelihood linear regression) (Gales and Woodland 1996) criterion has been performed based 
on a small set of speech recorded under the new condition. Predictive modeling has also 
been applied to generate a noisy speech model based on a clean speech and a noise model 
by applying parallel model combination (PMC) (Gales and Young, 1993). The latter method 
is interesting, since the acoustic model is constructed by combining a speech and noise 
model, which provides a means to differentiate between acoustic mismatch caused by 
speaker or noise environment. A positive feature of this decomposition of causes is that less 
data is required, since not all combinations of speech and noise characteristics need to exist 
in the training data.  

This thesis reports mainly on prediction experiments in ASR, but an excursion into 
ASV is made in Paper 4. In the part concerning ASR, the problem of recognizing speech of 
a speaker not represented in the training data is approached as a prediction problem. That is, 
prediction based on voice transformation is applied to reduce the acoustic mismatch be-
tween model and speaker. The class of this transformation function, is inspired by speech 
production theory and the parameter value for a target speaker, is estimated according to a 
statistical pattern recognition framework. 

The voice transformation is, in this thesis, based on the effect of vocal tract length, but 
the general technique could be applied also to other speaker characteristics, as long as their 
effect on speech acoustics is known and can be expressed as a parametric function. The first 
experiments in the thesis are focused on reducing the acoustic mismatch by applying time 
invariant predictive compensation on a set of utterances. Experiments in the final part target 
the question of how to account for a dynamically varying acoustic mismatch. To achieve this 
goal, dynamic modeling of a speaker characteristic property value is performed. 

The experimental studies are conducted using a recognition system that is trained on 
adult speech. The target speech, not represented in the training data, is that of a child. Train-
ing as well as evaluation of these systems requires large amounts of speech data. However, 
recordings of children’s speech aimed for ASR experiments have been limited. Thus, to 
provide material for an offline experimental study, data of 4-to-8 year old children speaking 
Swedish was collected. This collection of data has not been previously fully published, so a 
more detailed description is included in Appendix 1. 

The outline of experiments in the thesis is as follows. First, a comparison is made be-
tween a few standard approaches of targeting a group of speakers not represented in train-
ing data. For this purpose, normalization, adaptation and the concept of multi-style training 
were applied in Paper 1. An extension of VTLN to a time-dependent case is then performed 
in Paper 2. Rules for VTL factor dynamics are implemented and evaluated in Paper 3. A 
thematic outlier is represented by the ASV experiments with a statistic population model to 
estimate a false reject rate distribution, which is reported in Paper 4. 
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The thesis is organized as follows. A summary of related work is given in Section 2. 
Theory on speech production, which serves as a background for VTLN, is described in Sec-
tion 3. A complication of accounting for speaker characteristics of a target speaker in a sig-
nal influenced also by other sound sources and the speaker environment is touched upon in 
Section 4. A theoretical framework for ASR is given in Section 5. Methods to account for 
acoustic mismatch are presented in Section 6. A theoretical background for Paper 4 is pro-
vided by a short review of ASV in Section 7. The corpora used in the experiments are 
shortly described in Section 8. The publications, included in this thesis are summarized in 
Section 9. A discussion regarding vocal tract length predictive modeling is held in Section 
10. Conclusions and suggestions for future work are presented in Section 11. The speech 
corpus of Swedish children is described in more detail in Appendix 1. 
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2 Related Work 
Much work has been conducted to device methods to manage acoustic mismatch between 
training and testing. Mismatch caused by additive noise, a change in the acoustic channel 
between speaker and listener and the speaker’s speech characteristics all may cause degrada-
tion of ASR accuracy. In this thesis, focus is held on mismatch caused by speaker character-
istics, and in particular, vocal tract length. This review is thus focused primarily on methods 
to account for a speaker’s vocal tract length. 

Physical studies based on X-ray (Fant, 1960) and MRI measurements have been impor-
tant in building models for speech production. MRI studies have shown non-equal ratios 
between sections of vocal tracts for different speakers (Fitch et al., 1999; Vorperian et al., 
2005). The implications of this on speech spectrum can be estimated using an analytical 
model relating a vocal tract configuration to the speech spectrum (Fant, 1960). According to 
this model, non-equal ratios between different speakers’ vocal tract sections should cause a 
formant number specific frequency scaling between these speakers. Such a scaling has also 
been observed in the form of formant number and vowel category specific scaling factors 
from male speakers to women and children (Fant, 1975). A non-uniform formant frequency 
scaling has also been observed in Japanese vowels (Traunmüller, 1988). However, in Lee et 
al. (1999), scaling the vowel averages of the three first formants from adult males to 5-to-18 
year old boys and girls, showed that a common warping factor for all formants was a good 
first approximation for boys, even though less so for girls. The results of the experiments 
are somewhat inconclusive, but indicate that separate scaling factors for each formant and 
phoneme combination might be needed for some speakers. This suggests application of 
phoneme-dependent VTLN.   

In ASR, spectral mismatch originating from difference in VTL, has also been targeted. 
In this case, the goal has often been to modify the spectral shape of the signal to reduce mis-
match between the utterance and the acoustical model of the system. For this purpose, the 
speech spectrum has been scaled along the frequency axis, by application of a frequency 
warping function. The amount of warping has been steered by a warping factor, which is 
determined based on a maximum likelihood criterion to maximize the likelihood of the ut-
terance given an acoustic model. A substantial improvement in recognition accuracy for 
adults and children has been reported for this approach (Lee and Rose, 1998; Potamianos 
and Narayanan, 2003; Giuliani et al., 2006). 
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A limitation of traditional VTLN is that the vocal tract length ratio between speakers is 
approximated to be equal for all units of speech. This approximation can be justified if the 
effective vocal tract length is fixed for each speaker or that it varies in a similar manner be-
tween speakers. The former condition is not met, since vocal tract length has been reported 
to vary during speech (Fant, 1960; Dusan, 2007). In the first of these studies, the vocal tract 
length of a male speaker was reported to span from 16.5 to 19.5 cm for six different Russian 
vowels (Fant, p. 116, Table 2.33-1, 1960), a range of 17% of the mean length. In the latter 
study, the vocal tract length of a female French speaker was in average 15.04 cm and varied 
within a range of approximately 19% of the average value. Regarding the second condition, 
speech habits are known to be individual, which results in differing articulatory gestures be-
tween speakers. In Dusan (2007), it was shown that the VTL variation was correlated to 
skull perpendicular lip distance, tongue dorsum and larynx height. This makes it likely that 
also vocal tract length gestures are speaker dependent. It has been shown that the vocal tract 
parts grow with unequal rate during childhood (Fitch et al., 1999; Vorperian et al., 2005). 
Thus, the vocal tract shape is reconfigured as a function of age. A consequence of this is 
that vocal tract shape cannot be linearly mapped between speakers of different age and this 
should result in formant number specific scaling factors. The above studies give one expla-
nation to the found vowel-category and formant number specific scaling factors between 
male-to-female and male-to-child normalization (Fant, 1975). A phoneme-specific scaling 
factor has also been reported in (Maragakis and Potamianos, 2008).  

More recently, a time-variable VTL factor has been studied. A macroscopic approach, 
on the utterance level, to accomplish this goal is to estimate separate factors for different 
acoustic groups. In (Maragakis and Potamianos, 2008), a two-pass process was applied. The 
first pass segmented speech frames into acoustic groups and individual warp factors were 
then estimated for each group in the second pass. 

A microscopic approach for a time-variable VTL factor estimate is to determine a 
frame-specific VTL factor. This has been approached by extending the traditional Viterbi 
decoding process with a third dimension representing vocal tract length (Fukada and Sagi-
saka, 1998; Miguel et al., 2008).  

Compensation for VTL difference can be performed in the feature extraction, acoustic 
modeling or decoding modules of an ASR system. In feature extraction based on the analy-
sis of speech spectrum divided into a set of frequency bands, a method by Lee & Rose 
(1998) can be applied. In this method, warping is performed by adjusting the division of 
frequency bands. This operation maps similar spectral bands between speakers and thus 
reduce spectral mismatch between the speakers. 

From a statistic point of view, transforming a signal alters its probability density func-
tion. In this process, the determinant of the Jacobian matrix of derivatives of the transform 
plays a central part in warranting unit mass of the resulting distribution. Different ap-
proaches to manage the Jaccobian determinant of the transformation used in VTLN have 
been devised. In (Sinha and Umesh, 2003) they operated in the model space to avoid calcu-
lation of the Jacobian determinant. In later studies, e.g. (Sanand and Umesh 2008; Sanand et 
al., 2009), the Jacobian determinant was expressively taken into account. The issues of the 
Jacobian determinant are not yet completely solved. 



  

 

6 Related Work 

VTLN has also been applied by submitting the microphone signal to a pitch synchro-
nous overlap and add method, before sending it to a commercial ASR system (Gustafson 
and Sjölander, 2002). This approach has the important principal advantage of making it pos-
sible to add VTLN as a preprocessing step before submitting the signal to a closed commer-
cial ASR system. However, the use of an off-the-shelf recognizer prevented conduction of 
in-depth adaptation and normalization experiments. These experiments were conducted on 
Swedish children aged 10 to 13 years. 
 



3 Speech production 
A theory of speech production can serve as a base for implementing the impact of a certain 
speaker characteristic property on speech. From a signal-processing point of view, speech 
can be modeled using a source-filter approach (Fant, 1960). The source signal can stem 
from vibrations of the vocal folds, frication due to turbulent airflow in a constricted part of 
the oral cavity or a quick release of air e.g. when the lips are opened. The filter models the 
effect of the vocal tract on the source signal. For the sake of relating physiological speaker 
property values to the effect on speech, the vocal tract can be approximated as a cylindrical 
tube with varying cross-sectional area along its longitudinal axis. Modulation in time to ar-
ticulate a spoken message is caused by muscular activity. The impact of each vocal tract con-
figuration on the output signal is given by aerodynamical laws. 

Based on the representation above a general observation is that, if the longitudinal di-
mension of the vocal tract is homogeneously shortened by a factor, α, the resonance fre-
quencies are equally scaled. That is, the n’th resonance frequency, Fn, is scaled according to 
Equation (1). In VTLN this relation is often used to scale the speech spectrum between 
speakers, based on vocal tract length, which is often approximated as being equally scaled 
for all cavities. 

  (1) nn FF ˆ

The above relation of equal scale of all cavities may be a good first approximation. The 
accuracy of it is reduced by the fact that the lengths of individual vocal tract parts are sepa-
rate functions of age. Speech habits are also known to be individual and hence the gestures 
of the articulators. As noted above, the correlation between total vocal tract length and lip 
protrusion, tongue dorsum and larynx height also likely leads to the vocal tract length ges-
tures being individual. Indirect evidence of this exists in the form of vowel and formant 
specific scaling factors in male-to-female normalization (Fant, 1975; Maragakis and Pota-
mianos, 2008). 

VTLN is primarily a method to compensate for a difference in resonance frequencies 
between vocal tracts. The filter function takes into account the vocal tract shape between 
source signal and speech signal emitted from the lips. This function is thus dependent on 
where in the vocal tract the source signal is emitted. The vocal tract shape is modulated by 
the articulators of certain mass being moved by a limited force, which limits the speed of 
modulation. However, when the source changes location in the vocal tract, for example 
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8 Speech production 

from the glottal excitation to dental frication, the tract length factor quickly changes from 
representing the ratio in glottis-to-lip distance between speakers, to constriction-position-to-
lip distance ratio. These ratios are not guaranteed to be equal due to individual ratios of vo-
cal tract part lengths between speakers. In the same manner as speech gestures, VTL ges-
tures are a concatenation of slow and fast movements.  

 



4 Transmission Channel 
An important problem in speech normalization for ASR is that when speech is emitted from 
the speaker, it passes a medium shared by other sources of sound before it reaches the mi-
crophone. Thus, the received signal contains not only the speech in focus but also a mixture 
of sounds from multiple other sources. Moreover, the room between speaker and micro-
phone, the speaker-microphone environment, can cause reverberation and thus a complex 
sound field.  

For the sake of argument, let us consider a short period of time where objects in a room 
are stationary. In this case, addition of reflected sound waves can be represented by a time 
invariant filter. In addition, the microphone can cause filtering effects when it transducts an 
acoustic to an electric signal. The position and orientation of the sound source, the walls and 
the microphone all contribute to the parameter values of the filter for each sound source. 
The received signal, y, is a convolved variant of the target speaker’s signal, s, and a mixture 
of background sounds, b, according to Equation (2), where cm,r denotes the impulse response 
of room-microphone transfer function. 
 )()()()( , tbtstcty rm   (2) 

Thus, normalizing the input signal y does not actually directly target the speech signal s. 
Instead there is a distorting channel cm,r to take into account and additive noise b(t) that is 
also effected by normalization of y. In general, all these quantities need to be taken into ac-
count individually, for instance by statistical modeling similar to that of the target speaker. 
The general case is left for future research. In this thesis, experiments are focused on im-
proving modeling of the signal s and hence the intention has been to keep the implications 
of the remaining quantities low on the recordings. 

The additive term is held low by conducting experiments in a quiet environment. The 
term cm,r is targeted by applying a directional close-talk microphone. When positioned close 
to the corner of the mouth and directed towards it, sound from other directions is attenu-
ated, which reduces the influence of room acoustics. The microphone position, direction 
and distance to the speaker’s lips affect the microphone transfer function. To restrain 
movement of the microphone a headband was used to fixate the headset position for each 
subject in the Swedish child recordings.  
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5 Automatic Speech Recognition 
The task of ASR is to extract the lexical message encoded in a spoken utterance. One ap-
proach to solve this task is to model a spoken message as being composed by a set of 
speech units. These are strung together as a concatenation of units to formulate a specific 
message. Based on this approach, a fundamental part of recognizing what was said is to dif-
ferentiate between classes of sound units. Assignment of classes to observations has been 
studied in the realms of probabilistic pattern recognition. The statistical decision framework 
is also essential for the estimation process of speaker characteristics used in adaptation and 
normalization techniques in this thesis. A statistic recognition system can be divided into 
four modules; feature extraction, acoustic modeling, language modeling and decision-
making. This thesis is focused on acoustic modeling and thus only a rudimentary language 
model is used, with a small vocabulary (digits) and a word loop grammar with equal word 
probabilities. A theoretical background is given for decision-making, acoustic modeling and 
feature extraction in Sections 5.1, 5.2  and 5.3 respectively. 

5.1 Classification 
In statistical pattern recognition, a scheme to decide which class an observation belongs to is 
to maximize the probability of the assigned class, i, given the observation, x. The MAP deci-
sion rule, dMAP(x), can be expressed using Equation (3). 
 )|(maxarg)( xOiCPxd

i
MAP   (3) 

The probability quantity of the equation is often hard to determine. Bayes’ rule can be 
applied to re-express the MAP criterion in a more tractable form, given in Equation (4). The 
denominator is independent of maximization with regard to the class, i, and need not be 
calculated. 
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In speech recognition, the first quantity, P(O=x|C=i), is calculated using a statistical model 
for each particular class and the second quantity, P(C=i), is provided by a grammar model. 
In a digit recognition task, all digits may be equally probable. In this case, MAP classification 
turns into a maximum likelihood (ML) decision rule, dML(x), Equation (5).  

 10 
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To conclude, classification can be performed using Equations (4) or (5). To apply one 
of these we need a statistical model that provides us with the probability of the observation 
given the class, and the prior probability of the model. We also need to specify what the ob-
servations actually are. 

5.2 Acoustic model 
To perform classification using the method outlined in Section 3, the likelihood, 
P(O=x|C=i), of an observation, x, given a class, i, is required. To provide this quantity, 
normative statistics can be assembled by collecting observations for each class. 

Speech is a temporal signal modulated by the vocal tract, which can be considered to be 
in a set of states. A probabilistic, generative model with temporal properties is the Hidden 
Markov Model (HMM), for which there exists a training procedure to fit it to a set of train-
ing data (Baum et al., 1970). The model represents a stochastic process that can be in one of 
a set of states. For each unit of time an output signal is emitted according to the active 
state’s output probability density function. The active state is changed randomly according 
to its state transition probability function. In the general case, an overlap exists in the output 
probability density functions of multiple states, causing a non-unique mapping between out-
put values and states. Thus, the state sequence cannot, in general, be exactly deduced based 
on the observation sequence and is hence hidden. 

For a typical HMM depicted in Figure 1, there exist:  
 A set of values that the output of the model may take, Ω.  
 A set of states, S, that the model can be in. 
 A set of probability density functions, B, with items, bi, defining the i’th state’s 

output distribution. 
 A set of transition probabilities, A, with items, aij, defining the probability of a 

switch from the i’th to j’th state. These items are often stored in a state transi-
tion probability matrix. 

 A set of initial state probabilities, Π, with items, πi, defining the probability of 
the model originating from the i’th state. 
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Figure 1. An HMM generating an output sequence, Figure 1. An HMM generating an output sequence, O , with an outcome, xt, for an instance 

of time, t. 

Although it is not possible to deduce the exact state sequence, it is possible to calculate 
the probability of the output signal given a particular state sequence. That is, the probability 
of the observation sequence, x, given an HMM, λ, can be determined by Equation (6). In 
this equation, the probability of the observation sequence given the model and each individ-
ual state sequence, s, is combined with the likelihood of the state sequence given the model. 
This quantity can be calculated using a forward algorithm (e.g. Huang, 2001, p. 385). This 
provides means for calculating the quantity needed to apply classification according to Sec-
tion 5.1 

 )|(),|()|(   
sall

sSPsSxOPxOP  (6) 

For an HMM the actual sequence of states can be essential. In an HMM where states 
correspond to phonemes, the state sequence corresponds to a lexical message. A MAP esti-
mate of the state sequence given an observation sequence, x, and an HMM, λ, is given in 
Equation 7. The denominator is invariant with respect to the state sequence and hence need 
not be calculated. The most probable state sequence can be computed using the Viterbi al-
gorithm (Viterbi, 1967).  
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The probability density function (pdf) of the output variable given a particular state can 
be represented by an Gaussian Mixture Model (GMM). The density function of a GMM is a 
weighted sum of multivariate normal distributions according to Equation 8, were the i’th 
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distribution has a mean vector, μi, and covariance matrix, Σi, and weight, wi. The key feature 
of this model is that a general pdf can be approximated with desired precision by including a 
sufficient number of Gaussians with diagonal covariance matrices. 

  (8) 
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The multivariate normal pdf is defined according to Equation (9).  
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Fitting the model parameters to data can be performed using Baum-Welch training 
(Baum et al., 1970). The set of training data should represent the test speaker or range of 
test speakers as well as possible. Training is a powerful tool to incorporate various speaking 
styles. By including recordings with different speaking styles, the recognizer can be made 
more robust to speaker variation. This technique to improve recognition robustness is de-
noted multi-style training (Lippmann, 1987). A drawback of the method is that including 
multiple speaking styles can reduce differentiability between the words. In this thesis, the 
concept of multi-style training is used to account for adult and children’s speech in Paper 1 
and to account for a range of speaker’s vocal tract lengths in Paper 2. 

5.2.1 Acoustic unit 
Following a non-overlapping approach of sub-dividing a hypothesis of what was said into 
smaller units, an utterance can be said to consist of phrases, which consist of words, which 
are composed of phonemes, which in turn can be divided into sub-phoneme parts – such as 
initial, middle, and final intervals. Hence, a model of a more macroscopic unit can be com-
posed as a concatenation of smaller, non-overlapping, units. In the case of an HMM, these 
can be stringed together by connecting an exit state with an entry state of the next model. 
One may thus choose any tier in the chain as the unit for the acoustic model.  

Following the approach above, each hypothesis of what was said can be represented 
with an HMM. Thus, hypothesis testing can be implemented as a selection between HMMs, 
based on the likelihood of the observation given each of these models and apply the MAP 
decision criterion from Section 5.1. One can also notice that multiple hypotheses of what 
was said can be represented within the same HMM, differentiated by the state sequence 
traversed. Decoding can then be performed, by deducing the most probable sequence of 
states, using the Viterbi algorithm.  

Articulators have a mass and a limited force is applied on them during articulation, 
which results in a limited articulator speed. Due to inertia, the exact positions of articulators 
depend on targets both of the present and surrounding phonemes. This can constitute a fair 
amount of variability for a context-independent (monophone) model. To reduce the amount 
of variability in the model, the context can be taken into account. Differentiating phone 
models based on the previous and following phoneme is performed for triphone models. 
Co-articulation at word boundaries can be modeled by crossword triphones. This would 
cause a large number of inter word transitions resulting in a large number of computations. 
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To reduce this complexity, at the cost of a reduced modeling precision of the word bounda-
ries, crossword triphones can be omitted. Instead right and left context diphones can be 
used in word initial and final positions respectively. 

To reduce this complexity, at the cost of a reduced modeling precision of the word bounda-
ries, crossword triphones can be omitted. Instead right and left context diphones can be 
used in word initial and final positions respectively. 

In this thesis, word and phoneme models were explored in Paper 1. The main part of 
the experiments in that paper were conducted with one HMM per word, while a small ex-
periment was made to compare the performance of that approach with that of denoting an 
HMM per phoneme. In Paper 2 and 3, word internal triphones and diphones at word 
boundaries, were used. 

In this thesis, word and phoneme models were explored in Paper 1. The main part of 
the experiments in that paper were conducted with one HMM per word, while a small ex-
periment was made to compare the performance of that approach with that of denoting an 
HMM per phoneme. In Paper 2 and 3, word internal triphones and diphones at word 
boundaries, were used. 

5.3 Feature extraction 5.3 Feature extraction 
The aim of feature extraction is to provide the statistical framework with observations that 
are needed to perform classification. In speech recognition, one feature set that has yielded 
high recognition rates is mel-frequency cepstral coefficients (MFCC) (Davis and Mermel-
stein, 1980). MFCCs characterize the spectrum of speech using a small set of coefficients. A 
schematic procedure of computing these coefficients is given, in Figure 2. 

The aim of feature extraction is to provide the statistical framework with observations that 
are needed to perform classification. In speech recognition, one feature set that has yielded 
high recognition rates is mel-frequency cepstral coefficients (MFCC) (
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Figure 2. Scheme for computing MFCCs Figure 2. Scheme for computing MFCCs 

MFCC is based on a spectral representation of the speech signal. The spectrum can be 
calculated by the Fourier transform of a segment of speech. To preserve the temporal prop-
erties of the speech signal, it is first broken up into frames by applying a window function 
on the audio signal. The power spectrum of each frame is calculated using a fast Fourier 
transform (FFT). Perceptual modeling is then performed by applying a log amplitude scaled 
filter bank, which approximates the spectrum using a set of filters with triangular transfer 
functions with center frequencies equally spaced according to a mel-scale. This scale is based 
on a study of the perceived distance between pitches (Stevens et al., 1937). To convert from 
Hz to mel, Equation (10) can be used. 

MFCC is based on a spectral representation of the speech signal. The spectrum can be 
calculated by the Fourier transform of a segment of speech. To preserve the temporal prop-
erties of the speech signal, it is first broken up into frames by applying a window function 
on the audio signal. The power spectrum of each frame is calculated using a fast Fourier 
transform (FFT). Perceptual modeling is then performed by applying a log amplitude scaled 
filter bank, which approximates the spectrum using a set of filters with triangular transfer 
functions with center frequencies equally spaced according to a mel-scale. This scale is based 
on a study of the perceived distance between pitches (
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 Figure 3 depicts 36 windowing functions in the range from 0 to 7600 Hz. 

DCT perceptual modeling
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Figure 3. Mel-spaced windows used to window the linear frequency spectrum 

Hearing sensation is approximated by a log scale for the summed energy within each filter. 
The spectral representation is then encoded using a discrete cosine transform (DCT) yield-
ing cepstral coefficients, ci, according to Equation (11), where the j’th mel filter output is 
denoted mj. 
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The DCT decomposes the spectrum into a sum of cosines with defined amplitude and 
quefrency (frequency in cepstral space). The low order coefficients represent a smooth spec-
trum shape, which makes them suitable for representing an envelope produced by a low 
number of formants. 

This static representation of the speech spectrum is normally extended with measures of 
cepstral change. For this purpose, the time differentials of cepstral coefficients are often 
used. In ASR, these quantities are often represented by delta and acceleration coefficients. 
These can be calculated as a linear combination of their underlying static coefficients, using 
linear regression. In the Hidden Markov ToolKit (HTK) (Young et al., 2005), which was 
used for the ASR experiments in this thesis, delta coefficients are calculated according to 
Equation (12). Acceleration coefficients are calculated by the same equation on the delta 
coefficients. 
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6 Accounting for Acoustic Mismatch 
When dissimilarity in acoustic conditions exists between training and test data, classification 
performance is often degraded. To counter this effect of acoustic mismatch, adaptation, 
normalization or prediction techniques can be applied, which are reviewed in this section. 

In adaptation, the current acoustic conditions are accounted for by collecting a set of 
speech recorded under the target condition. This adaptation set is then utilized to update the 
parameters of the acoustic model. Two standard approaches for this are MAP adaptation 
and MLLR. These approaches are used in Paper 1 to adapt a speech recognizer, trained on 
adult speech, to a group of children. 

The objective of normalization is to reduce the impact of acoustic variation on the input 
signal. This is often performed by applying various signal-processing methods on the signal. 
For MFCCs, cepstrum mean substraction (CMS) is often performed. The rationale of the 
method is to, for each cepstrum coefficient, calculate and subtract its time average. If the 
mean value is more sensitive to non-lexical than lexical information in the signal, then this 
method can improve recognition performance. A disadvantage of CMS is that the average 
value is dependent on not only the acoustic channel and time invariant speaker properties 
but also the unknown lexical content of the utterance. To obtain a stationary mean value, 
which is insensitive to the lexical content, the average needs to be calculated on a fairly long 
time interval. CMS was not applied in this thesis, since we want to evaluate the property of 
VTLN in isolation. A combination with CMS is left for future consideration. 

Prediction refers to updating model parameters without observed speech from the new 
acoustic condition. Parameters are updated based on a parametric function that expresses a 
transform from the acoustic condition of the speech model to new acoustic conditions. An 
example of this is PMC, which is often used to predict a model for speech in noise based on 
a function expressing how clean speech and noise are combined and statistical models for 
the respective sound source. Another example is VTLN, in which a speech spectrum of a 
new speaker is synthesized based on that of a source speaker and a frequency warping func-
tion. 

6.1 MAP Adaptation 
In MAP adaptation, the model parameters are treated as a set of random variables that are 
updated based on dedicated adaptation data for each acoustic model. The parameters are 
updated using the MAP decision rule to a new set, , according to Equation (̂ 13), based on 

 16 
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the likelihood of the adaptation data, x, and the a priori distribution of this parameter. The a 
priori distribution can be approximated by the current acoustic model. 

  (13) )()|(maxargˆ 


 pxOp

To select a set of parameter values that approximately maximizes the quantity in Equa-
tion (13), the expectation maximization (EM) algorithm (Dempster et al., 1977) can be ap-
plied, as in (Gauvain and Lee, 1994). This leads to the new parameter values being a 
weighted average of the original parameter values and an ML parameter estimate from adap-
tation data. Given a sufficient amount of adaptation data, the weight of the original model is 
close to zero and hence in principal ignored and the parameter values are essentially esti-
mated as in training. 

A limitation of MAP adaptation is that it requires adaptation data for each model that is 
to be updated. 

6.2 MLLR Adaptation 
The MAP property of being unable to update parameters of models not observed in the 
adaptation data can cause obvious problems. In addition, low-frequent phonemes may not 
be sufficiently represented in the adaptation data to perform efficient MAP adaptation of 
their corresponding models.  

 An alternative to direct estimation of model parameters is to estimate a transform of 
the parameter space. If multiple models are expected to be updated in a similar manner, the 
transform can be shared between these models. This makes it possible to estimate the trans-
form based on observations for a cluster of models and update the parameters of all models 
in the cluster by the same transform. Not all models in the cluster need to be observed in 
the adaptation data to update the parameters of clustered models. This sharing of transform 
between models makes it possible to reduce the size of the adaptation data compared to 
MAP adaptation. This approach is taken in MLLR adaptation, where a linear transform of 
model parameters is determined that maximizes the likelihood of adaptation data given a set 
of models to adapt. The mean vector, μ, and covariance matrix, Σ, of GMMs are in this case 
updated according to an affine transform, given in Equation (14). 
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The transform matrixes A and H and the vector, b, can be estimated using the EM algo-
rithm as in (Gales and Woodland, 1996; Gales, 1998). 

Estimating reliable parameter values still requires a sufficient amount of data. One 
method to reduce further the necessary amount is to reduce the number of parameters of 
the transform. This can, for instance, be accomplished by constraining the transform of 
mean and variance to share the same transformation matrix, A=H, in Equation (14). In this 
constrained MLLR (CMLLR) scheme, parameters are again optimized using the EM frame-
work. As pointed out (Gales, 1998), the likelihood of an utterance given a CMLLR-



  Accounting for Acoustic Mismatch 

 

18 

transformed model can be calculated based on the original model and a transformed version 
of the observation sequence in the likelihood calculation according to Equation (15).  
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In (Gales, 1998), special emphasis is given to the fact that the likelihood based on a 
model-space transformation differs from a feature space transform by the Jacobian determi-
nant of the transformation. 

6.3 Predictive Model-based Compensation 
Predictive model-based compensation (Bellegarda, 1997) aims at, from an original speech 
model and a parametric function, synthesizing a model for a new acoustic condition (Gales, 
1998b). The parametric function is in (Gales, 1998b), called a mismatch function. One 
popular method to accomplish this is PMC (Parallel Model Combination), where a mis-
match function is used to generate a target model based on multiple source models. This 
approach has been applied, for example, to generate a model of speech in noise, based on 
separate models for clean speech and noise together with a mismatch function given in 
Equation (2). In the spectral domain, the power of the combined signal is given by Equation 
(16), where the phase between additive noise and speech signal is denoted θ. For a suffi-
ciently long time interval, speech and noise will be approximately orthogonal, causing the 
last term to approach zero. Hence, this term is often not taken into account.  

 cos)()()(2)()()()(
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Given HMMs with Gaussian observation probabilities for clean speech and noise cep-
stra, a log add approximation can be applied to predict noisy speech parameters according 
to Equation (17), based on the mean vector of clean speech, µs, and noise component, µn. 
The discrete cosine transformation-matrix dct and its inverse are used to map between cep-
stra and spectral representation. 
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Another technique, which produces a more exact model for noisy speech can be gener-

ated by training a new HMM based on audio where clean speech and noise recordings have 
been mixed according to Equation (2). In this case, a single pass retraining of a clean speech 
model on synthetically generated noisy speech can be performed (Gales and Young, 1995). 
In this thesis, a similar technique of synthetically generating training data for a different 
acoustic condition than in the original training data is applied, using a VTLN framework, in 
Paper 2. Predictive modeling is also applied in Paper 3, to predict an acoustic model for a 
vocal tract length that did not exist in the training data. 

6.3.1 Accounting for Vocal Tract Length 
The flexibility of MAP adaptation poses a low constraint on the possible output parameter 
values. This flexibility is somewhat reduced in MLLR, where adaptation within an acoustic 
set of models is limited to a linear transformation. Still, none of these methods applies pro-
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duction-based constraints on the new parameter values. Consequently, the control that the 
resulting model is realistic is essentially based on the composition of the adaptation set. Un-
der supervised adaptation, the transcription is known, which facilitates correct estimates of 
parameters. A limitation is, however, that, even after adaptation, there may be a mismatch 
between the model and the current test utterance. Instantaneous adaptation to the test utter-
ance might be performed in an unsupervised manner, based on a preliminary ASR result. 
However, in such a two-pass method, initial recognition errors may limit the obtained 
amount of mismatch reduction.   

A different approach to that presented above, is to perform knowledge-based adapta-
tion. In this method, knowledge of speech production is applied to limit the number of free 
parameters and thus the search space of transformations compared to MLLR. Because of 
this, less data is needed to determine the parameter values, of this method. This also guaran-
tees that the found transformation is realistic from a knowledge perspective. This facilitates 
finding correct parameter values also in an unsupervised scenario. One such technique is 
VTLN, which has often been applied in an unsupervised mode on the test utterance. 

To account for vocal tract length requires an estimate of it and a model of its implica-
tion on speech. Two general approaches for the first of these problems is to rely on direct 
physiological measurements of VTL or an indirect measure, based on a quantity correlated 
with tract length. Methods of these classes will be described below.  

Direct measurements of vocal tract shape have been reported in the literature, based on 
X-ray (Fant,1960), and magnetic resonance imaging (MRI) (Munhall et al., 1995; Fitch et al., 
1999, Vorperian et al., 2005). X-ray provides high-resolution images of the vocal tract, but is 
not suitable due to health issues caused by radiation. MRI measurements may not be as haz-
ardous, from a health perspective, but still require expensive and dedicated equipment. 
Thus, these techniques are not suitable for a general speech application. 

Indirect measurement of vocal tract shape based on the speech signal has also been re-
searched. In (Fitch et al., 1999) a linear regression analysis for subjects 2 to 25 years old, 
showed a strong correlation between VTL and body height (r2=0.86), age (r2=0.80) and in a 
log-log-domain with body weight (r2=0.89). Thus, body height or weight could be used to 
estimate the vocal tract length of a speaker in this age span. Normalization based on these 
measures was not used in this thesis, because the database of adult speakers lacked measures 
of body height. However, a correlation analysis of body height with word error rate was 
made in Paper 1. 

A second indirect approach is to perform speech-to-articulation mapping (Atal et al., 
1978). Although tractable due to being based on the speech signal and thus not relying on 
special equipment, the mapping above has been reported to be non-unique (Atal et al., 
1978). This could result in normalization based on incorrect articulator positions, which may 
result in an erroneous prediction of spectral shape. Thus, this approach is not yet directly 
applicable in ASR applications. 

A practically implementable method can be devised, stemming from formant frequency 
matching. The rationale of this approach is to apply a warping function on the speech spec-
trum to map formant’s frequency positions onto those of a target speaker. If properly ap-
plied, it reduces a substantial part of the spectral mismatch caused by a difference in vocal 
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tract length between the training and test speakers. Warping can be applied on any of these 
speaker groups. 

If warping is applied on the test utterance, it can bring the current speech closer to the 
trained acoustic model. However, as was argued in Section 4, operating on the input signal 
does not only alter the signal of the source speaker, but also background noise and acoustic 
channel. Thus, warping in this case will affect the combination of all three. 

Warping the training data is an interesting alternative. In this case, recordings can be 
made in a quiet environment, which facilitates warping primarily on the speech signal. A 
model of clean speech could later be generalized to speech in noise by the application of 
PMC.  

The problem of determining the exact warping function to apply can be divided into 
two parts. First, the basic shape of the function can be decided by choosing a suitable class 
of functions. Then, the exact parametric values can be determined for a given pair of source 
and target speakers. 

To determine the class of the warping function, theory on speech production can be 
applied. A first approximation can be to assume that the vocal tract is mapped uniformly 
between speakers. This causes formant frequencies to be scaled according to Equation (1). 
To simulate this effect, a linear frequency warping function with a scaling factor, α, can be 
applied to the speech spectrum Equation (18). 
 originalscaled ff   (18) 

From the technical point of view, the speech signal has a limited bandwidth. For a rec-
ognition system, the bandwidth is often 4 to 8 kHz. In recognizing children’s speech with 
models trained on adult speech, the bandwidth can be an issue. Children’s formant frequen-
cies are higher than the adult counterpart, which leads to a need of a higher cut-off fre-
quency in order to capture as many formants for children as for adult speakers. In order to 
achieve this, the sampling rate during test could be increased, linear frequency warping ap-
plied and the spectrum truncated to suit the already trained acoustic model. 

The method above requires children’s speech to be sampled at a higher rate than adult 
speech, which is not always the case. Instead, a matched sampling frequency is often used 
for the training and test data. In this case, linear frequency warping causes a problem, since 
it alters the effective bandwidth of the sampled signal. If the resulting bandwidth is smaller 
than the analysis region of the acoustic ASR models, a mismatch to training conditions oc-
cur. Thus, the benefit of warping is sometimes counteracted by the mismatch caused by a 
difference in bandwidth. To reduce this effect, piece-wise linear warping can be applied to 
redistribute speech energy while keeping the bandwidth of the total signal fixed. A piece-
wise linear and a linear warping function is shown in the left and right panel of Figure 4 re-
spectively. 
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Figure 4. Piece-wise linear and linear frequency warping are depicted in the left and right 
panels respectively. The x-axis represents the unwarped frequency scale of the spectrum and 
the y-axis the warped counterpart. The high and low limit of the analysis region of a recog-
nizer denoted fhigh and flow respectively. High and low cut-off frequencies of defined warp-

slope are denoted fhicut and flocut respectively 
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A commonly used piece-wise linear warping function consists of three segments as in 
the left panel of Fig 4. In HTK (Young et al., 2005), the cut frequencies flocut and fhicut are used 
to define the function, while Pitz and Ney (2005) use the corner frequencies. The low- and 
high-corner frequencies are related to the corresponding cut frequency and warp factor α 
according to Equation (19), where a cut frequency is denoted fcut and a corner frequency fc. 

A commonly used piece-wise linear warping function consists of three segments as in 
the left panel of Fig 4. In HTK (Young et al., 2005), the cut frequencies flocut and fhicut are used 
to define the function, while Pitz and Ney (2005) use the corner frequencies. The low- and 
high-corner frequencies are related to the corresponding cut frequency and warp factor α 
according to Equation (19), where a cut frequency is denoted fcut and a corner frequency fc. 
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The piece-wise linear warping function can be expressed according to Equation (20), 
where the warped frequency is expressed in terms of the original frequency, f, the warp fac-
tor, α, the low analysis boundary frequency, flow, the high analysis boundary frequency, fhigh, 
the low corner frequency, flowc, and the high corner frequency, fhighc. 
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In case of an analysis region down to 0 Hz, the number of segments are reduced to two 
and Equation (20) is simplified to Equation (21). 
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In (Fant, 1975), it was shown that non-uniform frequency scaling could improve for-

mant frequency mapping. This is also in line with a study (Traunmüller, 1988) conducted on 
30 speakers, where a power-function, given in Equation (22), was shown to result in a lower 
mismatch in formant frequencies between speaker groups compared to linear formant fre-
quency warping.  

  (22) b
originalscaled kff 

However, this indication needs to be verified on a larger set of speakers. In a study (Bharath 
Kumar et al., 2006), an affine frequency warping function yielded a lower RMS error com-
pared to that of a power-warping function applied on formant frequency warping between 
male and female speakers. In Maragakis & Potamianos (2008), a linear warping function was 
observed to yield a lower mean square error of the speech spectrum compared to a two-
parameter power-function. The experiments have yielded contradicting results and it is thus 
not clear which class of warping function is most suitable for VLTN. In this thesis, linear 
warping (Paper 1), piece-wise linear warping (most papers) and power warping.  

For a given class of warping functions, its parameters need to be determined for a given 
pair of test speaker and training set. For this purpose, a measure correlated to vocal tract 
length mismatch could be used.  

In ASR, the goal of VTLN is to decrease the mismatch between an acoustic model and 
the test utterance. This mismatch can be measured as a difference in the likelihood of the 
utterance given the acoustic model from its theoretical peak value, in the case of a perfect 
match. Most likely, VTLN does not account for the entire mismatch; nevertheless, the dif-
ference in likelihood can be minimized for a given set of warp factor candidates. An ML 
criterion with regard to the amount of warping, α, is given in Equation (23), given the 
warped acoustic model, λα, and the observed utterance, x.  
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This equation is often reformulated by substituting warping of the speech model by a 
transformation of the observation according to Equation (24), where the warping function, 
f, and the Jacobian determinant, J, of the warping function are included. The denominator is 
independent of maximization with regard to the scaling factor, α, and need not be calcu-
lated. 
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The formula above implies that model transformation can be implemented as a trans-
formation of observations in conjunction with taking the Jacobian into account, like in Sec-
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tion 6.2. What has often been performed in earlier work, is to apply frequency warping of 
the linear frequency spectrum during feature extraction. This transformation is only a part 
of the desired quantity f(x, α), since x is typically expressed as MFCCs, not as a linear fre-
quency spectrum. The Jacobian is thus more difficult to calculate than for a simple fre-
quency warping function. More recently, a derivation of an actual transform f(x, α) has been 
made (Pitz and Ney, 2005) and the effect of not accounting for the Jacobian determinant 
has been studied (Sanand and Umesh, 2008).  

For a small warp factor interval, the Jacobian determinant is approximately equal for all 
warp factors. In this case, the maximization in Equation (24) can be approximated using 
Equation (25), where the warping is performed implicitly by warping the linear frequency 
spectrum during feature extraction. 
 )|),((maxargˆ 
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In HTK, frequency warping can be applied by adjusting the center-frequency and 
bandwidth of the triangular filters during feature extraction. This provides an elegant 
method to apply VTLN for a given warp factor during feature extraction, with a low over-
head in computations. 

Pitz and Ney (2005) have shown that frequency warping of speech parameterized as an 
MFCC-representation can be performed by a matrix multiplication of cepstral parameters. 
The rationale behind the method is to reconstruct the linear frequency spectrum from the 
MFCC parameters, transform the spectrum using frequency warping and recompute 
MFCCs for the transformed spectrum. The element of the n’th row and k’th column of the 
warp matrix is calculated using Equation (26), where the normalized angular frequency, ω, is 
converted to mel by the function, gmel, the frequency warping function, gwarp, and their inverse 
functions are applied. In this case δ refers to the Kronecker delta function. In this thesis, 
this matrix is used to transform MFCC model parameters of an HMM to account for the 
vocal tract length of a target speaker. 

 

 








0

11 ))))(((cos()cos(
))(5.01(2

dkgggn
k

a melwarpmelnk  (26) 

In ASR, static MFCCs are often used in conjunction with their first and second order 
time differentials, estimated using linear regression. Delta parameters are calculated as a lin-
ear combination of static coefficients and acceleration coefficients as linear combinations of 
delta parameters. A matrix multiplication of each static MFCC thus, according to the dis-
tributive law, is propagated to delta and acceleration parameters. Thus, the latter two are 
transformed by the same matrix as the static MFCCs. 

In Paper 1, VTLN is performed to select a speaker-group-based warping factor using 
Equation (25). In Paper 2 and 3, Equation (23) was used to determine phoneme-specific 
scaling factors. 
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6.3.2 Fast VTLN 
In VTLN a parameter has traditionally been optimized during an exhaustive grid search over 
a candidate set of warping factors. This search involves a large number of computations. To 
reduce the number of calculations in warp estimation, various approaches have been applied. 
One approach was to reduce the complexity of the acoustic model that is used for warp fac-
tor estimation (Lee and Rose, 1998).  

The EM algorithm has been used to determine a suitable warping factor based on an 
initial recognition pass (Akhil et al., 2008). In case of a limited initial acoustic mismatch and, 
thus, a low error rate in the first pass, this technique has provided accuracy comparable to a 
conventional VTLN method. However, in conditions with increased mismatch, such as 
male-to-child recognition, its recognition performance is reported to degrade more than that 
of an exhaustive search. 

The number of likelihood computations has been reduced by application of a tree-based 
method (Blomberg and Elenius, 2009). Instead of a linear search of a set of models, one per 
warping factor, a binary search-tree was built. At each node, the acoustic model represented 
a range of warping factors. The tree was then traversed from the root towards a leaf node 
optimizing an ML criterion at each branching point. This facilitated a joint search of four 
speaker characteristic properties. It was also found that recognition on a non-leaf node 
could render a higher accuracy than at the leaf-level. One interpretation of this is that the 
increased parameter range at higher levels of the tree can account for temporal variation.  

6.3.3 Temporal-VTPM 
Static vocal tract predictive modeling (VTPM) can compensate for one type of dynamic 
change in VTL. This is when the optimal warping factor between the test speaker and model 
remains constant throughout the utterance. However, as was mentioned in Section 2, VTL 
modulation may vary between speakers. To account for this, the value of the warping factor 
can be made a function of time. In speech recognition, multiple tiers are used to model 
speech, such as the utterance, word, phoneme, phoneme instance or sound frame. It is pos-
sible to account for VTL on any of these tiers. 

Phoneme-specific warp factors, for an utterance, can be estimated by extending the sca-
lar warping factor estimation in Equation (23) into estimating a vector of warping factors, 
one per phoneme. In theory, all combinations of warp factor candidates need to be evalu-
ated to maximize the likelihood criterion. This requires traversing a search space which’s 
size is determined as the number of warp-factor values raised to the power of the number of 
phonemes. For a set of 40 phonemes and 16 warp factor candidates per phoneme, this re-
sult in 1.46*1048 recognition iterations to determine the vector of warp factors that maxi-
mizes the likelihood. This is obviously not practically possible. The search space would be 
reduced if the phoneme-specific warping factors could be independently determined. This 
approach was used in Paper 2. 

The approach above has also been applied by Maragakis and Potamianos (2008). In 
their study, the phonemes were clustered into regions. Cluster-specific warping factors were 
estimated for an utterance by a two-pass approach. In the first pass, a frame to phoneme-
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region mapping was established for each test utterance. Phoneme-cluster-specific warping 
factors were then determined by maximizing the likelihood of the utterance. For two pho-
neme clusters, separate estimation of warping factors yielded a similar recognition perform-
ance as when simultaneous estimation was applied. This led them to apply separate estima-
tion of up to five warping factors per utterance.  

A frame-specific warping factor has also been used. In (Fukada and Sagisaka, 1998; 
Miguel et al. 2008), this was accomplished by expanding the standard Viterbi algorithm with 
a warp-factor dimension. Thus, the HMM state sequence and the warp factor track to apply 
on the test utterance were jointly determined. In these experiments, constraints were applied 
to limit the rate of change within a phoneme-instance (Fukada and Sagisaka, 1998) and be-
tween adjacent frames (Miguel et al. 2008).  

Instead of expanding the state space during recognition using a 3D Viterbi algorithm as 
above, the HMM can be expanded off line. In Paper 3, a speaker characteristic augmented 
HMM (SCA-HMM) is proposed together with a re-indexing scheme so that decoding can be 
performed using a standard Viterbi decoder. To avoid excessive modulation within an utter-
ance, the warp factor was decomposed into a static and a dynamic factor, which allowed a 
reduction of the dynamics. This technique proved to be a key contributor to the improved 
accuracy for temporal VTLN. 
 



7 Speaker Verification 
In this thesis, the main concern has been to improve speech recognition accuracy by model-
ing speaker characteristics. In a sense, the model represents a population of speakers that 
have a speaker characteristic property that can vary according to temporal rules. An adjacent 
field to ASR where speaker characteristics are central is automatic speaker verification 
(ASV).  

In ASV, a score value is often assigned to each utterance and compared to a threshold 
to determine whether the person is who (s)he claims to be. For each speaker the score has a 
certain distribution, which can be parameterized. A population model can then be specified 
that models the distribution of these speaker parameters. In Paper 4, this kind of modeling 
was applied and the score distribution of the statistic model compared to data 

In automatic speaker verification, the claimed identity of a person is judged correct or 
incorrect based on speech characteristics. For this task, hypothesis testing is performed 
where the claimed hypothesis is compared to a hypothesis that the speaker is someone else. 

The same statistical framework described in Section 5 can be used for this purpose with 
a few important revisions. The acoustics of clients and non-clients are modeled using statis-
tical models (e.g. Furui, 1996, pp. 31). The hypothesis testing can be implemented as a log 
likelihood ratio (LLR) given in Equation (27), based on a speech sample, x, true-speaker 
model, sm, and a background model, bm. The background model can be a gender-specific or 
gender independent model, common to all client models in the system. 
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In the verification process, the decision whether to accept or reject the claimed identity 
can be performed with or without regard to the actual text spoken. In text-dependent 
speaker verification, the likelihood is based on models trained for specific lexical units. As a 
consequence, what was spoken needs to be established. Methods for this can be based on 
prompting for a specific utterance to be spoken, applying ASR to deduce what was spoken 
or relying on a secret utterance, known to the system and the user. 

In some scenarios, verification on free speech is required. This can be the case for a 
non-obtrusive monitoring system. As the domain of what could be said is huge, ASR per-
formance may be low. In this case, a text-independent system with a common acoustic 
model for all speech units could be applied. Since a common acoustic model for all speech 
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units is used, the text need not be known. Free-text verification can be performed, but the 
opportunity to device more narrow text-dependent models is lost.  

In fact, a combined ASR and ASV system relying on lexical units is neither a clearly 
text-independent nor -dependent system, it lies somewhere between these extremes. On one 
hand it relies on models for lexical units, but on the other hand it is not limited to a fixed 
phrase since the ASR-module provides the system with a transcription of what was said. 
Hence, the capability of the ASR-module determines where on the scale from text-
dependent to –independent system this combination operates. 

An ASV-system can make two kinds of errors, accepting an impostor or rejecting a true 
client. The rates of occurrence of these errors, are often referred to as a false accept rate 
(FAR) and false reject rate (FRR) respectively. If the system requires that the LLR is high, 
then the within-speaker variability can cause the system to reject a true client’s utterances as 
not being sufficiently characteristic to the speaker. On the other hand, a low threshold on 
LLR may cause the system to accept an impostor as a true client of the service. This leads to 
a trade-off to be made between these two errors. In practice, this trade-off is often imple-
mented by adjusting the decision threshold. That is, the likelihood of the client model needs 
to be sufficiently much higher than that of the background-speaker model. The threshold 
can be determined based on calculations of LLR of utterances in a development set of client 
and impostor speakers. 

A suitable trade-off between security and annoyance of clients being rejected is applica-
tion-dependent. A well-defined mode of operation is to balance the FAR and FRR obtaining 
an equal error rate (EER). This mode of operation lies between a low and high reject rate 
system, which can serve as a point comparison between systems in research. 

If a low FAR or FRR is desired, the fraction of inaccurate acceptances/rejections is low. 
The amount of data for one of the decision kinds is then small. A consequence of the sparse 
data is that the corresponding error measure becomes unreliable. In Paper 4, a statistic 
population model is trained to represent the LLR score of client tests. The experimetns 
showed promising results for the method. 
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8 Speech Corpora 
A fundamental assert for speech research is speech data. In this thesis adult and children’s 
native Swedish and English has been used. The corpora that were used are shortly described 
below. 

TIDIGITS (Leonard, 1984) consists of recordings of adults and children. Sets for train-
ing and evaluation are defined with balanced representation of both genders. Each of the 
adult sets consists of about 110 speakers while the childrens set consists of ca 50 speakers.  
The speech corpus contains read connected-digit strings of 1 to 7 digits each. 

SpeeCon (Iskra et al., 2002), is a speech corpus of both adult and children’s speech and 
provides training and evaluation data for consumer devices. The children were in the age 
span 8 to 15 years. Recordings were made in an office room, in entertainment areas, public 
places and cars. The speech corpus consists of both spontaneous speech and read speech. 
Recordings were made with microphones placed at close, medium and far distance relative 
to the mouth. 

Gandalf is a database, which was collected for ASV experiments (Melin, 1996). It con-
sists of recordings of 86 speakers who were recorded through the Swedish telephone net-
work. They spoke connected-digit strings of 1 to 7 digits length. Two sets of recordings 
were made using read prompts and repeated oral prompts. The latter was limited to 4- and 
5-digit strings. The persons were encouraged to call from multiple telephones, to include 
hand set variation into the database.  

Pf-Star (Batliner et al., 2005), is a collection of children’s speech corpora in native Ger-
man, Italian, British and Swedish languages. It also consists of non-native English speech of 
German, Italian and Swedish children. Prompted speech was complemented by a spontane-
ous speech collection for British and German children. In this thesis, the native Swedish 
part of 4-to-8 year old children was used, which is described in more detail in Appendix 1.  

The experiments in Paper 1 and 2 were conducted on native Swedish recordings from 
the SpeeCon and Pf-Star corpora, for adults and children respectively. Native English ex-
periments were conducted on the TIDIGITS corpus in Paper 3. 

To avoid acoustic mismatch when using multiple corpora, care needs to be taken. Swed-
ish experiments were thus made with a matched microphone type for both corpora. The 
environment in the child recordings was a quiet room, which was approximately matched by 
the office environment in the SpeeCon corpus. A discrepancy in elicitation however existed, 
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since the adult subjects read prompts from screen and not all children were able to read flu-
ently. To match the prompting technique as closely as possible, an adult read the prompts 
aloud and each child repeated them. Thus, imitation effects probably had a normalization 
effect on children’s speech. This likely biases their pronunciation towards that of adults and 
highlights differences in phonation of adults and children caused by anatomical differences. 
The anatomical differences provide a test bench for experiments on vocal tract length nor-
malization to be conducted in Papers 1 and 2.  

Native Swedish experiments were complemented with native English experiments. In 
the latter, both adult and child speech was collected within the same corpus, which should 
prevent systematic differences in recording procedure. These children had an average age of 
10 years, which expands the age range to older children. In this material, both adults and 
children read prompts from screen, which reduces the similarity with the setup with that of 
the Swedish recordings. The database lacked a development set, which forced us to develop 
the SCA-HMM method on the adaptation set of Swedish children in PfStar. The method 
was then trained and evaluated on English speech from TIDIGITS in Paper 3. 

The ASV experiments in this thesis were conducted on four-digit-strings from the Gan-
dalf database.  
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9 Summary of publications 

9.1 Paper 1 

Elenius, D., and Blomberg, M. (2005). Adaptation and Normalization Experiments in 
Speech Recognition for 4 to 8 Year old Children. Proceedings of Interspeech. pp. 2749-2752. 

This paper lays a foundation for further research on ASR for Swedish 4-to-8 year old chil-
dren. The foundation consists of benchmarking main adaptation and normalization tech-
niques for matched and mismatched speech recognition using child- and adult-trained mod-
els. A correlation analysis is also provided to rank a set of speaker characteristics with regard 
to their correlation with recognition accuracy.  

Matched and mismatched adult and child recognition were initially evaluated for dedi-
cated acoustic models trained on each speaker group separately. Optimal performance for a 
matched model requires knowing to which speaker category the user belongs. This is not 
always the case in practice. Multi-group training was thus applied to generate a shared model 
for both adult and child speakers.  

Collection of child speech is expensive, which makes it desirable to limit the amount of 
speech data used to generate the acoustic model for this group of speakers. Adaptation of 
an adult model to children using a small set of child speech can then be an alternative. In the 
paper, adaptation of the adult model was conducted both to children in general as well as to 
specific age and height groups. To facilitate comparison of the adaptation experiments, the 
number of utterances was kept equal for all of these sets. This was accomplished by reduc-
ing the size of the larger sets to equal the smallest one, by drawing a randomized sub-
sample. The applied adaptation schemes were MAP, MLLR and VTLN. Note that VTLN 
can be, and was, applied in two different modes: group-based adaptation and instantaneous 
adaptation to each test utterance. In the former case, a warp factor was determined on the 
child adaptation data in the ML sense. The latter takes more into account the current speak-
er’s speaker characteristics by estimating a warp factor for each test utterance separately. 

Children’s formants are generally positioned higher in frequency than the corresponding 
adult formants. Recognizers trained on adult speech often use an analysis bandwidth of 4 to 
8 kHz. In piece-wise linear warping the warping is normally performed such that the ends of 
the analysis region are kept fixed in frequency. This cannot map children’s formants posi-
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tioned higher in frequency than the analysis bandwidth of the adult model onto the adult 
counterparts. A linear warping scheme was studied to explore whether it could decrease this 
limitation. In this scheme, children’s speech was recorded at a higher sampling frequency to 
provide a larger bandwidth than that of the acoustic model. Linear frequency compression 
was then applied to the wide bandwidth spectrum by the VTLN process, which scaled the 
higher child formants into the analysis region. The initial results showed that the method 
was surprisingly sensitive to non-speech segments and background sounds. Most experi-
ments were therefore only conducted using piece-wise linear warping. 

The correlation analysis was performed for speaker properties frequently used to char-
acterize physical status and perform speech analysis. These were; age, body height, average 
formant frequencies, average fundamental frequency and gender. The properties do not rep-
resent an uncorrelated set of features, which should be kept in mind when interpreting the 
results. 

The highest correlated property was age. This property can easily be obtained in a dialog 
system and represents a broad measure, correlated with many conditions including the time 
available to learn to speak, the degree of senso-motorical development, and physical height 
of the child. In the literature, age has also been frequently used to partition average meas-
urements of formant and fundamental frequency. 

The second most correlated property was body height. This property has been shown to 
correlate well with vocal tract length within children (e.g. Fitch and Giedd, 1999). Thus, the 
high rank of body height is a supportive argument for applying VTLN in speech recogni-
tion. 

Of the set of properties explored, gender was lowest ranked with regard to correlation 
to recognition errors. Interpreting this result must be made considering the fact that the 
children were only 4 to 8 years old. Formant difference between genders of this age group is 
less pronounced than for adult speakers, which can be seen in for example (Huber et.al, 
1999). The fundamental frequency has not been differentiable between genders up to 11 
years of age (Lee and Narayanan, 1999). In conclusion, the finding that gender was not 
highly correlated with recognition errors is supported by the small deviations in formant and 
fundamental frequencies reported. 

The recognition results show that the word error rate for children even in a better-
matched case, with models trained on child speech, is considerably higher than that for adult 
speakers. This extends the finding of Wilpon and Jacobsen (1996) to Swedish children. In 
the current study, mismatched recognition of children’s speech with an acoustic model 
trained on adult speech was shown to be substantially higher than with a child model, which 
leaves room for error reduction using adaptation methods. Adaptation of the adult model to 
child speakers removed a large portion of the excessive errors compared to matched child 
recognition. The accuracy of all adaptation methods was similar, with the lowest error rate 
for a combination of MAP and MLLR. Splitting the adaptation and test sets into age- or 
height-specific groups did not reduce the error further.  

Training a shared model on the combined adult and children training sets was found to 
accomplish an accuracy that matched that of dedicated models for each category. Both the 
multigroup model and each of the dedicated models used the same number of parameters. 
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This shows that both speaker groups can be modeled at no cost in terms of accuracy or the 
number of computations during test.  

VTLN was found to achieve an error rate comparable with MLLR, but with substan-
tially fewer parameters to estimate. A warping factor for each utterance was determined, 
with similar accuracy compared to a factor optimized on an adaptation set of children. In a 
practical system, it is advantageous to rely on the test utterance, if possible, rather than on 
adaptation data that is required to reflect the changing current condition. 

The experiments were conducted on connected-digit strings. As the vocabulary was 
small, most experiments were conducted with one HMM per word, whole word models. A 
comparison of accuracy was also made with triphone models. The result showed that the 
latter models accomplished a lower word error rate than did whole word models, even 
though the total number of states for each word was equal in both cases.  

The speech corpus of Swedish children used in this study has been found to have a 
sampling frequency, which exceeded the specified value by around 9%. This error was later 
corrected by modifying the sound header and the experiments remade. The frequency spec-
trum was thus expanded by the same amount. This caused a larger spectral mismatch be-
tween adult and child speech than the original experiment indicated. The increased mis-
match reduced the accuracy of baseline adult-to-child recognition without adaptation or 
normalization. However, frequency warping is a part of VTLN. Thus, it was not surprising 
to find that the accuracy for this method was in principal unchanged by the correction 
made. This was also true for MAP and MLLR adaptation. We can now conclude that these 
adaptation methods are robust to small time-scaling of speech data and that the main con-
clusions of the original paper are still valid.  

 
Author contribution 
The author of this thesis has collected parts of the speech corpus of Swedish 4-to-8 year old 
children, conducted the experiments and written parts of the paper. The phonetic analysis 
was performed by Martina Huber, linear VLTN was implemented by Anders Schöld and the 
RefRec script was adapted to the PF-Star database by Lena Måhl. 
 
Original contribution 
This work contributes with a benchmark of standard recognition and adaptation approaches 
on Swedish 4-to-8 year old children and demonstrates that adult and child speakers can be 
represented by a shared acoustic model. 

9.2 Paper 2 

Blomberg, M., and Elenius, D. (Alphabetical order) (2007). Vocal tract length compensation 
in the signal and model domains in child speech recognition. Proceedings of Fonetik, TMH-
QPSR, Vol. 50, No. 1, pp. 41-44. 

In Paper 1, utterance-level estimation of adaptation and normalization procedures was ex-
plored. This has also been the main practice in the literature for VTLN. It was also found 



Summary of publications  33

that both adult and children’s speech could be represented in a shared model by application 
of multi-group training. 

In this paper, a single warping factor per utterance is extended to accomplish phoneme-
specific VTLN. Two approaches to perform phone-specific warping were compared. In one 
of these, separate acoustic models were trained for each combination of phoneme class and 
warping factor. These were trained on warped replicates of adult training data. During test, a 
set of phoneme-specific warping factors was determined by maximizing the likelihood of 
the corresponding model set given the utterance. To limit the huge search space, of an ex-
haustive joint estimation of warping factors, an approximation was made. The approxima-
tion was that the probability distribution of a phoneme’s warp factor, given the utterance, 
would be independent of the warp factors of other phonemes and so they can be deter-
mined separately. 

A different approach was inspired by multistyle training. In this method, training was 
applied to generate a shared acoustic space of multiple warping factors by training on a set 
of warped replicates of adult speech. This generated a multiwarp model, in which a popula-
tion with an extended range of VTLs was represented within the GMMs of the HMM. 
Hence, no explicit warp factor needed to be estimated during test. This is an advantage since 
it circumvents the huge search space that needs to be managed in the former method. A 
drawback of the method is that any part of the GMM can provide a significant contribution 
to the likelihood of each speech frame, which in principal results in no constraints in the 
implicit warping factor over the utterance.  

Both the above methods rely on warped models, while traditional VTLN warps the test 
utterance. Although stated in the literature that warping can be performed in both domains, 
a comparative study was performed to verify this claim in a phoneme-independent warp-
factor scenario. 

The results show that all warping methods largely bridged the gap in accuracy between a 
model trained on adult and children’s speech. The multiwarp training method accomplished 
this with no additional computations, during test, compared to that of the model trained on 
child data. Similar accuracy was also obtained for all warping methods. This verifies that 
warping can be applied to either the test utterance or the training data with similar accuracy, 
which is good. 

Neither the phoneme-specific warping nor the multiwarp training, improved accuracy 
compared to a static warping factor for each utterance. One possible explanation of the lack 
in accuracy for the phoneme-specific method could be that estimating the warping factor of 
each phoneme separately was a too large simplification.  

For the phoneme-specific method, one approximation was that each phoneme’s warp-
ing factor could be determined independently. To verify the validity of this approximation, 
the search was initiated with a value suitable for children in general. This caused the result-
ing set of warping factors to change, which reduced the error rate of the recognizer. The 
reduction was systematic for all age groups. Even though the difference in accuracy of these 
cases was small, it shows that a more optimal set of warping factors may be found in an ex-
haustive search. This is contrary to what was later found by Maragakis and Potamianos 
(2008). The discrepancy might be caused by the number of estimated parameters being a 
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factor 10 higher in our case and that an initial segmentation versus separate segmentations 
for each parameter estimate was used in their and this paper respectively. 

For the multiwarp-trained model, no explicit warp factor is calculated. Hence, in this 
case the explanation above is not valid. A limiting factor in multiwarp training is the number 
of Gaussians used to represent the acoustic space. In general, a more detailed model could 
be obtained if the number of Gaussians was increased. A second limiting factor is that add-
ing warped replicates of each phoneme in a shared acoustic space may increase the amount 
of acoustic overlap. This is a drawback of the implicit warp-factor method used, since all 
warping factors are modeled concurrently. To reduce such overlap, continuity constraints of 
a warping factor with respect to time could otherwise be applied. This leads to the experi-
ments conducted in Paper 3.  
 
Author contribution 
The author order of this paper is alphabetical and is thus insignificant for the individual con-
tributions. The author of this thesis has designed and conducted the experiments and writ-
ten parts of the paper. 
 
Original contribution 
In this work, a method for implicit VTLN based on models trained on warped speech and 
an unsupervised method for phoneme-specific VTLN were proposed and evaluated. 

9.3 Paper 3 

Elenius, D., and Blomberg, M. (2010). Units For Dynamic Vocal Tract Length Normaliza-
tion. Manuscript. 

The multiwarp-trained model in the previous article provided a means to perform recogni-
tion with an error rate comparable to utterance-specific warping but to a fraction of the 
number of computations. However, the model lacked temporal control of warp-factor dy-
namics, since no explicit warp factor was used in the model.  

In this paper, the topology was changed to model the effect of each warp factor sepa-
rately. For this purpose, a traditionally trained HMM was expanded into an SCA-HMM. The 
expansion consisted of adding sub-states to each original HMM state, where each of the 
new states represents a warped version of its source state. The pdf of each new sub-state 
was derived from the original state by applying a linear transformation of model parameters 
according to the MFCC transform derived in Pitz and Ney (2005). Each actual state in the 
model represents both a speech unit and a warping factor. In this fashion, warp factor dy-
namics can be modeled as state transitions in the model. Constraints on the warp track, such 
as limiting the rate-of-change, can be implemented in the transition matrix. In this model, 
there exist a one-to-one mapping between a scalar sub-state index and a 2D index, repre-
sented by speech unit and warping factor. Consequently, a conventional Viterbi decoder can 
be applied to generate the most likely sub-state sequence, from which both the lexical con-
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tent of the utterance and a warp-factor track can be straightforwardly extracted using the 
inverse mapping.  

Warp factor dynamics are modeled in triphone SCA-HMMs, each with a tied ransition 
matrix on the monophone level. A set of constraints were applied to determine a trade-off 
between the time resolution of the warp-track and the amount of speech to estimate it 
robustly. Different time resolutions were implemented and compared by forcing the warp-
ing factor to remain constant within an utterance, a phone realization, a part of a phone re-
alization or a speech frame. In addition to these constraints, the degree of context was also 
increased by limiting the rate of change between successive speech frames and providing an 
utterance level constraint on the local warp-track. The utterance level constraint was pro-
vided by a novel two-level estimation approach. This method estimated a warp-track within 
a small interval of warping factors whose center position was optimized on the utterance 
level.  

Of the units applied, phoneme realization has been explored in (Fukada and Sagisaka, 
1998) and rate-of-change constraint on frame level was explored in (Miguel et al., 2008). 
However, the current experiment extends from intra-adult normalization to extrapolation 
from adults to children. It also shows that an acoustic model can be warped offline and ap-
plied using a standard Viterbi decoder. 

The results shows that extending a static utterance-specific warping factor into a dy-
namic warp factor track can reduce the error rate in ASR. Most part of the improvement 
was due to constraining the dynamic range of the warp-track on the utterance level. In this 
way, the dynamic range during an utterance is limited to what can be expected for an indi-
vidual speaker. The highest accuracy was accomplished when the warp-factor change was 
synchronized with a change in subphone state. The correlation coefficient between the static 
component in a two-level search and a traditional utterance-specific warp factor was 0.92 for 
isolated digits and reached a level of 0.97 for each string length of 4 to 7 digits. 

Considering the promising results of phone-realization-specific warping factors on 
spontaneous adult speech (Fukada and Sagisaka, 1998), it would be interesting to apply the 
phone-state synchronized warp-factor change, developed for this thesis, on this task. 

 
Author contribution 
The author of this thesis has designed and conducted the experiments and planned and writ-
ten the paper in collaboration with the second author. 
 
Original contribution 
An SCA-HMM was developed, which can be run in the standard HMM framework. In addi-
tion, a two-level method is proposed that decomposes the warp track of an utterance into a 
static and a dynamic component, which are jointly optimized during recognition. It also con-
tributes with a comparison between utterance-, phoneme class-, phone-, phone-state-, and 
frame-instance specific warping.  
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9.4 Paper 4 

Elenius, D., and Blomberg, M. (2002). Characteristics of a low reject mode speaker verifica-
tion system. Proceedings of the International Conference on Spoken Language Processing, pp. 1385-1388. 

An area where speaker characteristics play a major part is ASV. The work in Paper 4 repre-
sents a first excursion into speaker characteristic modeling, before the work summarized 
above.  

In the paper, a speaker population was modeled to determine a decision threshold yield-
ing a low FRR for an ASV system. Special interest was directed towards the distribution of 
FRR. This distribution was predicted using two statistical models and the prediction error 
was measured with a direct estimate on raw data as a reference. The two methods were 
based on a direct extrapolation of the distribution from an average FRR and a prediction 
based on modeling the underlying score distribution. 

On raw-data, the distribution of FRR was measured by calculating client FRR based on 
a number of clients and utterances per client. This essentially only takes into account 
whether the system score is above or below a threshold. A more thorough use of each ob-
servation should be possible. 

An alternative to the above is taking the distribution of scores into account more explic-
itly. As a first approximation, the score of each client’s utterances was assumed to follow a 
Gaussian distribution. Client FRR can then be determined based on the estimated distribu-
tion of utterance score. This idea can be brought a step further, by considering each client as 
being a sample of an underlying client distribution. The distributions of client parameters 
were assumed Gaussian. The parameters of the client population was estimated based on 
the determined client parameters and the FRR distribution was then calculated based on this 
statistical client population. 

As a comparison to the above method, a direct modeling of FRR distribution was con-
ducted using an exponential distribution. The result shows that the statistical score model 
obtained a closer prediction of the FRR distribution in a low reject mode than did the expo-
nential model. The root mean square error of the FRR distribution compared to data is ac-
tually quite flat over the whole range of thresholds for the statistical population model. 

 
Author contribution 
The author of this thesis has designed and conducted the experiments. The paper was 
planned and written in collaboration with the second author. 
 
Original contribution 
A statistical model for speaker score was devised to predict the FRR distribution of a par-
ticular acceptance threshold of an ASV system. This method provides a more robust estima-
tion of the threshold, compared to direct optimization on a small set of utterances. 
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10 Discussion 
The initial ASR experiments on Swedish children in this thesis confirm the report in the 
literature that recognition for this group of speakers suffers from a high error rate. Further 
investigation on what can be made to improve the situation is thus warranted. In this thesis, 
techniques to take into account speaker acoustics not represented in training data were de-
veloped and evaluated.  

The results of the experiments are, due to the oral prompting method used for the re-
cordings, likely to be an over-estimate of the accuracy in a true application. A second limita-
tion is that the normalized pronunciation, compared to spontaneous speech, of children 
could also affect the required magnitude of the warping factor and the warp factor dynam-
ics. To evaluate the extent of this impact, the methods should be applied to recordings of 
spontaneous speech. 

A number of complementing techniques have been devised by the thesis author for 
VTLN. A multiwarp model takes into account a range of warping factors without computa-
tional cost during test. An SCA-HMM can track parameter dynamics, providing material for 
analysis. A two-level approach provides an utterance constraint to an estimated warp track.  

In research, the number of computations is normally not the primary issue, but it is 
more so when it comes to applications. So let us now consider the number of computations 
spent for each method. The main computational amount in a recognition pass involves 
computation of observation likelihoods in each state and transition probabilities between 
states. Of these, the former often require a higher number of computations than the latter. 
For a sufficiently low number of states and heavy likelihood computations, the number of 
computations is then approximately proportional to the number of states in the model. So 
let us for the sake of argument define the unit 1 original recognition pass (ORP) as the 
number of observation likelihoods to compute in the original HMM. For multiwarp-trained 
models, which have the same number of mixtures and states in the HMM, one recognition 
costs 1 ORP. Performing a grid search over W warp factors, or adding one sub-state in an 
SCA-HMM for each warp factor, both approximately cost W ORPs. Decomposing the warp 
track into a static and dynamic component with an allowed range of Q values, results in the 
number of states in the SCA-HMM being Q times as many as in the original HMM. Around 
W recognition iterations are required to determine the static warp factor. This yields about 
QW ORPs, which exceeds the utterance-level grid search by a factor Q. In the experiments 
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con-ducted, the two-level optimization costs Q = 9 times the number of computations of an 
utterance level grid search with a 10% relative decrease in error rate. 

To reduce the computational load of the joint two-level search, various techniques can 
be applied. One technique is to apply a two-pass search where a traditional grid search is 
used to determine the static component followed by the application of an SCA-HMM only 
to determine the final dynamic track. This will cost W+Q ORPs. For the settings in the ex-
periments (W = 36, Q = 9), this will result in a mere 25% increase in computational load 
compared with a standard utterance level grid search. The static warp factor determined in a 
traditional grid search was in the summary of Paper 3 shown to be highly correlated to the 
utterance specific dynamic warp center of the joint two-level optimization method. Thus, we 
are optimistic of the accuracy of a two-pass approach. 

Apart from a tree search being a natural step to reduce computations in a grid search to 
logN W ORPs, where N is the branching factor, the multiwarp training has its merits. It was 
shown to produce accuracy close to that accomplished by a traditional utterance specific 
warp factor determined by a grid search, but the pooling of several warp factors into one 
model prevented the application of rate-of-change constraints. For the SCA-HMMs, it was 
discovered that the utterance constraint on warp-factor interval provided by the joint two-
level search was essential to yield a clear improvement in accuracy. Hence, it would be inter-
esting to add this interval constraint also to the multiwarp-model. This can be accomplished 
by, like for the SCA-HMMs, representing a small interval of warp-factors within each mul-
tiwarped model. A grid search can then be applied, like in the two-level approach, to find 
the multiwarped model that is optimal for the utterance in the ML sense. This approach 
costs W ORPs, like the standard grid-search, but prevents the application of rate-of-change 
constraints. It would be interesting to compare this method to the two-level approach in 
order to determine the merit of the rate-of-change and speaker-specific warp span provided 
by the methods. 

Speaker-group-specific warping has been performed with a scalar warping factor. This 
provides a large amount of speech for factor estimation. The idea could be drawn further to 
phoneme-specific warp factors or sub-phone-specific ditto. Supervised adaptation facilitates 
correct estimates, which should increase robustness of the estimates. The group-specific 
factors can then be complemented with a small factor range in SCA-HMMs to tune the 
group-specific factor to the current speaker.  

In VTLN, the transformation is limited to frequency scaling while the ML criterion ac-
tually considers any cepstral deviation from the models. The spectrum depends not only on 
formant frequencies but also on other aspects. Thus, to improve spectral match the SCA-
HMMs could be extended to filter also the amplitude spectrum. This filtering could be used 
for compensation of voice-source quality, microphone distance or room reverberation. 

The language model defines rules on the utterance level. An interesting extension to the 
experiments conducted, is to utilize the language model for modeling speaker characteristic 
property value dynamics on utterance level. An approach for this is to generate Warp-factor 
specific phoneme-models and use the language model to apply between phone-realization 
constraints. This could in theory be done by means of n-gram modeling, but is not moti-
vated from a computational point of view. 
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11 Conclusion and Further Work 
In this thesis, a number of techniques for improving the accuracy of a speech recognition 
system were devised and evaluated. Their common objective was to account for a speaker 
not represented in training data. The methods devised are targeted at reducing spectral mis-
match caused by difference in vocal tract length, but could be extended to other properties 
as well. A static estimate of average vocal tract mismatch on the utterance level was com-
plemented with estimating a dynamically changing mismatch on the sub-utterance level. A 
novel joint two-level optimization technique of these two parameters decreased the word 
error rate compared to time-invariant vocal tract length normalization. The method can fur-
ther be improved to reduce its computational demand.  

These experiments complement an earlier investigation with data for younger Swedish 
children. It also reports on experimental studies of acoustic adaptation and normalization 
techniques within an ASR system, rather than as a pre-processing stage. This provides finer 
control of the methods applied and provides a means for speaker modeling. In order to 
conduct the experiments a database of almost 200 children was recorded at after school and 
day care centers. 

Although much research has been conducted in the field of accounting for VTL mis-
match, there still exist questions to be answered. In the thesis, experiments have been con-
ducted on speech in a quiet environment. This could be extended by application of PMC to 
decompose speech in noise to a clean speech and noise modeling task, where the methods 
in this thesis can be applied to provide a clean speech model tuned for different speakers 
and speech habits.  

Complementing frequency warping with spectral filtering is another possible direction. 
This could be applied to extend the work into accounting for voice-source quality, micro-
phone characteristics or room reverberation.  

The flexibility of VTPM on sub-utterance units may give rise to tract dynamics unlikely 
from an articulation point of view. To hinder this, warp factors on phone-realization level n-
grams could be used.  

It also remains to evaluate the devised techniques on matched speaker categories for 
training and test. This might shed some light into improving matched child recognition per-
formance, which still is still inferior to adult speech recognition. 
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4-to-8 year old children 

Daniel Elenius and Mats Blomberg 

Department of Speech Music and Hearing,  
KTH CSC-TMH, Stockholm, Sweden 

Abstract 
This article describes the design and assembly of a speech database of children’s speech. 
Recordings of 198 Swedish 4-to-8 year old children were made. The recorded speech mate-
rial amounts to about 10 hours. The recordings consist of digit strings, lists of personal 
names, phrases and answers to questions. This material was transcribed on an orthographic 
level. Recordings were made by KTH in 2003 and 2004, as a part of the EU-project PF-
STAR. Other partners in the project were ITC-irst in Trento and the universities of Erlan-
gen-Nürnberg, Aachen, Karlsruhe and Birmingham. 

1 Introduction 
ASR (automatic speech recognition) may assist children in a large number of areas, including 
language learning, articulator control development, computerized equipment control and 
immersive game experience interaction. 

ASR performance has reached a level, which enables an increasing number of speech 
applications to be created. However, since the targeted users are mainly adults, these systems 
are normally trained on adult speakers. The recognition performance degrades severely 
when used by children, as shown by, e.g. Wilpon and Jacobsen (1996). Their study also 
showed that even if age-matched training and test sets were used, classification performance 
for children was substantially lower than for 35-59 year old adult speakers. They concluded 
that further research on children’s speech is needed to reduce this gap in performance. 

Research on ASR for children has mostly been conducted for American English speak-
ers. For the European languages, this kind of research has been limited. This is a problem, 
since young children normally do not master a foreign language. In order not to exclude 
children from using speech applications, it is important to provide the speech interface in 
their native language. One goal in the EU-project PF-STAR, was to perform baseline ex-
periments of speech recognition for British, German, Italian and Swedish children (Batliner 
et al., 2005). A part of the project was devoted to collecting speech corpora of native speech 
in the partner’s languages. In addition, data was also collected for 10 to 15 year old children 
from these countries when reading English texts. This was intended for research on non-
native ASR.  

The focus of this paper is the collection of native Swedish speech spoken by 4-to-8 year 
old children. This collection extends the age range of the Swedish part of the SpeeCon cor-
pus (Iskra et al., 2002) downwards. To facilitate experiments on adult to child normalization, 
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part of the new corpus was collected under similar conditions to that of SpeeCon. This pa-
per describes, in turn, the design of the corpus, the recording settings, the collection of the 
data and the post processing. It then ends with a discussion about collecting data for chil-
dren. 

2 Corpus design 
One intended use of the speech recordings was to perform generic phoneme-based speech 
recognition experiments for children. For this task, a sufficient number of observations of 
each phoneme are needed for training and evaluation. This leads to a minimum requirement 
on the number of speakers and the amount of speech recorded of each subject.  

The corpus should not be specific for a single domain. To avoid this, four different 
domains were selected. These had different vocabularies and syntactic structures to support 
a broad range of experiments to be conducted. The categories were connected digit-strings, 
lists of personal names, phrases from children’s books and answers to questions. 

A few reasons for including these categories in the database are given below. The con-
nected digit-string set provides a tiny vocabulary with no grammatical rules. The absence of 
a probabilistic language model makes it suitable for evaluation of the acoustic components 
of the system. Lists of personal names expand the phonetic coverage, while still keeping the 
predictability of successive words low.  Phrases provide a material with more pronounced 
grammatical rules and varied phonetic context.  

The part of the corpus, described above, is focused on fairly controlled data collections 
to cover a complete domain of words, span a pre-defined phoneme space and supply a fairly 
defined grammar. This controlled manner of collection causes the material to deviate from 
completely spontaneous speech. To include at least a small amount of less controlled 
speech, the last section contains answers to a few questions. The children could formulate 
their replies in their own words. This section is too small for training acoustic models. How-
ever, it can be used for speech analysis. 

Collecting a speech corpus poses a question of how to elicit speech to record. In Spee-
Con, written prompts were used to elicit read speech as well as natural speech. In the latter 
case, the prompts consisted of requests of various kinds of descriptions, such as how to 
travel between geographic locations. 

A large proportion of the 4-to-8 year old children cannot be expected to read fluently. 
The data collection was not aimed at research on dysfluencies caused by reading difficulties, 
so asking them to read prompts was prohibited. To adapt the prompting technique to these 
subjects, a recording leader read them aloud. 

The prompts read by the adult speaker were either questions to be answered or utter-
ances to be repeated. Prompts, of the latter kind, were prepared in advance to meet specifi-
cations on phonetic space, vocabulary and grammar. Live action was chosen to provide a 
means for natural variation in the prompt presentations. One reason for this was to make 
the recording session somewhat less monotonous than if pre-recorded oral prompts had 
been used. A limitation of the method is that the children’s pronunciation is likely to be in-
fluenced by the oral prompt utterances. Imitation is likely to normalize the utterances. This 
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limits the range of studies that can be made using the corpus, but the data represents ana-
tomical limitations on child phonation. To shed some light on the extent of this limitation, 
the complementary set of recorded answers to asked questions can be used. All methods 
have their specific constraints and this corpus is likely more suited to be used for research in 
controlled conditions, rather than for end-user applications.  

A second reason for using live oral prompts was to provide a means to adapt to the 
child, if necessary. For instance, the order of prompts could be changed to start with utter-
ances that the child was comfortable with, difficult words could be exchanged or a list of 
names could be shortened due to memory constraints of the child. It was judged that re-
cording as much as possible for each child was more important than an absolute strict in-
stantiation of all prompts. To make prompt deviations clear, both original and altered 
prompts were stored in the corpus. 

Elicitation without written text would also have been possible, for instance by showing 
pictures and asking the subject to describe them. This allows the subject to choose his/her 
own grammatical structure and vocabulary. However, a drawback is that there is little con-
trol of covering the phoneme-space for each child. For this reason, this method was not 
used to elicit speech. Instead, a combination of controlled and less controlled data collec-
tion, of answers to questions, was applied.  

In general, older children were expected to be able to cooperate for a longer time as well 
as to speak more complicated sentences than younger children were. This could be ac-
counted for by differentiating the recording sessions. A problem is then that an inhomoge-
neous setup would complicate statistical comparisons between subjects. A trade-off was 
made by dividing the subjects into two groups, with the division made at the age of 6. These 
groups will henceforth be denoted C45 and C68 respectively. 

The recording session was made shorter for the C45 group, than the older one. This 
was accomplished by reducing the number of phrases to repeat for the younger children to 
half as many (30) as for the older ones. The phrases were shorter for the C45 group, which 
relaxed the demand on short-term memory. The demand on the short-term memory was 
also eased for the younger children by reducing the number of names in the lists of personal 
names from three to two. The number of words in the phrases is shown in Table 1. 
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Table 1. The number of phrases as function of the number of words in each phrase, for 
the two groups of children. 

Words C45 C68 
1 - 3 
2 64 86 
3 1163 1515 
4 1414 2239 
5 318 1096 
6 11 652 
7 - 267 
8 - 70 
9 - 11 

 

3 Prompt generation 
The section of connected-digit strings was designed so each three-digit combination would 
be represented at least once in each of the C45 and C68 groups. The prompts were ran-
domly distributed over the set of children for each group. The prompt list for each child 
consisted of 10 three-digit strings. 

Prompts of sequences of personal names were constructed by randomly picking names 
from a list of names. This list consisted of the 100 most frequently given personal names, 
for each gender respectively, in the year 1999. Each prompt list contained 10 name se-
quences. Phonetic variation was strived for by randomization of names without replacement 
for each child. This strategy prevented a particular name from being repeated more than 
once per child. In the whole corpus, however, reuse of a certain name was required since the 
list of names was too short. The reuse of a name was limited to 20. This number is higher 
than what would be absolutely necessary, but the higher limit was set to give room for more 
randomness in the generated lists of names. 

Generation of phrases was inspired from textbooks for children. Each phrase should be 
repeated by the child. A child’s short-term memory is limited, which was a reason to keep 
these utterances short, hence the term - phrase. A goal was to make them consist of about 
four units, where a unit could be a word or a lexicalized phrase. The assembled phrases con-
sisted of a large number of personal pronominal words. This limited the phonetic space 
covered by each phrase. To increase this space, all “He” and “She” were substituted by 
names taken from the list mentioned above. A list of phrases was then assembled for each 
child. Three goals for this task were, to fill the phonetic space for each child, use most part 
of the lexical space that the prompts provided and prevent systematic differences between 
lists of prompts. The first goal could be met by adding phrases systematically, to guarantee 
that the phonetic space is covered for each child. To fulfill the third goal a random selection 
of phrases can be used, which prevents a systematic choice from including a correlation be-
tween phases in the list. The second goal can be met by including each particular prompt 
only a few times, to make sure most prompts are actually used. These considerations led to 
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the following scheme. All phrases were analyzed with regard to phonetic content. The 
prompt-lists were then filled for all children, with prompts containing rare phones first. This 
strategy was applied to reduce the hazard that there would be no utterance left to cover a 
rare phone. The available phrases were too few to allow unique phrases for each child, but a 
lexical reuse on sub-phrase level was inevitable anyhow.  

4 Data collection 
In total, 198 children were recorded in one recording session per child. Each session was 
sub-divided into sections of spoken phrases, answers to questions, triplets of personal 
names and triplets of digits. The total duration of the recorded utterances is longer than 9 
hours, with a duration distribution according to Table 2. 

Data collection took place in 18 different rooms situated in after-school and day-care 
centers in the Stockholm region of Sweden. Background noise was kept low by performing 
recordings in a room separate from the other children. A directed headset microphone 
(Sennheiser ME 104) and an omni-directional desktop mounted device (Haun MBNM 550 
EL) were used for pick-up of the speech signal.  

Table 2. Duration in minutes of the recordings, grouped by age. 

Duration Section 
Age Phrases Personal 

names 
Digit strings Answers 

4 46 15 12 11 
5 77 24 19 18 
6 95 19 11 10 
7 74 15 8 8 
8 70 14 8 8 

 
During the actual recording, each child sat on a chair by a table, on which the desktop 

microphone, mounted on a microphone stand, was placed. In order to ensure that the head-
set position was not changed, it was secured to the head with a headband. Recordings were 
made on a computer with a low fan noise, which was also situated on the table, about half a 
meter from the omni-directional microphone. The graphical user interface used to conduct 
the recordings is shown in Figure 1. Recordings were issued by an adult recording leader 
sitting opposite to the child. The leader read prompts from a screen, recorded the child's 
repetitions of the utterances, and monitored the level of the recordings made. To assess the 
amount of background noise in the omni-directional recordings, the speech level in utter-
ances can be compared to the recording of background noise made at the beginning of each 
recording session.  
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Figure 1. Recording GUI. 

A recording program on the computer assisted the recording leader, besides presenting 
the text prompts, by detecting signal saturation and showed a notification of this when it 
happened. In case of a saturated channel, a new recording was made. Direct repetition of a 
prompt was avoided since we believed it might signal that the child had spoken somehow 
erroneously. To avoid the child from consciously changing pronunciation, the leader 
prompted for another utterance in between, before going back to re-record the saturated 
utterance. 

When recording an utterance, the recording leader may accidentally exclude a portion of 
its beginning or ending by starting the recording after the start of the utterance or stopping 
it before the utterance is finished. To prevent this, soft cuts were used. This was accom-
plished by a continuous recording during the whole session for each child in conjunction 
with a log-file of cut points. This enabled salvaging cut parts by altering the log-file in post 
processing. 

Digit strings consisting of three digits were recorded for the two groups of speakers. 
The ambition was to record each digit combination once for each of the C45 and C68 group 
of speakers. During recording, 12 out of 1979 digit strings were reduced to two-digit strings, 
since the full length was not easily spoken by the child. In addition, because the recordings 
of two children had to be removed from C45, 20 strings are missing from the full set of 
three digit combinations for that group. The reason for removing the recordings is poor 
recording quality, caused by insufficient chiding in one of the microphone cables.  

Lists of names were not always correctly uttered. Sometimes a name was lost or it was 
mispronounced. Two reasons for this could be that the short-term memory was over-loaded 
or the child was speaking while planning how to proceed with the rest of the utterance. In 
these cases, the prompts were simplified by removing one name. This was done for 68 out 
of 990 triplets. 

 



Appendix 1 53

 

4.1 Recording settings 
In speech recognition, the sampling frequency of audio is often up to 16 kHz, limiting the 
bandwidth of the signal to a maximum of 8 kHz. However, children’s formant frequencies 
are higher than for adult speakers. Consequently, high frequency formants of children may 
fall above the bandwidth of the recording. To capture the same number of formants for 
both speaker groups, the sampling frequency of children could be increased. In (Li and Rus-
sel, 2002), the increase of the first three formant-frequencies was measured to be about 63%. 
Under the assumption that all formant frequencies are scaled by approximately the same 
amount, the sample frequency of children should be increased by this scaling factor. As 26 
kHz is an uncommon sampling rate, 32 kHz was chosen.  

The speech level variability among children is large, while the dynamic range of the re-
cording device is limited. In a digital recording, the signal is quantized, which causes a quan-
tization noise in the recordings. To maintain a high signal to noise ratio, the speech signal 
should span most of the dynamic range of the recorder. Some head room should be left to 
avoid parts with unusually strong phonation by the subject to saturate the recording. To 
meet these requirements, separate gains were used for each child. The level was set during a 
calibration process in the beginning of each section. This process was based on the child 
repeating selected words spoken by the recording leader. The words contained open vowels, 
strong fricatives and plosives to produce strong phonation.  

During the calibration, the microphone position was also adjusted to the mouth angle 
so that it was not exposed to direct airflow from the mouth. 

The omni-directional microphone picked up sound energy in a frequency band well be-
low that of speech. In this region, surprisingly much energy is environmental noise such as 
footsteps, door openings and closures, ventilation fans and traffic noise. This energy was 
often considerably stronger than that of speech, which led to adjusting the gain of this 
channel in a different way compared to that of the headset channel. The purpose of the gain 
adjustment of the omni-directional channel was to avoid clipping due to background noise. 
For this purpose, foot thumps and closing the door to the recording room were recorded to 
verify that these signals were not clipped. 

The calibration process normalizes the speech level in the recordings. To provide in-
formation to relate difference in sound level at the microphone between recordings, the gain 
was documented for future use. However, this was complicated by the fact that the gain 
lacked fixed settings, which prevented direct documentation of the setting. Instead, indirect 
documentation was made by recording a 1 kHz sinusoid with a fixed amplitude through the 
microphone input of the amplifier. The recorded signal amplitude can thus be used to relate 
the gain setting between recordings.  

The same kind of omni-directional microphone was also used in recording the SpeeCon 
database (Iskra et al., 2002). Their recordings were conducted using a high-pass filter to at-
tenuate low-frequency energy prior to representing the remaining signal using 16 bits per 
sample. The dynamic range of the recording was thus primarily used to represent speech. 
However, part of the environmental sound is thus lost which could have been valuable in 
future studies. To save this information, a different strategy was used in the current data 
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collection. Our recordings were conducted without an analog high-pass filter. This forced us 
to reduce the gain to leave headroom for background sounds. In order to avoid a resulting 
low resolution for the speech signal, the dynamic range of the analog-to-digital converter 
was increased to 24 bits per sample. To avoid representing a sample using an odd number of 
words, the recordings were then stored using 32 bits per sample. The procedure described 
above, allows low frequency content to be removed by a post processing digital high-pass 
filter, if needed. 

5 Transcription 
The recordings were annotated on an orthographic level, with no timestamp information. 
These transcriptions were made by hand. The transcriber compared the prompt that had 
been displayed to the recording leader, with the spoken utterance and made corrections, 
when necessary. Annotations were also added regarding stationary and intermittent back-
ground noise as well as speaker noise, filled pauses, unintelligible speech and mispro-
nounced words. The frequency of used non-lexical labels is shown in Table 3. 

Table 3. Percentage of utterances with noise or mispronunciation label. Labels represent 
from left to right intermittent, stationary and speaker noise, filled pauses, pronunciation er-
rors and unintelligible speech.  

Age Int Sta Spk Fil Pron Unintel 
4 14 7 18 3 25 5 
5 19 10 22 4 21 2 
6 14 17 25 2 17 2 
7 9 10 21 2 13 2 
8 9 5 19 2 11 2 

6 Database structure 
A directory tree was used to store recordings and some additional information. It has the 
following structure and file contents: 

 
Date <yymmdd> 

Desktop microphone reference signal - omni.wav 
Speaker - sn[0001-9999] 

List of prompts - [cd][00-99].txt 
Speaker information - info.txt  
A selection of recordings - rec.nr 
A table documenting the kind of utterance - type.txt 

  Utterance - sent[000-089] 
Headset recording - head.wav 

   Omni-directional recording - desktop.wav 
   Displayed prompt - prompt.txt 

Transcription - transcription.txt 
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speaker_set 
train 

Lists of speakers used for training [4-8]train.txt 
adapt 

Lists of speakers used for adaptaion [4-8]adapt.txt 
eval 

Lists of speakers used for evaluation [4-8]eval.txt 
misc 

Lists of speakers used for other purposes [4-8]misc.txt 
 
The sentence type of each of speaker’s utterances is given in the speaker’s file type.txt. 

The format in this file is that each line corresponds to a recording and consists of two col-
umns. The first column is a type key and the second column is a recording label of the form 
sent[000-089]. The label maps directly to the folder storing data for the recording, and the 
key belongs to the following set of keys: 

cal = calibration 
sil = silence 
ans = answer to question 
phr = phrase 
dig = digit-string 
nam = name list 
ref = 1 kHz reference tone 

7 Data sets 
In speech recognition, separate sets for training, development, adaptation and evaluation are 
often needed. The purpose of the training set is to train acoustic models for a recognizer. 
New algorithms and recognition parameters may then be optimized on the development set 
of speakers. Adaptation sets may be supplied to perform adaptation to special groups of 
speakers (e.g., children). Evaluation of performance is then performed on a separate evalua-
tion set of speakers. 

The Swedish PF-Star subjects have been divided into sets, primarily for connected-digit 
string experiments. The data was intended to focus on the child as a speaker rather than 
room acoustics, which led to distributing recordings from each site over all age-groups of 
speakers. In partitioning the available speakers into these sets, the focus was to provide an 
equal number of speakers for each age category. However, the age distribution of recorded 
speakers led to the development set deviating from this goal and hence renamed as “misc”. 
The number of speakers in each set is shown in Table 4. 
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Table 4. Number of speakers for each speaker set, girls/boys. 

 Age 
Set 4 5 6 7 8 

Training 8/4 4/8 1/11 7/5 5/7 
Misc 3/3 12/24 5/3 1/0 0/0 

Adaptation 5/1 5/1 3/3 3/3 3/3 
Evaluation 4/8 6/6 5/7 4/8 7/5 

8 Sample rate validation 
An analysis of the reference tone recordings was performed after the database was collected. 
It was then discovered that the recorded tone deviated from the frequency of the calibration 
tone. It was also verified that a tone recorded from a high-precision signal generator was 
indeed stored as a down-pitched version, with no visible distortions. The frequency of all 
reference recordings was also systematically down-pitched, which shows that the effect was 
not intermittent. The conclusion was that the recordings were made using a sample fre-
quency higher than specified in the sound header. A correction was thus made by changing 
the information on the sample rate in the header of each utterance file, without altering the 
actual sound samples. Scripts are stored in the database to down-sample the content to the 
originally intended 16 or 32 kHz, using the Linux tool sox. The correct, actual sampling fre-
quency is around 9% higher than the specified 32 kHz. It is applied on experiments con-
ducted by the author after 2006-07-01. 

9 Discussion 
Recording children for research presents a conflict between a well-defined collection 
scheme and the individuality of children. Some children performed the session with ease 
while the task was hard to focus on for other children. For instance, children made com-
ments on pictures hanging on the wall, talked about what they had for breakfast, and the 
prompts occasionally triggered a story from their daily life. In a less constrained recording 
scheme, this speech could have been utilized. However, in this case more controlled condi-
tions were requested. The reason, as stated above, was to keep the amount of data from 
each child within bounds, while covering most of the phoneme space, keeping the emo-
tional state fairly fixed, collecting speech of similar lexical and grammatical style, avoiding 
task-specific speech, et.c. 

The lower limit of 4 years was found to be appropriate for this kind of data collection. 
Due to a large variability in behavior for young children, it might be difficult to extend this 
collection technique to younger children. Some of the four-year-old children seemed too 
young for the task while a few recorded three-year-olds actually managed much better than 
their older mates. The three-year-old children were not part of the database, but were re-
corded informally on their own request in the same manner. This makes it most likely that 
the sample of three-year-old children was biased towards especially eager participants. 
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Thereby extension to younger children is not guaranteed to work without altering the ses-
sion used for this database. 
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