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Abstract

Wireless sensor networks have been proposed as a cost effective and
easy to deploy alternative to traditional wired systems in a multitude of
application scenarios ranging from industrial automation to healthcare
monitoring. They are expected to enable an unparalleled number of
new services that will bring countless benefits to society. However, low
power communications of sensor nodes operating in unlicensed bands
face several challenges and are easily corrupted by transmissions of other
collocated wireless networks. This problem has recently raised reliability
concerns which have been tremendously enhanced by the proliferation
of wireless devices we have been witnessing during the last years in the
few available regions of the spectrum.

This dissertation studies how to achieve reliable communications by
proposing different ways for the energy aware management of the radio
interference problem. The use of wireless sensing technologies has been
envisaged in a broad variety of settings: for this reason it is not possible
to identify a unifying solution for the problem of interference, but rather
it is necessary to tailor the design of communication schemes accounting
for the specific communication paradigm adopted by sensors, the traffic
pattern generated by the expected application, as well as for the channel
conditions experienced by nodes.

When packet transmissions are addressed to a single receiver, cog-
nitive access schemes can be utilized and sensors can opportunistically
select for their transmissions when to access a certain channel or which
channel to access so as to avoid interference. We provide an energy
aware design for communication schemes implementing these ideas and
evaluate their energy performance by means of experiments using real
hardware. Our results indicate that the first approach should be con-
sidered only for sporadic packet transmissions over channels presenting
limited interfering activities; channel adaptation should instead be pre-
ferred for large bulks of data or when the risk of operating in heavily
interfered frequency bands is high. We further propose and evaluate a
novel adaptive frequency hopping algorithm: this algorithm has been
shown to be very efficient in mitigating the negative effects of inter-
ference allowing at the same time to avoid the use of the energy costly
spectrum sensing algorithms required by cognitive access schemes. How-
ever, none of these three approaches may be suitable for scenarios where
packet transmissions are addressed to multiple receivers. To deal with
the packet losses that nodes may experience over noisy or interfered
channels we envisage the use of fountain codes and show how it is pos-
sible to engineer such a coding solution so as to reduce the complex-
ity and overhead introduced by the encoding and decoding procedures.
The resulting codes provide an efficient way for disseminating data over
multi-hop wireless sensor networks. Results obtained in this dissertation
can be of great utility for designers of sensor applications who can use
them in order to select the most energy efficient way to achieve reliable
interference-aware communications.
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Chapter 1

Introduction

1.1 Background

A wireless sensor network (WSN) is a network comprising at least two nodes
that integrate sensing, communication, and computing capabilities [12]. Such a
network may be a cost effective and easy-to-deploy alternative to wired systems in
a multitude of application scenarios. WSNs have been identified as one of the ten
emerging technologies that will most affect the way we will live and work in the
next years [13]. The use of wireless communications provides several benefits with
respect to traditional wired solutions; for instance enabling a reduction of wiring and
installation costs by up to 90% [14], [15]. Industrial automation and control, health
care monitoring, traffic management, smart buildings, environmental monitoring,
and military surveillance represent just a few of the countless areas for which
wireless sensor networks have been envisaged during the last years.

Several market forecasts1 have recently considered the possible evolution of
sensor network technologies and predicted for the next few years exponential
growths leading to a multi-billion U. S. dollar market2. However these projections
appear rather optimistic as evidenced by recent surveys conducted in the context
of industrial automation (see for instance [18] and [19]): while highlighting how
the market of wireless sensor networks has been constantly growing during the
last years these studies also remark that the adoption of wireless technologies for

1These include “On World Expert survey - WSN Market size in 2007“ and “Active RFID and
Sensor Networks 2007-2017“ published by IDTechEx. On World predicts a total market for WSN
industrial applications of 4.6B US$ by 2011 and a slightly more pessimistic figure for the Smart
Building scenario (2.5B$ by 2011). IDTechEx foresees a total market size for WSNs and active
RFID of about 4B US$ by 2012. More data are presented in [16]. Recent estimates computed
by ABI Research predict that shipments of wireless sensor network chipsets will reach 645 million
units in 2015 with a compound annual growth rate of 99.6% if compared to the 10 million units
that were shipped in 2009 [17].

2Research and development investments alone are expected to grow from 522M US$ in 2007
to 1.3B US$ in 2012 having as main drivers energy management in the United States of America
(US) and the potential for health care applications in European Union (EU) countries.

1
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Figure 1.1: Degree of maturity of wireless sensor networks over the hype cycle for
the last five years. The location of the grey circles shows the position over the
hype cycle as identified by Gartner [22]: the estimated number of years required to
achieve mainstream adoption is also indicated.

industrial sensing and control applications is still quite moderate. In fact, it seems
that the original overwhelming optimism for the potential of wireless for sensing and
control purposes has been recently redimensioned and it is more and more evident
that these technologies are not yet sufficiently mature and ready for widespread
adoption.

Therefore it is interesting to consider the degree of maturity that has been
attributed over the last years to wireless sensor networks [20, 21]. This can be
easily visualized using the Gartner’s hype cycle3 presented in Figure 1.1. It should
be noted how the optimistic vision of 2005, where sensor networks were perceived
as already in an advanced stage of maturity and close to mainstream adoption, has
been progressively dropping and as of 2010 sensors are located just outside the peak
of inflated expectations with an estimated time for adoption longer than 10 years.

As we previously outlined the market for sensor networks has been steadily

3A hype cycle is a graphical tool that can be used to present the degree of maturity of a certain
technology: in particular five phases can be identified. These are (1) technology trigger, (2) peak
of inflated expectations, (3) trough of disillusionment, (4) slope of enlightenment and (5) plateau
of productivity. Since 1995 hype cycles have been used by Gartner, a US company focusing on the
analysis of market trends, that publishes every year a report presenting the degree of maturity of
the main emerging technologies and locates each of them over the line sketched on Figure 1.1.
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Figure 1.2: Adoption life-cycle of new technologies: wireless sensor networks are
still mainly used by innovators and the chasm has not been crossed yet [23].

growing during the last years. However, today it is quite clear that this technology
is currently extensively exploited only by a limited number of niche applications,
while for the vast majority of the scenarios for which the use of sensor networks
has been envisaged, the implementation and adoption of systems relying on wireless
communications is still limited to a small number of prototypes. These have mainly
been developed for research purposes. It is becoming more and more apparent that
sensor networks are still in the early stages of their adoption life-cycle and that
the chasm, corresponding to the beginning of widespread adoption for commercial
purposes, has yet to be crossed (see Figure 1.2).

Such a limited penetration and relatively low adoption might be due to several
factors. An important aspect is the lack of a true “killer“ application capable
of boosting the development and deployment of sensor networks. Even more
important is the fact that while several companies4 manufacture sensor hardware
and develop sensor applications, major actors that can operate as system integrators

and that have the relevant knowledge and understanding of end-user requirements
to develop, install, and maintain wireless sensing solutions, as well as integrate them
with existing infrastructures, are still missing.

A deeper look at what potential end-users of sensor network technologies lack
also reveals the existence of concrete adoption barriers that limit the practical
commercial potential of WSNs [16]. We can classify such barriers into the following
categories:

• Standardization Issues: a major standardization effort has been made
during the last years as witnessed by the increasing proliferation of new

4These include for instance Crossbow, Moteiv (Sentilla), Emerson Process Management,
Ambient Systems, ArchRock, Coronis, GE Sensing, MeshNetics, MillenialNet, NEC,
Sensicast/Adaptive Wireless UK, and Tridium (Honeywell).
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Figure 1.3: Standards used for industrial sensing applications [19].

standards for sensing applications. These standards include IEEE 802.15.4
[24], IEEE 802.15.1 [25], 6loWPAN [26], Wireless HART [27], and ZigBee
[28, 29]. Nevertheless the lack of standards and of a unifying set of
specifications at the physical, MAC, and network level, is still perceived as
one of the barriers to the large scale diffusion of wireless sensor networks [19].
However, this problem is expected to vanish in the near future due to the
low-power, low-rate IEEE 802.15.4 radio standard and ZigBee. According
to a recent survey IEEE 802.15.4 and ZigBee already represent a significant
fraction of the actual sensor market and are employed by more than 50%
of the currently deployed networks (see Figure 1.3). Thus these standards
are emerging as the prevalent choice for industrial and smart building
applications.

Additionally, different standardization bodies have recently been created
in order to address the specific problems that might arise when deploying
sensor networks in particular environments (for example in an industrial
environment) and in order to meet the requirements (in terms of delay or
throughput) of specific applications. Examples includes ISA SP-1005, IEEE

5For instance in the ISA 100.11a, 3 different categories (safety, control, and monitoring) and
6 classes of applications are defined and their requirements in terms of message timeliness are
specified. The basic idea tailored by this standardization group is to increase the suitability
of the IEEE 802.15.4 radio standard for industrial/control applications: frequency hopping is
employed on top of the IEEE 802.15.4-2006 physical layer in order to provide some resilience
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802.15.4e6 and IETF ROLL7.

• Technical Issues: the main8 challenges in this context are:

(i) Energy management;

(ii) Communication reliability;

(iii) Complexity-aware algorithm design;

(iv) Scalability; and

(v) Other reliability-connected issues.

We will briefly discuss each of these aspects in the following paragraphs.

Energy Management: sensor nodes are typically battery powered and this
represents a drawback with respect to traditional wired systems. Batteries
need to be periodically replaced or recharged. Such an operation results
in increased maintenance costs and for specific applications might be eco-
nomically unfeasible. In these cases nodes might have to be treated as
disposable devices; hence in order to avoid costly maintenance procedures
new sensor nodes might have to be deployed once the existing ones run
out of power. Replacing batteries might be a non-trivial task when nodes
are operating in environments with harsh conditions (high temperature or
pressure) that are unsuitable for humans. In order to mitigate these problems
two directions are currently being investigated. A considerable research
effort aims to maximize battery lifetime through energy aware design
of sensor’s hardware, protocols, and applications. In this regard the use of
wireless communications has been identified as the major source of energy
consumption for these low power devices. As a result, optimizing the design
and usage of the radio subsystem of sensor nodes (motes) is therefore a key
issue that has to be addressed. Alternatively, the design of devices with
energy harvesting capabilities (i.e. devices that can capture the energy they

against multipath fading or against the radio interference that sensors might experience over the
2.4 GHz ISM band.

6The purpose of this standardization group is to define additional MAC functionalities and
enhance the existing ones in order to allow the 802.15.4 radio standard to provide a better support
for the industrial market. Examples of these functionalities include the use of frequency hopping
(time slotted channel hopping MAC) and interference mitigation techniques allowing coexistence
among beacon enabled and non-beacon enabled personal area networks. The reader is referred to
http://www.ieee802.org/15/pub/TG4e.html for an overview of the current proposals.

7The Routing Over Low Power Lossy Networks is a task group of the Internet Engineering
Task Force that is working toward the definition of routing protocols suitable for low power and
lossy networks, with special emphasis on the areas of industrial and home automation, health-care
monitoring, and smart grid applications. Examples of documents produced by this working group
are [30–33].

8These are the general challenges that are related to the problems addressed by this
dissertation. This list is not exhaustive and in fact developers of WSN applications might have
to deal with additional issues that are peculiar to a specific application scenario.
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need from the surrounding environment) is being investigated9.

Communication Reliability: the potential unreliability of wireless com-
munications has been identified by recent surveys as one of the major
barriers for the diffusion of wireless sensing technologies in the context of
industrial automation10. Many concerns are due to the harsh nature of
the wireless channel, where fading induced by multipath propagation or
scattering might lead to packet losses. In this context we remark that the
site where sensors are deployed might be dictated by the requirements of
the specific application making it impossible to optimize the deployment of
a sensor network accounting for propagation aspects. With this respect,
self configuration capabilities might be exploited by nodes to establish
and maintain a connected network even in environments presenting adverse
propagation characteristics.

Currently the main reliability issue is however the radio interference that
sensors might experience due to the presence of other co-located active
wireless devices as low power communications of sensor nodes are easily
corrupted by the transmissions of other wireless terminals operating in their
close proximity and in the same frequency band. As noted earlier, this
problem is becoming more serious due to the increasing proliferation of
wireless devices that has led to overcrowded scenarios in the few readily
available unlicensed spectrum bands. Examples of crowded spectrum include
the 2.4 GHz ISM band with the coexistence of IEEE 802.15.4 equipped sensors
and WLAN (IEEE 802.11 b/g) or WPAN (IEEE 802.15.1) technologies. Due
to the higher transmission power of WLANs, if they are co-located with IEEE
802.15.4-based WSN nodes, the WLAN can basically annihilate the motes’
communication capabilities11.

Energy management and communication reliability are two directly connected
issues. Unreliable communications lead to packet losses that will require
retransmissions, thus increasing the usage of the radio unit and consequently
increasing the energy consumed by sensor nodes. Therefore, in order

9The potential of different sources of ambient energy has been recently investigated: these
include solar, eolic, thermal, and vibrational energy (see for instance [34], [35]). Sensor nodes
with energy harvesting capabilities are today commercially available and manufactured by several
companies such as AmbioSystems, Crossbow, and Enocean.

10Reliability was mentioned as a concern for the adoption of wireless sensing and control
technologies by 43% of the respondents in [18]. Additionally, during a survey conducted by
ON World in 2005, 90% of the respondents expressed their worries for the potential unreliability
of wireless communications.

11In this context several experimental studies have been conducted in order to evaluate the
actual performance degradation induced by interference over the communications of sensor devices.
Authors of [36] report that the interference generated by WiFi terminals (IEEE 802.11b/g) can
lead to a packet error rate as high as 58% for IEEE 802.15.4-based wireless sensor networks. A
similar study conducted by Crossbow [37] revealed that co-located WiFi networks can increase
packet losses in ZigBee networks by 15%.
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to achieve the highest energy efficiency, the loss of packets induced by
interference has to be prevented.

Complexity-Aware Algorithm Design: sensor devices typically have very
limited processing, computing, and storage capabilities. As an example,
the commercial TMote Sky sensor platform [128] utilizes a simple 8 MHz
Texas Instruments microcontroller with 8 KBytes of RAM memory and a
flash memory of 48 KBytes (providing storage space). The design of sensor
applications has to consider these limitations and for instance algorithms
requiring heavy computations or a large memory space might not be suitable
for the resource constrained nature of sensor devices.

Scalability: an additional issue is scalability. It is envisaged that the number
of sensor nodes in a typical network could greatly vary and might possibly
range from two to several hundreds, thousands or potentially millions of
sensors. Therefore the MAC and routing protocols must be applicable to
networks comprising such a number of nodes. Furthermore, these protocols
have to be scalable and must be capable of dealing with networks whose size
is varying over time; for instance due to node mobility, node failure, or simply
because new sensors are deployed.

Other Reliability-Connected Issues: reliability is in practice a multi-
faceted and complex problem. In addition to the reliability of communications
other aspects of reliability should be considered when designing sensor
applications. The network must be able to deal (even if only for limited
periods of time) with hardware unreliability and should be capable of
tolerating node failures. Another key issue is software reliability: sensors
might have to operate for months or potentially years without any human
intervention and even tough system developers devote considerable effort in
code debugging, unforeseen bugs might emerge only after the deployment of
the sensors, inducing errors that might require manually rebooting of the
node. This is a costly operation that consumes precious energy and might
lead to the loss of important data. For these reasons analysis of software
reliability is becoming a popular research topic and several recent works
have investigated different techniques for predicting or detecting software
anomalies and limiting the resulting damages (in terms of energy and data
loss) that these might cause. The reader is referred to [40, 41] and references
therein for a survey on this topic.

• Cost Issues: as previously outlined the use of wireless technologies has
the potential to significantly reduce expenditures due to wiring. In many
settings wiring the sensor nodes represents in fact a large fraction of the
total cost of deploying an application. However, in many cases, the current
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cost of wireless sensors (which is mainly due to the cost for the sensor itself,
the physical packaging, and the battery, while the radio unit has basically
negligible impact) is still significantly higher than expected. Market forecasts
(see for instance [38]) predict that the cost for motes is going to constantly
decrease during the next 2-3 years and that by 2011 the cost of a single node
might vary between 50 US$ (for a simple lighting sensor) and 350-700 US$
(for more complex industrial nodes). These figures are still significantly higher
than early optimistic estimates12 that were targeting a cost per sensor in the
order of 10 US$ by 2010.

• Other Consumer Concerns: these concerns include a wide variety of issues
ranging from the difficulties of embracing a new technology, that might not
be sufficiently well known or easy to use, to privacy and security concerns
due to the fact that data that might be confidential are transmitted over an
open and potentially insecure medium such as the wireless channel. Privacy
related issues might play a key role especially for industrial or commercial
applications.

As an example, Table 1.1 presents the barriers to the diffusion of industrial wireless
technologies identified during a recent survey [18]. Note that reliability concerns
were mentioned by a large percentage of the respondents.

Table 1.1: Barriers to the use of wireless industrial technologies.

Barrier % of Respondents
Data Security 45.8

Reliability 43.0
Too little knowledge 27.5

Too few industrial products 19.7
Too expensive 14.8

Technology might not be available in the future 13.4
Data transmission too slow 12.0

Communication distance too short 12.0
Too few frequency channels 7.0

Other reasons 9.2
There are no barriers 16.9

We have no requirements 24.6

12Alan Broad, Crossbow, Wireless Sensor Networks in Industry, available online at http://

www.citris-uc.org/system/files?file=Day-1-10-Alan-Broad--Wireless-Sensor-Net.pdf.
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1.2 On Communication Reliability

1.2.1 Reliable and Unreliable: Performance Metrics and
Tradeoffs

The scope of this dissertation is to address the problem of communication reliability,
therefore it is important that the concept of reliable is properly defined. Before
going in to details of the problem of communication reliability, we briefly discuss
the notions of reliable and unreliable. It is not possible to identify performance
metrics that suit all the possible sensor scenarios and applications; in fact, the
performance of different applications might be quantified using different metrics
depending on the particular setting13. However, it is possible to identify a set
of metrics, that provide general indications of the performance for a wide set of
applications. These metrics are:

• Packet Delivery Ratio: defined as the ratio among the number of unique
sent packets (i.e. not accounting for the fact that the same packet might be
transmitted more then once in order to deal with packet loss) and the number
of unique received packets over a certain link or set of links;

• Average Packet Delay: defined as the average amount of time (measured
in slots or seconds for a given number of transmissions) from when a certain
packet is generated at the transmitter to when the same packet is correctly
received at the intended destination;

• Average Energy per Packet: defined as the average amount of energy that
has to be spent for the successful delivery of a packet.

We remark that these metrics might have to be jointly considered in order to
properly characterize the behavior of a certain application and that focusing on
only one of them might be misleading. For instance, by retransmitting a packet
an infinite number of times it might be easy to achieve a packet delivery ratio
equal to one even though such a strategy might significantly degrade energy and
delay performance. The requirements on these three quantities might be expressed
in probabilistic terms. For instance a given application might have to achieve
an average packet delay lower than cd seconds with probability pd or an average
energy consumption lower than ce Joule with probability pe (cd, ce, pd, and pe being
dependent on the particular setting being considered).

Throughout all the investigations performed in the next chapters we will fix
a packet delivery ratio equal to one, thus requiring that all packets are correctly
received at the intended destination. We will neglect delay constraints that might

13For instance if we consider a fire-alarm or intrusion detection kind of application, the
importance of data delay might be much greater then the one of energy consumption. For a
temperature monitoring system instead energy efficiency might be the most relevant performance
metric.
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be highly dependent on the specific application and instead focus only on energy
consumption. Therefore, in this dissertation, a communication scheme is said to be
reliable if:

(i) it achieves a packet delivery ratio equal to one; and

(ii) it leads to a sufficiently low average energy per packet: the meaning of
sufficiently low, will be specified taking into account the minimum amount of
energy required to deliver a packet.

If we denote with EP the minimum amount of energy required (over a perfect
and interference free channel) to carry out a successful packet transmission, then a
certain communication scheme is said to be reliable if it allows to correctly deliver
the considered packet with an energy cost lower than (1+ǫ)·EP , ǫ being a parameter.
Note that as we already pointed out, it is quite straightforward to achieve the first
of the constraints defined above (a packet delivery ratio equal to one) but the real
challenge is to design communication schemes that consume low amounts of energy
and can achieve packet delivery within the desired delay bound. In this dissertation
we will ignore the delay bound and focus only on minimizing the amount of energy
required to achieve correct delivery of a packet.

1.2.2 The Challenge of Unlicensed Bands

We will now discuss the reasons why communication reliability represents such a
considerable barrier for the diffusion of wireless sensing technologies. Figure 1.3
shows that more than 70% of the wireless nodes deployed for industrial sensing
applications communicate using the 2.4 GHz ISM band. This spectrum band, is
generally considered unlicensed14 and thus open for use to all the wireless devices
that comply with a set of basic rules defined by spectrum regulators and for instance
specifying the maximum power that terminals can use while transmitting or the
maximum fraction of time during which a certain frequency band can be utilized15.
The open nature of this frequency band is an extremely attractive feature since

14Note that strictly speaking this is not true: WLAN and other wireless devices are in fact
tertiary users of this band. There are two primary users of this band which these tertiary users
must not interfere with the use of RF energy for industrial scientific and medical equipment and
for vehicle tracking equipment (as these are the defined primary users).

15For the 2.4 GHz ISM band, these constraints are specified by the U.S. Federal
Communications Commission (FCC) in [42]. For frequency hopping systems, the carriers of the
hopping channels must be separated by at least 25 KHz and a minimum of 15 non-overlapping
channels have to be used for hopping. The average time of occupancy on any of the used frequencies
has to be lower than 0.4 seconds over a period equal to 0.4 seconds multiplied by the total number
of channels used for hopping. The maximum peak output power is set to 1 Watt, provided that
at least 75 non-overlapping hopping channels are used: if this condition does not hold, then the
power is reduced to 0.125 Watt. For system using digital modulation techniques (i.e. not adopting
frequency hopping techniques) the maximum peak output power is set to 1 Watt. Note that these
limitations are territorial and depend on the particular location where the spectrum is used. For
instance in Europe, the maximum peak output power is limited to 0.1 Watt.
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it allows the use of the wireless medium without requiring a license. This is an
invaluable possibility for at least two reasons: on one hand, spectrum licences can
potentially be very expensive16. Furthermore, obtaining a license for the exclusive
use of a certain portion of the spectrum might be extremely time consuming and
might require several months or even years. Sensor networks are infrastructure-less
systems and there is a desire to deploy them following a plug-and-play paradigm:
system designers have therefore to be capable of deploying as many sensors as
needed without worrying about time constraints introduced by spectrum licences;
hence the use of unlicensed spectrum is highly desirable.

In fact, during the last few years, several radio standards operating over
unlicensed frequency bands have been specified. Considering only the 2.4 GHz
ISM band, examples include IEEE 802.11 [43], IEEE 802.15.1 [25], and IEEE
802.15.4 [24]. These standards have boosted the diffusion of wireless devices but
this has led to overcrowding when many heterogeneous wireless terminals operate
in close proximity in the spectrum. In such a setting, different co-located wireless
nodes might interfere with each other and packet transmissions of different networks
might overlap in time and frequency, hence they would collide.

The interference experienced by a wireless terminal might be classified into at
least three different dimensions, as illustrated in Figure 1.4. From a network
perspective, we can distinguish between intra-network and inter-network interfer-
ence. The first arises when transmissions of nodes belonging to the same network
interfere with each others while the latter involves interference among terminals
belonging to different networks. Depending on the transmitting devices we can
have homogeneous or heterogeneous scenarios. In the first, similar devices (for
instance devices operating with the same radio standard and thus adopting the
same modulation technique and medium access scheme) mutually interfere; while
the second situation involves heterogeneous terminals17. Finally, depending on the
intentionality of the interfering transmissions we can distinguish among incidental

or intentional interference: in the intentional case, malicious users generate on
purpose a traffic flow that interferes with the packet transmissions of a certain
network. The incidental case instead arises when the transmissions of different
devices, due to lack of coordination, overlap in frequency and time resulting in
collisions.

We also remark that the effects of interference might be highly asymmet-

16As an example, the last spectrum licenses in Sweden have been awarded in May 2008 when
after an electronic Simultaneous Multiple-Round Ascending auction (SMRA) that lasted for 16
days, the Sweden’s Post- & Telestyrelsen (PTS) awarded nine 15-year 4G-licenses for a total
bandwidth of 190 MHz in the 2.6 GHz band. The total winning bids were in the order of 2.1
billion SEK.

17We remark that both intra-network as well as inter-network interference can be homogeneous
or heterogeneous. For the inter-network case it is easy to envisage a scenario where several co-
located (homogeneous or heterogeneous) networks might interfere with each others. Intra-network
interference can arise among homogeneous nodes but also among heterogeneous ones: this might
for instance be the case if we consider a network comprising devices with multiple radio interfaces
operating over the same frequency band (see [44] and references therein).
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Figure 1.4: Interference classification over three different dimensions: network,
device and intentionality of interfering transmissions.

ric. As we have previously mentioned, spectrum regulators limit the maximum
transmission power that devices are allowed to use, however the actual power
level selected for packet transmissions depends on the specific requirements of the
considered application. In some cases, users demand a high data rate or a long
transmission range: this may require a high transmission power and eventually a
large bandwidth. In other scenarios, a lower power level and a smaller bandwidth
can be used for low-data rate and short-range communications to decrease
energy consumption and to prolong battery lifetime: this is usually the case for
sensor networks. As an example, the IEEE 802.15.4 radio standard defines a
maximum transmission power of 1 [mW]. Such a value is well below the allowed
threshold that is set to 100 [mW] in Europe and 1 [W] in the US: these correspond
to the maximum power levels specified for transmissions of 802.11b/g devices. A
collision arising among packets transmitted by terminals operating with these two
standards will likely induce asymmetric consequences: an 802.11 receiver might
only be marginally affected by transmissions of co-located 802.15.4 devices, and
802.11 packets involved in collisions might be captured and correctly received
with high probability. Unfortunately, an 802.15.4 receiver might experience severe
interference in presence of high power 802.11 transmissions corrupting the received
packets and inducing a high packet error rate that will consequently increase energy
consumption18.

18We here have carried out some simple analysis based only on the maximum transmitting
power levels specified by these two standards. The problem of coexistence among 802.15.4 and
802.11 is in fact extremely complex and the effects caused by mutual interference depend on
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We note that terminals might act selfishly and might not be willing to cooperate
for instance transmitting without accounting for the interference that they generate
to others. These selfish behaviors might be aggravated by the asymmetric effects of
interference we previously described. High power devices which are only marginally
affected by the interference originated by sensors might have no incentive to
cooperate with low power nodes and might simply occupy as much of the available
spectrum as they wish. In such a scenario, energy constrained sensor nodes will be
dominated by other less constrained devices and will have to adopt solutions for
avoiding radio interference or mitigating its effects.

1.2.3 Possible Solutions for Managing Interference

Several approaches can be implemented for dealing with the problem of interference
as sketched in Figure 1.5. A first high level distinction can be made between
centralized and distributed techniques. In the first case, potential conflicts
arising between different devices are solved in a centralized manner by allocating
the available spectrum resources so as to avoid (or minimize) collisions19. If instead
the second technique is implemented, nodes deal with this problem in a distributed
way; two options are possible in this last case: cooperative or non-cooperative
schemes:

• Cooperative schemes require cooperation among the different devices
involved (for instance the nodes of a wireless sensor network and WLAN
terminals) that might agree to share a certain portion of the spectrum in
the temporal or frequency domain20 (i.e. by accessing the same channel at
different instants of time or by accessing different orthogonal channels).

many factors, such as the effective path gain between the transmitters and receivers (determined
by the relative location of the devices), the frequency offset between the carriers used, the actual
transmission power levels (as power control algorithms can be implemented in both kinds of devices
in order to reduce energy consumption), traffic loads, and the modulation used at the physical
layer by 802.11 devices (several modulation techniques, allowing to achieve different data rates
are in fact available; the reader is referred to [43] for additional details.). These parameters have
been taken into account in the investigation included in Annex E of [24]: the results presented
confirm the existence of the asymmetry we have outlined.

19A commonly adopted centralized solution is frequency planning, where orthogonal channels
are assigned to different co-located networks. Frequency planning today is implemented in many
industrial plants, but might not be effective if nodes are mobile or if interference is generated by
devices that do not comply with the established frequency allocation (for instance terminals that
are not part of the set of devices considered during the planning procedure and who act selfishly
while transmitting). Additionally, this approach might be suitable for static scenarios. However
in dynamic conditions, for instance if more and more nodes are deployed, frequency planning
solutions might not scale and might not be able to deal with such dynamic changes; hence the
allocation of the available frequency bands might consequently have to be revised over time in
order to adapt to the changed conditions.

20As an example, several cooperative techniques aiming at mitigating interference among the
IEEE 802.11 and IEEE 802.15.1 radio standards have been proposed by the 802.15 Task Group 2
(TG2): examples are the medium access control enhanced temporal algorithm (META) and the
alternating wireless medium access schemes (AWMA, see [45]).



14 CHAPTER 1. INTRODUCTION

Interference Avoidance/Mitigation Techniques

C
en

tr
al

iz
ed

S
ch

em
es

F
re

qu
en

cy
P

la
n
n
in

g

..
.

Distributed Schemes

Cooperative Solutions

Non-Cooperative Solutions

U
W

B

D
S
S
S

F
H

S
S

D
S
A

C
h
an

n
el

C
od

in
g

S
p
at

ia
l

R
et

re
at

META AWMA ...

Figure 1.5: Overview of interference avoidance and mitigation techniques.

• Non-cooperative schemes instead do not involve cooperation among the dif-
ferent networks that are competing for the available resources and might thus
be suitable for the scenario we consider, where selfish and heterogeneous21

devices need to share an unlicensed band.

The applicability of the cooperative strategy requires exchange of information
among the different terminals competing for the pool of spectrum resources and
might consequently be limited to scenarios where inter-network communication is
possible. The more general non-cooperative approach might instead be suitable in
a broader variety of network settings. In the following, we briefly review the main
techniques that adopt this last scheme.

Spread spectrum modulation schemes represent a commonly adopted technique.
Direct sequence (DSSS) and frequency hopping (FHSS) spread spectrum trans-
mission techniques allow in fact to achieve a certain resilience against interference
and today are widely adopted by many radio standards for personal area network
devices: for instance DSSS is used by the IEEE 802.15.4 standard while FHSS
is implemented in IEEE 802.15.1. Combinations of these two approaches are also
possible and are for instance included in the Wireless HART and Time Synchronized
Mesh Protocol (TSMP)22 specifications that basically implement channel hopping

21As previously outlined devices might be heterogeneous for instance in terms of data rate
requirements, transmitting power level and energy constraints. These heterogeneities might
require different medium access schemes and different modulation techniques that might preclude
communication among the different devices operating in a certain area (note that if devices utilize
different radio interfaces, they might not be able to communicate between each other).

22The Time Synchronized Mesh Protocol [46] has been proposed by Dust Networks with the
aim of providing reliable communications in harsh radio environments. It features a set of five
techniques that include frequency hopping and time-synchronized communications.



1.3. PROBLEM DEFINITION 15

on top of the spread spectrum modulation scheme adopted by the IEEE 802.15.4
radio standard. Another approach that has recently received significant attention
involves the use of Dynamic Spectrum Access (DSA) mechanisms: in this case
sensor nodes identify and consequently avoid transmissions of other devices
by opportunistically accessing the wireless medium exploiting unused pieces of
spectrum (also referred to as “spectrum holes“ or “white spaces“ [47]) that might
arise in the time or frequency domain. Ultra Wide Band (UWB) sensor networks,
utilizing the underlay approach for spectrum access, have also been considered.
For instance an UWB physical layer has been included in the latest 802.15.4a
specifications [48]23. Channel coding is an additional alternative: transmissions
of sensor nodes might be encoded by adding redundant information that can
potentially be exploited at the receiver side to recover corrupted packets. Other
schemes such as power control [49] or rate adaptation could be used as well, but
might not be suitable for complexity constrained devices such as simple sensor nodes
as they might not be able to modify their transmission rate. Finally, additional
high-layer solutions might also be adopted and for instance interference could be
avoided through opportunistic routing. Once nodes detect that a certain link is
experiencing interference, they could identify an alternative path and use it to
avoid the interfered area by implementing a spatial retreat scheme [50].

1.3 Problem Definition

In this dissertation we study:

How low power sensor nodes can reliably communicate over unlicensed bands by

avoiding or mitigating the radio interference induced by other wireless devices.

We focus on a scenario where nodes experience incidental, inter-network heteroge-

neous interference and investigate if and how, even in presence of these interfering
transmissions, sensor nodes can achieve a packet delivery ratio equal to one while
maintaining a low average energy per packet. We design different interference
avoidance techniques, then evaluate and compare their energy performance under
a broad variety of channel conditions. The aim of our study is to provide
guidelines that designers of sensor applications can exploit in order to select the
communication scheme that best suits a set of conditions and implement this scheme
so as to meet the desired reliability requirements. These guidelines might have to
account for:

• The communication paradigm adopted by the sensors: as sketched in
Figure 1.6, different communication paradigms can be implemented in sensor
networks, depending on the number of transmitting and receiving nodes.

23Sixteen UWB new channels have been introduced by the IEEE 802.15.4a specifications in
2007. These have bandwidths that vary between roughly 500 to roughly 1350 MHz and achieve
data rates between 0.11 and 27.24 MBit/s [48].
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One to One

Many to One One to Many

Figure 1.6: Possible communication paradigms in sensor networks.

In addition to the classic one-to-one scheme at least two other options are
possible. In certain applications a single node might have to transmit the same
information to many sensors: in this case we have a one-to-many paradigm
sometimes referred to as data dissemination. In other cases, multiple sensors
deliver their data to a particular node (that might eventually process or
aggregate the received information before forwarding it to the next node or
taking a particular control action): in this situation the many-to-one (or data

gathering) paradigm is adopted. We note that a given interference avoidance
technique might not suit all these three communication paradigms and in fact
it might be necessary to select a specific approach for each of them. As an
example, dynamic spectrum access schemes aim at identifying unused pieces of
spectrum that sensor nodes can exploit in order to receive packets. However, if
there are multiple receivers experiencing different channel conditions it may
not be possible to identify a common white space for all of them. Hence,
dynamic spectrum access techniques might not be applicable.

• The channel conditions experienced by nodes as several factors must be
taken into account. First, nodes must consider the intensity of the inter-
fering activities (for instance in terms of channel occupancy): if interfering
transmissions are sporadic in time, then sensors might try to avoid them
by opportunistically accessing the channel by transmitting when interfering
devices are silent. However, in heavily occupied frequency bands, channel
adaptation schemes, where nodes proactively select the channel used for their
communications, might have to be implemented. Another important aspect
is the temporal dynamics of the interference pattern: if channel conditions
are rather static over time, then it might be worth to investing energy to
identify a channel offering favorable conditions (such as for instance low
interfering activities). On the other hand, if the interference pattern is very
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dynamic, i.e. changes frequently over time, it might be better to adopt
interference avoidance techniques that can be implemented without requiring
any significant upfront energy cost.

• The amount of data that has to be transmitted as there is an intrinsic
tradeoff between the amount of energy that nodes invest to avoid interference
and the actual amount of energy required to carry out packet transmissions.
If a large amount of data has to be delivered, then it might be worth investing
a certain amount of energy for dealing with interference, for instance in order
to identify a frequency band offering suitable interference conditions. On the
other hand, if only a few packets have to be transmitted then the best strategy
might be to limit the amount of energy spent trying to avoid interference and
rather deal with the packet losses experienced over the channel by simply
retransmitting the corrupted data blocks.

Our studies have considered all these aspects in order to identify under
which conditions one technique should be preferred over another and to provide
recommendations that allow designers of sensor applications to select the most
energy efficient approach and to implement it in an effective way. We have limited
the scope of our investigations to three interference avoidance techniques: dynamic
spectrum access, frequency hopping and channel coding.

1.4 Thesis Outline and Contribution

The remainder of this dissertation is organized in six chapters, that detail
the investigations that have been performed. Each chapter contains a short
introduction, presenting the problems discussed in the subsequent sections and
motivating their interest in the context of the dissertation. A brief overview of
related works and the description of the contributions precede a detailed description
of the performed studies. The general conclusions of the dissertation are then
outlined in Chapter 8.

1.4.1 Contributions

We will now present chapter by chapter the different contributions of this
dissertation.

Chapter 2

Chapter 2 introduces the possibility of avoiding interference by means of dynamic
spectrum access. The chapter presents the results of a spectrum measurement
campaign that has investigated the availability of white spaces over the 2.4 GHz ISM
band. The statistical analysis of the obtained results is also included in this chapter.
Based on these results, two interference avoidance access schemes are defined. These
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access schemes allow sensor nodes to avoid interference by exploiting spectrum
holes in the time and frequency domain. These investigations have previously been
published in the following papers:

[1] Luca Stabellini, “Quantifying and Modeling Spectrum Opportunities in a Real
Wireless Environment“, in Proceedings of the IEEE Wireless Communications
and Networking Conference (WCNC), April 18-21, 2010, Sydney, Australia.

[2] Luca Stabellini and Jens Zander, “Interference-Aware Self-Organization
for Wireless Sensor Networks: a Reinforcement Learning Approach“, in
Proceedings of 4th annual IEEE Conference on Automation Science and
Engineering (CASE), August 23-26, 2008, Washington DC, USA.

The author of this dissertation developed all the original ideas contained in the
aforementioned publications.

Chapter 3

Chapter 3 focuses on interference avoidance through dynamic spectrum access in the
time domain and addresses the problem of energy efficient spectrum sensing. We
first describe how to dimension the energy budget of the spectrum sensing procedure
so as to minimize the average energy required for the successful delivery of a packet;
then, utilizing the results of the spectrum measurement campaign presented in
Chapter 2 we show how the access scheme deployed by sensors can be further
improved so as to minimize energy consumption. Results of these investigations
have been published in the following papers:

[3] Luca Stabellini and Jens Zander, “Energy-Aware Spectrum Sensing for Cog-
nitive Wireless Sensor Networks: a Cross-Layer Approach“, in Proceedings
of the IEEE Wireless Communications and Networking Conference (WCNC),
April 18-21, 2010, Sydney, Australia.

[4] Luca Stabellini, “Energy-Aware Exploitation of White Spaces in the Time
Domain for Wireless Sensor Networks“, in Proceedings of the Seventh IEEE
International Symposium on Wireless Communication Systems (ISWCS),
September 19-22, 2010, York, United Kingdom.

The author of this dissertation developed all the original ideas contained in the
aforementioned publications.

Chapter 4

Chapter 4 deals with the idea of interference avoidance through channel surfing (i.e.
dynamic spectrum access in the frequency domain). Again the focus is on energy
efficient spectrum sensing. We first devise an algorithm that can be used in order to
identify interfered channels. This interference detection scheme was implemented
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on TMote Sky sensor nodes and its performance extensively evaluated by means of
experiments on real hardware under different channel conditions. Based on these
results, we then propose a new channel selection algorithm: this scheme allows to
minimize the energy required in order to deliver a certain number of packets by
balancing the energy spent by nodes while exploring channel conditions with the
actual amount of energy required to transmit the data that has to be delivered.
These investigations are included in:

[5] Luca Stabellini and Jens Zander, “Energy Efficient Detection of Intermittent
Interference in Wireless Sensor Networks“, in International Journal of Sensor
Networks, Vol. 8, No. 1, pp. 27 - 40, 2010.

[6] Luca Stabellini, “Energy Aware Channel Selection for Cognitive Wireless Sen-
sor Networks“, in Proceedings of the Seventh IEEE International Symposium
on Wireless Communication Systems (ISWCS), September 19-22, 2010, York,
United Kingdom.

The author of this dissertation developed all the original ideas contained in the
aforementioned publications. The problem formulation of the first paper was refined
in collaboration with Jens Zander, who provided valuable insights for designing the
experimental evaluation of the proposed interference detection algorithm.

Chapter 5

In Chapter 5 we present the experimental evaluation of some of the interference
avoidance techniques defined in Chapters 2, 3, and 4. These access and
spectrum sensing schemes are implemented on TMote Sky motes and their energy
performance is quantified and compared under different channel conditions. Part
of these results were included in:

[7] Luca Stabellini and Muhammad Umar Javed, “Experimental Comparison
of Dynamic Spectrum Access Techniques for Wireless Sensor Networks“, in
Proceedings of the 71st IEEE Vehicular Technology Conference (VTC), 16-19
May, 2010, Taipei, Taiwan.

The above paper is a joint work with Muhammad Umar Javed. The author of
this dissertation proposed the original problem formulation and edited the paper.
The different access schemes were implemented on the motes by Muhammad Umar
Javed. The experiments were jointly performed by both authors.

Chapter 6

In Chapter 6 we focus on energy efficient adaptive frequency hopping. We
define a new adaptive hopping scheme, adopting a novel probabilistic approach. The
proposed hopping algorithm was implemented on TMote Sky motes and its energy
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performance quantified and compared against the ones of previously proposed
hopping algorithms under different channel conditions. These results have been
published in:

[8] Luca Stabellini, Lei Shi, Ahmad Al Rifai, Juan Espino, and Veatriki
Magoula, “A New Probabilistic Approach for Adaptive Frequency Hopping“,
in Proceedings of the IEEE International Symposium on Personal, Indoor
and Mobile Radio Communications (PIMRC), September 13-16, 2009, Tokyo,
Japan.

[9] Luca Stabellini and Mohammad Mohsen Parhizkar, “Experimental Compar-
ison of Frequency Hopping Techniques for 802.15.4-based Sensor Networks“,
in Proceedings of the Fourth International Conference on Mobile Ubiquitous
Computing, Systems, Services and Technologies (UBICOMM), October 25-
30, 2010, Florence, Italy.

The first paper was coauthored with the students of the wireless networks course
(the course was given during the Spring of 2008). The author of this dissertation
proposed the original problem formulation and acted as leading author of the paper.
Ideas were refined with the other coauthors, who developed the simulation code
required to obtain the numerical results presented in the paper (these results are not
included in the dissertation and have been replaced by the results obtained during
the actual experimental evaluation of the proposed algorithm). The second paper
is joint work with Mohammad Mohsen Parhizkar: the author of this dissertation
proposed the original problem formulation and edited the paper. The different
frequency hopping algorithms were implemented on motes by Mohammad Mohsen
Parhizkar. Experiments were jointly performed by both authors.

Chapter 7

In Chapter 7 we consider, as an example of one-to-many application, the problem
of reprogramming a wireless sensor network and design an energy efficient coding
solution suitable for this task. The proposed reprogramming scheme exploits
fountain codes. We first show how to optimize the degree distribution of the used
codes in order to obtain low decoding complexity and low overhead. We then further
optimize the implementation of this coding solution in terms of its behavior against
channel errors. An additional optimization step aims to improve the performance
of fountain codes for data dissemination over multi-hop networks. Part of these
results have been published in:

[10] Michele Rossi, Giovanni Zanca, Luca Stabellini, Riccardo Crepaldi, Albert F.
Harris, and Michele Zorzi, “SYNAPSE, A Network Reprogramming Protocol
for Wireless Sensor Networks Using Fountain Codes“, in Proceedings of Fifth
Annual IEEE Communications Society Conference on Sensor, Mesh and
Ad Hoc Communications and Networks (SECON), June 16-20, 2008. San
Francisco, California, USA.



1.4. THESIS OUTLINE AND CONTRIBUTION 21

[11] Michele Rossi, Nicola Bui, Giovanni Zanca, Luca Stabellini, Riccardo
Crepaldi, and Michele Zorzi, “SYNAPSE++: Code Dissemination in Wireless
Sensor Networks using Fountain Codes“, in IEEE Transactions on Mobile
Computing, Vol. 9, No. 12, pp. 1749-1765, December 2010.

Both papers are joint work with the SIGNET group of Padova University,
Padova, Italy. The author of this dissertation developed the algorithm used for
optimizing the considered degree distribution, obtained the distribution that was
actually implemented in the reprogramming protocol and edited Section IV of
the first paper. The second paper contains additional optimization steps of the
reprogramming protocol and extensive experimental results: the author of this
dissertation has carried out the optimization of the process of seed selection and
edited Sections 3.2 and 5. While performing these tasks valuable insight was
provided by Michele Rossi who acted as leading author for editing both papers.

1.4.2 Other Related Papers

The following publications, although not specifically included in the dissertation,
contain material that is similar or related to the contributions of this dissertation:

• Luca Stabellini, “Energy Optimal Neighbor Discovery for Single-Channel
Single Radio Wireless Sensor Networks“, in Proceedings of IEEE International
Symposium on Wireless Communication Systems (ISWCS), October 21 -24,
2008, Reykjavik, Iceland.

• Luca Stabellini, “Energy Efficient Neighbor Discovery for Multi-Channel
Single-Radio Wireless Sensor Networks“, in Proceedings of 8th Scandinavian
Workshop on Wireless Ad-Hoc Networks (ADHOC ´08), May 7-8, 2008,
Johannesbergs Slott, Sweden.

• Luca Stabellini and Alexandre Proutiere, “Evaluating Delay and Energy in
Sensor Networks with Sporadic and Correlated Traffic“, in Proceedings of 7th

Scandinavian Workshop on Wireless Ad-Hoc Networks (ADHOC ´07), May
2-3, 2007, Johannesbergs Slott, Sweden.

• Maben Rabi, Luca Stabellini, Peter Almström, and Mikael Johansson,
“Analysis of Networked Estimation under Contention-Based Medium Access“,
in Proceedings of the 17th IFAC World Congress, July 6-11, 2008. Seoul,
Korea.

• Maben Rabi, Luca Stabellini, Alexandre Proutiere, and Mikael Johansson,
“Networked Estimation Under Contention-Based Medium Access“, in Inter-
national Journal of Robust and Nonlinear Control, Vol. 20, No. 2, pp 140-155,
2009.





Chapter 2

On Cognitive Interference

Avoidance: Modeling and

Exploiting White Spaces

2.1 Introduction

Dynamic spectrum access (DSA) has been recently envisaged in order to improve
the low utilization of several licensed spectrum bands [51,52]. In these settings, the
use of spectrum is traditionally granted to a certain class of users, also referred to
as primary users, through a spectrum license. However, with DSA, secondary users

are allowed to access the spectrum band in an opportunistic manner even without
owning a licence as long as their activities do not interfere in an harmful way with
the ones of the primaries. Implementing such a sharing regime requires that several
challenges are addressed: as outlined in [53] these include (i) spectrum sensing,
involving procedures through which secondary users identify the available portions
of spectrum, (ii) spectrum decision, representing a set of policies used to decide how
to allocate the available resources, (iii) spectrum sharing, aiming at identifying the
set of rules that will be used to share the pool of available resources among multiple
users and finally (iv) spectrum mobility, defining etiquettes for the coexistence of
users belonging to different classes: for instance once a primary user needs to access
a channel, all eventual secondary users operating in that particular frequency band
should release it and look for other available spectrum opportunities.

Opportunistic spectrum access schemes can also be implemented in unlicensed
scenarios. In this case different classes of heterogeneous users might access the same
unlicensed spectrum band while trying to avoid the interference caused by others.
This suits perfectly the scenario we are considering and in fact, dynamic spectrum
access can easily be exploited by low-power sensor nodes operating over unlicensed
bands in order to avoid the interference eventually induced by other collocated
wireless terminals. We note that in the unlicensed scenario we consider, there are no

23
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notions of primary and secondary users, and terminals can in general freely transmit
without accounting for the interference that they will cast to others; however, the
challenges that need to be addressed in order to implement these access schemes
are in fact very similar to the ones we previously listed for the licensed setting. Also
in this case in fact, nodes will have to identify unused portions of spectrum through
spectrum sensing, select which portion to access through spectrum decision and
eventually decide when it is time to vacate a certain channel because interference
conditions have changed resulting in this portion of spectrum becoming unsuitable
for their communications.

We note that the spectrum opportunities required in order to implement
cognitive access schemes (the unused pieces of spectrum are also referred to as
white spaces or spectrum holes [47]) might arise over different dimensions and
for a given location they could be identified in the time or frequency domain.
While in traditional cognitive radio networks, cognitive users might be able to
simultaneously monitor and access several channels, this might not be the case for
low-complexity and hardware constrained sensor devices that might only operate on
a single channel. Due to this constraint, two different cognitive approaches targeting
the exploitation of different kinds of spectrum holes, might be implemented. The
first alternative is to exploit spectrum holes in the time domain: given that the
channel used by sensors for their communications is fixed and unique over the whole
network, nodes might try to avoid interference by transmitting in an opportunistic
manner when the interfering devices eventually operating in the frequency band are
silent. A second alternative is to exploit spectrum holes in the frequency domain:
in scenarios where multiple communication channels are available, nodes might take
advantage of the fact that some of these channels might be free from interfering
transmissions. Once these unoccupied frequency bands have been identified by
means of suitable interference detection algorithms, then nodes can freely carry
out their packet transmissions without worrying about interference. Note that
combinations of these two strategies, where nodes select both which channel to use
and when to transmit over the chosen frequency band, might also be possible, but
might result in higher energy overhead: for this reason, such combinations are not
considered in this dissertation and their design and analysis is left for future work.

We stress that both the approaches we mentioned above require the definition
of suitable access schemes allowing the exploitation of the targeted spectrum
opportunities. For instance, if the frequency domain approach is implemented,
nodes might have to be able to establish and maintain a connected topology in
a multi-channel scenario, where different frequency bands are used by different
nodes belonging to the same network, depending on the local interference pattern.
Furthermore, sensor nodes might have to be able to identify in a reliable manner
those unoccupied channels that will be exploited for packet transmissions: this
may require dedicated spectrum sensing algorithms that could introduce significant
complexity and result in high energy consumption. If the time domain approach
is instead preferred, then the short-term spectrum opportunities arising among
the bursty packet transmissions of interfering devices might have to be identified
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in a timely and accurate manner: such a task will demand frequent spectrum
sensing consuming precious energy as well as opportune communication mechanisms
required in order to synchronize the receiver (where spectrum opportunities are
actually identified through spectrum sensing) and the transmitter (where the packet
flow is generated) of a certain link.

The scope of this chapter is to define these access schemes. Before actually
specifying the algorithms used to exploit the two kinds of white spaces previously
described we start by presenting and discussing a series of measurements of
spectrum occupancy that we performed inside the office spaces of the Radio
Communication Systems group of KTH. We focused on the 2.4 GHz ISM band,
which is of particular interest for wireless sensor networks as was discussed in
Chapter 1. The purpose of this premise is two-fold. First we aim at verifying

the existence of spectrum holes in the time and frequency domain in real wireless
environments. The scenario we considered for our measurements is a typical
office space where sensors might be deployed for instance in order to monitor
ambient temperature or for detecting fires. We believe that these measurements
will help the reader to become acquainted with the concept of a spectrum hole

and familiarize themselves with the two interference avoidance schemes that will
be subsequently defined. On the other hand, to address the problems arising while
specifying and designing the two cognitive access schemes we previously described,
any statistical information regarding spectrum opportunities and the interference
pattern that sensor devices are likely to encounter would be extremely valuable: the
results obtained from our measurement campaign have been statistically analyzed
in order to produce models that can accurately describe the temporal duration and
the location of spectrum opportunities in the considered region of spectrum. In
Chapters 3 and 4 we will show how to exploit these models in order to design the
proposed interference avoidance schemes in an energy efficient manner.

The remainder of this chapter is organized as follows: we start by reviewing
related work, presenting an overview of other research papers dealing with the
analysis of the spectrum opportunities arising in the 2.4 GHz ISM band as well as
envisaging the use of dynamic spectrum access techniques for interference avoidance
in wireless sensor networks. Next we outline the contributions of our work: first we
present the results obtained during our measurement campaign and their statistical
analysis; then, we define two access schemes suitable for exploiting spectrum holes
in the time and frequency domain and discuss the challenges associated with each
approach. Finally we present our conclusions and outline the limitations of our
work.

2.2 Related Literature

2.2.1 Analysis of White Spaces in the 2.4 GHz ISM Band

Several researchers have recently investigated the existence and availability of
white spaces over particular regions of the spectrum. Measurements of channel
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occupancy are presented in [61] and references therein1. Their results show that
particular spectrum bands (such as for instance the 2.4 GHz ISM band) can
be extremely crowded in some geographical areas, nevertheless, even in these
overcrowded scenarios it is usually still possible to identify unused channels that
provide spectrum opportunities. These opportunities can be exploited by cognitive
radio devices.

In [64, 65] the focus is on the channels traditionally used by IEEE 802.11
devices2. These papers investigate the possibility of reusing these frequency bands
through dynamic spectrum access: by considering the packet flows generated by
particular applications (such as voice over IP, FTP, or web browsing). They show
that even though the considered frequency bands might be in use, the actual channel
occupancy can be as low as 10%. Such a low occupancy results in a large amount of
short term white spaces that cognitive devices can exploit for their transmissions by
accessing the wireless medium in an opportunistic fashion when the other terminals
are silent.

A different approach has been considered in [66]: this paper also focused on
the 2.4 GHz ISM band and IEEE 802.11 carriers, but this time measurements were
performed in a real office and spectrum opportunities have been quantified utilizing
directional antennas. The obtained results show that the occupancy of a certain
frequency band at a given location varies significantly depending on the antenna
pattern of the transmitting devices and on the considered direction.

All the above papers also recognize the importance of developing statistical
models capable of describing the temporal duration of the available white spaces.
These models can be exploited in several ways for the efficient design of spectrum
sensing algorithms and medium access schemes. These considerations also apply to
traditional licensed settings and in fact, a lot of attention has been recently devoted
to the characterization of the white spaces arising in several licensed regions of the
spectrum; for instance, the frequency bands used by cellular networks have been
considered in [67, 68] and references therein.

With reference to our work, the authors of [64, 65] have obtained by means
of measurements the distributions of idle period durations for the different traffic
patterns considered. These measurements have also been statistically analyzed.
The results outline the fact that the models traditionally used in traffic theory
(such as the exponential one) fail to properly characterize the duration of these
white spaces and more complex approximations (for instance involving non-trivial
phase-type distributions) have to be used instead.

1The paper discusses a series of measurements of spectrum occupancy performed at several
different locations around the world: for instance results presented in [62] and [63] have been
obtained in Riverbend Park, Great Falls, Virginia, and Chicago.

2Terminals operating within the IEEE 802.11b/g radio standard communicate using a set of
22 MHz wide overlapping channels over the 2.4 GHz ISM band. The actual number of available
channels varies depending on the location: for instance 11 channels are specified for operations in
US and Canada, while 13 are available in Europe.
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2.2.2 Dynamic Spectrum Access for Wireless Sensor Networks

Several access schemes targeting the exploitation of the white spaces that might
arise in particular regions of the spectrum have been recently envisaged in the
context of low-power and low-complexity wireless networks. A spectrum sensing
and channel access scheme accounting for the typical hardware constraints of sensor
nodes have been proposed in [54, 55]. Given the fact that sensors equipped with
a single radio transceiver can sense and access only a single channel at a time,
authors formulate an optimal stopping problem allowing the cognitive nodes (which
have prior knowledge of the distributions of channel conditions for all the available
frequency bands) to decide whether it is better to transmit on a sensed channel or
check a new frequency band hoping to find better conditions.

The protocol proposed in [54, 55], performs spectrum sensing and consequently
channel allocation on a time-slot basis: other schemes instead select the channel
to be used for sensor communications while accounting for the local interference
pattern and keep the channel fixed until channel conditions mutate, making the
chosen frequency band unsuitable for packet transmissions. Examples of these
later protocols are presented in [56, 57] where the idea of channel surfing is
introduced. The principle tailored in this case is quite simple and intuitive: after
the nodes that experience interference have detected the presence of external and
potentially harmful transmissions, they select a new clear frequency band (by
running opportune spectrum sensing algorithms) and using suitable techniques
reestablish the network connectivity that the channel switch might have broken.
Two mechanisms are designed for this purpose: the first one, namely coordinated

channel switching, requires that all the nodes of the network switch their radios
over to the newly selected channel. The second one instead, implements channel

multiplexing: in this case the boundary sensors (i.e. those sensors located at the
boundaries of two regions where different channels are used) periodically switch
their radio units over the channel(s) used by their neighbors in order to be able to
receive packets from all of them.

However both these approaches have severe limitations. If channel multiplexing
is used, then boundary nodes have to be synchronized with all their neighbors, which
are in fact all potential transmitters, in order to be able to receive packets and avoid
the multi-channel hidden terminal problem [123]3. If coordinated channel switching
is instead preferred, then all the nodes of the network might have to frequently
change their communication channel. This might result in high communication
overhead (introduced by the control messages required to disseminate the ID
of the new selected channel) and consequently increased energy consumption.
Furthermore, in the presence of particular interference patterns where different
frequency bands in different regions of the same network are affected by interference,
it might not be possible to identify a single channel that is available for all the

3The multi-channel hidden terminal problem arises when a certain node is transmitting a
packet using a defined channel, but the intended destination is unable to receive the transmitted
data since its radio is tuned to a different frequency band.
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nodes of the same network, hence it might be unfeasible to connect all the sensors
belonging to a particular desired topology using only a single frequency band.

An additional alternative that can be implemented for avoiding interference
and that does not require frequency agile communications is to opportunistically
transmit over an assigned frequency band when interfering devices are silent. This
approach has been envisaged in [58] and the basic idea of the proposed access scheme
is to identify in a reliable and timely fashion the short-term spectrum opportunities
that might arise between the bursty packet transmissions of other devices and to
exploit these white spaces to avoid interference, thus allowing sensors to transmit
their packets in a reliable manner.

The protocols we described above adopt a very general approach that does not
focus on any specific radio standard or interference pattern. However, interference
avoidance techniques for accessing the wireless medium that specifically consider
particular radio technologies and interfering activities have also been proposed:
examples can be found in [59], [60], and [36] where different channel adaptation
schemes aiming at achieving coexistence among IEEE 802.15.4 sensor nodes and
IEEE 802.11 b/g terminals have been discussed.

2.3 Our Contribution

In the context we just outlined, the contribution of this dissertation is two-fold. On
one hand, we investigate the availability of spectrum opportunities in the 2.4 GHz
ISM band and derive (for the particular environment of our measurement campaign)
a set of statistical properties for the existing white spaces. Our contribution
goes beyond the one of previously published works: the investigations presented
in [64,65] have in fact considered similar problems focusing however on interference

controlled environments. In these settings, a single specific packet flow has been
generated and the white spaces arising among the packets transmitted by specific
devices have been quantified and statistically analyzed. However in real settings the
interference pattern experienced by sensor nodes is likely to be the superposition of
multiple traffic flows generated by heterogeneous devices. Whether the models
obtained in [64, 65] are still valid in real scenarios has to be verified and our
investigation addresses this verification. In fact more realistic settings, similar to the
one we considered, have been discussed in [61] where the presented measurements
were performed in uncontrolled environments: however, only basic metrics, such
as average spectrum occupancy are presented and an accurate characterization of
the short term spectrum opportunities is missing. Our investigation combines
the advantages of these two approaches by considering a real wireless uncontrolled

environment and by presenting the statistical analysis of the collected data.
Next, we propose two different access schemes, that sensor devices can utilize

in order to avoid interfering transmissions by taking advantage of spectrum holes
in the time and frequency domain and discuss the challenges involved with their
design. For the frequency domain case, our access technique differs from the one
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previously proposed in [56, 57] since we adopt a receiver centric approach. In
this case each sensor node independently selects, based on the local experienced
interference pattern, a single channel used for receiving packets while prior to every
transmission it switches its radio unit to the frequency band chosen by the intended
destination. This scheme presents several advantages if compared to the transmitter

centric strategy implemented in [56,57], as we will demonstrate in Section 2.6. For
the time domain case we define a basic access scheme implementing a simple hand-
shake procedure that involves the identification of the available short-term white
spaces by means of spectrum sensing as well as their exploitation.

2.4 Modeling of Spectrum Opportunities in a Real

Wireless Environment

Implementing interference avoidance algorithms that adopt dynamic spectrum
access requires the existence of suitable spectrum holes in the spectrum. For
instance, if channel surfing techniques are to be deployed, some of the available
channels have to be free from interfering transmissions. On the other hand, if the
time domain approach is chosen, then the packets generated by interfering devices
have to be sporadic enough so as to leave sufficient intra-packet white spaces in the
selected frequency band.

Moreover, given the existence of a suitable amount of spectrum opportunities,
the success of these dynamic spectrum access schemes also depends on how easily
these opportunities can be identified through spectrum sensing. In this respect,
the accurate characterization of the interference pattern and of the white spaces
that are likely to be available in the frequency range of interest is of crucial
importance for selecting the most appropriate interference avoidance approach (for
instance targeting the exploitation of white spaces in the time or frequency domain),
designing effective and energy efficient algorithms for channel access or spectrum
sensing, and simulating their performance.

In this section we present and discuss results obtained during a spectrum
measurement campaign whose aim was to investigate the availability of spectrum
opportunities in the 2.4 GHz ISM band in a realistic wireless setting. In particular,
we focused on two different aspects of spectrum utilization: by considering the
short-term white spaces arising between the transmissions of the wireless devices
operating in the environment of our measurements we statistically characterize
the duration of white spaces in the time domain and obtain a set of distribution
functions that can be used to approximate the empirical ones. Then, in order to
analyze the availability of spectrum opportunities in the frequency domain (i.e. in
order to verify the existence of channels that are not used by interfering devices) we
investigate how spectrum utilization varies over a much longer time frame consisting
of several days. The approach that we used for performing our measurements and
obtaining results are discussed in the next subsections.
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2.4.1 Experimental Setup

The setting for our measurements is sketched in Figure 2.1. We quantified the
spectrum occupancy over a certain frequency band by measuring the power of
signals occupying the relevant region of the spectrum. For this purpose, we used
a set of four TMote Sky motes [128] running the Contiki operating system [126].
Each of these sensors is equipped with a Chipcon wireless transceiver that can be
suitably tuned over the 16 channels specified by the IEEE 802.15.4 radio standard
in the 2.4 GHz ISM band. The carriers of these channels are separated by 5 MHz,
with the first and last channel respectively located at 2405 and 2480 MHz. The
power of signals over a certain channel can be quantified using the built-in received
signal strength indicator (RSSI) of TMote Sky. Each RSSI reading provides in fact
the average signal strength measured at a specified frequency over a time frame of
128 µs. We will refer to such readings to as channel samples. Due to the inherent
memory limitations of TMote Sky, only approximatively 4000 of these samples can
be collected and locally stored inside a mote. A USB connection, linking each
sensor to a PC, is used to overcome this limitation and to save the collected data
in a file that can subsequently be processed. We stress that we decided to carry
out spectrum sensing with sensor nodes rather then with a traditional spectrum
analyzer since this approach allows to measure the power of interfering signals, thus
quantifying the available spectrum holes in the exact way these would be perceived
from the type of devices that might exploit such opportunities4.

´

PC

TMote Sky

USB Connection

Figure 2.1: Sketch of the setting of our measurements.

We performed our measurements in the office space of the Radio Communication
Systems group of KTH (specifically the fourth floor of the Electrum building in
Kista) where the 2.4 GHz ISM band is used by several WiFi networks (up to 11
distinct networks, some of them with more than one access point can be identified

4Using TMote Sky sensor nodes allows for a time resolution of 128 µs. Note that a much
lower temporal resolution could be achieved using a spectrum analyzer. However, having in mind
that the duration of a sensor packet is in the order of milliseconds, there is no point in quantifying
the existence of spectrum holes of shorter duration since these cannot be exploited. The Received
Signal Strength Indicator integrated in the TMote Sky radio transceiver allows for a dynamic
range of 100 dB, from approximatively -100 to 0 [dBm], and with an accuracy of ± 6 dB [128].
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in the area) and many other wireless devices such as laptops, mice, keyboards, and
PDAs, all operating in this same band. We will refer to this set of devices so as the
interfering devices.

2.4.2 General Channel Model and Sensing Strategies

Spectrum sensing has been performed by means of energy detection5. We
considered (as a prototype) the same two-state semi-Markov model proposed in
[64,65]. At a certain time instant a particular channel can be in one of two different
states6: Busy if one or more interfering devices is transmitting in that particular
frequency band and Idle otherwise (see Figure 2.2).

2405

2480

f [MHz]

t

t

c1

c2

c3

c4

c16

Busy

Idle

State of
Channel c1

Figure 2.2: Two-state channel model. The rectangles in the time-frequency domain
sketched above represent the packet transmissions of interfering devices.

5Note that in the scenario we consider, we assume for generality that interfering devices cannot
communicate with the nodes used for spectrum sensing: hence matched filter detection is not an
option. Energy detection allows us to quantify the available spectrum opportunities in a simple
and general manner.

6A two-state model provides a very simple formalization of the dynamics of a certain channel:
if the state is estimated to be idle then nodes should transmit while they should not in the busy
case. Such a simple abstraction does not allow however to capture the fact that transmissions
might be successfully completed even over a busy channel due for instance to propagation effects
(such as constructive interference) or if the power of interfering devices is sufficiently low (in this
case there might be room for capture). We verified during our measurements that the power of
interfering signals is (at least in the environment used for our campaign) high and normally tens
of dBs above the noise level. A two-state approximation is therefore a reasonable assumption
considering that when a certain channel is occupied by interfering transmissions it is very unlikely
that low-power communications of sensor nodes might be successful. A further aspect that cannot
be captured by considering such an approximation is the potential correlation among the duration
of adjacent idle periods: this issue has not been considered in our study and its investigation is
left for future work.
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Busy periods last for the time required by interfering devices to complete their
packet transmission(s). The duration of idle periods follows a certain probability
distribution function FTIdle

(tIdle). We assume that over an idle channel, only white
Gaussian noise with power σ2

0 is sensed. In order to discriminate between busy and
idle channel samples we compared each of the RSSI readings xi with a threshold ζ:

xi ≷
Busy
Idle ζ (2.1)

Given that each sample xi provides the average received signal strength over L = 8
symbol periods [128], for a fixed threshold ζ we have that the probability α of
misinterpreting noise for an interfering signal is given by:

α = 1− Γ

(

L

2
,
Lζ

2σ2
0

)

(2.2)

where Γ(a, x) = 1
Γ(a)

∫ x

0
ta−1e−tdt denotes the regularized incomplete lower gamma

function. We fixed ζ = σ2
0 + 6[dB] in order to ensure that α < 10−4.
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Strategy 1 Strategy 2

Figure 2.3: Sketch of the two different used sensing strategies: black arrows denote
channel samples.

Depending on the particular aspects of spectrum utilization we were interested
in analyzing we adopted two different sensing strategies. For quantifying and
characterizing the short-term spectrum opportunities that might arise between the
bursty packet transmissions of interfering devices we collected sequential series
of NS = 4000 channel samples over each of the 16 IEEE 802.15.4 channels.
The samples x1, x2, . . . , xNS of these sequences are collected at time instants
t1, t2, . . . , tNs , where ti+1 = ti + 128µs, i = 1, . . . , NS − 1 (see Strategy 1 on
Figure 2.3)7. An example of the obtained data is shown in Figure 2.4: in the

7In fact, the time between two adjacent samples might be slightly longer than 128µs due to
some processing delay for instance required to copy the measured value in a certain location of
the memory: this issue has however been neglected in our analysis.
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plot we also drew a dashed line at the value of the threshold ζ, 6 [dB] above the
noise level that we estimated to be equal to σ2

0 = −95 [dBm].
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Figure 2.4: Example of a collected sequence of channel samples.

In order to analyze how spectrum utilization varies over a longer time-frame,
consisting of several days, we collected a single channel sample x1, . . . , x16 for each
of the 16 available frequency bands, repeating this procedure (this implements a
swap of the considered region of the spectrum) in a cyclic fashion for a defined
period of time (see Strategy 2 on Figure 2.3). Results obtained using these two
spectrum sensing strategies will be presented in the next subsections.

2.4.3 Results: Characterization of Short-Term Spectrum
Opportunities

We start by focusing on the time-domain short-term spectrum opportunities arising
between the packet transmissions of interfering devices. Our aim is to provide an
approximate probability distribution that describes the duration of these white
spaces. Such an approximation allows us to quantify the probability of success of
a packet transmission from a sensor node. This could be used in order to select
the most appropriate packet size leading to the best exploitation of the available
spectrum resources. As we already anticipated, in order to investigate how spectrum
utilization varies over a short-term temporal horizon we collected sequences of NS =
4000 channel samples such as the one shown in Figure 2.4. During our measurement
campaign we gathered a total of 80000 sequences (5000 for each of the 16 available
channels) at several different locations and during a time-frame of over a month.
We computed for each sequence the average sequence load ρ defined as the ratio
among the number of busy samples (see equation (2.1)) and the total number of
collected samples NS :

ρ =

∑NS

j=1 I{xj > ζ}

NS
, ρ ∈ [0, 1] (2.3)
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Figure 2.5: Empirical distribution of average sequence load ρ for the set of collected
sequences.

In the expression above, I{·} denotes the indicator function. We classified the
collected sequences onto four different categories depending on the computed value
of ρ: these correspond to (see Figure 2.5):

• channels with low load, for which the computed sequence load is lower than
0.1;

• channels with medium load, for which we have 0.1 ≤ ρ < 0.3;

• channels with high load, for which we have 0.3 ≤ ρ < 0.5; and

• channels with very high load, for which the sequence load is higher than 0.5.

Such an approach can easily be motivated: the duration and distribution of idle
periods might significantly change depending on the average fraction of time during
which a channel is in the busy state, therefore while computing the distributions of
idle period durations we grouped the collected sequences in the aforementioned
categories and computed for each of them a different curve. The resulting
probability distribution functions F eTIdle

(tIdle) are plotted in Figure 2.6. We remark
that the chosen classification has been empirically selected: other alternatives
leading to different categories and distribution functions are of course possible.

During the next step of our analysis, we tried to fit the curves using a set of
probability distribution functions that are often used in traffic theory: in particular
we considered the exponential and generalized Pareto function, as well as two
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Figure 2.6: Empirical distributions of the duration of idle periods for the four
different considered load ranges.

examples of more complex phase-type distributions such as the hyper-exponential
and the hyper-Erlang one. For each of them we computed the goodness-of-fit of the
obtained approximations by using the Kolmogorov-Smirnov test [70]: this allows
us to quantify the distance D between an empirical distribution F eTIdle

(tIdle) and a
reference function FTIdle

(tIdle) as:

D = max
tIdle

∣

∣F eTIdle
(tIdle)− FTIdle

(tIdle)
∣

∣ (2.4)

A small value of D indicates that the fit provides a good approximation while
large distances suggest a bad match between the two functions. The different
choices we considered for the reference distribution FTIdle

(tIdle) are detailed in the
next subsections while the parameters of each fit and the different D values are
presented for completeness in Table 2.1 (when multiple algorithms can be used in
order to provide the desired fit we will also briefly describe the ones we selected for
our investigation: these brief and simple explanations allow us to keep this work
self-contained).

Exponential Fit

Assuming that idle periods are exponentially distributed we can write:

FTIdle
(tIdle) = 1− e−λtIdle (2.5)
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In this case we estimated the rate λ of the considered exponential function by
simply computing the average idle period duration E[TIdle] and using the relation
λ = 1

E[TIdle] .

Generalized Pareto Fit

For a generalized Pareto distribution we have:

FTIdle
(tIdle) = 1−

(

1 +
ξ(tIdle − µ)

σ

)− 1
ξ

(2.6)

The parameters ξ and σ in the above formula have been computed using maximum
likelihood techniques [69] (we assumed for simplicity µ = 0).

Hyper-Exponential Fit

A third option is to consider phase-type distributions that can be obtained as
a linear combination of M functions of the same class. A possible choice is to
select the exponential one leading to an Hyper-Exponential distribution. The
corresponding FTIdle

(tIdle) is given by:

FTIdle
(tIdle) =

M
∑

i=1

pi
[

1− e−λitIdle
]

(2.7)

where:

M
∑

i=1

pi = 1, pi > 0, ∀i (2.8)

In this case, by varying the parameter M , it is possible to obtain an infinite
set of functions each leading to a specific goodness-of-fit: in general, a higher
M will provide a larger number of degrees of freedom and consequently result in
more accurate approximations. We have focused on mixtures of three exponential
functions and estimated the parameters (p1, p2, p3) and (λ1, λ2, λ3) using the
algorithm proposed in [71]. This procedure starts by selecting the number M of
exponential components of the mixture and M arguments c1, . . . , cM such that the
ratio ci/ci+1 is large (i.e. ci/ci+1 ≈ 10). Given that F c(tIdle) = 1 − F eTIdle

(tIdle),
λ1 and p1 are computed according to:

λ1 =
1

(b− 1)c1
ln

(

F c(c1)

Fc(bc1)

)

(2.9)

p1 = F c(c1)eλ1c1 (2.10)

where b is a coefficient that satisfies 1 < b < ci/ci+1. Then for 2 ≤ i ≤ M − 1 we
have that:
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λi =
1

(b− 1)ci
ln

(

F ci (ci)

F ci (bci)

)

(2.11)

pi = F c(ci)e
λici (2.12)

where:

F ci (αci) = F ci−1(αci)−
i−1
∑

j=1

pje
−λjαci , α = 1, b (2.13)

F c1 (t) = F c(t) (2.14)

and finally λM and pM can be computed according to:

λM =
1

cM
ln

(

pM
F cM (cM )

)

(2.15)

pM = 1−
M−1
∑

j=1

pj (2.16)

As pointed out in [71] we note that the optimal selection of the parameters b and
ci, i = 1, . . . ,M is still an open problem: in our study we explored different choices
and considered the ones leading to the best goodness-of-fit.

Hyper-Erlang Fit

As a second kind of phase-type distribution we considered the hyper-Erlang as a
mixture of Erlang functions [72]:

FTIdle
(tIdle) =

M
∑

i=1

pi
γ(ri, λitIdle)

(ri − 1)!
(2.17)

In the equation above γ(a, x) =
∫ x

0
ta−1e−tdt denotes the incomplete lower gamma

function and the ri coefficients are integer-valued shape factors. The parameters
of the mixture have been estimated using the expectation-maximization (EM)
algorithm described in [73]. This procedure utilizes an iterative approach that
starts from an initial estimate of p1 = (p1

1, . . . , p
1
M ), and λ

1 = (λ1
1, . . . , λ

1
M ).

Then, given the set of Nt measurements (in this case the Nt idle period durations
{tIdle1

, . . . , tIdleNt
}), estimates for the parameters of the i−th component of the

mixture are updated at step k according to:
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Table 2.1: Parameter Estimation and Goodness-of-fit for the considered distribution
functions.

ρ < 0.1 ρ ∈ [0.1, 0.3] ρ ∈ [0.3, 0.5] ρ ≥ 0.5

Exponential Fit
1
λ

9.104·10−3 3.760·10−3 1.804·10−3 1.013·10−3

D 0.1829 0.1678 0.1644 0.1265

Generalized Pareto Fit
ξ 1.371 0.853 0.591 0.426
σ 3.579 · 10−3 2.108 · 10−3 1.109 · 10−3 0.558 · 10−3

D 0.1082 0.0917 0.0718 0.0637

Hyper-Exponential Fit
1
λ1

4.038 · 10−2 2.249 · 10−2 1.269 · 10−2 1.489 · 10−2

1
λ2

1.174 · 10−2 6.445 · 10−3 3.289 · 10−3 2.606 · 10−3

1
λ3

0.468 · 10−3 0.388 · 10−3 0.457 · 10−3 0.395 · 10−3

p1 0.328 0.093 0.037 0.012
p2 0.356 0.577 0.467 0.176
p3 0.316 0.330 0.496 0.812
D 0.0226 0.0143 0.0171 0.0122

Hyper-Erlang Fit
1
λ1

0.556 · 10−3 0.604 · 10−3 0.697 · 10−3 0.515 · 10−3

1
λ2

1.589 · 10−2 7.670 · 10−3 4.304 · 10−3 3.183 · 10−3

1
λ3

2.919 · 10−2 1.560 · 10−3 9.882 · 10−3 9.228 · 10−3

p1 0.304 0.375 0.589 0.843
p2 0.590 0.601 0.404 0.153
p3 0.106 0.024 0.007 0.004
D 0.0341 0.0341 0.0545 0.0652

λki = ri

∑Nt

j=1 q(i|tIdlej ,λ
k−1,pk−1)

∑Nt

j=1 q(i|tIdlej
,λk−1,pk−1) · tIdlej

(2.18)

pki =
1

Nt

Nt
∑

j=1

q(i|tIdlej ,λ
k−1,pk−1) (2.19)

until a convergence criterion, for instance defined in terms of the difference among
the values of the parameter vectors λ or p in two successive iterations is reached.
In the equations above:

q(i|tIdlej
,λk−1,pk−1) =

pk−1
i fTIdle

(tIdle|λ
k−1
i )

∑M
t=1 p

k−1
t fTIdle

(tIdle|λ
k−1
t )

(2.20)
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where:

fTIdle
(tIdle|λ

k−1
i ) =

(tIdleλ
k−1
i )ri−1

(ri − 1)!
λk−1
i e−λk−1

i
tIdle (2.21)

We stopped the update procedure specified by equations (2.18) and (2.19) when
∑M
j=1 ||λ

k
j − λ

k−1
j || < 10−9. As previously done for the hyper-exponential case we

restricted the scope of our study by only considering mixtures of three components
fixing M = 3. Concerning the selection of the shape parameters ri, i = 1, . . . ,M we
have again explored different possibilities and we obtained the best goodness-of-fit
for (r1, r2, r3) = (1, 1, 3).

Figure 2.7 shows the case ρ ∈ [0.3, 0.5] of the cumulative distribution function
obtained from our measurements and the four different fits we considered. The
logarithmic scale has been used on the x axis in order to better appreciate the
trend of the plotted data. Note as the hyper-exponential curve, that as shown in
Table 2.1 leads to the best goodness-of-fit among the four options we analyzed,
closely matches the empirical data. It is also interesting to note how the simple
generalized Pareto model (that makes use of only two parameters as compared to
the six needed by the more complex hyper-exponential or hyper-Erlang models) also
results in quite low values of D and therefore provides a good tradeoff between the
complexity of the used approximation and the goodness-of-fit that can be achieved.
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Figure 2.7: Plot of the empirical cumulative distribution function (CDF) and of
the four fits we considered for 0.3 ≤ ρ < 0.5 (high channel load).
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2.4.4 Results: Analysis of Spectrum Utilization

As a second aspect of spectrum utilization we have investigated how channel
occupancy varies over a temporal frame much longer than the one considered in
Section 2.4.3. In particular we monitored (using sensing strategy 2 as previously
described) the average utilization E[ρi], i = 1, . . . , 16 of each of the 16 IEEE 802.15.4
channels during a 7-day period. For channel i, E[ρi] is defined as the ratio among
the number of busy samples and the number of total collected samples during a
temporal window of one minute. The results we obtained are presented in Figure 2.8
where we show the variation of E[ρi] over the time and frequency domain (top)
as well as the average spectrum occupancy of the whole 2.4 GHz ISM band E[ρ]
computed according to:

E[ρ] =

∑16
i=1 E[ρi]

16
(2.22)

This varies over the considered period of time as shown in Figure 2.8 (bottom).

Figure 2.8: Average channel utilization of the 2.4 GHz ISM band on a 7-day time-
window, from 0 AM of Monday August 31 to 12 PM of Sunday September 6 2009.
The plotted values are averaged over a time-frame of one minute.
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The data shown in the figure indicate the existence of three sub-bands of
about 20 MHz each, that basically always present utilization different from zero
representing the three orthogonal 802.11 carriers that are used for internet access
in the office environment where we performed our measurements. The regions of
spectrum between these three carriers as well as the upper region of the considered
frequency band (around 2480 MHz) are instead sporadically used. These regions
represent white spaces in the frequency domain that sensor devices can exploit while
implementing channel surfing schemes. The awareness of the probable location of
such spectrum holes could also be used to determine the order that should be
followed while sensing channels: in order to optimize energy consumption, channels
that are most likely to be available should be the first ones to be checked. This
approach has recently been implemented by the latest ZigBee specifications [29].
In this case, the channels that are likely to be non-overlapping with the carriers of
potentially collocated WLAN networks are the ones preferred for communications.

We stress the fact that the frequency ranges where these spectrum opportunities
can be identified might be extremely location and time dependent and in
fact it might not be possible to obtain general spectrum sensing guidelines that
apply for all the settings. As an example, in Figure 2.9 we show the variation of
spectrum utilization for the unlicensed band measured in a residential area in central
Stockholm. Note how this significantly differs from the one shown in Figure 2.8.
In fact, two out of three of the previously identified frequency-domain spectrum
opportunities are not available at this new location.

Figure 2.9: Average channel utilization of the 2.4 GHz ISM band on a 7 days time-
window, from 0 AM of Monday July 6 to 12 PM of Sunday July 12 2009. Data
have been collected at Amanuensvägen 14, 11416, Stockholm, Sweden.
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2.5 Dynamic Spectrum Access in the Time Domain

In the previous section we showed that in a typical wireless environment white
spaces might arise both in the time and frequency domain. We now provide the
skeleton of two different access schemes that sensor devices can deploy in order to
avoid interfering transmissions by exploit the existence of these white spaces. We
also outline for each of the two cases the different challenges involved in the design
of the specific access technique. We start in this section with the time domain
approach. An example of these kinds of white spaces is shown in Figure 2.10.
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Figure 2.10: Example of white spaces in the time domain.

In order to exploit such spectrum holes an access scheme needs to synchronize
the transmitter (where the packets that have to be transmitted are generated) and
the receiver (where the white spaces can be identified) of a certain link. Packet
transmissions between a pair of nodes could be implemented using a simple hand-
shake mechanism such as the following one:

• the transmitter first sends an RTS (ready to send) to the intended receiver,
in order to inform it that a packet (or eventually multiple data blocks) has
to be transmitted; and

• the receiver performs spectrum sensing using an opportune algorithm (this
topic will be treated in detail in the next chapter). If the channel is found to
be idle then a CTS (clear to send) is sent back and the data transmission can
start. If instead the channel is found to be busy, then the sensing procedure
is repeated after some time and this process continues until the transmission
has been successfully completed.

We note that since RTS and CTS messages are transmitted over a channel that
is potentially occupied by interfering transmissions there is a non-zero probability
that they might be corrupted and consequently lost. We assume however that nodes
can deal with the loss of these control messages by using opportune timeouts that
when they expire they trigger the retransmission of the corrupted packets.
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The main challenge that has to be addressed in order to implement such an
access technique is defining a suitable spectrum sensing procedure. Sensing the
wireless medium while looking for white spaces requires extensive use of the radio
unit that consumes precious energy8. It is therefore crucial to determine:

(i) for how long should the spectrum be sensed, in order to provide reliable
sensing outcomes; and

(ii) how often it is necessary to repeat the sensing procedure, in order to allow
sensor nodes to maintain accurate estimates of channel conditions.

The first question aims at determining how long nodes should sense the spectrum
in order to obtain reliable estimates of the state of the channel. Note that sensing a
certain frequency band for a long time will produce very accurate sensing outcomes,
but will also result in high energy cost. On the other hand, shorter sensing
periods will reduce energy overhead, but might lead to costly sensing errors. A
similar tradeoff also exists with respect to the frequency of sensing operations;
hence very frequent spectrum sensing (for instance on a per-packet basis) might be
extremely expensive, but ensures that channel conditions are constantly monitored
and accurate estimates of the state of the considered frequency band are always
available to sensor devices. Less frequent sensing (note that rather than sensing
the spectrum on a per-packet basis nodes might perform spectrum sensing only
every second, third, or forth packet transmission) will reduce energy consumption,
but might also deteriorate the accuracy of the sensing process. We will investigate
these two tradeoffs in Chapter 3.

2.6 Dynamic Spectrum Access in the Frequency Domain

The second interference avoidance approach that we consider aims at exploiting
spectrum opportunities that might arise in the frequency domain. An example of
this kind of white space is shown in Figure 2.11.

The exploitation of frequency domain white spaces, differs from the case we
considered in the previous section because sensor nodes now avoid interfering
transmissions by opportunistically selecting the channel used for their transmissions
and consequently implements a frequency agile communication strategy. The
skeleton of the access scheme we envisage for this purpose is described below:

• each node, based on its local interfering conditions, independently selects a
clear9 channel, that will be used to receive packets; this process is carried out

8According to recent measurements aiming at investigating the sources of power consumption
in sensor networks, the radio unit is responsible for a large fraction of the energy consumed by
low-power sensor nodes. For instance, data presented in [127] as well as the results that we will
show in Chapter 5 indicate that more than 90% of the energy consumed by TMote Sky motes is
drained by the radio unit.

9The meaning of clear channel will be better specified in Chapter 4. Broadly speaking we
refer to channels that do not present interfering transmissions as clear channels.
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Figure 2.11: Example of white spaces in the frequency domain.

running a channel selection algorithm that allows sensor devices to identify a
frequency band presenting suitable conditions;

• next, the node establishes connectivity with its neighbors that due to the
variation over space of the interfering pattern affecting the network might
have selected different channels. This process can easily be performed using
a multi-channel neighbor discovery algorithm such as the one we describe in
Appendix B. During this phase a neighbor table containing the association
between node ID and the channel used by that particular sensor is created
and stored in the local memory of the sensor;

• prior to each packet transmission, the node retrieves from its neighbor table
the channel associated with the node ID of the destination (or with the node
that represents the next hop towards the destination), switches its radio to
the appropriate frequency band, and sends the data. A handshake mechanism
involving RTS and CTS control messages might be implemented to avoid the
hidden terminal problem.

Channel conditions might vary over time, and the chosen frequency band might
at some point in time become unsuitable for communications. Nodes deal with
this problem by constantly monitoring the packet error rate10 experienced over
the considered channel. When the estimated value (which might for instance

10Of course alternative metrics might be used depending on the requirements of the specific
applications.
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be computed using a window moving average accounting for the last NP packet
transmissions) exceeds a defined threshold, the node executes the spectrum sensing
procedure once again and selects a new frequency band reestablishing connectivity
with its neighbors.

We note that the above procedure, basically implements a receiver centric

approach, i.e. nodes receive on a single channel, but might transmit on several
frequency bands depending on the interfering conditions experienced by their
neighboring nodes. Such an approach differs from the transmitter centric scheme
proposed in [56] where sensors having neighbors operating over different channels
have to periodically switch their radio among the used frequency bands in order to
be able to receive packets from all of them. In particular the approach we envisage
offers two advantages:

1. it does not require synchronization: in a transmitter centric scheme, a node
that is switching its radio over multiple channels has to be synchronized with
all the potential transmitters so as to avoid the multi-channel hidden terminal
problem [123]. Synchronization is not a prerequisite for the well functioning
of our technique that can consequently be applied to a broader variety of
network scenarios; and

2. it performs channel switching only when strictly necessary: switching the
communication channel has an associated cost in terms of energy and time.
Performing this process at the transmitter side, ensures that such a cost is
paid only when a packet is actually to be transmitted. However this is not
the case if channel switching is carried out at the receiver. In contrast the
scheme proposed in [56] might in fact have a boundary node switch channel
even if none of its neighbors have data to send, consequently wasting energy
and time.

Several challenges have to be addressed in order to implement in an effective
way this frequency agile approach: also in this case, spectrum sensing is a very
important issue. Sensor nodes must be able to identify in a reliable and energy
efficient manner the frequency domain spectrum opportunities arising over the
relevant portions of the spectrum. We note that the most common sources of
interference for sensor communications are packet transmissions of other wireless
devices. These have an intermittent nature: consequently, interfered channels might
be perceived as idle most of the time. It is therefore important that the same channel
is sensed at different instants in order to properly assess the presence of interfering
transmissions. This might result in a significant energy cost, especially if more and
more frequency bands have to be checked. In order to prevent this energy overhead
from affecting the overall energy efficiency of the data transmission process, the
number of sensed channels should be monitored by nodes and should be dimensioned
accounting for the actual amount of data that has to be transmitted. In this context,
two interesting problems that have to be addressed involve determining:
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(i) for how long should a certain channel be sensed before nodes can reliably
assess if it is suitable for their future transmissions or not; and

(ii) how many channels should nodes sense given that a certain amount of data
has to be transmitted.

We will provide an answer to these two questions in Chapter 4.

2.7 Conclusions

In this chapter we have discussed the possibility of avoiding the radio interference
that low-power wireless sensor nodes might experience over unlicensed bands by
means of dynamic spectrum access. By performing a set of measurements of
spectrum occupancy we have shown that in typical wireless environments there
are white spaces arising over the time and frequency domains. These white spaces
can be exploited by low power sensor nodes to avoid interfering activities and to
carry out their packet transmissions in a reliable manner. We have defined two
simple access schemes suitable for exploiting these spectrum holes and outlined
the challenges involved with the implementation of each of them. In the next two
chapters we will address the highlighted challenges and show how it is possible to
design the proposed access schemes in an energy efficient manner.

2.8 Validity of Results and Limitations

We here briefly discuss the validity and limitations of the results presented in this
chapter. The measurement campaign described in Section 2.4 has been performed
in a particular environment during a specific period of time. The results obtained
are therefore representative of spectrum utilization only for that environment and
only for that time frame. In fact, it is possible that performing a similar campaign
at a different location or during a different time period might lead to different idle
period distributions and that spectrum opportunities might be located in different
regions of the spectrum (as already discussed in Section 2.4.4). However we stress
that the scope of our study was not to provide models having general validity, but
rather to show how these models can be obtained and used for designing the access
schemes deployed by sensors.

An additional limitation of our work lies in the basic two-state semi-Markov
model used to characterize channel occupancy. Such a simple model does not allow
us to capture the correlation among the durations of adjacent busy or idle periods.
This might however not represent a very relevant aspect in the context of our
analysis and in fact, a deeper look at the pattern of idle and busy periods reveals
that the entity of such a correlation is indeed very limited (see Figure 2.12 where
we show the durations of adjacent idle and busy periods).

Finally, the results presented in this chapter have been obtained considering
specific definitions of idle and busy channels. These are of course dependent on
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Figure 2.12: Plot of the durations of adjacent idle (left) and busy (rights) periods.

the selected threshold ζ and different choices for this parameter might virtually
increase or decrease the amount of available spectrum opportunities and alter their
temporal durations. As an example, in Figure 2.13 we show how the selected ζ
affects the distribution of the average sequence load ρ: note how a difference of
only a few dB can significantly alter the curve.
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Figure 2.13: Empirical distribution of average sequence load ρ for three different
choices of the threshold ζ.





Chapter 3

Dynamic Spectrum Access in the

Time Domain

3.1 Introduction

In this chapter we focus our attention on energy aware exploitation of white spaces
in the time domain. If this approach is chosen for interference avoidance purposes,
the sensor nodes of a network operate over a fixed channel and try to avoid the
interference caused by other co-located wireless terminals by transmitting in an
opportunistic manner when the selected channel is idle. As we anticipated in
Chapter 2, taking advantage of these white spaces is quite a challenging task.
The available short-term spectrum opportunities have to be identified in a reliable
and timely fashion. This requires frequent spectrum sensing and will result in high
energy overhead, potentially affecting the energy efficiency of the data transmission
process.

However, there are several tradeoffs that can be made in order to reduce the
energy required by the spectrum sensing procedure. To minimize the effect of
the introduced energy overhead, sensor nodes could determine for how long they
should sense a channel accounting for the length of the transmitted packets. The
accuracy of each sensing operation will in fact depend on the time, hence the
amount of energy that is invested in the sensing procedure. High energy budgets
will result in very accurate sensing outcomes, while lower amounts of energy might
lead to sensing errors. The latter will lead to missed opportunities (due to an
idle channel erroneously being sensed as busy) that will force the node to refrain
from transmitting and repeating the sensing procedure in a subsequent interval as
well as missed detections (occurring when the interfering transmissions occupying
a certain frequency band are not properly detected) that might lead to the loss of
the transmitted packets, consequently requiring retransmissions, further increasing
the energy consumption. The optimum tradeoff between energy consumption and
sensing accuracy should account for the size of the transmitted frames. The loss
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of long packets due to sensing errors will require costly retransmissions and has
therefore to be prevented by having sensing outcomes be as accurate as possible. If
shorter blocks are instead transmitted, then lower energy budgets could occasionally
lead to some sensing mistakes, but could result in overall lower energy consumption.

Another important issue that has to be addressed involves determining how
often the spectrum has to be sensed. Spectrum sensing makes use of the radio unit
of the nodes and therefore consumes precious energy. Furthermore, the outcome
of spectrum sensing which is performed at the receiver side of a potential link,
where spectrum holes are identified, should be communicated to the transmitter side
where the packet flow is actually generated. This will require exchange of control
messages and will consequently introduce additional overhead in terms of time and
energy. It is therefore important that sensor nodes perform spectrum sensing only
when strictly required. Also in this case there is an interesting tradeoff that can
be exploited in order to optimize the energy performance. On one hand, very
frequent spectrum sensing, for instance on a per-packet basis, will allow sensors to
maintain accurate estimates of channel conditions, but will also result in high energy
consumption. More sporadic sensing instances might lead to occasional inaccurate
decisions (in this case nodes might transmit without sensing over a channel that
has become busy), but will reduce the energy overhead.

In this chapter we investigate these two tradeoffs. We first provide a brief
overview of works dealing with spectrum sensing. Next we outline the contributions
of our work, define the system model considered for our investigations and present
the analysis performed and the results obtained. A final section summarizes the
conclusions of this chapter and outlines the limitations of our work.

3.2 Related Literature

Several published papers have considered the problem of spectrum sensing in
cognitive radio networks. The reader is referred to [77] and references therein
for a brief survey on this topic. Three basic spectrum sensing techniques can
be considered while implementing this procedure. If the sensing units know the
structure of the signals they are aiming to detect, then the optimum approach for
spectrum sensing in the presence of additive white Gaussian noise is to use matched
filter coherent detection. This technique offers the best performance in terms of
detection1 probability, but requires information that might not be available in all
settings [78] and might not be a feasible option if the sensing unit is not equipped
with a suitable transceiver. If sensing terminals do not have any a priori information
on the transmissions that might occupy a certain frequency band, the most simple
alternative is to use energy detection. This approach results in less accurate sensing
outcomes if compared to the coherent case and it is very sensitive to uncertainties
in the estimate of the noise power. It is well known that the performance of energy

1The detection probability is defined as the probability of correctly identifying a busy channel
given that this is indeed busy.
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detection is affected by the existence of Signal to Noise Ratio (SNR) walls. In
fact, the detection of signals having power below a certain threshold (specifying
the SNR wall) cannot be accurate no matter how long the channel is observed [79].
In order to overcome these limitations, feature or cyclo-stationary detection can be
implemented [80]. This technique exploits the fact that modulated signals present
particular spectral properties that allow to discriminate them from white noise.
However, also in this case SNR walls exists and below a certain power level no
accurate detection is possible [81].

Many of the works we cited above, focus on licensed settings where secondary
users have to identify in an accurate and reliable manner the available spectrum
opportunities in order not to interfere with the primaries (or in order to keep
the induced interference to primary transmissions below a certain threshold). In
these scenarios, energy consumption is typically not the major concern and other
performance metrics such as the probability of detection of primary signals have
larger weights during the design of the spectrum sensing algorithms. Following this
line of thinking, several additional and more advanced spectrum sensing schemes,
for instance making use of dedicated signal processing algorithms [82] or cooperation
among sensing units [83,84] have been recently proposed in order to allow cognitive
devices to detect in a reliable manner the presence of licensed transmissions.

However, in this dissertation, we target a different branch of the literature on
spectrum sensing and investigate the two tradeoffs outlined in the introduction.
The first one considers the dependance between sensing time and sensing accuracy
and their influence on energy consumption. The second focuses on the relationship
between the frequency of sensing operations and a defined performance metric. In
our case, the optimization of energy consumption has been considered as the main
driver of our study.

The first tradeoff is rather uninvestigated. Different published works have
proposed methods for tuning the sensing time or the decision threshold used by
a spectrum sensing algorithm in order to achieve suitable compromises between the
probability of false alarm and the probability of missed detection. Examples can
be found in [64] and [85]. However, energy is normally left out of the picture.
A similar argument also holds for the second problem. This has mainly been
studied with the aim of optimizing the data delay [87] and the throughput [88, 89]
of cognitive users operating in licensed settings. Results similar to the ones we
are looking for have previously been obtained in [90] and [91]. The authors of
these works consider there the tradeoff between sensing, which allows us to obtain
accurate estimates of the channel state, but demands time and potentially utilizes
part of the available white spaces, and transmitting. These papers show that the
utility of cognitive users (for instance in terms of number of delivered bits) can be
maximized by allowing terminals to transmit multiple packets after a single sensing
operation; they further prove that the optimal spectrum sensing approach has a
simple threshold-based structure where cognitive users need to sense the spectrum
only when the probability that the channel to be used is idle falls below a defined
threshold; otherwise the users can transmit without sensing.
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3.3 Our Contribution

Our work contributes to the branch of literature we reviewed in the previous section
by addressing the problem of energy aware spectrum sensing for the exploitation
of white spaces in the time domain. We start our investigation by providing a way
to compute the energy required by the sensing procedure. Our strategy accounts for
the short length of packets normally transmitted by motes and allows to balance the
amount of energy invested in spectrum sensing with the actual amount of energy
required for transmitting a certain packet. This approach minimizes the energy
cost for successful delivery of packets.

Then, always considering an unlicensed scenario where sensor devices can freely
transmit without any constraints on the interference eventually caused to other
wireless terminals, we design an algorithm that allows cognitive sensors to decide
how often to sense the channel used for their communications: we formulate a
control problem where sensors have to chose whether it is better to transmit a
packet or sense the spectrum. Using the distributions of idle period durations
presented in Chapter 2 we obtain the optimal control policy that minimizes the
energy consumption of the data transmission process. Finally, we provide a way for
dimensioning the size of the transmitted data blocks. We propose a novel approach
that selects the packet size while accounting both for the probability that a given
transmission will be successful as well as for the amount of useful information
included in a given packet. Our results can be used to select the packet size that
leads to the energy optimal exploitation of the available white spaces.

3.4 System Model

3.4.1 Network Model and Communication Paradigm

We start our analysis by outlining the modeling assumptions that we have made
when discussing the possibility of avoiding interfering transmissions by means of
dynamic spectrum access in the time domain. The scenario we consider is sketched
in Figure 3.1 and comprises two low-power and duty-cycled2 sensor nodes, S1 and
S2, that communicate over a defined unlicensed channel. Packets generated by S2,
the transmitting node, need to be delivered to the receiver S1. Even though we
focus on this single link, the two nodes might be part of a larger network with
arbitrary topology. Our scheme can be easily iterated over the different links of a
network. The channel in which S1 and S2 operate is also used by a set of other
devices I1, I2, . . . that induce interference in S2’s communications with S1. This
interference might cause loss of packets, requiring retransmissions, thus increasing
the energy consumption of both S1 and S2.

2We consider a duty-cycled system to simplify the energy computations performed in the
following subsections. However, this is not a formal requirement for the proper functioning of the
sensing scheme.
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Figure 3.1: Sketch of the considered scenario.

At any given time instant the channel can be in one of two different states: Busy

(if some of the interfering devices is transmitting) or Idle (otherwise). We describe
channel occupancy using a simple two-state semi-Markov model: busy periods last
for the time required by interfering devices to carry out their packet transmissions
while the length of idle periods follows a probability distribution function FTI

(tI).
This model has been proposed in [65], and is based on the stochastic analysis of
WLAN traffic patterns in the 2.4 GHz ISM band. The results presented in Chapter
2 have also validated this modeling assumption. Over the selected channel, the
average durations of busy (B) and idle (I) periods are respectively equal to E[TB]
and E[TI ] and the channel occupancy is defined by the parameter:

ρ =
E[TB ]

E[TB ] + E[TI ]
, ρ ∈ [0, 1) (3.1)

denoting the average fraction of time during which the selected frequency band is in
the busy state. For the sake of simplicity and without loss of generality we assume
that S1 and S2 are synchronized and periodically listen at defined time instants ti.
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Alternatively a short preamble scheme such as the one implemented in the X-MAC
protocol [74] could be adopted in unsynchronized networks. A packet transmission
between the two nodes involves a simple handshake procedure similar to the one
proposed in Section 2.5 and [85] (see Figure 3.1):

• S2 first sends an RTS (Request To Send) to S1; and

• S1 senses the channel before the upcoming listening period. If the channel is
sensed to be idle, then a CTS (Clear To Send) is sent to S2. Both nodes keep
their radios active and the packet transmission starts. Otherwise both nodes
enter low-power mode and the channel is sensed again in the next receive
period.

Note that since interference corrupts packets at the receiver side, there is no need
for S2 to carry out interference detection. S2 might eventually perform carrier
sensing (using matched filter detection, thus achieving reliable outcomes with very
limited energy requirements) in order to prevent its RTS/packet colliding with the
transmissions of other neighboring nodes. However, these issues are connected to
the problem of intra-network interference that is not specifically addressed in this
dissertation.

3.4.2 Sensing Model

We assume that the channel noise as well as the superposition of noise and
interfering signals are both perceived by S1 as white Gaussian processes with
average power respectively equal to σ2

0 and σ2
1 . An analogous model has been

used in [65] and [85]. Spectrum sensing is performed by means of energy detection
through the collection of L channel samples x1, x2, . . . , xL: we thus have that:

xi ∼ N
(

0, σ2
0

)

if the channel is Idle
xi ∼ N

(

0, σ2
1

)

if the channel is Busy
i = 1, . . . , L

We assume that at most LMax samples can be collected. We also assume that the
state of the channel does not change while these samples are gathered by the node.
A similar assumption has already been used in [92]. Sensing is prone to errors.
These errors might lead to missed opportunities or missed detections causing the
loss of packets that will have to be retransmitted.

3.4.3 Energy Model

Nodes normally operate in low-power mode and activate their radio unit only at the
defined wake-up instants. The energy consumed to exchange a packet is determined
by: (i) the energy required for channel sensing and (ii) the energy needed to transmit
and receive packets and control messages (RTS/CTS). We assume that transmitting
or receiving one bit and collecting a single channel sample xi have the same energy
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cost Eu3. We further suppose that whether receiving packets or idle listening, nodes
consume the same amount of energy.

3.5 The Energy-Accuracy Tradeoff for Optimal Spectrum

Sensing

The first problem we tackle involves budgeting energy for spectrum sensing. As
we previously described, this task is performed by node S1 to estimate the state of
the channel from the collected L samples using the Neyman-Pearson test. For the
considered problem, this is given by (energy detector, see [85]):

L
∑

i=1

|xi|
2 ≷Busy

Idle ζ (3.2)

ζ being a parameter of the sensing procedure. The accuracy of this test can be
quantified using two metrics: these are the probability of false alarm α, defining
the probability that an idle channel is erroneously sensed as busy:

α = α(L, ζ, σ2
0) , P

[

L
∑

i=1

|xi|
2
> ζ

∣

∣

∣

∣

∣

Idle

]

= 1− Γ

(

L

2
,
ζ

2σ2
0

)

(3.3)

and the probability of detection β, quantifying the probability of detecting
interfering transmissions over a busy channel:

β = β(L, ζ, σ2
1) , P

[

L
∑

i=1

|xi|
2
> ζ

∣

∣

∣

∣

∣

Busy

]

= 1− Γ

(

L

2
,
ζ

2σ2
1

)

(3.4)

In the equations above Γ(a, x) = 1
Γ(a)

∫ x

0 ta−1e−tdt denotes the regularized
incomplete lower gamma function. We note that increasing the number of available
channel samples L will increase the reliability of the sensing outcomes and for
instance for a given probability of false alarm α, a higher L will result in greater
probabilities of detection β as shown in Figure 3.2. However, this will also require
higher energy budgets.

In an analogous manner, varying the decision threshold ζ allows for different
trade-offs between α and β as can be seen in Figure 3.3: a low ζ will result in high
detection probabilities, but will also increase the likelihood of a false alarm while
higher decision thresholds may lead to more aggressive behaviors where α and β
are both low.

3Note that for commercially available hardware, power consumption while receiving and
transmitting might be different. For instance the TMote Sky sensor platform and its CC2420
radio transceiver consume 60 mW while listening and 51 mW when transmitting at the maximum
output power [128]. Transmitting power consumption can be reduced by implementing power
control schemes. In our model we have assumed that these two quantities are equal to simplify
the analysis.
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The objective of our study is to compute the optimal sensing parameters LOpt

and ζOpt that minimize the average energy cost E[C] that the two nodes have to
pay for each successfully delivered packet:
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Find (LOpt, ζOpt) = arg min
ζ∈R+,L∈L

E[C] (3.5)

In the expression above L = {l ∈ N : 1 ≤ l ≤ LMax}. In order to investigate how
the dynamics of interference affect both the optimal sensing parameters as well as
the energy performance of sensor communications we will consider two different
interference models. In the first case, (referred to as model A) if the channel is
idle at the beginning of the packet transmission, then this can be surely completed
successfully. In the latter scenario instead (model B), packets can still be corrupted
while being transmitted if any of the interfering devices I1, I2, . . . access the channel.
Model A basically provides a lower bound for the energy cost that nodes S1 and
S2 will have to face while Model B gives more realistic insights on the effectiveness
of the proposed interference avoidance approach.

In the next two subsections we will derive analytical expressions for E[C] for
the two considered scenarios and solve the problem defined by equation (3.5). For
the sake of simplicity and for analytical tractability we will assume that control
messages (RTS and CTS) are immune from interfering transmissions and are thus
always correctly received by the nodes.

3.5.1 Analysis for Model A

We start our analysis by considering model A. With probability:

Ps = (1− ρ)(1 − α) (3.6)

the channel is correctly sensed to be idle and the transmitted packet delivered
correctly. This event corresponds to a successful transmission and the total energy
required in this case is equal to:

Cs = 2Ec + L+ 2Nbit (3.7)

where Nbit denotes the number of bits in the transmitted packet, L the number of
channel samples collected by S1, and Ec the number of bits of the CTS message.
For simplicity we assume Eu = 1. The factor 2 that multiplies Ec and Nbit is due
to the fact that we are considering a system with two nodes, and that both of them
are consuming energy while transmitting or receiving a packet. The other three
unsuccessful cases correspond to:

• a false alarm (channel Idle but sensed Busy);

• a detection (channel Busy sensed Busy);

• a missed detection (channel Busy but sensed Idle).

The average energy cost E[Cu] for an unsuccessful transmission attempt, corre-
sponding to one of the three aforementioned events, is given by:
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E[Cu] = [(L+ 2Ec) · (1 − ρ)α+ (L+ 2Ec) · ρβ+

+(L+ 2Ec + 2Nbit) · ρ(1− β)] /(1− Ps) (3.8)

Note that the factor 2Ec is included in all the terms of the expression above even
if, in case of false alarm and detection, no CTS is actually transmitted. This
is done to account for the fact that the two nodes still activate their radios at
the defined wake-up instants and thus consume energy due to idle listening [86].
We also note that in equation (3.8) we have not included the energy cost for an
eventual ACK/NACK message. This energy is excluded because we assume that
nodes ask for retransmission of a corrupted packet using a flag included in a later
CTS message. The average energy cost per delivered packet can now be simply
computed as:

E[C] = 2Ec + PsCs +
∞
∑

n=1

Ps(1− Ps)
n(nE[Cu] + Cs) =

= 2Ec + Cs +
1− Ps
Ps

E[Cu] (3.9)

where the term 2Ec accounts for the energy required for the transmission and
reception of the initial RTS (we assume that CTS and RTS packets have the same
length and thus require the same amount of energy). In order to identify the two
optimal parameters LOpt and ζOpt minimizing the expression above we proceeded
as follows. For every L ∈ L we computed ζOpt|L by solving the equation ∂E[C]

∂ζ
= 0;

this can be rewritten as:

(L+ 2Ec)
∂α
∂ζ
− 2Nbit

[

(1− α)∂β
∂ζ
− (1− β)∂α

∂ζ

]

(1− ρ)(1− α)2
= 0 (3.10)

and as shown in Appendix A (see Theorem A.1.1) there is a unique solution for
ζ that can be easily computed numerically for example using the gradient search
or the bisection method (the reader is referred to [93] for more details on these
numeric approaches). We then select the pair (LOpt, ζOpt|L) leading to the lowest
total energy cost.

3.5.2 Analysis for Model B

In the second model, even if an idle channel is correctly identified through spectrum
sensing, transmissions of motes can still be corrupted by packets of interfering
devices4. We assume in this case that any partial temporal overlap among sensor

4This represents somehow a more realistic assumption than Model A since in practical settings
it is unrealistic to assume that low power transmissions of sensor nodes might force other wireless
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packets and interfering transmissions destroys the packet sent by S2: no capture
effects are therefore taken into account. Considering exponentially distributed idle

periods5 (thus FTI
(tI) = 1 − e

−
tI

E[TI ] ), the probability of a successful transmission
is:

Ps = (1 − ρ)(1− α)e−
tPkt(Nbit)

E[TI ] (3.11)

where tPkt(Nbit) is the time required for transmitting the packet of the nodes.
The energy cost for this case is the same as the one specified by expression (3.7).
However, for an unsuccessful transmission we will have:

E[Cu] =
1

1− Ps
· {(L + 2Ec) · [(1− ρ)α+ ρβ] +

+Cs ·

[

ρ(1− β) + (1 − ρ)(1− α)

(

1− e−
tPkt(Nbit)

E[TI ]

)]}

(3.12)

In the formula above we neglected the probability that a packet is correctly
received even after a missed detection if the channel becomes idle before S2 starts
transmitting. We verified through numerical computations that the probability of
such an event can indeed be neglected and that our approximation is therefore
reasonable. The average cost per delivered packet can again be computed using
equation (3.9). Optimal parameters, minimizing the total energy cost can be
identified using the same approach adopted for model A.

3.5.3 Results: Optimal Parameters and Energy Performance

It is interesting to observe how the optimal parameters of the sensing procedure vary

as a function of ρ and γI = σ2
1

σ2
0
. Figure 3.4 shows the optimum number of channel

samples LOpt that node S1 has to collect. The plots consider a packet length of 22
(top) and 128 (bottom) bytes. This quantity (i.e. the number of channel samples)
is directly proportional to the amount of energy invested in channel sensing. As
can be seen from the plots, a high number of channel samples is required if the
channel is occupied most of the time and interfering signals are weak, hence they

devices to refrain from transmitting and back-off. These other devices might in fact perceive the
considered channel as idle and start their transmissions without accounting for sensor activities.
Let’s consider for instance the case of an IEEE 802.11 b/g based network collocated with 802.15.4
sensor nodes. While performing carrier sensing, 802.11 devices will integrate the power of signals
over the used channel: this has a bandwidth of 22 MHz. It is therefore unlikely that low-power
transmissions of sensor nodes, that occupy only a narrow-band channel of 2 MHz will be detected.

5We have shown in Chapter 2 that the exponential approximation results in very poor goodness
of fit and that more complex distributions such as the hyper-exponential one, should instead be
used in order to obtain accurate fits. We here have considered exponentially distributed idle
periods due to the memoryless property of this distribution which makes the average energy cost
per packet E[C] independent of the elapsed idle time and allows us to simplify the analysis. Using
a better model is left for future work.
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Figure 3.4: Optimum L as a function of average channel occupancy ρ and average
SNR of the interfering signals γI . Values have been obtained assuming Nbit = 22 ·8
bits (top), Nbit = 128 · 8 bits and Ec = 8. We fixed LMax = 60.
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Figure 3.5: Optimum ζ as a function of average channel occupancy ρ and average
SNR of the interfering signals γI . Values have been obtained assuming Nbit = 22 ·8
bits and Ec = 8. We fixed LMax = 60.

are difficult to detect. Such a high L allows us to obtain accurate sensing outcomes
and limits the number of instances of missed detection. On the other hand when
interfering transmissions are sporadic (and thus unlikely to interfere with sensor
communications) or perceived with high power (and consequently easy to detect)
fewer samples and lower energy budgets should be used. These results have been
obtained considering model A.

When interfering signals are weak, the main concern is to limit the number of
missed detection events: this requires a low decision threshold. On the other hand
a high γI allows for a higher ζ in order to reduce the number of false alarms and
missed opportunities as shown in Figure 3.5. We stress that the two parameters γI
and ρ might not be known by the two sensors, hence they may have to estimate
them using approaches similar to the one proposed in [94]. Alternatively, the sensing
algorithm might be dimensioned assuming worst case conditions, corresponding to
high channel occupancy and weak interfering signals.

As previously mentioned and as can be appreciated from the comparison
between the two plots shown in Figure 3.4, the packet size also affects the
parameters of the sensing algorithm. Hence long packets should be protected from
potential sensing errors in order to avoid costly retransmissions. This particular
aspect is investigated in Figure 3.6 where we plot for four different channel scenarios
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Figure 3.6: Optimum L as a function of the packet size for four different channel
scenarios using model A. We have here assumed Ec = 8.

the optimum value of L as a function of the length of the transmitted packets.
While comparing the two interference models previously described, we basically

obtained the same sensing parameters: only marginal differences were observed, in
particular, in some cases the optimal number of channel samples obtained using
model A was slightly higher then the number computed with model B. These small
differences, were in the order of 1 or 2 channel samples. This difference can easily
and intuitively be explained by the fact that when considering model A, each white
space that is identified can be exploited for the successful transmission of a packet.
This is not the case for model B as spectrum opportunities are somehow “less
valuable“ since identifying an idle channel does not guarantee a successful packet
transmission, therefore the amount of energy that nodes should invest in spectrum
sensing must consequently be slightly decreased.

A significant difference between the two models can be observed by considering
the energy cost E[C] required for the delivery of a packet. Here we focus on
model B (the more realistic model). Even for quite low channel occupancies
(i.e. ρ ≈ 0.1 − 0.3) and small packet sizes, the amount of energy required for
transmitting a packet is significantly high. In Figure 3.7 we have plotted the
normalized6 energy cost per packet E[C]

2Nbit
: this metric quickly becomes greater than

2 for increasing values of ρ, meaning that more than 50% of the energy consumed
is wasted because of retransmissions and spectrum sensing. This highlights the
fact that the interference avoidance approach we have considered in this section,

6This normalization allows to relate the obtained energy values to the minimum amount of
energy required in order to carry out the packet transmissions over an interference free channel.
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adopting dynamic spectrum access in the time domain and per-packet sensing, can
be efficiently exploited for sensor communications only if interfering transmissions
are quite sporadic in time and the resulting channel occupancy perceived by nodes
is low, while a different strategy, for instance implementing more advanced access
schemes or channel surfing must be adopted in heavy interference environments.
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Figure 3.7: Normalized average energy cost E[C]
2Nbit

as a function of average channel
occupancy ρ and γI = 6 [dB]. For model B, we assumed that sensor packets are
transmitted at 250 Kbit/s; the length of interfering packets has been set to 1 KB
and the data rate of interfering transmissions was 11 Mbit/s.

We emphasize the importance of dimensioning the energy budget of the sensing
procedure to account for the size of transmitted packets. Previous works addressing
similar problems have computed the number of required channel samples and the
decision threshold for the sensing algorithm to achieve both a probability of missed
detection and a probability of false alarm smaller than a defined threshold. For
instance in [64]7, authors have imposed α, 1 − β < 10−5. As shown in Figure 3.8
this leads to the highest energy efficiency for packet sizes in the order of Kilobytes
(packets of this size are traditionally used in wide local area networks), but results in
a significant energy overhead for shorter packets. Assuming a typical packet length
of Nbit = 22 · 8 bits (as suggested for instance in Annex E of [24] that considers the
low-power, low-rate IEEE 802.15.4 radio standard) our approach outperforms the
strategy of [64] and reduces energy consumption by up to 50%.

7This paper actually addresses a slightly different problem than the one we are considering
and use spectrum sensing only for quantifying the amount and duration of the available white
spaces. However the sensing algorithm is not integrated in a MAC scheme. We consider it here
due to its similarities with our model.
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Figure 3.8: Normalized average energy cost E[C]
2Nbit

as a function of average
channel occupancy ρ and γI = 6 (top), 10 (bottom left) and 3 (bottom right) [dB].
Comparison between our optimal strategy and the one proposed in [64]. Curves are
obtained considering model A but similar trends and analogous gains were observed
also for model B.

3.6 Energy-Optimal Sensing and Transmission Policy

The results obtained in the previous section suggest that a simple interference
avoidance scheme exploiting dynamic spectrum access in the time domain and
adopting per-packet sensing might not be effective even for moderate interfering
activities and might lead to a very high energy consumption. There are two reasons
for such poor performance:

(i) on one hand, when the channel occupancy ρ increases, nodes might have to
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repeat the spectrum sensing procedure several times before identifying an idle
channel resulting in high energy overhead; and

(ii) more and more packets are lost due to collisions when interfering transmissions
become more and more frequent, thus requiring several retransmissions and
consequently increasing the energy required for each successfully delivered
packet.

In this section we seek to improve this behavior by developing a more advanced
access scheme that exploits statistical knowledge of the temporal duration of white
spaces, in order to reduce energy consumption. We first consider the problem of
energy efficient spectrum sensing: as the energy required to carry out this procedure
increases for heavily interfered channels it might be worth trying to split this energy
cost over multiple packets. Per-packet sensing results in fact in high energy overhead
for every packet’s transmission however, by letting nodes transmit multiple data
blocks after a single sensing operation it might be possible to limit the effect of this
energy cost. This strategy provides in fact multiple benefits: on one hand, it allows
to reduce the energy cost per packet of the spectrum sensing procedure since now a
single sensing instance can be potentially exploited for several packet transmissions.
Furthermore, this approach limits the required communication overhead (note in
fact that the outcomes of spectrum sensing, which is performed at the receiving
node, have to be communicated to the transmitter by means of dedicated control
messages) allowing further optimization of energy consumption.

Next we focus on the actual exploitation of the available white spaces and
consider the problem of selecting the size of the transmitted packets. In this regard
there is an interesting tradeoff that sensors can exploit. Short packets provide very
high resilience against interference (note that short packets can be transmitted in
a very limited amount of time), but also increase the effect of the communication
overhead for instance introduced by the MAC header or routing protocols. The use
of longer packets allows us to achieve higher efficiencies, since longer payloads can
now be transmitted using the same amount of overhead information, but at the same
time results in more vulnerable transmissions that occupying the channel for longer
times may easily be corrupted by interference. By exploiting the distributions of
idle period durations presented in Chapter 2 we show how motes can dimension the
size of the transmitted packets so as to optimize the amount of energy required for
delivering a given amount of data.

3.6.1 New Channel Access Strategy

We focus on the same scenario described in Section 3.4, but now adopt a more
advanced access scheme. We also widen the horizon of our study and rather than
focusing on a single packet’s transmission, we assume that a certain amount of
data consisting of NBulk bits, is generated by node S2 and needs to be delivered to
node S1. This data is fragmented over different packets, each containing a header,
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consisting of a fixed number of bits NH and a payload, comprising NP bits. The
total maximum packet size is limited to NMax (this may be defined by the radio
standard used), thus NH + NP ≤ NMax

8. The transmission of data is always
initiated using an RTS, that node S2 sends to S1 to inform it that data is ready for
it. After this first control message, the exchange of packets begins.

Packet transmissions use an hand-shake mechanism (similar to the one previ-
ously described) consisting of two different phases: a sensing and a transmission

stage (see Figure 3.9):

• during each sensing stage, the receiving node S1 senses the spectrum: if the
channel is found to be idle, then a CTS is sent back to S2 and a transmission
stage begins. If the spectrum is instead sensed as busy, then no message is
sent and nodes back-off for a certain amount of time δs before performing
a new sensing operation. The sensing stage ends as soon as the channel is
sensed idle; and

• during a transmission stage, node S2 transmits a packet to S1. Packets
correctly received are acknowledged while blocks that have been corrupted
by interference are requested to be retransmitted9.

Note that a sensing stage is always followed by a transmission stage. An
unsuccessful transmission stage (i.e. if the transmitted packet is not correctly
received) is always followed by a sensing stage; on the other hand a successful
transmission stage can either be followed by a sensing or by a new transmission
stage. We denote by tCTS, tPkt(Nbit), and tACK the time required to transmit the
CTS, data packet (of Nbit bits), and (not)acknowledgement respectively, and by
tS the time required to gather the L channel samples used for spectrum sensing.
For this second investigation we assume for simplicity that L is large enough and
ζ opportunely chosen so that we can neglect the probabilities of false alarm and
missed detection.

The total energy required for the successful delivery of a certain amount of
data is simply given by the sum of the energy spent in all the required sensing
and transmission stages plus the energy for the initial RTS. Our aim is to devise a
policy that minimizes this quantity; such a policy should be used in order to decide
whether after a successful packet transmission it is better to sense the spectrum
or to initiate a new transmission stage: in the latter case the policy should also
determine the size of the packet that will be transmitted.

8If we consider the IEEE 802.15.4 radio standard, we have that the size of the packet header
can be as large as 12 to 42 bytes while the maximum allowed packet size is 128 bytes [24]. Thus
for this standard we have 12 · 8 ≤ NH ≤ 42 · 8 and NMax ≤ 128 · 8 bits.

9The access scheme we consider in this section also differentiates from the one proposed in
Section 3.4.1, since it makes explicit use of ACK and NACK messages. In this case, a CTS is only

transmitted at the end of a sensing stage and not after each packet transmission as in the previous
setting. Explicit acknowledgements (ACK) or non-acknowledgements (NACK) are consequently
required in order to inform S2 of the outcomes of transmissions.
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Figure 3.9: Sketch of the new communication paradigm.

3.6.2 Energy Aware Exploitation of Time Domain Spectrum
Opportunities

We start our analysis by deriving expressions for the energy consumed during a
transmission and a sensing stage. For a transmission stage we have:

ETx = 2 · (NH +NP +NACK) (3.13)

where NACK is the number of bits used for the acknowledgement message. The
factor 2 included in the expression above denotes the fact that both nodes are
consuming energy either for transmitting or receiving the packet. For a sensing
stage we need to distinguish two cases: if the channel is detected as idle during the
first sensing attempt then we simply have:

ES|Idle = L+ 2NCTS (3.14)

In the busy case energy consumption is equal to:

ES|Busy = (L + 2NCTS)

∫

fTB
(tB)

(⌈

tB
2(ts + δs)

⌉

+ 1

)

dtB (3.15)

ES|Busy is basically given by the average number of sensing attempts that nodes will
have to make before finding an idle channel multiplied by the energy consumption
of each of them (the term 2NCTS is included in all these attempts even if only in the
last one the CTS is actually transmitted. This is due to the fact that the two nodes
still activate their radios and thus consume energy due to idle listening). Note
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that for a fixed δs, ES|Busy can easily be computed given fTB
(tB), the probability

density function describing the durations of busy periods. Finally, the average
energy required in order to retransmit a corrupted packet is given by:

ERTx ≈
∞
∑

k=1

k(ES|Busy + ETx)(1− PS(τ,Nbit))
(k−1)PS(τ,Nbit) =

=
ES|Busy + ETx

PS(τ,Nbit)
, τ =

δS
2

+ tCTS (3.16)

where PS(τ,Nbit) defines the probability that a data block of Nbit bits which
transmission starts after the channel has been idle for τ seconds, is successfully
received, thus:

PS(τ,Nbit) = P [TI ≥ τ + tPkt(Nbit)|TI ≥ τ ] =

=
1− FTI

(τ + tPkt(Nbit))

1− FTI
(τ)

(3.17)

and k indicates the total number of transmission attempts, of which k − 1 are
unsuccessful. In equation (3.16) we have assumed that the channel will still be
busy after the end of an unsuccessful transmission stage and that nodes attempt to
retransmit the lost data after δS

2 +tCTS seconds from the beginning of the upcoming
white space. We remark that equation (3.16) slightly overestimates the effective
energy consumption; this is due to the fact that when nodes start sensing the
spectrum after an unsuccessful packet transmission, the channel has already been
busy for at least tACK seconds, thus the average energy spent on the sensing stage
will be smaller then ES|Busy. We have verified through simulations that the effect
of this approximation is negligible.

Spectrum Sensing

We now proceed by examining the utility of spectrum sensing. Suppose that at time
τ (i.e. τ seconds after the beginning of the current white space) a given transmission
stage is ending successfully. After transmitting/receiving the acknowledgement
message, motes have two options: they can either sense the spectrum before
transmitting a new packet (option 1) or they can simply start a new transmission
stage (option 2, see Figure 3.10). For option 1, the average energy required to
successfully deliver a certain packet can be computed as:

E1(τ) = p(−tACK, tS) ·ERTx+

+ p(tS , tS + tCTS + tPkt(Nbit)) · (E
S|Idle + ETx + ERTx)+

+ p(tS + tCTS + tPkt(Nbit),∞) · (ES|Idle + ETx) (3.18)
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Figure 3.10: Sketch of the two possible options at time τ : nodes can either sense the
spectrum before transmitting a new packet or immediately start a new transmission
stage without sensing the channel.

where:

p(t1, t2) =
FTI

(τ + t2)− FTI
(τ + t1)

1− FTI
(τ − tACK)

(3.19)

denotes the probability of a state transition in the time interval (τ+t1, τ+t2) given
that the channel was idle at time τ−tACK and the three different terms respectively
indicate the energy cost:

(i) if nodes detect such a transition through spectrum sensing;

(ii) if the transition is not detected (because it occurs in the time frame [τ +
tS , τ + tS + tCTS + tPkt(Nbit)]) and consequently corrupts the packet; and

(iii) if the state of the channel changes after the packet transmission has already
been completed.

Similarly, for option 2 we have:

E2(τ) = p(−tACK, tPkt(Nbit)) · (E
Tx + ERTx)+

+ p(tPkt(Nbit),∞) · ETx (3.20)

If E1(τ) is greater than E2(τ) then the energy optimal strategy is to simply transmit
a new packet without checking the state of the channel, otherwise spectrum sensing
should be performed prior to the next transmission stage. The relationship among
these two energy costs will in general depend on several factors such as the time
and energy required to sense the spectrum and the time to transmit the packet
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Figure 3.11: Comparison among E1(τ) and E2(τ): we assumedNCTS = 8, NACK =
22 and Nbit = 128 bytes (top) and NCTS = 22, NACK = 22 and N = 22 bytes
(bottom). For both cases we considered L = 32, δs = 0.4 [ms] and busy periods of
constant duration equal to 2 [ms].

and control messages, the distribution of idle period durations, and the value of
τ . We here consider two different settings and quantify E1(τ) and E2(τ) when
spectrum sensing introduces very low and very high overhead: the first scenario
corresponds to a case for which ES|Idle ≪ ETx that might for instance arise if
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packets have large size, while for the second setting the energy spent on a sensing
and a transmission stage are roughly comparable. Results for these two settings
are shown in Figure 3.11 where we plotted the normalized difference:

D12(τ) =
E1(τ) − E2(τ)

E1(τ)
(3.21)

among the average energy per packet in the two described cases. Note that for
all the possible traffic loads10 and for all the values of τ , the considered metric is
positive indicating that once nodes are “inside“ a white space, transmitting without
sensing always represents the most energy efficient strategy (for the figures we
assumed as a reference case the IEEE 802.15.4 radio standard, with a data rate of
250 Kbit/s). Depending on channel load and on the elapsed idle time, this approach
leads to energy gains of up to 35% if compared to a strategy that simply implements
per-packet sensing.
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Figure 3.12: Packet success probability as a function of the elapsed idle time τ for
Nbit = 128 bytes and four different channel scenarios.

It is also interesting to observe how such a gain depends on the value of τ . This
is due to the fact that the distributions describing the duration of idle periods are
not memoryless as clearly shown in Figure 3.12 where we plot the packet success
probability PS(τ,Nbit) as a function of the elapsed idle time.

10We considered here the distribution of idle period durations presented in Chapter 2 and the
same four classes of channel load.
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Energy Aware Selection of Packet Size

Next we focus on selecting the size of the transmitted packets. For a given packet
length Nbit, we define the transmission efficiency η(Nbit) as:

η(Nbit) =
Nbit −NH

Nbit
, η(Nbit) < 1 (3.22)

η(Nbit) denotes the relative amount of useful information that is included in a packet
having an header of NH bits. Now the average fraction of useful information per bit,
that is successfully transmitted when using a packet of Nbit bits whose transmission
starts at time τ is simply given by:

I(τ,Nbit) = η(Nbit) · PS(τ,Nbit) (3.23)

Note that minimizing the energy required for the delivery of a bulk of data is
equivalent to finding the value of Nbit that maximizes the quantity above, thus:

Find NOpt(τ) = arg max
NH<Nbit≤NMax

I(τ,Nbit) (3.24)

For memoryless distributions such as the exponential one, the solution to equation
(3.24) does not depend on τ ; however, for the idle period distributions obtained
during our measurement campaign the optimum packet size depends on the elapsed
idle time and in fact packets of progressively increasing size should be used in order
to maximize energy efficiency as shown in Figure 3.13. Note that it might not be
reasonable to assume that nodes have knowledge of the elapsed idle time τ as soon
as they start transmitting: however, we can assume that the transmission stage
following the first collision will be initiated at the beginning of the next available
white space and from that time instant nodes could select the value ofNbit assuming
τ = 0 and using the strategy obtained while solving equation (3.24).

3.6.3 Simulation Results

In order to quantify the energy advantages provided by the propose new access
strategy, we performed a simple simulation study. Using the idle period distribu-
tions obtained in Chapter 2 we generated a set of channel profiles (i.e. sequences of
idle and busy period durations) and simulated the exchange of a certain amount of
data in a two-node system (such as the one previously considered in Section 3.6.1).
We compared the energy11 performance of the following transmission strategies
focusing again on the IEEE 802.15.4 standard (thus assuming a data rate of 250
Kbit/s):

11We quantified this energy considering the energy model previously described in Section 3.4.3,
thus assuming that transmitting or receiving a single bit and collecting a channel samples result
in the same elementary energy cost Eu and we fixed Eu = 1.
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Figure 3.13: Optimum packet size as a function of τ for four different channel
scenarios. We here have assumed NH = 12 bytes and NMax = 128 bytes (as in the
IEEE 802.15.4 standard).

(a) per-packet sensing with a large packet size: in this case, spectrum sensing is
performed prior to each packet transmission and the largest available packet
size (Nbit = 128 bytes) is selected. This maximizes η(Nbit);

(b) per-packet sensing with a small packet size: same as above, but with shorter
packets (we considered Nbit = 22 bytes), providing higher resilience against
interference and higher packet success probabilities;

(c) per-packet sensing with packet size selected so as to maximize I(τ,Nbit), but
assuming that idle periods are exponentially distributed;

(d) the sensing and transmission strategy developed in this section.

For all cases we fixed NCTS = NACK = 22 and NH = 12 bytes, L = 32 channel
samples and δs = 0.4 [ms]. The duration of busy periods has been assumed as
constant and equal to 2 [ms]. We imposed symmetric channel conditions at the
two nodes (thus at a given time, the channel states perceived by the two sensors
are the same) and considered a packet as lost even if its ACK was corrupted
by interference. Figure 3.14 shows the average energy per bit required by the
four considered schemes. The values have been normalized with respect to the
minimum amount of energy required to deliver the data (i.e. dividing the obtained
energy values by 2NBulk). Our modified channel access strategy, limits the overhead
introduced by spectrum sensing and selects the size of the transmitted packets in
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order to allow the best exploitation of the available white spaces: this results in
better performance when compared to all the other considered schemes and leads
to energy savings that in heavy interference channels can be as high as 90%.
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Figure 3.14: Average energy per bit for the four different considered strategies and
different channel loads. Results have been obtained considering NBulk = 10000
bytes. A 95% confidence interval has a relative size of less than 0.02 for all the
values plotted.

3.7 Conclusions

This chapter has considered the possibility of avoiding interference by means of
dynamic spectrum access in the time domain. By focusing on a simple access scheme
we have proposed a spectrum sensing algorithm that accounts for the short length
of packets transmitted by sensors while minimizing the energy required for the
successful delivery of a single packet. We further quantified the energy performance
of the proposed interference avoidance approach. Our results have highlighted the
fact that such a basic channel access strategy, adopting per-packet sensing, results
in very high energy consumption even in presence of modest interfering activities.

By exploiting the distributions of idle period durations presented in Chapter 2
we developed a more advanced access technique that allows sensor nodes to transmit
multiple packets after a single spectrum sensing operation and to adapt the size
of the transmitted packets so as to best exploit the available white spaces. This
strategy was shown to significantly outperform traditional approaches that adopt
per-packet sensing and that transmit fixed size packets.
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3.8 Validity of Results and Limitations

We briefly discuss the limitations of our work, starting from the investigation
discussed in Section 3.5. Our modeling assumption that control messages are
always correctly received might have had a non-negligible impact on the results
obtained. In fact, the parameters we computed by solving the formulated problem,
are optimal for the transmission of packets of a certain length. However, if we
assume that the RTS and CTS messages can also be corrupted by interference we
are virtually increasing the length of the transmitted data blocks (note that in fact
nodes need not only to correctly deliver the data packet but also the considered
control messages). Hence accounting for the potential loss of these messages might
consequently lead to different parameters and to require a higher number of channel
samples (since accounting for these control messages will basically increase the
energy value of each packet). We also note that the proposed approach might
not be easily implemented on commodity hardware. For commercially available
sensor platforms, channel samples are normally collected in chunks (for instance,
for the TMote Sky platform, blocks of 8 channel samples can be collected using the
received signal strength indicator integrated in the radio unit of the nodes). When
computing the number of chunks that a node should gather, quantization errors
might arise leading to a suboptimal energy performance. For instance, collecting
L = 2 channel samples might require a full RSSI reading that will provide an over-
accurate estimate of channel conditions. However, these inaccuracies will introduce
only marginal perturbations from the optimal performance.

Considering the study presented in Section 3.6, the optimal sensing strategy as
well as the optimum packet sizes shown in Figure 3.13 were obtained by considering
specific distributions of idle period durations (those presented in Chapter 2). This
means that in environments with white spaces that behave in a different manner,
the obtained results and energy gains might be different and in fact the proposed
strategy might not be the optimal one (thus it might not always be the optimal
to transmit after the first sensing stage). We further remark that the distributions
we have used are based on the analysis of data collected over a long period of
time and therefore reflect the average behavior of the white spaces that arose
over the considered region of the spectrum during that specific time frame. The
instantaneous distributions (i.e. the distribution describing the duration of the
spectrum holes at a specific time instant) of the duration of the available white
spaces might therefore differ from the ones we computed. We stress however the fact
that the scope of this investigation was not to provide a sensing and transmission
strategy of general validity, but rather to show how such a strategy can be obtained
from the results of spectrum occupancy measurements.





Chapter 4

Dynamic Spectrum Access in the

Frequency Domain

4.1 Introduction

In this chapter, we consider a second alternative for avoiding interference: the
exploitation of white spaces in the frequency domain. In some scenarios, rather than
trying to transmit over a defined channel that might present unfavorable interfering
conditions, it may be possible to implement channel adaptation schemes. If
this is the case, then frequency agile sensor nodes might opportunistically select
the channel used for their communications in order to operating in regions of the
spectrum offering suitable conditions. One of the main challenges that needs to to
be addressed in order to effectively implement such a strategy is to design opportune
algorithms that sensor nodes can exploit in order to carry out the procedure of
channel selection. Channel selection schemes must in fact meet several requirements
that are peculiar to the class of devices we are considering. These algorithms
must be simple and computationally light in order to be suitable for complexity
constrained devices such as sensor nodes; they have to be energy efficient so as
to meet power constraints of these devices, and require as little energy as possible.
They further have to account for the intermittent nature of the interference typically
experienced by sensors in unlicensed bands. In fact, even highly interfered frequency
bands might be perceived as idle for most of the time. Therefore it is important
that spectrum sensing is repeated at several different instants over the considered
channel in order to identify in a reliable and accurate manner potential sources of
interference.

We also note that implementing these frequency agile techniques, that target
the exploitation of white spaces in the frequency domain, implies a different energy
management strategy when compared to the approach we considered in Chapter 3.
Identifying short term spectrum opportunities requires a rather small but repeated

energy cost. The process of selecting a communication channel might be performed
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more sporadically, but could necessitate a significant amount of energy. Therefore
it is important that this task is performed while accounting for the actual amount of
data that nodes will have to transmit. This will prevent the sensors from consuming
too much energy on the channel selection phase and consequently deteriorate the
energy efficiency of their communications.

Designing energy efficient algorithms for detecting interference and for selecting
the channel to be used to communicate is the focus of this chapter. We first present
an algorithm that can be executed to assess the interfering conditions of a certain
frequency band and to select a channel offering favorable interfering conditions.
Then we introduce some additional requirements and focus on the problem of
choosing in an energy optimal manner the frequency band that nodes should use
to carry out a specific communication task, such as the transmission of a given
number of packets.

The remainder of this chapter is organized as follows: we first review previously
published works that are related to our study. We then outline the contribution of
this dissertation, present the system model that we will consider in this chapter and
describe both the algorithm we propose for energy efficient interference detection
as well as our novel channel selection scheme. Finally we draw our conclusions and
outline the limitations of our work.

4.2 Related Literature

4.2.1 Interference Detection

Several recently published works have considered the problem of interference
detection and channel selection in wireless sensor networks. The proposed
algorithms normally differentiate between each other by offering different features
which depend on the particular kind of interference (see the classification proposed
in Chapter 1 for more details) that they aim to identify. A scheme for detecting
intra-network interference has been proposed in [95] where authors have developed
an algorithm for identifying potential conflicts among the nodes of a sensor network.
They used the proposed scheme in order to obtain collision-free TDMA protocols.
A similar problem has been considered in [96] where a distributed topology control
algorithm has been proposed. This algorithm allows each node to evaluate the
quality of the links to its neighbors and select only the good1 ones. Other topology
control algorithms can be found in [97] and references therein. However, this branch
of the literature (that deals with topology control schemes) is of marginal interest
for the problem addressed in this dissertation since many of the proposed algorithms
adopt a centralized approach.

The problem of detecting inter-network homogeneous interference has been
investigated in [98] where a method for detecting and mitigating potential conflicts

1Note that the issue of interference is not the only issue addressed in this paper and a link
might in fact be declared as bad not only because of interference but also because of more general
reasons connected to the specific path gain between the two nodes.
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among collocated IEEE 802.15.4 networks has been presented. A similar problem,
has been recently considered in [99] where however the focus was to develop a
TDMA scheme that achieves distributed inter-cluster coordination.

Note that in the homogeneous case, the interference detection and mitigation
process is simplified by the fact that the involved networks operate within the
same radio standard and can therefore communicate between each others or at
least they are able to decode transmissions of other networks and can consequently
easily detect their presence. Such an assumption does not hold for the more
general heterogeneous scenario. This has been considered in [36] and [100]. In
particular [36] has focused on the interference generated by WiFi terminals. These
authors have proposed an algorithm that exploits different interference estimators
based on received signal strength (RSS) to allow motes to rank the available
channels and then select the best one. Note that although this scheme targets
the specific case of WLAN interference, its applicability can easily be extended
to other interfering sources. A similar approach that however focuses on a more
general setting and considers more than a specific kind of interfering transmissions
has been used in [100]. Also in this case the aim was to develop channel ranking
algorithms that sensors can use in order to select the least interfered channel among
a set of available frequency bands. Ranking is now performed using two metrics: the
signal strength of interfering transmissions and their activity level (basically, their
average channel occupancy, see [100] for additional details). The proposed ranking
schemes were evaluated using a small test bed allowing the authors to identify
the limiting conditions (such as the minimum signal to interference ratio or the
maximum channel occupancy of interfering transmissions) under which sensors can
achieve a packet delivery ratio above a defined threshold.

4.2.2 General Channel Selection Algorithms

A more general channel selection scheme for cognitive radio networks, has been
discussed in [101]. The authors considered the problem of determining which
channel to sense and access within a given set of available frequency bands. Optimal
strategies implementing the best tradeoff among exploration (i.e. sensing additional
channels while looking for new or better spectrum opportunities) and exploitation

(i.e. transmitting over the already identified channels) are derived for different
scenarios. These scenarios include both single and multiple users sensing and
accessing a single channel at a time, as well as a more complex multi-channel
scenario where cognitive users can simultaneously sense multiple frequency bands.

A slightly different problem that is conceptually very similar to the one described
above has been addressed in [102,107]. In these works the focus is on maximizing the
throughput of wireless systems by exploiting multi-user diversity and opportunistic
scheduling. The authors recognize the existence of a tradeoff between the time
spent while probing the channel conditions experienced by a set of users and the
time required to deliver the actual data to these users. An optimal sensing and
transmission strategy allowing devices to determine when to stop probing and to
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which user to transmit were presented. This strategy’s performance is compared
against more traditional approaches that simply sense all the available receivers or
transmit without probing. The obtained results clearly indicate that the proposed
strategy can significantly improve throughput by limiting the amount of resources
that are consumed while probing the users.

4.3 Our Contribution

The contribution of this chapter is two fold. We first define a simple spectrum
sensing algorithm that low complexity and low power sensor nodes can use in
order to identify a channel presenting a set of interfering conditions (specifically,
conditions likely to lead to a packet error rate that is upper bounded by a fixed
threshold). We develop an analytical framework that characterizes the performance
of the proposed interference detection scheme and allows us to tune its parameters
so as to achieve a desired behavior while minimizing energy consumption. We
implement the scheme on the TMote Sky sensor platform and test its effectiveness
over a variety of channel scenarios2. Our algorithm, rather than ranking the
available channels, classifies each frequency band as good or bad. This approach
may lead to suboptimal decisions, since nodes might not explore all the available
channels and thus might select a frequency band that is not the absolute optimum.
However, if the notion of good and bad channels are properly specified, our strategy
may significantly reduce the energy overhead introduced by spectrum sensing (since
now the sensing procedure can be stopped as soon as a good channel has been
identified and there is no need to sense all the available frequency bands) achieving
overall higher energy efficiency.

Our second contribution consists of a novel channel selection algorithm that
allows sensor nodes to chose in an energy optimal manner the communication
channel to be used for a specific task, such as the transmission of a given number
of packets. The total energy required to deliver a defined amount of information
is in fact given by the sum of two components: the energy spent for selecting
the communication channel and the energy spent while transmitting the actual
data. These two quantities are strongly related and there is an optimum tradeoff
allowing to minimize their sum. For the transmission of a small number of packets
it might not be worth sensing a large number of channels since the overhead of
spectrum sensing might significantly affect the overall energy cost. On the other
hand when larger amounts of data have to be transmitted, sensing more frequency
bands might increase the cost of the sensing procedure, but at the same time it
might allow selection of a communication channel offering very good conditions,
resulting in lower overall energy consumption. In order to take advantage of this
tradeoff, we develop and evaluate a channel selection algorithm that matches the

2Note that the scope of this evaluation was to assess the capability of our algorithm to select
good frequency bands and identify bad ones. A more comprehensive evaluation of the complete
interference avoidance approach will be presented in Chapter 5.
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energy invested on spectrum sensing to the estimated energy cost required for the
packet transmissions.

4.4 System Model

4.4.1 Network Scenario and Communication Paradigm

Before proceeding with our analysis we present the system model considered in
this chapter for dealing with access schemes that exploit dynamic spectrum access
in the frequency domain. We focus on the scenario sketched in Figure 4.1 where
an unlicensed spectrum band is partitioned into a set of M orthogonal channels
{c1, c2, . . . , cM}. Low-power and low-complexity wireless sensor nodes (S1, S2, . . . ,
Sj) operate on these channels along with other devices (I1, I2, . . . ) that are less
severely constrained in energy and complexity, hence they can afford to transmit
with higher power in order to achieve a higher data rate or a longer communication
range. As in Chapter 3 we will refer to these high power terminals to as interfering

devices. We denote the location of sensor Si with ~Si: components of vector ~Si =
(

six , siy , siz
)

define the position of the considered node in an opportune reference
system. All terminals are assumed to be selfish and do not attempt to coordinate
their transmissions. As outlined above the frequency band we consider is unlicensed,
and all the wireless devices (both the sensors as well as the interfering devices)
that are using the considered region of the spectrum can freely transmit without
considering the interference that they will eventually cause to others.

Sensor nodes deal with the interference generated by the set of interfering devices
I1, I2, . . . by employing the interference avoidance scheme we introduced in Chapter
2. Each node identifies its own white space in the frequency domain, i.e. a channel
that the node perceives as not interfered. This channel will be used for receiving

packets. On the other hand, in order to communicate with its neighbors that might
be listening on different channels, a node dynamically switches its radio unit to the
appropriate frequency band prior to each packet transmission.

4.4.2 Interference Model

Interfering devices (I1, I2, . . . ) communicate using a subset of the M available
channels. At a given time instant a channel c used by these interfering nodes
can therefore be in one of two states (see Figure 4.1): idle if no interfering
traffic is generated and busy if any of the interfering devices is accessing c doing
packet transmissions. Unutilized channels are always in the idle state. Interfering
traffic is assumed to be incidental (thus transmissions of interfering devices do
not intentionally overlap with sensors’ packets). Note that we do not consider
intentional jamming. For an overview of techniques allowing to detect and
consequently avoid or mitigate jamming attacks in wireless sensor networks the
reader is referred to [103–105].
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State of the M channels and interference vectors at ~Si:

Busy Idlef

t

I1

I2

S1

S2

Sj
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c1

cM ψ
(

cM , ~Si

)

ψ
(

c1, ~Si

)

Figure 4.1: Considered scenario: node Si experiences interference from I1 and I2.
The state of the available M channels is shown over the time-frequency domain.

We describe the dynamics of interference using the already mentioned two-state
semi-Markov model: busy periods last for the time TB required by the interfering
networks to carry out their packet transmissions while the duration of idle periods
follows a certain probability distribution function FTI (tI). Average durations of
busy and idle periods on channel c are respectively equal to E[TB(c)] and E[TI(c)].
Channel occupancy is again defined by the parameter ρ(c) ∈ [0, 1]:

ρ(c) =
E[TB(c)]

E[TB(c)] + E[TI(c)]
(4.1)

that represents the average fraction of time during which c is in the busy
state. Finally, the level of interference experienced in channel c at location ~Si
is characterized by an interference vector defined as:

ψ
(

c, ~Si

)

,
(

ρ(c), γI
(

c, ~Si

))

(4.2)
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where γI
(

c, ~Si

)

=
σ2

1(c, ~Si)
σ2

0(c)
. Here σ2

0(c) denotes the average power of noise and

σ2
1

(

c, ~Si

)

denotes the average total power in case of interference (the noise power

is supposed to be location independent). Note that this will basically map the set
of available channels (at a certain location) onto the interference domain defined
by:

ID , {ψ = (ρ, γI) : ρ ∈ [0, 1], γI ∈ [1,+∞)} (4.3)

It should be noted that while the definitions of idle and busy channel provided
above are not location dependent, the actual level of interference experienced
depends on ~Si, thus the same interfering traffic over the same channel might lead
to different interference vectors and result in different perceived interfering powers
depending on the particular location considered. This model basically extends to
the multi channel case the one previously considered in Chapter 3: the notions of
interference vector and interference domain have not been previously used to avoid
unnecessary complexity and are instead introduced now for being able to provide
a better formalization of the problem we want to solve.

4.4.3 Sensing and Energy Model

In order to identify white spaces in the frequency domain and determine the
presence of interfering activities, sensor nodes need to sense the wireless medium
by collecting channel samples. Similarly to Chapter 3 we assume that sensing is
performed by means of energy detection. For channel c and at location ~Si we assume
that the channel noise as well as the superposition of noise and interfering signals
can be both modeled as white Gaussian processes with power respectively equal to

σ2
0(c) and σ2

1

(

c, ~Si

)

(note that this assumption generally does not hold if different

interfering flows, which might be perceived by the same node with different power
levels, share the same channel(s)). Therefore if we let X denote a sample collected
over c at ~Si during a sensing operation we will have that:

{

X ∼ N
(

0, σ2
0(c)

)

if c is Idle

X ∼ N
(

0, σ2
1

(

c, ~Si

))

if c is Busy
(4.4)

A similar assumption (that we previously used in Chapter 3) has already been
made in [65] and [85]. While collecting channel samples the nodes make use of
their radios and therefore consume energy: we assume that each collected sample
has an associated energy cost equal to Eu.
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4.5 Energy Efficient Interference Detection

This section describes our interference detection algorithm. We start by formalizing
the problem; then we present the skeleton of the spectrum sensing procedure and
show how it is possible to tune its parameters to achieve a desired behavior. We
clarify the design process with a practical example and finally we present results
obtained during our performance evaluation using the TMote Sky sensor platform.

4.5.1 Problem Formulation

The algorithm we propose is executed by a sensor node to assess the available
channels. The ultimate goal is to select a frequency band that will be used to
receive packets. After being tested, a channel is classified either as interfered or
clear. Given the interference vector ψ = ψ(c, ~S) of channel c at location ~S, we
denote with PI(ψ) the probability that c is classified as interfered.

From a communication perspective we can characterize the quality of channel
c at a defined location ~S using the packet error rate (PER) induced by the
interference vector ψ(c, ~S). We here assume that such a packet error rate

PER
(

ψ(c, ~S)
)

can roughly be estimated (or upper bounded by making some

simple hypothesis) by knowing the modulation technique employed by sensors at
the physical layer and assuming that each bit or symbol is received with a certain
minimum power level. Alternative methods of estimation could be used but the
details are outside the scope. A properly designed interference detection algorithm
should be able to identify and avoid channels with interfering conditions leading to
an unacceptably high packet error rate by selecting instead frequency bands that
are not used by interfering devices or present very limited interfering activities that
result in only sporadic loss of packets. The energy efficient design of such a scheme
is the focus of this section.

We assume that a node cannot tolerate a packet error rate greater that a certain
maximum threshold (PERMax), while it is willing to operate on a channel if the
experienced PER is lower than PERTol which is less than PERMax. This defines
over the interference domain two regions:

I =
{

ψ : ψ ∈ ID, PER (ψ) ≥ PERMax
}

C =
{

ψ : ψ ∈ ID, PER (ψ) ≤ PERTol
}

Using definitions analogous to the ones introduced in [47] we might call channels
whose interference vectors belong to C (Clear) or I (Interfered) respectively white

spaces or black spaces. We further assume (the existence of these two interference
vectors is proved by Theorem A.1.2 in Appendix A) that it is possible to find two
interference vectors ψMax and ψTol such that:
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ρ

γI = σ2
1

σ2
0

C

PI(ψ) = PI(ψMax)

PI(ψ) = PI(ψTol)

I

ψTol

ψMax

PI(ψ) ≥ PI(ψMax)

PI(ψ) ≤ PI(ψTol)

Figure 4.2: Sketch of the two regions (continuous lines) C and I defined on the
interference domain ID. The two dashed lines define two iso-curves that correspond
to PI(ψ) = PI(ψMax) and PI(ψ) = PI(ψTol).

ψMax :
PER

(

ψMax
)

= PERMax,
I ⊆

{

ψ : PI(ψ) ≥ PI(ψMax)
}

ψTol :
PER

(

ψTol
)

= PERTol,
{

ψ : PI(ψ) ≤ PI(ψTol)
}

⊆ C

(4.5)

The overall situation is sketched in Figure 4.2. Our aim is to design an interference
detection scheme such that:

• if the interference vector of a channel belongs to I (thus the channel is a black
space) then that channel is classified as interfered with a probability greater
than a minimum threshold PMin

D ;

• if a channel is classified as clear with a probability greater than a reference
value 1− PMax

F , then its interference vector belongs to C (thus the channel is
surely a white space);

• the energy cost ETot of the complete procedure is minimized.

These conditions can be formalized in the following way:
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Minimize ETot

subject to
PI
(

ψTol
)

≤ PMax
F

PI
(

ψMax
)

≥ PMin
D

PMin
D and PMax

F are two parameters of the algorithm defining respectively the
minimum detection probability (i.e. the minimum probability that a channel
belonging to I is correctly classified as interfered) and the maximum false

identification probability (i.e. the maximum probability that a channel belonging to
the set

{

ψ : PI(ψ) ≤ PI(ψTol)
}

, that is surely a white space, is erroneously classified
as interfered).

4.5.2 The Sensing Algorithm

We now describe the skeleton of our spectrum sensing algorithm and outline the
importance of its parameters. From now on, we will focus on a single node and
fix its position, thus omitting the dependence on its location throughout the rest
of the analysis. The node executing the interference detection scheme collects on
channel c, with interference vector ψ = (ρ, γI) a set of N channel macro-samples

y1, y2, . . . , yN at time instants t1, t2, . . . , tN (see Figure 4.3). Sensing instants are
such that ti+1 ≥ ti + tMin, ∀i = 1, . . . , N − 1 with tMin denoting a minimum macro-
sample time spacing, for instance due to hardware constraints of the radio unit.
Each macro-sample yj consists of L micro-samples xj1, x

j
2, . . . , x

j
L where the xji s are

random variables whose behavior is described by equation (4.4).

t1 t2 tN t

y1 y2 yN

x1
1x

1
2 x1

L x2
1x

2
2 x2

L xN1x
N
2 xNL

Channel Macro-Samples

Channel
Micro-Samples

Figure 4.3: Sketch of the channel sensing strategy used by our interference detection
scheme.

We assume that the channel state does not change while the L micro-samples
belonging to a certain macro-sample are collected. This assumption (already
adopted in [92]) is reasonable if the time required to gather these samples is small if
compared to E[TB(c)] and E[TI(c)]. From the L values obtained the node estimates
the state of the channel at time tj using the Neyman-Pearson test given by the
following expression (energy detector, see Chapter 3 and [85]):
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L
∑

i=1

|xji |
2
≷Busy

Idle ζ (4.6)

As we have already discussed in Chapter 3, the choice of the threshold ζ defines
the notion of a busy channel for the node and provides a trade-off between the two
probabilities that characterize the performance of the statistical test in equation
(4.6). These are the probability of false alarm α, defined as:

α = α(L, ζ, σ2
0) , P

[

L
∑

i=1

|xji |
2
> ζ

∣

∣

∣

∣

∣

Idle

]

=

= 1− Γ

(

L

2
,
ζ

2σ2
0

)

(4.7)

and the probability of detection β, which is given by:

β = β(L, ζ, σ2
1) , P

[

L
∑

i=1

|xji |
2
> ζ

∣

∣

∣

∣

∣

Busy

]

=

= 1− Γ

(

L

2
,
ζ

2σ2
1

)

(4.8)

Macro-sensing outcomes yjs are computed according to:

yj = I

{

L
∑

i=1

|xji |
2
> ζ

}

(4.9)

I {·} being the indicator function. Note that increasing L will improve the accuracy
of the test, hence for a given probability of false alarm α, higher values of L result in
higher detection probabilities as previously shown in Figure 3.2. This will produce
highly reliable macro-samples. However, this will also increase the energy cost of
the sensing procedure and for a given energy budget, increasing L will decrease the
number of macro-samples that the node can collect. Varying the decision threshold
ζ, allows different trade-offs between false alarm and detection probabilities; thus a
low value of ζ guarantees high detection probability, but results in a high probability
of false alarm, while higher values of ζ will produce more aggressive3 behaviors,

3A higher threshold will produce a more aggressive behavior by virtually increasing the number
of spectrum opportunities perceived by nodes, forcing them to transmit over frequency bands even
if these present moderate interfering powers.
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resulting in low probability of false alarm α, but also decreasing the detection
probability β.

Note that on channel c, with interference vector ψ = (ρ, γI) macro-sample
outcomes yjs are by definition Bernoulli random variables with parameter p(ψ)
equal to:

p(ψ) = p(ψ,L, ζ) = ρ · β(L, ζ, σ2
1) + (1 − ρ) · α(L, ζ, σ2

0) (4.10)

After the N macro-samples have been gathered, the node performs the following
test and classifies the sensed channel:

if
∑N

j=1 yj > n the channel is classified as Interfered

if
∑N

j=1 yj ≤ n the channel is classified as Clear

In the first case a new channel is selected and assessed while in the latter situation
the procedure is stopped and the identified frequency band is chosen for receiving
packets. The parameter n basically defines how many macro-samples with positive
outcome are required in order to mark a channel as interfered.

We assume that the energy cost E of the sensing procedure can be computed by
simply considering the energy required to collect the N ·L micro-samples, neglecting
any other source of energy consumption (including the energy needed by the CPU
of the node to process the acquired data). We have thus:

E = N · L ·Eu (4.11)

Assuming that the channel states in two consecutive macro-samples are
uncorrelated we can compute as a function of ψ the probability PI(ψ) of
classifying a channel as interfered. In particular

∑N
j=1 yj will be the sum of N

identically distributed Bernoulli random variables and will therefore have a binomial
distribution with parameters p(ψ) and N . This means that:

PI(ψ) = PI (ψ,L, ζ,N, n) = P





N
∑

j=1

yj > n



 =

=
N
∑

k=n+1

(

N

k

)

p (ψ,L, ζ)k [1− p (ψ,L, ζ)]N−k =

= 1− (N − n)

(

N

n

)∫ 1−p(ψ,L,ζ)

0

xN−n−1(1 − x)ndx (4.12)

Note that solving the problem formalized in Subsection 4.5.1 basically boils
down to identifying the set of parameters that satisfy the two specified constraints
on PI

(

ψMax
)

and PI
(

ψMin
)

while minimizing the energy consumption of the
algorithm.
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4.5.3 Algorithm Design

We now decompose the problem originally introduced in Subsection 4.5.1 into two
sub-tasks. First, we assume that a fixed energy budget E is available, and we
identify the set of parameters LOpt, ζOpt, and nOpt that maximize PI

(

ψMax
)

for
the given constraint on PI

(

ψTol
)

. We denote this first sub-task as P1(E). Then, we
identify the minimum energy budget ETot, such that the set of parameters obtained
by solving P1(ETot) also fulfills the requirement on PI

(

ψMax
)

. We call this second
sub-problem P2.

Solution to P1(E)

Problem P1(E) can be formalized as follows:

Find:
(

LOpt, ζOpt, nOpt
)

= arg max
ζ∈R+,L∈L,n∈NL

PI
(

ψMax
)

subject to
PI
(

ψTol
)

≤ PMax
F

N =
⌊

E
L·Eu

⌋

where N is the number of macro-samples (each comprising L micro-samples) that
the node can collect with energy budget E, and L and NL are defined as:

L =

{

l ∈ N : 1 ≤ l ≤

⌊

E

Eu

⌋}

NL =

{

n ∈ N : 0 ≤ n <

⌊

E

L · Eu

⌋}

A solution to this problem can be computed using Algorithm 1. The basic idea
implemented by this procedure is to determine, ∀L ∈ L and ∀n ∈ NL the value
of ζ that satisfies the given constraint on PI(ψTol) and then select the set of
parameters (L, n, ζ) leading to the highest PI

(

ψMax
)

. Note that for fixed L and
n it is straightforward to prove that there always exists a unique ζ satisfying the
relation PI(ψTol, L, ζ,N, n) = PMax

F . In fact, PI(ψTol) is a continuous, monotonic
increasing function on p(ψTol) (see the last equality in equation (4.12)), thus we
have:

PI(ψ
Tol, L, ζ,N, n)|p(ψTol)=0 = 0

PI(ψ
Tol, L, ζ,N, n)|p(ψTol)=1 = 1

Therefore, since 0 ≤ PMax
F ≤ 1, the equation on line 6 of Algorithm 1 always admits

a unique solution, in this case pL,n. Furthermore, α and β are both monotonic
decreasing and continuous functions on ζ and we have that, ∀L, σ2

0 , σ
2
1 :
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Algorithm 1 Computes the solution to problem P1(E)

1: PMax
I = 0;

2: S← [ ];
3: for all L such that L ∈ L do
4: N =

⌊

E
L·Eu

⌋

;

5: for all n such that n ∈ NL do
6: Find pL,n :

∑N
k=n+1

(

N
k

)

pkL,n(1− pL,n)N−k = PMax
F ;

7: Find ζL,n : p(ψTol, L, ζL,n) = pL,n;
8: PI = PI

(

ψMax, L, ζL,n, N, n
)

;
9: if PI > PMax

I then
10: PMax

I = PI ;
11: S← (L, n, ζL,n);
12: end if
13: end for
14: end for
15: return S;

lim
ζ→0

α(L, ζ, σ2
0) = 1

lim
ζ→∞

α(L, ζ, σ2
0) = 0

lim
ζ→0

β(L, ζ, σ2
1) = 1

lim
ζ→∞

β(L, ζ, σ2
1) = 0

Consequently, p(ψTol, L, ζ) is also a continuous monotonic decreasing function on
ζ, (since it is a linear combination of α and β) and:

lim
ζ→0

p(ψTol, L, ζ) = 1

lim
ζ→∞

p(ψTol, L, ζ) = 0

therefore the equation on line 7 always admits a unique solution, ζL,n. Both pL,n
and ζL,n can easily be numerically computed with arbitrary precision for instance
using the bisection method (see [93]).

It is interesting to observe how the optimal parameters of the sensing procedure
vary while the interference vector ψMax of the tested channel spaces over the
interference domain. For instance consider the macro-sample size L. As already
outlined the chosen value will result in a trade-off between the reliability of each
macro-sample and the number of samples that can be collected with an assigned
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energy budget. It is reasonable to expect that many unreliable macro-samples
would be the best solution when dealing with interfering transmissions perceived
with high power, while more reliable samples would be required to identify weaker
interfering activities. This intuition is in perfect agreement with Figure 4.4 where
we show the optimum macro-sample size LOpt as a function of ρMax and γMax

I .

2
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γ
I
Max [dB]
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Figure 4.4: Optimum L as a function of average channel occupancy ρMax and
average SNR of the interfering signals γMax

I . Values have been obtained as a solution
of P1(1000Eu), assuming PMax

F = 0.05 and ψTol = (0, 1).

Solution to P2

Solution to problem P2 is trivial, and is simply obtained by progressively increasing
the energy budget E (starting for instance from the initial value E = Eu) and
solving P1(E) until the specified constraint on PI(ψMax) is satisfied: Algorithm 2
allows us to identify the required solution.

Note that depending on the chosen ψTol and ψMax, the interference detection
algorithm will require a specific amount of energy. To illustrate such a dependency
in Figure 4.5 we show how the false identification probability 1−PI(ψMax) varies as
a function of the energy budget E for four different ψMax. All curves are obtained
for ψTol = (0, 1) and PMax

F = 0.05. For completeness in Table 4.1 we present
the optimal setting of the algorithm parameters for the four considered ψMax and
E = 800Eu.
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Algorithm 2 Computes the solution to problem P2

1: E = 0;
2: repeat
3: E = E + EU ;
4: Compute LOpt, nOpt, ζOpt solving P1(E);

5: until PI

(

ψMax, LOpt, ζOpt,
⌊

E
EU ·LOpt

⌋

, nOpt
)

≥ PMin
D ;

6: return E;
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Figure 4.5: 1−PI(ψMax) as a function of the energy budget E for the four considered
choices of the interference vector ψMax.

Table 4.1: Algorithm Parameters

ρMax γMax
I LOpt ζOpt

σ2
0

nOpt

ψMax
1 0.01 6 [dB] 8 27.80 0
ψMax

2 0.01 10 [dB] 1 15.98 0
ψMax

3 0.1 6 [dB] 5 18.66 1
ψMax

4 0.1 10 [dB] 1 10.79 2

If we fix PMin
D = 0.95, and ψMax = ψMax

4 , then the energy budget required to
satisfy the given constraints is equal to ETot

4 = 109Eu. Assuming instead ψMax =
ψMax

3 , we decrease the interfering power that can be tolerated and introduce more
stringent requirements on the interfering conditions that nodes can accept: in this
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case the cost of the sensing algorithm is increased by almost a factor 4 and ETot
3 =

380Eu. Even higher energy budgets are required for the other two cases that we
have considered in Figure 4.5.

We finally note that solving problems P1(E) and P2 may result in significant
computational complexity4. However, we stress the fact that all the computations
we just described are performed off-line using a PC; then the results (i.e. the
optimal set of parameters L, N , ζOpt, and nOpt) are stored in the local memory
of the sensor nodes. As a result, the node does not need to do any of these
computations at run-time.

4.5.4 Example

We here clarify with a simple example how the algorithm can practically be designed
in order to achieve a desired behavior. We focus on the IEEE 802.15.4 standard
[24]: assuming the physical layer adopted in the 2.4 GHz ISM band, the bit error
probability Pb(γ) as a function of the signal to interference plus noise ratio γ is
given by (see Annex E of [24]):

Pb(γ) =
8

15
·

1

16
·

16
∑

k=2

(−1)k
(

16

k

)

e20γ( 1
k −1) (4.13)

Note that in order to compute the bit error probability using the above
expression, the signal strength must be known in advance. The power of received
signals will in general depend on parameters that might not be known a priori, such
as the power used by the transmitting node and the particular path gain between the
transmitting and receiving sensors. Here we consider rather pessimistic conditions
and assume a minimum signal to noise ratio equal to γ0 = 2 [dB] (in real settings
the average received signal to noise ratio is likely to be higher then this value). If
the effect of interfering signals is similar to additive white Gaussian noise in the
same bandwidth (see E.4.1.7 in [24]), then the signal to interference plus noise
ratio is simply γ = γ0

γI
. In order to compute the packet error probability induced

by a certain interference vector ψ = (ρ, γI), we need a temporal model describing
how packets received by sensor nodes overlap in time with those transmitted by
interfering devices (the reader is referred to [106] for an example of packet error
probability calculation that accounts for this aspect). However, developing such
a model is out of the scope of our study, therefore we simply assume that with
probabilities ρ and 1 − ρ a packet is received when the channel is respectively in
the busy and idle state (a similar assumption has already been used in [24]). The
resulting packet error probabilities for the two cases will be:

4For instance, obtaining the parameters shown in the second row of Table 4.1, requires on a 2
GHz Intel Dual Core processor roughly 2 · 104 seconds. Computations have been performed using
Matlab 7.9.0 (R2009b) and evaluating pL,n and ζL,n using the bisection method with an accuracy
of 10−9.
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PBp (γI , γ0) = 1−

[

1− Pb

(

γ0

γI

)]Nbit

(Busy Rx)

P Ip (γ0) = 1− [1− Pb (γ0)]Nbit (Idle Rx)

where Nbit is the length of packets used by sensor nodes: as already mentioned
according to Annex E of [24] we will assume a length of 22 bytes (i.e. Nbit = 22 · 8
bits). Note that this simple model does not account for partial superpositions
among the packets of sensors and the transmissions of interfering devices; however,
more accurate temporal models are out of the scope of our study. The average
packet error probability as a function of the interference vector can be obtained as:

Pp = Pp(ρ, γI , γ0) = ρPBp (γI , γ0) + (1− ρ)P Ip (γ0)

By fixing PERTol = 0.005 and PERMax = 0.05, we have that the two regions
I and C are as in Figure 4.6. For a given PMax

F and PMin
D , identifying ψTol

and ψMax will basically involve determining two interference vectors satisfying the
conditions defined by equation (4.5). This task can be accomplished following a
simple empirical procedure that starts by fixing two initial vectors and adjusts
ρTol, ρMax, γTol

I , and γMax
I until the situation depicted in Figure 4.3 is achieved

(the reader is referred to Appendix C for a practical example that illustrates how
to carry out this procedure). For instance, for PMax

F = 0.05 and PMin
D = 0.95, after

some attempts we empirically find:

ψTol ≈ (6.3 · 10−3, 4.4[dB])

ψMax ≈ (5.6 · 10−2, 4.7[dB])

and using the algorithms developed in Section 4.5.3 we obtain the following setting
for the parameters of our sensing scheme:

ETot = 2376Eu
LOpt = 9
nOpt = 3
ζOpt

σ2
0

= 25.39

The two iso-curves defined by PI(ψ) = PMin
D and PI(ψ) = PMax

F are plotted
in Figure 4.6. As clearly shown the behavior of this algorithm perfectly matches
the desired one and in fact all channels belonging to I are classified as interfered
and consequently rejected with probability greater than PMin

D while all channels
accepted with probability greater than 1− PMax

F belong to C.



4.5. ENERGY EFFICIENT INTERFERENCE DETECTION 95

γ 
I
 [dB]

ρ

0 2 4 6 8 10 12
10

−3

10
−2

10
−1

C

I

ψMax

ψTol

PI(ψ) = 0.05

PI(ψ) = 0.95

Pp = 0.05

Pp = 0.005

Figure 4.6: Plot of the I and C regions (continuous lines) for the considered problem.
We have also plotted the two iso-curves (dotted lines) defined by PI(ψ) = PMin

D

and PI(ψ) = PMax
F .

4.5.5 Evaluation

Scope of the Evaluation

We now present the performance evaluation of our interference detection scheme.
Note that this experimental study aims at verifying the capabilities of our approach
of detecting interfered and clear channels. A more comprehensive evaluation of the
whole interference avoidance approach discussed in this section will be presented
in Chapter 5. The spectrum sensing algorithm was implemented on TMote Sky
sensor nodes [128] featuring an IEEE 802.15.4 2420 Chipcon radio transceiver and
was extensively tested over the sixteen IEEE 802.15.4 channels in the 2.4 GHz
ISM band. We developed the application using the Contiki operating system (see
[126] for additional details). Experiments were performed in office as well as in
residential indoor environments in order to fully capture the algorithm’s behavior
under different conditions.

The purposes of this simple evaluation test were two-fold: first to verify if the
real behavior achieved by the algorithm matches the desired one. Second, we intend
to check if and how this behavior is sensible with respect to our set of modeling
assumptions. In particular:

(i) during our evaluation we did not attempt to control the interference
experienced over the channels. In our analysis we assumed that all the
packets transmitted by interfering devices are perceived with the same average
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power; however, this assumption might not hold in real scenarios where
different packet flows sharing the same frequency band might be perceived
with different powers by the same sensor node. Additionally, interfering
devices might vary the power level used for their transmissions;

(ii) it has been assumed that the channel noise as well as the signals of interfering
devices are both white Gaussian processes; and

(iii) in Subsection 4.5.2 we have further supposed that the channel states in two
consecutive macro-samples are uncorrelated, but this might not always be the
case.

Implementing our detection scheme and evaluating its performance in real
settings allows to easily verify if these modeling inaccuracies have any relevant
influence on the behavior of the algorithm.

Approach and Results

In order to estimate PI , the probability of classifying a channel as interfered, we
implemented the following simple three-step procedure:

1) We first collected a continuous sequence of macro-samples. Each macro-
sample is obtained by using the built-in Receiver Signal Strength Indicator
(RSSI) of TMote Sky that assumes L = 8 and provides the energy level
measured over a specified channel, averaged over 8 symbol periods (each
symbol period is here a micro-sample). Even if this choice is in general not
optimal (since as we have already shown the optimum L depends on the chosen
ψMax and ψTol), there is no easy way to change this setting. These macro-
samples have been gathered by selecting the maximum sampling frequency
fMax
s that can be implemented when using TMote Sky sensor nodes. Since
L = 8 symbol periods correspond to 128 [µs] we have fMax

s = 1
128·10−6 ≈ 7.8

[KHz].

2) We then computed for the considered sequence the parameters ρ and σ2
1 . Here

ρ was obtained as the average fraction of time during which the measured
power level was 6 [dB] above the noise floor (that we estimated to be around
-95 [dBm]) and σ2

1 as the average power of signals over c.

3) We run the algorithm several times over different sets of macro-samples
obtained by re-sampling the originally stored sequence.

During our experiments 3600 sequences were collected (225 for each of the 16
IEEE 802.15.4 channels in the 2.4 GHz ISM band): one third in residential indoor
environments and the remaining two thirds in office spaces. An example of the
obtained power profiles (these are basically similar to the sequences we used in
Chapter 2 for quantifying the duration of white spaces) is shown in Figure 4.7



4.5. ENERGY EFFICIENT INTERFERENCE DETECTION 97

0 0.1 0.2 0.3 0.4 0.5
−100

−90

−80

−70

−60

−50

−40

time [s]

S
ig

na
l A

m
pl

itu
de

 [d
B

m
]

a) Office Environment

0 0.1 0.2 0.3 0.4 0.5
−100

−90

−80

−70

−60

−50

−40

time [s]

S
ig

na
l A

m
pl

itu
de

 [d
B

m
]

b) Residential Environment

Figure 4.7: Examples of two sequences of channel samples. ρ ≈ 0.23, σ2
1 ≈ −45.2

[dBm] (top) and ρ ≈ 0.04, σ2
1 ≈ −84.1 [dBm] (bottom).

where we present the measured received signal strength as a function of time for
two different sequences of channel samples. We fixed:

ψTol = (0; 1)

ψMax = (0.1; 6 [dB])

PI(ψ
Tol) ≤ 0.05

PI(ψ
Max) ≥ 0.95

In order to satisfy the specified constraints, N = 50 macro-samples need to
be collected: assuming periodic sampling with period equal to 2 [ms] the total
execution time for this procedure (on a single channel) will be equal to 0.1 [s]. Using
the algorithm proposed in Section 4.5.3 we computed the following parameters:

ζOpt = σ2
0[dBm] + 5.12 [dB] ≈ −89 [dBm]

nOpt = 0
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Figure 4.8: Contour plot of PI = 0.95 over the interference domain (black line) and
experimentally estimated P̂I .

The black line shown in the two graphs presented in Figure 4.8 represents
a contour plot corresponding to PI = 0.95 obtained analytically from equation
(4.12). On the same plots we have added the values of P̂I estimated during our
experiments: crosses (top) denote channels for which P̂I < 0.95 while asterisks
(bottom) correspond to P̂I > 0.95. The behavior achieved by the algorithm matches
very closely the desired one and in fact, with few exceptions, all the channels whose
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interference vectors fall in the region defined by the black line, thus all the black
spaces, are correctly identified and can consequently be avoided. An analogous
match between theory and experiments was also observed for the white spaces (see
the results presented in [5]) as well as while investigating the dependence between
PI and E. In particular we verified that higher detection probabilities can be
achieved by increasing the energy budget of the sensing procedure. This is shown
in Figure 4.9 where PI is plotted as a function of E for two different interference
vectors. Note how the analytical curves and the ones obtained through experiments
are in very good agreement.
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Figure 4.9: Detection probability PI as a function of the energy budget E:
comparing analytical model and experimental results.

4.6 On Channel Sensing Approaches

Before moving on to the design of our channel selection algorithm we discuss two
different possible approaches that could be implemented to deal with the problem
of channel sensing, outlining for both of them their advantages and disadvantages.
The interference detection algorithm we have presented in the previous section,
implicitly performs channel sensing with the aim of verifying if a given channel
satisfies a certain set of conditions, but does not provide an actual value to quantify
the quality of the channel. A different approach is to collect a defined number of
channel samples and estimate a set of parameters (for instance the two parameters
we considered in Section 4.5, i.e. average channel occupancy ρ and power of
interfering signals σ2

1) providing an indication of channel conditions. Consider the
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problem of quantifying the average channel occupancy ρ. By collecting N macro-
samples y1, . . . , yN , node Si can obtain an estimate of the value of ρ by simply
considering:

ρ̂ =

∑N
j=1 yj

N
(4.14)

The number of samples that have to be collected will be determined in order
to achieve a certain minimum sensing performance, such as an average absolute
estimation error below a certain threshold. In this case we have (neglecting false
alarm and missed detection probabilities):

P





N
∑

j=1

yj = n



 =

(

N

n

)

ρj(1− ρ)N−j (4.15)

Consequently, the average absolute estimation error can be computed as:

E[e(ρ,N)] = E[|ρ− ρ̂|] =
N
∑

k=0

P

[

ρ̂ =
k

N

]

·

∣

∣

∣

∣

ρ−
k

N

∣

∣

∣

∣

(4.16)

Note that the value provided by equation (4.16) depends on ρ as well as on the
value of N . In fact, the error of the computed estimate decreases as more and more
channel samples are collected and reaches its maximum for ρ = 0.5 and has two
zeros for ρ = 0 and ρ = 1 as shown in Figure 4.10. Also in this case it is quite
clear that several channel samples might have to be collected in order to satisfy
specific constraints on the maximum estimation error. As an example, to ensure
that E[e(ρ,N)] ≤ 0.04 we need to fix N = 100 samples.

We note that this number is comparable with those we previously obtained (of
course these values depend on the specific requirements on E[e(ρ,N)], PMin

D , and
PMax
F ); however, there is a substantial difference in how energy is used by the two

sensing approaches we are discussing. If nodes estimate channel conditions and
want to achieve a defined estimation error (for instance, in order to rank the set of
available channels), then all N samples have to be collected. This is not the case if
the approach we developed in Section 4.5 is adopted. In this case as soon as nOpt

of the collected yis have been classified as busy, it is possible to stop the sensing
procedure on a specific channel and move on to the next frequency band.

Both of these sensing approaches have advantages and disadvantages. Stopping
the sensing procedure as soon as a certain number of busy samples has been
gathered can lead to great energy savings (note that heavily interfered channels

can be immediately discarded without wasting precious energy estimating how bad

interfering conditions actually are), but this might lead to non-trivial situations if
none of the available frequency bands satisfy the given requirements. On the other
hand if the channel conditions of the sensed frequencies are accurately estimated,
then nodes might be able to select the best available frequency band if none of the
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Figure 4.10: Estimation error as a function of average channel occupancy ρ and
number of collected channel samples N .

available channels satisfy the specified conditions, although this approach might
result in high energy overhead.

In the next section we investigate this second sensing strategy and propose a new
channel selection algorithm. In order to limit the energy overhead introduced by
spectrum sensing we dimension the considered sensing procedure while accounting
for the actual amount of data that has to be transmitted over the selected channel
(note that this has to be known in advance) and stop the sensing process as soon
as a specified energy objective can be achieved.

4.7 Energy Aware Channel Selection

This section describes the design of our novel channel selection algorithm. We start
by clarifying the idea we want to implement by using the following simple example.

Example 1. Consider a scenario where three channels are available. Transmitting
a packet over channel i has an associated energy cost Ci: at a given time instant
C1, C2, and C3 are three independent and identically distributed random variables
for which we have:
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fi(ci) =

{

0.5 if ci = {1, 2}
0 otherwise

i = 1, 2, 3

thus the cost for transmitting over the channels is either equal to 1 or 2 energy
units with 50% probability. Further assume that sensing a certain frequency band
costs ES = 4 energy units. Given that NP packets have to be transmitted we want
to compare the average energy performance of two different sensing policies π1 and
π2. The first policy senses all the three channels and then transmits over the best
one (ties are broken using some randomization algorithm) while the second policy
only senses two of them and then selects the best among the two. Now the average
energy performance achieved by π1 is given by:

Eπ1 = 3ES +

(

1−
1

8

)

·NP +
1

8
· 2NP = 3ES +

9NP
8

which is the sum of the cost for sensing (3ES) and the cost for transmitting over
the chosen frequency band. In an analogous manner we have for π2:

Eπ2 = 2ES +

(

1−
1

4

)

·NP +
1

4
· 2NP = 2ES +

5NP
4

Note that for NP < 8ES (32 packets), Eπ1 is lower than Eπ2 thus sensing only
two of the three channels leads to the best performance; while for NP > 8ES then
sensing policy π2 provides the best option.

This example shows that the number of channels that should be sensed actually
depends on the amount of transmitted information. In this section we propose an
algorithm for channel selection that implements the aforementioned idea. In the
following we first outline a few additional modeling assumptions, then we present
our analysis, and finally we evaluate the performance of the proposed sensing scheme
using a simple simulation study.

4.7.1 New Sensing Approach

We focus on the transmission of a specific amount of data, consisting of NP packets
(see Figure 4.11). The following hand-shake mechanism is adopted by the two nodes
involved in the packet exchange:

• S2, the transmitting node, communicates to the receiver S1 the amount of
data (i.e. the number of packets NP ) that it has to transmit;

• S1 selects a suitable channel through spectrum sensing and communicates this
channel to S2; this initial negotiation phase is performed over a predefined
frequency band known in advance by sensors5; and

5Details of finding/selecting this channel are outside the scope of our analysis.
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Figure 4.11: Sketch of the considered scenario: S2 needs to deliver NP packets to
S1 and NC channels are available.

• both nodes switch their radios to the chosen channel and start the transmis-
sion process.

Data frames corrupted by interference are requested to be retransmitted using a
simple ARQ scheme that exploits ACK/NACK control messages.

We assume that a set S of NC orthogonal channels is available. At a certain
time instant, we quantify the interference experienced by nodes over channel i
using the energy cost Ci = C(ρi) that the two-node system has to pay for the
successful delivery of a packet6. This cost includes the cost for the first packet
transmission as well as the cost for the control messages (ACK/NACK) and any
eventual retransmission that might be required. It is reasonable to expect that
C(·) is a monotonic increasing function of ρ and that higher channel occupancies
will result in higher energy costs. We assume that at a given time, ρis of different
channels are independent7 random variables which behavior is described by a set
of probability distribution functions Fi(x) = P [ρi ≤ x]. We assume that interfering
conditions change slowly over time, and that the values of ρi, i = 1, . . . , NC (and

6Here ρi denotes the average channel load over channel i measured during a certain period
of time, i.e. the sensing time. We assume that Ci only depends on ρi and not on the power of
interfering signals σ2

1
, hence σ2

1
is assumed to be large enough so that we can neglect any possible

capture effect.
7We remark that in real settings this assumption might not hold and in fact, the channel

occupancies experienced by nodes on adjacent channels might be correlated: for instance if we
consider the IEEE 802.15.4 radio standard and assume that interference is induced by IEEE 802.11
b/g terminals, since each 802.11 b/g channel overlaps with 4 of the 802.15.4 carriers, the channel
occupancies perceived by nodes on those channels will be highly correlated.
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therefore also the values of Cis) stay relatively constant for the time required to
deliver the desired data.

We assume that nodes can perfectly estimate the value of Ci for a certain
frequency band (for instance by collecting a defined number of channel samples
and estimating the average channel occupancy ρi) and that sensing a single channel
requires energy ES .

4.7.2 Analysis

We start by formulating the problem of selecting the communication channel to be
used as a stochastic control problem similar to the one already addressed in [107].
Let Sk = {1, . . . , k} denote the set of sensed channels (this set has cardinality
|Sk| = k) and let u = min

i∈Sk

ρi be the minimum estimated channel load over the

channels belonging to Sk. We characterize the state of the system using the couple
{Sk, u}: the initial state is given by {S0 = ∅, 1}. We define a joint sensing and

transmission policy as an algorithm π that given the set of sensed channels Sk and
the value of u allows S1 to decide among one of the following two actions:

(i) Stop sensing and select for the subsequent transmissions the best channel
identified so far. In this case the total energy consumption will be:

ETr(Sk, u) = k ·ES +NP · C(u) (4.17)

which corresponds to the cost for sensing k channels plus the cost for
transmitting the NP packets over the selected frequency band; and

(ii) Sense a new channel (for instance channel j) belonging to C \ Sk. In this case
the state of the system will evolve to {Sk ∪ {j},min(u, ρj)}.

We assume here that nodes cannot select for transmissions a channel that has not
been sensed8. Our aim is to devise an optimal policy π∗ allowing S1 to select
the action to be taken so as to minimize the average energy Eπ

∗

required for the
delivery of NP packets. We carry out our analysis for two different scenarios. In
the first scenario, the distribution Fi(·) of the channel load ρi is known to the
sensors for all the available frequency bands; while in the latter case nodes do not
have any a priori statistical information on channel conditions. The former setting
provides a lower bound for the energy required to complete the considered task.
The more practical case where no information is available to sensors is even more

8This assumption keeps the problem formulation simple and does not require the definition
of a rule for establishing which channel should be selected if Sk = ∅. It also simplifies the choice
of S1 who only has to decide whether it is better to sense a new frequency band or transmit
over a band for which the channel conditions are known. However, this constraint might result in
sub-optimal choices and in fact a sensing strategy where nodes are also allowed to guess might
lead to lower energy consumption (note for instance that in Example 1, if NP = 4 packets, then
the best strategy is simply to pick a channel at random and transmit without sensing).
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interesting, both because it represents a more realistic application scenario and
because it allows us to actually quantify the energy value of channel information.
In fact the difference between the energy costs in the two cases is what nodes can
gain by having statistical knowledge of channel conditions.

Analysis for Scenario 1

We begin our analysis considering the first scenario. We denote by EOpt(Sk, u)
the energy performance achieved by an optimal policy starting from state {Sk, u}.
EOpt(Sk, u) is defined by the following Bellman’s equation:

EOpt(Sk, u) = min{ETr(Sk, u),

min
j∈C\Sk

Ej [E
Opt(Sk ∪ {j},min(u, ρj))]} (4.18)

where Ej [·] denotes the expectation computed with respect to Fj(·). Note that
if ρi, i = 1, . . . , NC can assume only a finite number of values9, then the problem
defined by equation (4.18) can indeed be solved and the optimal action is associated
with the term that achieves the minimum energy. If the minimum is ETr(Sk, u) then
nodes should transmit on the best sensed channel, otherwise they should sense a new
frequency band, in particular the one minimizing Ej [EOpt(Sk ∪ {j},min(u, ρj))].

We remark that the complexity of the computations required to obtain the
optimal sensing policy grows exponentially with the number of available channels;
furthermore, the number of possible states might become prohibitively large,
making it impossible to store the resulting policy on memory constrained devices
such as sensor nodes. However, it is possible to reduce the computation associated
with equation (4.18). Define ESe,Tr(Sk, u) as:

ESe,Tr(Sk, u) = min
j∈C\Sk

Ej [ETr(Sk ∪ {j},min(u, ρj))] (4.19)

ESe,Tr(Sk, u) thus denotes the expected energy cost when starting from state
{Sk, u} and sensing only one additional channel. It can be easily shown (for the
proof of this statement, the reader is referred to Appendix A, Theorem A.1.3) that
when looking for the optimal policy that solves equation (4.18) it is sufficient to
consider the one-step-look-ahead energy cost ESe,Tr(Sk, u) rather than EOpt(Sk, u).
This dramatically reduces the computation to linearly dependent on the number of
available channels.

We now need to determine which channel has to be selected if nodes decide to
sense an additional frequency band. We can say that the available channels are
stochastically ordered, if there exists a permutation σ of C such that:

σ(j) ≤ σ(k)⇒ ρσ(j) ≤st ρσ(k), ∀j, k

9If channel load is estimated by using equation (4.14) and collecting N channel samples, then
ρi can only assume N + 1 different values and this hypothesis is therefore easily verified.
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where x ≤st y indicates that for all the increasing functions f such that E[f(y)] <
∞, E[f(x)] < E[f(y)] (see [108, 109] for additional details). We have previously
assumed that the energy cost C for transmitting over a certain frequency band is
monotonic increasing on the channel load; if we further assume that channels can
actually be stochastically ordered (for instance this is the case if the distributions
Fi(·) are similar, i.e. of the same class but with different means) then the optimal
policy is to sense the stochastically lowest channel belonging to C \ Sk, i.e. the one
with the lowest average channel occupancy E[ρ] or equivalently, the lowest average
C (note that if a stochastic order exists on channel loads, then it also exists on the
energy costs). The reader is referred to Appendix A, Theorem A.1.4 for the proof
of this statement.

This shows that the order in which channels are sensed is independent of the
state of the system and allows nodes to keep track only of the number of sensed
channels and not of their actual IDs, thus decreasing memory requirements.

Analysis for Scenario 2

In the second scenario, nodes do not have any a priori information on channel
conditions. This problem (which is to some extent similar to a generalized secretary
problem10) is much more complex then the one we considered in the previous
paragraph and optimal solutions might in fact not exist. Therefore we decided to
use the notion of a satisficing11 alternative, introduced in [112]. Let ET = eT ·NP
denote a satisficing energy threshold, i.e. the target energy budget for the delivery
of a given amount of data (consisting of NP packets) and let EMin = eMin ·NP be
the minimum energy required to transmit that amount of data over an interference
free channel. Given the state {Sk, u}, nodes should transmit on the best channel
sensed so far if ETr(Sk, u) < ET (in this case a satisficing channel has been found)
or if k ·ES +EMin > ET (no satisficing channel can be found any more); otherwise
a new channel should be sensed. Note that for the considered scenario no a priori

statistical information is available on channel conditions, therefore frequency bands
are sensed in a random order.

Choosing the right satisficing threshold is extremely important for the perfor-
mance of the algorithm and in fact inappropriate values might force nodes to select

10The secretary problem [110] is a typical example of optimal stopping problem. In its classical

formulation a single secretary position has to be filled and n candidates are interviewed. The
applicants (that can be ranked without ties) are interviewed in a random order and after each
interview the interviewer has to decide whether to accept the current candidate or not (the rejected
ones cannot be recalled). There is no cost associated with interviewing and the objective of the
problem is to select the best applicant. If one or more of these assumptions are dropped, then
the problem degenerates in a generalized secretary problem: examples of generalized secretary
problems that have been considered in the literature include cases where applicants can be recalled
and interviewing has an associated cost [111].

11The word satisficing is obtained combining satisfy and suffice and indicates a strategy aiming
at identifying options that might not be the optimal ones, but are simply good enough. Such a
strategy is often used to solve complex stopping problems for which an optimal solution might
not be known or might be too complex to implement.
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channels offering unfavorable conditions. In order to mitigate this problem we
devise a simple mechanism for the update of eT . This is given by the following
expression:

eT ′ = eT + ̺ ·
(ETr(Sk, u)− ET )

NP
, ̺ ∈ [0, 1] (4.20)

which basically implements a simplified12 Q-learning algorithm (̺ being its
parameter). Note that the threshold is increased if the actual total energy cost
was greater then ET in order to allow nodes to explore more channels13 and find a
better frequency band, otherwise it is decreased.

4.7.3 Simulation Results

We here quantify the performance of our energy-aware channel selection algorithm
using a simple simulation study. The evaluation of the considered scheme on
real sensor nodes is included in Appendix D. We considered a scenario where 16
frequency bands are available (as for the IEEE 802.15.4 standard [24]). We modeled
interference over these channels using a simple two state semi-Markov model and
during each simulation run, we randomly generated ρi for the 16 available frequency
bands using the distributions of channel occupancy Fi(ρi) obtained during the
measurement campaign already discussed in Chapter 2. We assumed that the
energy cost required to transmit a packet over a channel with load ρi is equal
to Ci = eMin

1−ρi
: this approximates the expected transmission count, a commonly

used metric that provides the average number of transmissions required in order to
deliver a certain packet [113]. We assumed error-free spectrum sensing assuming
that nodes can perfectly estimate the value of ρi over a certain frequency band by
incurring an energy cost equal to ES .

We computed the average energy required to successfully deliver a packet
simulating the transmission of different amounts of data: for selecting the frequency
band used by sensors we considered the three following sensing schemes:

1. Sense All: in this case all the available channels are sensed and the best
one (i.e the one with the lowest estimated ρi) is selected. This strategy was
adopted in [36].

12The more general formulation of the update equation used in Q-learning normally also
includes a discount factor γ used in order to weight the importance of future rewards. In this case
we have considered for simplicity γ = 0.

13Note that this statement is in general not true and in fact it is not obvious that increasing the
satisficing threshold will allow nodes to sense more channels. In fact, we verified that the average
number of sensed channels follows a non-monotonic trend on the satisficing threshold: while
the number of sensed frequency bands initially increases with eT , progressively higher thresholds
induce non-selective behaviors where nodes stop the sensing procedure immediately (since the
specified constraints can be easily met).
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2. Optimal Policy - Distribution Known: this second sensing scheme
implements the sensing policy previously described when considering Scenario
1 and assumes that the distributions of channel loads are known.

3. Satisficing Policy: this scheme implements the sensing policy described
when considering Scenario 2 and aims to identify a satisficing alternative.

Results are shown in Figure 4.12 where we present the normalized14 average
energy per packet E as a function of the transmitted amount of data for the three
different sensing schemes. Note how the energy aware approach adopted by our
channel selection algorithm limits the overhead introduced by spectrum sensing
and results in significant energy gains especially for small amounts of data. We
also note that the energy performance of the satisficing policy is quite close to the
optimal one, showing that packet transmissions can be carried out in an energy
efficient manner even if nodes do not have any a priori information on the state of
the available channels.
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Figure 4.12: Average Energy per packet as a function of NP for ES = 4, ̺ = 0.05,
eT = 1.2, eMin = 1. The 95% confidence intervals are also shown.

Figure 4.13 shows the average number of sensed frequency bands for the three
different sensing strategies. For the optimal scheme that has knowledge of channel
conditions, sensing a single channel is in most cases sufficient: this is due to the
existence in the channel scenario we considered, of spectrum holes in the frequency

domain, i.e. frequency bands that always present very low interfering activities.

14Values are normalized to the amount of energy required to deliver the considered amount of
data over an interference-free channel and without spectrum sensing.
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These channels are the ones that are sensed first, and this allows sensors to stop
the sensing procedure immediately. For the satisficing policy instead the average
number of frequency bands that are sensed increases with the number of transmitted
packets as shown in the plot: this clearly demonstrates the importance of selecting
a channel offering favorable interference conditions when more and more packets
have to be transmitted.
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Figure 4.13: Average number of sensed channels as a function of NP for ES = 4,
̺ = 0.05, eT = 1.2, eMin = 1. The 95% confidence intervals are also shown.

We finally discuss the importance of the parameter ̺ used in equation (4.20).
This parameter can be suitably tuned in order to obtain different behaviors. A
high value quickly adapts the threshold eT to changed channel conditions, but
can also induce high deviations from the optimum setting in case of sporadic and
“unlucky“ events; the later arise for instance when nodes try to start a transmission,
but all the available channels are highly occupied. Lower values result in longer
adaptation times, but also produce more stable behaviors and in presence of static
channel conditions achieve (after an adaptation period that can be significantly
long) a lower energy consumption as shown in Figure 4.14.

4.8 Conclusions

In this chapter we have developed spectrum sensing algorithms suitable for
identifying and exploiting white spaces in the frequency domain. We first proposed
a simple sensing scheme that can be used to reliably classify channels as good or bad.
Then we developed an analytical framework that allowed us to design the algorithm
and tune its parameters so as to achieve a desired behavior while minimizing energy
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Figure 4.14: Average energy per packet for the satisficing policy and ̺ =
0.02, 0.05, 0.1, 0.5, NP = 200 packets, ET = 1.55 ·NP , EMin = NP and ES = 4.

consumption. We implemented the algorithm on the TMote Sky sensor platform
and verified its ability to properly identifying white and black spaces. Our analysis
indicates that detecting the presence of interfering transmissions can demand a
large amount of energy, especially if there are strict requirements on the channel
conditions that nodes can tolerate and if many frequency bands have to be sensed.

In order to prevent the energy overhead introduced by spectrum sensing
from becoming too large, we designed a new sensing scheme that matches the
energy invested in spectrum sensing to the amount of data that has to be
transmitted. This ensures that when considering a large number of packets
nodes sense several channels and start transmitting only when good interference
conditions are identified. On the other hand, for the transmissions of fewer packets,
worse channel conditions can be tolerated if this allows a node to sense a limited
number of channels and to reduce the energy cost of the sensing procedure. Our
simulation results indicate that this approach outperforms previously proposed
channel selection algorithms that sense and rank all the available channels in order
to select the best available frequency band.

4.9 Validity of Results and Limitations

We conclude the chapter by discussing the validity of the obtained results and the
limitations of the studies presented in the previous sections.

We have already outlined the potential limitations of our interference detection
algorithm while performing its experimental evaluation, therefore we here focus
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our attention on the channel selection scheme presented in Section 4.7. Simulation
results have been obtained considering once again the distributions of channel load
gathered during the measurement campaign presented in Chapter 2. The results
consequently reflect the performance of the three considered sensing schemes only
under these channel conditions and are not of general validity. In fact in different
channel settings these sensing schemes might perform differently, in particular the
advantages provided by our energy aware approach might be reduced.

We further remark that estimating the average cost per packet as required by the
satisficing strategy we developed might represent a non-trivial problem. In general,
approximations might have to be used and the goodness of these approximations
might affect the performance of the algorithm: for instance, if nodes underestimate
the real cost, they might not explore enough channels and they might consequently
select a frequency band that is unsuitable for their communications. These problems
can be mitigated by utilizing the learning algorithm we have devised for updating
the satisficing threshold, but even in this case, reaching a good value might require
several iterations and consequently result in significant delay.





Chapter 5

Performance Evaluation of

Dynamic Spectrum Access-Based

Interference Avoidance Techniques

5.1 Introduction

In this chapter we present the experimental evaluation of the dynamic spectrum
access-based interference avoidance techniques that we have developed in Chapters
2 to 4. Our study has focused on different aspects and special attention
has been given to spectrum sensing. The two access schemes we previously
described target the exploitation of different kinds of white spaces and consequently
adopt different spectrum sensing strategies. Exploiting spectrum holes in the
frequency domain might require a large investment of energy to identify a suitable
communication channel: however, once this has been found, there is no further
need for costly spectrum sensing and nodes can exploit the frequency band until
interference conditions change and the selected channel becomes unsuitable for
packet transmissions. On the other hand, the exploitation of white spaces arising
in the time domain does not demand any up-front energy cost, but in this
case spectrum sensing has in general to be performed on a per-packet basis and
introduces therefore a constant energy overhead for every packet exchange.

These two approaches will perform differently depending on a variety of factors
such as the channel conditions experienced by nodes and the traffic pattern that
the specific sensor application induces over the network. The frequency domain
strategy will provide the best performance when the risk of operating in heavily
interfered channels is high, or when large amounts of data are involved; conversely
the time domain approach might better suit channel scenarios with modest
interfering activities and a small number of packets. Our performance evaluation
has considered all these aspects and the results we obtain provide both general
insights into which approach should be selected for a given application scenario

113
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as well as the specific limiting conditions that apply for the TMote Sky sensor
platform. These conditions basically specify the range of channel conditions and
the amount of information to be transmitted for which one approach outperforms
the other.

The remainder of this chapter is organized as follows: we first present an
overview of other works dealing with the experimental evaluation of interference
avoidance schemes for wireless sensor networks. We then outline the contributions
of our work and describe the approach used for our experiments. We finally present
our results and conclude the chapter discussing the limitations of our work and
drawing some general conclusions.

5.2 Related Literature

Many of the works that we reviewed in Chapters 2 to 4, beside defining access
schemes that sensor networks can exploit for avoiding interference, also present a
performance evaluation of the proposed techniques on real hardware. The main
focus of these evaluations has so far been on the frequency domain approach:
examples of experimental campaigns that have considered this strategy can be
found in [56] and [36].

In [56] the idea of channel surfing was first introduced and different interference
avoidance protocols exploiting frequency agility have been proposed. The effective-
ness of these medium access techniques has been experimentally evaluated using a
test-bed comprising thirty Mica2 sensor nodes organized in a tree topology. Two
performance metrics were considered during the evaluation: packet delivery ratio

(PDR), measured by counting the number of packets received at the network sink
as a fraction of those sent, and protocol overhead, quantified by considering the
number of channel switches performed by each node. The authors of [36] quantified
the effectiveness of their channel ranking and selection scheme by considering a
network of TMote Sky sensor nodes and implemented both single-hop as well as
multi-hop data transmissions in an office space where the interference experienced
by sensors is caused by WiFi networks. Their results indicate that a proactive
selection of the channel that sensors will use to communicate can greatly reduce
the effects of collocated interfering networks and significantly increase the packet
delivery ratio (the metric considered for their evaluation) with respect to traditional
communication schemes that simply transmit over an assigned channel and do not
account for the presence of interference.

The channel ranking algorithms proposed in [100] were also evaluated by means
of experiments on real hardware: using a test-bed that emulates the wireless channel
(antennas are replaced by wired connections for which it is easier to control signal
attenuation) the authors investigated the effects of different IEEE 802.11 interfering
activities on the performance of IEEE 802.15.4 compliant sensor nodes. Both the
power of useful and interfering signals as well as the packet rate of 802.11 devices
were varied in order to identify the limiting conditions under which the sustainable
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operation of both these networks is possible.

5.3 Our Contribution

Our study differs from previous works for several reasons. Many performance met-
rics have been used in order to quantify the effectiveness of interference avoidance
schemes: these include packet delivery ratio, packet delay, and communication
overhead. While these metrics all provide insightful information into the effects
of interference and on the behavior of the chosen interference avoidance technique,
they do not exactly quantify how the presence of interfering transmissions affects the
most important and precious resource of low-power wireless sensor nodes: energy.
Our evaluation has been performed considering as a performance metric energy

consumption: this implicitly accounts both for the packet losses experienced by
sensors (since lost packets will have to be retransmitted, consequently increasing
energy consumption) as well as for the communication overhead introduced by
the different interference avoidance approaches (since while quantifying the energy
performance we also account for the energy required to perform channel switches
or transmit control messages).

Our work, is also the first one that provides an explicit comparison between the
energy consumption of two different dynamic spectrum access-based interference
avoidance schemes that respectively target the exploitation of white spaces in the
time and frequency domain. This allows us to identify the set of conditions under
which one approach outperforms the other. As we will show in the following pages,
the use of frequency agility and of channel adaptation schemes, that have been
widely envisaged in the literature to deal with the problem of interference, do not
always provide the best performance.

5.4 Access Schemes and Spectrum Sensing Strategies

This section briefly describes and summarizes the features of the interference avoid-
ance strategies that we considered in this chapter as well as a few implementation
details. As we previously outlined, our performance evaluation focuses on two
different cognitive approaches, that respectively aim at exploiting spectrum holes
in the time and frequency domain. A sketch of the corresponding access schemes
is presented in Figure 5.1. For the sake of generality1 we consider two duty-cycled
nodes S1 and S2 that regularly wake-up and listen at defined instants of time
t1, t2, . . . in order to transmit or receive packets. We consider a general four-way
handshake mechanism: the exchange of an RTS/CTS is performed before each
packet is sent and a simple ACK/NACK scheme is used to acknowledge correctly
received packets or ask for their retransmission.

1The use of duty cycled sensors emulates a typical sensor application where wireless nodes
might periodically switch off their radio units in order to reduce power consumption.
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Figure 5.1: Sketch of the access schemes and spectrum sensing approaches.

Spectrum sensing is carried out by means of energy detection using the built-in
received signal strength indicator (RSSI) of the TMote Sky sensor nodes we used
for the evaluation [128]. Each RSS reading provides the average signal strength
measured at a specified frequency over a time-frame of 128 µs. We refer to these
readings to as channel samples (using the nomenclature introduced in Chapter 4,
these channel samples correspond to the channel macro-samples). For describing
channel occupancy we assume the same semi-Markov model already considered in
the previous chapters: thus at a certain time instant a channel can either be in the
idle or busy state. Each channel sample zi is consequently classified as busy or idle

by simply using a power threshold ζ:

zi ≷
Busy
Idle ζ (5.1)

Given that each zi provides the average RSS measured over L = 8 symbol
periods [128], for a fixed threshold ζ the probability α of misinterpreting noise
for a potentially interfering signal is given by (this is the false alarm probability2):

2Note that this expression is slightly different from those we previously used in Chapters 3
and 4: in particular, the value of ζ is multiplied by L. This is to account for the fact that channel
samples are now the average of the power level measured over L = 8 symbol periods, thus using
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α = 1− Γ

(

L

2
,
Lζ

2σ2
0

)

(5.2)

where Γ(a, x) = 1
Γ(a)

∫ x

0
ta−1e−tdt denotes the regularized incomplete lower gamma

function and σ2
0 the power of noise. We fixed ζ = σ2

0 + 6[dB] in order to ensure3

that α < 10−4 (the power of noise has been estimated by collecting channel samples
over an interference free channel: we obtained the value σ2

0 = −95 [dBm]).
In the time domain case, a single channel sample is collected by node S1 prior

to the wake-up period that follows the reception of an RTS: then if the channel is
found idle, a CTS is sent to S2 and both nodes keep their radios active in order to
receive/transmit a packet. Otherwise (if the channel is sensed as busy) no CTS is
sent and the nodes back-off entering the low-power mode until the next wake-up
period.

If the frequency domain approach is instead selected then node S1 performs
spectrum sensing before the exchange of data begins and selects the channel that
will be used to receive packets. The chosen frequency band is then communicated
to S2 using a defined control channel (we used for this purpose channel 26 which
is typically free from interfering transmissions). Alternatively, a more general4

approach can be adopted and node S2 can perform neighbor discovery using
the multi-channel neighbor discovery algorithm described in Appendix B. After
connectivity has been established and the two nodes are able to communicate,
a four-way handshake5 mechanism is used to transmit each data packet and no
further spectrum sensing is required. For selecting the channel to be used for packet
exchanges we implemented three different spectrum sensing schemes as detailed
below:

• Sense All: in this case all the available channels are sensed. In particular
NS = 100 samples are collected over each frequency band (see [36]) and the

the same notation previously used in Chapter 4 we have that zj =

∑L

i=1
|x

j
i

|
2

L
.

3We have set the value of the threshold ζ in order to achieve a defined probability of false
alarm α and neglected any constraint on the probability of missed detection β. This is to account
for the fact that this last metric can be computed exactly only if the power of interfering signals
σ2

1
is known and this is not the case for our setting. However, if we assume that γI = σ2

1
/σ2

0
> 13

[dB] then the chosen threshold ensures β > 0.99.
4Using neighbor discovery for channel multiplexing purposes is a more general solution since

it does not assume that sensors can reliably communicate over channel 26. In some settings, also
this frequency band might be occupied by interfering transmissions.

5For interference avoidance techniques targeting the exploitation of spectrum holes in the
frequency domain the four-way handshake (RTS-CTS-Data-ACK) is in fact not strictly necessary:
in particular, there might be no need for exchanging RTS and CTS once the two nodes are aware
that a certain amount of data has to be transmitted (note that this procedure is instead of vital
importance for the time-domain case since it allows us to synchronize the identification of white
spaces at the receiver with the transmitter). The four-way handshake approach was implemented
to compare the performance of the two dynamic spectrum access schemes under similar conditions.
However, we note that communication techniques making use of channel surfing can be simply
implemented using only the Data-ACK exchange.
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channel with the lowest number of busy samples is selected. Samples are
collected using a periodic pattern with inter-sample period equal to 1 [ms].

• Sense and Select: in this case spectrum sensing is performed until a
frequency band presenting favorable interfering conditions is identified. In
particular, a channel is accepted if fewer than 2 busy samples are collected6.
Again NS = 100 samples per channel are used7. Channels are scanned in a
sequential order, starting from channel 11 to 26 (the meaning of these numeric
IDs will be explained later in this section).

• Sense and Select - in Order: the procedure above is also adopted in this
third case but the channels are now scanned according to the following ordered

list8 C = {25, 26, 15, 20, 12, 17, 22, 11, 13, 14, 16, 18, 19, 21, 23, 24}. Note that
channels 25, 26, 15, 20 are checked first since they are likely to be non-
overlapping with the spectrum bands used by collocated WLAN networks
(a similar approach, is also adopted in ZigBee’s latest specifications [29]).
The frequency band with the lowest number of busy samples is selected if
none of the available ones satisfy the specified criterion (the same strategy is
also used for the Sense and Select algorithm).

In both access schemes opportune time-outs are used in order to deal with the
potential loss of control messages. Furthermore, the correctness of the received data
packets is verified at the receiver using a 16-bit cyclic redundancy check (for this
purpose we used the standard CRC16 provided by the Contiki operating system
[126]). Correctly received packets are acknowledged while the corrupted ones are
requested to be retransmitted.

5.5 Experimental Setup

5.5.1 Network Scenario

We now briefly describe the setting of our experiments. We used a set of two TMote
Sky [128] sensor nodes, respectively acting as transmitter and receiver of a certain
link. Each mote is equipped with a Chipcon radio transceiver that can be suitably
tuned over the 16 channels specified by the IEEE 802.15.4 radio standards in the 2.4

6This value has been determined using the algorithm defined in Chapter 4 and fixing the
following parameters: ψTol = (6.3 · 10−3, 4.4[dB]), ψMax = (5.6 · 10−2, 4.7[dB]), PMax

F
= 0.1 and

PMin

D
= 0.9.

7Again, the value NS = 100 has been computed using the algorithm for interference detection
defined in Chapter 4. As we have previously pointed out this procedure can be stopped as soon
as n = 2 busy samples are collected. For our evaluation we did not implement this feature and
we collected all 100 samples.

8This list has been derived by considering the results of the measurement campaign presented
in Chapter 2 and basically provides the stochastic order that was discussed in Chapter 4. This
means that the position in the list of each frequency band is determined according to the average
measured channel occupancy.
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GHz ISM band [24]. The carriers of these channels are separated by 5 MHz, with
the first and last one respectively located at 2405 and 2480 MHz. Each frequency
band is associated with a progressive numeric ID, ranging from 11 to 26. The two
nodes are located 1 meter far away from each other. Each is linked to a PC using a
USB connection that allows us to collect statistics about packet transmissions (see
Figure 5.2). In our experiments, the transmitting node needs to correctly deliver
a certain amount of data to the receiver. Specifically NP = 100 packets, each of
which has a total size (header plus payload) of 128 bytes. A duty-cycle of 20% was
selected in order to achieve reasonable transmission times (roughly 10 seconds for
the NP packets).

PC

PC

S1

S2

1m

USB

USB

Figure 5.2: Experimental setup used for our evaluation.

We performed two different experimental campaigns. For the first one, we
selected an interference-free environment: we set the transmission power of the
transmitting node so as to achieve a negligible packet loss rate9 and we artificially

controlled, using software-defined values, both the probability ρ of classifying a
channel sample as busy as well as the probability p of receiving a corrupted packet
(note that in fact all the packets are correctly received however, with probability p,
a packet was discarded and considered lost). This approach, which has previously
been used for instance in [10], permits us to simulate the performance of the different
access schemes on real motes (for instance allowing us to quantify their exact energy
consumption) while controlling the average channel occupancy and the packet error
probability experienced by sensors.

Our second campaign was instead performed inside the office spaces of the Radio
Communication Systems group of KTH, i.e. in the same environment where we
carried out the spectrum measurement campaign discussed in Chapter 2. We ran
our tests both during night hours, when interfering transmissions are sporadic or
not present at all, as well as during normal office hours, when the 2.4 GHz ISM
band is heavily used by several wireless devices such as laptops, PDAs, and wireless
keyboards/mice. Transmissions of these devices, although not controllable, provide
an example of interference pattern that sensors are likely to experience in real
scenarios and thus represent an excellent source of interference for our motes. Our

9We have verified that an output power of -10 [dBm] was sufficient.
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experiments were performed over a time-frame of more than three weeks. On each
day several transmissions were repeated for each of the access schemes in order to
ensure that all of them were tested under a wide range of channel conditions. The
purpose of this second campaign was to qualitatively assess the performance of the
considered techniques in a real scenario. However our conclusions are mainly based
on data obtained during the first round of controlled experiments.

5.5.2 Performance Metric

We quantified the performance of the implemented access schemes and spectrum
sensing algorithms by measuring the total energy E spent by the two-node system
for the successful delivery of the considered amount of data: this accounts for the
energy spent while transmitting and receiving packets and control messages, the
energy spent on spectrum sensing, the energy required by the CPU of the two nodes
and the energy spent by sensors while in low-power mode. For this purpose, we
used the online energy estimation routine provided by the Contiki operating system
(see [127] and [126] for additional details). This procedure allows us to measure the
time spent by nodes in each of the following four states: transmit, receive, CPU
and Low Power Mode (LPM). The total energy consumed can then be obtained
multiplying these times by the power drained by the mote in the respective state.
The power values for the TMote Sky platform are shown in Table 5.1 [127]. We
normalized the obtained quantities to the amount of energy required to complete a
four-way handshake packet transmission in interference-free conditions and without
spectrum sensing.

Table 5.1: Power Consumption for TMote Sky

State Power Consumption
LISTEN 60 [mW]

TRANSMIT (-10 dBm) 33 [mW]
CPU 5.4 [mW]
LPM 0.1635 [mW]

5.6 Results

5.6.1 Interference Controlled Environment

We start to investigate the performance of the time-domain approach by quantifying
the average energy per packet E as a function of the two parameters ρ and p:
these results are shown in Figure 5.3. Note that for good channel conditions
(basically in absence of interference) this channel access strategy leads to a very
good performance: the overhead introduced by spectrum sensing is minimum and
only represents about 3% of the total energy consumption. However, the presence of
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Figure 5.3: Average energy per packet E for the time-domain access scheme as a
function of the probability ρ of classifying a channel sample as interfered and the
probability p of packet errors.

even modest interfering activities rapidly induces a severe performance degradation
that makes the exploitation of spectrum opportunities in the time domain extremely
energy inefficient: for instance for ρ, p ≈ 0.1, energy consumption is increased
already by 35%. The reasons for such a behavior are mainly two. On one hand,
motes do not initiate packet transmissions when the channel is sensed busy: in
this case nodes are required to back-off and need to repeat the spectrum sensing
procedure in the next wake-up period, consequently increasing the energy overhead
of spectrum sensing. On the other hand, even if the channel is sensed idle and
packet transmissions are initiated, the packets can still be corrupted at the receiver
if transmissions of co-located interfering networks (in our experiments simulated
through a software-defined packet error probability) overlap in time with those of
sensors.

If the time domain solution is chosen, the frequency band where nodes operate
is basically fixed, and sensors try to avoid interference by “squeezing“ their packets
into the temporal white spaces that are not used by other networks. Spectrum
sensing in this case is performed prior to each packet transmission and the overall
energy performance basically only depends on the level of interference that sensors
will experience in the frequency band used. On the other hand, when the frequency-
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domain approach is utilized, the receiving node needs to initially invest a large
amount of energy in order to identify the channel that will be used to communicate.
In this case, the resulting average energy per packet depends on at least three
factors. These are:

1. the number of channels that are sensed;

2. the interfering conditions experienced by nodes on the selected channel; and

3. the number of packets that will be transmitted10.

The three algorithms described in Section 5.4 all collect 100 samples per channel.
For TMote Sky motes implementing the four-way handshake mechanism previously
described, the energy required to sense each frequency band is approximatively
equivalent to the energy spent for delivering 3-4 packets11 in interference-free
conditions. This might represent a significant overhead that could still be justified
if the risk of operating in heavily interfered channels is high.

For testing the performance of the three different channel surfing techniques we
devised the channel scenario sketched in Figure 5.4. Over the first four channels
nodes experience an average channel occupancy equal to ρ and packet transmissions
are corrupted with probability p: the remaining frequency bands are instead
interference-free.

fc11 c12 c13 c14

Figure 5.4: Considered Scenario. Nodes experience packet error probability p and
channel occupancy ρ over the first four channels while the remaining frequency
bands are interference-free.

10Note that the total energy required to deliver a certain bulk of data is given by the sum of
the energy invested on spectrum sensing plus the energy spent for transmitting the considered
packets over the chosen frequency band. While the latter of these two terms is a variable cost
(which is proportional to the number of transmitted packets NP ), the first one is fixed and its
effect over the average energy per packet decreases while more and more data blocks are sent.

11As we previously mentioned, each channel sample provides an estimate for the average RSS
measured over a time frame of 128 µs: this corresponds to the time required to transmit/receive
32 bits. 100 channel samples therefore are the equivalent of 400 bytes. This value is then increased
most likely because of some small processing time before and after the collection of each sample
during which the radio unit of the nodes are on. As a result, the total energy required by the sensing
procedure is equivalent to the energy spent by a two-node system for transmitting/receiving 3-4
packets of 128 bytes. We verified this value using the already mentioned online energy estimation
routine available in Contiki.
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Figure 5.5: Average energy per packet E for the three frequency-domain access
schemes as a function of the probability ρ of classifying a sample as interfered and
the probability p of packet errors. The three plots refer to the Sense and Select - in
Order (top), Sense All (bottom left) and Sense and Select (bottom right) strategies.

These results are presented in Figure 5.5 where we again show the average energy
per packet E as a function of ρ and p. We discuss one by one the three sensing
strategies. For the Sense and Select - in Order approach (top plot), the plotted
surface is basically flat: nodes start by sensing channel 26 that is free from any
virtual interfering transmissions. This channel is consequently always identified as
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a good frequency band by the interference detection algorithm described in Section
4.5, hence the sensing procedure is stopped and packet transmissions can be carried
out without incurring any losses.

If all the channels are sensed in the order dictated by their numeric ID (thus
from channel 11 to 26), a large portion of the considered surface is also flat as nodes
can identify and consequently avoid the four interfered frequencies we artificially
created by selecting for their transmissions the first available clear one (i.e. channel
15). For very low channel occupancies (i.e. ρ ∈ [0, 0.05]) it might happen that
sensors do not collect any busy sample on the four interfered channels and end up
selecting one of them: this is shown in the bottom left plot of Figure 5.5. Energy
consumption in that region of the (ρ, p) domain is increased because of the packet
losses experienced by sensors in the selected frequency band. It should also be
noted that the considered surface flattens out reaching a considerably higher value
if compared with the “Sense and Select - in Order“ case (see the top plot in the
same figure): this is due to the higher energy overhead introduced by spectrum
sensing.

Finally, when the channel selection procedure can be stopped as soon as the
sensing algorithm has identified a suitable frequency band we can limit the sensing
energy overhead, but also in this case we note for low channel occupancies an
anomalous behavior: if the value of ρ is small, then nodes might select one of the
first four channels. This will reduce the energy required by the sensing procedure,
but at the same time will increase the energy for packet’s transmissions if the packet
error probability over the selected channel is high as clearly shown in the bottom
right plot of Figure 5.5. Also in this case the surface we have drawn flattens out
reaching an energy value that is lower than the Sense All case, but greater than the
one achieved by the Sense and Select - in Order strategy.

5.6.2 Real Environment

It is interesting to verify the results we obtained under interference controlled
conditions by comparing the performance of the two different access strategies in a
real (uncontrolled) wireless environment. As previously mentioned we selected for
the second part of our evaluation the office spaces of the Radio Communication
Systems group of KTH and tested the performance of the different dynamic
spectrum access techniques during both office and night hours. Results for the
three different channel surfing schemes are presented in Figure 5.6. Some interesting
considerations can be carried out by comparing the different implemented spectrum
sensing strategies. Sensing all the channels results in very high energy cost (up to
26% of the total energy consumption is consumed by sensing, see Figure 5.7) even
though selecting the best frequency band does not seem to bring any relevant
advantage from an energy perspective12. On the other hand, if the sensing
procedure is stopped as soon as a channel with favorable interfering conditions is

12In the channel scenario we considered at any instant of time it is very likely that there are 3
or 4 frequency bands completely free from interfering transmissions: these correspond to channels
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Figure 5.6: Average energy per packet E for frequency-domain access schemes
during night (top) and office hours (bottom). Black points denote average values:
95% confidence intervals are also shown (240 experiments for each scheme have
been performed).

15,20,25, and 26, see Figure 2.11. Sensing all the frequency bands in order to select the best of
them (note that most likely there will not be any difference among the four channels) does not
provide any advantage when compared to a sensing strategy that stops the sensing procedure as
soon as it has identified one of these free channels.
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found and the available frequency bands are checked in a specific order it is possible
to greatly reduce the energy overhead introduced by spectrum sensing that in the
most favorable case (corresponding to the sensing strategy Sense and Select - in
Order) only represents about 5% of the total energy consumption. These results
are in perfect agreement with the discussion in the previous subsection.
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Figure 5.7: Relative energy consumption in the four different energy states CPU
(black), LPM, transmitting, receiving and spectrum sensing (white) by a two node
system. Data present average values for night hours.

It should further be remarked that for the channel scenario we considered, where
spectrum holes in the frequency domain can always be identified (thus it is always
possible to find a channel with no interfering transmissions), the performance of
channel surfing schemes does not significantly depend on channel conditions and
the considered sensing techniques lead to the same energy values both during night
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and office hours as shown in Figure 5.6. The only significant difference is for the
Sense and Select case where the obtained values present a larger spread during office
hours: this phenomenon reproduces the behavior observed in the bottom right plot
of Figure 5.5. Sometimes nodes might select for their transmissions one of the
first four channels, if these are only sporadically occupied by interfering activities
and then experience a few packet losses over the chosen frequency band: this will
consequently increase the consumed energy.

If the time domain approach is instead adopted, then spectrum sensing is
simply performed prior to each packet transmission without the need of a large
upfront energy cost. This approach results in very good performance during
night hours where the sporadic interfering activities occupying the channel can
easily be detected and avoided (see the top plot of Figure 5.8 where we show
the obtained average energy per packet for the 16 available channels). Note that
under these conditions, time-domain techniques outperform schemes implementing
channel surfing, leading to lower energy values. However, if the chosen frequency
band is heavily interfered, then the time-domain approach performs poorly and
energy consumption might be increased by up to a factor 6 as shown in the bottom
plot of Figure 5.8 (bad performances arise on channels {11−14, 16−19, 21−24} that
correspond to the three orthogonal IEEE 802.11 carriers used for internet access in
our environment, see again Figure 2.11).

In general, depending on channel conditions and on the amount of data that
has to be transmitted, the exploitation of white spaces in the time and frequency
domain will lead to different energy values as shown in Figure 5.9.

Over the plotted iso-energy curves the time domain scheme leads to the same
energy per packet as the frequency domain approach, provided that this last one
senses NC channels (the specific value of NC is indicated on the iso-curves) and the
selected one is interference-free. For better interfering conditions (i.e. lower p and
ρ) time-domain techniques should be preferred; frequency-domain schemes should
instead be implemented for higher p and ρ. We stress the important role played
by the amount of data that has to be transmitted and how this quantity shifts the
iso-curves: for a particular set of channel conditions (see for instance the asterisk in
Figure 5.9), the time domain approach, that represents the best alternative if only
a few packets are to be transmitted, is outperformed by channel surfing for larger
amounts of data.

5.7 Conclusions

In this chapter we have evaluated the performance of the interference avoidance
schemes designed in Chapters 2 to 4 by means of real experiments on the TMote
Sky sensor platform. In perfect agreement with the analysis carried out in
Chapter 3 our results indicate that the performance of dynamic spectrum access
in the time domain are severely degraded when nodes operate over channels with
even modest interfering activities. On the other hand, frequency agile schemes
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Figure 5.8: Average energy per packet E for time-domain access schemes during
night (top) and office hours (bottom). Black points denote average values: 95%
confidence intervals are also shown (350 experiments for each channel have been
performed).

implementing channel surfing might require a significant upfront energy investment
for selecting the channel used to communicate, but allow effectively avoiding
interfering transmissions and limit the number of packet losses experienced by
motes. A performance comparison among the two techniques has allowed us to
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Figure 5.9: Plot of iso-energy curves over the (ρ, p) domain. Two different amounts
of transmitted data (20 and 100 packets) are considered.

identify the limiting conditions under which one approach outperforms the other.

5.8 Validity of Results and Limitations

We here briefly discuss the limitations of our work: the results presented throughout
this chapter have been obtained considering a simple two-node topology. While
focusing on a basic network setting allows us to isolate the problem of spectrum
sensing, such a simple setting also leaves out a very important issue: the problem
of spectrum sharing. In a real network, multiple nodes are likely to access the
spectrum simultaneously, thus competing for the available spectrum opportunities:
it is therefore important to devise mechanisms for the efficient exploitation of the
white spaces arising over the considered region of the spectrum. However, the
problem of spectrum sharing (which is closely connected to the issue of homogeneous
intra/inter-network interference) has not been addressed in this dissertation and
investigating this issue is left for future work.

An additional aspect that potentially limits the validity of our results lies in
some of the implementation details of the proposed frequency domain techniques.
As we already mentioned, we have implemented packet transmissions using a
four-way handshake mechanism that includes RTS, CTS, Data, and (N)ACK.
When considering the exchange of several packets, the use of RTS and CTS
messages, which is of vital importance for time domain techniques since it allows
synchronizing the identification of the white spaces at the receiver with their
exploitation at the transmitter, is not strictly required. This means that a more
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efficient implementation of the frequency agile schemes we have considered in this
chapter, could avoid this unnecessary overhead and could consequently provide
additional advantages with respect to the time domain approach. Quantifying the
extent of these advantages is also left for future work.



Chapter 6

Energy Aware Adaptive Frequency

Hopping

6.1 Introduction

Frequency hopping communication schemes represent an attractive alternative for
interconnecting low-power wireless sensor nodes operating in unlicensed bands. The
basic idea implemented by these techniques is to allow communication among two
or more wireless devices by means of synchronous hopping over a defined set of
channels (referred to as the hopset), that are selected for packet transmissions
in a pseudo-random fashion. The use of frequency agility achieves a certain
degree of frequency diversity and provides some resilience against bad propagation
or interfering conditions that might arise on some of the available channels.
In particular, frequency hopping communication schemes have been envisaged
for improving the performance of wireless systems under three different channel
settings:

• in the presence of frequency static interference such as for instance the one
induced by collocated wireless networks (in our case, if we focus on the
IEEE 802.15.4 radio standards these interfering networks could for instance
comprise WiFi terminals);

• in the presence of frequency dynamic interference caused by other wireless
devices also adopting frequency hopping communication schemes; and

• in the presence of bad channel conditions for instance induced by frequency
selective multi-path fading or other propagation anomalies.

While channel hopping methods can in general mitigate the performance
degradation incurred by nodes in case of occasional channel anomalies by averaging

the channel conditions experienced over all the frequency bands used, it is well
known that the performance of frequency hopping systems can be significantly

131
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degraded if some of the frequency bands belonging to the used hopset constantly

experience bad channel conditions. For instance this situation might arise if
the carriers of some of the frequency bands overlap with the carriers of the
communication channels used for packet transmissions by other collocated wireless
networks.

In order to overcome this problem, that might result in increased packet losses
and energy consumption, adaptive algorithms have been envisaged in the literature.
These algorithms adapt the way nodes hop over the channels of the hopset and aim
to avoid frequency bands whose conditions are unsuitable for communications. The
most common approach for adaptive hopping is to remove from the used hopset
those channels that do not satisfy a certain performance criterion, consequently
reducing its cardinality. However this strategy presents several limitations as
pointed out in [124]: in order to identify bad frequency bands, nodes have to
assess channel conditions by executing a channel classification procedure that might
however introduce delay and overhead in the adaptation process. Also, in order
to prevent the hopset from shrinking too much and consequently limiting the
frequency diversity that can be achieved, it is important that channels removed
from the hopset are periodically tested in order to assess if they can be used
again for packet transmissions. However, this will result in additional overhead
and energy consumption. Finally, it should be noted that removing bad channels
from the hopset does not allow to deal with time-varying channel settings and if the
interference pattern experienced by nodes changes significantly over time, it might
be necessary to repeat the same channel classification procedure several times in
order to adapt to the changed interference profile.

In this chapter we present the design and evaluation of a new adaptive approach
that overcomes the aforementioned limitations. We start by presenting an overview
of the different adaptive algorithms that have been proposed in the literature; then
we highlight the contributions of our work, describe our novel hopping scheme,
and present its performance evaluation on real sensor nodes. Finally we draw our
conclusions and outline the limitations of our study.

6.2 Related Literature

Different adaptive algorithms have been recently proposed in order to improve the
performance of traditional frequency hopping communication schemes. Most of
these algorithms focus on the IEEE 802.15.1 standard for which a group of nodes
hopping with the same pattern is referred to as a piconet. Inside each piconet
one of the nodes, the master, is responsible for coordinating the hopping process
(for instance by determining the sequence of channels that shall be used while
hopping). All the other nodes are referred to as slaves. The first adaptive hopping
algorithm was presented in [114] and was the result of the standardization effort
carried out by the IEEE 802.15 task group 2. This procedure, that from now on will
be identified with the acronym IEEE AFH (Adaptive Frequency Hopping), includes



6.2. RELATED LITERATURE 133

three different steps:

1. Channel Classification, allowing to classify the channels belonging to the
hopset as good or bad according to a defined metric, such as packet error
rate (PER) or received signal strength (RSS);

2. Channel Classification Information Exchange, occurring when the slaves of
a piconet report to the master the channel information acquired during the
classification procedure; and

3. Hopping Sequence Adaptation, carried out by the master of the piconet who
removes from the hopping sequence the previously identified bad channels
and communicates the new sequence to all the active slaves.

The basic idea implemented by this adaptive scheme is to identify channels
that are unsuitable for sensor communications and remove these channels from
the hopset, consequently reducing its cardinality. Channels are classified using a
distributed approach that works as follows: all nodes belonging to the network
estimate channel conditions using a certain number NE of packet transmissions.
After this initial phase, the estimates are reported to the master of the piconet.
The master computes the average channel conditions, merging its own estimates
with those received from all the other nodes. The used frequency bands are then
classified as good or bad, using a simple threshold method: for instance if the
chosen metric is packet error rate, then channels for which the computed average
packet error rate is greater than a fixed threshold pMax are marked as bad and
consequently removed from the hopset.

Such a channel classification procedure represents the main weakness of this
adaptive algorithm. The need to estimate channel conditions with a certain
accuracy for all the frequency bands requires many packet transmissions and a
significant amount of time, resulting in high adaptation delay. Moreover, this
approach is not suitable for dynamic environments where channel conditions change
frequently over time: if this is the case in fact, the channel classification procedure
might have to be performed several times, for instance on a periodic basis, in
order to cope with the dynamics of channel conditions. However, this will result in
additional delay and overhead.

Several additional adaptive variants, aiming at improving the performance of
IEEE AFH, have been recently proposed: these include methods for reducing
the delay introduced by the channel classification algorithm and strategies for
mitigating the problem of mutual interference, arising when several networks
making use of frequency hopping operate in close proximity.

In [116], the Interference Source Oriented Adaptive Frequency Hopping (ISOAFH)
algorithm has been introduced. This adaptive scheme aims to speed up the
process of channel classification when nodes experience interference induced by
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802.11 devices1. While estimating channel conditions, based on the knowledge that
each 802.11 carrier overlaps with 22 of the frequency bands specified by the IEEE
802.15.1 radio standard, rather then trying to identify singular bad channels nodes
aim at locating the position of 802.11 carriers. For this purpose, the available
frequency bands are partitioned in groups and once the interfering carriers (and
their associated channel groups) have been identified, nodes avoid hopping over all
the frequency bands belonging to the same group.

The problem of mutual interference has been considered in [117] and [118,119].
The Dynamic Adaptive Frequency Hopping scheme, proposed in [117], allows
collocated wireless networks to select in a distributed manner a subset of channels
so as to minimize the experienced interference. Randomization mechanisms are
also included in this process in order to limit the probability that networks
operating in close proximity and experiencing correlated channel conditions select
the same channels for hopping. A similar approach is implemented by the Adaptive
Frequency Rolling scheme, proposed in [118, 119]: in this case the set of available
frequency bands is partitioned into different orthogonal groups that are used for
hopping by the participating networks using a time-division scheme.

All the hopping algorithms we reviewed so far basically implement the same
adaptive strategy: they reduce the cardinality of the hopset by removing channels
that for some reason are not suitable for communications. A different approach
has instead been proposed in [121, 122]: rather than adopting a threshold on-off

strategy where the bad channels are removed from the hopset and the good ones are
used with uniform hopping probabilities, the authors of these works have suggested
the possibility of assigning different usage probabilities to different channels based
on the conditions experienced. These probabilities are determined by solving a
constrained optimization problem: the resulting probabilities achieve a packet
error rate that is bounded by a fixed threshold while maximizing the entropy of
the hopping process. The performance of this approach has been investigated by
means of simulations and the results obtained show that over dynamic scenarios2

the adopted probabilistic hopping strategy outperforms both traditional frequency
hopping as well as the adaptive algorithm proposed in [114], leading to lower packet
error rates and consequently lower energy consumption.

6.3 Our Contribution

The contribution of this chapter consists of the definition and evaluation of a new
adaptive approach for frequency hopping systems. Our adaptive algorithm, namely
Utility Based Adaptive Frequency Hopping (UBAFH), adopts the same proba-
bilistic approach introduced in [121, 122] but assigns channel usage probabilities

1In general, the algorithm is suitable for identifying the carriers of interfering networks if these
carriers have a bandwidth that is much larger then the one of the channels used by the hopping
network: in this case each interfering carrier will overlap with several of the channels of the hopset.

2I.e. in presence of time-varying channel conditions that might require multiple channel
classifications from the traditional IEEE AFH algorithm.
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using a simpler mapping function that only takes into account the packet error
rate experienced by the nodes. The energy performance of our adaptive algorithm
is thoroughly evaluated in a two-node topology and is compared against other
frequency hopping techniques and communication schemes making use of a single
channel. We stress that our study is a pioneering one in this respect and it is
in fact the first investigation presenting the implementation and the performance
evaluation of frequency hopping communication techniques on real wireless sensor
nodes.

6.4 Utility Based Adaptive Frequency Hopping

This section provides a complete overview of our adaptive algorithm. As we
previously outlined, different variants of the original IEEE AFH implementation
have been proposed. However, all the developed algorithms basically exploit the
same principle and adopt a binary approach (where channels are either used or
not used) reducing the cardinality of the hopset by removing channels that do
not satisfy a certain performance criterion. The utility based adaptive frequency
hopping algorithm instead adopts a different probabilistic paradigm and utilizes all
the available frequencies, but with usage probabilities that are determined according
to the experienced channel conditions. An upper limit on such usage probabilities
is introduced to pseudo-comply with spectrum regulations (when these apply3) and
prevent the algorithm from converging to scenarios where only a few channels are
used; a lower limit is also introduced in order to ensure a certain minimum degree of
frequency diversity. Our algorithm basically consists of three different procedures
that are executed prior to each packet transmission:

1. PER Estimation through which the sensor nodes maintain estimates of the
packet error rate (PER) experienced over each channel of the hopset;

2. Channel Mapping involving the mapping of the estimated PER values into a
probability mass function defining the channel usage probabilities; and

3. Next Hop Frequency Selection through which the nodes carry out the
synchronous selection of the channel to be used in the upcoming hop.

These three procedures will be detailed in the next subsections. In our
description, we will focus on a simple network topology comprised of two sensor
nodes S1 and S2, that operate over an unlicensed spectrum band partitioned in M
channels.

3For instance, according to FCC regulations, Part 15, Clause 247, frequency hopping systems
have to hop over a minimum of 15 channels [42]. However, these limitations do not apply for
radio standards adopting digital modulations such as for instance spread spectrum: in this case
frequency hopping can be implemented on top of the modulation scheme used and no constraints
on the minimum number of channels apply. This is for instance the case of systems operating
within the IEEE 802.15.4 standard that utilize channel hopping techniques.
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Figure 6.1: Example of channel hopping over a two-node topology.

6.4.1 PER Estimation

With reference to the scenario sketched in Figure 6.1, nodes S1 and S2 constantly
maintain estimates of the packet error rate (PER) experienced over each channel
that belongs to the hopset. These PER estimates are obtained using a window
moving average filter that computes the average packet error rate for a certain
channel accounting for the last NUBAFH packet exchanges. For this purpose,
outcomes of data transmissions are stored in a local table (the PER table, see
Figure 6.2) containing M · NUBAFH binary variables (M being the number of
available channels: if we consider the IEEE 802.15.1 standard we will have M = 79
while for IEEE 802.15.4 we have instead M = 16) where a binary 1 is associated
with a packet loss while binary 0s correspond to successful transmissions. Rows of
this table implement shift registers that are updated in a FIFO (first in first out)
manner; at the beginning of the algorithm each row contains zeros.

We note that outcomes of packet transmissions might not always be available at
both sides of a certain link: for instance node S2 will surely have these outcomes for
transmissions where it is the receiver (since it will be able to check if the received
packets are correct). On the other hand it will have to rely on S1 to obtain such
information for transmissions where S1 is on the receiving side. However, estimated
PERs are needed to select the frequency used on the next hop, thus it is crucial that
both nodes have the same information at the same time, in order to be able to carry
out synchronous hopping. For this purpose nodes exchange these data using a vector
that contains the outcomes for the lastNT received packets: this vector, that we will
refer to as the memory vector, could be included in the acknowledgement message
that follows every packet or in the packet itself. NT > 1 values are needed in order
to deal with packet losses that might lead to lack of information. For addressing
this problem, each node maintains a buffer (the memory buffer) of 2 · NT binary
variables containing the outcomes for the last 2 · NT packet transmissions. This
buffer also implements a shift register: after every channel hop the oldest value on
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Figure 6.2: Sketch of the different steps of the Utility Based Adaptive Frequency
Hopping algorithm.

the buffer is removed and inserted in the PER table. In the event of packet losses,
some field of the buffer might remain empty; however, as soon as a packet or an
ACK is correctly received, it will be possible to fill those empty spaces with the
appropriate values as they will be retrieved from the received memory vector.

6.4.2 Channel Mapping

Channel mapping defines the procedure through which the estimated packet error
rates are mapped into a probability mass function assigning to each channel of the
hopset an appropriate usage probability. We denote with PER(ci) the estimated
PER for frequency ci. The channel mapping algorithm is defined by a function f :

f : [0, 1]→ [PMIN , PMAX ] (6.1)

that takes as input the value of PER(ci) and computes the usage probability
for channel ci. Here PMIN and PMAX respectively denote the lower and upper
bounds for the channel usage probabilities. PMIN is introduced to ensure that
even bad channels are occasionally used (to verify their status). PMAX instead
guarantees a minimum level of frequency diversity and prevents the algorithm from
converging to a situation where only a few channels are used. Spectrum regulators
might introduce a lower bound on the number of channels that shall be used for
hopping: for instance the Federal Communication Commission (FCC) has set to
MMin = 15 the minimum number of channels that have to be used by frequency
hopping systems for operating in unlicensed bands [42]. The value of PMAX can
consequently be selected accounting for these constraints.

The mapping function f is given by the composition of three different functions
f = f1 ◦ f2 ◦ f3. f1(·) simply maps the estimated PER values into a probability
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mass function. Different choices for f1 are of course possible: the selection should
be made accounting for two main aspects:

(i) simplicity: the chosen function has to be executed before every packet
transmission by all the nodes of the network. It is therefore important that
it is simple to implement and computationally light; and

(ii) tunability: different hopping behaviors might be required under different
channel conditions. In some cases nodes might aim to hopping over only the
best channels, assigning high usage probabilities only to a small subset of
frequency bands. In other scenarios instead, higher frequency diversity might
be required hence rather similar usage probabilities might have to be assigned
to channels presenting very different conditions. The chosen mapping function
must therefore be able to adapt its behavior to the particular requirements
of each application.

An excellent example of a function satisfying the above properties could be:

f1 : PER(ci)→ f1 (PER(ci)) =
(1− PER(ci))

ς

∑M
j=1 (1− PER(cj))

ς
(6.2)

It can easily be verified that f1 actually implements a probability mass function,
thus

∑M
i=1 f1(PER(ci)) = 1, ∀M . The parameter ς is called temperature and can

be suitably tuned to achieve different behaviors: low temperatures result in almost
equiprobable channel usage probabilities, while higher values of ς lead to scenarios
where only the best frequencies are actually selected. The term (1 − PER(ci))
basically denotes the utility4 used to assign the usage probability to channel ci.
f2(·) and f3(·) respectively introduce the lower and upper bounds PMIN and PMAX .
f2(·) is defined as:

f2 : x→ f2(x) = PMIN + x · (1−M · PMIN ) (6.3)

Basically f2 increases each of the values obtained from f1 by PMIN and consequently
scales those values by a factor (1−M ·PMIN ) in order to obtain a new probability
mass function; on the other hand f3(·) truncates channel usage probabilities
eventually greater than PMAX and proportionally reallocates the truncated parts
over all the other values. If there are no constraints on the values that the channel
usage probabilities can take, then PMIN and PMAX can be simply set to 0 and 1
respectively.

6.4.3 Next Hop Frequency Selection

As outlined in Section 6.4.1, sensors S1 and S2 can maintain synchronous estimates
for the packet error rates experienced over all the channels of the hopset. Using

4This was the reason that led to selecting the name Utility Based Adaptive Frequency Hopping
(UBAFH).
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the same mapping function will thus produce the same probability mass function
both at the transmitter and at the receiver side, allowing nodes to select the same
frequency for the incoming hop. For this purpose, we suppose that nodes share
a common seed s, used to initialize a random number generator. With reference
to Figure 6.1, at time slot i both S1 and S2 generate a random number that is
used, along with the probability mass function obtained after the channel mapping
procedure, to select the channel used for the hop during slot i+1. For dealing with
packet losses that might cause a temporary lack of information, the choice of the
channel to be used on slot i + 1 is carried out using the information that nodes
have up to time slot i− 2NT . This allows for NT consecutive packet losses on each
side and prevents asynchronous behaviors. If more than NT consecutive losses arise
nodes interrupt the update of the PER table until a new packet is received and new
information becomes available.

6.5 Performance Evaluation

In this section we present the results obtained during the performance evaluation
of the hopping algorithm we previously described. The approach that has been
adopted for this study is basically the same as we already considered in Chapter 5
when dealing with techniques implementing dynamic spectrum access. Also in this
case we have used two TMote Sky sensor nodes, for which the available hopset has
cardinality M = 16.

6.5.1 Hopping Algorithms

Our evaluation has considered three different hopping algorithms. In particular we
implemented:

• a traditional Frequency Hopping (FH) scheme;

• an Adaptive Frequency Hopping algorithm similar to the one defined in [114];
this adaptive approach is the one adopted by several standards such as
WirelessHART [27] and IEEE 802.15.1 [25]; and

• the Utility Based Adaptive Frequency Hopping (UBAFH) algorithm intro-
duced in Section 6.4.

We further considered a simple communication scheme where only a single
frequency band is used and no channel hopping is exploited. The implementation
details for each of the hopping schemes will be briefly described in the next
subsections.

Traditional Frequency Hopping (FH)

If a traditional frequency hopping technique is implemented the channels belonging
to the hopset are used in a pseudo-random fashion. For this purpose S1 and S2



140 CHAPTER 6. ENERGY AWARE ADAPTIVE FREQUENCY HOPPING

share a common seed s: this is used to generate random numbers and to chose the
frequency band that will be selected for the upcoming transmission. All the 16
available channels are equally likely to be chosen in each time-slot.

Adaptive Frequency Hopping (IEEE AFH)

We consider the adaptive frequency hopping algorithm specified in [114] (note that
in [114] the focus was on the IEEE 802.15.1 radio standard; but we here generalize
the proposed approach to IEEE 802.15.4 devices): S1 and S2 estimate the packet
error rate experienced over each channel using NE packet transmissions. In this
way S1 estimates the probability of receiving a corrupted ACK/NACK, while S2

estimates the probability of receiving a corrupted data packet. After this channel

classification procedure has been completed, S1 reports to S2 its estimates, then
S2 computes average channel conditions (by averaging5 its estimates with the ones
received from S1) and updates the hopset by removing those channels for which
the packet error rate is greater than a certain threshold pMax. The updated hopset
is then communicated to S1 and adaptation can start.

We remark that [114] does not specify the values of NE and pMax which could
therefore be vendor specific. For our experiments we assumed NE = 16 · 20 (thus
channel conditions are estimated considering on average 20 transmissions for each
of the available frequency bands) and pMax = 0.5. We stress that different choices
for these parameters can be used to implement different performance tradeoffs. A
low value of NE shortens the time required to perform the channel classification
procedure and thus reduces the adaptation delay. On the other hand, if NE is
too small, channels might be classified in an inaccurate manner leading to good
frequency bands erroneously being removed from the hopset while bad channels
might not be properly identified. Similar considerations should be made when
selecting the packet error rate threshold pMax: a high threshold might lead nodes
to hop over interfered frequencies, while lower values might induce a very selective
channel classification procedure where several channels are removed from the hopset
and the degree of frequency diversity becomes too low. This behavior might be
undesirable for particular channel scenarios where nodes experience both frequency
static interference as well as multi-path fading. The value we assumed for our
experiments (pMax = 0.5) has been previously used in [124].

Utility Based Adaptive Frequency Hopping (UBAFH)

If the utility based adaptive frequency hopping approach is instead chosen, S1

and S2 constantly maintain estimates p̂(ci) for the packet error rate experienced
on each of the available frequency bands. These estimates are computed using
a window moving average that evaluates p̂(ci) over channel ci accounting for the

5In our evaluation we have computed this average by assigning equal weight to both estimates.
However, asymmetric approaches, assigning larger weights to the estimate of the probability of
receiving corrupted packets can of course be implemented.
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last NUBAFH = 32 transmissions. The values obtained are then mapped to a
probability mass function defining channel usage probabilities and assigning to
channels with better conditions higher values. For implementation6 reasons we
modified the mapping function defined in Section 6.4 and considered instead:

f : p̂(ci)→ f (p̂(ci)) =
ν(p̂(ci))

∑16
j=1 ν(p̂(cj))

(6.4)

where:

ν(p̂(ci)) =







20 · (1− p̂(ci)) · 32 if p̂(ci) ≤ 3
32

5 · (1− p̂(ci)) · 32 if 3
32 < p̂(ci) ≤ 12

32
3 if p̂(ci) >

12
32

(6.5)

Note that in equation (6.5), the factor 32 that multiplies 1− p̂(ci) is introduced in
order to obtain integer quantities and to reduce computational effort. S1 and S2

add to the payload of each packet two bytes (thus the payload in this case has a
total size of 102 octets) containing the outcomes of the last 16 packet transmissions
(the memory vector): this synchronizes estimates of the packet error rate at the two
nodes. The channel to be used at time-slot k is then selected using the information
that nodes have up to time-slot k − 32. Also in this case, synchronous channel
selection is ensured by using a seed, known to both sensors. Note that channels are
still chosen in a pseudo-random fashion; however, while for the traditional hopping
algorithm, all the available frequency bands are equally likely to be used, in this
case channels with better conditions (i.e. lower packet error rate) are assigned
higher usage probabilities (proportionally to ν(p̂(c))) and are consequently selected
more often than the ones where sensors experience a high packet error rate.

6.5.2 Experimental Setup

Network Scenario

The setting for the experiments of our evaluation is sketched in Figure 6.3: we focus
on a simple two-node topology comprised of two TMote Sky sensor nodes S1 and
S2 located 1 meter away from each other, and consider the exchange of a certain
amount of data, consisting of NP packets, from node S1 (acting as transmitter) to
node S2 (the receiver). Each transmitted packet has a payload of 100 bytes. The
two sensors run the Contiki operating system [126]. Each is linked to a PC through
a USB connection that allows to collect transmission statistics. Packet exchanges
are implemented using the following handshake mechanism: during slot i, node S1

sends a packet; S2 verifies the correctness of the received packet by means of a 16-bit
cyclic redundancy check (we used once again the standard CRC16 provided by the
Contiki operating system [126]). An acknowledgement or a not acknowledgement

6The main driver for this change was the need to compute with integer quantities.
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Figure 6.3: Sketch of the considered scenario.

(requesting the retransmission of the corrupted packet) is then transmitted by S2

during slot i+ 1.
The TMote Sky used for our experiments feature an IEEE 802.15.4 Chipcon

2420 wireless transceiver operating in the 2.4 GHz ISM band: the available hopset
comprises thus the 16 frequency bands c11, . . . , c26 specified by the IEEE 802.15.4
standard [24]. We implemented a simple MAC-layer synchronization routine where
nodes hop to the channel that has to be used for the upcoming transmission either
immediately after sending or receiving a packet or after a certain time-out tMax

expires: for our experiments we fixed tMax = 25 [ms].
We focused on a simple two-node topology for two reasons. On one hand,

the implementation of frequency hopping schemes over multi-node and potentially
multi-hop networks requires that different issues, one of them being synchronization,
are addressed. This is out of the scope of our study which aim is to investigate
the behavior of different hopping techniques in channel scenarios that present
interference. Furthermore, we note that the same problems will arise indepen-
dently of the hopping scheme used. Considering only two nodes simplifies the
implementation process and allows us to focus on the comparison of the energy
performance of the different communication techniques. As a second aspect, we note
that networks comprising several sensors can potentially be organized in countless
different topologies. The choice of a particular topology (for instance a star rather
than a tree or a mesh) might make the obtained results dependent on the specific
setting considered: by focusing on the single link between two nodes instead we
obtain general results that are not topology dependent7.

7Off course the results obtained for a two-node topology depend on that particular network
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Figure 6.4: Average channel occupancy for the 16 IEEE 802.15.4 channels during
a 7-day period in the environment chosen for our evaluation.

Experimental Approach

Following the same approach already adopted for evaluating the dynamic spectrum
access techniques described in Chapters 2 to 4 we performed two different
experimental campaigns. For the first one, we selected an interference-free
environment: we set the transmission power of the nodes so as to achieve a negligible
packet loss rate (we verified that an output power of -10 [dBm] was sufficient
for this purpose) and we artificially controlled using software-defined values the
probability pi of receiving a corrupted packet over channel ci (note that in fact all
packets are correctly received however with probability pi, a packet is discarded
and considered lost). This approach, permits to simulate the performance of the
considered hopping algorithms on real motes (thus allowing us to quantify their
exact energy consumption) while controlling in a rigorous and accurate manner the
packet error probability experienced over the wireless channel.

Our second campaign was instead performed inside the office spaces of the Radio
Communication Systems group of KTH where the 2.4 GHz ISM band is heavily used
by several wireless terminals such as laptops, PDAs, and wireless keyboards/mice.
For example, the variation of average channel occupancy over the 16 IEEE 802.15.4
channels during a 7-day period is shown in Figure 6.4. The spectrum is mainly

setting. However, when investigating the performance of frequency hopping in multi-node
topologies there are several additional aspects (the chosen routing scheme being one of them) that
might affect the performance of the hopping algorithms. A two-node network simply removes all
these additional issues and allows to focus only on the considered hopping techniques.
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utilized by WLAN devices (i.e., operating within the IEEE 802.11b/g standard).
In the plotted figure three non-overlapping WiFi carriers can easily be identified.

Transmissions of these devices, although not controllable, provide an example of
interference pattern that sensors are likely to experience in real scenarios and thus
represent an excellent source of interference for our motes. Our experiments have
been performed over a time-frame of seven days. On each day we repeated several
transmissions for each of the different hopping algorithms, in order to ensure that
all of them were tested under a wide range of channel conditions. The purpose of
this second campaign was to qualitatively assess the performance of the hopping
techniques in a real scenario. However, our conclusions are mainly based on data
obtained during the first round of controlled experiments.

Performance Metric

We quantified the performance of the different communication schemes by measur-
ing the total energy spent by the two-node system for the successful delivery of the
specified amount of data. This accounts for the energy spent while transmitting
and receiving packets and control messages; as well as for the energy required by the
CPU of the two nodes. For this purpose we used, as previously done in Chapter
5, the online energy estimation routine [127] provided by the Contiki operating
system. This allows to measure the time spent by nodes on each of the four following
states: transmit, receive, CPU and LPM. The total consumed energy can then be
computed multiplying the obtained times by the power consumption of sensors on
each state (values for the TMote Sky platform are presented in Table 5.1). We
normalized the obtained quantities to the amount of energy required to complete
a packet exchange (comprising both the transmission of the data packet as well as
the following acknowledgement) in interference-free conditions.

6.5.3 Results

Interference Controlled Environment

We start our performance evaluation by quantifying the energy overhead introduced
by the adaptive schemes in the absence of interfering transmissions. Under these
conditions, the energy consumption of the traditional frequency hopping algorithm
represents our reference case. In Figure 6.5 (top-left) we show the relative amount
of energy consumed by the two-node system while in the CPU, transmitting, and
receiving states8. Note that energy spent while receiving represents the major
component. This is due to the fact that receiving (or idle listening) is more energy
costly than transmitting9. Furthermore, prior to each packet transmission, the
data that have to be sent need to be copied from the micro-controller of the node

8The low power mode (LPM) was not used for this experimental evaluation.
9The values we presented in in Table 5.1 indicate the fact that for the TMote Sky sensor

platform and for an output power of -10 [dBm], listening is roughly twice as expensive as
transmitting.
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Figure 6.5: Relative energy consumption in the four different energy states of the
two node system for FH, UBAFH, AFH and Single Channel scheme in interference
free conditions. Note that percentages of UBAFH and of the Single Channel scheme
sum up to 104% and 93% respectively since we normalized the obtained values to
the energy consumption of FH.

to the radio transceiver: during this operation the radio of sensors is in the listening
state, and as a result the time spent while listening is greater than the time spent
transmitting (see [129] for additional details). On the top-right side of Figure 6.5
we show our utility based adaptive frequency hopping algorithm. The total energy
consumption is in this case increased by approximatively 4%. This is due both
to longer listening and transmitting times (note that the two nodes add to each
packet for synchronization purposes a two-byte field containing the memory vector)
as well as to the higher computational complexity of the adaptive procedure that
results in increased CPU energy consumption. The adaptive frequency hopping
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algorithm described in Section 6.5.1 basically presents the same energy performance
as traditional frequency hopping (since the adaptation procedure we implemented
is on demand, and in absence of interference no adaptation is performed, see the
bottom-left plot in Figure 6.5). Finally, if the single channel approach is selected,
the overall energy consumption is reduced by approximatively 7%: this is due to
lower complexity (no generation of random numbers is performed) as well as to the
fact that nodes do not need to switch frequency band after transmitting/receiving
packets and acknowledgements10.

Let us now start our performance evaluation. Using the methodology previously
described we emulated the presence of three WLAN carriers (I1, I2, I3, see
Figure 6.6) overlapping with the channels used by sensors and we varied the packet
error probability experienced by the nodes over those channels. In particular we
considered the following three scenarios:

1. Scenario 1: only one WLAN carrier (I1) is active. This overlaps with the
IEEE 802.15.4 channels 11− 14;

2. Scenario 2: two WLAN carriers (thus both I1 and I2) are active. I1 overlaps
with channels 11− 14, while I2 overlaps with channels 16− 19.

3. Scenario 3: all three WLAN carriers are active. These overlap respectively
with channels 11− 14, 16− 19, and 21− 24.

For each of these scenarios we run our experiments for two different settings.
In the first one, the packet error probability induced by the WLAN carriers is
set to p = 0.4 while for the latter we consider p = 0.8: these two values are
respectively below and above the threshold packet error probability used by the
channel classification procedure defined by IEEE AFH. In all cases, we assumed
symmetric channel conditions at the two nodes, i.e. both sensors experience equal
packet error probabilities over the same channel.

I1 I2 I3

fc11 c12 c13 c14

Figure 6.6: Interference Scenario. Each interfering carrier Ii induces a certain
packet error probability over the overlapping IEEE 802.15.4 channels.

10For the CC2420 radio unit, the channel switching time is in the order of 200 µs [128] and it
is equivalent to the time required to transmit about 50 bits.
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Figure 6.7: Results for Scenario 1 (top plots), 2 (middle plots) and 3 (bottom plots).
Average energy per packet for p = 0.4 (left plots) and p = 0.8 (right plots).

Results for Scenarios 1, 2, and 3 are presented in Figure 6.7 where we show, as
a function of the number of transmitted packets NP , the average energy per packet
E for the three hopping schemes. The 95% confidence intervals are also plotted in
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all the curves. While the energy performance of traditional frequency hopping does
not significantly depend on the amount of transmitted data, the other algorithms
can benefit from adaptation and in fact transmitting a larger number of packets
allows for improved energy efficiency. It should be noted how the different adaptive
approaches implemented by the two considered adaptive schemes lead to different
energy performances. The traditional adaptive algorithm proposed in [114], makes
use of an ineffective channel classification procedure that allows the adaptation
process to start only after a significant number of packets has been transmitted.
We further note that the use of a binary approach, where channels are either used
for hopping or completely removed from the hopset, is very sensitive to the choice of
the threshold. Over a set of channels presenting only frequency static interference
and for an appropriate choice of the threshold, this adaptive strategy provides
the best performance since nodes hop only over good frequency bands. However,
energy efficiency can easily deteriorate if the value of pMax is not properly selected.
In our experiments, where we purposely selected an improper threshold, a packet
error probability equal to 0.4 was sporadically classifying the considered frequency
bands as interfered, preventing the algorithm from adapting. This behavior can
potentially be improved by lowering the used threshold; however, the same problem
might also arise with a smaller value of pMax if, on some of the available channels,
nodes experience a packet error rate that is just slightly below the new threshold.

The probabilistic approach adopted by UBAFH overcomes these limitations.
As shown by the plotted curves, adaptation can start as soon as a few packets are
transmitted: this results in lower energy consumption. Moreover, the implemented
algorithm allows a more granular exploitation of the available resources when
compared to the binary strategy implemented by the IEEE AFH scheme. This is
clearly shown by the energy performance in the presence of low interfering activities
(see the three left plots of Figure 6.7): channels where nodes experience low, but still
significant packet error rates are used less frequently than not-interfered frequency
bands, reducing energy consumption by up to 30% when compared to IEEE AFH.

In order to compare the energy performance of frequency hopping against that of
a communication scheme making use of a single channel we performed a very simple
experiment: we activated the WLAN carrier overlapping with the first four 802.15.4
channels (I1 with reference to Figure 6.6) and varied the packet error probability
experienced by sensors in the range [0, 0.6]. The average energy per packet for the
frequency hopping and single channel approaches are shown in Figure 6.8. Note
that if nodes operate over an interfered frequency, packet error probabilities as low
as 10% are already sufficient to justify the use of frequency hopping, proving that
the overhead introduced by channel hopping is relatively small.

Real Environment

Results obtained in a real (uncontrolled) wireless scenario validate the considera-
tions made in the previous sub-section. The average energies per packet for FH,
IEEE AFH, and UBAFH are shown in Figure 6.9: the two plots were obtained for
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Figure 6.8: Average Energy per packet as a function of the experienced packet error
probability for frequency hopping and single channel scheme. Results are obtained
considering NP = 100 packets.

the transmission of bulks of data consisting of 100 (top) and 500 (bottom) packets.
For each algorithm we performed 200 experiments per day, 100 between 10 to 12
AM and 100 between 2 to 4 PM: during these hours, in the environment chosen
for our evaluation, the 2.4 GHz ISM band was mainly used by WiFi devices. For
a relatively small amount of data, the three algorithms basically perform in the
same way and lead to similar energy consumptions. However, when more packets
are transmitted, adaptation plays an important role as shown in the bottom plot
of Figure 6.9. IEEE AFH basically fails to identify bad channels (in fact, only in
a few cases we observed during the channel classification phase a packet error rate
greater than the fixed threshold): these are consequently kept in the hopset and
used as often as the good ones. The approach implemented by UBAFH instead
allows to progressively decrease the probability of selecting frequency bands where
nodes experience bad conditions and this results in a significantly lower energy
consumption.

We finally compare, in the office spaces of the Radio Communication Systems
group of KTH, the performance of the different frequency hopping techniques
against the one of a communication scheme that makes use of a single channel
and does not exploit any frequency agility. Results for this scenario are presented
in Figure 6.10 where we show the average energy per packet for the different
communication schemes. For the single channel case, energy values are presented for
all the 16 available frequency bands. For each of them, we performed 25 experiments
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Figure 6.9: Energy performance for traditional FH, IEEE AFH, and UBAFH in
a real environment. Results have been obtained considering 100 (top) and 500
(bottom) packet transmissions. The 95% confidence intervals are also shown. Note
that days 6 and 7 correspond to Saturday and Sunday.

per day (between 2 to 4 PM) and repeated these experiments on 7 different days.
Note that on channels that overlap with the WiFi carriers used for internet access
in our environment (see Figure 6.4), channel conditions can be extremely bad and
energy consumption can be increased by up to 6 times. The use of frequency
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hopping allows us to mitigate these problems by averaging channel conditions and
reducing the high energy consumption that nodes experience in the worst case
single-channel scenario.
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Figure 6.10: Average Energy per packet for the single channel approach and for
the three different frequency hopping schemes. Results are obtained transmitting
NP = 100 packets. The 95% confidence intervals are also shown.

We stress the importance of this last observation: recently published works (see
for instance [130]) have questioned the utility of frequency hopping communication
schemes in real environments, pointing out that in typical settings, when multiple
channels are available, it is likely that there is a non-empty set of clear and not
interfered frequency bands that can be used for packet transmissions. However
we note that while identifying those channels by means of dedicated spectrum
sensing algorithms might be quite straightforward (as we have shown in Chapter
4), the energy overhead introduced by this procedure might be significant and could
be equivalent to the energy required to transmit several tens of packets (see the
considerations made in Chapter 5). Therefore, even though reliable single-channel
communication is indeed possible (note for instance that in Figure 6.10, if channels
15, 20, 25, or 26 are selected, the average energy per packet is lower than that
for the frequency hopping schemes), the use of frequency hopping allows us to
limit the performance degradation that can potentially be induced by interfering
transmissions and at the same time avoids the energy overhead introduced by the
costly spectrum sensing algorithms that sensor nodes have to run in order to identify
the existing clear channels.
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6.6 Conclusions

In this chapter we have presented the design and the performance evaluation of
a new adaptive frequency hopping algorithm. We implemented a novel adaptive
approach that rather than removing bad channels from the hopset, hops over all
the available frequency bands, but with probabilities that depend on the quality
of each channel. Channel usage probabilities are obtained from the experienced
packet error rate using a simple mapping function that is suitable for complexity
constrained devices such as motes. Focusing on a basic two-node topology we
evaluated the energy performance of our frequency hopping algorithm against other
traditional hopping approaches and communication schemes making use of a single
channel. Our results indicate that over channels that are free from interfering
transmissions, the complexity introduced by the proposed probabilistic approach
leads to an increase in energy consumption of about 4 percent when compared
to non-adaptive schemes. Nevertheless significant energy gains can be achieved in
presence of interfering activities and in fact even for modest channel error rates over
only a fraction of the available frequency bands our algorithm outperforms both
traditional hopping techniques as well as the standard adaptive frequency hopping
scheme proposed in [114].

Our evaluation also highlights the fact that while reliable single channel
communications might indeed be possible, the use of frequency hopping allows to
prevent the high performance degradation that might be experienced by nodes in
highly interfered channels and at the same time does not require the costly spectrum
sensing procedures that nodes have to run in order to identify the available spectrum
opportunities.

6.7 Validity of Results and Limitations

We conclude this chapter by discussing the limitations of our work. We already
outlined the advantages and disadvantages of considering a simple two-node
topology therefore we focus here on other aspects. As we highlighted in the
introduction of the chapter, the adoption of frequency hopping has been suggested
for dealing with three different channel anomalies. Our study has focused on only
one of them, i.e. the presence of frequency static interfering activities. The results
are therefore valid for channel scenarios where nodes experience only this kind of
interference. In fact the way our algorithm compares with the other considered
hopping techniques might change if we assume a more general channel scenario
(where nodes might for instance experience also frequency dynamic interference
or frequency selective multi-path fading) and the achieved energy gains might be
reduced.

A further limitation of the proposed hopping approach lies in the need for
frequent exchange of information among all the nodes that belong to the same
network: while this is easily implementable when considering a single link or a star
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topology (where all the nodes can directly communicate with the “master“, i.e. the
node in the center of the star) it might not be a straightforward task when dealing
with more general network settings. This might in fact preclude the use of UBAFH
in some complex topologies or require a high value of NT in order to ensure that
outcomes of packet transmissions are propagated through all the network and reach
every node. Additionally, the memory required for storing the memory table might
be significant, especially when the cardinality of the used hopset is high (thus M is
large) or when the packet error rate experienced over a certain channel is estimated
using a large number of packet transmissions (thus NUBAFH is large). This was
not an issue during our evaluation where however the hopping algorithm was able
to use the whole memory of the motes but might represent a more serious concern
if part of the available storage space is used by the application that sensors are
running. A final problem that might arise when considering hopsets of increasing
cardinalities is the complexity involved with the mapping and the PER estimation
procedures.





Chapter 7

Energy Aware Design of Fountain

Codes for Over-the-Air Network

Reprogramming

7.1 Introduction

In this chapter we consider as an example of a specific sensor application involving
one-to-many communications, the case of over-the-air network reprogramming
and provide the energy and complexity aware design of a communication scheme
suitable for this task. The basic idea of wireless network reprogramming is
simple: the software routines executed by sensors might have to be frequently
updated, for instance in order to add new functionalities, to modify parameters
of routing or MAC protocols or to upload more efficient procedures. The manual
reprogramming of a large sensor network might however be a demanding task:
the new program image might have to be manually1 uploaded to every node of
the network and this might be a time and resource consuming operation that
rapidly becomes unfeasible for networks comprising several tens or even hundreds
of sensors. Wireless reprogramming schemes can be adopted to overcome these
problems. In this case the program image is uploaded only in the network sink
that then takes care of disseminating it to all the nodes belonging to the network
(eventually through multi-hop communications) in a reliable and energy efficient
manner.

However, the successful implementation of this strategy requires that several
challenges are addressed. We note that the size of a program image can be as large
as 10 kilobytes while the size of the packets typically used by nodes is in the order
of 100 bytes2. This means that the file that has to be disseminated needs to be

1This might require that specialized personnel goes around the network and uploads in every
node (for instance using a PC and a USB connection) the new program image.

2For the IEEE 802.15.4 radio standard, the maximum total allowed packet size (including
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partitioned over different packets prior to transmission and that opportune data
dissemination techniques have to be employed in order to ensure that all the nodes
of the network correctly receive each part of the original file.

The reprogramming process can become even more complex in presence of bad
channel conditions, for instance induced by the presence of interfering networks,
whose transmissions might collide with the packets of nodes: these might induce
packet losses that will require retransmissions and will consequently increase the
energy consumption of nodes. Moreover, when considering multiple receivers
experiencing different channel conditions, it might happen that different packets
are lost by different nodes and this could dramatically increase the number of
required retransmissions. Traditional schemes for reprogramming wireless sensor
networks (see [131–134]) address this problem by adopting sophisticated error
recovery algorithms that rely on a selective NACK-based retransmission approach.
These intelligently handle the selection of senders so as to limit collisions among
packets transmitted by neighboring sensors and further feature special mechanisms
for limiting the amount of feedback that is transmitted over the channel: however,
for increasing node densities, they are all affected by the so called feedback

implosion problem [135] arising when the many transmitted control messages (used
for instance to signal the loss of a certain packet) collide with high probability,
consequently affecting the performance of the data dissemination process.

We remark that interference avoidance schemes implementing dynamic spec-
trum access might not be suitable for this scenario, where a single transmitter
needs to communicate with multiple receivers. Note that the basic idea tailored
by these access schemes is to exploit the existence of pieces of spectrum that are
free from interfering transmissions and are suitable for sensor communications. In
case of multiple receivers however it might not be possible to identify spectrum
opportunities that are common to all the considered nodes and it might not be
feasible to effectively avoid interference using opportunistic spectrum access. We
further remark that in such a setting also the use of frequency hopping might not
represent an efficient solution as also frequency agile schemes might be affected by
the feedback implosion problem.

For dealing with the peculiar challenges of this scenario, the use of fountain
codes has been recently envisaged in the literature. In fact, by adopting this
coding solution, a single redundant coded block can be used to recover the loss
of different packets at different locations, allowing thus to mitigate the feedback
implosion problem and to reduce the number of (re)transmitted packets. However,
the encoding and decoding procedures required in order to implement such a coding
approach result in added complexity. Furthermore, as it will be explained with
greater details in Section 7.2, where we will provide some simple background notions
on fountain codes, this coding technique might introduce overhead, which could
potentially increase energy consumption. The scope of this chapter is to show
how these codes can be engineered so as to reduce both the added computational

both header and payload) is 128 bytes.
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Figure 7.1: Fountain Codes: encoding example.

complexity as well as the introduced overhead.
In the next sections we first present a brief introduction to fountain codes, de-

scribing with a simple example their encoding and decoding procedures. In order to
provide the reader with some basic background information on previously proposed
approaches for reprogramming sensor networks we review other reprogramming
protocols envisaged in the literature and then discuss in more detail research papers
that have considered the optimization of fountain codes. Next, we outline our
contribution and present the algorithm used for optimizing the degree distribution
of the codes as well as the strategies adopted for improving the performance of
the dissemination process during single and multi-hop data transmissions. Finally
we conclude the chapter drawing our conclusions and discussing the validity and
limitations of the results.

7.2 A Brief Introduction to Fountain Codes

Let us start by providing some basic background about fountain codes. Digital
fountain codes were first introduced by M. Luby in [136]. They are very efficient
rateless codes designed for transmissions over binary erasure channels3.

Before presenting a complete description of the encoding and decoding processes
we will illustrate how a fountain code works by means of a simple example. With
reference to Figure 7.1, let x1, . . . , x5 be the five source packets that a certain
sender needs to transmit to multiple receivers. We start by considering a zero
channel erasure probability, p = 0. Instead of transmitting the source packets, we

3A binary erasure channel is a communication channel over which each transmitted packet
is either correctly received without errors or entirely lost with probability p: the parameter p is
referred to as the channel erasure probability [137, 138].
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implement a fountain code so that each transmitted coded block is obtained as a
linear combination of a subset of the original input packets. In the example in
Figure 7.1, seven encoded blocks yi, i = 1, . . . , 7 are transmitted: y1 is for instance
obtained as the bit-wise XOR of x1 and x2.

The number of source packets to be added in order to obtain a coded block is
selected using a probability mass function (the degree distribution), whose design
is extremely important for obtaining good performances in terms of overhead and
decoding complexity. Note that, yi and yj with i 6= j are statistically independent,
thus the input packets combined to obtain yi do not depend on those used for yj.
The relationship between the input and output packets is captured by the following
matrix transformation:
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(7.1)

This can be rewritten as:

y = G · x (7.2)

where x and y are vectors containing the input and output packets respectively
and G is the transformation matrix. Each encoded packet is associated with a so
called encoding vector that, for yi corresponds to the i−th row of the G matrix.
Encoding vectors are sent along with encoded packets and are used at the receivers
to obtain x = G−1 ·y. By inverting this transformation, for instance using standard
methods such as Gaussian elimination, all receivers can retrieve the original packets
x1, . . . , x5 by means of bit-wise sums among some of the received encoded blocks.
In the above example we can easily obtain:

x1 = y1 ⊕ y2

x2 = y2

x3 = y3 ⊕ y4

x4 = y1 ⊕ y2 ⊕ y6

x5 = y3

For a non-zero channel erasure probability p > 0 the received matrix G might
not be invertible (i.e., its rank may be lower than 5) at some of the receivers as
the channel might now erase part of the transmitted encoded blocks. Nevertheless,
with fountain codes it is still possible to retrieve the 5 original packets at all nodes
by transmitting additional encoded blocks until the matrix G has full rank at all



7.2. A BRIEF INTRODUCTION TO FOUNTAIN CODES 159

receivers. This is why these codes are said to be rateless: the rate of the code can
always be extended on the fly by encoding additional blocks.

7.2.1 Encoding Procedure

The key ingredient of the encoding procedure is the degree distribution ρ(d), that
is a probability mass function used to determine the number of input packets that
have to be combined in order to obtain any given encoded block yi. The input file
is partitioned into K packets and the following operations are executed:

• Step 1: the node picks a degree di, 1 ≤ di ≤ K from the distribution ρ(d),
whose characteristics depend on the number of original packetsK in the input
file, as well as on the targeted performance (e.g., in terms of coding complexity
and overhead).

• Step 2: di packets are randomly and uniformly selected among the K given as
input. The encoded packet yi is obtained through the bitwise, modulo 2 sum
of these di packets, i.e., by successively XORing them. Here di is referred to as
the degree of the obtained encoded block, while the information about which
di packets were XORed together forms the corresponding encoding vector and
needs to be known at the decoder.

Steps 1 and 2 can be iterated a countless number of times until the desired number
of encoded blocks has been obtained. Note that, due to the above procedure,
all encoded blocks are equally representative of the whole input file, as they
are independently generated using the same distribution ρ(d). Hence, it is not
important which packets are lost during the transmission over the channel, but
what matters is rather how many packets are correctly received. Moreover, the
effectiveness of the encoding process is totally captured by the adopted degree
distribution, whose design and optimization are thus crucial for obtaining a good
performance.

7.2.2 Decoding Procedure

The decoding process can be simply performed by inverting the decoding matrix
G, which is obtained from the received encoding vectors. Inverting this matrix is
equivalent to solving for x the system y = G · x, where y is the vector containing
the received encoded blocks, and x contains the K original packets to be retrieved
(see Eq. (7.1)). Of course, a necessary condition for this inversion to be possible is
that G has full rank K. In general, this may require that N > K encoded blocks
are available at the receiver side as, due to the random approach adopted during the
encoding process of fountain codes, not all the encoding vectors are guaranteed to
be linearly independent. The actual number of packets N that need to be received
to obtain a full rank matrix is a random variable that depends on the selected degree
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distribution ρ(d). We define the overhead O as the extra redundancy needed for
the recovery of the K original packets, thus O = N −K.

Different decoding approaches can be implemented when dealing with fountain
codes. In practice, for large K (usually, in this context, large means greater than
1000) there are encoding distributions providing a small4 overhead as well as very
efficient decoding procedures [136]: these are based on message passing and try to
heuristically solve the linear system y = G ·x. However this is not an option for our
scenario as K, in the setting of our analysis, is typically small due to the inherent
memory limitations of sensor devices. For this reason we opted for a traditional
Gaussian elimination approach: this leads to optimal5 decoding overhead and for
the values of K we consider also results in fairly limited computational complexity6.
This complexity, along with the decoding overhead, can further be reduced by
engineering the used degree distribution as we will later show in this chapter.

7.3 Related Literature

This section presents an overview of previously published works addressing topics
connected to our study. This literature review is organized in two different
subsections: the first one provides an overview of network reprogramming protocols.
Our ultimate goal is to develop a reprogramming scheme capable of disseminating
data over a sensor network in a reliable and energy efficient manner; hence an
overview of other reprogramming techniques allows the reader to identify the weak
aspects of previously proposed solutions and better emphasizes our contributions.
In the second subsection we briefly review works dealing with the idea of digital
fountain codes before focusing our attention on investigations that specifically
consider the optimization of these codes.

7.3.1 On Sensor Network Reprogramming

XNP [139] is the first network reprogramming protocol especially designed for
wireless sensor networks. It works over single-hop networks and does not support
the incremental update of the program image. The Multihop Over the Air Protocol
(MOAP) [140] extended its functionalities to multi-hop networks and enhanced the
data recovery phase adopting a NACK-based ARQ scheme (this feature is also

4The decoding overhead is small if compared to the value of K i.e. in relative terms: it might
however consist of several tens of packets.

5The decoding process implementing Gaussian elimination is optimal with respect to decoding
overhead since it is always capable of inverting the matrix G provided that this has full rank.
This is instead not the case for the suboptimal decoding approach proposed in [136] that might
not be able to perform the required operation even if more than K linearly independent blocks
are actually received.

6The number of operations required to complete the Gaussian elimination decoding procedure
grows as O(K3): such a value rapidly explodes for increasing K resulting in prohibitive complexity.
However for the setting we consider, where K is typically small (i.e. K = 32) the decoding
complexity is acceptable.
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implemented by all the most recent and subsequent protocols). However, MOAP
disseminates data in a hop-by-hop fashion, meaning that a node has to receive the
whole program before it can start disseminating it over the next hop and this may
be inefficient and time consuming in large multi-hop networks.

More recent works on network reprogramming have proposed protocols that
adopt a backbone-based approach: these are based on the construction of a
connected dominating set (CDS)7 which is later used for disseminating the data.
Sprinkler [141] is the first protocol that implemented this approach. It assumes
location awareness at each node, in order to create the required CDS. Objects
meta-data are disseminated by means of a packet-level pipelining scheme and a
time division schedule (TDMA) is exploited for the transmissions among nodes that
belong to the connected dominating set. GARUDA [142] is a further dissemination
protocol adopting the same approach. It uses a distributed and simple algorithm
to approximate the connected dominating set. It then exploits a two-phase error
recovery procedure that prioritizes the nodes in the CDS (core nodes) and then
corrects the errors at the leaf nodes. Availability maps8 and a modified ARQ policy
are used for error recovery. A similar design is exploited by CORD [143] that also
performs the dissemination process using the above two phases. In addition, CORD
further enhances the energy efficiency by implementing coordinated sleep schedules
at each node of the network.

A further class of reprogramming solutions disseminates the data of the new
program image without the need of any a priori established hierarchical structure,
by letting nodes randomly compete for the channel. This approach does not
require the construction of a connected dominating set and is therefore suitable for
more dynamic topologies. Deluge [131] is the first dissemination system exploiting
this strategy. It propagates program images over multi-hop networks through an
epidemic routing approach. Data transmission and NACK-based ARQ are jointly
implemented through a three-way handshake mechanism based on advertisement
(ADV), request (REQ), and actual code (CODE) transfer. The program image that
has to be disseminated is partitioned into pages, in order to cope with the memory
constraints of sensor nodes. The image is then transmitted page by page exploiting
broadcast transmissions and pipelining. In addition, further features such as ADV
suppression and randomization of the transmission of ADVs within predetermined
time windows are implemented to reduce the congestion that might arise during
the dissemination phase. Most of these techniques (especially pipelining) have then
been exploited by all subsequent protocols. A further dissemination scheme, MNP
(Multi-hop Network reProgramming service) [132], additionally implements special

7For a given graph, a connected dominating set is a set of vertices that satisfies the two
following properties: (i) any node in the set can reach any other node belonging to the set through
a path that comprises only vertices of the dominating set, and (ii) every vertex of the graph either
belongs to the dominating set or it is adjacent to a vertex of the set.

8A-Map (Availability Map) are exchanged by core nodes in order to limit the number
of retransmission requests: in particular, each A-Map contains a sequence of bits providing
information on the availability of a given packet at the node.
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algorithms to reduce collisions and mitigate the hidden terminal problem. This is
achieved through a distributed priority assignment so that, within a neighborhood,
there is at most one sender that is transmitting the program image at any given
time. The sender election is greedy and distributed: the senders with a higher
number of potential receivers are assigned higher priority and sleeping modes are
used to reduce energy consumption. Freshet [133] builds on Deluge by aggressively
optimizing the energy consumption during reprogramming. In an initial phase,
some meta-data, containing information about the image to be transferred and the
topology (in terms of the number of hops from the front wave where the code is
currently being transmitted) are disseminated to nodes. Using this information,
the nodes estimate when the image will actually reach their proximity and enter a
sleeping period accordingly.

The current TinyOS9 implementations of Deluge, MNP, and Freshet all
disseminate the image of the programming protocol together with that of the
program to be transferred. However, this considerably inflates the amount of data
to be disseminated. Stream [134] addresses this problem by pre-installing in each
sensor node the reprogramming application. This is done through the segmentation
of the FLASH memory into multiple partitions so that the reprogramming protocol
and the program to be transferred are stored in different image areas. Hence,
at dissemination time Stream transmits over the channel the minimal support
(typically a single page) needed for the activation of the reprogramming application
together with the actual program image. A final scheme, Typhoon [144], is also
based on the ADV-REQ-CODE paradigm but it transmits the image using multiple
frequency bands so as to further push the concurrency of the transmission and
reduce the dissemination time.

All the aforementioned reprogramming schemes deal with packet losses experi-
enced over the wireless channel adopting basic ARQ techniques that however, as
we previously pointed out, do not scale efficiently while the number of sensor nodes
to reprogram increases. The use of rateless codes has been envisaged in order to
address these problems and improve the performance of the data dissemination
process over noisy or interfered channels. This idea was first introduced in [145],
where a simple reprogramming protocol implementing data dissemination through
fountain codes was proposed and shown to be effective in addressing the feedback
implosion problem. More complex solutions have been considered in [146] and [147].
Rateless-Deluge [146] enhances the original Deluge protocol [131] implementing a
hybrid ARQ technique based on rateless codes on Galois fields of size 2q with
q = 8 (GF(28)). AdapCode [147] is a further scheme exploiting network coding on
GF(25). In this case packets are coded at every node of the network through linear
combinations with coefficients that are randomly selected in the Galois field. Also,
the coding aggressiveness is adaptively changed according to the experienced link
qualities and the number of neighboring nodes.

9TinyOS is a popular operating system for low power wireless devices such as for instance
sensor nodes. The reader is referred to http://www.tinyos.net/ for additional information.
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Additional design choices that are complementary to the actual transmission
process and that can be used to further improve the efficiency of the overall
reprogramming task have been recently embedded in some reprogramming pro-
tocols. We here briefly review these latest improvements even though they will
not be considered in our study. Dynamic linker and loaders have been introduced
in [148] where authors have shown the effectiveness of these two design options for
reprogramming resource constrained sensor nodes. This method is used by recent
operating systems for wireless sensor networks such as Contiki [126]. Along the same
line, Flexcup [149] optimizes the way the software running on the nodes is linked
together. It generates meta-data describing the compiled components. During the
code dissemination phase, this meta-data is used to install new components into
the running application, re-link function calls and perform address binding of data
objects. This allows to install parts of applications without having to disseminate
the entire program image. Lightweight data compression schemes for sensor devices
with small memory footprint are presented in [150]. The idea tailored by this
protocol is to compress the program image, disseminate it via any of the above
protocols and then obtain the original program by decompressing at the sensor
nodes the received file. Appropriate compression schemes10 can save energy and
reduce the dissemination time with respect to sending the uncompressed data.

7.3.2 Digital Fountain Codes and their Optimization

The idea of digital fountain was first introduced in [151] and has been exploited in
order to obtain a series of codes all featuring the same basic approach. Fountain

codes probably represent the most straightforward implementation of the digital
fountain paradigm: they present very low decoding overhead and the original file
can be recovered with high probability with only a few redundant coded blocks11.
However, their performance in terms of decoding complexity does not scale well
with increasing K. The decoding process is in fact typically performed by means
of Gaussian elimination: this procedure has complexity in the order of O(K3) and
results in prohibitive computations for high values of K. In order to overcome these
problems LT codes have been proposed in [136]: these adopt a sub-optimal decoding
approach exploiting the idea of message passing that presents significantly lower
decoding complexity when compared with the traditional Gaussian elimination
approach but also leads to higher overhead and can therefore be efficiently used
only for high K (i.e. K > 1000).

As we previously outlined, the performance of these codes depends strongly
on the chosen degree distribution, hence its optimization is therefore extremely
important for the design of efficient coding solutions. In [136], exploiting the
properties of the message passing decoding process implemented by LT codes, the

10Examples of the considered compression techniques include the Lempel-Ziv and the run-
length encoding algorithms.

11Assuming Gaussian elimination and the uniform degree distribution then 13 redundant coded
blocks are enough in order to guarantee that the decoding probability is greater than 1 − 10−5.
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use of the ideal and the robust soliton distributions have been envisaged. These
have shown low decoding complexity and a decoding overhead lower than the
one achieved by the uniform distribution. In [152] authors have formulated an
optimization problem aiming at identifying the optimum degree distribution that
leads to minimum decoding overhead. However, the used approach, exploiting
Markov chains, presents computational complexity that rapidly explodes when
K increases and in fact, for K > 30 it is not possible to identify a solution to
the formulated problem. A sub-optimal optimization approach, making use of
simulations and exploiting the idea of importance sampling has been proposed
in [153]. These authors have shown the effectiveness of this approach by obtaining
optimized degree distributions for different classes of LT codes. These optimized
distributions are shown to outperform the robust soliton one, leading to lower
decoding overhead. However, the chosen optimization approach presents high
complexity and in fact even for optimizing sparse distributions, where only a few
coefficients are different from zero, several millions of iterations might be required.

7.4 Our Contribution

Our contribution to the design of energy efficient fountain codes that are suitable
for data dissemination over multi-hop sensor networks is two-fold. First we develop
an optimization technique to optimize the degree distribution of the codes. Our
algorithm, that implements an iterative simulation approach inspired by genetic
algorithms, performs as good and in some cases even better than previously
proposed optimization techniques, such as the one introduced in [153], but requires
much lower computational complexity. We have used this algorithm to obtain
degree distributions leading both to low decoding overhead as well as low decoding
complexity. Then, we show how to further engineer the fountain codes by optimizing
their implementation to reduce the impact of channel errors for both single and
multi-hop data transmissions. This second optimization step aims at speeding up
the process of data dissemination by limiting as much as possible the number of
explicit retransmissions that are required and by encouraging cooperation among
neighboring nodes through overhearing.

7.5 Degree Distribution Optimization

We start by discussing the optimization of the degree distribution. For properly
designed fountain codes, N (i.e. the number of coded blocks that have to be
correctly received in order to allow for decoding) should be close to K. Some
overhead is however unavoidable due to the nature of fountain codes and mainly
depends on the chosen ρ(d). In this section, we present an original algorithm for
the optimization of the degree distribution. As we will show later, our optimization
technique is very effective and competitive with state-of-the-art optimizers for
fountain codes. We carry out the optimization process for transmissions over
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error-free channels: channels with erasure probabilities greater than zero will be
considered in the next sections.

For full recovery at the receiver(s), all we need is to receive K independent
coded blocks so that the matrix G can be inverted. This might require that
N > K encoded blocks are actually received as not all of them might be linearly
independent. We remark that an erasure probability p > 0 does not formally
change anything at the receiver side since K independent coded blocks will still be
needed. Hence, as packets are generated independently of each other, losses will
preserve all the properties of the distribution designed for p = 0 and in practice,
a good distribution for error-free channels also will preserve its good performance
over error-prone links.

Before describing our algorithm we introduce a few definitions that will be
used to better formalize the optimization procedure. A sample of the algorithm
involves the generation of encoded blocks until these allow for full recovery of the
original file at the decoder. An iteration of the algorithm is composed of a fixed
number of samples, M . To optimize the degree distribution we adopt an iterative
approach: we start from an initial distribution, then we generate samples and, for
each of them, we compute a sample cost, which is subsequently used to refine the
distribution itself. The procedure is terminated when a certain stopping condition
is verified. Otherwise a new iteration is started. In the following, we introduce the
basic notation that we will use:

• K is the number of packets in the original input file;

• pj , j = 1, 2, . . . ,K are the point probabilities defining the degree distribution
ρ(d) (thus pj defines the probability of having a coded block of degree j);

• M is the number of samples generated during each iteration of the algorithm;

• C(i), i = 1, 2, . . . ,M is the cost (used to drive the optimization) associated
with the i-th sample of the current iteration;

• N(i), i = 1, 2, . . . ,M is the number of encoded blocks needed to correctly
decode the original K packets for sample i;

• nj(i), i = 1, 2, . . . ,M ; j = 1, . . . ,K is the number of packets of degree j that
are generated (and used for the decoding process) within the i-th sample.

We use ideas from the theory of genetic algorithms [154] to iteratively obtain,
through subsequent refinements, an optimized degree distribution. We start by
generating a population of M samples: for each sample i we compute its cost C(i).
This may for example be a function of the overhead (defined as O(i) = N(i)−K)
and/or of the number of elementary operations (XORs) required for completing
the decoding procedure. Once the costs for all samples have been obtained, we
select the most promising samples as follows. We compute the α-percentile, Cα,
of the observed costs C(1), C(2), . . . , C(M) and pick all the samples k having cost
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C(k) ≤ Cα. These samples are subsequently used to refine the degree distribution
ρ(d). The refined distribution survives to the next iteration. Let G be the set
containing the selected samples, thus G = {k : C(k) ≤ Cα} and let pj be the
point probabilities associated with the current distribution. The new distribution
is simply obtained as:

pnew
j =

∑

k∈G
nj(k)
N(k)

|G|
, j = 1, 2, . . . ,K (7.3)

where |G| denotes the cardinality of G. It is easy to verify that the obtained point
probabilities indeed define a discrete probability distribution function since:

K
∑

j=1

pnew
j =

1

|G|

K
∑

j=1

(

∑

k∈G

nj(k)

N(k)

)

=
1

|G|

∑

k∈G

K
∑

j=1

(

nj(k)

N(k)

)

=

=
1

|G|

∑

k∈G

N(k)

N(k)
= 1 (7.4)

This new distribution is obtained from the samples that resulted in the smallest
costs, therefore it is reasonable to suppose that adopting pnew

j for the generation

Algorithm 3 Algorithm used for Optimizing the Degree Distribution

1: Previous_Cost :=∞; Current_Cost :=∞; pj = 1
K
, ∀j : 1 ≤ j ≤ K;

2: while Current_Cost ≤ Previous_Cost do
3: Generate M samples;
4: for i:=1:1:M do
5: Compute N(i);
6: C(i) = N(i)−K;
7: end for
8: Compute Cα;
9: G = ∅;

10: for i := 1 : 1 : M do
11: if C(i) ≤ Cα then
12: G = G ∪ {i};
13: end if
14: end for
15: for j := 1 : 1 : K do

16: pnew
j =

∑

k∈G

nj(k)

N(k)

|G| ;
17: end for

18: Previous_Cost := Current_Cost; Current_Cost :=

∑M

i=1
C(i)

M
;

19: end while
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of new samples at the next iteration of the algorithm, will result in outcomes
with smaller cost. These are in turn used to generate a new distribution and this
procedure is iterated until a certain stopping condition is verified or until further
improvements are no longer possible. In our algorithm, the stopping condition is
defined in terms of the expected value of the cost during the last two iterations.
In particular, the optimization process is continued if and only if the mean cost
obtained in the current iteration is strictly lower than that obtained in the previous
one. The skeleton of an algorithm implementing the steps we just described is shown
in Algorithm 3.

For testing the effectiveness of our procedure we compared its performance
against the one of the optimization schemes proposed in [153]. We focus on LT
codes and on the same sparse degree distributions considered in [153], i.e., pj = 0
for j 6= 2l, where l = 0, 1, . . . , lmax, 2lmax < K. We initialized each of the non-
zero probabilities to the same value, pj = 1

γ
(for j = 2l), such that

∑K
j=1 pj = 1.

We set C(i) = N(i), ∀i, M = 1000, α = 0.05, and Cα was updated only when the
cardinality of G was found to be larger than M/2, and left unchanged otherwise. We
empirically verified that updating Cα only when G contains a sufficient number of
samples leads to better performance. The value M/2 was empirically found to give
the best performance in our tests12. The results of these optimizations are shown
in Table 7.1 and Table 7.2; for comparison we also present the values obtained
in [153].

Table 7.1: Optimized Sparse Degree Distributions

K 16 32 64 128
p1 0.221 0.212 0.161 0.187
p2 0.457 0.351 0.400 0.339
p4 0.188 0.288 0.256 0.275
p8 0.134 0.101 0.101 0.101
p16 - 0.048 0.045 0.046
p32 - - 0.037 0.031
p64 - - - 0.021
E[N ] 22.6 43.6 82.7 158.7

Std. σ(N) 4.4 6.4 9.1 11.4
E[N ] in [153] 22.5 43.6 81.9 159.8

Std. σ(N) in [153] 4.2 6.8 7.7 12.1

As shown in the tables, even though our algorithm adopts an empirical approach
and no rigorous criteria are defined for its convergence, the performance achieved
by our distributions is comparable with that of [153]. Furthermore, we note that
the results in Table 7.1 and 7.2 (and the corresponding distributions) were obtained

12We carried out the optimization process updating the percentile of the cost used to drive the
optimization when the cardinality of G was greater than M/q, for q ∈ {2, 3, 4, 5}. The value q = 2
resulted in the lowest average overhead.
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Table 7.2: Sparse Distribution for K = 100

Max i 32 64
p1 0.172 0.176
p2 0.347 0.353
p4 0.293 0.280
p8 0.098 0.104
p16 0.048 0.042
p32 0.042 0.027
p64 - 0.018
E[N ] 127.1 125.9

Std. σ(N) 13.7 10.9
E[N ] in [153] 126.6 126.5

Std. σ(N) in [153] 10.9 11.2

with at most 20 iterations of M = 1000 samples each: we therefore achieve a gain
of orders of magnitude in terms of computational complexity with respect to the
optimization technique proposed in [153] that requires millions of iterations.

We can use the values presented in these tables to carry out some analysis.
As we previously outlined the message passing (LT) decoder used to obtain the
presented results is not suitable for our settings, and for small K values it leads to
high overhead (for instance assuming K = 32, on average more than 11 additional
packets need to be correctly received for successfully decoding the original file). An
optimal decoder, based on Gaussian elimination, can instead achieve much lower
overhead at a reasonable computational cost.

After having verified the effectiveness of our optimization algorithm we applied
it to a Gaussian elimination decoder to obtain distributions having low decoding
cost as well as low overhead. For driving this new optimization process we used
two cost functions C1 and C2:

1. the first cost function, as in the previous example, quantifies the number of
packets needed to decode the transmitted file, thus C1(i) = N(i);

2. the second cost function, C2(i), is instead defined as the number of XORs
between 16-bit words performed at the decoder to recover the original K
packets. In detail, C2(i) is given by the sum of the XORs necessary for (i)
the reduction of the received encoding matrix G in upper triangular form and
(ii) the recovery of the original data once G has been reduced.

These two cost functions were utilized to define a new set of useful samples:

G = {k : C1(k) ≤ Cα1 ∧ C2(k) ≤ Cα2}

to be used in equation (7.3). G was in this case obtained by considering two different
values for the α-percentiles for C1 and C2 respectively; M was set to 50000 samples



7.5. DEGREE DISTRIBUTION OPTIMIZATION 169

and the initial distribution was pj = 1
K

, j = 1, 2, . . . ,K (i.e. the uniform one). We
carried out the optimization process for K ∈ {32, 48, 64, 128} but finally selected
for the implementation the value K = 32.

The choice of the parameters α1 and α2 to use within the optimization algorithm
is not a trivial issue. By tuning these two coefficients it is in fact possible to obtain
degree distributions with different properties in terms of overhead and decoding
cost: in general a lower decoding cost will result in a higher overhead and vice
versa. We ran an extensive optimization campaign varying these parameters.
The distributions leading to minimum overhead and minimum decoding cost were
obtained setting (α1, α2) to (0.05, 1) and (1, 0.05), respectively. For K = 32 the
resulting functions are shown in Figure 7.2.
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Figure 7.2: Optimal degree distributions in terms of decoding overhead (left) and
decoding complexity (right) for K = 32.

In addition to these two distributions, we also consider as a reference term the
uniform distribution as it is known to give asymptotically optimal performance
in terms of overhead (even though its cost performance can be improved). For
our decoder the uniform distribution achieves an average overhead of E[C1] =
34.09± 0.03 packets and an average decoding cost of E[C2] = 6481± 10 XORs; the
95% confidence intervals were obtained considering 10000 samples of the decoding
process. In Figure 7.2 (left) we plot our overhead-optimal distribution, for which
we have E[C1] = 33.65±0.03 packets and a slightly higher decoding cost of E[C2] =
6586 ± 9.8 XORs. Note that it performs better than the uniform distribution
resulting in lower overhead13. The best performance in terms of decoding cost is

13Note that while the uniform distribution is asymptotically (i.e. for large K) optimal with
respect to the overhead, it is quite straightforward to prove that its performance is not the optimum
one for small values of K. In fact, given that decoding requires on average K +O coded blocks at
the receiver (O denotes here the overhead), if we assume the uniform degree distribution then (on
average) each degree will be equally represented in these coded blocks, thus on average the decoder
will need 1 + O

K
coded blocks of each degree. However, two coded blocks of degree K are linearly
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achieved by considering the distribution in the right side of Figure 7.2 for which
we have E[C2] = 3249± 16 XORs, i.e., its decoding cost is more than 50% smaller
than that achievable with the uniform distribution. However, this last distribution
is not interesting in practice as its average overhead is unacceptably high, i.e.,
E[C1] = 50.7± 0.2 packets.
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Figure 7.3: Degree distribution providing a good tradeoff between decoding
complexity and overhead.

As one might expect, suitable tradeoffs between overhead and decoding cost
can be obtained through a judicious choice of the pair (α1, α2). For the selection
of these parameters we have done an exhaustive search in the region {(α1, α2) :
0 ≤ α1 ≤ 1, 0 ≤ α2 ≤ 1}, from which we selected the distribution in Figure 7.3,
obtained considering α1 = 0.05 and α2 = 0.075. For this distribution we have
E[C1] = 34.26±0.04 and E[C2] = 5142±12: this reduces the decoding cost by more
than 20% with respect to the uniform case (see Figure 7.4) while maintaining almost
the same overhead. We observe that these results substantially improve the results
shown in Table 7.1 and 7.2: this is mainly due to the higher performance of Gaussian
elimination with respect to message passing decoding. In addition, in these last
optimizations we did not restrict ourselves to a specific class of distributions, as we
instead did while testing our optimization algorithm.

dependent with probability 1, while two coded blocks of degree K − 1 are linearly dependent
with probability 1

K
. This shows that for the overhead optimal distribution, pK < pK−1, which

excludes the uniform distribution.
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Figure 7.4: Cumulative distribution functions of the computational cost at the
decoder for different ρ(d) The cost is measured as the number of XORs between
16-bit words.

7.6 Engineering Fountain Codes Against Channel Errors

In this section we show how it is possible to further optimize the way fountain
codes are implemented so as to improve their behavior for transmissions over noisy
or interfered channels. The encoders/decoders required in order to implement
fountain codes make use of random number generators (RNG). These have to
be initialized with a certain seed, the choice of which is extremely important.
In fact, the correlation among the encoding vectors of different packets depends
on how these seeds are picked. With reference to Figure 7.5 the selection of a
wrong seed s might lead to the transmission of linearly dependent coded blocks and
this impacts the performance of the dissemination protocol in terms of decoding
overhead. We remark that an attractive property of fountain codes lies in the
fact that the encoding process can be carried out without having any a priori

information about the error probability experienced over the wireless channel.
However, while this is true when blocks are obtained through an ideal random
number generator, the pseudo-random number generators available to sensors, due
to the correlation that they inherently introduce in the packet stream (note that for
a given seed s the sequence of packet degrees {di} and consequently the sequence
of encoded blocks {yi} is basically deterministic), cause the performance of the
decoding process to depend on the particular experienced packet error probability.
However, the desirable features of fountain codes should not be significantly altered
by implementation details and the chosen seeds must therefore lead to low decoding
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overhead regardless of the specific channel conditions.

Seed s

d1 d2 d3 dK−1 dK dK+1

y1 y2 y3 yK−1 yK yK+1

Encoder

Decoder

Figure 7.5: Fountain codes encoding process for a given seed s.

These considerations motivated our research of good seeds. The random number
generator used by the motes that we targeted for our reprogramming protocol
exploits a Linear Feedback Shift Register (LFSR) for which the set of available
seeds comprises 216 − 1 = 65535 different words of 16 bits. This random generator
has been reproduced14 in a computer simulator in order to investigate the behavior
of the available seeds and select the ones leading to the best performance.

We began our study considering a channel erasure probability p equal to zero.
Under these conditions, for a given block length K = 32 and given the set of all
possible seeds, R, we first identified the set R0 comprising all seeds that lead to
a zero decoding overhead (i.e., for these seeds we have that N = K). These seeds
basically produce a sequence of K coded blocks {yi}i=1,...,K that are all linearly
independent. We then restricted our investigation to the set R0 and characterized
the performance of its seeds over noisy channels, estimating for each of them
the decoding overhead. We considered independent packet losses over an erasure
channel with packet error probability p.

Figure 7.6 shows the average number of coded blocks that need to be successfully
received in order to allow for the correct decoding of the original file. The solid line
denotes the performance of the distribution presented in Section 7.5 considering
p = 0 and averaging over all seeds in R. In this case, E[N ] is N(R) = 34.92
which is slightly higher than the value computed using an ideal random generator
(E[N ] = 34.26), due to the non-ideality of the generator we implemented. The
dotted line shows the average performance for the seeds inR0, referred to asN(R0).
The decoding overhead for these seeds increases for increasing p, approaching N(R)
when p ≈ 0.8: this basically means that the choice of the seed is of little importance
when p is very large. Such a behavior is easily explainable as a large p will lead
to many lost packets, thus reducing the correlation among the few blocks that are

14Reproducing the generator in a simulator allows basically to obtain on a PC the same sequence
of numbers that will be obtained on the motes. This permits to easily evaluate the performance
associated to a particular seed.
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Figure 7.6: Average decoding overhead E[N ] for different seed sets.

successfully delivered and in fact limiting the negative effects that are introduced
by the non-ideality of the random number generator.

We noticed that different seeds inR0 do behave differently. Hence, we performed
an exhaustive search over R0 and identified a further set R1 ⊂ R0 comprising
all seeds for which E[N ] ≤ N(R0). In principle, a different set R1 should be
obtained for each value of p, as the same seed might perform differently for different
packet error probabilities. However, we noticed that, except for a small number of
exceptions, seed behaviors were quite uniform, and in fact seeds that perform well
when p is low usually also provide good performance at higher p. In other words,
the ranking among seeds in terms of decoding performance do not significantly
depend on the value of p. Therefore, we empirically obtained R1 for p = 0.4
as representative of all possible sets. After this step, we verified that every seed
in R1 has in fact very low decoding overhead for a wide range of channel error
probabilities. In Figure 7.6 we show E[N ] for the seeds in R1 and denote their
average performance by N(R1). In the same figure, we also show the performance
(N(R2)) obtained for a third set R2, including all seeds for which E[N ] > N(R0).

7.7 Engineering Fountain Codes for Multi-hop Data

Dissemination

The next and final step of our study considered the optimization of fountain codes
for multi-hop data dissemination, focusing on the performance implications of
the selected seeds on pipelining algorithms [155]. With reference to the scenario
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depicted in Figure 7.7, hop-by-hop data dissemination techniques start transmitting
to the nodes that belong to hop h + 1 only when all the nodes in hop h have
completely received and decoded all the data blocks. In contrast, schemes using
pipelining initiate the dissemination towards hop h + 1 as soon as the first node
in hop h decodes a valid data block: this can potentially reduce the time required
to complete the process of network reprogramming since it allows the existence
of simultaneous dissemination waves on the same network. A further advantage
of pipelining is the possibility of correcting transmission errors (at nodes within
the current hop) while forwarding transport blocks towards the next hop through
overhearing15. If the seeds used at hop h and h+ 1 are matched for this purpose,
overhearing could speed up the dissemination process, and unsuccessful nodes at
hop h could correct their losses thanks to the data being forwarded towards hop
h+ 1.

Seed sh

dh1 dh2 dh3 dhK−1 dhK dhK+1

yh1 yh2 yh3 yhK−1 yhK yhK+1
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Figure 7.7: Data dissemination over multiple hops.

Set R1 has been extensively tested by quantifying the affinity of seed pairs
(sh, sh+1) used over hops h and h + 1. In particular, ∀(sh, sh+1) ∈ R1, with sh 6=
sh+1, we determined the recovery probability for a given node within hop h in the
following manner:

• we started the transmission process at hop h by sending a transport block of
K ′ > K packets encoded using seed sh;

• we considered only those cases where at least one node within hop h + 1
successfully decodes the considered file and forwards it using seed sh+1 (again

15Overhearing arises when a node receives a packet for which it was not the intended
destination. Overhearing has been identified in [156] as one of the main reasons of energy waste
in sensor networks, but in our study it is paradoxically used to improve the energy performance
of the data dissemination process.
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K ′ packets are encoded now using seed sh+1);

• conditioned on this, we finally computed the probability that any other node
within hop h + 1 can successfully decode using only the two transmissions
above (thus a maximum of 2K ′ packets).

We noticed that the behavior of seed pairs in terms of the above recovery
probability depends only marginally on p. Also, only a few seeds inR1 have shown a
significant performance loss when coupled with other seeds, while the large majority
of them led to good multi-hop performance. A fourth set R∗ ⊂ R1 has then been
obtained by eliminating these few bad seeds from R1.

Examples of the gains achievable by implementing this further optimization
step are shown in Figures 7.8 and 7.9 where we plot respectively E[N ], i.e., the
average number of packets after which a transmitted file can be recovered, and the
recovery probability for our set of good seeds R∗ and another set R3 having the
same cardinality and containing seeds randomly picked from R. For these graphs
we considered K ′ = K + 4 = 36 encoded data blocks. It should be observed that
the optimizations carried out in this section and in the previous one have led to
large improvements for both these performance metrics.
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Figure 7.8: E[N ] using seeds belonging to R∗ and R3 for K ′ = 36. Vertical bars
indicate 95% confidence intervals.

We conclude our study with some considerations on the cardinality of the
different sets that were identified. Working with words of 16 bits means that
R contains 216 − 1 = 65535 seeds. For computational reasons we restricted our
investigation to 5000 seeds, randomly picked from this set. About 10% of them,



176
CHAPTER 7. ENERGY AWARE DESIGN OF FOUNTAIN CODES FOR

OVER-THE-AIR NETWORK REPROGRAMMING

0 0.1 0.2 0.3 0.4 0.5
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

p

R
ec

ov
er

y 
P

ro
ba

bi
lit

y

 

 

x=R
3

x=R*

Figure 7.9: Recovery probability using seeds belonging to R∗ and R3 for K ′ = 36.
Vertical bars indicate 95% confidence intervals.

i.e., slightly more than 500 seeds, belong to R0. The cardinality of R1 is |R1| = 50
and R∗ has 35 elements meaning that, on average and for the considered random
number generator, only 1 out of 150 seeds possesses all the required properties.

7.8 Conclusions

In this chapter we have considered wireless sensor network reprogramming as
a particular example of application requiring the one-to-many communication
paradigm. Traditional interference avoidance approaches such as dynamic spectrum
access might not be effective when dealing with multiple receivers since different
channel conditions might arise at the different nodes and it might not be possible
to identify common spectrum opportunities. A similar argument also applies for
frequency hopping whose performance can be severely degraded by the feedback
implosion problem. Channel coding instead offers a more versatile option. We have
here focused on fountain codes that provide an excellent coding solution for data
dissemination over large scale sensor networks. The performance of these codes
largely depends on the chosen degree distribution which optimization is therefore
a key issue. Using a novel optimization approach, exploiting principles from the
theory of genetic algorithms, we have shown that it is possible to obtain degree
distributions leading to both low decoding overhead and low decoding complexity.
We further engineered the implementation of fountain codes so as to decrease the
effects of channel errors over single and multi-hop transmissions. The obtained
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codes are very effective offering both low overhead and low decoding complexity as
well as allowing nodes to recover lost packets by exploiting overhearing. They are
therefore a powerful tool that can be used for reliable data dissemination over noisy
or interfered channels as shown by the experimental results presented in [11] where
the performance of a fountain codes-based approach implementing all the features
described in this chapter has been compared with Deluge.

7.9 Validity of Results and Limitations

We conclude this chapter by discussing the limitations of our work. We start with
the optimization algorithm presented in Section 7.5: as we previously outlined
the procedure we have developed adopts an iterative approach that relies on
simulations. However its convergence has not yet been deeply investigated:
this represents a drawback with respect to the scheme proposed in [153] which
convergence has been proved for an opportune choice of the parameters of the
algorithm. We further outline that the optimization we performed has been driven
by two performance metrics: these are decoding complexity and overhead. The
chosen distribution basically implements a tradeoff between these two metrics:
however, this tradeoff has been achieved in an empirical way, by considering
different settings for the parameters of our optimization procedure. A different
and more rigorous approach would be to adopt a single metric, for instance the
energy required to carry out the decoding process (comprising the energy required
to receive the needed packets as well as the energy consumed while performing
the decoding process), and consequently design the degree distribution so as to
minimize this quantity.

The main limitations of the studies presented in Sections 7.6 and 7.7 lie in
the fact that the results are specific for the particular random number generator we
have considered. Applying the same optimization procedure to a different generator
might in fact lead to different results. Furthermore, the model considered in Section
7.7, where all the nodes belong to a specified hop, might not hold in real settings:
channel conditions might in fact vary over time, and for instance node i might be
part of hop h or hop h ± 1 depending on the particular propagation conditions
experienced at a specific instant of time. This might affect its ability to recover a
potential packet loss through overhearing.





Chapter 8

Conclusions

8.1 Discussion

Achieving reliable communications over unlicensed bands can be a challenging
objective for low-power wireless sensor nodes. The proliferation of wireless devices
we have been witnessing over these regions of the spectrum during the last few years
has in fact raised severe issues connected with the problem of radio interference
and made reliability concerns one of the major barriers to the diffusion of wireless
sensing technologies for commercial applications.

In this dissertation we have investigated possible solutions to address this
problem in an energy efficient manner. The use of wireless sensor networks has
been envisaged in a broad variety of application scenarios: for this reason it might
not be possible to identify a unifying solution for dealing with the problem of
interference and it might instead be necessary to tailor the design of interference
mitigation techniques to account for several aspects such as (i) the communication
paradigm adopted by sensors, (ii) the traffic pattern that the specific application
induces over the sensor network, and (iii) the conditions of the wireless channel.
Our work has investigated the applicability and effectiveness of three different
approaches, providing the energy aware design of communication techniques that
exploit dynamic spectrum access, frequency hopping, and channel coding.

If packet transmissions are addressed toward a single receiver, different options
can be implemented for dealing with interference: sensor nodes can exploit the
existence of unused pieces of spectrum (so called white spaces or spectrum holes) in
the time or frequency domain and transmit in an opportunistic manner by selecting
for their transmissions when to access a certain channel or which channel to access
so as to avoid interference. However, both approaches introduce energy overhead
due to the need to identify the available spectrum opportunities through spectrum
sensing. Our work has proposed several different energy efficient algorithms suitable
for this task and evaluated the effectiveness of the resulting interference avoidance
schemes quantifying their energy performance through real experiments on the
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TMote Sky sensor platform. Our results, obtained for a two-node topology and
a broad variety of channel conditions, indicate that the performance of dynamic
spectrum access in the time domain can be severely degraded even in presence of
modest interfering activities resulting in high energy consumption: this approach
should consequently be selected only for sporadic packet transmissions over channels
presenting low interfering activities. For the transmission of larger bulks of data and
when the risk of operating over a heavily interfered channel is high, communication
schemes making use of channel adaptation should instead be preferred. These
techniques require a large upfront energy investment to identify the frequency
band to be used for communications but allow to effectively avoid interfering
transmissions.

Frequency hopping techniques provide a further alternative: in this case
nodes carry out their packet transmissions using multiple communication channels
to reduce the risk of operating over heavily interfered frequency bands. We
have proposed a new adaptive hopping algorithm and have quantified its energy
performance by means of real experiments. Our results indicate that our algorithm
is very effective in avoiding interference and outperforms both traditional hopping
techniques as well as other previously proposed adaptive schemes, leading to
lower energy consumption. An explicit performance comparison between dynamic
spectrum access-based interference avoidance techniques and frequency hopping
has not been performed in this dissertation: both approaches offer advantages
and disadvantages. In specific network scenarios, implementing hopping schemes
might not be straightforward and synchronization issues might preclude the
applicability of this technique to large scale sensor networks requiring multi-hop
communications. In this respect dynamic spectrum access-based schemes provide
a more flexible alternative. On the other hand, frequency hopping does not require
the use of energy costly spectrum sensing algorithms and also allows avoiding
the communication overhead required to synchronize the transmitter(s) (where
the packet flow is generated) with the receiver of a certain link (where spectrum
opportunities are identified). Investigating which one of these aspects is more
valuable is left for future work.

If packet transmissions are addressed to multiple receivers both these approaches
might be ineffective, in particular if different channel conditions are experienced by
the different receiving nodes. In this scenario, that might arise in several sensor
applications, the use of fountain codes provides higher resilience to interference,
but also requires complex decoding and encoding procedures. In this dissertation
we have shown how it is possible to engineer the design of these codes so as to
achieve both low complexity and low overhead: the obtained codes limit the effects
of the packet losses that nodes might experience over noisy or interfered channels
and best exploit overhearing for speeding up the process of data transmission over
multiple hops. Therefore, they provide an excellent solution for data dissemination
over large scale sensor networks.
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8.2 Future Works

We here briefly discuss possible directions for future work. The experimental
evaluation of dynamic spectrum access-based interference avoidance techniques
presented in Chapter 5 has focused on a simple two-node topology: it might be
interesting to verify the effectiveness of the proposed techniques and quantify their
energy performance on larger and more realistic network topologies comprising more
than two nodes. This will also require addressing the problem of spectrum sharing:
in fact, when several nodes operating in close proximity are trying to exploit the
same pool of spectrum opportunities, conflicts might arise. It is therefore important
that these potential conflicts are addressed by devising distributed mechanisms that
allow competing nodes to share the available white spaces in an efficient and fair
manner.

Along the same line, it might also be interesting to investigate the behavior of
the hopping technique proposed in Chapter 6 in more realistic network settings and
over challenging channel scenarios such as for instance inside an industrial plant.

Another research topic of sure interest that has not been considered in this
dissertation is that of delay sensitive applications: the definition of reliability we
have considered in this dissertation does not include any delay constraints and only
focuses on energy consumption. However, the methods we have proposed for dealing
with the presence of interfering transmissions will not only result in energy overhead
but also in increased data delay: while in many cases we have provided estimates
of this delay (note for instance how in Chapter 4 we quantified the time required
in order to verify the suitability of a certain channel for sensor communications) a
more rigorous analysis on which delay requirements can be met given (i) a specific
set of interfering conditions and (ii) a certain interference avoidance approach, is
left for future work.
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Proofs of Theorems

A.1 Chapters 3 and 4

A.1.1 Chapter 3

Theorem A.1.1. The equation:

(L+ 2Ec)∂α∂ζ − 2Nbit

[

(1− α)∂β
∂ζ
− (1− β)∂α

∂ζ

]

(1− ρ)(1− α)2
= 0 (A.1)

admits a unique solution for ζ.

Proof. By rearranging the terms in the equality above we obtain:

∂α
∂ζ

∂β
∂ζ

=
2Nbitρ(1 − α)

(L + 2Ec) + 2Nbitρ(1− β)
(A.2)

where:

α =1− Γ
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β =1− Γ
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)

We define the two functions A(ζ) and B(ζ) according to:

A(ζ) =
∂α
∂ζ

∂β
∂ζ

=
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σ2
1

σ2
0

)
L
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exp

{

−ζ
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1 + σ2
0

2σ2
1σ
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0
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(A.3)

B(ζ) =
2Nbitρ(1− α)

(L+ 2Ec) + 2Nbitρ(1 − β)
(A.4)
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Our aim is to show that these two functions assume an equal value in a single point
ζOpt|L. We note that A(ζ) is a continuous, and monotonically decreasing function
on ζ and:

lim
ζ→0

A(ζ) =

(

σ2
1

σ2
0

)
L
2

lim
ζ→∞

A(ζ) = 0

B(ζ) is also continuous on ζ and:

lim
ζ→0

B(ζ) = 0,

lim
ζ→∞

B(ζ) =
2Nbitρ

(L+ 2Ec) + 2Nbitρ

thus there exists at least one point ζ0, such that A(ζ0) = B(ζ0). Assume by the
absurd that this point is not unique, and that there exists an ordered set of points
Θ = {ζ1, ζ2, . . . } such that ζ0 < ζ1 < ζ2 < . . . and:

A(ζi) = B(ζi), ∀ζi ∈ Θ

By considering the equation ∂B(ζ)
∂ζ

= 0 it is easy to show that all the ζ identifying
maxima or minima ofB(ζ) also satisfy equation (A.1), meaning that all the elements
of {ζ0 ∪Θ} also correspond to all the maxima and minima of B(ζ) (this can easily
be proven since by deriving B(ζ) with respect to ζ we simply obtain again equation
(A.1)). Let’s consider the point ζ0. We have that:

∂B(ζ)

∂ζ

∣

∣

∣

∣

ζ=ζ0

= 0

However, at the same point, ∂A(ζ)
∂ζ

is negative (see equation (A.3): the derivative

of A(ζ) with respect to ζ is always negative) and since both ∂A(ζ)
∂ζ

and ∂B(ζ)
∂ζ

are
continuous ∀ζ ∈ R there exists a ∆ζ0 > 0 such that:

∂A(ζ)

∂ζ
<
∂B(ζ)

∂ζ
, ∀ζ ∈ (ζ0, ζ0 + ∆ζ0 ]⇒

⇒ A(ζ) < B(ζ), ∀ζ ∈ (ζ0, ζ0 + ∆ζ0 ]

Consider the first element of Θ, ζ1; we have that:

∂B(ζ)

∂ζ

∣

∣

∣

∣

ζ=ζ1

= 0
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and again ∂A(ζ)
∂ζ
|ζ=ζ1 < 0, meaning that there exists a ∆ζ1 > 0 such that:

∂B(ζ)

∂ζ
>
∂A(ζ)

∂ζ
, ∀ζ ∈ [ζ1 −∆ζ1 , ζ1)⇒

⇒ A(ζ) > B(ζ), ∀ζ ∈ [ζ1 −∆ζ1 , ζ1)

However if this is true, since both A(ζ) and B(ζ) are continuous, there has to exist
a point ζ0,1, such that ζ0 < ζ0,1 < ζ1 where these two functions assume equal value.
But such a point cannot exists since it would be the first element of Θ and this
contradicts our hypothesis according to which the first element of Θ is ζ1. This
implies that Θ has to be an empty set since it cannot have a first element and that
ζ0 can be the only solution of ∂E[C]

∂ζ
= 0.

A.1.2 Chapter 4

Theorem A.1.2. It is always possible to identify two interference vectors ψTol and
ψMax such that:

ψMax :
PER

(

ψMax
)

= PERMax,
I ⊆

{

ψ : PI(ψ) ≥ PI(ψMax)
}

ψTol :
PER

(

ψTol
)

= PERTol,
{

ψ : PI(ψ) ≤ PI(ψTol)
}

⊆ C

(A.5)

Proof. Consider the scenario depicted in Figure A.1. Without loss of generality
assume that the interference domain is bounded, in particular:

ID ,
{

ψ = (ρ, γI) : ρ ∈ [0, 1], γI ∈ [1, γLim
I ]

}

where γLim
I is an arbitrary high but finite value. Let’s also assume that ∀x ∈ [0, 1]

the set:

A = {ψ : PER(ψ) ≥ x}

is convex. This is true if the function describing the packet error rate is continuous,
monotonic, and non-decreasing in ρ and γI : this assumption is valid in our scenario
since it is reasonable to expect that higher channel occupancies or higher interfering
powers will lead to higher packet error rates and that PER(ψ) (the function
allowing to compute the packet error rate induced by a certain interference level
ψ) is continuous in ρ and γI . Our aim is to show that there exists an interference
vector ψ∗, such that:



186 APPENDIX A. PROOFS OF THEOREMS
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Figure A.1: Sketch of the considered scenario.

PER(ψ∗) = x

A ⊆ {ψ : PI(ψ) ≥ PI(ψ
∗)}

Note that if x = PERMax, then A = I and consequently ψ∗ = ψMax. On the other
hand if x = PERTol, then the second relation above can be reversed in:

{ψ : PI(ψ) ≤ PI(ψ
∗)} ⊆ ID −A = C

thus ψ∗ = ψTol. Define Ā as:

Ā = {ψ : PER(ψ) = x}

and consider the two interference vectors:

ψ1 = (ρx, γx)

ψ2 = (1, γLim
I )

as sketched in Figure A.1. Since PI(ψ) is a monotonic increasing function on ρ and
γI (see equations (4.10) and (4.12)), we have that:

PI(ψ1) < PI(ψ2)
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Also, the set S1 defined by:

S1 = {ψ : PI(ψ) ≥ PI(ψ1)}

satisfies the relation:

A ⊆ S1

Finally we have that:

PER(ψ) < x < PER(ψ2) ∀ψ : PI(ψ) = PI(ψ1) (A.6)

for the already mentioned continuity and monotonicity of PER(ψ). Start now
moving ψ1 toward ψ2, over the dotted line drawn in the figure stopping as soon
as the considered iso-curve touches Ā (note that since PER(ψ) is continuous and
equation (A.6) holds, on all the possible paths from any point belonging to the
iso-curve defined by PI(ψ) = PI(ψ1) to ψ2 there is at least an interference vector
ψ′ such that PER(ψ′) = x). Denote by ψ∗ the interference vector shared by Ā and
our iso-curve. Note that ψ∗ belongs to Ā, thus:

PER(ψ∗) = x

furthermore, by definition we have that:

A∩ {ψ : PI(ψ) = PI(ψ
∗)} = ψ∗

thus the following relation also holds:

PI(ψ) > PI(ψ
∗) ∀ψ ∈ A/{ψ∗}

but this translates in:

A ⊆ {ψ : PI(ψ) ≥ PI(ψ
∗)}

thus there exists an interference vector ψ∗ such that:

PER(ψ∗) = x

A ⊆ {ψ : PI(ψ) ≥ PI(ψ
∗)}

Note that no particular assumption has been made on x or PI(ψ∗), thus the relation
above has to hold for any x ∈ [0, 1] and for any PI(ψ

∗) ∈ [0, 1]. This proves the
existence of the two interference vectors ψTol and ψMax.
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A.1.3 Proofs for Subsection 4.7.2

Theorem A.1.3. Let {Sk, u} be the state of the system. Then the optimal policy
stops the sensing procedure and selects the channel having the lowest channel load
in Sk if and only if ETr(Sk, u) ≤ ESe,Tr(Sk, u).

We prove the theorem by making use of the following two lemmas. For a given
set Sk, define Dk as follows:

Dk = {u : ETr(Sk, u) ≤ ESe,Tr(Sk, u)} (A.7)

Lemma 1 : There exist umax(Sk) such that Dk = {u : u ≤ umax(Sk)}. Basically,
umax(Sk) identifies a threshold channel load: if u is lower than umax(Sk), then
nodes should transmit on the best identified channel, otherwise they should sense
a new one.

Proof. Let u ∈ Dk and consider any u∗ ≤ u. By definition u has to satisfy the
following inequality:

k ·Es +N · C(u) ≤ (k + 1) · Es +N · min
i∈C\Sk

Ei[C(min(u, ρi))] (A.8)

consequently we have that:

k · Es +N · C(u) ≤ (k + 1) ·Es +N · Ei[C(min(u, ρi))] ∀i ∈ C \ Sk (A.9)

Now:

Ei[C(min(u, ρi))] = C(u) · P [ρi > u] +

∫ u

0

C(x)dFi(x) =

= C(u) · [1− Fi(u)] +

∫ u

0

C(x)dFi(x)

Therefore we can rewrite (A.9) as:

k ·Es +N · C(u) ≤ (k + 1) · Es +N · C(u)−N · C(u)Fi(u) +N ·

∫ u

0

C(x)dFi(x)

which after some simplification leads to:

N · C(u)Fi(u) ≤ Es +N ·

∫ u

0

C(x)dFi(x) (A.10)

Note that (A.9) implies (A.10) and viceversa. Now:

Fi(u) = Fi(u
∗) +

∫ u

u∗

dFi(x)
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and:

∫ u

0

C(x)dFi(x) =

∫ u∗

0

C(x)dFi(x) +

∫ u

u∗

C(x)dFi(x)

thus (A.10) can be rewritten as:

N ·C(u)Fi(u
∗)+N ·C(u)

∫ u

u∗

dFi(x) ≤ Es+N ·

∫ u∗

0

C(x)dFi(x)+N ·

∫ u

u∗

C(x)dFi(x)

(A.11)
We note that C(·) is a monotonically non-decreasing function, thus:

∫ u

u∗

C(x)dFi(x) ≤ C(u)

∫ u

u∗

dFi(x)

C(u∗) ≤ C(u)

Inequality (A.11) can be rewritten as:

N · C(u∗)Fi(u
∗) ≤ Es +N ·

∫ u∗

0

C(x)dFi(x)

which is the equivalent of (A.10) but for u∗. Thus if (A.8) holds for u then it has
to hold also for u∗, meaning that u ∈ Dk ⇒ u∗ ∈ Dk, ∀u∗ ≤ u. Now umax(Sk) is
simply defined as the sup of Dk.

Lemma 2 : Fix any set of sensed channels Sk+1 = Sk ∪ {i}, ∀i and for k ∈
{0, . . . , NC − 1}. We have that for all k, Dk ⊆ Dk+1 or equivalently umax(Sk) ≤
umax(Sk+1).

Proof. We prove this lemma by the absurd. Assume that there exists a certain u
such that u ∈ Dk but u /∈ Dk+1. We have that:

(k + 1) · Es +N · C(u) > (k + 2) · Es +N · min
i∈C\Sk+1

Ei[C(min(u, ρi))]

that can be rewritten as:

k ·Es + Es +N · C(u) > (k + 1) · Es +Es +N · min
i∈C\Sk+1

Ei[C(min(u, ρi))] (A.12)

It is straightforward to prove that:

min
i∈C\Sk+1

Ei[C(min(u, ρi))] ≥ min
i∈C\Sk

Ei[C(min(u, ρi))] (A.13)
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note in fact that the right side of the equality above is given by the minimum of
NC − k terms while the left side is the minimum of only NC − (k + 1) (thus one
term less). Combining (A.12) and (A.13) yields (after subtracting Es from both
sides):

k ·Es +N · C(u) > (k + 1) · Es +N · min
i∈C\Sk

Ei[C(min(u, ρi))]

which is however a contradiction since by hypothesis we know that u ∈ Dk and has
therefore to satisfy (A.8). This proves the lemma.

Proof. We are now ready to prove Theorem A.1.3. Start by fixing an arbitrary
SNC−1 ⊃ Sk and let’s assume that all the channels belonging to SNC−1 have been
sensed. Therefore, the state of the system is given by {SNC−1, min

j∈SNC −1

ρj}. We

note that:

u = min
j∈SNk

ρj ≥ min
j∈SNC −1

ρj (A.14)

and that Sk ⊂ SNC−1. Therefore, if we apply Lemma 1, we have that min
j∈SNC −1

ρj ∈

Dk and because of Lemma 2, min
j∈SNC −1

ρj ∈ DNC−1. Applying the definition specified

in (A.8) we have that:

ETr(SNC−1, min
j∈SNC −1

ρj) ≤ ESe,Tr(SNC−1, min
j∈SNC −1

ρj) =

= min
i∈S\SNC −1

E

[

ETr(SNC −1 ∪ {i},min

(

min
j∈SNC −1

ρj , ρi

)]

=

= min
i∈S\SNC −1

E

[

EOpt(SNC−1 ∪ {i},min

(

min
j∈SNC −1

ρj, ρi

)]

where the last inequality holds because after sensing the last available channel, the
optimal decision is surely to transmit over the channel with the lowest channel load
(since this is the only available option). Thus, since we know that:

EOpt(Sk, u) = min{ETr(Sk, u),

min
j∈C\Sk

Ej [E
Opt(Sk ∪ {j},min(u, ρj))]} ∀ k ∈ [0, . . . , NC − 1]

the following equality must hold for every SNC−1 ⊃ Sk and for every value of ρi‘s,
for i ∈ SNC−1 \ Sk:

EOpt(SNC −1, min
j∈SNC −1

ρj) = ETr(SNC −1, min
j∈SNC −1

ρj) (A.15)
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We next consider any state {SNC−2, min
j∈SNC −2

ρj} that can be reached by the system

after sensing NC − 2 channels starting from {Sk, u}. If we again apply Lemma
1 and 2 as previously done, we have that also in this case min

j∈SNC −2

ρj ∈ DNC−2.

Therefore:

ETr(SNC−2, min
j∈SNC −2

ρj) ≤ ESe,Tr(SNC−2, min
j∈SNC −2

ρj) =

= min
i∈S\SNC −2

E

[

ETr(SNC −2 ∪ {i},min

(

min
j∈SNC −2

ρj , ρi

)]

=

= min
i∈S\SNC −2

E

[

EOpt(SNC−2 ∪ {i},min

(

min
j∈SNC −2

ρj, ρi

)]

where the last equality follows from (A.15) and again, we must have that the
following relation:

EOpt(SNC −2, min
j∈SNC −2

ρj) = ETr(SNC −2, min
j∈SNC −2

ρj)

holds for every SNC−2 ⊃ Sk and for every values of ρi‘s, for i ∈ SNC−2 \ Sk. This
reasoning can be reproduced down to k proving the theorem by induction.

Theorem A.1.4. If the available frequency bands are stochastically ordered, then
if ESe,Tr(Sk, u) < ETr(Sk, u) the optimum decision is to sense the channel j ∈ S\Sk
such that ρj ≤st ρi, ∀i ∈ S \ Sk.

Proof. We prove the theorem by induction, reasoning on the number |S \ Sk| of
channels that still have to be sensed. If this number is equal to one, then the
theorem holds since only the last remaining channel can be sensed. Assume that
the theorem holds when the number of channels that have not been sensed is strictly
lower than NC−k and prove that it also holds when this number is exactly equal to
NC−k. Denote by {Sk, u} the state of the system and let’s introduce the following
definitions:

ui = umax (Sk ∪ {i})

uj = umax (Sk ∪ {j})

uij = umax (Sk ∪ {i, j})

Note that ui ≤ uj. Now, if u ≤ ui then after sensing channel i or channel j the
optimal policy will transmit on the best sensed channel because of Theorem A.1.3.
Therefore, in this case it is optimal to sense channel j, since it provides better
chances of finding a lower channel load. We focus thus on the case u > ui and
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compare the average total energy achieved starting from state {Sk, u} when (a)
nodes sense channel i first and then channel j and (b) viceversa. Now:

• In scenario (a), sensing i will make the system state evolve to:

{Sk ∪ {i}, xi = min(u, ρi)}

By induction we know that if nodes decide to sense an additional channel,
then they should sense j. In particular, if xi ≤ ui then nodes will stop the
sensing procedure and transmit otherwise, if xi > ui they should sense j. Let
ρj be the channel load of channel j, then if min(xj , ρj) ≤ uij nodes should
transmit, otherwise they should keep sensing further.

• In scenario (b), we proceed in a similar manner: nodes should first sense
channel j. Then if min(u, ρj) ≤ uj they should stop sensing and transmit.
Otherwise they should sense channel i: if min(min(u, ρj), ρi) ≤ uij nodes
should transmit, otherwise they should keep sensing further.

To find what’s the best strategy we just need to compare the average energy
achieved in scenarios (a) and (b) if we transmit after sensing channel i and/or
channel j: this is because if we decide to sense additional channels the two scenarios
degenerate in to the same one. Now:

E(a)(Sk, u) = (k + 1) · Es +N ·

∫ ui

0

C(min(u, x))dFi(x)+

+(k + 2) · Es +N ·

∫ 1

ui

dFi(x)

∫ 1

0

dFj(y)C(min(u, x, y))I{min(u, x, y) ≤ uij}

(A.16)

and:

E(b)(Sk, u) = (k + 1) · Es +N ·

∫ uj

0

C(min(u, x))dFj(x)+

+(k + 2) · Es +N ·

∫ 1

uj

dFj(x)

∫ 1

0

dFi(y)C(min(u, x, y))I{min(u, x, y) ≤ uij}

(A.17)

in the two expressions above I{min(u, x, y) ≤ uij} denotes the probability that
nodes will transmit after sensing both channels i and j. Our aim is to prove that
E(a)(Sk, u) ≥ E(b)(Sk, u): this can be done by using the perturbation approach.
The reader is referred to Lemma 3 and Lemma 4 of [107] for more details.



Appendix B

A Neighbor Discovery Algorithm

for Multi-Channel Sensor

Networks

In this appendix we briefly describe a simple neighbor discovery algorithm that
sensor devices equipped with a single radio transceiver can use in order to establish
connectivity in a network where multiple communication channels might be used in
order to deal with the presence of interference. While this algorithm is executed, a
certain node will broadcast discovery queries over the different available frequency
bands in order to discover its neighbors: this process is terminated when a certain
stopping criterion (for instance defined accounting for the number of discovered
neighbors or the fact that the node is able to reach, through single or multi-
hop transmissions, the network sink) is satisfied. We note that this task can be
formulated as an episodic problem: each episode begins when a node has to select
a new channel due to mutated interfering conditions, and ends when the node has
reestablished connectivity with its neighbors. In the following sections we provide
the formalization of the considered problem and describe the neighbor discovery
algorithm we propose: we start by focusing on episode one and treat the extension
to successive episodes at the end of the appendix.

B.1 Reinforcement Learning Problem Formulation

Before providing the formalization of the considered problem as an episodic
reinforcement learning1 task [75] we state some basic definitions that will be used
in our framework. A network is said to be connected when all nodes are connected:
a node is connected if it has discovered a path to the sink, either through single or
multi-hop communications. The problem of establishing connectivity in a sensor

1The reason for which learning techniques have been preferred to traditional Markov Decision
Process formulations will be explained later in this section.
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network is here formulated as an episodic task: the first episode corresponds to
the initialization of the network while successive episodes begin every time the
connectivity is broken and end when it is re-established. Each task is carried out
on a local basis by the nodes of the network that in our model are the agents of
the reinforcement learning problem. The environment of each agent, let’s say node
i, is given by the set of its neighbors that we denote using Ni. Each node or agent
interacts with its environment through actions, aiming at discovering the state of
the environment itself. In our framework an action corresponds to the transmission
of a broadcast query on a certain channel, chosen among the M available; if no
action is considered profitable, the agent decides to lower its duty-cycle and sleep:
sleeping is also considered as one of the available actions. The action space is
therefore given by:

A = {{c|c ∈ S} ∪ {0}}

where {0} corresponds to sleeping while c ∈ S represents the transmission of
a broadcast query on channel c. If we denote with Ni(t) the set of neighbors
discovered by node i up to time t, a possible representation of the state Xi(t) will
be:

Xi(t) = (|Ni(t)|, X
c
i (t)) (B.1)

where |Ni(t)| denotes the cardinality of the set Ni(t) and Xc
i (t) ∈ {0; 1} is defined

according to:

Xc
i (t) =

{

1 if
∑

j∈Ni(t) X
c
j (t) > 0

0 otherwise
(B.2)

thus Xc
i (t) is equal to one if node i is connected to the sink(s) through single or

multi-hop communications: clearly, Xc
i (t) = 1, ∀t if node i is itself a sink. Each

episode ends when the terminal state Xc
i (t) = 1 is reached.

After taking a certain action, the agent waits for a defined fixed amount of time
for rewards that in our model are represented by the acknowledgements sent back by
neighbors. The utility associated to a certain action is defined as the “profitability“
in taking that particular action and in fact, reflects the possibility of discovering
neighbors while transmitting on the considered frequency. Utility functions for each
action are locally stored in every nodes: for node i we will denote these functions
using Ui(t) =

{

u1
i (t), ..., u

M
i (t)

}

A policy is a map which assigns to the actual state Xi(t) an action of the set
A and basically defines the way nodes decide which action should be taken. We
remark that nodes might not be aware of which channels are selected by their
neighbors. Also the underlying distribution of the interference pattern over the
available channels might be unknown. This doesn’t allow to formulate our problem
in the context of Markov Decision Processes (MDP) or Partially Observable Markov
Decision Processes (POMDP). Such a lack of models capable of describing the
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environment of each agent precludes the computation of optimal policies and in
fact makes dynamic programming tools unsuitable for our problem: we instead
consider as a valid alternative learning techniques [75].

B.2 Algorithm Description

We now specify the algorithm executed by nodes during the first episode. Minor
changes are required to make the same algorithm suitable for the successive
episodes: these will be discussed later in this Appendix. The proposed scheme
evolves during three different phases as sketched in Figure B.1: the Sensing &

Select phase, the pre-Agent and the Agent phase. The agent phase ends when the
node reaches the terminal state and becomes connected.

Agentpre-Agent

Sensing & Select

Connected

New Episode

End of Episode

Reinforcement Learning Algorithm

Figure B.1: Sketch of the three different phases of the proposed reinforcement
learning algorithm.

After being deployed a node needs to configure its radio interface, selecting
the channel that will be used while listening for incoming packets: this is done
during the Sensing & Select phase. We suppose that nodes, by running a dedicated
algorithm, can verify the state of a channel and detect the presence of interference
(an example of such an algorithm has been provided in Chapter 4). The order
used while checking the available frequencies is defined by a preferable channel

list SList that is a permutation of the M available channels and is common to all
nodes that belong to the same network. This procedure is stopped as soon as a
channel that satisfies a certain criterion (i.e. a noise or interference level lower
than a predefined threshold) is found: for node i we denote this channel with ci.
The selected frequency band is used for receiving packets. Note that adopting
the same channel sequence for all nodes will result in nodes belonging to the same
neighborhood and experiencing similar interference conditions to select the same
frequency band, speeding up the process of neighbor discovery.

When using different channels in different regions of the network, the problem
of channel multiplexing has to be addressed: this is essential in order to allow
communications between these regions. In previously proposed interference
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avoidance schemes, channel multiplexing is carried out at the receiver: as an
example in [57] the authors consider a tree topology in which a parent having
children using different frequencies, periodically switches between the various
channels used by them in order to receive packets. In our model the channel
multiplexing is instead implemented at the transmitter, meaning that one node
listens only on a single channel and selects the frequency to be used while
transmitting according to the destination of the current transmission. To this
purpose nodes need to maintain a local table (neighbor table) where this information
i.e. the association between neighbor’s ID and used channel is stored and retrieved
on demand. We observe that implementing the channel multiplexing at the
transmitter presents several advantages as we already pointed out in Chapter 2.

The goal of the pre-Agent phase is to initialize the variables and the records
needed to properly execute the reinforcement learning algorithm: the most
important operation carried out during this phase is in fact the initialization of
the utility function associated to each action. The values initially assigned to these
utility functions depend on:

(i) a default utility vector UDefault =
{

u1
Default, ..., u

M
Default

}

and on

(ii) the estimated spatial correlation among the node itself and its neighbors.

The default utility vector is a defined sequence of values that might for instance
be related to the probability of experiencing interference on a certain channel2. To
take advantage of the channel ordering strategy used by nodes to select the used
channel, this vector can be a monotonically decreasing function on the channel
position in the preferable channel list. The spatial correlation among a node i and
its neighbors can be quantified using the probability ̺i that the channel used by
the considered agent is also selected in its neighborhood. During a certain episode,
̺i is defined according to:

̺i =

∑

j∈Ni
I {cj = ci}

|Ni|
(B.3)

where I {.} denotes the indicator function and |Ni| is the cardinality of the set of
neighbors Ni of node i. Note that ̺i might not be known in advance and might
change over time due to the temporal variations of the interference pattern. ̺i
can therefore be initialized at the begin of episode one taking into account factors
such as the environment where sensors are deployed and eventually the expected
node distance3 or the channel characteristics that nodes are likely to experience and

2With reference to the results presented in Chapter 2, channels that are likely to be free from
interfering transmissions might be assigned higher utilities. In this way nodes will start looking
for neighbors on those frequency bands.

3As an example, if nodes are deployed relatively close to each other then the interfering
conditions experienced by a certain sensor and the ones of its neighbors are likely to be similar:
in this case a high value of ̺i should be used.
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Algorithm 4 Reinforcement Learning algorithm executed by node i during the
agent phase of Episode 1

1: Connected := false;
2: while not Connected do
3: select a, the action to be taken;
4: if a > 0 then
5: turn the radio on channel SList(a);
6: send a query ;
7: turn the radio on channel ci;
8: wait for rewards (ACKs);
9: if reward received then

10: uai := α+ (1− α)uai ;
11: check the received ACKs and update Connected
12: update the Local Table
13: else
14: uai := (1 − α)uai ;
15: end if
16: else
17: sleep for Ts slots;
18: end if
19: end while

might be estimated by nodes during successive episodes. The values of the utility
function are then computed as a linear combination of the default utility vector
and a Kronecker function centered in the frequency selected by the agent itself. For
node i, listening on channel ci the initial utility function of action j will then be:

uji (0) = (1− ̺i)u
j
Default + ̺iδcij , j = 1, . . . ,M (B.4)

where:

δcij =

{

1 if SList(j) = ci
0 otherwise

(B.5)

Note the behavior obtained in the two limiting cases: if ̺i = 0, we obtain the
default utility vector, meaning that the information acquired by the node while
executing the spectrum sensing and channel selection procedures cannot be used
for the discovery of its neighbors; this approach should be used if the channel
conditions experienced by neighboring nodes are likely to be highly uncorrelated.
On the other hand, if ̺i = 1, we obtain δcij meaning that all the neighbors of the
node will be listening on the same frequency band that has been chosen by the
considered agent.

During the Agent phase, a node takes actions and interacts with its environment
following the instructions described in Algorithm 4. Nodes will keep behaving



198
APPENDIX B. A NEIGHBOR DISCOVERY ALGORITHM FOR

MULTI-CHANNEL SENSOR NETWORKS

as agents until the terminal state is reached. Each agent starts by performing a
transmission round during which NA actions are taken: note that in the pseudo-
code description of the algorithm, the parameter NA has been hidden in line 3 and
in fact the policy also takes care of keeping track of the number of taken actions.
As already mentioned, an action corresponds to transmitting a broadcast query in
one of the M available channels which is selected using the policy adopted by the
agent. The broadcasted packet (that is basically an hello message) contains the
following information about the sender:

1. the node ID;

2. the channel used to receive packets ci (that might be different from the one
used for the current transmission);

3. the state variable Xc
i .

After transmitting, the node switches back its radio to ci and waits for acknowledge-
ments (ACK) for a certain number of time slots, Tmax (these acknowledgements
represent the reward that the agent is going to receive for its actions). An ACK
packet sent by node j contains the node ID as well as the state variable Xc

j . The
utility function of the taken action a is then updated according to:

uai (t+ 1) =

{

α1 + (1− α1)uai (t) if a received a reward
(1 − α2)uai (t) otherwise

(B.6)

where 0 ≤ α1, α2 ≤ 1; for simplicity we considered α1 = α2 = α. A similar
approach for the update of utility functions in reinforcement learning problems has
already been used in [76].

Upon receiving rewards, the agent also updates its local table adding as a new
entry the neighbor(s) just discovered and the frequency band corresponding to
the taken action. Note that while broadcasting the query, the agent also specifies
which frequency should be used to reply, therefore, a corresponding entry can also
be added by the discovered nodes in their local tables. In fact, we point out that a
new neighbor can be discovered either by actively broadcasting queries and receiving
acknowledgements, or by passively receiving the queries broadcasted by other nodes.
We further emphasize the fact that rewards are awarded only after discovering a
new neighbor: receiving queries from already known neighbors will result in a table
update and a consequent reward only if the considered node has specified a different

channel for the reply message, meaning that it has recently switched its receiving
frequency band for instance in order to deal with mutated interference conditions.
In the same way, an agent receiving an acknowledgment from a known neighbor
will update the corresponding entry and receive a reward only if the channel used
for transmitting was different from the one already associated to that sensor.

The exchange of state variables, allows those nodes that are not within the
range of the sink, to realize when they become connected: a node receiving a
packet with the state variable Xc

i set to one, will also set its state variable to one,
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ending the current episode. He will further inform all its neighbors that he is now
connected. After completing the transmission round, the agent will decide to start
a new transmission round or, in case none of the actions of the previous one received
a reward, to sleep for a defined period of time of length Ts slots.

Different policies can be implemented for selecting which action should be taken:
examples of policies traditionally used in reinforcement learning problems are:

• greedy policies where the agent always selects the action with the highest
associated utility function;

• soft-max policies that use a Gibbs or Boltzman distribution and at time

t select a certain action a ∈ A with probability pa = e
ua

i
(t)/ς

∑

b
e

ub
i

(t)/ς
; here ς

is a positive parameter called the temperature of the distribution. High
temperature will result in all actions being almost equi-probable, while as
ς → 0 the soft-max action selection policy degenerates in the greedy one;

We outline the fact that this algorithm, allows to exploit different kinds of
learning; in particular we have:

• Intra-episode learning which starts and ends within the same episode and is
related to the channel conditions experienced by each agent: in particular
nodes learn which frequencies are used among the M available and when it
is profitable to transmit queries or it is instead more convenient to sleep;

• Inter-episode learning that depends on conditions that do not change (or
change very slowly) between different episodes: as an example nodes might
estimate the spatial correlation ̺i within their neighbors and use this
parameter to initialize the utility function of each action at the beginning of
the next episode so as to reduce the time required to carry out the neighbor
discovery process.

We further remark that this neighbor discovery scheme does not implement any
form of topology control and just aims at establishing a network where each node
is connected to the sink. If the graph defined by the final network needs to satisfy
certain properties, dedicated topology control algorithms will have to be executed
after the discovery phase.

B.3 Extension to Successive Episodes

We here briefly discuss the extension of the neighbor discovery protocol to successive
episodes. Note that re-establishing a broken connectivity might be simpler then
establishing a connected network for the first time since nodes might have acquired
information that was not available during the process of network initialization (for
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instance during these episodes each node might know the number of its neighbors
and their IDs).

As we previously stated, a new episode starts when the node has to select a
new channel for responding to mutated channel conditions. After a new frequency
band has been chosen, connectivity has to be re-established: note in fact that also
the neighboring sensors might have switched their receiving frequency band and
might not be reachable any longer using the channel stored on the neighboring
table. We remark that establishing once again the connectivity in the network
might be simpler given that nodes have additional information: the agent in fact,
rather then broadcasting discovery queries can simply transmit unicast messages
aiming at discovering over which channels are operating the neighbors previously
discovered. This process can be carried out using an algorithm similar to the one
already described in the previous sections: this algorithm might help the node in
deciding on which channel to look for a certain neighbor. The process can again be
stopped when one or a given number of connected neighbors are identified.



Appendix C

How to Select Interference

Vectors: a Practical Example

In this appendix we briefly describe the empiric procedure we have used to
determine the two interference vectors ψTol and ψMax. In particular using a
simple example we illustrate how it is possible to determine ψMax for a fixed ψTol

for instance ψTol = (0, 1). The same approach can iteratively be used for the
joint selection of ψTol and ψMax. With reference to the top left sketch shown
in Figure C.1, we start by selecting a certain interference vector ψ1 satisfying
PER(ψ1) = PERMax. By executing algorithms 1 and 2 described in Section
4.5.3 we compute the parameters of the sensing procedure allowing to satisfy the
specified constraints on PMax

F and PMin
D and consequently plot the iso-curve defined

by PI(ψ) = PI(ψ1). It is quite obvious that the selected point does not satisfy the
relation:

I ⊆ {ψ : PI(ψ) ≥ PI(ψ1)} (C.1)

(note that a part of the plotted iso-curve falls inside the region I) and that the
considered iso-curve should be shifted to the left part of the interference domain.
We then select a new interference vector ψ2 (always located on the boundary of
I but on the left side with respect to ψ1), re-execute algorithms 1 and 2 and plot
over the interference domain the iso-curve defined by PI(ψ) = PI(ψ2) (see the top
right plot of Figure C.1). Also this choice does not allow to satisfy the relation
specified by (C.1): now we need to shift the considered iso-curve toward the lower
part of the interference domain. This empiric procedure, that at every step selects
a new interference vector ψi and draws the corresponding iso-curve PI = PI(ψi)
over the interference domain, can be iterated until an interference vector satisfying
the specified constraints is identified: in our example ψ3 (see the bottom plot in
Figure C.1) can be chosen as our ψMax. In fact ψ3 satisfies the following two
relations:
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Figure C.1: Sketch of the empiric procedure allowing to determine ψTol and ψMax.
Plots are obtained for the IEEE 802.15.4 radio standard, assuming PERMax = 0.05,
PMin
D = 0.95 and ψTol = (0, 1).

PER(ψ3) = PERMax

I ⊆ {ψ : PI(ψ) ≥ PI(ψ3)}.

Note that a similar result could have been achieved by starting from ψ1 and
progressively shifting the considered interference vector (for instance using regular
intervals) over Ā.



Appendix D

Energy Aware Channel Selection:

Experimental Evaluation

We here present the experimental evaluation of the two channel selection schemes
proposed in Section 4.7. We focus once again on a simple topology comprising
two nodes, one acting as transmitter and the other as receiver of a certain link,
and consider the same methodological approach already adopted in Chapter 5. We
implemented spectrum sensing using the built-in received signal strength indicator
(RSSI) of the TMote Sky. In particular when sensing a given channel, the receiving
node collects NS = 100 RSS samples z1, z2, . . . , z100 and estimates the channel load
ρ according to:

ρ̂ =
1

NS

NS
∑

i=1

I{zi > ζ}

I{·} being the indicator function and ζ an opportune power threshold. For our
experiments we fixed ζ = σ2

0 + 6 [dB] (σ2
0 = −95 [dBm] being the power of noise),

in order to achieve reasonable detection and false alarm probabilities (see Chapter
5 for additional details). We then simply estimated the average energy cost per
packet over the sensed frequency band according to:

C(ρ̂) =
eP

1− ρ̂
(D.1)

where eP = eMin denotes the total energy required for transmitting a packet and the
following acknowledgement over a channel that is free from any interfering activity.
This is indeed a rough approximation that provided during our experiments a
reasonable estimate for the value of C. We considered the same three sensing
strategies that have been evaluated during the simulation study presented in Section
4.7. When implementing the satisficing policy we scanned channels in a random
order and fixed the satisficing threshold to eT = 1.2eP , and ̺ = 0.05. For the
optimal policy the available frequency bands have been sensed using the following
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ordered list CO = {26, 15, 25, 20, 24, 19, 21, 11, 23, 14, 22, 16, 12, 13, 18, 17} that has
been obtained by ranking the channels based on their average (measured) channel
occupancy1.

Our experiments have been performed inside the office spaces of the Radio
Communication Systems group of KTH. The spectrum utilization of the 2.4 GHz
ISM band during a typical week is shown in Figure 2.8. We varied the number of
transmitted packets NP between 25 and 300. Each packet has a payload of 100
bytes and the standard header defined by the IEEE 802.15.4 standard, that is the
one adopted by the TMote Sky sensors used for our evaluation. During each day,
we performed 20 different transmissions (between 2 to 5 PM) for each number of
packets and repeated our experiments on 7 different days in order to ensure that
all the sensing schemes were tested under a wide range of channel conditions.
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Figure D.1: Average energy per packet for the three sensing policies. For the
satisficing policy we explored different choices for the parameters eT and ̺ and
selected eT = 1.2 and ̺ = 0.05.

The results are presented in Figure D.1 where we show the normalized average
energy per packet (quantified using the same methodology described in Chapter
5, i.e. exploiting the online energy estimation routine provided by the Contiki
operating system [126, 127]) as a function of the number of transmitted packets
for the three sensing policies considered. We also included in the figure all the
energy values obtained during the different experimental runs. Experimental results
are in excellent agreement with the ones obtained during the simulation study

1These channel occupancies were obtained during the measurement campaign described in
Chapter 2
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previously presented in Chapter 4. Sensing all the channels results in very high
energy overhead but allows to select the best available frequency band (which is
nearly always interference-free). The standard deviation of these energy values is
consequently very low. A similar argument applies when channels are sensed in a
predefined order. In the environment we considered, channel 26 is almost always
free from interfering transmissions and if this frequency band is sensed first, then
the channel selection procedure can be stopped after sensing a single channel. The
satisficing policy also results in lower average energy consumption as compared to
the Sense All strategy. However if channels are sensed in a random order, then the
actual energy cost might significantly differ from the computed average (as shown
by the large spread visible from the plotted experimental values).
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