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ABSTRACT 

NetInf and CCN are two Information-Centric Network approaches which are 

constructed to solve limitations of today’s Internet that was developed in the 60’s. 

Today’s Internet requires that datum is referred by its location. This is not 

something the end-user is interested in, the user is only interested in securely 

finding the information that searched for. These approaches decouple location from 

data and also aim on embedding security into the information itself and to provide 

caching functionality directly in networks. 

The main goal of this thesis work was to show the potential advantages of using the 

Information-Centric approaches by implementing them into the version control 

system Subversion and performing experimental evaluations. 

A Subversion adaptation has successfully been developed which supports both 

OpenNetInf and CCNx. With a 1Mbit/s connection to the Subversion server 

evaluation results show that, compared to the original implementation, checkouts 

can be performed 13(!) times faster using OpenNetInf and 2.3 times faster using 

CCNx. 

This work also presents motivation for future work in the area of Information-

Centric Networks and has contributed with a working application which exploits 

advantages of these approaches. 
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SAMMANFATTNING  

NetInf och CCN är två nätverksarkitekturer som sätter information i centrum. De är 

konstruerade för att lösa de problem som finns i dagens Internet, vilket härstammar 

från 60-talet. I dagens Internet refereras all information via någon form av plats. Var 

informationen finns är oväsentligt för slutanvändaren, som enbart är intresserad av 

att på ett säkert sätt hitta den information denne letar efter. De 

informationscentriska arkitekturerna tar bort denna koppling mellan information 

och plats. De binder dessutom säkerhet till själva informationen och möjliggör även 

cachning direkt i nätverket. 

Det primära målet med detta examensarbete var att visa de potentiella vinsterna 

som kan erhållas genom användandet av dessa arkitekturer. Detta genom att 

implementera deras prototyper (OpenNetInf och CCNx) i 

versionshanteringssystemet Subversion för att utföra en experimentell utvärdering.  

En Subversionanpassning som både stöder OpenNetInf och CCNx har framgångsrikt 

tagits fram. Med en 1 Mbit/s uppkoppling till Subversionservern visar 

utvärderingsresultat att checkouts kan utföras 13(!) gånger snabbare med 

OpenNetInf och 2,3 gånger snabbare med CCNx jämfört med original 

implementationen.  

Förutom att ett fullt fungerande program som utnyttjar de informationscentriska 

metoderna har utvecklas, bidrar detta arbete även med motiveringar för framtida 

arbeten inom området.  
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Chapter 1 

 INTRODUCTION 

1.1 BACKGROUND 

The foundation of today’s host-centric networks was created in the 60’s, a time 

when storage and resources were expensive. Since resources were expensive, 

resource-sharing became interesting and was the main goal of the first networks. (1) 

Today the situation is different, storage and resources are cheap and a significant 

amount of information is shared every day (2). The host-based approach requires 

that data is referenced by its location, which usually the regular user doesn’t care 

about. Users are interested in data, and while users receive the same data that they 

request, they do not care where it comes from. Therefore some current network 

research is focused on creating Information-Centric Network (ICN) architectures, 

which decouples the location from the data. 

Recently two of these research efforts ended in producing prototypes for ICN’s. One 

prototype comes from the 4WARD 1  EU project and is called OpenNetInf 2 . 

OpenNetInf not only decouples the location from data, it also aims on embedding 

security into the information itself and to provide caching functionality directly in 

the network. 

The other prototype comes from a research called Content-Centric Networking 

(CCN)3 at the Palo Alto Research Center (PARC)4 and is called CCNx5. CCNx also 

focuses on information, how to increase security and how to provide caching in 

networks. Unlike NetInf, CCN has its own routing scheme and transport protocol 

which means it can be used, both on top of, and instead of IP. 

Since Internet traffic is expected to continue to increase dramatically in the 

following years (3) a great benefit can be made if redundant traffic can be reduced in 

an efficient way. Providing caching functionality in networks means that content 

could be moved closer to the end-user. This infers that the traffic on WAN-links 

                                                             
1 http://www.4ward-project.eu/ 
2 http://www.netinf.org/ 
3 http://www.parc.com/work/focus-area/networking/ 
4 http://www.parc.com/ 
5 http://www.ccnx.org/ 

http://www.4ward-project.eu/
http://www.netinf.org/
http://www.parc.com/work/focus-area/networking/
http://www.parc.com/
http://www.ccnx.org/
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could be reduced and since the content would be closer to the end-user, an 

experience of better quality of service would be obtained due to decreased latency.  

Building in security into the information itself means that you do not have to 

presume that data is valid because it comes from what seems to be a trusted host. 

With the ICN approaches data will become self-certifiable, which would provide 

solutions to today’s problems of unwanted traffic.  

As is described above, the benefits of ICNs are possibly many. Therefore it is very 

interesting to see if the current prototypes could be implemented in an efficient way 

by systems that are widely used today.  

This thesis focuses on implementing ICNs in version and revision control systems in 

general and Subversion in particular. When working with Subversion the same data 

can be downloaded among several clients. If the connectivity to the Subversion 

server is limited there is an obvious advantage in using the ICNs which would make 

it possible to download the information from other clients instead. 

1.2 OBJECTIVE AND REQUIREMENTS 

One objective and the main goal of this project was, by using an experimental 

approach, to evaluate the CCNx and OpenNetInf prototypes and to draw conclusions 

about their performance. This should be accomplished by attempting to port 

Subversion to use the ICN prototypes. The result of this attempt should answer the 

important question whether or not the ICN prototypes are suitable for a Subversion 

system.  

Furthermore the thesis work should also investigate drawbacks and advantages of 

CCN and NetInf. This analysis should be based on performance tests of the ported 

Subversion system and the models’ architectural designs. It would be very valuable 

for research purposes to point out aspects that need to be reconsidered in future 

models. 

Other revision control systems shall also be studied. Since another objective is to 

evaluate the prototypes against current distributed and pure server based version 

systems to see if there is any gain in using an ICN approach.  

In short, the requirements for this project were to: 

 Adapt Subversion to use CCNx and OpenNetInf 

 Make the Subversion client ask for updates through the CCNx and 

OpenNetInf communication services 

 Provide evaluation of the prototype and ICN models 

 The evaluation should answer if and when there can be performance 

advantages in using the prototype solutions 

 Potential issues of the implementations and ICNs should be addressed 

 Assess the suitability of the respective ICN communication services for the 

Subversion application. One metric is the effort needed to port Subversion. 

Another metric is performance. What are the pros and cons with each 

approach? 
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1.3 RELATED WORK 

This area of research is at the moment of writing still young. ICN related work is 

being done in an EU project called Scalable and Adaptive Internet Solutions6 (SAIL) 

and CCN related work is being done in the named data networking project7 (NDN).  

Some applications have already been developed that implements ICN architectures. 

On the NetInf side Extensions to Mozilla Firefox and Mozilla Thunderbird called 

InFox8 and InBird9 have been developed with the OpenNetInf platform at their base. 

On the CCN side a few small applications that use CCN as a platform have been 

developed at PARC. These applications include a simple chat (CCNChat), a file proxy 

(CCNFileProxy) application and voice-over-ccn (VoCCN). These applications have 

more or less been developed just to let users play with the CCN platform. 

What differs this thesis work from the projects mentioned above is that this project 

involves both the CCN model and the NetInf model. Furthermore this thesis 

contributes with an evaluation which depicts the current performance and overhead 

of using the CCN and NetInf prototypes. 

1.3.1 INFOX 

As mentioned an extension called InFox has been developed. This has been done by 

the people behind OpenNetInf. InFox makes it possible to browse the web via 

Information Objects (see 2.1.1) instead of regular HTTP links. By using Information 

Objects the application now becomes able to take advantage of the NetInf ideas. In 

other words, it becomes possible to distribute the information by having nodes 

cache the web-pages and corrupt pages will also be detected. 

A scenario which shows the advantages is described in the OpenNetInf 

documentation (4). In short the scenario (Figure 1.1) consists of two client nodes 

running the InFox application and one infrastructural node running on a server.  

Initially a Data Object (see 2.1.1 Data Object) is stored on the server which contains 

two links to a picture. One of these links leads to a corrupted picture and the other 

to the real thing. The first user tries to download the picture by first getting the Data 

Object from the NetInf server node and then downloading it from the links inside. If 

the downloaded information passes an integrity check the node will cache it and 

send it to FireFox10. If the check does not succeed the next link will be used. This is a 

clear example of how data integrity is handled in NetInf. 

Another aspect that is shown in the scenario is how data becomes distributed. When 

the first client has downloaded the Data Object and the picture this information is 

cached and available for the other client node to download. Note that this can be 

done without an Internet connection if the two nodes are on the same network.  

                                                             
6 http://www.sail-project.eu/  
7 http://www.named-data.net/ 
8 http://www.netinf.org/applications/infox-plugin/ 
9 http://www.netinf.org/applications/inbird-plugin/ 
10 http://www.mozilla.com/en-US/firefox/ 

http://www.sail-project.eu/
http://www.named-data.net/
http://www.netinf.org/applications/infox-plugin/
http://www.netinf.org/applications/inbird-plugin/
http://www.mozilla.com/en-US/firefox/
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1.3.2 INBIRD 

The Mozilla Thunderbird extension, InBird, allows using Information Objects instead 

of email addresses. As for InFox, InBird was developed by the people behind 

OpenNetInf. The idea is that this would make addresses persistent since every 

person can be represented by a personal Information Object and change the 

information inside if some other address should be used. Therefore it would not be 

necessary to inform friends that you have changed your email address. (5)  

1.3.3 CCNCHAT 

CCNChat is just a basic chat application which provides an easy way to test 

connectivity between CCN nodes. This application and the following two have been 

developed by PARC who are the ones behind CCN. 

1.3.4 CCNFILEPROXY 

CCNFileProxy makes it possible to read files from a connected node. These files are 

represented by ContentObjects (see 2.2.1) that are generated on the fly.  

1.3.5 VOCCN 

This application demonstrates how CCN can be used for point to point 

communication. It is a VoIP11 application that is built on top of a CCN network.  Tests 

of this application describe fundamental mechanisms of the CCN protocol and the 

results have shown that the performance is good. For more information see 6.3 in 

(1). 

1.4 STRUCTURE 

This report is divided into four main parts, background, solution, evaluation and 

analysis. Chapters two through four comprise the first part with a background study 

introducing the systems which have been used or are related to this project. Since 

the implementation of the prototypes will make Subversion distributed, there is a 

short part on distributed version control systems. This is followed by Chapter 5 

which starts the solution part where the system that has been developed and the 

operation of it are described in detail. After the solutions part, testing and evaluation 

is described in Chapter 7 which is followed by Chapter 8 where other 

implementation proposals are discussed and starts the analysis part of this report. 

Finally the conclusions that have been drawn and a discussion of our own thoughts 

can be found in Chapter 9.  

                                                             
11 http://compnetworking.about.com/cs/voicefaxoverip/g/bldef_voip.htm 

http://compnetworking.about.com/cs/voicefaxoverip/g/bldef_voip.htm
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Chapter 2 

 INFORMATION-CENTRIC NETWORKS 

The idea behind the ICN approach is to decouple location from information and 

allow users to retrieve their data from anywhere. To accomplish this, these systems 

name the content rather than the hosts. 

In ICNs it´s not necessary to know if the information comes from a trusted or 

untrusted host. It doesn’t even matter if you are downloading corrupt information. 

This is a great benefit of ICNs, they allow you to obtain information in a secure way 

from any location. To be able to download information from anywhere, and not 

having to depend on a secure SSL connection, the ICN need to provide self-validation 

mechanisms. These mechanisms must ensure that the information has not been 

manipulated or corrupted. If the information has been tampered with, you just 

download it from another location. 

Another point of the ICN concept is to allow caching in the network. Caching in the 

network increases the accessibility of the information and also decreases the 

distance that the information needs to travel to reach its destination (6). 

Furthermore it is important for the ICNs to provide solutions to the security 

problems that today’s Internet and networks are facing. 

This chapter will present a background to the two ICN models and a description of 

the prototypes implementing them. Since both CCN and NetInf are currently 

evolving the details of the architectures are not set in stone and many details are 

still being looked in to. 

2.1 NETINF – NETWORK OF INFORMATION 

The NetInf architecture was developed as part of the EU-project 4WARD. The goal 

was to develop a communication infrastructure that focuses on information and 

decouples it from location. This approach makes it possible to design an 

infrastructure that is more adoptable for information sharing and therefore more 

suitable for today’s networking activities. NetInf also includes publish and subscribe 

functionality which enables users to get passively updated in topics that they have 

expressed interest in. (7) 
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2.1.1 ARCHITECTURE 

Information Objects is the base of the NetInf architecture. This Section will provide a 

description of these objects and also present their name scheme. Another important 

part that will be described in this Section is the services that are possible to run on a 

NetInf node. 

INFORMATION OBJECTS 
A decision that distinguishes NetInf is the implementation of small data objects that 

describe the information. These data objects are called Information Objects (IOs). An 

IO contains an ID and meta-data. What the IO describes depends on the IO type. It 

can either describe a data collection, a service or a publisher. The three types are 

listed below. 

Information Object (IO) 

A general Information Object does not have a specific purpose. It contains the 

information that all types of Information Objects require.  

Identity Object (IdO) 

This object type represents the publisher of an IO. A publisher can be a person or a 

program that adds information to NetInf. 

Data Object (DO) 

The data object points to external information e.g. files that are placed on a web 

server or on a P2P-network. This object can include several locators that points to 

different locations. A client that has downloaded a data object can choose one of 

these links to download the actual information from. If the downloaded data is 

corrupt or some other error occurs the information can be downloaded from 

another link in the same data object. 

NAMING 
NetInf’s name scheme uses hashes and a public key cryptographic approach to 

create a flat namespace without a hierarchical structure (8). Every IO has its own 

key pair that makes all modifications to the object visible to the receiver. The Public 

Key (PKIO) is delivered as a part of the IO and the Secret Key (SKIO) is the private key 

that only the owner knows. A name (ID) in the NetInf name scheme consists of three 

parts that makes it unique as seen in Figure 2.1. 

 

Type 
Authenticator 

Hash(PKIO) 

Label 

{attributes} 

Figure 2.1: An ID which follows the NetInf name scheme 

The first part, Type, specifies which public key algorithm that has been used to 

generate the key pair and which hash function that has been used to generate the ID. 

The hash function is included in the ID to detect IOs that must be marked as 

insecure. This is an important feature which should be used if hash functions have 

become considered as weak. 



2.1 NETINF – NETWORK OF INFORMATION 

7 

The second part, Authenticator, is the hash of the IO’s PKIO. The reason that the PKIO 

is hashed is to reduce the bit-length of this part. To keep the IDs unique, the hash 

needs to be generated from a non-collision hash function. The Authenticator field 

makes it impossible to change the PKIO/SKIO pair without changing the ID. 

The third part contains information about the object and is called Label. It contains a 

unique name that distinguishes the IOs that use the same key pair. The Label also 

differs if the content is static or dynamic. If the content is static, the hash can be a 

part of the ID included in the Label part. Otherwise if the content is dynamic the 

content is included as meta-data of the IO. 

The meta-data contains information that is used for self-verification, owner 

authentication and owner identification. When IO content is dynamic, a hash of the 

current content is stored as meta-data. This makes it possible to verify the content. A 

full version of the PKIO is also stored as meta-data which makes it possible to 

validate the file integrity. The meta-data is signed with the SKIO that corresponds to 

the PKIO associated with the object. This makes it possible for the client to validate 

incoming data and detect if modifications have been made. 

SERVICES 
To create a functional NetInf system several services need to be provided. These 

services include search (how to find IOs), resolution (how to resolve IOs), transport 

(how to transport data) and event (publish/subscribe) services. All these services 

have been implemented in the OpenNetInf prototype and these implementations are 

described further in the next Section.  

2.1.2 OPENNETINF – A NETINF PROTOTYPE  

Some of the ideas behind the NetInf architecture have been implemented in an 

open-source prototype called OpenNetInf12. The implementation was developed at 

the University of Paderborn and the effort was led by Christian Dannewitz. The 

research prototype is implemented as a modular Java application with the 

possibility to remove and add new features. The information in this Section comes 

from The OpenNetInf Documentation (4).  

NAMING 
OpenNetInf implements the name scheme of NetInf, an example is shown in Figure 

2.2. The identifiers used in the prototype consist of four mandatory parts, separated 

by tilde signs. These parts are: HASH_OF_PK_IDENT that corresponds to the Type 

field, HASH_OF_PK that corresponds to the Authenticator field and the other two, 

VERSION_KIND and UNIQUE_LABEL, which are parts of the Label field. All other 

identifier values are optional.  

  

                                                             
12 http://www.netinf.org/ 

http://www.netinf.org/
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Figure 2.2: Implementation of NetInf name scheme in OpenNetInf 

SERVICES 
As mentioned the OpenNetInf prototype is modular. This means that every part of 

the prototype is replaceable. Services that are run on a node are not an exception. A 

node can easily be customized with any combination of services. The services that 

are available in OpenNetInf are: search, resolution, transport and event. Multiple 

instances of every service can be run. How the services are related with a NetInf 

node is shown in Figure 2.3 below. 

Resolution Service (RS) 

The Resolution Service handles resolution between IDs and IOs. There are several 

ways to find the correct IO. OpenNetInf can make use of a distributed hash table 

(Pastry13), local storage or ask another node to find the IO. After resolving the RS 

returns the IO to the inquirer. If the request came from another node or a user is 

transparent to the RS. 

Transfer Service (TS) 

The Transfer Service transfers files between nodes. In the prototype the HTTP 

protocol is implemented. But the modularity makes it possible to implement other 

protocols as well. This adds the possibility to use a P2P protocol or some other 

protocol that is focused on file distribution. In order to check if transferred files have 

been tampered with the TS compares the IO signature that the publisher created 

with the signature of the downloaded files. If the signatures do not match, another 

download location is used. 

                                                             
13 http://www.freepastry.org/ 

HASH_OF_PK=8c4e559d464e38c68ac6a9760f4ccd371470ccf9~HASH_OF_PK_IDENT=SHA1~VERSI
ON_KIND=UNVERSIONED~UNIQUE_LABEL=NETINFVALUE 

Figure 2.3: UML diagram showing how services are connected to a NetInf 

node 

http://www.freepastry.org/
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Search Service (SS) 

To find IOs in the system the Search Service is used. The service handles SPARQL14 

queries. SPARQL is a language made for semantic RDF15 database queries. To run 

this service there needs to be an RS present on the same node. If the SS is connected 

to an Event Service then it can be used as a global search service. As a database the 

SS uses a SDB16 database that handles RDF data. At the backend the SDB uses a 

MySQL database. 

Event service (ES) 

Except of the three services above there also exists an Event Service that handles 

Publish and Subscribe events. This service makes it possible to subscribe to changes 

in an IO and passively get updated. In the prototype the ES is implemented with the 

Siena17 Publish/Subscribe system. 

2.1.3 TECHNICAL INFORMATION 
 

 

2.2 CCN – CONTENT-CENTRIC NETWORK 

As with NetInf the primary goal of CCN is to solve the problems of the current 

Internet by doing networking by naming content instead of hosts. CCN tries to 

achieve this by building an architecture which uses the main ideas of IP, with the 

difference that content, rather than hosts, is named. Unlike NetInf, which is more of 

an overlay to IP, CCN implements a new routing protocol which means that it can be 

used instead of IP. However CCN is flexible enough so it can be gradually 

implemented as an overlay. The information in this Section has been retrieved from   

(1) which also can be consulted for further information. 

2.2.1 ARCHITECTURE 

NAMING 
CCN uses human readable names and links. The name space is hierarchical which 

allows CCN to have an ontology of information. The fact that the name space is 

hierarchical makes it possible to do longest match lookups that are similar to what 

                                                             
14 http://www.w3.org/TR/rdf-sparql-query/ 
15 http://www.w3.org/RDF/ 
16 http://openjena.org/SDB/ 
17 http://www.inf.usi.ch/carzaniga/siena/ 

Available on *nix, OS X, Windows 

Programming language Java 

Communication protocol ProtoBuf, XML 

Table 2.1: Technical information about the OpenNetInf prototype 

http://www.w3.org/TR/rdf-sparql-query/
http://www.w3.org/RDF/
http://openjena.org/SDB/
http://www.inf.usi.ch/carzaniga/siena/
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we have in IP today (see CCN Nodes below). Figure 2.4 shows an example of a name 

that can be used in CCN.  

The CCN names does not point to information containers (i.e. hosts), they point to 

information collections (i.e. the actual data, a set of files). This is a key security 

aspect as it is easier to secure the information collections than the containers. One 

big drawback of using containers as in today’s networks is that contents that a 

container holds can be replaced without consumers being aware about it. Also, a 

node can only trust the original source, which is obviously not optimal, because of 

load balancing, poor network locality etc. In the CCN model however, the content is 

authenticated with digital signatures and private content is encrypted. The digital 

signatures are crucial to allow content-caching, since consumers need to be able to 

verify the content no matter where it came from. 

CCN TRANSPORT 
There are only two types of messages that are sent in CCN. These are:  

Interests 

An Interest is a message which is sent out when you request data. The only 

mandatory part of an Interest message is a hierarchical name of the content that is 

requested. Furthermore there are other fields such as InterestLiftetime etc. that can 

be used to specify the properties of the Interest but they are not interesting for this 

project. 

ContentObjects 

The ContentObject is sent as a response to an Interest message that has been 

received. A ContentObject consists of a signature, a name, signedInfo and the 

content. 

CCN communication is pull driven, which means that nodes are sending Interest to 

receive ContentObjects. Consumers request content by broadcasting Interest 

packets over their connectivity and anyone who hears the request can fulfill it by 

replying with a corresponding ContentObject. A ContentObject corresponds with an 

Interest if the ContentName of the Interest is a prefix of the ContentName of the 

ContentObject. 

CCN uses a custom transport protocol which is capable of running on top of 

unreliable packet delivery services. Since the protocol is pull driven consumers need 

to re-send Interests if they do not receive any ContentObjects. Without this re-

sending the protocol would not be reliable. This mechanism also allows nodes to 

remove old entries from the Pending Interest Table (PIT), since it is up to the 

Figure 2.4: Data name example 
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consumer to re-express the Interests if packets get lost or just take a long time to 

deliver.  

To obtain flow balance, only one ContentObject is retrieved by an Interest. However 

several Interests can be in transit at the same time, without having nodes waiting for 

ContentObjects before issuing more Interest packets. 

To take care of sequencing, CCN needs more sophisticated methods than simple TCP 

sequence numbers. This is due to that there can be multiple nodes that are 

interested in the same ContentObjects, rather than that there is a direct 

conversation between two hosts. Sequencing in CCN can be managed since the 

names are hierarchical and can be totally ordered in a tree structure. Therefore 

requesting the next chunk can be expressed by using keywords like 

LeftmostRightSibling. 

Another important part of the CCN transport protocol is the strategy layer. The 

strategy that is applied by default is to broadcast Interests on all broadcast capable 

faces, and only if there is no local response the routing mechanisms will be used. A 

benefit of using a strategy like this is that traffic will be kept within the LAN as long 

as there is a provider in the same LAN that can fulfill Interests being sent out. 

CCN NODES 
Each node is equipped with three main components: a Content Store (buffer 

memory), a Pending Interest Table (PIT) and a Forwarding Information Base (FIB). 

These components are indexed in a way such that when receiving an Interest packet, 

a Content Store match will be preferred over a PIT match and a PIT match will be 

preferred over a FIB match. Furthermore they all keep notion faces. These parts are 

showed in Figure 2.5 below. 

 

Content Store 

The Content Store is a buffer memory where the nodes stores arriving 

ContentObjects in order to be able to share these. The ContentObjects are stored as 

long as possible with an LRU or LFU replacement policy. Hence if an Interest packet 

arrives and the corresponding ContentObject already is in the Content Store, the 

ContentObject will be sent out and the Interest will be satisfied and discarded. This 

enables each node in the network to provide caching functionality. To ensure the 

cache doesn’t contain duplicates, ContentObjects will be discarded upon receipt if 

they match already existing entries in the store.  

Figure 2.5: Parts of a CCN node 

Index table 
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Pending Interest Table 

The Pending Interest Table is a table which consists of Interest packets that the node 

has forwarded and not yet received any reply on. The PIT entries acts as ‘bread 

crumbs’, they leave a trail for the corresponding ContentObjects to follow. Therefore 

only the Interest packets need to be routed, since the corresponding ContentObjects 

will find their way back to the requester via the bread crumbs. When an Interest 

packet is received and there is no match in the Content Store but there is an exact 

match in the PIT, the face of the incoming packet will be recorded and added to the 

matching PIT entry, thus the Interest can be satisfied by sending out the 

ContentObject on that face. This is exactly what is done when a matching 

ContentObject is received. 

Forwarding Information Base 

The last component, the FIB, is used to forward Interest packets towards possible 

data sources. If there is a FIB entry which matches an Interest packet then the 

Interest packet will be forwarded accordingly and a new entry will be created in the 

PIT. However if there is a FIB match for a ContentObject, it means that there is no 

PIT matching, hence there is no Interest recorded for the ContentObject therefore it 

will be discarded. 

If there is no match, the Interest will simply be discarded by the receiving node since 

it doesn’t know how to find the requested information. 

Face 

A CCN face is a generalization of a network interface. It describes a connection and 

how to communicate over this connection. Messages that are received and sent are 

always passed through a face. 

As described in the previous Section, the operation of CCN nodes is similar to the 

operation of IP nodes: A packet arrives, a longest-match look-up is carried out on the 

name, and the corresponding action is performed. 

2.2.2 CCNX – A CCN PROTOTYPE 

The PARC prototype of CCN is called CCNx and is still under development. The 

current version 0.3.0, already implements many of the ideas of CCN. However it is an 

experimental prototype so there are still things that aren’t implemented. 

ISSUES 
In the CCNx prototype there is a risk that an Interest that is sent out via broadcast or 

multicast will collect more than one ContentObject. This is because there is currently 

no support for suppression mechanisms. (9) There needs to be some mechanism 

which prevents all nodes from replying at the same time otherwise there is a risk 

that the network becomes flooded. Without a working suppression mechanism flow 

balance of CCNx can’t be considered as fully functional.  

Furthermore it is uncertain what happens when an Interest times out. The requestor 

must associate timers with Interests in order to be able to resend the request. 

However the timer values are not specified in version 0.3.0. (9) 
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Also a CCNx node must be configured in a static way. How the node communicates is 

determined by the FIB entries which are manually entered into a config file.  

Currently the default strategy is to forward all Interests to all addresses in the FIB. If 

it is possible to apply other strategies is currently unclear. 

2.2.3 TECHNICAL INFORMATION 
 

2.3 COMPARISON OF NETINF AND CCN 

Both the ICN approaches focus on decoupling the data from the location. However, 

the ICNs tackle this from different angles. NetInf has a generic design which allows it 

to run on top of any underlying protocol. Since NetInf relies on underlying protocols 

it doesn’t include an own routing mechanism or file transport protocol. CCN on the 

other hand is developed as something that can replace IP and is not depending on an 

underlying protocol. The table below highlights some of the differences between the 

systems. 

 

Feature NetInf CCN 

Combined resolution and transport No Yes 

Integrated transport protocol No Yes 

Namespace Flat Hierarchical 

User readable names No Yes 

Table 2.3: Differences between the ICN approaches 

From Table 2.3 it is possible to see some of the differences between the two ICN 

approaches. With CCN information can be retrieved by sending only two messages, 

one Interest and one ContentObject. With NetInf however, an IO must first be 

downloaded to be able to get a locator that points to the actual file content. 

Furthermore NetInf uses existing protocols for data transfer while CCN has its own. 

This means that there it is an extra overhead for the CCN packets while using it on 

top of IP. 

The prototypes do not implement all the architectural design ideas behind the 

approaches. However it should be kept in mind that they are only young prototypes 

which still have a long way to go. 

Since the ICNs target different system configurations it is hard to make an extensive 

comparison between them. NetInf is designed to run on top of any protocol while 

CCN specifies a new routing mechanism and transport protocol. Furthermore the 

NetInf architecture is built to be around the idea to have some kind of server 

Available on *nix, OS X, Windows 

Programming language Java, C 

Communication protocol ccn 

Table 2.2: Technical information about the CCNx Prototype 



 CHAPTER 2. INFORMATION-CENTRIC NETWORKS 

14 

infrastructure in which central NetInf nodes can be run. CCN on the other hand does 

not rely on such an infrastructure. 
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Chapter 3 

 SUBVERSION 

This section serves as an introduction to version control systems18 in general and to 

Subversion19  in particular. The chapter will introduce parts of Subversion that have 

been modified in order to suit the ICNs. These modifications will be described in 

more detail in Chapter 5. More information about Subversion can be found in the 

Subversion user manual (10). 

Subversion is a centralized open-source version and control system founded by 

CollabNet Inc20. It was released in 2000 and has been used widely ever since.  

3.1 OBJECTIVE 

The main objective of Subversion is to allow several people to work on the same 

project and files concurrently with as little administrational overhead as possible. 

To obtain this objective and allow smooth cooperation in the project there are 

several services which are important to provide. Such services include version 

control and management of concurrent accesses to files, both reads and in particular 

writes. Furthermore it is important to allow roll back in order to recover to a stable 

version of the project. Another key part is to provide a simple and manageable user 

interface which enables quick and easy access to the requested files. 

The successful predecessor of Subversion is called the Concurrent Versions System 

(CVS)21. CVS had great success and was widely used. However it is not flawless, 

some major flaws of CVS are that it is lacking atomic commits and versioning of 

directories. Due to the lack of directory versioning CVS also suffers problems of 

supporting copy, delete and rename operations. The main goal of Subversion 

therefore was to address these problems. (11) 

  

                                                             
18 http://www.faqs.org/docs/artu/ch15s05.html/ 
19 http://subversion.apache.org/ 
20 http://www.collab.net/ 
21 http://ww.nongnu.org/cvs/ 

http://subversion.apache.org/g
http://www.collab.net/
http://ww.nongnu.org/cvs/
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3.2 BASICS 

This section describes some of the main concepts and functionality of Subversion. 

Note that this is just a brief summary of the user manual of Subversion. If you like to 

read more about Subversion or have questions, please refer to the manual. 

3.2.1 THE REPOSITORY 

As mentioned earlier, Subversion uses a centralized approach for sharing 

information. At the core of the system is the repository. A repository is a data 

storage that is structured in the same way as a filesystem tree, that is, a hierarchy of 

directories and files. Clients can add content to the repository so it becomes 

available to other clients, and of course clients can also checkout files from the 

repository in order to read them.  

The above description would fit to describe any regular file server. What makes a 

version control system different from a file server is that it keeps information about 

its own state. This makes it possible for clients to request data from any given state. 

Providing this functionality in an efficient way is a prime objective of every version 

control system.  

3.2.2 FILE SHARING 

It might not sound that complex to provide a reliable file sharing service. But to 

allow users to work with the same set of files in a collaborative manner, there must 

be solutions to several concurrency problems.  

The main problem to avoid is when client A and B starts editing the same file 

concurrently. Client A then submits a modified file and later client B overwrites the 

changes submitted by client A by submitting new changes. This scenario is described 

by Figure 3.1 below. 

LOCK – MODIFY - UNLOCK 
There are different solutions to the above problem. One way to tackle it is by using a 

lock-modify-unlock strategy. This strategy ensures that there can be at most one 

writer working on a file simultaneously and eliminates the problem of clients 

Figure 3.1: Overwriting changes 
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overwriting changes. However there are obvious drawbacks with this solution. 

There is no possibility for concurrent work on the same file and if a user forgets to 

release the lock no one else will be able to work on the locked files. 

COPY – MODIFY - MERGE 
Subversion doesn’t prefer to use the locking approach. Instead it uses a copy-

modify-merge solution. This solution solves the problems of the locking solution and 

lets multiple clients work on the same files concurrently. This works by having the 

clients store local copies of the repository. A client starts working with a file when a 

checkout from the repository is performed. This copies the repository into the 

clients own private working set. When the client is done and wants to check the files 

back in at the server, the server first checks if there is any newer copy stored at the 

server (files that have been updated since the client made its copy) and then tries to 

merge the files. If there is an updated copy at the server, there might be a conflict. 

This occurs when the updated version and the version that the client wants to 

submit include changes at the same parts of files. The server lets the client know 

about this and the client is then responsible for manually merging the right changes 

into the new document.  

The copy-modify-merge solution has the drawback of having people resolve 

conflicts. This drawback should be weighed against the drawback of just having one 

authorized writer at a time, as in the locking model. According to the Subversion 

manual (10) the benefit of letting clients work independently on the same files 

outweighs the drawback of having to solve conflicts.  

However there are other limitations of the copy-modify-merge solution that makes 

it unsuitable for different sorts of files. The solution only works while working with 

text-based files (e.g. source code etc.). Using the copy-modify-merge while working 

with binary files will make conflicts inevitable and work could be done in vain. 

Therefore clients can choose the locking technique when they want to be certain 

that their commit will succeed. 

3.2.3 THE WORKING COPY 

As mentioned earlier Subversion uses working copies. A working copy is a private 

file tree that is downloaded to the client’s filesystem. This file tree also consists of 

files which makes it possible for the Subversion server to do its work. These 

administrational files reside in each directory of the working copy in a hidden folder 

called .svn. The administrational files stores information about the state of the 

working directory when it was last updated. This information makes it possible for 

the client to know which files that have been changed since the last update. This 

means that the client will only upload changes to the server, not the whole working 

copy, when committing changes into the repository. 

The same thing applies when a client wants to update the working copy. When this 

happens the .svn directories helps Subversion determine which files that actually 

need to be updated. 
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3.2.4 REVISIONS 

When a client submits changes to the repository, the revision of the files that have 

been updated and the revision of the repository are increased. This way the 

Subversion server is able to determine which version that is most up to date. It also 

enables the server to store all revisions, which is useful if you want to get an older 

copy.  

3.3 SERVER INTERACTION 

There are several of commands a Subversion client can run towards a Subversion 

server. These commands are sent either using the HTTP protocol or Subversion’s 

own protocol, svn. Which protocol that is supported depends on what kind of 

Subversion server that is used. The server can be of one out of two types, either an 

Apache HTTP server (HTTP protocol) or svnserve (svn protocol). Figure 3.2 from 

the Subversion manual gives a good overview over how all the components are 

connected. The Figure describes how clients can connect to the Subversion server 

and what different kind of clients, protocols, servers and data stores there are. (10) 

Figure 3.2: Subversion overview (10)  
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3.3.1 SVNSERVE 

The svnserve is a lightweight server and is proven to be faster according to the 

Subversion manual. Compared to HTTP, svn can decrease the number of network 

turnarounds that are needed by keeping state. For the purpose of this thesis the 

Apache HTTP server was used, therefore we will not go into the details of the svn 

protocol. Why this choice was made is described in Section 5.2. 

3.3.2 APACHE HTTP SERVER 

As mentioned, this was the server that was used in the developed prototypes. The 

Apache HTTP Server uses an extension to HTTP called Web based Distributed 

Authoring and Versioning (WebDAV)22.  The idea is that servers using the WebDAV 

extension can act like generic file servers with both versioning and authoring 

mechanisms. However there is no versioning functionality implemented in WebDAV, 

since it was too complex to provide the authoring and versioning in the same project 

(10). This is provided by another project called DeltaV23.   

MESSAGE SENDING 
The message sending functionality to an Apache Server is provided by WebDAV. 

WebDAV provides a set of methods that can be invoked on the server. The client 

invokes these methods by sending xml encoded messages. Examples of methods 

provided are: CHECKOUT, GET, PROPFIND and REPORT. 

These xml encoded messages are generated when svn commands are issued. The 

next section will mention some of the svn commands available, but again please 

refer to the Subversion manual for more information.  

3.3.3 COMMANDS 

The most common commands to run are checkout, commit, add and update. What 

these commands accomplish is shortly described below. 

SVN CHECKOUT 
To get a repository from the server the client issues a checkout command which will 

download a specified repository into a specified folder. When this is done the client 

has its own working copy that can be worked on. 

$ svn checkout http://server/repository/ [dest] 

SVN COMMIT 
When the client has made changes that he or she wants to upload to the server the 

commit command should be issued. As mentioned earlier the .svn directory will 

administer this so only the changes will be uploaded to the server. These changes 

are called deltas and will be transferred in a compressed format. 

$ svn commit [PATH] 

                                                             
22 http://www.webdav.org/ 
23 http://www.webdav.org/deltav/ 

http://www.webdav.org/
http://www.webdav.org/deltav/
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SVN ADD 
Files that are added will be included to the repository and put under revision control 

on the next commit. 

$ svn add [PATH] 

SVN UPDATE 
The update command is used when a user wants to download the latest revision. To 

reduce the risk of having to resolve conflicts when committing changes this 

command should be used before starting to work with revision controlled files. 

Behind the scenes what the svn client actually does is fetching a report of the 

contents of the repository from the server and then it compares it against your files. 

And finally the client will issue WebDAV requests for the files that you need. 

$ svn update [PATH] 

3.4 TECHNICAL INFORMATION 

 

 

3.5 SUBVERSION AND ICNS 

Since Subversion is a centralized system, clients need to contact the Subversion 

server to a Subversion download or upload command. And this is not avoided by the 

system that has been developed during this project, however what is avoided is the 

requirement to download the actual files from the Subversion server. By 

implementing the ICN approaches it will be possible for clients to cache and share 

downloaded information, thereby decreasing the load of the server and increasing 

locality. 

Available on *nix, OS X, Windows 

Programming language C 

Communication protocol HTTP, svn 

Table 3.1: Technical information about Subversion 
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Chapter 4 

 DISTRIBUTED VERSION CONTROL SYSTEMS 

The implementation of ICNs in Subversion will in a sense make Subversion 

distributed. Common for distributed version control systems (DVCS) is that they do 

not rely on a central server. In order to still function and provide the functionality of 

a version control system these systems are built in a P2P-like manner where every 

client runs an own versioning system. The clients can also communicate with each 

other in order to share their repositories. This allows the clients to use the 

versioning system without needing to rely on any connection at all.  

However, with this in mind one can draw the conclusion that a Subversion system 

implementing ICNs will not be completely distributed since the server will still be 

responsible of keeping track of which files are the newest. However it will be 

distributed in a sense that files could be downloaded from peers. 

Two popular distributed version control systems are GIT24 and Mercurial25 . This 

Chapter will provide a brief overview of these two. Both of them were developed 

during 2005 to control the development of the Linux kernel (12) (13). They are 

currently the two open-source DVCS that are commonly used for source-control.  

A big difference between Subversion and these DVCS is the area of usability. The 

DVCSs are focused on software development and can be hard to use in other areas.  

4.1 GIT 

After a dispute with the then current revision control software manufactures, Linus 

Torvalds decided to create his own system to manage the Linux kernel. The main 

goal for Torvalds was that the system should be fast and reliable, but also that it 

should be easy to handle. (14) 

                                                             
24 http://git-scm.com/ 
25 http://mercurial.selenic.com/ 

http://git-scm.com/
http://mercurial.selenic.com/
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4.1.1 ARCHITECTURE 

The main idea behind GIT is that all users independently run their own version 

system (GIT nodes). To interact with each other the repository of a user can be 

shared since other users have the possibility to download it and merge it into their 

own. 

A GIT node has two distinct parts, index and object database (the repository). In the 

index, GIT stores information about upcoming commits and information about the 

current working set. 

The object database contains the files and information about past commits. Every 

object in the database has a Name, Type, Size and Content. The names are generated 

with a SHA1 hash of the object’s content. GIT can use the generated hash for object 

comparison and integrity checking. There are four different types of objects that are 

used to build the object database. (15) 

Blob 

The content of a file is stored in a blob26 object. It doesn´t contain the filename or 

other meta-data and a blob can be bound to different files as long as they have the 

same content. This means that the system doesn’t need to store copies of the same 

file content in more than one place. 

Tree 

A tree object is similar to a file directory. A list of blob (files) and tree (sub-

directories) objects with their mode, type, SHA1 name and filename are stored in the 

content of the tree object. The tree objects merge a filename with a specific blob 

object. 

Commit 

The commit object points to a tree object that defines how the system looked like at 

the moment of the commit. It also contains a pointer to past commits and the name 

of the author and the committer.  

Tag 

A tag marks a commit object with a custom name e.g. mark a release. 

To keep track of history GIT maintains a directed acyclic graph of revisions. This 

graph can express ancestors of each revision and therefore be able to lookup old 

revisions. In order to commit a change, a user performs a commit on the local GIT 

node. This change will not be pushed out to other users. Instead if they want to take 

part of the update they have to actively pull the information from the node.  

4.1.2 TECHNICAL INFORMATION 

                                                             
26 http://dev.mysql.com/doc/refman/5.0/en/blob.html/ 

Available on *nix, OS X, Windows 

Programming language C, Interfaces in others 

Table 4.1: Technical information about GIT 

http://dev.mysql.com/doc/refman/5.0/en/blob.html/
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4.2 MERCURIAL 

As GIT, Mercurial was developed to manage the Linux kernel development. But 

because of the tough competition and that GIT was developed by Linus Torvalds 

himself, Mercurial lost the battle. However it is still in use, big open-source 

development projects as OpenOffice 27 , Netbeans 28  and Xen Hypervisor 29  use 

Mercurial as their versioning and revision control system.  

4.2.1 ARCHITECTURE 

Mercurial is, as GIT, completely decentralized. As in GIT repositories can be pulled 

from other machines. These repositories can then be merged by examining the 

branches that are unknown and by adding them to a directed acyclic graph. 

Mercurial is built on four main data structures (16), these are: 

NodeIds 

NodeIds are unique identifiers which represents contents of files and their position 

in the project history. 

Revlog 

Represents all versions of files. 

Changeset 

Includes all local changes that have been made to files in a repository, i.e. contains 

all modifications which will lead up to a new revision of the repository. 

Manifest 

Contains a list of revisions and file names that are included in a changeset. 

The Mercurial architecture also includes the concept of the working directory. This 

could be considered as the changeset that is going to be committed.  

Claims have been made that Mercurial has less functionality and is simpler to use 

compared to GIT (17). However the programming community seems to be agreeing 

that the choice of which distributed version control system to use is up to what you 

think feels best (18). 

4.2.2 TECHNICAL INFORMATION 
 

 

                                                             
27 http://www.openoffice.org/ 
28 http://www.netbeans.org/ 
29 http://www.xen.org/ 

Available on *nix, OS X, Windows 

Programming language C, Python 

Table 4.2: Technical information about Mecurial 

http://www.openoffice.org/g
http://www.netbeans.org/
http://www.xen.org/
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Chapter 5 

 INFORMATION-CENTRIC SUBVERSION SYSTEM 

This Chapter describes the solution that has been developed in this thesis work. It 

focuses on presenting an overview of the whole system and also clarifies which 

components that have been used and what role they play.  

5.1 OVERVIEW 

Figure 5.1 below provides an illustrative overview of the system where all the major 

components are presented. The Figure is divided into two parts where the first, 

Subversion, makes the system usable as a revision control system and the other, 

ICN, adds the possibility to use OpenNetInf and CCNx for file download. Combining 

these parts makes it possible to use Subversion in a new way.  

The full details of Figure 5.1 will not be described in this Chapter, it will merely give 

an overview of the system. The description of how the parts interact can be found in 

Chapter 6. 

The components that belong to the ICN area were the main focus of this thesis. And 

this is also the part that has been modified the most. Modifications have also been 

made to SVNKit which operates on the client-side and initiates the interaction with 

the ICN systems. 

The Subversion area of Figure 5.1 shows the original implementation of Subversion.  

This part has the same functionality as the original Subversion application. However 

all Subversion commands which include downloading of information can also be 

performed by using the ICN approaches. 
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5.2 SVNJ 

SVNJ30 is currently developed by two members of the Subversion team as an effort 

to make Java developers more engaged in Subversion. SVNJ is run on the server-side 

and is implemented as a Java-EE servlet that can be inserted into any available 

servlet container. During the period of this thesis work SVNJ was still very young 

and at an early stage of development. Therefore the functionality of SVNJ was 

limited.  In Figure 5.1 above SVNJ is loaded into a Jetty web server which is a part of 

the SVNJ package. 

As mentioned in Chapter 3, Subversion supports two protocols: svn and HTTP. The 

protocol that SVNJ makes use of, to act as a Subversion server, is the HTTP protocol. 

SVNJ adds the possibility to use Java instead of C and therefore made it possible to 

                                                             
30 http://code.google.com/p/svnj/ 

Figure 5.1: System Images with highlighted parts 

http://code.google.com/p/svnj/
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smoothly integrate the ICN prototypes into Subversion since OpenNetInf is written 

in Java and there is a Java interface to CCNx. 

However SVNJ doesn’t support authorized access and write commands (19) and 

therefore two web servers had to be used in order to have full Subversion 

functionality. SVNJ is only used when a user wants to download information using 

one of the ICN prototypes, all other Subversion operations target an Apache server. 

The client application (SVNKit) controls which server to communicate with. 

Several modifications had to be made to SVNJ in order to support the ICN 

prototypes. These modifications include introducing functionality which handles the 

creation of files on the ICN caches and while using NetInf it also creates the 

corresponding IOs for the files. Which ICN that SVNJ should use is determined by the 

request it receives from SVNKit.  

5.3 SVNKIT 

SVNKit31 is an open-source Java toolkit that implements all Subversion client 

functionality and is used in a wide area of applications e.g. eclipse IDE32. It also 

includes a Java implementation of the command line Subversion client. The SVNKit 

framework made it possible to develop an extension to the Subversion client and 

also to modify the way files are handled. 

In the developed ICN Subversion system, SVNKit has been extended to support the 

use of ICNs. This extension makes it possible for the application to discover if the 

user wants to use an ICN prototype. To be able to select the right prototype, two new 

protocol extensions have been implemented. The protocols build upon the original 

HTTP implementation with the modification that if a checkout or update command 

is performed the implementation communicates with the SVNJ server, instead of the 

Apache server, and downloads the file with one of the ICN protocols. By using the 

ICN protocols the Subversion system becomes more distributed since they introduce 

the opportunity to perform download operations from other peers instead of just 

being able to interact with the server. 

5.4 OPENNETINF 

Modifications to the OpenNetInf prototype have also been made in order to 

integrate it into the Subversion system. As the implementation is flexible it was easy 

to modify to suit the needs of this thesis work. It was therefore possible to use 

OpenNetInf in different ways at the client- and the server-side. How it was used is 

shown in Figure 5.2 and Figure 5.3.  

One of the modifications made at the client-side was the resolution mechanism. To 

optimize the prototype a parallel resolution controller is used. The controller 

decides which resolution to use and in which order. The modified controller uses a 

                                                             
31 http://www.svnkit.com/ 
32 http://www.eclipse.org/ 

http://www.svnkit.com/
http://www.eclipse.org/
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two-step resolution to resolve the NetInf-URI into an IO. The steps are described 

more closely in Section 6.2.  

In order to allow downloading from other peers the nodes that have downloaded an 

IO adds its own locator to the downloaded copy.  

The developed system tries to follow the NetInf name standard. The name consists 

of three parts. The first part is the hash type where a SHA1 hash is used. The second 

part is the SHA1 hash of the Subversion server’s public key and the last part is the 

repository and directory location of the file that this IO belongs to. 

 

5.4.1 CACHING MODULES 

The implementation used in this solution has two different caches implemented. The 

caches store downloaded IOs and downloaded files (BO cache). In the RAM based IO 

cache, downloaded IOs are stored. Since this cache exists in the RAM, the IOs are lost 

on a system restart. The actual files on the other hand, are stored in the file system. 

By default all caches and files will be deleted when the application is restarted. This 

is an optional functionality which made it easier to evaluate the developed system. 

Figure 5.2: Implementation of Subversion NetInf client 

Figure 5.3: Implementation of Subversion NetInf server 
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5.4.2 RESOLUTION SERVICES 

To resolve NetInf-URIs to IOs, resolution services are used. The kind of resolution 

services that are used differs between the server and the client application. On the 

server-side the first thought was to only use a RDF resolution service to resolve the 

IOs from a backend database. However since database lookups are time consuming 

this solution didn’t give good performance so this resolution was replaced by a local 

resolution service during the evaluation. On the client-side three different resolution 

services are used.  

All resolution services used are listed below. 

RDF RESOLUTION SERVICE 
The RDF resolution service stores Information Objects in a backend MySQL 

database. When the resolution service connects to the database it uses the SDB33 

package which makes it possible to use SPARQL34 queries. SPARQL is based on SQL 

but is extended to support semantic queries. 

LOCAL RESOLUTION SERVICE 
The local resolution service is a RAM based resolution that stores received IOs in the 

RAM. Therefore all IOs will be lost on a system restart. This service should only be 

seen as a complement to a persistent storage based service. 

REMOTE RESOLUTION SERVICE 
The remote resolution service is used to send a request to a remote machine. In this 

implementation the remote machine is the Subversion server. The Subversion 

server is responsible for all IOs so it will always return the requested IO.  

MULTICAST RESOLUTION SERVICE 
The multicast resolution service sends out a multicast message on the local network. 

When a node receives a multicast message the request is ran through the local 

resolution service to see if the node has stored the IO. If the IO is available, the node 

returns it to the requestor.  

This module was not part of the OpenNetInf prototype implementation but needed 

to be added in this thesis project to fill the need for a resolution service that 

operates on the local network. 

5.4.3 SERVERS 

In order to allow other NetInf nodes and Subversion clients to connect and use the 

services provided by a NetInf node, every node runs a set of communication servers. 

The different servers that have been used in the developed system are introduced 

below. The origin of a request is transparent in a way that the receiving server can’t 

                                                             
33 http://openjena.org/SDB/ 
34 http://www.w3.org/TR/rdf-sparql-query/ 

http://openjena.org/SDB/
http://www.w3.org/TR/rdf-sparql-query/
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differentiate a request that came from a Subversion client from one that came from a 

node. 

TCP SERVER 
The TCP server is the main communication server for the solution used in this 

thesis. The server is used by both the clients to connect to their local NetInf node 

and by the remote resolution service to connect to the Subversion server’s NetInf 

node. 

HTTP FILE SERVER 
The main purpose of the HTTP file server is to share files between the NetInf nodes. 

In this solution all nodes implement this feature.  

MULTICAST SERVER 
The last server is the multicast server that the system uses to discover and resolve 

IOs from other NetInf nodes on the same LAN. One feature that distinguishes this 

server from the other ones is that it doesn’t send back an answer if the request can’t 

be fulfilled.  

This server is a part of the multicast resolution service and was developed as a part 

of this thesis.  

5.5 CCNX 

The CCNx part of the implementation is built upon two programs. The first 

implements an infrastructural node (CCNd) in the CCN network. This node handles 

all communication in the CCN network. The other is a fileserver that subscribes to 

Interests (CCNx-Listener). When the infrastructural node receives an Interest it 

forwards the message to the fileserver. 

Figure 5.4: Implementation of Subversion CCNx client 
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The CCNx implementation consists of the same parts at both the client- and server-

side. However they are not exactly the same since their CCNd routing tables differ 

and there are also Subversion specific components that differ. The components that 

are run are shown in Figures 5.4 and 5.5.  

 

5.5.1 CCND (COMMUNICATION DEAMON) 

The CCNd program is the central component of a CCN node. The CCNds handles all 

the routing and transportation in the network. When a client wants to listen for, or 

send an Interest it registers itself on the local CCNd.  

The CCNd node has its own integrated cache storage where it stores all 

ContentObjects that are routed through the node. In the original configuration every 

node stores the last 50.000 messages (approximately 250Mb). This cache makes it 

possible to satisfy recurring Interests without access to the file system. 

A routing table is used to enable communication between nodes. The CCNx 

prototype used in this thesis didn’t support dynamical creation of these tables. 

Therefore the routes had to be configured statically in a configuration file. 

Every client node had two remote routes in the table, one for multicast 

communication and one for communication with the Subversion server. The server 

didn’t have any routes since it didn’t send any Interests, it only replied on incoming 

Interests. The routing table determined where the node sent Interest that it couldn’t 

satisfy itself. Note that only the Interests were routed according to the routing 

tables, when an Interest was received it was satisfied by the recipient sending the 

corresponding ContentObject on the same face as the Interest was received on.   

5.5.2 CCNX-LISTENER 

The CCNx-Listener is used as a back-end file storage reader. When the CCNd node 

can’t answer a received Interest it forwards it to the local CCNx-Listener. The 

Listener checks if the requested file is stored in the file system and sends it back to 

the CCNd node that forwards the corresponding ContentObjects to the requestor. 

Figure 5.5: Implementation of Subversion CCNX server 
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5.6 CONFIGURATION 

Both of the prototypes need to be configured to work. The configuration files are 

stored in hidden folders in the home folder of the current user, as shown in Figure 

5.6 below. 

<user_home>/.<ICN prototype>/ 

Figure 5.6: Placement for all user dependent files 

This location is used in both prototypes and stored all user specific and caching files 

that are bound to the prototype implementation. The caching is described in the 

next Section. 

The amount of configuration differs between the systems. In the CCNx case the 

prototype needs to know on which routes to forward Interests. OpenNetInf on the 

other hand needs to know the address to the Subversion server and which 

communication ports to use. 

5.7 CACHING 

How the cached data is stored differs between the ICN prototypes. However both 

prototypes use the file system as backend for file caching.  

In NetInf all files are named after the SHA1 hash of the file contents. Furthermore 

the cache don’t separate files from different repositories or servers. This implies 

that if two files contain the same content the client only needs to download one 

copy. The cache location is shown in Figure 5.7. 

<user_home>/.netinf/cache/<sha1-hash> 

Figure 5.7: Cache location and filename standard for OpenNetInf 

CCNx doesn’t have access to a hash of the file content so all files are stored in a 

location dependent way as shown in Figure 5.8. 

<user_home>/.<ICN prototype>/cache/<server>/<repository>/<filepath>.r<RevisionNr>.ccnx 

Figure 5.8: Cache location and filename standard for CCNx 

The backend cache doesn’t have any limitation on how long time it stores files but 

on a system reboot the cache is cleared. 

Besides this backend file cache, both prototypes also cache data in memory. The 

OpenNetInf are configured to store incoming Information Objects in memory. And as 

mentioned before the CCNd nodes can hold 50.000 ContentObjects as default. 

5.8 SECURITY 

The security model used in this thesis solution is similar to the one used in 

distributed version control systems. It has the possibility to require an 

authentication on a commit command.  But there is no access control on checkout or 
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update commands. This model fits most open source projects but isn’t suitable for 

closed projects. 

The built in security in NetInf prevents injection of malicious files. If a client 

downloads the wrong file or if someone sends a faulty one, NetInf will react and 

discard the file. It will then try to download the file from a different source.
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Chapter 6 

 Subversion ICN Operation 

6.1 INTRODUCTION 

In Chapter 5 the components of the system were described and how they fit together 

into the final solution. This Chapter focuses on how the system operates and how 

Subversion uses the ICN prototypes. It gives a step-by-step description on how the 

ICN prototype is used and how all components interact. 

In order to make Subversion compatible with the ICNs the download part had to be 

modified. To add the possibility for the user to choose which prototype to use at 

runtime three new protocols were added.  

 

Protocol Description 

icn+ccn:// This protocol specify that CCNx should be 
used for file transfer 

icn+netinf:// This protocol specify that OpenNetInf should 
be used for file transfer 

icn:// If the user don’t specify which ICN to use the 
implementation will handle this as NetInf 

Table 6.1: New protocols developed as a part of this thesis 

The new protocols were implemented as extensions to the current WebDAV 

implementation.  

The communication between the Subversion server (SVNJ) and the Subversion 

client (SVNKit) consists of sending ICN extended WebDAV-XML messages. Samples 

of these messages are included in Appendix B. 

The interaction between the different components of the system when a download 

command is issued is described below. A download command is actually a 

Subversion update or Subversion checkout command.  
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6.2 OPENNETINF 

A NetInf download consists of three steps. In the first step the client gets a list of IO-

URIs from the server. Then the client downloads the files with NetInf and in the last 

step the clients writes the files back into Subversion.  

Figure 6.1 below and the following text gives a more detailed description over this 

process. 

1. The first step of the download is to get a list of IO-URIs from the server. This step 

is initiated by SVNKit receiving an update/checkout request from the client with 

one of these commands. 

$ jsvn update 

$ jsvn checkout icn+netinf://<host>/<repository>/ 

SVNKit then checks which protocol to use either by parsing the command or by 

reading the hidden Subversion files belonging to the working copy. When an ICN 

Figure 6.1: System overview with the NetInf components highlighted 
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prototype is used the SVNKit reacts with changing to the SVNJ Server instead of 

the Apache Server.  

1.1. SVNJ loads the requested files from the repository. 

1.2. SVNJ checks if the files exist in the cache folder, if the files exist the server 

generates IOs that match the files. 

1.3. If the files don´t exist SVNJ adds the files to the cache directory and creates 

IOs corresponding to the added files. This step is only done if the files are 

not found in step 1.2 

When all IOs have been created SVNJ sends back the IO-URIs to the client.  

2. Step 2 is the actual downloading of files. The client extracts the IO-URIs from the 

received answer from SVNJ and sends resolution requests to the local NetInf 

node, one for every received IO-URI.  

 

When the NetInf node receives a resolution request it runs a series of actions 

described in Figure 6.2. 

 

2.1. In the first resolution step the node uses its local resolution service to check 

if the IO already exists in the local cache. If no IO was found the resolution 

continues with step 2.2. 

2.2. To find the IO the node sends out requests by using both a Multicast 

Resolution Service and a Remote Resolution Service in parallel. Note that in 

Figure 6.1 above, only the message to the server is shown. 

2.3. When the server-side NetInf node receives the request it checks the 

backend database and returns the requested IO as seen in Figure 6.3. 

 

Figure 6.2: Resolution steps by the client NetInf node 

Figure 6.3: Resolution by the server NetInf node 
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2.3.1.  The client-side node then tries to download the data belonging to the 

IO from one of the specified locators and stores the data in a cache 

folder on the client computer. The locators are ranked with an 

algorithm which gives the Subversion server the lowest priority. This is 

done to ease the load of the server and to take advantage of nearby 

clients who are holding the information. When the file has been 

downloaded the Node adds its IP address to the IO instance as a locator 

for that file. 

2.3.2.  Then the NetInf node stores the IO in the local IO cache. 

Now that the IO and the file have been downloaded to the client 

computer, the Node returns the IO to SVNKit. 

3. SVNKit has knowledge of the cache location and can extract the hash of the file 

through the IO. So when the NetInf node returns the IO, SVNKit loads the file 

from the cache folder and puts it into the local working copy. 

6.3 CCNX 

A CCN download also consists of three steps. 

In the first step the client gets a list of files from the server, much like NetInf’s first 

step. In the second step the client sends out Interests for the files and receives them 

via CCN and in the last step the client writes the files back into Subversion.  

Figure 6.4 below shows the system with the CCN parts highlighted. The CCN 

counterpart to the step-by-step description of a NetInf download follows the Figure. 
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The first step is the same as in the NetInf interaction above. 

1. The SVNKit command line interface receives one of the following commands. 

$ jsvn update 

$ jsvn checkout icn+ccn://<host>/<repository>/ 

SVNKit checks which protocol to use in the specified URI or in the hidden 

Subversion files belonging to the working copy.  

1.1. SVNJ contacts the Subversion repository and loads the requested files. 

1.2. SVNJ then checks if the files exist in the server’s cache folder. 

To complete step 1 the server sends back a response to the client containing the 

filenames. 

2. The client creates CCN Interests for the requested files and registers them at the 

local CCNd. 

Figure 6.4: System overview with the CCN components highlighted 
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2.1. CCNd then routes the Interests according to the FIB in Figure 6.5. If the 

internal cache of the receiving CCNd contains the requested information the 

Interest is satisfied directly by the CCNd sending the matching 

ContentObjects. If the information is not in the cache the Interests are 

routed to the CCNx-Listener that is connected to the CCNd. 

2.2. When the CCNx-Listener receives the Interest it checks if the requested file 

exists in the local cache. If the file exists the CCNx-Listener replies with the 

corresponding ContentObjects on the same Face as the Interest was 

received on. 

3. When the file has been downloaded by SVNKit the application stores the file in 

the CCN cache where it can be found by the local CCNx-Listener. The file content 

is also pushed back into the working copy. 

 

Figure 6.5: CCNd routing on the client-side 
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Chapter 7 

 EVALUATION 

The primary goal of the evaluation was to prove that ICNs could be implemented in 

Subversion. Performance has been used as a measure of how well these network 

approaches can be applied. Furthermore evaluation focuses on determining when it 

can be beneficial to use the modified ICN Subversion instead of using the original 

implementation. 

The evaluation also analyses if there are any bottlenecks in the systems and give a 

rough estimation on how much of the execution time is CPU intensive and how much 

of the time that is network intensive. 

7.1 EVALUATION ENVIRONMENT 

7.1.1 HARDWARE 

The hardware used for the evaluation was three laptops with the performance as 

listed below.  

Specification Lenovo X100e 

CPU AMD Athlon NEO MV-40 1,6Ghz 

RAM 2gb 

HDD 250gb, 5400rpm 

Operating system Ubuntu 10.10 

Table 7.1: Technical information about the evaluation computers 

These three machines where connected directly with a switch on the same network. 

Two of the machines acted as Subversion clients and the last one acted as a 

Subversion server. 

To simulate different network configurations with varying delay between the server 

and clients the built in Linux traffic control (tc)35 mechanism was used. A further 

description of tc is available in Section 7.1.4. 

  

                                                             
35 http://linux.die.net/man/8/tc/  

http://linux.die.net/man/8/tc
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7.1.2 PARAMETERS AND CONFIGURATIONS 

The evaluation was performed by varying these different parameters: 

 Protocol 

 HTTP (original) 

 NetInf 

 CCN 

 Connection to server 

 Unlimited 100 Mbit/s with 5 ms round trip delay 

 5 Mbit/s with 50 ms round trip delay 

 1 Mbit/s with 100 ms round trip delay 

One of the key parts of the ICNs is that they provide better functionality for 

information dissemination that the current networks do. In other words, the ICNs 

make it possible for every user to act as a host of information. Therefore it is 

interesting to evaluate the potential performance gain when using the ICNs to 

perform download operations when there are two clients on the same LAN both 

connected to a server potentially far away. Therefore the system configuration 

looked as below. 

7.1.3 SYSTEM CONFIGURATION 

Figure 7.1 below illustrates how the hardware was connected. The server in the top 

of the Figure initially holds a repository with a size of 60 MB divided into 6 files 

(6*10 MB). 

  

Figure 7.1: Evaluation Configuration 
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7.1.4 TC 

The traffic control that can be applied by using tc consists of four parts. It lets you 

shape and schedule traffic, it also lets you determine policies and lets you drop 

packets.  

By using tc together with Netem36 (a wide area network emulation tool) and with a 

token buffer filter 37  (tbf) it is possible to construct the different network 

configurations that are in scope of this evaluation. The tc tool is a part of most 

Unix/Linux distributions and can be accessed through the terminal. Figure 7.1 

illustrates the system configuration and the role of tc in the evaluation scenario. 

7.2 PERFORMANCE TESTS 

All experiments in this evaluation measured the time it took for a group of clients to 

perform a checkout of the above mentioned repository. 

In the original HTTP Subversion the time for multiple clients to checkout was 

calculated by adding the time it took for one client to complete a checkout. 

       ∑                     

 

   

 

Equation 7.1: Original Subversion checkout time 

Since it is possible to take advantage of other clients already having the information 

in the same LAN when using the NetInf and CCN prototype, the total time could be 

calculated in a different way when using this prototype. The total time for the 

checkouts was in this case the sum of one checkout from server and the rest of the 

checkouts from LAN. This means that the price of having a weak connection to the 

Subversion server will only have to be paid once. 

 

                             ∑                   

   

   

 

Equation 7.2: ICN checkout time 

It should be mentioned that Equations 7.1 and 7.2 are conservative. These equations 

assume that there is no parallelism to take advantage of. However, it is possible for 

the Subversion server to handle more than one client request at a time, but since 

simultaneous checkouts are not that common, Equations 7.1 and 7.2 will be used. 

The advantage of parallelism can potentially be even greater while considering the 

ICN checkout time. In this case the server will not get overloaded as the clients can 

help bare the load. This is actually one of the biggest advantages while using ICNs for 

information dissemination.  

                                                             
36 http://www.linuxfoundation.org/collaborate/workgroups/networking/netem/ 
37 http://linux.die.net/man/8/tc-tbf/ 

http://www.linuxfoundation.org/collaborate/workgroups/networking/netem
http://linux.die.net/man/8/tc-tbf
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Several tests have been made with different network configurations, however only 

results from three selected test are shown here. The complete test results can be 

found in Appendix A. 

To get statistical significant results five iterations were run of all the tests. Since the 

measurements were done on a LAN, the standard deviation of the results was low 

and therefore the results of the evaluation can be considered as reliable. 

7.2.1 UNLIMITED CONNECTION TO THE SERVER, 100 MBIT/S 5 MS 

The first test was done with a minimal delay to the server. The Figure shows that 

there was no gain in using the ICN approaches, no matter how many clients there 

were, when the connection to the server was unlimited. This was also the expected 

result since there is an overhead you have to pay for when using the ICN 

approaches. It takes time to calculate SHA1 hashes and to read files into memory. 

One should also have in mind that the original Subversion application have been 

widely used and optimized since 2000 and the Subversion prototype which 

implements ICNs has been developed in five months. Furthermore one should recall 

that the assumption is that the checkouts are sequential, which means that there 

was no risk for the server being overloaded. If the server would get overloaded 

there would be a chance that the performance of the ICN Subversions would get 

closer to the original implementation. 

Furthermore the Figure also shows that the CCN implementation took longer time 

than the NetInf one. The main reason for this is that CCN is not able to reach the 

same download speeds as NetInf. The speed difference is illustrated in Figure 7.3 

and Figure 7.4. 

0

200

400

600

800

1000

0 1 2 3 4

Ti
m

e
 (

s)
 

Number of users 

100 Mbit/s - 5 ms 

HTTP

NetInf

CCN

CCN-Theoretical

Figure 7.2: 100 Mbit/s test with round trip delay of 5 ms 

The y-axis of Figure 7.2 shows the checkout time and the x-axis shows the 

number of users that have completed a checkout. 
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CCN THEORETICAL 
What also can be noted in Figure 7.2 is that a theoretical line has been introduced 

for CCN. This line is present because the current multicast implementation of CCN is 

still not optimized and gave inaccurate results. 

The reason for the inaccurate results was that the client did not get the 

ContentObjects corresponding to the Interests in the way that was expected. The 

network history showed that the client got some files from the server even though 

the connection was limited and that the files were available from the other client on 

the LAN. We also saw that it took long time to download via the CCN multicast 

implementation. Therefore this line based on the time it takes to perform a checkout 

while using an unlimited connection to the server rather than checking out from a 

client has been introduced in Figure 7.2. Since all computers are physically on the 

same LAN these times should in theory be the same. 

                             ∑                                             

   

   

 

Equation 7.3: CCN theoretical checkout time 

The above Figure shows the CPU and network activity at the server while a client 

was performing a checkout using the NetInf protocol. The first part of the execution 

Figure 7.3: CPU and network utilization for the 100 Mbit/s test, using NetInf 
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consists of the server generating the answer to the client and controlling that the 

requested IOs exist. This part is as you can see in the Figure purely CPU intensive. 

When the server had prepared the IOs and answered with a REPORT to the client 

the actual download phase started. As you can see in the network history in the 

Figure the files were downloaded one by one with a high top speed around 10 

MiB/s. 

Note that the files are not sent in a continuous stream, (6 peaks and 5 valleys) there 

is a short delay between the sending of the files. This is because that the developed 

NetInf prototype doesn’t optimize parallelism yet. There are disk operations that are 

performed before the server sends the next file. More about this can be read in 

Section 9.3.1.  

 

 

The above Figure is the CCN equivalent of Figure 7.3. There are only two peaks in 

the network history because the Figure only captures the beginning of the execution. 

As with NetInf the first part of the execution consisted of a CPU intensive part. 

During this period the CCNx files were created if they didn’t exist and the answering 

REPORT was prepared. Comparing the first parts of NetInf and CCN shows that the 

time difference between the two models was not so big. 

However the network history of the CCN Figure shows that the download speed was 

not as high as for the NetInf prototype. The speed didn’t reach above 2 MiB/s, this is 

Figure 7.4: CPU and network utilization for the 100 Mbit/s test, using CCN 
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the main reason why it took longer time to perform checkouts via CCN. This is a CCN 

issue that follows from how the CCN protocol is implemented. This is being worked 

by PARC and will certainly be improved in future versions of CCN. This issue is 

described closer in Section 9.1.3. 

The graphs from the CCN and NetInf executions can also be compared against the 

graph from the original Subversion implementation shown in Figure 7.5 below. 

 

 

As the above Figure shows the original Subversion implementation doesn’t work in 

the same way as the ICN Subversion solution that has been developed in this thesis 

project. The Figure shows that the original implementation didn’t have a purely CPU 

intensive startup phase, instead it started sending information right away in a 

continuous manner without having any “downtime” in between the files. 

It is also interesting to note that the NetInf file transfer reaches higher speeds than 

the original implementation. The Figure above shows that the transfer bitrate was 

barely 5 MiB/s when the original Subversion was used, this can be compared against 

NetInf’s rate at 10 MiB/s and CCN’s rate at a low 2 MiB/s. 

  

Figure 7.5: CPU and network utilization for the 100 Mbit/s test, using the original Subversion 
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7.2.2 LIMITED CONNECTION TO THE SERVER 5 MBIT/S AND 50 MS 

In the second test the bandwidth was limited to 5 Mbit/s and the delay was set to 50 

ms. The results show that there was a benefit in using NetInf instead of the original 

HTTP Subversion when there were more than one client on the LAN that was 

interested in checking out the repository. In the theoretical CCN case there was a 

gain when more than six users are interested in the repository.   

It was expected that the Information-Centric Network prototypes would perform 

better than the original implementation if there were several clients. As mentioned 

earlier the original Subversion implementation can’t take advantage of network 

locality since it is completely centralized and every client must checkout the 

repository from the server over the limited connection.  

7.2.3 LIMITED CONNECTION TO THE SERVER 1 MBIT/S AND 100 MS 

In the third test case the bandwidth to the server was even more limited and there 

was a round trip delay of 100 ms. Figure 7.7 shows that in this configuration both 

NetInf and CCN outperforms the original Subversion implementation if there are at 

least two clients checking out the repository.  

 

 

0

500

1000

1500

2000

2500

3000

0 2 4 6 8 10

Ti
m

e
 (

s)
 

Number of users 

5 Mbit/s - 50 ms 

HTTP

NetInf

CCN

CCN-Theoretical

Figure 7.6: 5 Mbit/s test with round trip delay of 50 ms  

The y-axis of Figure 7.6 shows the checkout time and the x-axis shows the 

number of users that have completed a checkout. 
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This was also the expected result. Since the connection to the server was even more 

limited there was an even bigger difference between the ICN prototypes and the 

original Subversion. 

7.3 SMALL FILES 

Tests have also been carried out on a repository with 12 small source code files of 

11 kB, however the results of these tests have not been reviewed in detail since all 

results state that there is no benefit in using the ICN approaches on this kind of 

repositories. The reason for this is that it took more time performing a checkout 

from the LAN than performing a checkout from the Subversion server. This was the 

case even when a really bad connection to the server of 300kbit/s with a delay of 

500ms was simulated. The main reason for this is that the overhead of using the ICN 

prototype on a repository with small files exceeds the gain of being able to 

download the small files from the LAN. 

These results can be found in Appendix A. 
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Figure 7.7: 1 Mbit/s test with round trip delay of 100 ms  

The y-axis of Figure 7.7shows the checkout time and the x-axis shows the 

number of users that have completed a checkout. 
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7.4 EVALUATION SUMMARY 

The evaluation has shown that there was a clear performance gain in using ICN 

Subversion instead of the original implementation in some network configurations. 

When the ICN approaches performed better depended on the connection to the 

server, the number of clients on the same LAN that performed the same checkout 

and the file size. Figure 7.8 shows a graph which depicts how the NetInf 

implementation performed compared to the original implementation. 

The results of the NetInf implementation have been divided with the results of the 

original HTTP implementation. This means that NetInf has performed better than 

the original Subversion in the configurations where the lines of the graphs are above 

1.  

While using a 1 Mbit/s connection with a round trip delay of 100 ms, the biggest 

performance gain was observed.  In this case it only took slightly longer to perform a 

checkout from the server while using NetInf compared to the original HTTP 

Subversion and when there were more than two users the performance was more 

than twice as good with NetInf. 

Also the 5 Mbit/s connection test showed that there was a clear gain in using NetInf 

instead of the original version. When there were two users performing the same 

checkout the NetInf performance was better and as you can see it continued to get 

better as more users were performing checkouts. 

When there was no limitation on the connection to the server the performance of 

the NetInf was not as good as the original implementation. This was also the 

expected result since when there is an unlimited fast connection to the server the 

Figure 7.8: NetInf’s relative performance compared to the original http Subversion 
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NetInf approach doesn’t gain anything by downloading information from another 

client instead of from the server. 

The CCN results followed the same pattern and are showed in Figure 7.9. 

As you can see in this Figure the results were not as good as for NetInf. However 

there was still a clear performance gain when the connection to the server was 

limited to 1 Mbit/s and there were more than one user.  

From the evaluation result the conclusion can be drawn that the optimal 

environment to run the ICN Subversion solution is when the connection to the 

server is very limited and when there are lots of clients that are planning to perform 

the same checkout.  

7.4.1 PARAMETER IMPACT 

The evaluation has not provided tests which only vary one of the bandwidth and 

delay parameters. This was motivated by that it isn’t realistic to have a high 

bandwidth with a long delay and vice versa. In most cases either the bandwidth is 

low with a long delay or the bandwidth is high with a short delay. 

However since the network histories show that most of the execution time consists 

of the actual file transfer, not sending any other messages, the feeling is that the 

bandwidth has the biggest impact on the experimental results.  

Figure 7.9: CCN’s relative performance compared to the original http Subversion 
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Chapter 8 

 ALTERNATIVE IMPLEMENTATION PROPOSALS 

In this chapter a couple of solutions are described that which were considered 

before the implementation phase of the thesis. The reason why these proposals 

didn’t get the chance to be implemented is that the feeling was that the solution 

described earlier in this thesis was the most intuitive and made most sense to 

implement. However most of these proposals are possible to implement. 

8.1 PROPOSALS OF IMPLEMENTING OPENNETINF IN SUBVERSION 

The biggest difference in the proposals of implementing OpenNetInf in Subversion is 

the components a NetInf node should be equipped with i.e. which combination of 

services that should be run on a node. Thanks to the flexible implementation of 

NetInf it was possible to smoothly modify and extend the implementation to meet 

the requirements of the Subversion implementation.  

8.1.1 PROPOSAL 1 – HEAVY NETINF NODES 

The first proposal was to use “heavy” NetInf nodes on both the client and the server-

side of the prototype. The nodes can be considered as heavy due to the existence of a 

backend database in every node. Figure 8.1 and Figure 8.2 shows an abstract view of 

how the client and server node would have looked in this proposal.  

Figure 8.1: Proposal 1 - NetInf client implementation 
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This proposal includes services that were not used in the selected solution. The use 

of a Search Service wasn’t needed in the Subversion scenario. For the Transport 

Service the case was that there was no full service implementation in the 

OpenNetInf prototype. In the thesis solution it sufficed using a BO-cache. 

As for the database the case was that there was no need for the nodes to have a 

persistent storage in form of a database. The gain in using a database on the client-

side would be that the IOs would be able to be restored after a restart of a node. 

Note that this doesn’t mean that the actual files would be deleted from the client 

computer. The files are already saved on disk and therefore the feeling was that this 

was enough and there was no need to use a database too. 

8.1.2 PROPOSAL 2 – MINIMAL CLIENT 

The second solution was the opposite of the first one. In this proposal all NetInf logic 

was moved to the server and the client made all NetInf requests to the server node. 

Left on the client nodes was just an interface to speak with the server node. Models 

of this proposal can be seen in Figure 8.3 and Figure 8.4. 

 

Figure 8.2: Proposal 1 - NetInf server Implementation 

Figure 8.3: Proposal 2 - NetInf server implementation 
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The motivation of this proposal was that the client should be minimal and it should 

be easy to use the NetInf implementation without any additional installation and 

configuration on every client. A drawback of this solution that was the biggest 

ground to not use this solution was that the server needed to keep track of all 

available clients. With this solution the server needs to know which clients that have 

a certain file which increases the load on the server.  

 

8.1.3 PROPOSAL 3 –INTEGRATED SUBVERSION REPOSITORY 

This proposal differs from the other two in the way to integrate the Subversion 

repository into the servers NetInf node. The other proposals don’t look into how the 

communication model should be implemented between NetInf and Subversion. As 

seen in Figure 8.5 the NetInf node has a direct connection to the repository which 

could make it possible to load files directly from the repository. This proposal can be 

the fastest and best solution for a NetInf implementation of Subversion. But because 

Figure 8.4: Proposal 2 - NetInf client Implementation 

Figure 8.5: Proposal 3 – NetInf Communication 



 CHAPTER 8. ALTERNATIVE IMPLEMENTATION PROPOSALS 

56 

of the complexity of this model and the estimated development time for this solution 

this model was not chosen.  

8.2 PROPOSALS OF IMPLEMENTING CCNX IN SUBVERSION 

During the project there haven’t been that many different ideas on how to 

implement the CCNx solution. In the configuration that has been used in this thesis 

the two clients FIB’s consisted of entries to the server and to a multicast address. 

Since the nodes forward Interests to all addresses in the FIB this means that the 

server will receive Interests even though the information is available in the LAN.  

This extra traffic to the server could be avoided by placing a caching node between 

the clients and the server. By letting the caching node be responsible for performing 

all the requests that need to be sent out over the Internet, it would be possible to 

drop the Subversion server address from the FIBs of the clients. The system would 

then look like depicted in Figure 8.6 below.  

 

This configuration would most likely have improved the CCN test results to the 

theoretical results. This is because that in this configuration the clients can only get 

files from the caching node. Since the caching node is responsible for getting all the 

Figure 8.6: CCN with a caching node  
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ContentObjects from outside the LAN, all downloaded files will always be available 

on the caching node. However to alleviate the load on the caching node there might 

be a need for a second FIB entry which directly connects the two clients. Or maybe it 

would suffice with a single multicast entry since the computers reside in the same 

LAN. 
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Chapter 9 

 DISCUSSION AND CONCLUSIONS 

This Chapter presents an evaluation of the work done and some of the difficulties 

that have been run into during this project. A short comparison of the two ICN 

approaches and suggestions on future work that can be made to the ICN Subversion 

systems that have been developed is also present in this Chapter.  

9.1 COMPARISON OF NETINF AND CCN 

9.1.1 EFFORT TO PORT 

As mentioned in Chapter 5, adaptations had to be made to the ICN prototypes and to 

Subversion in order to make them fit together. 

The modularity of OpenNetInf made it very easy to customize a node with the 

services that were needed for Subversion use. However some of the services that 

were used contained minor bugs and it took time to figure out which services the 

node should be tailored with. Furthermore there was no support for multicast 

resolution so that was a part that had to be developed completely by ourselves. 

At first an attempt of using a name scheme of SHA1 hashes of the files was made. 

However this required the server to compute the hash value for the files every time 

they were requested. This approach was not fast enough. Therefore an optimization 

was made which only required the SHA1 hash to be computed when new files were 

added to the repository. This optimization gave much better performance with a 

great decrease of execution time. 

CCNx on the other hand already supported multicast but doesn’t let you customize 

your nodes in the same extent as OpenNetInf. Therefore the time spent on 

implementing the CCNx part of the system was not as long as the time spent on 

writing code for OpenNetInf. There was also a great example application of a 

FileProxy for CCNx which made it easier to construct the Subversion adaption. 

Although it took more time and more code had to be written to adapt OpenNetInf, 

the feeling is that it was fairly simple to customize the node the way needed. 
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9.1.2 CCN THEORETICAL CALCULATION 

Since the CCN implementation didn’t behave the way that was expected, Equation 

7.3 was introduced and used to provide the theoretical results of CCN. We feel that 

introducing equations which only are mathematical calculations without proper test 

results diminishes the credibility of our study and makes the CCN results less 

trustworthy. This is a drawback of the evaluation results of the Subversion CCN 

implementation, which doesn’t have a counterpart in NetInf. 

9.1.3 OBSERVED DOWNLOAD SPEED 

As seen in the graphs in Chapter 7 the transfer rate of NetInf was higher compared 

to CCN’s transfer rate. To find out more about this problem, mail correspondence 

with experts at PARC has occurred. According to them it is a CCN protocol issue. 

They say that the CCN protocol is not as fine-tuned as the TCP protocol and that this 

can be a contributing factor to the poor transfer rate. (20) 

Protocol parts that can be of interest to examine are the way Interests are expressed 

and what happens when an Interest doesn’t get a reply. According to the CCN 

protocol clients can have unsatisfied Interest and still keep sending new Interest if 

the client can compute the name of the next ContentObject that is of interest. How 

efficient this pipelining is compared to the TCP sliding window would be interesting 

to investigate further. 

Another thing that the CCN protocol handles on its own is the case of when an 

Interest times out. The client then needs to re-express the Interest, how this is done 

can also be interesting to look further into. 

9.2 SVNJ MOTIVATION AND ISSUES 

It might not be clear why the Java-EE servlet, SVNJ was used in this project. We felt 

that it was a great tool which made it possible to write Java code instead of C. Since 

OpenNetInf is solely Java based and there is a Java implementation of CCNx, the 

biggest advantage we saw in this was that it would make it easier to make 

Subversion and the ICNs interact.  

Since SVNJ is still an application in development there are some drawbacks in using 

it. The application doesn’t support commit actions so there needs to be another 

server present to commit changes to the repository. 

Another drawback is the software requirements for SVNJ. To compile and run the 

application Subversion v1.7 is needed. During this thesis v1.7 was not yet released, 

so to be able to compile SVNJ, a trunk version was used. Note that a trunk version is 

not final and can contain bugs. However we didn’t notice any such bugs and weren’t 

disturbed by using the trunk copy. 
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9.3 IMPROVEMENTS AND FUTURE WORK 

Since this project has contributed with a working application with good test results 

it is interesting to go deeper and improve the Subversion adaption and to implement 

the ICNs into other applications as well.  

9.3.1 IMPROVEMENTS OF THE ICN SUBVERSION SYSTEMS 

Although the developed implementation works, improvements can still be made.  

INCREASED PARALLELISM 
Both the NetInf and CCN adaptations are not implemented in a way that takes full 

advantage of parallelism. When a Subversion command which targets download of 

multiple files is received by the server, the whole answer is prepared before any 

data transfer is possible. An improved version would make it possible to start 

sending data of the first file without having to wait for the computation for the rest. 

SPACES IN CCN NAMES 
A current limitation of the implementation is that files which file names contains 

blank spaces can’t be sent via CCN. This is a limitation due to the current name 

scheme of CCN which doesn’t allow this. An improved Subversion adaption would 

take this into account and replace the blank spaces with some special character. 

DOWNLOAD SOURCE SELECTION 
An aspect that would be interesting to tackle is the peer selection. In our CCN 

implementation we have seen that Interests are sent over all links and that the 

ContentObject sender is not always the obvious one. However in NetInf the peer 

selection is implemented in a way which prefers locations that is not the server.  

In both cases there needs to be a more intelligent download source selection 

mechanism developed if these systems should be used in a larger scale.  

EXTENSIONS 
The application can of course also be extended in many ways. It would be appealing 

to create an application that has some smartness while performing update and 

checkout commands. One thought is to have the client first search on the LAN for the 

information and if it is not present the client should get the content from the 

Subversion server using the original implementation. When the information has 

been downloaded the client then could make it available through the ICN 

approaches, letting subsequent request for the downloaded files be downloaded 

directly from the LAN. This way the penalty of using ICNs when the information is 

not locally available would be removed and the gain of downloading locally would 

still be present.  

FURTHER TESTING 
Since the test results show that there is a clear CPU intensive part when a request 

arrives, it would be interesting to perform the same tests with different hardware. It 

would of course also be interesting to perform more detailed tests of all parts. 
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Our feeling is that better hardware could make the ICN Subversion adaptations 

faster. As shown by Figure 7.3 the beginning CPU intensive part stands for about 34 

% of the total execution time. It would be really interesting how this part depend on 

what hardware that is used.  

It would be especially interesting to investigate if the ICN models’ execution times 

can come closer to the original implementation while only a single client performs a 

Subversion command in some other configuration. 

Furthermore, as mentioned in Section 7.4.1, there were no tests where the 

bandwidth and delay where isolated. In order to determine how much the 

parameters alone affect the performance of the system, further tests should be done. 

These tests should vary one parameter at the time. 

9.3.2 ICN IN OTHER APPLICATIONS 

DISTRIBUTED VERSION CONTROL SYSTEMS 
It would be interesting to implement ICNs in other applications. The already 

distributed GIT and Mercurial could become more locality independent if they 

would implement these network approaches. In the DVCSs every user has his or her 

own private copy of the repository and this copy can only be reached by contacting 

the owner of this copy. The ICN approaches could provide a way to distribute the 

repositories to other machines which would increase the availability of the 

information. NetInf could also provide a subscription service which would make it 

possible for users to get passively updated when there have occurred changes in 

someone’s repository.   

9.4 CONCLUSIONS AND RESULTS 

This project has contributed with an adaption of Subversion to suite two ICNs and 

an adaption of two ICNs to suite Subversion. This adaptation makes it possible to 

use ICNs while performing download commands of Subversion. The evaluation 

results have shown that there are performance advantages in using the ICN 

Subversion implementations when the requested information is cached nearby. 

The results from the test scenario where the connection to the server was limited to 

1 Mbit/s show that performing a checkout while the information is already locally 

available in the LAN is almost 13(!) times faster when using NetInf than the original 

implementation and 2.7 times faster when using CCN. Note that this was the gain 

when a repository of six 10 MB files was used and that the figures will not be the 

same if a different repository would be used. 

Both NetInf and CCN were better to use when the information that was needed was 

already available close by. However there was a penalty when the information only 

existed on the Subversion server. It then took 1.06 times longer to do a checkout 

with NetInf than with the original implementation and 1.20 times longer when using 

CCN. Currently it isn’t possible to first get information with the original HTTP 

Subversion and then make it available over the ICNs. Therefore this price had to be 

paid if the information was not locally available and the ICN Subversion was used. 
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However using the ICNs would most likely maximize the social welfare by 

decreasing the total time of the checkout or update commands. The reason is that 

when using Subversion it is common that there are multiple downloads of the same 

files. If it then is a company that uses the system, the clients will be locally near and 

have fast connections to each other. Of course this is under the premise that the 

connection to the actual server hosting the repository is not as good as the 

connection between the clients. 

Furthermore this thesis report has pointed at same issues of the OpenNetInf and 

CCNx prototypes and assessed the effort needed to port Subversion to use the 

Information-Centric Network approaches. These parts will hopefully facilitate any 

future work in porting other applications.   

The evaluation results that have been provided by this thesis work make us prefer 

the current OpenNetInf prototype over the current CCNx ditto. The main reason for 

this is because of the big difference in the transfer rates between the two prototypes. 
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 TEST RESULTS 

Iteration tests on 60mb repository     

     Bandwidth: 1 Mbit/s       

RTT delay: 100 ms       

     NetInfServer Time(s) 
 

NetInfLan Time(s) 

1 770,36 
 

1 55,02 

2 773,32 
 

2 59,06 

3 765,93 
 

3 57,83 

4 767,47 
 

4 56,99 

5 770,91 
 

5 51,36 

     Min 765,927 
 

Min 51,356 

Max 773,318 
 

Max 59,058 

Avg. 769,60 
 

Avg. 56,05 

Std.dev 2,92 
 

Std.dev 3,01 

Confidence Int. 3,63 
 

Confidence Int. 3,73 

     Result: 769,60 ± 3,63 
 

Result: 56,05 ± 3,73 
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     CCNServer Time(s) 
 

CCNLan Time(s) 

1 871,21 
 

1 272,12 

2 869,02 
 

2 274,88 

3 872,47 
 

3 269,35 

4 870,53 
 

4 264,17 

5 873,47 
 

5 265,66 

     Min 869,019 
 

Min 264,17 

Max 873,473 
 

Max 274,877 

Avg. 871,34 
 

Avg. 269,23 

Std.dev 1,72 
 

Std.dev 4,43 

Confidence Int. 2,14 
 

Confidence Int. 5,50 

     Result: 871,34 ± 2,14 
 

Result: 269,23 ± 5,50 

     HTTP Time(s) 
   1 726,82 
   2 725,52 
   3 725,75 
   4 725,80 
   5 725,81 
       
   Min 725,524 
   Max 726,823 
   Avg. 725,94 
   Std.dev 0,51 
   Confidence Int. 0,63 
   

     Result: 725,94 ± 0,63 
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     Bandwidth: 5 Mbit/s       

Rtt delay: 50 ms       

     NetInfServer Time(s) 
 

NetInfLan Time(s) 

1 188,47 
 

1 54,94 

2 193,46 
 

2 52,01 

3 191,89 
 

3 55,01 

4 189,38 
 

4 53,64 

5 193,86 
 

5 53,37 

     Min 188,468 
 

Min 52,007 

Max 193,856 
 

Max 55,014 

Avg. 191,41 
 

Avg. 53,79 

Std.dev 2,41 
 

Std.dev 1,24 

Confidence Int. 2,99 
 

Confidence Int. 1,54 

     Result: 191,41 ± 2,99 
 

Result: 53,79 ± 1,54 

 
    CCNServer Time(s) 

 
CCNLan Time(s) 

1 380,73 
 

1 261,93 

2 360,46 
 

2 257,89 

3 361,09 
 

3 268,58 

4 368,20 
 

4 260,93 

5 361,56 
 

5 259,11 

     Min 360,459 
 

Min 257,893 

Max 380,727 
 

Max 268,577 

Avg. 366,41 
 

Avg. 261,69 

Std.dev 8,59 
 

Std.dev 4,16 

Confidence Int. 10,67 
 

Confidence Int. 5,16 

     Result: 366,41 ± 10,67 
 

Result: 261,69 ± 5,16 
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     HTTP Time(s) 
   1 146,91 
   2 147,14 
   3 147,15 
   4 146,72 
   5 146,52 
   

     Min 146,516 
   Max 147,147 
   Avg. 146,88 
   Std.dev 0,27 
   Confidence Int. 0,34 
   

     Result: 146,88 ± 0,34 
   

     Bandwidth: 100 Mbit/s       

Rtt delay: 5 ms       

     NetInfServer Time(s) 
 

NetInfLan Time(s) 

1 48,90 
 

1 50,00 

2 50,69 
 

2 53,76 

3 49,55 
 

3 56,35 

4 48,53 
 

4 52,16 

5 50,26 
 

5 52,75 

     Min 48,531 
 

Min 50,004 

Max 50,689 
 

Max 56,349 

Avg. 49,58 
 

Avg. 53,00 

Std.dev 0,90 
 

Std.dev 2,32 

Confidence Int. 1,12 
 

Confidence Int. 2,88 

     Result: 49,58 ± 1,12 
 

Result: 53,00 ± 2,88 
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     CCNServer Time(s) 
 

CCNLan Time(s) 

1 103,89 
 

1 259,94 

2 105,03 
 

2 285,68 

3 103,81 
 

3 260,72 

4 102,12 
 

4 260,63 

5 102,07 
 

5 267,31 

     Min 102,07 
 

Min 259,941 

Max 105,026 
 

Max 285,677 

Avg. 103,38 
 

Avg. 266,85 

Std.dev 1,27 
 

Std.dev 10,94 

Confidence Int. 1,58 
 

Confidence Int. 13,58 

     

Result: 103,38 ± 1,58 
 

Result: 
266,85 ± 
13,58 

     HTTP Time(s) 
   1 19,939 
   2 18,781 
   3 20,249 
   4 20,206 
   5 19,772 
   

     Min 18,781 
   Max 20,249 
   Avg. 19,7894 
   Std.dev 0,60 
   Confidence Int. 0,74 
   

     Result: 19,79 ± 0,74 
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     Initial tests with 50 kb repository     

     ICN Scenario Bandwidth RTT delay(ms) Time (s) 

          

HTTP From server 300kbit/s 500 8,87 

CCN From server 300kbit/s 500 27,16 

CCN From LAN 300kbit/s 500 14,67 

NetInf From server 300kbit/s 500 47,79 

NetInf From LAN 300kbit/s 500 15,36 

     HTTP From server 100mbit/s 10 1,54 

CCN From server 100mbit/s 10 8,93 

CCN From LAN 100mbit/s 10 8,23 

NetInf From server 100mbit/s 10 9,28 

NetInf From LAN 100mbit/s 10 10,84 
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 XML COMMUNICATION MESSAGES 

In the figures below are the implementation specific parts highlighted. 

 
<?xml version="1.0" encoding="UTF-8" standalone="no"?> 

 

<S:update-report xmlns:S="svn:"> 

 <S:src-path> 

http://server-url:8081/svnj/repository 

 </S:src-path> 

 <S:target-revision>1</S:target-revision> 

 <S:depth>infinity</S:depth> 

 <S:ccn>yes</S:ccn> 

 <S:entry depth="infinity" rev="1" start-empty="true"/> 

</S:update-report> 

Figure B-1: Request messages from SVNKit to SVNJ using CCNx. 

 

<?xml version=’1.0’ encoding=’UTF-8’?> 

<S:update-report xmlns:S=”svn:” 

xmlns:V=”http://subversion.tigris.org/xmlns/dav/” 

xmlns:D=”DAV:” send-all=”true” ccnx=”true”> 

  <S:target-revision rev=”1” /> 

  <S:open-directory rev=”1”> 

    <S:set-prop name=”svn:entry:committed-rev”> 

1 

 </S:set-prop> 

    <S:set-prop name=”svn:entry:committed-date”> 

2010-11-03T15:29:34.334256Z 

 </S:set-prop> 

    <S:set-prop name=”svn:entry:last-author”> 

Unknown 

 </S:set-prop> 

     <S:set-prop name=”svn:entry:uuid”> 

4e8af743-3e0a-471e-b3f7-211301957a92 

 </S:set-prop> 

     <S:add-file name=”B-1ilename”> 

       <S:set-prop name=”svn:entry:committed-rev”> 

1 

 </S:set-prop> 

       <S:set-prop name=”svn:entry:committed-date”> 

2010-10-13T13:54:05.756112Z 
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 </S:set-prop> 

       <S:set-prop name=”svn:entry:last-author”> 

Unknown 

 </S:set-prop> 

       <S:set-prop name=”svn:entry:uuid”> 

4e8af743-3e0a-471e-b3f7-211301957a92 

 </S:set-prop> 

     <S:prop> 

        <V:md5-checksum> 

40c0ade7e954df6e32c0f11a6dd5af27 

  </V:md5-checksum> 

     </S:prop> 

    </S:add-file> 

  </S:open-directory> 

</S:update-report> 

Figure B-2: Response message from SVNJ to SVNKit using CCNx and containing one file. 

 

<?xml version="1.0" encoding="UTF-8" standalone="no"?> 

 

<S:update-report xmlns:S="svn:"> 

 <S:src-path> 

http://server-url:8081/svnj/repository 

 </S:src-path> 

 <S:target-revision>1</S:target-revision> 

 <S:depth>infinity</S:depth> 

 <S:netinf>yes</S:netinf> 

 <S:entry depth="infinity" rev="1" start-empty="true"/> 

</S:update-report> 

Figure B-3: Request message from SVNKit to SVNJ using NetInf 

 

<?xml version='1.0' encoding='UTF-8'?> 

<S:update-report xmlns:S="svn:" 

xmlns:V="http://subversion.tigris.org/xmlns/dav/" 

xmlns:D="DAV:" send-all="true" xmlns:NI="NetInf:" 

netinf="true"> 

  <S:target-revision rev="1" /> 

  <S:open-directory rev="1"> 

    <S:set-prop name="svn:entry:committed-rev"> 

1 

 </S:set-prop> 

    <S:set-prop name="svn:entry:committed-date"> 

2010-11-12T14:33:32.657249Z 

 </S:set-prop> 

    <S:set-prop name="svn:entry:last-author"> 

Unknown 

 </S:set-prop> 

    <S:set-prop name="svn:entry:uuid"> 

4e8af743-3e0a-471e-b3f7-211301957a92 

 </S:set-prop> 

    <S:add-file name="fileName"> 

       <S:set-prop name="svn:entry:committed-rev"> 

1 

 </S:set-prop> 

       <S:set-prop name="svn:entry:committed-date"> 
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2010-11-12T13:40:00.474453Z 

 </S:set-prop> 

       <S:set-prop name="svn:entry:last-author"> 

Unknown 

 </S:set-prop> 

       <S:set-prop name="svn:entry:uuid"> 

4e8af743-3e0a-471e-b3f7-211301957a92 

 </S:set-prop> 

       <NI:InformationObject> 

ni:HASH_OF_PK=05e026ac65a4c185ee161d1cdd01ab86d914127f~HASH_OF

_PK_IDENT=SHA1~VERSION_KIND=UNVERSIONED~UNIQUE_LABEL=server-

url/repository/fileName 

 </NI:InformationObject> 

       <S:prop> 

         <V:md5-checksum> 

a1f1507edfd74bfff821aee182f6d96e 

  </V:md5-checksum> 

       </S:prop> 

    </S:add-file> 

  </S:open-directory> 

</S:update-report> 

Figure B-4:  Response message from SVNJ to SVNKit using NetInf and containing one file. 
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