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Abstract
In the group of people with whom I have worked most closely, we recently attempted to dress
our visionary goal in words: “to learn enough about human face-to-face interaction that we are
able to create an artificial conversational partner that is humanlike”. The “conversational
homunculus” figuring in the title of this book represents this “artificial conversational
partner”. The vision is motivated by an urge to test computationally our understandings of
how human-human interaction functions, and the bulk of my work leads towards the
conversational homunculus in one way or another. This book compiles and summarizes that
work: it sets out with a presenting and providing background and motivation for the long-term
research goal of creating a humanlike spoken dialogue system, and continues along the lines of
an initial iteration of an iterative research process towards that goal, beginning with the
planning and collection of human-human interaction corpora, continuing with the analysis and
modelling of the human-human corpora, and ending in the implementation of,
experimentation with and evaluation of humanlike components for in human-machine
interaction. The studies presented have a clear focus on interactive phenomena at the expense
of propositional content and syntactic constructs, and typically investigate the regulation of
dialogue flow and feedback, or the establishment of mutual understanding and grounding.

iii

Acknowledgements
I will start “from the beginning”. Thanks to Jan Anward, Östen Dahl and
Peter af Trampe, for giving such an inspiring introductory course that I
never fully could tear myself away from linguistics again; to Francisco
Lacerda and Hartmut Traunmüller, for leading the way into phonetics,
for their never-ending enthusiasm, and for being such shining
examples of scientific and experimental rigour; to Benny Brodda and
Gunnel Källgren (†), for all the inspiration, for always being there, and
for pointing out the obvious – that computers should be put to heavy
use in every kind of linguistic work—thus diverting me; and to all the
others at the Stockholm University Department of Linguistics, student
and teacher alike, for making it what it was.
To the original speech group at Telia Research, and in particular to
Johan Boye, Robert Eklund, Anders Lindström, Bertil Lyberg and Mats
Wirén, for showing me the joys of spoken dialogue systems, again
diverting me. To all others at Telia Research back in the day—again, for
making it what it was.
To SRI’s long-defunct Cambridge-branch, and in particular to Manny
Rayner, Ian Levin and Ralph Becket, for being nothing but generous,
helpful and welcoming.
To Rolf Carlson and Björn Granström for running the speech group
at KTH, for being interested, knowledgeable and resourceful always,
and for my final diversion—speech technology. To Rolf Carlson in
particular for allowing me to find my way, for his empathy, and for a
great many fantastic suggestions of places to eat and art to see. To
Anders Askenfelt for navigating the department of speech, music and
hearing through good times and bad times; and to Gunnar Fant (†) for
creating the department in the first place.
v

To Joakim Gustafson for pushing and guiding me, for mind-boggling
code and for mind-boggling ideas. To Mattias Heldner, again for
guidance, for mind-boggling ideas sprinkled with a measure of mild
sanity, and for imparting on me a taste for fine wine. To Jonas Beskow,
for those mind-boggling ideas again, and for always finding a quicker
fix than I thought was possible. To Anna Hjalmarsson, for being able to
make sense of otherwise mind-boggling ideas and for doing meaningful
things with them. To Gabriel Skantze, for being the ideal roommate and
friend, and for always implementing systems and experiments alike
robustly and quickly. To Samer Al Moubayed, Kjell Elenius, Rebecca
Hincks, Kahl Hellmer, David House, Håkan Melin, Magnus Nordstrand,
Sofia Strömbergsson, and Preben Wik for friendship and fruitful
collaboration. To Kjetil Falkenberg and Giampiero Salvi for insights in
many areas, but most importantly for continuous and reliable
information on the progressive rock scene in Stockholm. To all others
at the department for speech, music and hearing for making it what it is.
To Järnvägsrestaurangen, Östra Station, for providing beverages and an
environment suitable for mind-boggling ideas.
To Kornel Laskowski for so many things I would otherwise not have
known. To Julia Hirschberg for sharing her wealth of insights so freely.
To Jens Allwood, Kai Alter, Nick Campbell, Fred Cummins, Anders
Eriksson, Agustìn Gravano, Christian Landsiedel, Björn Lindblom and
Johan Sundberg for rewarding discussions and different points-of-view.
To Nikolaj Lindberg for providing immaculate proof and
commentary under adverse conditions. And to those who have read
and commented: Johan Boye, Rolf Carlson, Jens Eeg-Olofson, Joakim
Gustafson, David House, Marion Lindsay, and Christina Tånnander. As
always, any remaining errors are mine and mine alone.
To Marion Lindsay for original illustrations .
To my parents Pia and Ola, for being ever-supportive and patient.
To Christina Tånnander, for patience, support and insights. And to

vi

friends and acquaintances for putting up with the risk that any given
conversation become a subject of study.
Last but not least, I want to thank everybody who is not listed
here—everyone I’ve worked with or otherwise been in contact with for
the past decade or so. I find this research area thrilling and vibrant—
brimming with passionately curious people with an urge to understand
things and to make things work. The field of human communication is
in truth broad—so much so that grasping over it seems impossible. But
on the upside, this leaves no room for boredom. Each time I turn a new
corner, I find a wealth of new people and new insights. I think thanks
are due to us all for that.

vii

Preamble
I spent the years between 1986 and 1996 working with international
trade in a small, family run company, far from the world of science and
research. During most of those years, I dabbled with studies in
linguistics, phonetics and computational linguistics in my spare time
for enjoyment and out of curiosity. By 1996, I’d become so interested in
human communication that I had no choice but to change careers, and
signed up for a final year at Stockholm University in order to complete
my studies and get a degree in computational linguistics. Before
graduating, I was lucky enough to slip into speech technology through a
job offer, and I’ve been working in the field ever since—a mixed
blessing, perhaps, as project work delayed my graduation nearindefinitely. My first fulltime speech technology job was on Telia
Research’s ATIS project, which was based on their spoken language
translator. I had various tasks, from text processing and labelling to
coding the bridge to the international Amadeus travel information
system, providing the spoken dialogue system with worldwide, live and
authentic data. I then worked at SRI’s Cambridge branch for a few
months i 1998, where I did tree banking and discovered the power of
the Internet from a speech technology point of view: Manny Rainer and
I used the word sequence counts the then-almighty search engine Alta
Vista delivered to build n-gram models for ASR. The tests were
relatively successful: we lowered perplexity, and to my great surprise
obtained reasonable coverage all the way up to seven-grams, then
thought to be virtually unique occurrences unless they belonged to
idioms. Next, I was asked to participate in the development of Adapt, a
multimodal spoken dialogue system allowing users to browse
apartments in downtown Stockholm, at the Centre of Speech
viii

Technology, a centre of excellence in which Telia Research was a
member, hosted by the speech group at KTH Speech, Music and
Hearing. I stayed with that project throughout its duration, working on
all aspects of the development: ASR, dialogue management, parsing,
generation, multimodal synthesis, architecture, and so on. We
performed various user studies, both to test and develop single
components and the system as a whole, and often made comparisons to
how humans would behave in the same situation. This led me to
gradually realise that there are all these fascinating and surprising
things people do in conversation and interaction that I knew little if
anything about—this, incidentally, is still true. Since then I’ve
harboured a fascination for using speech technology and spoken
dialogue systems as tools for investigations of human interaction.
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Backdrop: Publications and contributors
This thesis is a monograph and constitutes original work. At the same
time, it draws on experiences from more than ten years of speech
technology research, much of which made it to print. For whom it may
concern, I list here those of my publications that are included, in part or
nearly in full, in the book. As I have published almost exclusively in
collaboration with others, I describe as best I can the division of work
for each publication. I will also stress that as this book is written from
scratch, no chapter or part is based in its entirety on any one article,
and most articles are relevant for more than one chapter or part. The
following is a listing of articles from which I have drawn material here,
loosely ordered according to the chapter in which they appear, and
with a breakdown of what I contributed to each article at the time of its
writing. Each peer reviewed text bears one of the labels BOOK CHAPTER,
JOURNAL , CONFERENCE , or WORKSHOP , and texts that are not fully peer
reviewed (e.g., reports, demos, abstracts, inter alia) are labelled with
OTHER . In addition, the labels of 10 key publications are formatted
differently, as in Journal .

Chapter 1
Other Jonas Beskow, Jens Edlund, Joakim Gustafson, Mattias
Heldner, Anna Hjalmarsson, Anna & David House (2010):
Research focus: Interactional aspects of spoken face-to-face
communication. This short paper outlines four research projects that
were funded nationally in 2009-2010. The proposals were written by
different constellations from the author list; I was involved in the
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writing of all of them. The paper was largely written collaboratively by
Mattias Heldner and me, with continuous support from the other
authors. The main motivation for my work and for this book coincides
with the motivation and visionary goal presented in the paper.
[Beskow et al., 2010a]
Chapter 2
BOOK CHAPTERS Joakim Gustafson & Jens Edlund (2010): Ask the
experts Part I: Elicitation and Jens Edlund & Joakim Gustafson
(2010): Ask the experts Part 2: Analysis. These are two book chapters
based on a seminar talk Joakim Gustafson and I were asked to present
on the theme linguistic theory and raw sound. The bulk of the talk and
the chapters refer to previously published material, presented from a
new perspective. The rewriting and additions specific to the book
chapters were done collaboratively by Joakim and me. The composition
we used inspired the composition of this book. [Gustafson & Edlund,
2010; Edlund & Gustafson, 2010]
Chapter 6
Journal Jens Edlund, Joakim Gustafson, Mattias Heldner & Anna
Hjalmarsson (2008): Towards human-like spoken dialogue systems.
A discussion of how users may perceive spoken dialogue systems
through different metaphors, and the effect this may have on spoken
dialogue system design decisions. The article focuses humanlike
systems—systems aiming for a human metaphor, in the terminology af
the article. The discussion was written by me and commented, edited
and proofed by the co-authors. The article uses material from
publications as well as some previously unpublished findings as
examples. These texts were largely written or adapted by me, with
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ample support from my co-authors. The origin of the adapted data is
noted as required throughout the article. Much of the reasoning in the
article is included in Chapter 6. [Edlund et al., 2008]
WORKSHOP Jens Edlund, Mattias Heldner & Joakim Gustafson
(2006): Two faces of spoken dialogue systems. This text was
prepared for a special session on spoken dialogue systems. It is the
seed for Edlund et al. (2008). I did most of the writing, in close
collaboration with Mattias and Joakim. [Edlund et al., 2006]
CONFERENCE Joakim Gustafson, Linda Bell, Jonas Beskow, Johan
Boye, Rolf Carlson, Jens Edlund, Björn Granström, David House &
Mats Wirén (2000): AdApt—a multimodal conversational dialogue
system in an apartment domain. This text describes the goals for the
AdApt project. My part in this paper is minor; limited to some proofing,
discussions and participation in project planning. My subsequent part
in the AdApt project is more substantial, and involved all aspects of the
project, ranging from design and coding to data collection,
experimentation and administration. [Gustafson et al., 2000]
CONFERENCE Jens Edlund, Gabriel Skantze & Rolf Carlson (2004):
Higgins—a spoken dialogue system for investigating error
handling techniques. A paper describing the Higgins spoken dialogue
system and platform. The writing is adapted by Gabriel and me
collaboratively from earlier texts by all authors. The initial project
planning and requirements, as well the early component, protocol, and
architecture design, was done in collaboration by Gabriel and me under
Rolf’s supervision. Most of the subsequent component implementation
has been undertaken by Gabriel. Rolf has led the project throughout.
[Edlund et al., 2004]
WORKSHOP Gabriel Skantze, Jens Edlund & Rolf Carlson (2006):
Talking with Higgins: Research challenges in a spoken dialogue
system. A later version describing work in the Higgins project. The
paper is written largely by Gabriel, with comments, editing and proof
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from Rolf and me. The division of work in the project is described
under Edlund et al. (2004). [Skantze et al., 2006a]
WORKSHOP Jens Edlund & Anna Hjalmarsson (2005): Applications
of distributed dialogue systems: the KTH Connector. This paper
describes a spoken dialogue system domain and a demonstrator. The
text is written by me with assistance from Anna, the demonstrator was
coded by me and Anna using several Higgins components implemented
by Gabriel Skantze and a few custom components. [Edlund &
Hjalmarsson, 2005]
BOOK CHAPTER Jonas Beskow, Rolf Carlson, Jens Edlund, Björn
Granström, Mattias Heldner, Anna Hjalmarsson & gabriel Skantze
(2009): Multimodal Interaction Control. This text summarizes work
undertaken by the authors in the CHIL project. It consists mainly of
adaptations from reports and publications (as duly noted in the text),
and was written, adapted or edited by me, assisted by the other
authors. [Beskow et al., 2009a]
CONFERENCE Jonas Beskow, Jens Edlund, Björn Granström, Joakim
Gustafson, Gabriel Skantze & Helena Tobiasson (2009): The
MonAMI Reminder: a spoken dialogue system for face-to-face
interaction. A system description. The text is written chiefly by Gabriel
with assistance from me and the other authors. My involvement is the
system is limited, and involves mainly discussions and planning.
[Beskow et al., 2009b]
Chapter 8
Conference Jens Edlund, Jonas Beskow, Kjell Elenius, Kahl Hellmer,
Sofia Strömbergsson & David House (2010): Spontal: a Swedish
spontaneous dialogue corpus of audio, video and motion capture.
This is the latest paper describing the Spontal project and corpus. The
text—to some extent adapted from previous reports—is written by me,
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with comments, additions and proof by my co-authors (who also
constitute the remainder of the project team). David House is the
project leader and headed the project proposal. I took an active part in
the proposal writing and have been the main researcher in the project
since its inauguration, with responsibilities ranging from technical
design and setup, through scenario design, practical handling of
virtually all recordings and subjects, to post-processing of the data.
[Edlund et al., 2010a]
BOOK CHAPTER Jonas Beskow, Jens Edlund, Björn Granström,
Joakim Gustafson & David House (2010): Face-to-face interaction
and the KTH Cooking Show. This is a book chapter based in a series of
talks at summer schools the authors undertook in 2009. The talks
contained background lectures by David House and Björn Granström,
and hands-on sessions developed and managed jointly by Jonas
Beskow, Joakim Gustafson, and me. The book chapter also contains
lessons learned from the Spontal corpus recordings. The text is largely
written by me, with ample support from all co-authors. [Beskow et al.,
2010b]
CONFERENCE Jens Edlund & Jonas Beskow (2010): Capturing
massively multimodal dialogues: affordable synchronization and
visualization. This short demo paper presents two affordable
synchronization aids developed in the Spontal project—a turntable and
an electronic clapper. Both tools were designed and developed by Jonas
Beskow and me in collaboration, with assistance from Markku
Haapakorpi and Kahl Hellmer. They have been tested through
extensive use, mainly by me. [Edlund & Beskow, 2010]
CONFERENCE Rein Ove Sikveland, Anton Öttl, Ingunn Amdal,
Mirjam Ernestus, Torbjørn Svendsen & Jens Edlund (2010):
Spontal-N: A Corpus of Interactional Spoken Norwegian. This paper
describes Spontal-N, a speech corpus of interactional Norwegian. The
corpus is part of the Marie Curie research training network S2S. The
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Spontal-N dialogues were recorded by Rein Ove and me using the
Spontal studio, setup, and recording equipment. My role in the
subsequent handling of the data as well as with writing the article is
minimal, limited to matters regarding the recording setup. [Sikveland
et al., 2010]
Workshop Catharine Oertel, Fred Cummins, Nick Campbell, Jens
Edlund & Petra Wagner (2010): D64: a corpus of richly recorded
conversational interaction. This work describes the D64 corpus. The
writing is largely Fred Cummins’, with cheerful support from the rest of
the authors. Nick Campbell and I did most of the work designing,
setting up, and documenting the recording location, with support and
feedback from the other authors. Nick managed most of the audio, I
handled the motion capture, and we both worked on the video. All
authors except Petra Wagner, who was unfortunately unable to make it,
participated in the recordings per se. I bought the wine. I have had only
little involvement regarding the arousal and social distance variables
discussed in the article, but find them highly interesting. [Oertel et al.,
2010]
Chapter 10
CONFERENCE Jens Edlund & Mattias Heldner (2006): /nailon/—
software for online analysis of prosody. A description of online
prosodic analysis. Broadly, coding and audio analysis was done by me,
statistical analysis by Mattias, and the all writing and design—of
software as well as experiments—in close collaboration. [Edlund &
Heldner, 2006]
BOOK CHAPTER Jens Edlund & Mattias Heldner (2007):
Underpinning /nailon/—automatic estimation of pitch range and
speaker relative pitch. Contains validation for the use of semitone
transforms when modelling pitch range. Broadly, coding and audio
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analysis was done by me, statistical analysis by Mattias, and the all
writing and design—of software as well as experiments—in close
collaboration. [Edlund & Heldner, 2007]
Chapter 11
Journal Jens Edlund & Mattias Heldner (2005): Exploring prosody
in interaction control. This article investigates the use of pitch to
make decisions about when to commence speaking. The code was
written by me, the design and execution was a collaborative effort, as
was the writing. Mattias Heldner did the bulk of the background
research and the statistics. [Edlund & Heldner, 2005]
BOOK CHAPTER Jens Edlund, Mattias Heldner & Joakim Gustafson
(2005): Utterance segmentation and turn-taking in spoken
dialogue systems. The text describes several preliminary experiments
where prosodic features are used to categorize speech-to-silence
transitions. The experiments are conducted on previously recorded
data as noted in the text. The prosodic analysis was coded by me;
experiments and the writing were all done collaboratively by all three
authors. This is preliminary work which is developed further in later
publications, but the text contains mention of the impact on
applications. [Edlund et al., 2005a]
JORUNAL Mattias Heldner & Jens Edlund (2010): Pauses, gaps and
overlaps in conversations. This article presents distribution analyses
of pause, gap and overlap durations in several large dialogue corpora.
Mattias Heldner did the lion’s share of all work involved, and my
contribution is limited to many long discussions and a fair amount of
collaborative writing. [Heldner & Edlund, 2010]
WORKSHOP Jens Edlund, Mattias Heldner & Antoine Pelcé (2009):
Prosodic features of very short utterances in dialogue. Presents
bitmap clusters—a novel type of visualization of prosodic data. Also
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introduces the idea to use very short utterances, auxiliary category
based on duration and voicing thresholds, in lieu of backchannels. The
F0 extractor used here was implemented by Antoine. The idea and
implementation of the bitmap clusters are mine. The idea to use very
short utterances and the design of the experiments are Mattias and
mine in close collaboration. Audio analysis was done by me and
labelling by Mattias and me. Statistical analysis was done by Mattias.
The text was written largely by me, with ample support from Mattias.
[Edlund et al., 2009a]
WORKSHOP Mattias Heldner, Jens Edlund, Kornel Laskowski &
Antoine Pelcé (2009): Prosodic features in the vicinity of pauses,
gaps and overlaps. Uses bitmap clusters—a novel type of
visualization—to illustrate F0 patterns in speech preceding silence.
The F0 extractor used was implemented by Antoine. The audio analysis
was done by me. The design of the interaction model used is
collaborative work by Mattias and me. The fundamental frequency
spectrum work is by Kornel. The bitmap clusters were designed and
implemented by me. Finally the writing was done collaboratively by
Mattias and me, with much help from Kornel. [Heldner et al., 2009]
CONFERENCE Kornel Laskowski, Mattias Heldner & Jens Edlund
(2009): Exploring the prosody of floor mechanisms in English using
the fundamental frequency variation spectrum. Describes
experiments where we attempt to use the frequency variation
spectrum to classify floor mechanisms. The frequency variation
spectrum analysis was designed and implemented by Kornel, as was
the classifier. Kornel also did the bulk of the writing. Mattias and my
roles were basically limited to discussions and advice, editing,
commentary and proof. [Laskowski et al., 2009a]
CONFERENCE Kornel Laskowski, Jens Edlund & Mattias Heldner
(2008). An instantaneous vector representation of delta pitch for
speaker-change prediction in conversational dialogue systems.
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Describes experiments to use the frequency variation spectrum to
predict speaker changes in dialogue. The frequency variation spectrum
analysis was designed and implemented by Kornel, as was the classifier.
Kornel also did the bulk of the writing. Mattias and my roles were
basically limited to discussions and advice—in particular concerning
the conversational aspects—and editing, commentary and proof.
[Laskowski et al., 2008a]
CONFERENCE Kornel Laskowski, Jens Edlund & Mattias Heldner
(2008). Learning prosodic sequences using the fundamental
frequency variation spectrum. Describes the use of the frequency
variation spectrum for learning. The frequency variation spectrum
analysis was designed and implemented by Kornel, as was the classifier.
Kornel also did the bulk of the writing. Mattias and my roles were
basically limited to discussions and advice and editing, commentary
and proof. [Laskowski et al., 2008b]
WORKSHOP Kornel Laskowski, Mattias Heldner & Jens Edlund
(2010): Preliminaries to an account of multi-party conversational
turn-taking as an antiferromagnetic spin glass. This paper describes
a model for speech/non-speech patterns in multiparty conversations.
The idea and design of the model comes from Kornel, who also did the
bulk of the writing, assisted by Mattias and me in equal parts.
[Laskowski et al., 2010]
CONFERENCE Kornel Laskowski & Jens Edlund (2010): A Snack
implementation and Tcl/Tk interface to the fundamental frequency
variation spectrum algorithm. One of several articles describing the
fundamental frequency spectrum and its uses. The writing, the
underlying math, and the implementation should all be attributed to
Kornel, and my work is strictly limited to discussions, proof and minor
advice. [Laskowski & Edlund, 2010]
CONFERENCE Kornel Laskowski, Mattias Heldner & Jens Edlund
(2009): A general-purpose 32 ms prosodic vector for Hidden
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Markov Modeling. This paper contains the most general and complete
description of the fundamental frequency spectrum. The design and
implementation, as well as the bulk of the writing was done by Kornel,
with Mattias and me acting as advisors, mainly in questions relating its
use for analysis of conversational speech. [Laskowski et al., 2009b]
CONFERENCE Kornel Laskowski, Matthias Wölfel, Mattias Heldner
& Jens Edlund (2008). Computing the fundamental frequency
variation spectrum in conversational spoken dialogue systems. This
papers discusses details of the fundamental frequency variation
spectrum. The bulk of the work, including the design and
implementation in its entirety and most of the writing, was done by
Kornel, with the rest of the authors taking advisory roles. [Laskowski et
al., 2008c]
Conference Jens Edlund, Mattias Heldner & Julia Hirschberg
(2009): Pause and gap length in face-to-face interaction. Searches
for inter-speaker similarities in pause and gap length in dialogue. The
idea and the design is mainly mine, but evolved with much help from
Mattias and Julia. The audio processing was done by me, and the
statistical analysis by Mattias. The writing was done by Mattias and me
in collaboration, with much assistance from Julia. [Edlund et al., 2009b]
Conference Mattias Heldner, Jens Edlund & Julia Hirschberg
(2010): Pitch similarity in the vicinity of backchannels. This paper is
the result of a research visit to Colombia Mattias Heldner and I
undertook in the spring of 2010. Together with Julia Hirschberg, and
with keen assistance from Augustin Gravano, we investigated interspeaker similarities in the Columbua Games corpus. The work took
place collaboratively, with daily discussions between all authors. The
corpus was collected at beforehand at Columbia. We used annotations
by Augustin Gravano for much of the analyses. I reanalysed parts of the
data acoustically and Mattias Heldner did most of the statistical
analysis. The writing was a joint effort. [Heldner et al., 2010]
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WORKSHOP Jens Edlund, Mattias Heldner, Samer Al Moubayed,
Agustín Gravano & Julia Hirschberg (2010): Very short utterances
in conversation. Examines the overlap between the very short
utterance category introduced in Edlund et al. (2009a) and utterances
labelled as backchannels in the Columbia Games Corpus. The analysis
was done by Mattias and me in collaboration; the writing by me with
much help from Mattias and with input from all authors. Labelling and
information about the data was provided by Augustín and Julia, who
also provided supervision throughout. Samer performed the included
machine learning experiment. [Edlund et al., 2010b]
Chapter 12
CONFERENCE Jens Edlund, David House & Gabriel Skantze (2005):
The effects of prosodic features on the interpretation of clarification
ellipses. This paper describes an perception test examining the effect
of pitch contour on the interpretation of monosyllabic utterances. The
idea and experiment design were conceived by all authors in
collaboration. David created the stimuli, I coded the test, Gabriel and I
ran it. The analysis and writing were done in collaboration. [Edlund et
al., 2005b]
Conference Gabriel Skantze, David House & Jens Edlund (2006):
User responses to prosodic variation in fragmentary grounding
utterances in dialogue. A follow-up to Edlund et al. (2005b), in which
a dialogue environment is used instead of a perception test, and user
response times are taken as an indicator of how they perceive stimuli.
The idea and experiment design are joint work, the Wizard-of-Oz
system was designed and coded by me, and the tests were executed by
Gabriel and me. Analysis and writing was again done in collaboration.
[Skantze et al., 2006b]
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WORKSHOP Åsa Wallers, Jens Edlund & Gabriel Skantze (2006). The
effects of prosodic features on the interpretation of synthesized
backchannels. This paper reuses intonation patterns from Edlund et al.
(2005b) on synthesized feedback responses. The work was done by
Åsa under my supervision. The text is Åsa’s exam work, adapted to
article format by me. [Wallers et al., 2006]
BOOK CHAPTER Jonas Beskow, Jens Edlund & Magnus Nordstrand
(2005): A model for multi-modal dialogue system output applied to
an animated talking head. This paper describes a formalism for
describing multimodal dialogue system output. The text is written
largely by me, with ample assistance from the other authors. The
formalism in itself was drafted by Jonas and refined by all authors, who
were also all involved in implementing systems able to generate,
encode, decode and render using the formalism. The formalism makes
a clear distinction between transient events on the one hand and states
that extend over time on the other, which is useful for analysis as well
[Beskow et al., 2005]
WORKSHOP Joakim Gustafson & Jens Edlund (2008): expros: a
toolkit for exploratory experimentation with prosody in customized
diphone voices. This paper describes a toolkit and a method for stimuli
generation, recording of speech prosody analysis synthesis through
and stimuli generation. The idea and design is a collaboration between
Joakim and me, but Joakim implemented most of the code—my part is
limited to some transforms and smoothing algorithms. The writing was
done in close collaboration. [Gustafson & Edlund, 2008]
BOOK CHAPTER Mattias Heldner, Jens Edlund & Rolf Carlson (2006):
Interruption impossible. Most of the work was done in collaboration
between Mattias Heldner and me. Rolf Carlson was invaluable as an
advisor and in the process of writing the work up. [Heldner et al., 2006]
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Chapter 13
Journal Jens Edlund & Jonas Beskow (2009): MushyPeek – a
framework for online investigation of audiovisual dialogue
phenomena. This is a description of an experiment framework in
which human conversational behaviour is manipulated in realtime in
order to study the results, with a pilot test for proof-of-concept. In this
book, it is presented as an advanced method for analysis and theory
testing. The work behind the paper is substantial: The talking head
used in the experiments is an adaptation of SynFace, and was
implemented by my co-author. The inter-process communication is
based on the CTT Broker, with adaptations by me. The audio
processing is a Snack based module implemented by myself, as are the
remaining modules for decision-making and logging. The framework
design was done in collaboration between me and my co-author. The
data analysis was largely done by me, as was the bulk of the writing,
although the text has been edited by both authors a number of times.
[Edlund & Beskow, 2009]
Workshop Jens Edlund & Magnus Nordstrand (2002): Turn-taking
gestures and hour-glasses in a multi-modal dialogue system. This
paper describes gestural stimuli creation and testing, and an
experiment in the AdApt spoken dialogue system. Three configurations
which signalled that the system was busy or paying attention were
used. The work behind this paper is substantial: The stimuli creation
was done by Magnus, the software used to run plenary perception tests
on the stimuli was coded by me for Granström et al. (2002) and
adapted for this study. The pre-test was done by Magnus and me in
collaboration. The data collection in itself—recruiting of subjects—
setting up and managing recordings, administering the data—was
managed by me, with ample assistance from Magnus and Anna
Hjalmarsson. The AdApt system is the result of a large project with
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many developers (see Gustafson et al., 2000). Most of the code specific
to this data collection and to this experiment (e.g., all levels of logging,
interaction management, gesture control) was done by me. The
experimental design is mine, but evolved in collaboration with Magnus.
The analysis was done mainly by me, and the writing was collaborative.
[Edlund & Nordstrand, 2002]
WORKSHOP Anna Hjalmarsson & Jens Edlund (2008): Humanlikeness in utterance generation: effects of variability. This is work
almost entirely by Anna Hjalmarsson; my role is limited to continuing
discussions and editing. [Hjalmarsson & Edlund, 2008]
WORKSHOP Joakim Gustafson, Mattias Heldner & Jens Edlund
(2008): Potential benefits of human-like dialogue behaviour in the
call routing domain. This is an analysis of the effects of introducing
utterances such as “hello”, “mm” and “okay” in a spoken dialogue
system. It is used here as an example of possible evaluation methods
for humanlikeness in spoken dialogue systems. My role in this work is
minor—the data was collected at Telia Research by my co-authors and
others, and the analysis is mainly by Joakim Gustafson. I took an active
part in the writing up of the paper, and was involved in continuous
discussions on the work throughout. [Gustafson et al., 2008]
Chapter 14
WORKSHOP Jens Edlund, Joakim Gustafson & Jonas Beskow (2010):
Cocktail – a demonstration of massively multi-component audio
environments for illustration and analysis. This is an abstract for a
demo of audio software based on an idea that Joakim Gustafson, Jonas
Beskow and I had more or less by coincidence. The implementation
described is mine, and the paper is written largely by me. The idea has
developed over time through discussions between the three of us.
[Edlund et al., 2010c]
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Backdrop: Projects and collaborations
More or less throughout the process that led up to this book, and some
time before that, I have worked in research projects. It seems only fair
that they get separate mention, as the research environment provided
by KTH Speech, Music and Hearing would could not have been
maintained without these projects, and they have further provided me
with access to materials, information, and most of all fellow
researchers without whom my work would not have been possible.
 The projects AdApt, CTT Broker, Centlex, and Higgins within the
Centre for Speech Technology, VINNOVA (Swedish Agency for
Innovation Systems; previously NUTEK) funded Swedish
Competence Centre hosted by KTH Speech, Music and Hearing.
 The European Commission's Sixth Framework Programme
Integrated Project CHIL (Computers in the Human Interaction
Loop; IP506909).
 The European Commission's Sixth Framework Programme
Integrated Project MonAMI (Mainstreaming on Ambient
Intelligence; IP035147).
 The European Cooperation in the Field of Scientific and Technical
Research actions COST 2102 (Cross-modal analysis of verbal and
non-verbal communication) and COST 278 (Spoken language
interaction in telecommunication).
 The Swedish Research Council funded
Error and
miscommunication in human-computer dialogue (2001-4866).
 The Swedish Research Council funded project What makes
conversation special? (2006-2172).
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 The Swedish Research Council funded project Spontal
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 The Swedish Research Council funded project The rhythm of
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In addition, although I have not received funding from the following
projects, I have benefitted from insights and collaboration from the
proposal writing stage and onwards.
 The European Commission's Sixth Framework Programme STREP
IURO (Interactive Urban Robot; STREP248314).
 The Swedish Research Council project Intonational variation in
questions in Swedish (2009-1764).
 The Swedish Research Council project Introducing interactional
phenomena in speech synthesis (2009-4291).
 The Swedish Research Council project Large-scale massively
multimodal modelling of non-verbal behaviour in spontaneous
dialogue (2010-4646).
 The Riksbankens Jubileumsfond funded Prosody in conversation
(P09-0064:1-E).
Finally, I have part-taken in activities and drawn on the resources of
the following networks:
 The pan-European community CLARIN (Common Language
Resources and Technology Infrastructure)
 The EC-funded Marie Curie Research Training Network S2S
(Sound to Sense; MC-RTN).
I am also grateful that I have been given the opportunity work with a
variety of companies and academic partners in smaller-scale but
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equally rewarding collaborations, from proposal writings to specific
investigations. I will limit the list to those collaborations that lead to
fruition in terms of publications:
 Telia Research (known under a host different names since the
time I worked for them, perhaps most notoriously Telia Search)
in Stockholm.
 Carnegie Mellon University in Pittsburgh.
 Columbia University in New York.
 Trinity College in Dublin.
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Terminology
In the 1930s, Eugen Wüster began work aiming at a standardized
scientific language. Although influential—Wüster’s work laid the
foundation for the discipline of terminology—to date far from all
scientific disciplines boast a homogenous and widely accepted
terminology. In many disciplines the same term can mean quite
different things from one year to another, or indeed from one paper to
another. Würster’s prescriptive goals have been challenged as
unrealistic (for an overview of Würster’s work and the recent
controversy, see Cabré, 2003), and his ideas of standardization have
failed to achieve real impact scientific term usage. This is perhaps not
so surprising. As the terminology of a discipline gets increasingly
entangled over time, researchers understandably feel the need to
create their own terms, or change the meaning of currently used terms,
to mean exactly what they mean to say. Standardization requires that
there are well-defined concepts that are static over time—something
that will not be the case at the cutting edge of research in any discipline.
The disciplines and areas relevant for this thesis—speech
technology, the study of face-to-face interaction and spoken dialogue
system development—are all relatively new and heavily crossdisciplinary by nature. An effect of this is the incorporation of terms
from a great number of fields, which creates large overlaps and makes
perhaps for more confusing terminology than what we would find in
the average research field. As an illustration, the phenomenon that
interlocutors become more similar to each other during a conversation
has been described under different terms in a wide range of disciplines.
These terms and many others denote, in part, the same underlying
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phenomenon, but they each come associated with their own theory as
well.
These issues are not merely cosmetic. Choosing one out of several
terms displays a preference for the corresponding theory, and the
choices we make can have a profound effect on how we design and
execute investigations, and consequently on their results. If we, for
example, gather statistics on turn duration, the results will vary greatly
depending on whether a turn is delimited by any silence, by
syntactically/semantically defined criteria, or by something else, and
whether we take vocalizations such as “mm” or “mhm” to be turns or
not has an equally great effect. This may seem obvious, yet the
information is not always present in presentations of turn length, nor
can it be deduced reliably from the word “turn”.
I do not know how to resolve the situation and have no ambition to
sort it out—the task is far beyond my capabilities. I do however have
the ambition to treat the concepts consistently, in the following
manner:
1. Important concepts are defined on first use. The definitions are
also noted briefly here, ordered alphabetically with a reference
to the page where the term is first used.
2. A few concepts for which there are particularly many terms are
discussed at some length here.
3. A few concepts that are not used in the book outside of
references, and that I find particularly difficult, are discussed at
some length here.
4. I will sometimes refer to dictionary meanings, and unless
otherwise stated, these meanings are taken from Longman
Dictionary of Contemporary English1.

1

http://www.ldoceonline.com/, last downloaded 2011-01-29.
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Backchannels (p. 99). These brief utterances, typically “yeah” and “ok”
and words traditionally not found in lexica, such as “m”, “mhm“ and
“uh-huh”, are known in the literature as backchannels, continuers, or
feedback. They have important communicative and interactive
functions, but are notoriously hard to define. I will use “backchannel”
as a catchall category for them unless otherwise stated, because I, like
Ward & Tsukahara (2000), find the term relatively neutral.
Convergence. See Synchrony and convergence.
Conversational homunculus (section 1.1): an embodied, situated,
artificial conversational partner partaking in human interaction in lieu
of a human.
Ecological validity (p. 107). The degree to which an experimental
situation is representative for the real-life situation the experiment is
supposed to investigate. Similar terms include mundane realism.
Gap. See Pauses, gaps and overlap.
Human interaction (section 1.1). In the context of this book, this is
short for spoken collaborative and conversational human face-to-face
interaction, unless otherwise explicitly stated.
Humanlike (p. 107). I will use the term humanlike to refer to system
behaviours that are similar to the corresponding human behaviours, to
components producing such behaviours, and to systems that behave in
a manner similar to how humans behave, in a given context.
Terms with related meaning include anthropomorphic, spontaneous,
intuitive, natural, naturalistic. Out of these, I find “natural” problematic.
Spoken dialogue system research often has the explicit goal to achieve
more “natural” interaction. On January 29th 2011, a Google search
for ”natural spoken dialogue system” yielded 10 900 hits, and each hit
on the first page referred to a scholarly article. To me, the term is
problematic, and something of a pet peeve. Dictionary meanings
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include “existing in nature and not caused, made, or controlled by
people” and “normal and as you would expect”. The first one is
obviously not true about a spoken dialogue system, but could perhaps
be used about the language used by the system. But what is a spoken
dialogue system that does not speak natural language? The second one
is clearly context dependent—expectations vary with the situation, and
many people expect nothing but the worst from spoken dialogue
systems. Although the term is very rarely defined, it seems generally to
be taken to mean “more like human-human interaction”. For example,
Boyce (1999) talks about “natural dialogue design” meaning “modeling
the automated dialogue from the live operators’ speech” (p. 60), Boyce
(2000) says “the act of using natural speech as input mechanism makes
the computer seem more human-like”, and Jokinen (2003) talks about
“computers that mimic human interaction”. For this meaning, I find
“humanlike” a more straightforward term. Outside of quotes, I will not
use the term “natural”.
Humanlike spoken dialogue system (section 1.3). Refers to a spoken
dialogue system that is evaluated with respect to how similar its
behaviour is to that of a human interlocutor.
Inter-speaker similarity (section 11.6). A neutral, theory independent
term for similarity between interlocutors. See also Synchrony and
convergence.
Overlap. See Pauses, gaps and overlap.
Pauses, gaps and overlaps (section 7.4). The terms come from Sacks
et al. (1974). A pause is silence within a speaker’s speech. For the
operationally defined stretch of silence, I use within-speaker silence
(WSS; see section 10.4.1). A gap is silence between one speaker’s
speech and another’s. For the operationally defined stretch of silence, I
use between-speaker silence (BSS; see section 10.4.1). An overlap is
simultaneous speech starting with one single speaker and ending with
another single speaker. For the operationally defined stretch of
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overlapping speech, I use between-speaker overlap (BSO; see section
10.4.1). Sacks et al. (1974) did not posit a term for the remaining
logical combination, simultaneous speech starting and ending with
speech from the same single speaker, but operationally defined stretch
of overlapping speech, I use within-speaker overlap (WSO; see section
10.4.1).
Silences and overlaps in conversations have received a lot of
attention, and a large number of terms have been coined for very
similar concepts, and especially so for silences at speaker changes.
Sacks et al. (1974) distinguished between three kinds of acoustic
silences in conversations: pauses, gaps, and lapses. This classification
was based on what preceded and followed the silence in the
conversation, and on the perceived length of the silence. Pauses, in this
account, referred to silences within turns; gaps were used for shorter
silences between turns or at possible completion points (i.e. at
transition-relevance places or TRPs); and lapses was used for longer
(or extended) silences between turns. However, the classification was
complicated by the fact that the right context of the silence was also
taken into account. For example, a silence followed by more speech by
the same speaker would always be classified as a pause; also if it
occurred at a TRP. Although this situation was not mentioned in the
text, it seems fair to assume that any silence followed by a speaker
change would be classified as a gap or a lapse also when it did not
occur at a TRP. Hence, gaps and lapses could in practice only occur
when there was a speaker change. There is also the possibility of
speaker changes involving overlaps or no-gap-no-overlaps, which were
the terms used by Sacks et al. (1974).
In addition to gaps, it seems that just about any three-way
combination of (i) inter/between, (ii) turn/speaker, and (iii)
silences/pauses/intervals/transitions have been used for concepts
similar to gaps and duration of gaps at some point in time (e.g., Bull,
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1996; Roberts et al., 2006; ten Bosch et al., 2005; ten Bosch et al., 2004).
Other closely related terms include (positive) response times (Norwine
& Murphy, 1938), alternation silences (Brady, 1968), switching pauses
(Jaffe & Feldstein, 1970), (positive) switch time or switch pauses
(Sellen, 1995), transition pauses (Walker & Trimboli, 1982), (positive)
floor transfer offsets (de Ruiter et al., 2006), or just silent or unfilled
pauses (e.g., Campione & Veronis, 2002; Duncan, 1972; Maclay &
Osgood, 1959; Weilhammer & Rabold, 2003)
Pauses and overlaps do not seem to have as many names, but the
alternative terms for overlaps or durations of overlaps include, at least,
double talking and (negative) response times (Norwine & Murphy,
1938), double talk and interruptions (Brady, 1968), simultaneous
speech (Jaffe & Feldstein, 1970), (negative) switch time or switch
overlaps (Sellen, 1995), and (negative) floor transfer offsets (de Ruiter
et al., 2006). Apparently, there is two ways of treating gaps and
overlaps in the previous literature. Either gaps and overlaps are
treated as entirely different “creatures”, or they are conceptualized as
two sides of a single continuous metric (with negative values for
overlaps, and positive values for gaps) that measures the relationship
between one person ending a stretch of speech and another starting
one (de Ruiter et al., 2006; Norwine & Murphy, 1938; Sellen, 1995).
Regarding the terminology for pauses (in the sense of silences or
durations of silences within the speech of one speaker) finally, these
have also been called resumption times (Norwine & Murphy, 1938)
and the slightly expanded version within-speaker pauses.
On a side note, while many of these terms superficially appear to
presuppose the existence of turns or a conversational “floor”, studies
involving larger scale distribution analyses of such durations have
typically defined their terms operationally in terms of stretches of
speech ending in a speaker change, rather than stretches of speech
ending in a transition-relevance place (cf. ten Bosch et al., 2005).
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Spoken dialogue system (section 1.3). In this book, a spoken dialogue
system consistently refers to any machine or computer that uses
speech to communicate with its users.
Synchrony and convergence (section 11.6). Two streams of events
are synchronous when they “happen at the same time or work at the
same speed” and they converge when they “come from different
directions and meet” (cf. Longman Dictionary of Contemporary
English). I use these as neutral descriptions of inter-speaker similarity,
a phenomenon that has been observed in a great many fields of
research and that has been given a large number of names. Examples
include entrainment (Brennan, 1996), alignment (Pickering & Garrod,
2004), coactivasion (Allwood, 2001), coordination (Niederhoffer &
Pennebaker, 2002), imitation (Tarde, 1903), priming (Reitter et al.,
2006; Pickering & Garrod, 2004), accommodation (Tajfel, 1974; Giles et
al., 1992), convergence (Pardo, 2006), interspeaker influence (Jaffe &
Feldstein, 1970), output-input coordination (Garrod & Anderson, 1987),
(partner-specific) adaptation and audience design (Brennan et al., 2010),
mirroring (Rizzolati & Arbib, 1998), and interactional synchrony
(Condon & Ogston, 1967). I have also encountered behavioural
entrainment, linguistic style matching, mimicry, congruence, attunement,
matching, and reciprocity. In many cases, if not most, a particular term
has been associated with a specific theory, at least in some instances of
its use.
Talkspurt (p. 87). A Norwine & Murphy talkspurts “is speech by one
party, including her pauses, preceded and followed, with or without
intervening pauses, by speech of the other party perceptible to the one
producing the talkspurt” (Norwine & Murphy, 1938), and a Brady
talkspurt is a sequence of continuous speech activity from a speaker
flanked by silences from the same speaker (Brady, 1968). I share the
opinion of Traum & Heeman (1997) that the best units for dialogue
systems are the very same ones that humans use. For lack of a better
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definition, however, the studies here take the talkspurt as their
utterance unit, and “talkspurt” should be taken to mean “Brady
talkspurt” unless “Norwine & Murphy talkspurt” is stated explicitly.
Related terms include utterance, turn, sentence, utterance unit, interpausal unit (IPU).
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PART I

Preliminaries

1

2

CHAPTER 1

KEY CONCEPTS INTRODUCED

IN THIS CHAPTER

Introduction

›

THE VISION

›

THE MOTIVATION

›

THE LONG-TERM GOAL

›

THE EMPIRICAL METHODOLOGY

›

CONVERSATIONAL HOMUNCULUS (1.1)

›

HUMAN INTERACTION (1.1)

›

HUMANLIKE SPOKEN DIALOGUE SYSTEMS (1.3)

›

DOMAIN, BEHAVIOURAL FEATURES and
SIMILARITY METRICS (1.3)

›

ITERATIVE RESEARCH PROCESS with PLANNING,
ANALYSIS, MODELLING, IMPLEMENTATION,
EXPERIMENTATION and EVALUATION (1.4)

3

1.1 The conversational homunculus
A vision has crystallised in the group of people with whom I work most
closely. We recently attempted to dress it in words: “to learn enough
about human face-to-face interaction that
I recently found myself
we are able to create an artificial concooped up with a group
versational partner that is humanlike”
of colleagues from KTH
(Beskow et al., 2010a, p. 7). The
and the mandatory
“conversational homunculus1” figuring in
external organizational
the title of this book represents this
psychologist
for
48
“artificial conversati
onal partner”.
hours. It was all nice
We then borrow a phrase from Justine
enough, although I recall
Cassell to define “humanlike” in this
little of what was said. I
context: something that “acts human
do however remember
enough that we respond to it as we
clearly the psychologist
respond to another human” (Cassell,
stating the two most
2007, p. 350). This vision is strong with
important properties in
us and builds directly on a long tradition
a good vision: that it be
at the speech group at KTH, and although
inspiring and that it be
it goes without saying that the speech
unobtainable.
group makes room also for other visions,
the bulk of my own work leads, one way
or another, towards the conversational homunculus. This book brings
that work together.
Like every good vision, ours lies distant on the horizon—possibly
beyond our reach. For this reason, visions are ill-suited as goals.
Instead, the vision is a beacon that guides the way and provides the
theme. In the following, I will divide this theme into more manageable

1From dictionary.com: ho·mun·cu·lus /həˈmʌŋkyələs, hoʊ-/ –noun, plural –li /-ˌlaɪ/ an
artificially made dwarf, supposedly produced in a flask by an alchemist. The more traditional
dictionaries carry definitions of homunculus, too, but none as amusing as this.
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questions. And although I will narrow the scope of each of these down
considerably, they may still be too wide. In my defence, I think it is
difficult to examine subject matters of great complexity, such as human
conversation, depth-first. Instead, I have taken a breadth-first approach
with the intention to provide a foundation from which systematic
progress is possible. The vision is phrased explicitly in Assertion 1.
Assertion 1: the vision
To learn enough about collaborative spoken human face-to-face interaction that we are able to create the conversational homunculus—an
artificial conversational partner that acts human enough that we respond to it as we would respond to another human.

A few additional comments on the wording of the vision and the
theme of the book are in order. As stated in the title, the “human faceto-face interaction” that our homunculus “serves to understand” is
“spoken”. This should not be taken to mean that I am concerned
exclusively with the spoken aspects of face-to-face interaction—on the
contrary, much of the work concerns non-speech. The inclusion of
“spoken” merely reflects that the face-to-face interactions in question
are conversations involving speech. This condition omits a wide variety
of human face-to-face interactions. Perhaps the most blatant example,
and one which has much in common with spoken face-to-face
interaction, is that of sign language, but activities such as dancing,
boxing or playing charades are excluded as well. Spoken conversation
lies at the heart of my research interests, and this has clearly
influenced my focus. However, the imperative for neglecting a large
portion of face-to-face interaction is of a more practical nature: a
pressing need to limit the scope.
The scope is limited further by including only collaborative
conversations, defined loosely as conversations in which the interlocutors (1) are willing participants, (2) attempt to understand and to make
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themselves understood, and (3) avoid outright conflict if possible.
Typical examples of collaborative conversations include social chitchat,
such as one might encounter at the espresso machine in an office or
when mingling with friends and acquaintances; polite conversations
with participants that may or may not know each other, such as at a
dinner party or in a waiting room; or just about any friendly everyday
encounter. Typical examples of interactions that fall outside the
collaborative conversation include any kind of situation where some
participants are unwilling to participate or to understand, such as some
lecture situations and some political debates; explicit conflicts, such as
heated arguments and rows; and hostile situations, such as threats and
attempts at coercion.
Throughout this book, unless otherwise explicitly stated, “human
interaction” is short for “spoken collaborative and conversational
human face-to-face interaction”, and a “conversational homunculus” is
an embodied, situated, artificial conversational partner partaking in
such interaction in lieu of a human.

1.2 Understanding human interaction
What, then, is the motivation to build the conversational homunculus?
Perhaps the most striking of many possible answers is along the lines
of “because it can be done”, although I am far from certain of the truth
of such a statement. The homunculus in a broad sense—a man-made
creature with human characteristics and skills—has been a popular
figure in literature for millennia. The ancient Pygmalion myth of
Philostephanus’ now-lost History of Cyprus and Ovid’s Metamorphoses
from the Antiquity, the homunculus of Paracelsus from the Middle Ages,
Goethe’s Faust and Mary Shelley’s Frankenstein from the Modern Era,
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and HAL 9000 of Kubrick’s and Clarke’s 2001 – A space Odyssey from
contemporary days are but a few examples2. But the conversational
homunculus is not about making magic
In the February 2007
fantasies and science fiction come true.
issue of Physics World,
Nor is it about flaunting the wonders of
physicist-cum-cartoonist
technology.
Randall Munroe says
The motivation is instead about testing
that “a rule of thumb is
scientific hypotheses. In a sense, it is a
paraphrase of the computational modelthat if we can't program
a computer to do someling sometimes used in cognitive science
thing, we don't really
for simulation and experimental verification of theorized properties of the mind.
understand how humans
do it”. Munroe is referNote, however, that while cognitive
ring to the creation of
science aims to model and test models of
processes internal to the mind, the concomedy, but the quote is
too good to pass up.
versational homunculus models behaviours—the observable interaction between people. The models may, but need not, work in ways similar to
the human mind. The homunculus is successful as long as interactions
it takes part in are similar to human-human interaction. The
motivation is summarized in Assertion 2.

Assertion 2: motivation
To understand human-human interaction behaviour and to validate these
understandings by implementing models of the behaviours that can be
tested in interaction with people.

2 Philostephanus (around 200BC): De Cypro, manuscript long lost; Ovid (around year 0):
Metamorphoses; Paracelsus (1537): Concerning the nature of things; Goethe, J.W. (1832): Faust,
the second part of the tragedy; Shelley, M. (1817): Frankenstein; or, The Modern Prometheus;
Lunrick, S. & Clarke, A.C. (1968): 2001 – a space odyssey, feature film; respectively.
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1.3 Cutting the problem down to size
Current technology does not permit the building of conversational
homunculi that speak about anything and everything. Virtually every
speaking machine ever made, humanlike or not, is domaindependent—designed to cope with specific types of dialogue, to
perform specific tasks, to talk about specific topics, and to be
unbothered by everything else. This domain dependency decreases the
complexity tremendously and on all levels, and is the first of two
delimitations that turn the vision in Assertion 1 (p. 5) into a long-term
goal. Generally speaking, the focus on collaborative conversation
suggests that any domain chosen be one in which conversation is
plentiful. Examples range from dinner table conversations and friendly
banter to immersive discussions and joint problem solving; less
suitable domains might include air traffic control or military command
situations, where protocol dictates brief communications using a
predefined subset of our conversational skills.
The second delimitation deals with the remaining boundless
variable in Assertion 1: “that we respond to it as we respond to another
human”. Gauging every imaginable phenomena present in human
interaction is inconceivable; instead we delimit the goal of humanlikeness to some behavioural feature F given some similarity metric M.
Allowing again the focus on conversation to lead the way, the initial
target is the interaction-specific—that which occurs in human
interaction but not in speech and language as a whole. As a vastly oversimplified example, the interaction-specific who speaks when, why, and
to whom take precedence over the language-wide what is being said.
With these limitations, we have moved from the vision of a
conversational homunculus to an altogether more practicable longterm goal: a humanlike spoken dialogue system (Assertion 3). In this
book, a spoken dialogue system consistently refers to any machine or
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computer that uses speech to communicate with its users, and a
humanlike spoken dialogue system refers to a spoken dialogue system
that is evaluated with respect to its similarity to human interlocutors.
Assertion 3: the long-term goal
To learn enough about human interaction that we are able to create a
humanlike spoken dialogue system that, in some domain D, acts human
enough that we respond to it as we would respond to another human with
respect to a behavioural feature F and given a similarity metric M.

1.4 A feasible approach
While difficult, the long-term goal seems possible to reach. It also
allows for stepwise progress. An initial system can implement a very
limited domain and a simple feature;
later versions can handle gradually
I find myself at times
widened domains and be measured on an
defending data-driven
methods for dialogue
increasing number of features of
increasing complexity. Such a stepwise
research. A common
approach is advisable for several reasons.
criticism is that statistical methods exclude
Many of the open issues are quite unresearched, so that the precise formuladetailed interpretation
tion of an issue is in itself an issue, and in
in context—supposedly
the only means to fully
many cases, the issues are intertwined so
that our success in investigating one
understand an chunk of
hinges on the successful investigation of
speech. I tend to evade
by saying that nothing
another. This is nicely illustrated by a
prevents us from doing
recurring theme in this book: when, why
and how people start and stop speaking.
both.
As there is some controversy as to what
constitutes an utterance, the question of when it starts and ends is in
part a matter of definition. And without knowing how to measure when
9

people start and stop speaking, it is difficult to model what makes
people start or stop speaking in a conversation.
One well-known stepwise approach is the iterative research
process—the research counterpart of the iterative development
paradigm, a proven methodology for both hardware and software
development since more than half a century (see Larman & Basili, 2003,
for an overview). The paradigm is much used in user interface
development—often under the guise of iterative design—where the
evaluation is conducted in terms of usability (Nielsen, 1993). The top
half of Figure 1-1 illustrates schematically the traditional steps for
iterative development: the initial planning; the iterative steps of planning, requirements specification, analysis and design, implementation,
testing, and evaluation; and the finally deployment.
The paradigm has also been widely used in spoken dialogue system
development (see e.g., Larsen, 2003, Degerstedt & Jönsson, 2001) and
can be used for research with small adjustments. In my own experience
from dialogue system research at Telia Research, SRI Cambridge, and
the speech group at KTH, an iterative process was always tacitly
understood, and often explicitly imposed (see e.g., Rayner et al., 2000;
the systems described in Gustafson, 2002a).
In a research context, iterative processes are often used as an
alternative to top-down, hypothesis or theory driven research, as it
allows bottom-up theory building from case studies (Eisenhardt, 1989).
It is worth noting, however, that iterative research in itself places no
particular restrictions on the methods used in each step of an iteration,
and could incorporate theory-based approaches, manual annotation
and hand-crafted rules.
Humanlike spoken dialogue systems—and eventually the
conversational homunculus—can be approached in a similar vein, with
a typical iteration containing planning, corpus collection, analysis and
modelling, implementation, experiments and evaluation, as illustrated by
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the lower half of Figure 1-1. Once the evaluation stage is reached, we
can either fix problems and correct mistakes, increase the
complexity—widen the domain or add features—or pick an entirely
new aspect to study before entering the next iteration.

Figure 1-1 Schematic illustration of the industrial iterative
development methodology (top) and a more specific human-human
interaction research version (bottom). The illustrations are adapted
from an illustration of iterative development placed in the public
domain at the Wikipedia Commons3.

This depiction of iterative research is schematic and simplified
representation, and in practice each of the steps within an iteration is
likely to itself consist of several iterations in considerably more
complex patterns, as noted in more detailed accounts (e.g., Kerssens-

http://en.wikipedia.org/wiki/File:Iterative_development_model_V2.jpg, downloaded
2010-09-13.
3
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van Drongelen, 2001). Finally, although the approach is no guarantee
that the final goal will be reached, the risk of spending efforts in vain is
small, as something is learned with each iteration.
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2.1 Research issues
The following is a list of research issues raised by the vision (Assertion
1 on p. 5) and the long-term goal (Assertion 3 on p. 9), organized
roughly according to a research iteration (lower half of Figure 1-1). The
listing cannot be and does not claim to be comprehensive, rather it
serves to illustrate the scope of the issues at hand.
Planning. It is clear that planning on all levels should be done bearing
the long-term goal in mind, but where to start and how to proceed is
also largely dependent on what fundamental view of language one
adopts. Any attempt at understanding conversation by a militant
Chomskyan is going to be significantly different than one made by a
uncompromising Skinnerian. It is best to keep an open mind, but
decisions will inevitably have to be made, and are best made
deliberately and explicitly.





How does our work relate to that of others?
What initial assumptions about language are reasonable? Why?
What are the consequences of the assumptions we make?
Which assumptions must be made early on and in which cases
can judgment be postponed?

Corpus collection. First, a dialogue corpus is needed. This leads
directly to a host of questions ranging from design choices to
technological issues.
 What type of dialogues are needed? How many? Can we
generalize from dialogues with limited topics and behaviour, or
are unrestricted dialogues with a full range of external events
required? Are dyadic dialogues sufficient, or is it necessary to
collect dialogues with multiple participants?
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 How should the corpus be designed to ensure that its content is
relevant for studies of humanlikeness? Should interlocutor
behaviour be in some manner controlled, and should specific
behaviours be elicited? What, if anything, should be balanced for?
 What should be captured? Audio, video, motion? Gaze, tongue
movements? Breathing, blood pressure, pulse? What record of the
environment should be kept? External events, room dimensions,
background noise? Time of day, temperature, humidity?
 How should the capturing be realised? To date, the sensor setup
and synchronization of large corpus collections are still complex
and open research issues.
Analysis and modelling. Once a corpus is in place, it is clear that we
cannot analyse every aspect of the dialogues. The next set of questions
relate to this reality.
 What aspects should we focus on?
 What are the most salient behavioural and interactional
phenomena in human interaction?
 Which operationally defined features may correspond to these
phenomena?
 How do we extract and measure these features?
 How should each feature be represented? Using means and
distributions? Dynamically over time? Relative to others or in
absolute terms?
Implementation. Once some human behavioural phenomenon is
modelled, the implementation of a component or system that can
recognise or generate it leads to new questions.
 What is required of our technology?

15

Part I
Preliminaries

 What are the general requirements for spoken dialogue systems
intended to be humanlike?
Experimentation. The next step is to conduct experiments where
humans interact with the implementations. This comes with a touch of
Catch-22: a humanlike spoken dialogue system is needed in order to
test humanlike behaviours, but we need to test humanlike behaviours
in order to learn how to build humanlike spoken dialogue systems.
 What interim experiment designs can be used until a fully
humanlike spoken dialogue system can be used for
experimentation?
Evaluation. The goal declares the gold standard clearly and explicitly:
“that we respond to it as we would respond to another human with
respect to a behavioural feature F and given a similarity metric M”.
(Assertion 3 on p. 9). This raises two key questions.
 How do we establish how we would respond to a human? How is
P best modelled to facilitate comparison?
 How do we measure similarity and dissimilarity of human
responses? What metric M should be used to measure the
similarity?
 How do we validate a metric M?

2.2 Contribution
By bringing together requirements and methods essential for the task,
this book provides a structured starting point for continued research
towards the long-term goal of developing humanlike spoken dialogue
systems (Assertion 3 on p. 9) as guided by the vision of a
conversational homunculus (Assertion 1 on p. 5) and motivated by an
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aspiration to understand human interaction and to validate this
understanding objectively (Assertion 2 on p. 7). It is in itself a
contribution.
Specific contributions include, roughly in the order they appear:
 a proposed methodology for evaluating hypotheses and intuitions
about human communication in an objective and principled
manner that takes the dynamics and special characteristics of
spoken interaction into account;
 a compendium of behaviours and features that are specific to
human interaction and dialogue, as opposed to for example
monologues and read speech, and therefore constitute a sensible
starting point;
 a detailed account of spoken dialogue systems in terms of an
interface metaphor and a human metaphor, which ameliorates
some of the controversy surrounding the pros and cons of
humanlikeness in such systems;
 a thorough discussion of technological requirements on
components designed to capture such dialogic behaviours and
features;
 the design and recording of several multimodal dialogue corpora,
two of which—Spontal and D64—have characteristics that make
them rare if not unique at the time of this writing;
 a discussion of technological requirements on analysis methods
designed to extract dialogic behaviours and features for
humanlikeness studies;
 the design and execution of a dozen or so experiments
exemplifying different approaches to the analysis of dialogic
behaviours and features related to prosody, interaction control,
backchannels and inter-speaker similarity—in addition to the
tangible results of these experiments, their description in the
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context of the methodology and the goal creates in effect the
beginnings of a catalogue of experimental methods and their
proof-of-concept;
 a discussion of requirements on implementations and on
experiments designed to elicit dialogic behaviours and features in
human-computer interaction;
 the design and execution of several experiments exemplifying
different approaches to eliciting human-computer interaction
behaviours and comparing such behaviours to their humanhuman counterpart—again creating in effect the beginnings of a
catalogue of experimental methods and their proof-of-concept in
addition to the tangible experimental results.

2.3 Reading guide
The book is organized around two sets of concepts. Firstly, work is
fitted into an iterative research cycle (see section 1.4). I have yet to
complete a full iteration, but the work fits nicely the categories made
up by the process steps. This organization gives a more coherent
picture than a chronological listing, and provides illustrations of each
step in the iterative process from a humanlike spoken dialogue system
point of view. Secondly, the work is organized around the key concepts
in the long-term goal (Assertion 3 on p. 9). The process steps are listed
vertically and the key concepts horizontally in Figure 2-1, and the red
markings show how different parts of the book relate to this
orthogonal organization.
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Figure 2-1 Relations between iterative process steps (vertically) and
the key concepts of the long-term goal (horizontally). The red markings
correspond to parts of this book.

In more detail, the remainder of the book contains the following:
PART I (this part) provides the introduction to the book. Chapter 1
introduces the vision guiding this work, the motivation for that vision,
a long-term goal based on the vision, and finally an outline of an
overarching methodology for approaching the goal. Chapter 2
provides sample of the research issues at hand, the contributions of
this work, and this outline and reading guide.
PART II provides background and motivation. Chapter 3 discusses
linguistic assumptions influencing this work in the context of a few
classic linguistic controversies. Chapter 4 is concerned with related
methodological considerations, in particular what kind of data to use,
and Chapter 5 discusses humanlike spoken dialogue systems and the
conversational homunculus in the context of artificial intelligence. Next
we set out on a side track: although this book is not concerned with
19
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improving the efficiency or usability of spoken dialogue systems, the
methods are relevant for that purpose as well, to the extent that
humanlikeness can improve efficiency or usability. Chapter 6, then,
provides additional motivation for humanlike spoken dialogue systems
in those terms. Finally, Chapter 7 brings together literature
backgrounds on several interactional phenomena—interaction control,
mutual understanding and situatedness—and corresponding features
that have been used to capture them that are return later in the book,
which concludes the general background.
PART III is concerned with the design and collection of human-human
corpora. Chapter 8 is a discussion of several aspects of corpus design
that are particularly relevant: what level of control one should impose
and what one should capture. Chapter 9 is a description of three
human interaction corpora I and my colleagues have collected.
PART IV deals with the analysis and modelling of human-human data.
In Chapter 10, general requirements for analyses are presented, as well
as a discussion of absolute versus relative measures for the resulting
feature values. Chapter 11 summarizes methods and results from some
dozen studies, together with any specific background not already
covered.
PART IV deals with the elicitation and analysis of human-computer
data. Chapter 10 provides background and requirements, Chapter 11
presents several studies gaze and synthesized prosody
PART V concludes.
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3.1 Assumptions matter
Completely objective empirical research starting with a clean slate
without assumptions or prejudice is a utopia. It is impossible to
perform a study without leaving subjective traces—every step involves
more or less informed decisions. The best we can do is to be clear
about what assumptions we make, and the worst to act on assumptions
we are unaware of. And assumptions matter. The nativist-empiricist
debate in linguistics is a good example. If one sides with the nativists,
the most truthful representation of language is genetically encoded in
our minds—a position from which introspection seems no worse a
method of inquiry than any other. From an empiricist point of view, on
the other hand, introspection is subjected to prejudice and subjectivity,
and is useful for hypothesis generation if at all. As a researcher, it is not
always easy to see how one is lead by one’s assumptions. And reading
with the wrong idea of the assumptions under which the author works
may lead to gravely mistaken interpretations.
I am not privy to the truth about the fundamentals of language. As
my beliefs are reflected in my work, I will however loosely describe my
position with respect to a few classic linguistic controversies in the
following. I will also show how these beliefs lead to a preference for
observation over introspection and interpretation (section 3.2); for
interactional phenomena (section 3.3); and for the social aspects of
language use (section 3.4).

3.2 Is it all in my mind?
Without going as far as Geoffrey Sampson and suggest that nativism
leads to a belief in authoritarianism and empiricism to a belief in
liberalism (Sampson, 2005), it is clear that one’s position in the
nativism-empiricism debate has a profound effect on linguistic
24
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research decisions. The nativist position is that language is innate and
biologically encoded rather than learned (e.g., Chomsky, 1975).
Chomsky’s distinction between competence and performance,
competence—the ideal language inhabiting our minds—corresponds
to such a biological structure (Chomsky often calls it a language
organ—e.g., Chomsky, 2000), and performance corresponds to its
imperfect realisation in spoken utterances. There is a striking
resemblance between performance and the shadows on the cave wall
in Plato’s allegory5: much like the prisoners in Plato’s cave, humanity is
denied access to the sunlit truth of competence, and must rely on the
bleak and imperfect shadow of performance.
As this “language organ” is a fixed structure that has remained more
or less the same throughout our speaking history, nativism is all but
guaranteed to lead to a treatment of actual speech as a distorted
version of a flawless inner representation. A version which requires
cleaning and interpretation—perhaps even by a trained linguist—to
reveal its true nature, which more or less disqualifies raw empirical
observation. In fact the very concept of innate linguistic structures
leads towards rationalism: the subject of study is within us and
perhaps best accessible to us through introspection.
The opposing position is that language skills are largely learned.
There is a fair amount of recent evidence pointing in this direction (see
e.g., Lacerda, 2009), and to me it is simply a less unattractive model:
nativism implies that our every attempt at speech is in some meaning a
failure, and it struggles to explain language change as well as the great
variety found amongst languages. The non-nativist perspective leads
towards a suspicion against introspection and interpretation as a
possible source of prejudice and subjectivity, and towards empirical

5 The Allegory of the Cave, in Plato’s The Republic, Book VII, 514a–520a. The Republic is in
the public domain, and can be found at Project Gutenberg
(http://www.gutenberg.org/ebooks/1497, Last downloaded 2010-10-02)
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and observational studies with a view of language as constantly
changing—a moving target.

3.3 How it all changes
The view of language change one adopts is equally likely to affect one’s
research decisions. For nativists, language change is of subordinate
importance as the focus of attention is the structure of the biologically
encoded language—the universal grammar. A distinction between the
biological capacity for language and the linguistic system in itself is
uneconomical at best, as the language organ provides the capacity for
language, and the system is biologically encoded in that organ. Any
important change to the linguistic system would also be a change to the
language organ, and other changes are likely to be viewed as noise to
be filtered out.
From the non-nativist perspective, the distinction between the
biological capacity for language and the linguistic system in itself
becomes more important, and takes us back to theories of the origin of
language—a question that has suffered its share of ill-repute. In the
1860s, the whole issue was considered so infested by opinions and
speculation that the influential Société de Linguistique de Paris
explicitly prohibited any discussion of it in a bylaw:
Article II: The Society will accept no communication dealing with either
the origin of language or the creation of a universal language (Quote
from Stam, 1976, p. 254)

Stam produces several additional examples of the same attitude.
Nevertheless, the genesis of communication in general and language in
particular has received increasing attention from diverse disciplines
throughout the last few decades, and is emerging as a crossdisciplinary field in its own right (for an overview, see Christiansen &
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Kirby, 2003 and Hauser, 1997). Curiously, linguistics is conspicuously
underrepresented. Derek Bickerton phrases it sternly:
While this literature [on the origins of language] includes contributions
from anthropologists, ethologists, palaeontologists, philosophers, and
members of other assorted disciplines, hardly any of it is written by
professional linguists. (Bickerton, 1990, p. 105)

As far as the evolution of a biological capacity for language is
concerned, I assume that natural selection, as outlined by Darwin in
The origin of the species (Darwin, 1859) with modern modifications, is
the governing mechanism. I further believe that the linguistic system
per se may change independently of biological change, although this
does not mean that the two are completely disjoint. Biology and its
evolution quite clearly set the constraints within which a linguistic
system can possibly change. As an example, the supralaryngeal vocal
tract of other primates differs significantly from ours, and as a result
they are physically unable to produce human speech (e.g., Lieberman,
2006). It would be odd, though, to talk about oral cavities as the main
leap forward, or as something that was selected for because it
facilitated the initial creation of language. In order for language to be
beneficial, and thus selected for, it would have to be up and running, so
to speak, and already beneficial to the group.
In biological terms, a change that sets the stage for subsequent
changes is called a pre-adaptation. The existence of pre-adaptations for
language is one of very few major points of consensus in the language
evolution discipline listed by Christiansen & Kirby (2003). Exactly what
these pre-adaptations are is debated, but it seems clear that some
mental skills would have to be in place. It is less obvious that anything
special would have been required for the actual production of sounds,
at least for pure transfer of information encoded in words—sequences
of words can be acoustically encoded in many ways.
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When it comes to the linguistic system per se, the process that
enables it to persist over time as individuals come and go is often
termed cultural transmission, and can be attributed to imitation,
instruction, inter alia. The mechanism governing language change is
different, however—if the cultural transmission was flawless, no
change would occur. Analogous to genetics, change can occur by
blending of different behaviours or by changes in existing behaviours,
and as in genetics, a mechanism to select the features that survive and
those that do not is needed. Inspired by the work of Björn Lindblom,
(e.g., Lindblom, 1984), among others, I will assume that this is a
Darwinian type of selection; that a linguistic feature is selected for if it
strengthens efficiency, expressivity, flexibility or other important
linguistic functions more than it weakens them. This approach is
tantamount to viewing the linguistic system itself as an organism (as
opposed to an organ). This perspective was put forth by Morten
Christiansen in his PhD thesis: “it is useful to construe language as an
organism, adapted through natural selection to fit a particular
ecological niche: the human brain” (Christiansen, 1994, p. 125). Note
that Christiansen seems uninterested in any truth involved in
modelling language as an organism (and this would be virtually
impossible to test), but rather states that it is useful—a notion that can
be tested readily.
Christiansen sees this as a viable alternative to the two main powers
in the origins-of-language battle of the century, both of which often
seem to treat the biology and the linguistic system as largely one and
the same (probably as they both come in nativist versions): the
exaptationists, championed by Massimo Piattelli-Palmarini, who hold
that language is too complex to have evolved through the continuous
selection of random mutations and combinations (Piattelli-Palmarini,
1989); and the adaptationists, championed by Steven Pinker and Paul
Bloom, who hold the opposite—that natural selection is the only
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scientific explanation of language (Pinker & Bloom, 1990).
“Exaptationists” and “adaptationists” are the terms used by
Christiansen. The exaptationist explanation is that a set of features is
selected for for other reasons, and then happens to create the exact and
complex circumstances needed for an evolutionary leap. Christiansen
states:
Presentday natural language is not due to exaptation (of almost magical
proportions) as suggested by Piattelli-Palmarini (1989), nor is its many
universal features essentially arbitrary as implied by Pinker & Bloom's
(1990) account. Rather, I contend that language is the product of an
evolutionary process in which language had to adapt to the human
learning mechanism (with all its developmental idiosyncrasies) in
order to ‘survive’. This is not to say that having a language does not
confer selective advantage onto humans. It is clear that humans with a
superior language ability are likely to have a selective advantage over
other humans (and other organisms) with lesser communication
powers. (Christiansen, 1994, p. 125-126)

He also points out that Charles Darwin was amongst the first to view
language as an organism in his The decent of man:
The formation of different languages and of distinct species, and the
proofs that both have been developed through a gradual process, are
curiously parallel . . . We find in distinct languages striking homologies
due to community of descent, and analogies due to a similar process of
formation. The manner in which certain letters or sounds change when
other change is very like correlated growth . . . Languages, like organic
beings, can be classed in groups under groups; and they can be classed
either naturally, according to descent, or artificially by other characters.
Dominant languages and dialects spread widely, and lead to the gradual
extinction of other tongues. A language, like a species, when once
extinct, never . . . reappears . . . A struggle for life is constantly going on
among the words and grammatical forms in each language. The better,
the shorter, the easier forms are constantly gaining the upper hand . . .
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The survival and preservation of certain favoured words in the struggle
for existence is natural selection (Darwin, 1871, as quoted in
Christiansen, 1994, p. 125)

We can characterize this similarity between the linguistic system
and a biological organism—the brain in itself—in more modern terms
by designating both complex adaptive systems—dynamic networks of
interactions and relationships that change their behaviour through
experience—as Christiansen and nine co-authors do in a 2009 position
paper (Beckner et al., 2009).
For the purposes of research decisions, a possible consequence of
making a clear distinction between the biological capacity for language
and the linguistic system in itself is a shift in focus from what goes on in
the brain to what is observable in language use. Further, disregarding
variation with reference to noisiness and an underlying idealized
representation becomes less attractive. Taking one step further and
viewing language as an organism which adapts to new requirements
and situations—perhaps governed by natural selection—has further
consequences. With this view of language, language is no longer an
entity that can be observed within a single human, and the focus is
shifted from discovering the set of possible utterances to investigating
speech produced in actual interaction.

3.4 What does it all mean?
“Every detail of grammatical competence that we wish to ascribe to
selection must have conferred a reproductive advantage on its
speakers”, write Pinker & Bloom (1990). Largely, this holds for an
account where a distinction is made between the biological capacity for
language and the linguistic system (viewed as an organism in itself):
(1) the language in itself must confer “a reproductive advantage on its
speakers”; (2) biological change that is selected for due to language
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must make the environment in which language dwells—for example
the oral cavity or the brain—better suited for language; and (3) any
change within language must improve the abilities of language that
allows it to confer a reproductive advantage on its speakers.
What, then, are some improvements that could cause genes and
linguistic features to be selected for? The answer to that question will
depend heavily on what we hypothesize language is good for—what
purpose it serves. What would have caused us to waste resources on a
much more complex system, when a simpler one seemed to work just
fine—as evidenced by all other animals that get by? Although I believe
that our use of language is what makes us so uniquely successful as a
species, this is a long-term end-result of a more complex communication system, and would not have become apparent for many generations—indeed it is still a work in progress—and so cannot have been
what was originally selected for.
Two main lines of thought can be discerned here. I will categorize
the first as information conveying. The idea is that the more efficient,
robust and flexible ways to convey information that are brought by a
more complex system is what was selected for, as exemplified by the
hypothesis that a sudden ecological change—an increase in aridity in
Africa—made it essential for survival to be able to gather information
over a wider area to survive. Marwick (2005) summarizes this
hypothesis together with some archaeological support.
The second can be categorized as social, and is more promising to
my mind. It was pioneered by Robin Dunbar, who argued that large
group size is beneficial to primates, but as group size increases, it is
increasingly difficult and time consuming to maintain social
coherence—for example personal bonds and rank—through the
traditional means of grooming. Language provided a more efficient
means of maintaining social bonds, as it can be done with more than
one group member at a time, at a distance, and it leaves hands and feet
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free to do other things (Dunbar, 1996). This account identifies social
chitchat as the primal function of speech, which is comforting to those
of us who have noticed how large a proportion of our conversations
consists of just that.
As mentioned, these two lines of thought need not be mutually
exclusive. On the contrary, it is likely that both information conveying
and social functions play a role. But because it is so easy to view the
transfer of information as the real business of language—indeed this is
an assumption made almost without exception within speech
technology, at the expense of social functions—I would stress the
importance of the social functions of language. I am in good company.
Long before Dunbar was born, Charles Darwin himself took social
functions to be a strong driving force behind language:
I cannot doubt that language owes its origin to the imitation and
modification, aided by signs and gestures, of various natural sounds, the
voices of other animals, and man's own instinctive cries. When we treat
of sexual selection we shall see that primeval man, or rather some early
progenitor of man, probably used his voice largely, as does one of the
gibbon-apes at the present day, in producing true musical cadences,
that is in singing; we may conclude from a widely-spread analogy that
this power would have been especially exerted during the courtship of
the sexes, serving to express various emotions, as love, jealousy,
triumph, and serving as a challenge to their rivals. (Darwin, 1871, p. 56).

There are several accounts of at least peripheral relevance to what
language is good for that would seem at first glance to fit well with
information conveying functions, but that can be equally well
interpreted with a view to social functions. For example, Komarova &
Levin (2010) propose that the potential risk of eavesdropping may
influence language to become more complex. They support this with
experiments using computational models, in which a necessary
assumption is that successful eavesdropping is modelled as a cost. In
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their account, this assumption is motivated from an information-is-acommodity standpoint, where information is a valuable resource over
which species compete, and safekeeping it is a worthwhile effort. From
a social viewpoint, the complexification, convergence and divergence
Komarova and Levin observe in their models could equally well be
attributed to and modelled as an urge to distinguish between us and
them. Not being understood by “them” may be beneficial even if the
specific information under discussion is not important, simply in order
to reinforce that they are they and we are we. Excluding others is a
tried and tested method of building a strong sense of us.
A second example is sound-size symbolism, where the idea is that
the linguistic system mimics the acoustic effects of size variation
without size actually changing. Charles Darwin touches on the idea of
being able to sound large and threatening on the one hand and small
and harmless on the other in several passages of The expression of the
emotions in man and animals from 1872.
. . . some animals, when enraged, endeavour to strike terror into their
enemies by its power and harshness, as the lion does by roaring, and
the dog by growling. I infer that their object is to strike terror, because
the lion at the same time erects the hair of its mane, and the dog the
hair along its back, and thus they make themselves appear as large and
terrible as possible. (Darwin, 1872, p. 85)

And conversely in vulnerable situations:
A person gently complaining of ill-treatment, or slightly suffering,
almost always speaks in a high-pitched voice. (Darwin, 1872, p. 88)

The idea has been productive. For example, Morton (1977) explicitly
states that low pitch is intended to give the impression of large size;
Bolinger (1978) associates high pitch with politeness, deference,
submissiveness, and lack of confidence, while low pitch is associated
with authority, threat, aggression, and confidence; John Ohala has
returned to the idea in a number of publications (e.g., Ohala, 1994).
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This type of sound symbolism is an example of how the linguistic
system has changed: although the examples quoted here are valid for
many species other than man, this coding of meaning into pitch is
clearly a part of modern-day language. And although displays of
submissiveness or authority clearly convey some information, and may
come in handy in run-ins with other tribes or cultures, they would have
their most frequent use—constant, even—in establishing and
maintaining the hierarchies within the group, as a direct parallel to
grooming and skirmishing.
A third and final example is Abraham Maslov’s hierarchy of needs,
first laid out in Maslov (1943) and fully elaborated in Maslov (1954).
The hierarchy is illustrated in the customary pyramid in Figure 3-1.
If we consider the two most basic levels in the hierarchy—
physiological needs and safety needs, it would seem that language
would primarily help achieve these needs by conveying information,
for example the location of food and water, safe sleeping quarters, and

Figure 3-1. Maslov's hierarchy of needs, illustrated in the customary
pyramid.
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threats. But language is not strictly speaking needed to fulfil these
needs—the physiological and safety needs are all taken care of quite
readily by virtually every known species, without the assistance of
language. Even security of morality and of employment are managed
well by other species in which individuals perform different and
specific tasks, such as ants.
The next two levels in the hierarchy involves love/belonging and
esteem. Enter Dunbar. It is clear, here, that the social functions of
language will excel, whereas information conveying plays a smaller
part. The fifth level has to do with higher mental skills requiring the
ability to think abstractly—the same capacity for abstraction that is
required for language, but they do not necessarily require language use.
It would seem that the Maslovian needs that are most difficult to meet
without the use of language are the ones that concern social matters.
Finally, there might be an additional reason for our propensity for
social chitchat. Sjölander (2000) posits an intermediate driving force in
the minds of humans and animals alike—an internal reward system
provides a sense of pleasure for certain behaviours even when there is
no direct external reward. A system offering such a reward for
activities that in effect practice useful skills will have an evolutionary
edge when the need for these skills arise. One of Sjölander’s examples
is cats’ play: the incessant playing of cats help them hone their hunting
and defence skills, which would be insufficient unless so practiced.
Although there is no immediate survival advantage involved in playing,
creatures who perceive joy when playing are better prepared when
critical moments arise, and so the ability to feel pleasure when playing
is selected for. In a similar manner, the pleasure we take in conversing
even when we have not got much information to share could have been
selected for because it allows us to practice and become better
communicators.
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An acceptance of the accounts of Charles Darwin, Robin Dunbar and
others is likely to bring a stronger focus not only on spoken face-to-face
interaction, but on the social and interactive aspects of such
interactions.

3.5 The cradle of language
The visionary goal (Assertion 1 on p. 5) as well as the specific work
presented here spring from a striving for a deeper comprehension of
spoken face-to-face interaction. I have attempted to show why I think
this is such a worthwhile pursuit: I believe that face-to-face interaction
is the quilt under which our linguistic skill was conceived, the cradle in
which language was born, and the nursery in which it matured. And
that it did so largely in the form of speech. Spoken face-to-face
interaction is a most fundamental form of human communication, and
to me, there is little doubt that it holds keys to the primal functions of
human language. This conviction stems from several fundamental and
possibly controversial assumptions about language, as discussed above.
Each of these assumption help making certain research decisions more
palatable than others, as exemplified below.
The first assumption is that language is largely learned and not
innate. This leads towards large data sets of raw observations where
every observation counts and away from isolated, carefully selected,
idealized, or manufactured (through introspection) data; towards
empiricism and away from rationalism; towards synchronic and away
from diachronic studies.
The second assumption is that it is pertinent to distinguish between
the biological capacity for language—a property of an individual
speaker—and the linguistic system, which is shared and developed
jointly by many speakers, and which can be modelled as if it were an
organism. This leads towards a focus on naturally occurring
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interactions and again away from introspection and manufactured
data; towards what is shared between interlocutors in the moment of
interaction and away from what can be found in individuals; and
towards studies of the effect of events in interaction and away from a
focus on propositional content and truth values.
The third assumption is that the social aspects of language are as
much if not more fundamental than the information conveying
functions, leading towards a focus on social aspects of the interactions
and again away from propositional content and information transfer.
Fortunately, these biases are consistent with the empirical research
paradigm I generally favour, as they involve looking at the visible
(audible) evidence, while avoiding mind-reading efforts, as noted in the
following chapter.
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CHAPTER 4

KEY CONCEPTS INTRODUCED

IN THIS CHAPTER

Methodological considerations

›

WHAT TO STUDY AND HOW

›

OBSERVATION OVER INTUITION

›

DATA-DRIVEN OVER EXEMPLAR BASED

›

SPOKEN OVER WRITTEN

›

SPONTANEOUS AND INTERACTIVE OVER ACTED OR READ

›

TRANSIENT speech (4.3)

›

JOINT and SITUATED interaction (4.4)
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4.1 The winding path ahead
There are many ways study human interaction, with differences
beginning with the very first decision: where to get information. This
ranges from armchair linguistics relying entirely on introspection and
intellect, through literature studies and studies of small sets of
exemplars, to purely statistical methods. As I have already suggested in
Chapter 3, data is considerably more important than intuition, although
intuition has a role to play. My approach is to draw hypotheses freely
from intuition, literature, and explorative studies of data, but to always
look for ways to operationally define and test the hypotheses,
preferably against large quantities of data (or, eventually, by measuring
their effect in conversations with a humanlike spoken dialogue system).
This data must be speech, rather than text, and it must be
representative of naturally occurring interactions. In addition to the
support lent by the assumptions in Chapter 3, which is to some extent a
matter of belief, I hold that these statements can be argued for quite
convincingly from a methodological viewpoint, and I will attempt to do
this in the following.

4.2 Our intuitions will fail
Why are tests of operationally defined hypotheses on raw data
preferable to human judgements—be it questionnaires, professional
interpretations of small sets of exemplars, or introspection? In my view,
and consistent with current tenets of scientific method, a hypothesis
should contain only terms with operational definitions and
experiments should be repeatable. Creating a computational model
based on a hypothesis for testing is a double blessing: the model
requires that all concepts have operational definitions, and testing
becomes completely repeatable, as the models are consistent and will
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behave the same over and over again. It is also helpful to get statistics
of the frequency with which phenomena occur—introspection has a
tendency to note the extreme cases and skip over the more common
everyday cases.
A stronger reason still is that the main alternatives to computational
models and statistics—introspection and judgement—have repeatedly
been weighed, measured, and found wanting. Nisbett & Wilson (1977)
bring together a compelling body of evidence against the reliability of
introspection, showing that people are at times (a) unaware of the
existence of a stimulus that importantly influenced a response, (b)
unaware of the existence of the response, and (c) unaware that the
stimulus has affected the response. They conclude that people may
have little or no explicit access to neither perception or to higher-order
cognitive processes, but rather to the results of these processes. And
that the answers one gets when asking people to introspectively
explain what they just did might not be results of introspection, but
rather “based on a priori, implicit causal theories, or judgments about
the extent to which a particular stimulus is a plausible cause of a given
response” (Nisbett & Wilson, 1977, p. 1).
Data-driven methods, on the other hand, have harvested astonishing
triumphs since the tag line “there’s no data like more data” appeared
(attributed to Robert Mercer by Leech, 2002 and Jelinek, 2004,
amongst others), both in computational linguistics and language
technology (see Church, 2009 and Hall et al., 2008). Halevy et al., 2009
also present an interesting although somewhat uncritical overview of
the triumph of data. There has also been a lot of progress in machine
learning of dialogue management as well as spoken dialogue systems
as a whole. The work of Steve Young’s group, an overview of which was
given in a keynote at Interspeech 2010 (Young, 2010), is a
representative example. For a more comprehensive overview, see
Frampton & Lemon (2009).
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At the same time, data sets of previously unheard of sizes are now
readily available. In 2006, Google shared English n-gram statistics
based on in excess of one trillion words through the LDC 6 , 7 .
Frequencies below 40 are truncated, yet the data contains around one
billion each of fivegrams, fourgrams and threegrams, around 400
million bigrams and 14 million unigrams, weighing in at 24 GB of
compressed text. And recently, Google again released n-gram statistics,
this time from over five million digitized books from several
centuries—around 4 % of all books ever printed, according to Michel et
al. (2010)8, who also state that the text would take many lifetimes to
read. This fact—that the amounts of data are reaching far beyond what
any one human could possibly be subjected to—has lead to some
criticism. Moore (2003) estimates that given current ASR training
methods, it would take three to ten million hours of speech data to
reach human levels of ASR—corresponding to what a human might be
exposed to in four to 70 lifetimes. This is a cautionary comment on the
idea that more data is more important than improved methods, as
suggested by for example Banko & Brill (2001), who investigated a
very different task. But whereas the highly incremental development of
ASR with its ever-diminishing returns has been criticised for almost
two decades now (see Bourlard et al., 1996), the fact that new methods
are called for does not in any way suggest that they should not be datadriven: more efficient use of the data could do just as well.

6 Google’s release statement, All our n-gram are belong to you, was posted on their research
blog (http://googleresearch.blogspot.com/2006/08/all-our-n-gram-are-belong-to-you.html,
last downloaded 101215).
7 The data is available from the LDC (http://www.ldc.upenn.edu) under the name Web 1T
5-gram Version 1. In 2010, it was the second most distributed of all LDC corpora
(http://www.ldc.upenn.edu/Catalog/topten.jsp, last downloaded 101215).
8 The data is available for download from http://ngrams.googlelabs.com/datasets (last
downloaded 2011-01-04)
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Taken together, these arguments make a strong case for allowing
data to take a central role in human interaction studies, but this raises
another crucial question: what kind of data should be used?

4.3 Speech is representative for speech
. . . our conception of language is deeply influenced by a long tradition of
analyzing only written language, and that modern linguistic theory,
including psycholinguistics and sociolinguistics, approaches the structures and mechanisms of spoken language with a conceptual apparatus,
which—upon closer scrutiny—turns out to be more apt for written
language in surprisingly many and fundamental aspects. I will refer to
this situation as the written language bias in linguistics. (Linell, 1982)

This book is not concerned with written language. However, to date
many statements about speech and conversation are based—wholly or
in part—on evidence from text and written language. Per Linell
describes this as the written language bias in Linell (1982), followed up
by a more in-depth account in Linell (2005). In light of this, a brief
characterization of the differences between text and speech is in order.
I will leave those differences that have to do with the situation in which
the speech and text is usually produced for section 4.4 and focus on the
physical properties of written and spoken matter.
First, an example of largely text based speech research. Within
speech technology, the language models used for automatic speech
recognition (i.e., word n-gram statistics used as a prior for the acoustic
models) are often trained on newspaper or journal text. Although it is
increasingly common to use transcribed speech—for example
broadcast news data containing both presentations by news anchors,
which is essentially read speech, and conversations with callers—it is
still considerably easier to find large text corpora to base the statistics
on. In addition to newspapers and suchlike, web statistics are
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sometimes used, such as Google’s aforementioned one billion
fivegrams. There is no hope of finding that kind of quantities of
transcribed speech anytime soon.
As a very rough indication of how common text data still is within
research, 218 articles published at Interspeech 2010 contained the
words “language model”. Picking ten at random (after discarding three
as they only mentioned language models in passing) yielded the
following: eight were about automatic speech recognition—mainly
continuous large vocabulary speech recognition, one about voice
search, and one about voice assisted writing. Of the speech recognition
articles, one was a command recognition system with less than 90
words in the vocabulary and a language model based on the
frequencies of one command occurring after another, two used scripts
intended for reading for their language models, one used the Wall
Street Journal, two used other text corpora adapted with a smaller
amount of transcribed data, and two—25 per cent—used purely
spoken training data in the form of Broadcast News transcriptions,
which is partially read data. Note that language models, even those that
are based on transcribed speech, are fundamentally text based. The
transcriptions are orthographic, and do not take into account how the
words in the training data were spoken, but merely map each
orthographic transcription to one or more possible pronunciations.
In the following, five aspects of speech are listed with a discussion of
how well they are represented in different text formats. The discussion
is summarized in Table 4-1, using the labels given in parentheses
below. The first aspect of speech that is lost in text can be summarized
roughly as prosody (PROSODY). In addition to the sequential production
of speech sounds, speech is characterized by perceptually salient and
cognitively meaningful variation in time, intensity and fundamental
frequency, and their perceptual correlates duration, loudness and pitch.
Other properties, in particular voice quality, are also often included in
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prosody. These properties in an utterance affect almost every aspect of
how the utterance is interpreted: whether it is a question or a
statement, whether it is spoken in confidence or deliberately, which
part of the utterance is the most salient, what is new and what is
given—prosody can even inverse the meaning of a statement, causing
it to mean its exact opposite (for an overview of the functions of
prosody, see e.g., Bolinger, 1989 or Barth-weingarten et al., 2010). In
text that is produced as text, these tools are only partially available—
emphasis by boldface, italics or underlining, questions, exclamations,
pauses and perhaps hesitations in the shape of punctuation, and some
semblance of sarcasm in the shape of quotation marks. Beyond that,
authors are forced to resort to other methods in their stead—usually
by dressing their meaning in more words by some manner of
paraphrase. In the case of orthographically transcribed text, these
aspects are simply lost, either to a large degree or in full, depending on
whether the transcription guide contains instructions on how to mark
for example emphasis.
Another group of characteristics that are lost in text have to do with
pronunciation variation (VARIATION): hyper- and hypo-articulation and
co-articulation vary between utterances, speakers, and situations, but
this does not happen randomly—rather it provides valuable
information. In the same vein, speakers may opt to temporarily mimic a
dialect, a manner of speaking or a specific speaker’s idiosyncrasies, all
of which is lost in text, except what can be captured in literary attempts
at transliterating speech as it sounds, such as Alex Hailey’s Roots.
A third group can be categorized as missing tokens (TOKENS). A large
subset of these are the tokens often characterized as disfluencies in the
literature—but in this book, that term will not appear a second time. In
this group, we find tokens often associated with hesitation and floor
holding, but also emphasis, such as eh, ehm. We also find tokens
frequently associated with feedback and with passing on an offer to
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take the floor, such as m and mhm, and others that have also been
associated with affirmation, such as okay and right. Finally, tokens such
as breathing, laughing, sighing, lip smacking and coughing are lost.
Many tokens in this group are often explicitly labelled garbage and
removed from the data when modelling speech for speech technology
applications.
Fourth, in-speech edits (EDITS)—events where the speaker stops
short, or restarts an utterance, or otherwise changes an utterance midspeech, are largely lost. Yet these are common occurrences, and in
many cases endowed with information that is quite readily interpreted
by a human listener.
Finally, the fifth fundamental characteristic in this list of examples is
by no means the least—on the contrary, it concerns the properties that
are the hardest to represent in text: speech is transient and online
(TRANSCIENCE). In authentic human interaction, we only hear each
speech sound once, and it is only present acoustically for the briefest of
moments. After that, we have to rely of ur recollection of what we
heard.
An estimation of how well seven different types of corpus data
covers each of these speech characteristics is presented in Table 4-1
and summarized in Figure 4-1.
Several disciplines taking a specific interest in spontaneous speech
use elaborate transcription schemes in a laudable attempt to represent
spontaneous speech felicitously. In CA (Conversation Analysis), for
example, each utterance (turn constructional unit, or turn, in the
terminology most often used in that field) is placed on a separate line,
so that the vertical position represents relative order, with the text
sometimes indented so that horizontal position represents time in a
relative sense, and sometimes with extra lines containing statements
such as “3 s” to show that a particularly long silence occurred, in which
case the vertical position locally represents time in an absolute sense,
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although the scale changes from occurrence to occurrence. In contrast,
during a conversation time flows constantly and unidirectionally.
Table 4-1. Coverage of five groups of speech characteristics by seven
types of data: standard text, written dialogue, orthographic
transcription, phonetic transcription, phonetic transcription with
added durations and labels (phonetic+), read speech and
spontaneous speech. All transcriptions assume that the transcribed
material is spontaneous speech. A minus sign signifies no coverage, a
single plus sign little coverage, two plus signs incomplete coverage and
three plus signs full coverage. The scores are done by me, and are mere
estimates.
Text
Written
Orthographic
Phonetic
Phonetic+
Read speech
Spontaneous

PROSODY

VARIATION

TOKENS

EDITS

TRANSIENCE

+
+
+
++
++
+++
+++

−
+
+
++
++
++
+++

−
+
+
+
++
++
+++

−
+
+
++
++
++
+++

−
−
−
−
−
+++
+++

Figure 4-1. Schematic illustration of how well the five speech
characteristics are covered in seven types of speech data, with high
coverage to the right, based on the judgements in Table 4-1.
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Whenever we make an orthographic transcription, or a phonetic
transcription with duration labels and all for that matter, although it is
closer to speech than what text is, we end up with something that has
more in common with text than it has with speech. Even if there were a
transcription system that accurately captured all aspects of prosody, all
variation, all tokens and all edits, a textual representation will never
accurately capture the transient and online nature of speech. This has
ramifications. Speech evolved to meet the challenges involved in
perceiving a transient signal that passes by moment by moment at a
pace that is out of the listeners control. Examining a written record of
this is an altogether different thing: the researcher can see long
segments simultaneously, and the time during which they remain static
and in view is completely under the control of the researcher. Findings
that can be made only under such circumstances might be interesting
indeed, but they cannot possibly be mechanisms that are essential to
the perception of speech if they cannot generally be perceived and
interpreted by listening to the speech signal—in context—once.
I will not say that transcriptions are useless. On the contrary, they
have repeatedly proved indispensable. I would suggest, however, that
it is very important to maintain the link between transcription and
audio, and that the transcriptions should be viewed as nothing more
than lossy and somewhat misrepresenting, albeit useful, visualizations
of speech that can in no way replace the original data.

4.4 Conversation is representative of conversation
Take the next opportunity to listen in on a dinner conversation or on
people chatting on a bus, and compare that to a text read out loud by,
say, a news anchor. It is striking how little—apart from being
recognised by any human overhearer as instances of language—they
have in common. There seems to be much wider scope for variation in
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conversation, and regardless of the type of categories or segmentation
one chooses to subscribe to, it is plain to see that they differ: the
phones are different, and ordered differently; the morphs are different;
as are the words, phrases, and utterances. Voice quality and quantity
differs, and the timing of everything is almost unrecognisable. The
purpose differs wildly, ensuring that any success criteria are
completely different as well. As a result, it is difficult to state a priori to
what extent, if any, a finding based on read speech reflects the state of
affairs in conversation.
There are references in this book to studies that used read or acted
speech. This is fine—without studies of not only read, but completely
controlled speech production such as repeated readings of plosives in a
constant intervocalic context, phonetics would be nowhere near where
it is today. But the theme of this book is face-to-face interaction—more
precisely collaborative conversation—and in order to study
conversation, one must examine conversations.
What is it, then, that turns ordinary speech into conversation? In
order for a conversation to occur, there must be a recipient—a
listener—present. As opposed to speech read into a recording device,
or any other speech without a listener, a conversation is produced in
active and continuous collaboration between two or more
interlocutors—it is a joint effort. We can discern two main roles in a
conversation: those of listener and speaker. Interlocutors take on these
roles intermittently as the conversation progresses. The distinction
between listener and speaker is not always clear-cut, but what is
important to note is that listeners take an active role in conversations,
and speakers listen—behaviours sometimes referred to as active
listening and attentive speaking. These concepts tie in closely to the
transient and online nature of speech. Unlike a scholar studying a
transcript or listening to a recording, the listener does not get the
opportunity to examine something that was just said over and over
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again—once it is said, the opportunity has passed and only what is
memorized remains. Instead, the listener can make the speaker aware
that the message did not go through by providing feedback or asking
explicitly for a clarification. This can occur at any time, and will have a
direct effect on the speaker’s production, meaning that unlike an actor
or voice talent performing a script, a speaker cannot assume that her
utterance will be completed as according to a predefined plan—but
must be prepared to revise it at any given moment. If we by analogy
say that reading a text aloud is like running, then a conversation is like
an improvised dance performance:
Conversational moves could then be seen to induce or allow affirming
moves or countermoves, but this gamelike back-and-forth process
might better be called interplay than dialogue. And with that, the dance
in talk might finally be available to us. (Goffman, 1976)

The interactive nature of conversation leaves hallmark traces in the
conversational speech signal. If we model speakers or utterances in
isolation, we lose the opportunity to make sense of these traces.
Instead we should strive to examine and model the conversation as a
whole, capturing the contributions of all interlocutors.
Another major characteristic, and again one often neglected, that
sets conversation apart from other forms of speech is that it is situated.
Each and every conversation occurs in a specific situation: it is located
in time and in space, and this situatedness provides the context for the
conversation. In some cases, this would hold true for other types of
speech and for written language as well—there is a measure of context
dependency involved in any form of language—the interpretation of
phrases like “to the right”, and “further ahead” is context dependent
regardless if they are written or spoken in conversation. But when we
consider transient speech, the situation may change significantly at any
given time, which is one reason for speakers to edit their utterances as
they speak. If I for example intend to say “I don’t want to be a nuisance,
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but would you turn the volume down a little on the TV?”, but before I
finish, the person I am addressing turns of the TV entirely, I will most
likely change my mind. To fully model conversation, then, not only the
conversational context, but also the situation must be included, or we
capture merely a limited part of the story.
As far as speech technology, as well as computational models of dialogue are concerned, situatedness is rarely taken into account. The recent surge of interest in spoken human-robot interaction is changing
that. Robots occupy space in the real world, and human-robot
interaction will often concern that space and the objects in it. As a
result, a sizeable portion of the literature on situated dialogue origins
from the human-robot interaction field. A particularly interesting
contribution from this field, sharing many assumptions with the work
presented here, is Pierre Lison’s PhD thesis (Lison, 2010). Lison lists
five “working hypotheses” that he takes as his starting point. Note that
items 1-3 and 5 are related to situatedness and context dependency of
human interaction and item 4 to the transience of speech.
1. Situation awareness is crucial to spoken dialogue comprehension
and production.
2. Pragmatics should be taken seriously, and context put at the very
centre of processing.
3. Linguistic and non-linguistic processes cannot be isolated from each
other. They are strongly interdependent, and must be seen as
“permeable glass boxes” which can exchange information while
processing to help guide the interpretation process (i.e., gradual
refinement of internal representations, selective attention).
4. Spoken utterances are processed in an incremental fashion, and
context is exploited all along the way, either to disambiguate
existing representations, or to anticipate future ones.
5. All levels of analysis, linguistic and non-linguistic, should occur in
parallel and complement each other’s internal representations.
(Lison, 2010, p. 30-31)
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None of these interactive peculiarities are well-represented in acted
dialogues, and less so in read speech. As they exactly match the type of
interaction-specific and salient characteristics of conversation that we
would like to model, we should use corpora in which they are fully
represented, such as naturally occurring spontaneous dialogues.

52

CHAPTER 5

KEY CONCEPTS INTRODUCED

IN THIS CHAPTER

The imitation game

›

RELATED WORK IN ARTIFICIAL INTELLIGENCE

›

CURRENT THINKING MACHINES

›

TESTS OF HUMAN SKILLS

›

SUSPENSION OF DISBELIEF (5.4)

53

Part II
Background

5.1 What machines can do
As the field of artificial intelligence and its neighbours are riddled with
controversy and unfulfilled promises of grandeur—possibly even more
so than is speech technology—this chapter provides a very selective
overview to show how they relate to the conversational homunculus
and to humanlike spoken dialogue systems. As noted in section 1.1, the
idea of a man-made creature that behaves like a human dates far back.
In the words of Pamela McCorduck:
Our history is full of attempts—nutty, eerie, comical, earnest, legendary
and real—to make artificial intelligences, to reproduce what is the
essential us—bypassing the ordinary means. Back and forth between
myth and reality, our imaginations supplying what our workshops
couldn’t, we have engaged for a long time in this odd form of selfreproduction. (McCorduck, 2004)

If we circumvent the references involving divinity, alchemy, magic,
science fiction and horror, we find the notion of artificial intelligence
(AI) making its appearance in science in the 1950s. And although
strong AI—fully sentient artificial minds, or even artificial intelligence
on par with that of a human—still appears beyond our reach, AI has
come a long way. In 1952, Alan Turing and David Gawen
Champernowne had written a chess programme that demanded more
computational power than what was available at the time. In a
backwards kind of simulation to test the programme, Turing acted the
part of the computer in a game against Alick Glennie, executing each
move manually within the confines of the programme9. Turing and the
programme lost. 45 years later, an IBM super-computer, Deep Blue10,
became the first artificial creation to beat a reigning chess world

9 The game was recorded and can be replayed at
http://www.chessgames.com/perl/chessgame?gid=1356927 (last downloaded 2010-08-30).
10 http://researchweb.watson.ibm.com/deepblue/ (last downloaded 2010-08-30).
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champion, Garry Kasparov, under standard championship rules. There
was some controversy surrounding Deep Blue’s victory at the time, but
today computers beat the best human players routinely. At the time of
this writing, IBM’s current super-computer Watson11 played Jeopardy!
against humans in a show that was broadcast in three episodes on
2011-02-14 – 1612. Watson won, beating both the biggest money
winner of all time, Brad Rutter, and the record holder for longest
championship streak, Ken Jennings. Watson had access to the leads in
text form and worked under the same time constrains as the humans,
and was not connected to the Internet during the games.

5.2 Road’s end at strong AI?
Possessing chess or even Jeopardy! skills exceeding those of humans,
however, is not the same thing as matching human intelligence in
general, and creating spoken dialogue systems that can understand and
speak about anything and everything is often considered an AIcomplete problem (e.g., Gao et al., 2005)—that is, a problem requiring
strong AI. This could constitute a problem for our vision. The
predictions of the 1960s by amongst others Marvin Minski and Herbert
Simon that strong AI would be achieved within a matter of decades
(Minsky, 1967 and Simon, 1965, respectively) failed spectacularly, and
although many AI researchers stand by the idea that strong AI will be
achieved, few are willing to suggest a timeline (McCarthy, 2007).
Another position holds that strong AI cannot be achieved at all
(Dreyfus, 1979; Dreyfus, 1992; Penrose, 1990; Searle, 1990). Searle’s
Chinese room argument, first published in Searle (1980), is perhaps the
most well-known of these rebuttals. Somewhat simplified, Searle

11
12

http://www.ibmwatson.com/ (Last downloaded 2011-02-23).
The questions are available at http://www.j-archive.com/ (Last downloaded 2011-02-23)

55

Part II
Background

imagines a closed room, in which he himself sits. He is given rules,
corresponding to a computer programme that he, like Turing in his
1952 chess game, executes manually. The rules tell him how to select
appropriate responses to written Chinese statements. Next, people slip
pieces of paper with Chinese writing—something which Searle himself
cannot read at all—under the door. Following the rules, Searle is able
to respond appropriately to the slips of paper without actually
understanding the messages that are written on them. Searle asks
whether he can be said to understand Chinese and whether his actions
explain how we understand Chinese—questions that he answers in the
negative. The debate of whether strong AI is possible or not is still
flourishing (for an overview and discussion, see e.g., Clocksin, 2003).

5.3 Turing’s test
Fortunately, there is no need here to decide whether a computer can
be said to have a mind or not. Instead, we follow a tradition started by
Turing in 1950. In an attempt to replace the question “Can machines
think?”, which Turing astutely identified as ridden with problems of
definition and clarity, with something that could be reliably measured,
Turing suggested a straightforward test where a judge asks written
questions to two entities, one a human and the other a machine, and
attempts to discern which is which. The more often the judge mistakes
the machine for the human, the more successful the machine is (Turing,
1950). Turing himself called the test “the imitation game”, but varieties
of it are widely referred to simply as the “Turing test”. In the 2009
version of the Loebner Prize13, a competition dedicated to the Turing
test, no judge mistook the computer and the human in any of twelve
interactions.

13

http://www.loebner.net/Prizef/loebner-prize.html
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Note that the only human aspect Turing was interested in discussing
was what we may summarily call rationality:
No engineer or chemist claims to be able to produce a material which is
indistinguishable from the human skin. It is possible that at some time
this might be done, but even supposing this invention were available
we should feel there was little point in trying to make a “thinking
machine” more human by dressing it up in such artificial flesh (Turing,
1950, p. 434).

As an aside, the creation of realistic artificial skin is a vivid research
area these days, in part for reasons of making social robots (see e.g.,
Cabibihan et al., 2009), so Turing was wrong about that. Nevertheless,
given Turing’s stance, restricting the interactions in the Turing test to
writing and to question-answer pairs was not a problem to him—he
had no interest in the interactions per se, but merely viewed them as a
means to assess the mental capacity of the machine.
Turing is often interpreted as saying that a computer that
successfully poses as a human “can think”. Barbara Hayes-Roth, for
example, formulates the Turing test as follows: “A computer can think
if a person conversing with it over an anonymous communication
channel believes that he or she is conversing with a human being”
(Hayes-Roth, 2004, p. 460)—a fallacy in view of Searle’s Chinese room.
But Turing regarded the question of thinking as one of definition and a
pointless one at that: “The original question, ‘Can machines think?’ I
believe to be too meaningless to deserve discussion” (Turing, 1950, p.
442). Be that as it may, the relevance of Turing’s article for this work is
that he (1) acknowledges the need for a reliable and repeatable
measure of success, and (2) suggests that we judge only behaviour,
which is something a layman can do, and pay no attention to the
underlying processes. This is in essence in agreement with Searle’s idea
of weak AI (Searle, 1980).
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5.4 A modified test
Barbara Hayes-Roth’s paraphrase may over-interpret Turing slightly,
but this is easily excused as it serves a purpose. Hayes-Roth, like Turing,
is uninterested in whether computers can or should “think”. Her goal is
instead to make them seem “life-like”—a near-synonym to what I mean
here by humanlike—and she proposes a variation of the Turing test to
this effect: “A character is life-like to the extent that a person
interacting with it suspends disbelief that he or she is interacting with
a human being” (Hayes-Roth, 2004, p. 461). In addition to switching
thinking for being life-like, this test introduces several concepts that
are relevant for our vision. It talks about “a character” rather than a
computer, and about “interacting” rather than conversing. Here, we
aim to capture other things than Turing’s rationality, for example
personality, social skills, and collaboration, and we allow not only for
speech but for gesture and other modalities as well. Most importantly,
“believes” has been replaced by “suspends disbelief that”. Suspension
of disbelief, coined by Coleridge in 181714, is a central concept to any
narration or game, referring to our ability to disregard obvious
inconsistencies and willingly accept premises we know to be untrue,
often with personal entertainment as the expected payoff. It seems that
certain inconsistencies are particularly hard to accept whereas other
are painless, and so Hayes-Roth test tells us to first remedy the ones
that makes suspension of disbelief harder to maintain.
Hayes-Roth’s phrasing is problematic in that it brings us back to the
problem Turing attempted to remove: how do we measure suspension
of disbelief reliably; how do we know that a person suspends disbelief?
She hints at the answer in the following statement: “the person . . .
would not intentionally or significantly alter his or her own

14

Coleridge, S.T. (1817): Biographia Literaria
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behaviour . . . within the context of the interaction” (Hayes-Roth, 2004,
p. 461). Justine Cassell takes a step further and formulates the
following goal: “a machine that acts human enough that we respond to
it as we respond to another human” (Cassell, 2007, p. 350). Like me,
she is primarily motivated by an interest in how humans behave,
rather than what machines can achieve:
For me there are two kinds of ‘ah ha!’ moments: to learn from my
successes by watching a person turn to one of my virtual humans and
unconsciously nod and carry on a conversation replete with gestures
and intent eye gaze. And to learn from my failures by watching the ways
in which the real human is uncomfortable in the interaction, or the
interaction looks wrong, as I illustrated in the Edinburgh classroom.
These simulations serve as sufficiency proofs for partial theories of
human behavior . . . and thus my goal is to build a virtual human to
whom people can’t stop themselves from reacting in human-like ways,
about whom people can’t prevent themselves from applying native
speaker intuitions. (Cassell, 2007, p. 350)

And with this, we have again arrived at our long-term goal
(Assertion 3 on p. 9) and our motivation (Assertion 2 on p. 7).
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6.1 Humanlikeness in spoken dialogue systems
Some of the techniques and research methods discussed throughout
this book are familiar and proven, others more innovative and
unchartered. They have in common that they are predominantly
empirical and technological and they share the common motivation—
to maximize objectivity and repeatability. As the theme of this book is
one of basic research, they are discussed and applied in a basic
research context. However, were one to adopt an applied research
motivation instead—to learn how to build humanlike spoken dialogue
systems—the methods would be near-identical. The components,
models, and results put forth here can be applied more or less directly
in such systems.
I include in this chapter an extended discussion of the feasibility,
purpose and desirability of humanlike spoken dialogue systems, partly
because I find this aspect too important to be left out in its entirety;
partly because some of the specific work I have done has indeed taken
its motivation primarily from an application point of view; and partly
because I feel that the issue of humanlikeness in spoken dialogue
systems is infected and on occasion gravely misunderstood.

6.2 A good spoken dialogue system
The creation as well as the improvement of spoken dialogue systems
are complex undertakings, and much effort is directed at ameliorating
the cost of evaluation, for example by designing evaluation methods
that will generalize over systems and that may be re-used (e.g.,
Dybkjær et al., 2004; Walker et al., 2000; see also Möller et al., 2007 for
an overview); by automating evaluations (e.g., Bechet et al., 2004; Glass
et al., 2000); by utilising simulations instead of users in order make low
cost repeat studies (e.g., Georgila et al., 2006; Schatzmann et al., 2005;
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Butenkov, 2009); or by implementing continuous and automated
evaluation and optimization in deployed systems (Suendermann et al.,
2009; Suendermann et al., 2010). The endeavours of research and
industry alike often seek to compare versions of existing systems, or to
compare component technologies, in order to ferret out the best—
where “best” routinely means most efficient. Occasionally, high user
satisfaction is used as an alternate, more human-centred metric, but as
the systems under scrutiny are practically always designed to help
users perform some task, user satisfaction and efficiency are highly
correlated—they both amount roughly to task completion (although for
deployed commercial systems, this can be mapped to the more
forthright metric of saved costs [Suendermann et al., 2010]).
Based on this, there is little reason to assume that a spoken dialogue
system automatically becomes “better” by making it more humanlike.
Furthermore, the would-be worth of humanlike behaviours in
interfaces in general as well as of spoken dialogue systems is riddled
with controversy. See for example the long-standing debate within
human-machine interaction (HMI) between proponents of direct
manipulation interfaces and interface agents (Shneiderman & Maes,
1997), with the proponents of the former claiming that computers
should never do anything that they are not explicitly asked to do. In
this particular case, time has simply proven them wrong. Although
there has been some support, such as the failure of Microsoft’s paper
clip, direct manipulation as a dogma seems to have been bluntly
disproven by the success of web sites such as Google search 15, which
orders search results implicitly and largely outside the control of the
user, and Facebook16, which gives its users a never-ending stream of
largely unsolicited suggestions of what they might want to do next. A
similar, more directly speech technology directed debate is that of tool15
16

http://www.google.com/
http://www.facebook.com/
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like versus anthropomorphic interfaces (see Qvarfordt, 2004 for an
overview). It is my belief that these controversies are to some extent
due to an unclear view of one or both of two design issues: (1) how the
users of these systems are supposed to understand them; and (2) what
the systems are expected to achieve. In Edlund et al. (2006) and Edlund
et al. (2008), we tentatively proposed an analysis in which such
controversy in part disappears, in that the criterion for “better” is made
dependent of the kind of system one wants to create with respect to
these two design issues.

6.3 Interfaces or interlocutors?
In keeping with the HMI concept of mental models introduced in
Norman (1983) and popularised in Norman (1998), and with the
discussion on conversational dialogue in Allen et al. (2001), spoken
dialogue systems may be perceived largely metaphorically—within a
specific conceptual space in which events and objects are interpreted.
The idea is not far-fetched: a metaphor helps us understand something
that is odd to us in terms of something that is not, as illustrated in
Figure 6-1, and spoken dialogue systems are no doubt odd to many.

Figure 6-1: Understanding the unfamiliar through the familiar. To the
left, a user with no experience of spiky blotches is struggling. To the
right, the user interprets the spiky blotch metaphorically as a circle—a
concept the user has experience with. Schematic illustration adapted by
permission from an original by Jeffrey J. Morgan.
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Figure 6-2: To the left, an interface metaphor IHC’: the user understands
the spoken dialogue system in terms of other interfaces, represented by
a square, and adapts accordingly. To the right, the human metaphor IH’C:
the user understands the spoken dialogue systems in terms of human
dialogue, represented by a circle, and the system adapts accordingly.

But note that metaphors can be seen not only from a user
perspective, but from a designer perspective as well. In the first case,
the metaphor is the image in the light of which the user actually
understands the system, similar to the mental models described by
Norman and others. In the second, the metaphor is what the designer
intends for the user to perceive, similar to Norman’s design models.
It is entirely possible to learn how to interact with a computer
without explicit use of metaphors, for example by learning instructions
one by one. But metaphors help in that they allow the user to quickly
learn what to expect; to adopt a whole behaviour package. And in order
to use metaphors efficiently, one should take advantage of a metaphor
that is readily available to the user. Based on observations, the human
metaphor and the interface metaphor are two metaphors commonly
used in spoken human-machine interaction.
Within the interface metaphor, the spoken dialogue system is
perceived as the interface of a machine—often a computer. Speech is
used to accomplish what would have otherwise been accomplished by
some other means of input, such as a keyboard or a mouse. With this
metaphor, the user adapts and speaks to the system on the computer’s
terms, as illustrated in the left part of Figure 6-2. When a user
perceiving a train ticket booking system in this manner says “Bath”, it
is equivalent to choosing Bath in for example a web form. The interface
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metaphor is plausible—a majority of the commercial spoken dialogue
systems that users are in contact with today basically provide
alternatives to existing interfaces.
Within the human metaphor, the computer is perceived as an
interlocutor: a being with humanlike conversational abilities. Here,
speech is not a substitute, nor is it one of many alternatives—it is the
primary means of communication. Much like a television set, which is
not seen as part of the film it presents, the computer is not itself
represented in this metaphor, and the system is addressed by the user
on human terms, as illustrated by the right part of Figure 6-2. The
human metaphor is plausible—after all, speech is strongly associated
with human-human interaction and if something speaks, it is
reasonable to perceive it as humanlike.
Users applying the interface metaphor seem to draw their
knowledge of how to use spoken dialogue systems more or less directly
from experiences with computer, web or DTMF (Dual-Tone MultiFrequency, or Touch-Tone) interfaces, and they show signs of not
comprehending more humanlike features. Conversely, users applying a
human metaphor view the system as a person and have matching
expectations of its conversational abilities.
The experiment providing scientific evidence that the proposed
analysis holds has yet to be designed, and is well outside the scope of
this book. Circumstantial evidence is however readily found, as many
observations are consistent with the analysis:
 Within the spoken dialogue system industry, users talking in a
brief, semaphoric style are often appreciated by system
designers, since current systems can handle their behaviour.
Conversely, most commercial systems stand little chance with
users who speak freely and at length, and these users are often
viewed as a lost cause.
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 Riccardi & Gorin (2000) investigated human responses to
greetings produced by machines and noted a bimodal
distribution of the durations of the responses. One mode was very
similar to human-human interaction, the other corresponded to
what they call menu-speak. This speaking style has been labelled
differently by other authors, e.g., machine talk (Martinovsky &
Traum, 2003), computerese (Gustafson et al., 1997), and computer
talk (Fischer, 2006a).
 When characterising human-computer dialogue, Fischer speaks
about players and non-players. The former “take up the system’s
cues and pretend to have a conversation with it”, whereas the
latter “only minimally reacts to interpersonal information
provided by the system or even refuse communication at that
level” (Fischer, 2006a) and “approach [the talking computer] as
an instruction-obeying device” (Fischer, 2006b).
 In several of the systems developed at KTH, such as Waxholm
(Blomberg et al., 1993), August (Gustafson & Bell, 2000) and
AdApt (Gustafson et al., 2000), we have noted that some users
happily respond to greetings and social system utterances,
whereas others never respond to them at all. Fischer (2006b) also
mentions that players open with a greeting, as opposed to nonplayers.
 Users of spoken dialogue systems designed for conversational
speech sometimes use command-like language that the system is
ill equipped to understand, or simply remain silent. We found
that out of eight users interacting with a partially simulated
system, six used feedback such as “uh-huh” at every opportunity.
The remaining two, however, did not use feedback of that sort at
all (Skantze et al., 2006b).
 During the development of the TeliaSonera customer care call
centre (90 200), the open prompt “Vad gäller ditt ärende?” (a
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Swedish counterpart of How may I help you?) was occasionally
met with silence by users who knew they were talking to a
machine, suggesting that they were expecting the counterpart to
a DTMF navigation system, in which case there would have been a
list of alternatives. If, on the other hand, the voice was interpreted
as a human operator, users should have had no difficulty
formulating their errand (Joakim Gustafsson, personal
communication, 2008).
 Users who reported they did not like measures taken to increase
humanlikeness in an in-car cell phone application stated reasons
“I like to hear the choices I have”, clearly suggesting that they do
not expect the system to behave like a human telephone operator,
whereas those in favour reported that it felt less repetitive and
more efficient (Villing, 2007).
I focus on two metaphors here because they fit the observations
at hand, which are drawn almost entirely from spoken dialogue
systems that are neither situated nor embodied. The analysis in itself is
not restricted to those two metaphors: users might for example
perceive interface metaphor systems that replicate a web form
differently from those that replicate DTMF choices over the telephone.
The rapidly increasing interest in talking robots, which are by their
very nature both embodied and situated, is also likely to both push
users slightly toward a human metaphor and to give rise to new
interpretations. It is appealing to envision a metaphor that lies
between a human and a machine—the android metaphor, perhaps.
Through such a metaphor, a system could be expected to behave
humanlike in some respects but not in other—taking a leaf from
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science fiction series Star Trek’s Data17, it might for example not show
or interpret emotion, sarcasm, and humour.

6.4 Design implications
Returning to the question of whether humanlikeness improves spoken
dialogue systems, the answer is a noncommittal “it depends”. But as a
result of the analysis above, which I believe to be as sound as any, we
proposed three design principles in Edlund et al. (2008).
Firstly, choose metaphor carefully and knowingly. The choice of
metaphor should not be taken lightly, as it affects both the users’
experience of a system and their expectations of what it can achieve. In
many cases, either metaphor can be used to perform a given task.
Travel booking, for example, can be achieved with an interface
metaphor system functioning much like a voice controlled web form on
the one hand, and with a human metaphor system behaving like a
travel sales person on the other. In other cases, however, our choice of
metaphor can be guided by the task.
Secondly, display the metaphor clearly to the user. It is highly
unlikely that there are set user types with predetermined and fixed
ideas of how to understand spoken dialogue systems. Evidence
suggests that users’ behaviour is influenced by their experience with a
system as well as by their initial expectations of it. Amalberti et al.
(1993) found differences between a group that thought they were
talking to a computer and one that thought they were talking to a
human over a noisy channel (which was in reality the case for both
groups). However, the differences found were mostly present at the
beginning of the interactions and dissipated with time. So users are
influenced by their previous experiences with spoken dialogue systems,

17

Star Trek: The Next Generation, TV Series 1987–1994.
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but can be guided towards viewing a system in the light of one
metaphor rather than another, and the same user can understand one
system according to one metaphor and another system according to
another.
If a user habitually interprets speaking computers according to a
specific metaphor, she will need to be given a reason to change this.
Thus, clearly displaying through what metaphor users may best
understand a system is helpful, and the display should come early on to
avoid perpetuating less-than-optimal behaviours. Clearly, there is more
than one way to display a metaphor. Visual cues such as rotating hourglasses, progress bars and blinking LEDs, and acoustic cues such as
auditory icons (often referred to as earcons), all point towards the
interface metaphor. Conversely, a very direct way of showing that the
system is to be understood through a human metaphor is through
embodiment. Embodiment can be virtual, using an embodied
conversational agent (ECA)—a humanlike visual representation of the
system (Cassell et al., 1999a). Physical representation in real space,
such as robots, are perhaps even stronger, as they shares physical
reality with their human interlocutors. The design of greetings is
another example (see e.g., Balentine & Morgan, 2001; Boyce, 1999).
“Hello!” suggests a system based on the human metaphor, whereas
“This is the NN automated travel booking system. Where do you want
to go from?” suggests an interface metaphor.
Metaphor displays are likely to be most effective at first contact—
because as we all know, first impressions last—but displays continue
to influence the user throughout an interaction. An example is the
inclusion of well-timed feedback utterances such as “uh-huh” and “ok”
in the system’s output—a clear and continuing signal that the system is
intended to be humanlike. If these are present, users generally speak
less command-like and more in a manner consistent with humanhuman dialogue, as observed by ourselves (e.g., Gustafson et al., 2008)
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and Gorin and colleagues, who noted a very long tail in the histogram of
utterance length (measured either in words or seconds) in calleroperator dialogues (the data collection is described in Riccardi & Gorin,
2000). Some utterances were several minutes long, and upon closer
inspection, it turned out that these utterances were interspersed with
backchannel feedback by the operator. When similar interactions were
recorded with pre-recorded prompts (and no backchannel feedback),
the long tail disappeared (Allen Gorin, personal communication, 200602-02).
Thirdly, and finally, make sure the system is internally coherent with
the metaphor. A user will feel more comfortable with a system that can
be coherently understood within one metaphor, than one that lends
images arbitrarily from two or more. What constitutes coherence is
dependent on the chosen metaphor. Humanlike behaviour is coherent
with the human metaphor and clearly desirable if we want our users to
understand the system that way, but it makes less sense if the spoken
dialogue system is to be understood in terms of the interface metaphor.
Instead, an interface metaphor system is coherent if it behaves like
some corresponding interface—a web form or a DTMF menu.
I will end the discussion on metaphors by breaking a promise and
return to the problematic and often undefined concept of “naturalness”
in spoken dialogue systems, and suggest that it can be understood as
“internally coherent with a human metaphor”.

6.5 The feasibility of humanlike spoken dialogue
systems
If a humanlike spoken dialogue system should be internally coherent, it
might be counterproductive to add just a little bit of humanlike—rather
it should be added consistently and on all levels. Against this
background, it is prudent to ask whether humanlike spoken dialogue
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systems are at all feasible within the foreseeable future. Is it sensible to
wager that we will achieve humanlikeness to a degree that it is of use
to us anytime soon? I believe it is, and I will attempt to meet the most
common objections in the following.
Importantly, there is no need to design spoken dialogue systems
that are virtual copies of humans, or even systems that behave like real
humans—a prospect which is severely questioned, not least within the
AI society, but see Larsson (2005) for a discussion from a dialogue
research perspective. Instead, a system that can be easily and
productively understood through a human metaphor is sufficient. We
are back with Cassell (2007): “a machine that acts human enough that
we respond to it as we respond to another human”. Overall, the
reasoning in Chapter 5 holds for spoken dialogue systems with an
application purpose as well. This allows designers of humanlike
systems to borrow from other areas, such as the gaming, film and
fiction industries, which rely heavily on suspension of disbelief.
Humanlikeness can also be used to mitigate the short-comings of a
system, by providing in-character explanations for them—explanations
that work within the story, or within the metaphor. If the system is
portrayed as a stupid, arrogant, preoccupied, uninterested, or flimsy
character, for example, otherwise inexplicable system behaviours can
make sense (see e.g., Gustafson et al., 2005). One could also claim that
the character is far away and experiencing line noise, or that the
conversation is being translated for the character, in order to explain
misunderstandings. Naturally, I am not suggesting that systems be built
with smoke and mirrors alone. In order to make the metaphor
internally coherent and the systems believable, many aspects of
humanlike spoken dialogue systems do need to be improved.
A potential danger is that as our spoken dialogue systems become
more and more humanlike, they are heading straight for the uncanny
valley (Mori, 1970)—a point where humanlikeness supposedly stops
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being attractive to users, and instead becomes eerie and unnerving. It
is, however, hard to see this threat as sufficient cause to refrain from
studying humanlikeness. For one thing, no reports of uncanny valley
effects from users actually interacting with humanlike spoken dialogue
systems are known to me, possibly because spoken dialogue systems
aiming at humanlikeness are yet too immature. Furthermore, the
demonstrations of the uncanny valley that I am aware of have to do
with visual appearances, such as dolls that look quite human but do not
move or react in a human manner, which creates a zombie-like effect.
In either case, it is an issue for the future: I suggest we cross the
uncanny valley when we arrive at it.
There are, however, studies where users are asked their opinion in
the matter. Dautenhahn et al. (2005) reports that 71 % of respondents
to a questionnaire in a user study on robot companions stated that they
would like the robot to communicate in a more humanlike manner,
whereas only 36 % wanted it to behave more humanlike, and 29 %
wished for it to appear more humanlike. As there are no fully
functional humanlike systems to demonstrate, such responses are by
necessity elicited by posing hypothetical questions. This is difficult, as
evidenced by Saini et al. (2005), who had two groups of users test
different versions of a talking robot cat, one with more social
intelligence and one more neutral. The groups were then asked if they
would have preferred a system with the characteristics of the other, to
them unseen, system. Both groups responded that they clearly
preferred the system they had tested. The authors conclude, wisely,
that it is difficult to imagine and judge something one has not
experienced.
One might object that if spoken dialogue systems behave in a more
humanlike manner, users will expect them to have more human
capabilities in general: human understanding and knowledge of the
world, for example. Although this is true, the principle of symmetry—
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that a spoken dialogue system should be able to understand what it can
produce—is designed to avoid communication breakdown in task
oriented systems. We shall see in the following that there may be
situations where the context frees us from the principle. Finally,
allowing our current inability to achieve some aspects of a topic (e.g.,
understanding in a humanlike manner) to stop us from researching the
topic (i.e., humanlikeness) serves only to perpetuate our ignorance.

6.6 The benefit of humanlikeness
Let us now review current spoken dialogue systems in the light of the
metaphor analysis. There is a growing interest in humanlikeness in
spoken dialogue systems amongst researchers, as evidenced for
example by keynotes at the Interspeech conference 2006, 2007, 2008,
and 2009 (i.e., Mike Phillips; Zue, 2007; Cassell, 2008; Roy, 2009;
respectively). How does that map to dialogue applications?
A number of oft-quoted benefits of spoken dialogue systems are
consistent with the interface metaphor (some are even expressed in
terms of comparisons with other interfaces): they work
1. in hands-free and eyes-free situations (Berry et al., 1998; Julia et
al., 1998; Julia & Cheyer, 1998);
2. when other interfaces are inconvenient or when our resources
are occupied with other things (Martin, 1976; Nye, 1982);
3. when disabilities render other interfaces useless (Damper,
1984); and
4. with commonly available hardware, such as a telephone.
In a similar manner, some of the domains that have been exploited
by spoken dialogue system designers are well suited for the interface
metaphor, since in them, speech is indeed an alternative interface:
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a. information retrieval systems, such as train time table
information or directory inquiries (e.g., Aust et al., 1995;
Blomberg et al., 1993; Peckham, 1991; Seneff et al., 1998; Zue et
al., 2000);
b. ordering and transactions, such as ticket booking (e.g., Boye et al.,
1999; Wahlster et al., 2001);
c. command control systems, such as smart homes (“turn the radio
off”) or voice command shortcuts (“save”) (e.g., Bolt, 1980;
Rayner et al., 2001); and
d. dictation, for example Nuance NaturallySpeaking and Windows
Vista (for a discussion of the field, see Leijten & van Waes, 2001).
In contrast, a number of equally oft-quoted benefits are more
consistent with a human metaphor. These are conspicuously often
expressed in terms of human behaviour: speech is
5. easy-to-use since we already know how to talk; it is
6. flexible, and human dialogue is responsive and fast (Chapanis,
1981; Goodwin, 1981; Hjalmarsson, 2010); human conversations
7. come with extremely resilient error handling and feature fast
and continuous validation (Brennan, 1996; Brennan & Hulteen,
1995; Clark, 1994; Nakatani & Hirschberg, 1994; Skantze, 2007);
and human-human dialogue is
8. largely social and, importantly, enjoyable (Cassell & Bickmore,
2002; Isbister, 2006).
A corresponding range of domains, predominantly used for research
systems, draw upon these features:
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e. games and entertainment (e.g., Gustafson et al., 2005; Hey, you,
Pikachu!18, Seaman19);
f. coordinated collaboration, with tasks involving control or
overview of complex situations (e.g., Rich et al., 2001; Traum &
Rickel, 2001);
g. computer mediated human-human communication, systems that
support people in their communication with each other and
often present themselves as a representation of a human, either
in realtime as an avatar (e.g., Agelfors et al., 2006; Wahlster,
2000) or with the system acting on its own, in lieu of a human
that is not present (e.g., Ducatel et al., 2001, Edlund &
Hjalmarsson, 2005);
h. expert systems, systems that diagnose and help people reason, as
in computer support situations and help desks (e.g., Allen et al.,
1995; Allen et al., 2001; Bohus & Rudnicky, 2002; Cassell et al.,
1999a; Smith et al., 1992);
i. learning and training systems that help people learn and practice
new skills (e.g., Kenny et al., 2007; Johnson, 2007; Hjalmarsson et
al., 2007; Johnson et al., 2000; Lester & Stone, 1997; Lester et al.,
1999);
j. guiding, browsing and presentation, such as a city guide or a
narrator (e.g., Cassell et al., 2002; Gustafson & Bell, 2000;
Gustafson et al., 2000; Gustafson & Sjölander, 2002; Oviatt, 2000;
Skantze et al., 2006a; Swartout et al., 2010); and
k. entertainment, support and comfort, personal systems keeping
users company, life guides (e.g., Wilks, 2010; Schröder et al.,
2008).

18 Nintendo, Hey, you, Pikachu!/Pikachu Genki Dechu: A N64 game published by Nintendo,
Available from http://www.heyyoupikachu.com, 1999.
19 SEGA, Seaman a dreamcast computer game published by SEGA, Available from
http://www.sega.com/games/dreamcast/post_dreamcastgame.jhtml?PRODID=194, 2000.
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Although these listings are obviously not exhaustive, they illustrate
the following: Current speech applications generally exploit potential
benefits 1-4 well enough in domains a-d. There are guidelines to
speech interface design with a more or less clear focus on these
benefits (e.g., Balentine & Morgan, 2001; Reeves et al., 2004; Rudnicky,
1996; and see Möller et al., 2007 which provides an overview). The
potential benefits in 5-8—the ones we associate with the human
metaphor—reflect salient aspects of human-human communication
whose potential are often mentioned but rarely exploited in
commercial systems. This need not be due to some fault in the way
commercial systems are designed—it is not clear at all that systems
such as those in a-d would be improved—more efficient, or more
appreciated by their users—if they exploited 5-8. On the contrary, it
may well render them more confusing and less intuitive due to display
of mixed metaphors. On the other hand, many systems in domains e-k
may not only be able to draw upon 5-8, but might well depend on them.
There are a number of applications with the primary, perhaps even
solitary, goal of humanlike and social behaviour, for example
characters in games and entertainment.
It is worth noting that the gaming industry has come a long way
from being a curiosity in the 70s—it is today a market that is in itself
strong enough to motivate serious research and development efforts,
as can be seen in the following brief odyssey in numbers. On its largest
market, the US, it passed the movie industry in 2005 and the music
industry in 2007, doubling their revenues by 200820. According to the
ESAs (Entertainment Software Association) 2010 report21, 67 % of US
households play computer games, and 40 % of gamers are women.
26 % are over 50 years of age, and the average age is 34. The report

http://vgsales.wikia.com/wiki/Video_game_industry, last downloaded 20101114
http://www.theesa.com/facts/pdfs/ESA_Essential_Facts_2010.PDF, last downloaded
20110108
20
21
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states further that the industry is one of the fastest growing in the US,
and that it employs 120 000 people. In the second quarter of 201022,
Activision Blizzard reported a net revenue of around one billion dollar.
Their title StarCraft II: Wings of Liberty, released in the same period,
sold one million copies in the first 24 hours and another 500 000 in the
following 24 hours. In December 2010, an expansion to the company’s
most successful title, the MMORPG (Massively Multiplayer Online Role
Playing Game) World of Warcraft, with over 10 million active
subscriptions worldwide23, sold a record breaking 3.3 million copies in
the first 24 hours24. MMORPGs contain large numbers of non-player
characters, characters controlled by the game, rather than by players.
Currently these communicate using text, graphics or pre-recorded
voice messages, making this a huge market for humanlike spoken
dialogue systems. Finally, the gaming market has long been a strong
driving force behind the development of new hardware for consumer
computers.

6.7 Chronicle time pods
There are many examples of collaborative and task driven scenarios
which are sufficiently complex and time-critical to be helped by the
subtleness afforded by humanlike conversation, such as the TRAINS
project (Allen et al., 1995) and its successor TRIPS (Ferguson & Allen,
1998), both of which studied practical conversation with a task in mind.
We have also seen that the game industry is a huge potential market for

22 Activision Blizzard Announces Second Quarter CY 2010 Financial Results,
http://investor.activision.com/releasedetail.cfm?ReleaseID=496970, last downloaded
20101114
23 http://us.blizzard.com/en-us/company/press/pressreleases.html?081121, last
downloaded 20101114
24 http://us.blizzard.com/en-us/company/press/pressreleases.html?101213, last
downloaded 20110108
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humanlike spoken dialogue systems. I will conclude this discussion of
the feasibility, purpose and desirability by describing a completely
different use case for humanlike spoken
There is a joke based on
dialogue systems, which is feasible—
the Swedish preconcepalthough it does not currently exist, to my
tion that those born in
knowledge, the component technology
the 40s have tweaked
needed to make it work is just around the
legislation to always
corner; it has a purpose—if implemented
and made available to the public, it
favour themselves: free
education in the 50s,
promises improvements to individuals as
cheap mortgages in the
well as to society; and it is desirable—the
improvements is not measurable only in
60s, fantastic child care
in the 70s, up to massive
terms of overall productivity or savings,
research funding for imbut will bring benefits that are also
clearly noticeable to individuals.
provements for the elderly in the 00s. The
The idea of the chronicle time pods
punch-line of the joke is
began as a joke between me, Joakim
Gustafson and Gabriel Skantze—a fake
that the next big target
in research funding is
product serving as a somewhat harsh
bound to be cryonics.
commentary on callous commercial
attempts to profit from people’s
discomfort and fears. We even went so far as to write up a flyer—a
snappy sales pitch for “CryoSpeech”. As we played around with the
descriptions, it gradually became clear that what started out as cynical
mockery was the seed of a useful and novel application in which a large
degree of humanlikeness is a prerequisite.
The application is related to an emerging trend: social systems, often
embodied, whose purpose it is to comfort, entertain and keep company.
The target user group is the large number of people living lonely
lives—often with a special focus on the elderly. Although the Japanese
therapy seal robot Paro does not speak, all its features are designed in
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order for it to be likeable and comforting, and it makes a good example
of efforts in this area (Shibata et al., 1996). The European project
Companions 25 coined a new phrase for this type of system—
companionable dialogue systems or companions in short—described as
follows:
By Companions we mean conversationalists or confidants—not
robots—but rather computer software agents whose function will be to
get to know their owners over a long period. Those may well be elderly
or lonely, and the contributions in the book focus not only on assistance
via the internet (contacts, travel, doctors etc.) but also on providing
company and Companionship, by offering aspects of real
personalization. (Wilks, 2010)

It may be better to be kept company by an artificial creature with no
skills other than being friendly than to not have any company at all, but
systems like Paro suffers from potential accusations of cynicism: they
can be construed as cheap ways of hiding a problem rather than
dealing with it. Systems such as the proposed companionable dialogue
systems face another problem. Their purpose is poised between
comforting and company-keeping on the one hand, and that of personal
coaches and life guides on the other. Fulfilling these roles requires
dramatically different skills—an inconsistency that may well give rise
to conceptual difficulties as well as technical.
The chronicle time pod is a novel two-stage application that
combines the simplicity of Paro with the purposefulness of companions.
The first stage, creating a confidant or biographer that records
everything it is told can be implemented using current technology. The
confidant need not understand the content of what is being said, but
must play the part of an active and engaged listener, much like the

European Commission Sixth Framework Programme Information Society Technologies
Integrated Project IST-34434
25
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sensitive artificial listeners developed in SEMAINE26 (Schröder et al.,
2008). The biographer is given to people under the assumption that its
recordings become valuable contributions to future generations.
Owners of biographers are asked to tell it as many stories as they
possibly can. This is similar to giving people a glorified teddy bear, or a
therapeutic seal such as Paro, and telling them to talk to it regularly.
The difference lies in their motivation to do so: not quite eternal life,
but the next best thing. This is where stage two enters the picture.
The second stage is not achievable with current technology. It
requires considerable research, but is feasible given time: from a set of
recordings gathered by a confidant, an ancestral guide is created—a
digital persona with the same voice and interactional behaviour as the
recorded person, which is able to retell stories and answer questions
about them in the same manner the recorded person would. This
requires automatic transcription of free speech; speech understanding
from free narration to structured concepts; voice search; automatic
voice creation from data without manual labelling; recognition and
resynthesis of conversational behaviours and idiomatic speech; simple
speech recognition and understanding of questions from the person
talking to the guide; and so on—a tall order indeed.
But here is what is at stake: if in 50 or 100 years technology would
allow us to take a large quantity of speech data from one person and
create from that an ancestral guide; if we could provide a large number
of people, today or in a few years, with a biographer that provides
humanlike feedback, so that the narration is representative for speech
directed at an interested listener; and if we succeed in explaining to
people why they should talk to their biographers, we will have
accomplished two things. We will have recorded the life stories of
people—not necessarily the truth but the stories they wanted to tell—

26

http://www.semaine-project.eu/ (Last downloaded 2011-01-22)
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together with their style of narration, for posterity. Confronted with
the question “Would you like to ask a few questions to a machine that
can tell the stories of your great great grandmother and answer
questions about them in her voice and with her manner of speaking?” I
wonder how many would say no. Conversely, how many would answer
in the negative the question “would you like to create a machine that
sounds like you, talks like you, and tells your stories to every generation
to come for all future?”
The second achievement lies in the present: although many people
like to talk and tell stories, perhaps in particular those suffering from
loneliness, there is something near-unethical in simply handing them a
machine that pretends to listen for company, but if they are told that
the machine is only pretending, some of the comfort that a listener
provides might be lost. With the biographer, there is no need for
pretence. On the contrary, the user should be told exactly what it is—a
device that knows how to behave as if it was listening in order to
provide support for the narration so that the ancient guide will be
better. There is no deception, and the user is motivated to speak to the
biographer for a real purpose and with future listeners in mind. We
might even be able to get acceptance for minor flaws in the system by
warning the user that it is not perfect.
The idea of preserving oneself through technology is—of course—
not new. In particular, efforts are made to capture personal voices for
use in case of diseases that harm the voice. More directly related,
Steinhart (2007) describes future digital ghost from a relatively simple
computerized life record to a virtual copy of a person. Steinhart
presents four stages labelled “10 years out”, “20 years out”, “50 years
out”, and “100 years out” stating that these labels do not represent time
but are in fact ordinals. The 10 years out stage contains no speech
recognition or synthesis, but 20 years out includes speech recognition,
and has this to say about current and future speech synthesis:
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Current speech synthesis technology is crude. It can do little more than
mimic the gender and overall pitch of a particular voice. We may
suppose that speech synthesis will be more advanced in twenty years.
Your animator thus has a voice box that closely simulates your voice.
Your animator’s voice is very much like your own. Your ghost face
simulates your face. Your ghost face is coordinated with the speech
synthesis engine. Your ghost lips and face move as your lips and face
move when speaking. Your ghost face is able to display emotion (to
smile, laugh, and frown as you would). (Steinhart, 2007, p. 266-267)

Speech technologists are somewhat infamous for answering questions
of the type “So when will we see the breakthrough of [random speech
technology functionality]?” with a solemn “In five years time”, year
after year. Steinhart avoids this by putting technology that was in place
at the time of writing well into the future. To his defence, it would seem
that his real interest lies in the predictions for the final stage:
Your ghost body does not merely simulate these acts behaviorally. For
example, since your ghost body models your flesh at a high level of
detail, it knows what your muscles feel like while you are running. It
feels the pain that courses through its flesh with every step. It feels the
thrill of the endorphins as they rush through its brain. Its pain and thrill
are exactly like the pain and thrill you would have felt if you had run a
mile on that day. It knows what it is like to do them and it can report on
its inner states as you would have. Your ghost body is both conscious
and self-conscious. It is conscious exactly as you were conscious and
self-conscious exactly as you were self-conscious. (Steinhart, 2007, p.
269)

So when all is said and done, his is another vision entirely.
To conclude, I argue that there are several emerging areas for
speech technology and spoken dialogue systems where humanlikeness
is not only feasible and desirable, but essential. Among these, game
characters, avatars, and social companions—perhaps in the guise of a
biographer/ancestor—make the most striking examples.
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CHAPTER 7

KEY CONCEPTS INTRODUCED

IN THIS CHAPTER

A suitable starting point

›

INTERACTION PHENOMENA

›

RELATED FEATURES

›

WHO SPEAKS WHEN

›

MUTUAL UNDERSTANDING

›

TALKSPURT (7.2)

›

INTERACTION MODEL (7.3)

›

PAUSES, GAPS and OVERLAPS (7.4)
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7.1 Features and interaction phenomena
This chapter concerns the identification of specific phenomena to
investigate, and with features that may capture these phenomena. In
section 4.4, we established that spoken human interaction differs
significantly from other forms of speech. Furthermore, that
significantly more resources have been spent studying read speech,
acted speech, and text than authentic conversation (section 4.3).
Finally, I and others have argued that the most fundamental purpose of
language might be social, to perform verbal grooming (section 3.4). For
these reasons, the initial focus rests on interaction phenomena—
phenomena that are specific to human interaction, at the expense of
general language phenomena.
The scope of our goal has been narrowed down by the introduction
of specific features on which to measure humanlikeness, and an
iterative process in which the feature or feature set is initially selected
to be manageable, then gradually widened and made more complex as
iterations progress. The question is which features to begin with. We
have argued that the features selected should lend themselves to
operational definitions and automatic extraction (section 4.2). They
should also be associated with some interaction phenomenon of
interest. Bearing this in mind, we can peruse the literature in search of
promising features.
The following is a condensed overview features associated in the
literature with interaction control (who speaks when?), mutual
understanding (are we on the same page?), and situatedness in time
and space. This constitutes the collected background and motivation to
studies described in this book, in particular in Chapter 11 and Chapter
13.
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7.2 Units of speech
Human-human dialogue contains uncountable phenomena, which
makes it difficult to condition feature extraction on objectively defined
and automatically detectable syntactic or semantic boundaries, as
these typically rely on higher-level linguistic knowledge. One way to
address this problem, and at the same time step away from the
controversy surrounding the definition of such concepts as turn,
utterance, or sentence, is to use units defined by the presence or
absence of speech from a particular speaker, such as Norwine & Murphy
talkspurts: “A talkspurt is speech by one party, including her pauses,
preceded and followed, with or without intervening pauses, by speech
of the other party perceptible to the one producing the talkspurt”
(Norwine & Murphy, 1938), or Brady talkspurts, which are sequences
of speech activity from a speaker flanked by silences from the same
speaker (Brady, 1968). In this book, “talkspurt” should be taken to
mean “Brady talkspurt” unless “Norwine & Murphy talkspurt” is stated
explicitly.
The talkspurt concept relies on a distinction between speech and
silence. When performing such detection, be it manually or
automatically, some acoustic silences are going to be disregarded and
taken to be part of speech. This is perfectly intuitive—acoustic silence
is indeed a part of the speech signal, for example in the occlusions of
stops. In the case of manual talkspurt segmentation, the silence
threshold may become impressionistic and subjective, and perhaps
affected by the context. This can to some extent be avoided with the
help of visual aids such as spectrograms. Automatic detection forces an
objective decision of what acoustic silences should be included in
speech. A durational threshold is often used, such that acoustic silences
within speech that do not exceed the threshold are bridged and
regarded as speech. A threshold of around 200 ms is often used by
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speech activity detectors—VADER27, for example, uses 180 ms. This
approximates the detection thresholds for humans (cf. Izdebski &
Shipp, 1978; Shipp et al., 1984). An analysis of automatic
segmentations of around 13 000 voiceless stops collected in the GROG
project (Heldner & Megyesi, 2003; Sjölander & Heldner, 2004) showed
that 99.2 % of the stop closures had a duration of less than 180 ms.

7.3 Interaction models
Human-human dialogue contains a significant number of phenomena
which make it difficult to condition automatic feature extraction on
objectively defined syntactic or semantic boundaries, as these
generally depend on higher-level linguistic competence. One way of
circumventing this problem is to build on a long tradition of
computational models of spoken interaction (e.g., Norwine & Murphy,
1938; Brady, 1969; Jaffe & Feldstein, 1970; Dabbs & Ruback, 1984;
Raux & Eskenazi, 2009). These models have in common that they
combine speech activity decisions from each interlocutor into a pattern
of talkspurts, as illustrated in Figure 7-1. As these models are based on
a binary decision, phenomena such as backchannels (Yngve, 1970) are
not treated differently from other speech. This distinguishes these
models from ones where manual annotations are used to identify
speech segments continuing across silences and intervening speech
from other speakers (e.g., Sellen, 1995; ten Bosch et al., 2005;
Weilhammer & Rabold, 2003). Kornel Laskowski’s PhD Thesis includes
a comprehensive survey of the field (Laskowski, 2011).

27 See the CMU Sphinx Speech Recognition Toolkit:
http://cmusphinx.sourceforge.net/
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Figure 7-1. Illustration of an interaction model of a dyadic dialogue.
The X-axis shows time, and each of the horizontal bars represent a
speaker. Black areas represent talkspurts; the segment in the
illustration contains two speaker changes in overlap.

7.4 The flow of conversation
Humans are very good at discriminating the places where their
conversational partners have finished speaking from those where they
have not—accidental interruptions are rare in conversations. The
literature provides a host of features that affect this, including
numerous prosodic and gestural features as well as higher levels of
understanding, for example related to (in)completeness on a semantic
or structural level. It should be noted that speaker changes has been
said to occur so that the gap as well as the temporal overlap between
speakers is minimized (Sacks et al., 1974). This in turn has been taken
as evidence that the completion of what a current speaker is saying is
predictable to the next speaker (e.g., Levinson, 1983a). Carlson et al.
(2005) finds experimental support that this is indeed the case, and
further that this prediction is not dependent on lexical information—
low-level acoustic information and prosody is sufficient.
A concept that is tightly related to completeness is that of prosodic
boundaries. When a speaker is allowed to finish what was intended, the
end of the talkspurt by nature co-occurs with prosodic boundaries of
some kind, and prosodic boundaries are known to delimit speech units
both for speakers and listeners. There is no general agreement as to the
number and types of prosodic boundaries, but most researchers agree
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that there are at least two different boundary strengths apart from no
boundary, and hence at least two kinds of prosodic boundary (e.g.,
Beckman & Elam, 1993; Buhmann et al., 2002; Wightman & Rose,
1999). This structuring reflects the speakers’ internal organization of
the information, and facilitates the listeners’ processing of the message
(e.g., Heldner & Megyesi, 2003). Among the features found at prosodic
boundaries, boundary tones and silence are generally held to be the
most important ones, with the duration of the silence being positively
correlated with the rank of the boundary (Fant & Kruckenberg, 1989).
Batliner et al. (2001) found that duration, followed by energy, pauses
and F0 were the most important features to include for automatic
classification of prosodic boundaries.

7.4.1 Prosodic features
Several prosodic features have been associated with prosodic
boundaries, completeness, or with an invitation for another to start
speaking (often called “turn yielding” in the literature), including
silence; various intonation patterns (rises, falls, down-steps, up-steps);
intensity patterns; centralized vowel quality; creaky voice quality; and
exhalations (Duncan, 1972; Local et al., 1985; Local et al., 1986; Local &
Kelly, 1986; Ford & Thompson, 1996; Wells & Macfarlane, 1998; Ogden,
2001). These are typically located in time somewhere towards the end
of the contribution, although not necessarily on the final syllable.
Granted that human interaction control involves decisions above a
reflex level, evidence suggest that any cue for another to start speaking
must occur at least 200-300ms before the onset of the next
contribution (Wesseling & van Son, 2005).
Conversely, a number of talkspurt final prosodic phenomena have
been associated with incompleteness and a wish to continue speaking
(often called “turn holding” or “turn keeping” in the literature),
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including pitch patterns; glottal or vocal tract stops without audible
release; a different quality of silent pauses as a result of these glottal or
vocal tract closures; assimilation across the silent pause; other held
articulations (e.g., lengthened vowels, laterals, nasals or fricatives) and
filled pauses; and audible inhalations (Duncan, 1972; Local & Kelly,
1986; Ogden, 2001; Clark & Fox Tree, 2002; and Caspers, 2003).
Perhaps most notable amongst these is a talkspurt final pitch pattern
with a level tone in the speaker’s mid register (a 2 2 | pattern in the
Trager-Smith prosodic transcription scheme, Trager & Smith, 1957).
This has been reported for a number of languages for example German
by Selting (1996); for Japanese by Koiso et al. (1998), by Koiso et al.
(1998), who include flat, flat-fall and rise-fall intonation patterns, and
by Noguchi & Den (1998), who report that flat intonation at the end of
talkspurts acts as an inhibitor for backchannels; and for Dutch by
Caspers (2003).
There are also a number of phenomena that have been observed to
occur before both pauses and gaps, in other words irrespective of the
identify of next speaker is. Examples include decreasing speaking rate
and other talkspurt final lengthening patterns. The mere presence (or
absence) of these cannot be used for categorization, although the
amount of final lengthening, for example, might provide valuable
guidance (cf. Heldner & Megyesi, 2003). Table 4-1 summarizes the
features mentioned above.
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Table 7-1. Acoustic features associated with interaction control. An
asterisk (*) signifies features specifically investigated in studies
reported in Chapter 11 or Chapter 13.
Feature

Associated with

Silence*

Completeness,
speaker changes,
turn yielding

Pitch rise*, fall*, down-step, up-step
Speech rate decrease
Final lengthening
Intensity patterns
Centralize vowel quality
Creaky voice quality
Exhalation
Mid-level pitch*
Unreleased glottal or vocal tract stops

Incompleteness,
turn keeping

Breathless silence
Held articulations and filled pauses
Speech rate decrease
Final lengthening
Inhalation

When studying this literature, it is worth noting that some of the
studies employed impressionistic auditory analyses or manual acoustic
analyses. These observations rely on full access to the knowledge of
trained (interactional) linguists. This is perhaps reflected in the fact
that several phenomena in the studies above were defined with
reference to either the metrical structure or to the accentual structure
of “utterances” (e.g., Local & Kelly, 1986; Wells & Macfarlane, 1998). In
order to capture these, accurate classification into first utterances, and
then metrically heavy and light syllables within these, as well as into
(focally) accented and non-accented words, is required. These
classifications in turn require access to information that is not present
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in the acoustic signal alone. Consequently, it may be difficult to
formulate operational definitions for some of the features for use in
automatic systems.
Silence itself is a very strong correlate to prosodic boundaries or
completeness, as it occurs when the speaker has in fact stopped talking.
The awareness that silence co-occurs with complete talkspurts can be
made use of in techniques for chunking the speech stream into
manageable units for speech technology applications. The end-ofutterance (EOU) detectors in state-of-the-art automatic speech
recognition typically rely exclusively on a silence threshold somewhere
between 500 and 2000 ms for delimiting the units to be recognised (cf.
Ferrer et al., 2002 and references mentioned therein). Silence is
ambiguous, however, as people frequently pause also when they are
not done speaking, for example when hesitating or before semantically
heavy words (Shriberg & Stolcke, 2004). One way of viewing the
prosodic phenomena listed above is to say that those in the first group
more often precede silences that are followed by another speaker—
gaps—and those in the second more often precede silences followed by
the same speaker—pauses.
The categorization of silences into pauses and gaps is important for
several purposes, such as spoken language understanding, topic
detection, information retrieval, etc. Most methods to interpret spoken
language are helped by sensible segmentation into coherent units. For
example, proper segmentation makes the “speech understanding” task
easier by reducing the search space in the automatic speech
recognition and semantic interpretation (or parsing) components (e.g.,
Batliner et al., 2000), and the perplexity of a language model is likely to
be lower if the utterances used to build the model are segmented in a
consistent manner. Prosodic cues have been used extensively in
automatic systems for segmentation purposes to deal with among
other things the problems that occur as a result of interaction control
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decisions based on silence only (e.g., Ferrer et al., 2002, Thórisson,
2002; Stolcke et al., 1998; Mast et al., 1996; Traum & Heeman, 1997;
Hirschberg & Nakatani, 1996).

7.4.2 Head pose and eye gaze
Gaze behaviour as a mechanism for interaction control is a widely
studied topic within human-human communication. Kendon (1967)
studied the significance of gaze by analysing sound and film records of
seven two-person conversations. The results showed that subjects
spent less than 50 % of their speaking time and more than 50 % of their
listening time looking at his partner. Kendon also studied gaze
behaviour at the beginning and at the end of utterances; he found that
speakers tend to look away at the beginning of utterances and
interpreted it as a way for a new speaker to signal that she is taking the
floor and that she doesn’t want to be interrupted. He found that
speakers looked at their interlocutants at the end of utterances to
signify that they had finished speaking and to make the floor available.
Argyle et al. (1974) pointed out that the listening time subjects spent
looking at speakers was twice as long as the speaking time subjects
spent looking at listeners. Argyle interpreted the decrease in gaze
during speech is a way for speakers to plan utterances, while listeners
look more directly at the speaker to show his attention and to collect
information. Nakano et al. (2003) analysed the link between gaze and
turn-taking using speech acts, in an experiment using video recordings
of several conversations between students performing a Map Task (for
general information on the Map Task, see Anderson et al., 1991). They
categorized utterances into ACKNOWLEDGMENT, ANSWER, INFORMATION
REQUEST or ASSERTION, and analysed gaze behaviour as a function of
utterance type. They concluded that gaze not only signals a desire to
begin speaking, but that gaze behaviour depends on type of
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conversational act, and suggested that gaze was a positive evidence of
grounding (e.g., the speaker looks at his partner during an assertion in
order to check whether he is paying attention). Hugot (2007)
confirmed these findings in an analysis of eight Swedish Map Task
conversations that were recorded with eye-tracking equipment.

7.4.3 Timing at speaker changes
Sacks et al. (1974) devoted considerable attention to the
phenomenon of speaker changes. Theoretically, there are three
possible ways of organizing a speaker change: there may be a silence in
between; there may be overlap; or there may be neither silence nor
overlap. From substantial auditory analyses of conversational data,
Sacks et al. (1974) had observed that the most common case in
conversation is one-party-at-a-time, and that speaker changes typically
occur without any silence in between and without any overlapping
speech – no-gap-no-overlap. The tendencies observed furthermore
lead them to hypothesize a force acting to minimize gap and overlap in
conversation.
As is evident from the following quote, however, Sacks et al. (1974)
recognised that slight departures from one-at-a-time, that is brief
periods of overlap more-than-one-at-a-time or short silences fewerthan-one-at-a-time were also relatively frequent: “Transitions from
(one turn to a next) with no gap and no overlap are common. Together
with transitions characterized by slight gap or slight overlap, they
make up the vast majority of transitions” (p. 700). From later work by
the same authors, presumably when they started measuring the
silences, it seems that transitions with slight gap are considered to be
the most frequent ones. For example, Jefferson, who termed transitions
with slight gap the “Unmarked Next Position” Onset, noted that
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My impression is that of all the transition-place points, this is the most
frequently used. A recipient/next speaker does not start up in “terminal
overlap”, nor “latched” to the very point of possible completion, but
permits just a bit of space between the end of a prior utterance and the
start of his own (Jefferson, 1984, p. 8)

In another passage, Jefferson described this “unmarked next
position” as: “With this ‘unmarked next’ positioning one doesn’t get a
sense of a next utterance being ‘pushed up against’ or into the prior,
nor of its being ‘delayed’. It simply occurs next” (p, 8-9). Schegloff
(2000) used the term normal value of the transition space for the same
case, and quantifies it as “just a bit of space”, roughly one syllable,
corresponding to a silent interval of about 150 to 250 ms. Others have
made similar observations of transitions where there is no perceptible
gap between the cessation of speaking by one person and the
commencement of speaking by the next person—so called smooth
transitions—while there might be an acoustic silence (e.g., Beattie &
Barnard, 1979; Jaffe & Feldstein, 1970; Kendon, 1967). Walker &
Trimboli (1982) furthermore estimated that the threshold for
detection of between-speaker silences in conversations lies close to
200 ms.

7.4.4 Knowing when to speak
Traditionally, two main theories offer competing explanations as to
how next speakers know when to start talking. On the one side, there is
the projection theory initially proposed by Sacks and co-workers.
According to this, a next speaker anticipates (or “projects”) when the
current speaker will finish based on structural and contextual
information, and then starts talking at the anticipated point in time
(Sacks et al., 1974). On the other side, there is the reaction or signal
theory (e.g., Duncan, 1972; Kendon, 1967; Yngve, 1970) stating that a
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next speaker starts talking as a direct reaction to a signal that the
current speaker is finished, or is about to finish.
The notion of no-gap-no-overlap was key in the initial development
of the projection theory. It has also been very influential in subsequent
work within that framework, and some of the followers of Sacks and
colleagues have interpreted no-gap-no-overlap as literally zero gap and
zero overlap, which has been taken as support for a stronger claim:
that turn-taking must rely entirely on the ability to project upcoming
turn-endings: as human turn-taking is so precise that next speakers
(over and over again) manage to start with no gap and no overlap,
there is no time to react to prosodic or other acoustic signals
immediately preceding the silence, and so these cannot be relevant in
the matter (e.g., Bockgård, 2007; de Ruiter et al., 2006; Levinson,
1983b). Instead, next speakers rely on a projection based mainly on
syntactical features.
A pertinent question, then, is how quickly a person could react to
some kind of signal—what is the minimal response time? It seems that
the fastest a human can react to some stimulus with a vocal response
under maximally favorable conditions is just below 200 ms (Izdebski &
Shipp, 1978; Shipp et al., 1984). These minimal response times were
observed under ideal conditions, and the authors conclude, “These
minimal values may well approach the human biological threshold for
performing this simple sensorimotor task” (Shipp et al., 1984). Longer
reaction times can be expected in more complex situations. For
example, an experiment that required discrimination of two stimuli
(500 Hz and 2000 Hz tones) and that subjects respond as quickly as
possible with a vowel sound on each tenth occurrence of the target
yielded a mean reaction time of 496 ms (Ferrand et al., 1991).
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7.5 Mutual understanding
This section deals with the process Clark (1996) calls grounding and
Allwood et al. (1992) interactive communication management—a
process in which speakers give positive and negative evidence of their
understanding of what has been said to maintain common ground.

7.5.1 Clarification requests
Clarification is an important part of grounding. A clarification request
often gives both positive and negative evidence—showing what has
been understood as well as what is still needed for sufficient
understanding. Both Allwood et al. (1992) and Clark (1996) suggest
four levels of action that take place when speaker S is trying to say
something to hearer H:





Acceptance: H accepts what S says.
Understanding: H understands what S means.
Perception: H hears what S says.
Contact: H hears that S speaks.

For successful communication to take place, communication must
succeed on all these levels. The order of the levels is important; to
succeed on one level, all the other levels below it must be completed.
Also, if positive evidence is given on one level, all the other levels below
it are presumed to have succeeded. When making a clarification
request, the speaker is signaling uncertainty on one level and success
on the levels below it.
Other classifications of clarification readings have been made.
Schlangen (2004) suggested a more fine-grained analysis of the
understanding levels, and Ginzburg & Cooper (2001) made a
distinction between what is called the “clausal reading” and the
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“constituent reading” of clarification ellipsis. Using the scheme above,
the clausal reading could be described as a signal of positive contact
and negative perception, and the constituent reading as a signal of
positive perception and negative understanding.
In terms of prosody, the most commonly described tonal
characteristic for general questions is high final pitch and overall
higher pitch (Hirst & Cristo, 1998). In many languages, yes/no
questions are reported to have a final rise, while wh-questions typically
are associated with a final low. Question intonation can also be used to
convey interrogative mode when the question has declarative word
order. This type of echo question is relatively common in Swedish
especially in casual questions. Question intonation of this type has been
studied in scripted elicited questions and has been primarily described
as marked by a raised topline and a widened F0 range on the focal
accent (Gårding, 1998). In recent perception studies, however, House
(2003) demonstrated that a raised fundamental frequency (F0) combined with a rightwards focal peak displacement is an effective means
of signaling question intonation in Swedish echo questions (declarative
word order) when the focal accent is in final position. Furthermore,
there was a trading relationship between peak height and peak
displacement so that a raised F0 had the same perceptual effect as a
peak delay of 50 to 75 ms.

7.5.2 Backchannels
A number of the words found in everyday speech—a very large
number, if we go by the frequency of their occurrence—are
traditionally not regarded as part of the information exchange.
Examples include confirmations such as “yeah” and “ok” as well words
traditionally not found in lexica, for example “m”, “mhm“ and “uh-huh”.
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These words have been grouped in different constellations and called
different names by different authors, for example backchannels (i.e.,
back-channel activity, Yngve, 1970), continuers (Schegloff, 1982),
feedback and grunts, and attempts at formalizing their function and
meaning have been made (Ward, 2004).
The working definitions of these overlapping concepts, however, are
imprecise, and different labelling schemes treat them quite differently,
often with dubious inter-annotator agreement numbers as a result (e.g.,
Hardy et al., 2003). The schemes are often complex. A typical
complication occurs with the distinction between an answer of some
type, say “I agree”, and a backchannel signalling understanding, say
“mhm”. The distinction between the two relies heavily on third-party
judgments of the speakers’ intentions, such as “was a response
required or optional here?” or “was this acknowledgment unsolicited
or prompted by a request?”. In some coding schemes, the distinction is
based on lexical context. SWBD-DAMSL, for example, states that “yeah”
belongs to the category AA (AGREEMENT-ACCEPT) if followed by additional
verbal evidence, such as “me too”, while it is B (BACKCHANNEL, or
ACKNOWLEDGE) if uttered in isolation (Jurafsky et al., 1997). I will follow
Ward & Tsukahara (2000), who argue that the term backchannel
feedback is relatively neutral, and use backchannel unless referring
directly to the specific usage of other authors.
In spite of difficulties involved in defining these phenomena, there is
little controversy regarding the utility of modeling them. They are said
to behave differently from other utterances in that they may occur in
the midst of another speaker’s speech without disrupting that speaker
(e.g., Yngve, 1970; Gravano & Hirschberg, 2009), hence the term
backchannel. They can be used to indicate that the speaker producing
them is following and understanding, and encourage the other speaker
to proceed (e.g., Allwood et al., 1992; Schegloff, 1982; Clark, 1996).
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Table 7-2. Features associated with backchannels. An asterisk (*)
signifies features specifically investigated in studies reported in
Chapter 11 or Chapter 13 are bold.
Feature

Associated with

Unobtrusive*

Backchannel

Quiet*
Brief*
Voiced*
High pitch*
Rising pitch accent (L+H*)
High boundary tone (H-H%)

Commonly reported characteristics (see Table 7-2) include that they
are quieter and shorter than other instances of the same lexical items
(e.g., Caspers, 2003; Dhillon et al., 2004; Ward, 2004; Shriberg et al.,
1998; Koiso et al., 1998). They have also been found to have higher
pitch and to bear a rising pitch accent (L+H*) and a high boundary tone
(H-H%) (Benus et al., 2007). An inspection of their common
constituent words (see e.g.. Ward, 2004) reveals that they contain
almost exclusively voiced sounds.
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8.1 What do people do?
In Chapter 4, I argue that the most important source of information for
studies of humanlikeness are human interaction corpora—large
quantities of captured interactions that
For much of my life as a
are representative for the collaborative
linguist and speech techconversations we aim to mimic. These
nologist I have had the
corpora are essential: they are the raw
pleasure of meeting
data to be analysed for interaction
Telia Research’s grand
behaviours, and from which features for
old man Bertil Lyberg on
modelling and implementation are
a regular basis. I must
extracted. They also make up the gold
have been in several
standard for evaluations. Note, however,
dozen meetings where
that although this type of large-scale
he was present. To the
corpora is an essential resource, it is by
best of my recollection,
no means the only useful data source.
Bertil took the floor at
Limited, special-purpose corpora can be
least once in every single
very informative, and in a sense, almost
one of these meetings,
every step of the iterative research
when he felt that the disprocess can be seen as a kind of data
cussion strayed too far
collection: analyses result in feature data;
from the empirical and
human judgements produce perception
the observable, each
data; experiments produce humantime to utter the very
computer data and the evaluations, again,
same rhyme: “Hur gör
produce feature data. Much of this data—
djur?” (roughly “how do
particularly that which comes out of
people do it?”: literally
certain types of experiments—can also
“how do animals do it”).
be used as input in next iterations. Here,
however, we limit the discussion to the
collection of corpora of people interacting with each other, without
computer intervention.
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This chapter provides corpus collection background that is limited
to specific aspects of particular importance to the task at hand. For
more complete discussions of corpus design, there are several wellwritten manuals (e.g., Gibbon et al., 1997) around, and Harrington
(2010) provides an overview of types of speech corpora.

8.2 Experimental control versus ecological validity
Control, in terms of for example balance and topic is valued highly in
traditional text corpus design, and this often carries over to speech
corpora as well. In experiment design,
there is a well-documented trade-off
Over a decade ago,
Manny Rainer and I used
between experimental control and
ecological validity—the degree to which
Internet data for ASR
the experimental situation agrees with
language models. When
attempting to write this
the real-life situation it is supposed to
investigate (e.g., Aronson et al., 1998;
up, I recall attempting to
Blascovich et al., 2002; for a discussion
classify the web in terms
of
standard
corpus
more directly related to speech
technology, see Brennan & Hanna, 2009).
categorization schemes.
Again, this reasoning carries over to the
It was hopeless. A text
that was ever-growing,
collection of dialogue data, which can be
seen as a special case of experiment.
ever-changing, with no
Generally speaking, more control
clear source and without
target would simply not
means fewer confounding variables and
less variation. If the recording provides
fit.
Notwithstanding,
training data for modelling a specific
these days Google’s huge
index is routinely used
feature, it may be desirable to assert the
for a variety of speech
highest possible degree of control over
other parameters. In our case, studies are
technology purposes.
largely explorative, and we cannot
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Controlled

Unrestricted
No preset
Agenda or
topic

topic

Daily life,
In person

location

Variable

participants

Move freely,
Enter/leave

mobility

Scripted
conversation

Laboratory,
Mediated

Fixed

Immobile

Figure 8-1. Relative degree of control asserted on four parameters
(topic, location, participants, and mobility) for eleven corpora: The
spoken part of the London-Lund corpus (London-Lund), the Edinburgh
Map Task corpus (MapTask), Switchboard, the ICSI meeting corpus
(Meeting), the Columbia games corpus (Games), Speechome, the UTEPICT cross-cultural multiparty multimodal dialog corpus (UTEP-ICT),
and the Semaine corpus (Semaine), and finally Spontal, Spontal-N and
D64.

beforehand differentiate reliably between variables that are essential
and ones that are not, so the benefits associated with strict control are
severely diminished. On the other hand, we are highly interested in
gathering data with high ecological validity—that is we want our
conversational data to be as representative of everyday human
interactions as possible. As high control is associated with a cost in
terms of ecological validity, this is a strong argument for relinquishing
control.
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There are countless variables over which we may exert control.
Important examples include the topic of discussion, the layout of the
location, the number and identity of participants, and their position and
mobility in the location. We can view each of these as a spectrum
ranging from strict control to unconstrained. Controlling the topic of
discussion can be done for instance by scripting the entire
conversation, by giving the participants a task, or by prescribing topics
of discussion. The layout of the location can be controlled in several
ways: recordings can be done in strict laboratory environments with
no objects in sight, or the participants can be placed in different
locations or separated by a screen to limit the visual influence. The
number of participants can be kept constant, either for all recordings
or within recordings, and the participants mobility can be more or less
limited within the location. Figure 8-1 illustrates these variables by
placing some well-known corpora along each spectrum.
Apart from illustrating different types, there is no particular reason
behind my choice of examples—these are simply corpora I am familiar
with, one way or the other. The spoken part of the London-Lund corpus
(Greenbaum & Svartvik, 1990) was largely recorded completely
without the interlocutors knowledge (at the time of the recordings),
and no control, implicit or explicit, was exerted; the Edinburgh Map
Task corpus (Anderson et al., 1991) has pairs of interlocutors
performing the now-classic Map Task; in Switchboard (Godfrey et al.,
1992), dyads speaking over the telephone about preselected topics
were recorded; the ICSI meeting corpus (Janin et al., 2003) contains
varying numbers of participants in meetings that would have taken
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place in any case; the Columbia games corpus28 has dyads who cannot
see each other playing collaborative games; Speechome (Roy et al.,
2006) records virtually every moment of Deb Roy’s son’s first three
years; the UTEP-ICT cross-cultural multiparty multimodal dialog
corpus (Herrera et al., 2010) has groups of four standing up and able to
move freely talk about a number of preselected topics; and the Semaine
corpus29 consists of subjects speaking to actors in separate rooms,
through loudspeakers and teleprompter screens.
The illustration is just that, and is not intended to give an exact
picture. The London-Lund corpus—which would be very difficult to get
through an ethics committee these days, even if its collection would be
legal in some countries—and Speechome end up in the unrestricted
end of all scales. It is worth noting that the London-Lund corpus is an
exception, and that participants in corpus collections are generally
aware that they are being recorded, so that there is no control for the
observer’s paradox (Labov, 1972).
In addition to the corpora listed above, I have included the three
dialogue corpora I will describe in detail in this chapter: Spontal,
Spontal-N, and D64. All of these were designed to exert little control
over the dialogues, which is reflected in the figure.

28
29

http://www.cs.columbia.edu/speech/games-corpus/
http://sspnet.eu/2010/04/semaine-corpus/

110

Chapter 9 Three corpora and then some
Experimental control versus ecological validity

CHAPTER 9

›

THE SPONTAL CORPUS

›

THE SPONTAL-N CORPUS

›

THE D64 CORPUS

KEY CONCEPTS INTRODUCED

IN THIS CHAPTER

Three corpora and then some

111

Part III
Corpus collection

9.1 Spontal
The Spontal project (from Swedish “spontan” and “tal”—spontaneous
and speech, respectively) ran between 2006 and 2010 with funding
from the Swedish Research Council, KFI—Grant for large databases
(VR 2006-7482). The project set out to capture massively multimodal
data—that is more modalities than audio and video. Specifically, high
quality audio, high-definition video and 3D motion capture data was
recorded in a large number of completely unconstrained face-to-face
conversations. With its 120 half-hour massively multimodal dialogue
recordings, Spontal is the only resource of its kind in Swedish. To the
best my knowledge, it is the largest comparable research resource
worldwide, in any language.
The point of departure for the project was that although we have a
growing understanding of both the vocal and visual aspects of face-toface conversation, we are lacking in data with which we can make more
precise measurements of their interplay, such as the timing
relationships between vocal signals and facial and body gestures. The
project recognised that such measurements only make sense when
applied to features that are relevant to conversation, as opposed to
read speech or monologue, such as those involved in interaction
control and mutual understanding. Within the scope of collaborative
and friendly conversations, the project took a clear aim at creating a
corpus rich enough to capture important variations among speakers
and speaking styles. Table 9-1 is an overview of the data collected in
the project.
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Table 9-1. The Spontal corpus in numbers. The data amounts are
estimates of one single set of raw data. In addition, several backups and
several sets of process data are kept.
Video channels
Amount of video data
Audio channels
Amount of audio data
IR cameras
Amount of mocap data
Total amount of data
Total hours
Total # dialogues
Total # subjects

2
> 1.5 Tb
4+1+1 frame synced
2 stereo frame synced with video
> 250 Gb
6
> 250 Mb
~ 2 Tb
> 60
> 120
> 135

9.1.1 Recording sessions
The scope of the Spontal project is massive. If all subjects would appear
on time, in perfect succession with no gaps in between, it would
require an active and effective recording time in excess of three work
weeks. In reality, booking subjects was a substantial task in itself, and
recording anything above two dialogues in a day took considerable
planning and involved a number of scheduling hazards—for example, a
subject failing to appear may upset the entire schedule, and even the
slightest network problems would cause aggregated delays due to
longer-than-planned between-recording data transfers.
The Spontal recordings were divided into groups, or sessions, each
lasting around one month. There were four main reasons for this
decision:
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1. It is time consuming to recruit subjects, and for a project of this
scope, recruiting all subjects before recordings commence is
impractical, yet in the middle of a recordings period, recruitment
is an unwanted distraction.
2. We knew that the periods of on-going recording would be hectic,
and that the practicalities of scheduling, e-mail and telephone
contacts with subjects, and the recordings in themselves would
take virtually all resources, leaving little time for essential work
such as backups, consolidation of file names, and so on, but we
were reluctant to leave this for later for the entire data set.
3. We wanted to validate the data continuously to minimize the risk
of finding major flaws in the data after it was all recorded.
4. The studio in which the recordings took place could not be held
up indefinitely, as it is used for other purposes as well.
The technical setup was assembled at the beginning of a session and
dismounted at its end. Within a session, all conditions remained fixed,
but dividing the recordings into sessions left us with a decision: we
could either maintain all conditions between sessions with the highest
possible fidelity, or we allow ourselves to change the configuration in
some structured manner: a trade-off between degree of comparability
between sessions on the one hand, and room for improvement in case
of unforeseen problems on the other.
Since data capture on this scale is anything but an everyday matter,
we expected to gain more by modifying the configuration between
sessions to improve the quality of the data than to maintain the exact
configuration for increased comparability. As it turned out, the
modifications needed were minor: for example, in the final sessions,
the motion capture cameras are mounted on the walls rather than on
tripods, and the original close range microphones are exchanged for
slightly more visible ones that yield better channel separation. Table
9-2 presents an overview of the sessions.
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Table 9-2. Overview of Spontal sessions. Sessions 1-3, 6, 7, and 9 are
part of Spontal proper; sessions 4, 5, and 8 are additional dialogues in
other languages.
Session
ID
1
2

#
dialogues
3
21

3
4
5
6
7

17
4
1
12
27

8
9

2
36

10
Total

1
116 (14)

Year

Comments

2008 Initial trial session (successful).
2008 Minor corrections from session 1, mainly in
the way instructions were given.
2009 As session 2.
2009
2009
2009 Fewer visible cables, better tripod positions.
2009 Improved
methods
for
post-process
synchronization.
2010 Three-party interviews
2010 New close range microphones, wall-mounted
motion capture cameras, very few visible
cables.
2010 Italian

9.1.2 Temporal structure of the dialogues
Nominally, the main corpus contains 120 half-hour dialogues. A halfhour was considered sufficiently long to allow the conversation to pass
through several stages and for several topics to be addressed, yet brief
enough to keep artefacts resulting from fatigue or boredom at a
minimum. Compared to other speech corpora, a session length of a
half-hour is uncontroversial. Task oriented dialogues tend to be
shorter—the original HRCR Map Task Corpus dialogues, for example,
averaged about 7 minutes (Branigan et al., 1999). On the other hand,
corpora based on meetings are often longer. The ICSI Meeting Corpus,
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for example, has an average session length of almost a full hour (Janin
et al., 2003).
Subjects were informed that the total time for a recording, including
preparations, would be less than an hour—and this was kept in all
cases. The actual length of each recorded dialogue exceeds 30 minutes,
however, as a result of the way dialogues were structured. Each
Spontal dialogue is nominally divided into three blocks of at least 10
minutes duration, although in practice, the blocks are recorded
consecutively, with no intermittent break. The reason for the block
design is two-fold:
1. We wanted to make sure that we had at least three uninterrupted
dialogue sequences of a certain minimum length. In case any of
the devices used for capture would fail, we would restart the
current 10-minute block from scratch to ensure this, rather than
having to redo the entire 30 minute dialogue. The equipment
turned out to be robust, and in practice this fallback option was
not needed.
2. Subjects were not allowed to wear watches as these might
interfere with the motion capture equipment. In order to counter
any feeling of temporal disorientation, we informed them
through a telecom system after each ten minute block that
another ten minutes had passed.
The recording attendant would occasionally be occupied and or
otherwise unable to start the next block by informing the subjects until
a little more than ten minutes had passed. The result of this is that a
Spontal dialogue consists of a minimum of 30 minutes of conversation,
divided into three blocks of at least ten minutes following immediately
after each other. During this time, all capture devices were running. In
addition, the interaction just before and after the dialogue was often
captured on at least some device. Although subjects were always
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informed when capture devices were activated and all of the data is
included in the release forms, any data captured outside of the nominal
30 minute dialogue is not considered part of the Spontal corpus per se.
The occasional excess in terms of session length did not cause trouble
with subjects, as the one hour total was never exceeded.

Figure 9-1. Schematic of the session 9 Spontal studio configuration
showing the two high-definition video cameras, the six motion capture
cameras, the two close range and two far field microphones, the
turntable and the green diode used for synchronization.

9.1.3 Technical specifications
The technical specifications for the basic configuration are described in
detail in the following, and a schematic overview of the placement of
the capture devices (based on the session 9 recordings, but variations
over sessions are small) is presented in Figure 9-1. In the base
configuration, the recordings are comprised of high quality audio, highdefinition video, and motion capture data. Separate audio tracks for
comments from the researcher managing the recording and for
synchronization signals are also included. A small set of data—six
dialogues—is being recorded with a different configuration that
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captures facial movements in extreme detail. This subset of the
database remains work in progress and will not be discussed here.
9.1.3.1 Audio
In terms of sound, the following sources were captured:
 The two subjects vocalizations.
 The sound of a turntable playing a vinyl record that was
deliberately scratched to produce regular clicks 33 times a
minutes. See 9.1.4 for details.
 The sound of a clapper (sessions 1 through 6) or an electronic
clapper producing a sinus tone (sessions 7 through 9). See 9.1.4
for details.
 Room noises and discussions with third parties, in particular with
the recording attendant, before and after the dialogue takes place.
 Spoken comments by recording attendant. These were produced
in the control room, and were frame synchronized with the
recordings from within the studio so that they are timed
correctly.
All in all, six channels were used to capture this. Each of the two
subjects is recorded on two microphones—a Bruel & Kjaer 4003 omnidirectional goose-neck at approximately 1m distance, and a head
mounted Beyerdynamic Opus 54 cardioid (sessions 1 through 8),
which was replaced by a head mounted Sennheiser ME 3-ew cardoid
for the final recordings (session 9), for a total of four microphones. This
combination was used to achieve optimal recording quality (B&K),
while at the same time ensuring that we had recordings with a
minimum of leakage from one speaker to the other
(Beyerdynamic/Sennheiser). Mixer consoles were used as microphone
pre-amplifiers and to supply phantom power to the microphones. The
output of the consoles was connected to an M-Audio interface and
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recorded with the free audio software Audacity (Mazzoni 2008) in 4
channels 48 KHz/24 Bit linear PCM wave files on a 4 x Intel 2.4 MHz
processor PC. In addition, one channel recorded the output of a
turntable used for post-process synchronization, and a sixth channel
was connected to a microphone in the control room outside the studio,
which was used by the recording attendant to take spoken notes of any
events worth mentioning. This sixth channel also recorded sinus tones
produced by an electronic clapper under the control of the recording
attendant. Audio was also captured separately by a built-in stereo
microphone on each of the two video cameras that were present in the
room, making a total of ten captured audio channels, of which the first
six were all frame synchronized, and the last four were frame
synchronized in two pairs.
9.1.3.2 Video
The following visual sources were captured during a Spontal dialogue:
 Each of the two subjects.
 The turning of the turntable, which was used for synchronization
in post-processing. See 9.1.4 for details.
 The clapper (sessions 1 through 6) or the green diodes of the
electronic clapper (sessions 7 through 9). See 9.1.4 for details.
Two JVC HD Everio GZ-HD7 high-definition video cameras (1920x1080
resolution, 26.6 MBps bitrate) were placed with a good near head-on
view of each subject, approximately level with their heads. The
cameras were set so that they captured in full view a person with arms
reaching out to each side. To be certain that nothing was left out and to
avoid making the subjects unnecessarily conscious of the cameras just
before a dialogue would start, care was taken to turn the cameras’ onboard displays away from the subjects, and the cameras were started
as early as possible in each dialogue recording. As a result, a single
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dialogue often resulted in two video recordings of 45 minutes or more.
Furthermore, as using the cameras on-board hard drives proved
considerably more robust than using external drives, the cameras had
to be emptied about every three to four dialogues—a process which
takes considerable time. To simplify this process, we used custom
made software that managed the emptying of the cameras, recoding
into a non-proprietary format, and merging of the chunks used by the
cameras for internal storing into full-length recordings without the
need for supervision30.
9.1.3.3 Motion capture
The following sources in 3D space were captured by the motion
capture system:
 The head, torso, arm and hand movements of the subjects.
 The clapper (sessions 1 through 6) or an infrared diode on the
electronic clapper (sessions 7 through 9).
 The turning of the turntable (sessions 6 and onwards).
For motion capture, we used six infrared OptiTrack cameras from
Naturalpoint. The camera positions remained static throughout each
session, but the system was calibrated in accordance to the
manufacturers instruction on the morning of each recording day, in
order to ensure that no harm would come from someone accidentally
shifting a camera in the downtime hours.

30

This software was implemented by Jonas Beskow.

120

Chapter 9 Three corpora and then some
Spontal

Each subject was fitted a
reflective marker on each hand,
wrist, elbow and shoulder, one on
the sternum, and three markers
mounted on a tiara, such that they
describe a plane through the head,
for a total of 12 markers per
subject (Figure 9-2). In the initial
sessions (sessions 1 through 7),
one of the head markers was
centred and the remaining two
placed at an equal distance away
from the first, on each side. In the
last sessions, the centred marker
was moved slightly off-centre to
the right, to make it easy to see
where the subject was facing from
the information provided by these
three markers alone.
In addition to the 24 (2 x 12)
markers fitted on the subjects, a
single marker was placed on the
vinyl record so that it rotated with
the turntable. Another two
markers were placed at an exact
distance from each other on the
Figure 9-2. Layout of
side of the turntable for reference.
reflective markers for
Finally, an infrared diode that is
motion capture.
perceived by the cameras as if it
were a marker was included in the electronic clapper, making the
maximum number of simultaneously visible markers 28.
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9.1.4 Synchronization
Synchronization between audio and video is commonly achieved using
mature technologies. Nevertheless, it is fairly expensive to set up a
system that synchronizes one video feed with a separate audio feed,
and more so as additional video feeds are added. When we move to
massively multimodal capture by adding output from the evermore
accessible and affordable 3D motion capture systems, it becomes
considerably harder find an existing system for synchronization, and
virtually impossible given a normal research budget. Naturally, this can
be expected to improve over time. As an alternative to waiting for this
improvement, and since each of the systems involved is susceptible to
errors, we designed two analogous devices to ensure that the
recordings could be synchronized in post-processing even if frames
were dropped or recordings partially lost due to for example hardware
failure. Note that even if online synchronization of the three systems
were viable, these devices would provide a failsafe in case one of the
systems crashed, by obviating the need to (re)start all systems
simultaneously.
As new obstacles appeared, these designs evolved for each session,
but were stable from about 50 % into the recordings and onwards.
What is described here is the system as used in the final session of the
project, session 9.
9.1.4.1 The electronic clapper board
This device is a replacement for the clapper board, or sync slate, used
on film sets. It consists of a simple switch that simultaneously controls
two green diodes, one IR diode and one channel of audio throughput
(see Figure 9-3). Each diode is mounted in a separate device, and the
audio throughput takes a sine signal as its input. The switch in itself is
placed in the control room, whereas the diodes are placed in the
recording studio, one green diode in the line of sight of each video
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camera, and the infrared diode clearly visible to the infrared 3D motion
capture cameras. When the switch is flipped, the infrared diode is
captured by the motion capture system (which mistakes it for one of
the reflecting markers it is designed to capture), each green diode is
captured by a video camera, and the sine tone is captured on a separate
frame synchronized comment track in the audio recordings.

Figure 9-3. Schematic of the electronic clapper board: the left side
depicts the switch (positioned in the control room) and the right part
the diodes (placed in the recording studio).

The device has several advantages in comparison to a traditional
clapper. It soon became evident during the initial sessions that
capturing a traditional clapper in all three modalities is difficult at best.
Our most successful attempt involved placing markers on each of the
clappers part, so that the closing of the gap as the clapper was used
would be visible on motion capture data as well as in the video and
audio feeds. In order to produce a clear-sounding noise with the
clapper, however, the closing must be done rapidly and succinctly—a
movement that is not captured particularly well by the relatively low
frame rate (around 100Hz) produced by the motion capture cameras
(this problem does not affect the video recordings, as the video
recorders capture sound at a sufficiently high resolution). The
electronic clapper has the additional advantage that it does not require
the recording attendant to enter the studio, it is controlled entirely
from the control room, and can be used without interfering with the
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subjects. This makes it possible to use it to mark more events than
simply the beginning and end of the recording. Finally, each of the
signals produced by the electronic clapping board can be detected in
the resulting data using automatic methods.
In the Spontal recordings, the recording attendant used the switch
to produce sequences of bursts of about one second in duration: three
bursts at the beginning and end of each session (this corresponds to
how the classic clapper was used in the first sessions), two bursts at
the beginning of each ten minute block, and one single burst anytime
something noteworthy happens (normally something to do with the
capture equipment—the researcher did not listen in on the
conversations). Single burst signals are followed by a spoken
explanation on the comment track by the researcher in charge, which
doubles as a synchronization channel and an acoustic notebook. Figure
9-4 shows the temporal placement of the burst sequences in a typical
recording.

Figure 9-4. Diagram of electronic clapper bursts in a typical recording.
Triple bursts set off and conclude the recording and are used for overall
synchronization, double bursts mark the beginning and/or end of each
nominal 10-minute segment, and single bursts are used to signal that
the recording attendant is about to make a spoken comment.
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9.1.4.2 The turntable sync signal

Figure 9-5. The turntable in action. In addition to the reflecting marker
mounted on the record, two markers fixed at a set distance on the side
of the turntable serve as a distance reference.

The second device is a mildly modified high quality turntable
(Figure 9-5). Its purpose is to provide an affordable yet reliable
reference signal that can be traced in all modalities, making it possible
to resynchronize the data in post-processing by stretching and
compressing, should this prove necessary. The turntable is placed in
plain view of both video and 3D motion capture cameras. The
turntable’s audio output is recorded on an audio channel that is frame
synchronized with the audio recordings. On the turntable, which
rotates at a constant speed of 33 rpm, a record is placed. The record
has a deliberate scratch close to the centre, causing it to produce a
sharp noise on each rotation when the stylus runs along the innermost,
infinite groove. In addition, a reflecting marker that is readily captured
by both 3D motion capture and video is placed on the record. The
result is that the position of the marker in each audio, video and motion
capture frame can be compared to its expected position, and the data
can be temporally stretched or compressed if any discrepancies are
detected. The drawback of this design is that in the audio, the temporal
resolution is low: 33/60th of a second. This is somewhat alleviated by
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the video and motion capture temporal resolutions, which are the same
as the frame rate of the respective capture devices. Another drawback
is that we are assuming that the capture devices will not lose
consecutive frames for more than 33/60th of a second—a full turn of
the turntable. Should they do so, we would have to resort to handcrafted methods to find out how many turns were lost. The advantages,
on the other hand, are obvious: the cost is negligible, and the turntable,
which is designed to turn at a constant speed, is easily tuned and quite
robust.

9.1.5 Recording environment
The Spontal recordings all took place in a studio environment, with all
cameras and microphones clearly visible. In general, the studio
environment became tidier for each session, as improvements were
made, for example to the way the cabling was done and how the
motion cameras were mounted. This development is illustrated by
Figure 9-6.
Apart from the minimization of visible cables, tripods, and suchlike,
the one major change that was done in the recording environment

Figure 9-6. An earlier configuration (session 6; left pane) and
the last one (session 9; right pane).
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were the subjects’ chairs. Early on (session 1 and 2), we used chairs
with armrests. After some discussion within the project group, it was
decided that chairs without armrests be used, as the armrests may
make subjects less apt to gesture with their hands. The new chairs
were used in sessions 3 through 6, which resulted in very minor
complaints from one or two subjects who found them uncomfortable
and somewhat awkward. For the final sessions (7 and 9), comfortable
revolving office chairs without armrests were used (as seen in Figure
9-6). These chairs let subject swing back and forth in repetitive
movements, should they want to, and we have noticed that this was
quite popular. Although a possible concern for the motion capture, we
took the stance that this type of chair and this type of motion is quite
common in seated conversations, thus something we should not shy
away from capturing.

9.1.6 Subject selection
The project proposal states that all subjects should be native speakers
of Swedish, and that the selection should aim for balance (1) for gender,
(2) as to whether the interlocutors are of opposing gender and (3) as to
whether they know each other or not. This balancing results in 15
dialogues of each configuration: 15x2x2x2 for a total of 120 dialogues.
Each subject was formally allowed to participate six times, one in each
of the constellations. In practice, we limited participation to four times
per subject: once with a known person of the same gender, once with
an unknown person of the same gender, once with a known person of
the opposite gender and finally once with an unknown person of the
opposite gender.
In hindsight, I am convinced that it was a mistake to restrict the
selection to native speakers only, as this simply is not representative
for conversations taking place in Sweden. However, I am to blame as
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much as anybody else—I was one of the authors of the proposal, and
made no reservation about the restriction at the time of its writing.
Once the project started, the aim was to follow the proposed plan as
closely as possible, so the restriction was left in.
Subjects were recruited from colleagues and students, but also by
posters in and around the university area, by roundtrip emails, by
repeated requests to friends and family to ask around—in short by any
and all means that do not require an advertising firm or a large budget.
Each subject was given a gift certificate for two movie tickets for
participating in one recording.
The subjects’ ages show a clear bias towards people in their
twenties and thirties, but the variation is large and both men and
women of seventy and more are included. No record is kept of the
occupations or place of residence of the subject, but it is likely that
academic occupations are somewhat overrepresented, and it is clear
that a majority of the subjects reside in Stockholm and the surrounding
areas.

9.1.7 Ethical considerations
The project, which passed the scrutiny of the Swedish Research Council
for ethical considerations, remained faithful to the proposal text in all
ethical matters. Prior to participating in a recording, all subjects were
told that although neither their identity nor any other personal
information that could uniquely identify them would be recorded in the
database, their faces would be captured on video. They were also
informed about the future use of the database, and if they had no
objections, they were asked to sign a consent form in which they
permit (1) that the recordings are used for scientific analysis, (2) that
the analyses are published in scientific writings and (3) that the
recordings can be replayed in front of audiences at scientific
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conferences and suchlike. On no occasion did a subject that we were in
contact with refuse to sign the consent form, or indeed express any
concerns at all about it.
All subjects were told that in case they would say something that
they in hindsight would rather not have on tape, they should tell the
recording attendant and the segment would be deleted. None of the
subjects expressed such a wish after finishing a dialogue, or for that
matter any concerns at all about what they had discussed.

9.1.8 Instructions and scenarios
So it appears that the corpora contains totally free speech—i.e., the
subjects can talk about anything, or nothing at all? In other words, faced
with those instructions I might not be able to think of anything to say!
How did you (if you did) ensure that you don't get lots of silence?
(anonymous reviewer)

This quote from an anonymous reviewer of a Spontal paper sent to
LREC 2010 illustrates one of the most common questions concerning
the Spontal corpus: How can you get people to speak if you don’t give
them something to speak about? The fact is that through the latter two
thirds of the recordings, subjects were explicitly told that if they
wanted to, they were completely free to sit in silence opposite one
another for the full half-hour. Nevertheless, silences of anything above
several seconds are extremely rare in the entire corpus.
A central idea from the very beginning of the project was to record
unconstrained conversations—much like the social chitchat people
engage in at dinners or at the coffee machine. In following with this,
subjects were not given specific tasks or topics of conversation, but
were told to talk to each other for half an hour about everything and
anything. There was, however, some initial concern that the subjects
might find the situation awkward and would not have anything to say
to each other. To counter this, the initial instructions included a vague
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suggestion that should this occur, the subjects might spend the first 10minute block relating to each other some film, theatre or television
programme they had seen recently. This had the effect that several
subjects spoke about film for about 10 minutes, then clearly made
declarations along the lines of Great, now we get to talk about whatever
we want!. We then removed any and all suggestions or themes from the
instructions, which was successful: on no occasion did the subjects
seem at a loss for something to talk about, nor did they relate any such
worries afterwards.
The initial recordings (session 1) also taught us that subjects were
likely to hold beliefs about what they were expected to do, and that
some of these might restrict the conversation. In order to make it
perfectly clear that there were no constraints whatsoever, care was
subsequently taken to point out explicitly to each pair of subjects that
(1) they were allowed to talk about absolutely anything, including the
technology by which they were surrounded and the recording situation
in itself; (2) they were not required to produce speech 100 % of the
time, but rather that they could sit in silence for as much of the
recording as they wanted, and finally (3) subjects were told that they
were allowed to leave the room at any point should they experience
discomfort, and that they could also use an intercom device present in
the studio to call the attention of the researcher in charge, who did not
listen in on the conversation—but no subject used either of these
possibilities.
After discussions with colleagues from related fields—mainly
psychologists and cognitive scientists—who expressed the idea that
manipulation and description of objects and images in conversation
might add a particularly interesting dimension, the decision was taken
to forgo the principle of not interfering with the subjects in a very
obvious manner: a secret wooden box was placed on the floor next to
the subjects before the recording started, and they were told that they
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would be instructed to pick it up, place it on the table between them,
and open it at the beginning of the third 10-minute block, that is when
20 minutes had passed. The box contained three to five objects whose
identity and function are not immediately obvious. Two sets of objects
were used, and the objects were swapped roughly once a day. The box
was intended to elicit movement and to show how subjects handle
objects that they are talking about. Leaving the box untouched until the
third block ensures that we get a full 20 minutes of pure conversation
before the minor intervention caused by the box and objects is
introduced. Subjects reacted differently to the box instruction when—
in some cases the subjects would discuss the contents for four or five
minutes, in others they would simply open the box, look inside, close it
and go on with their conversation.

9.1.9 Procedure
A conscious effort was made to make the procedure of recording a
dialogue a matter of routine, with as little variation as possible,
particularly within a session. Subjects were booked in advance and
asked to appear at KTH Speech, Music and Hearing on a specific time,
under the assumption that the entire process would be finished within
one hour. When a subject appeared, the purpose of the data collection
was explained in detail and the subject was and asked to sign the
release form (see section 9.1.7). Next, the gift certificate for two movie
tickets was handed out and the subject was prepared for the
recordings.
In order to minimize the error in the motion capture, any visible
shiny objects such as jewellery and eye glasses were removed, except
in cases when the subject needed the eye glasses to be comfortable or
when the jewellery was difficult to remove, for example certain
piercings. The reflective markers were then taped to the subjects, if

131

Part III
Corpus collection

possible to cloth rather than skin to minimize any discomfort. Finally,
the subject wore the tiara on which the final reflective markers were
mounted.
Once both subjects had gone through this procedure, which took
place in the control room, or antechamber, of the studio, they were
asked to move into the studio and sit on the chairs. Next, the head
mounted microphones were fitted and tested, and the instructions
were read (see 9.1.8). Care was taken to present all pairs with nearidentical instructions, although the instructions were not read from a
paper but spoken freely in an effort to down-play the laboratory aspect.
All instructions were given while capture devices were active, to make
it possible to verify what instructions were given for each dialogue.
Once the instructions were delivered, subjects were told to start as
soon as the researcher in charge left the studio and closed the door.
As soon as the researcher in charge could verify that all systems
were active, the first block was marked and a timer started to alert the
researcher when ten minutes had passed. The subjects were then
briefly informed of the time through the intercom system, and this
event was captured in the comment channel of the recordings. This
was repeated after an additional 10 minutes, at which point the
researcher asked the subjects to pick up the box, place it on the table,
and open it, before continuing. In all cases but a few, the recording
went smoothly and came to an end a little more than 30 minutes after
the researcher left the studio. The exceptions were invariably due to
hardware failure.
A final word on recruitment. Pairs knowing each other were often
recruited by asking subjects to bring a friend. In many cases, a subject
would participate in two consecutive sessions: one with an unknown
person, and one with a friend. The friend would often stay on to
participate in a second session as well, with someone unknown.
Although taxing to manage, this arrangement made it possible to
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maintain a recording speed of well above one dialogue per hour at
times, as subjects were often already prepared with motion capture
markers and microphones from the previous dialogue. Subjects were
not kept for more than two consecutive dialogues in order to avoid
fatigue, and they were always offered water and made to stand up and
walk around between dialogues.

9.1.10 Current status
With that, this account of the Spontal recordings has come to an end.
The data is currently under treatment and are not yet available outside
the speech group at KTH. Several groups have expressed an interest in
the data, and we are confident that the corpus will be used widely as
soon as it is made available. Within the speech group at KTH,
preliminary investigations on the corpus have already led to several
publications (e.g., Edlund et al., 2009b; Beskow et al., 2010b; Neiberg &
Gustafson, 2010), to research funding for specific studies on the corpus
(see Beskow et al., 2010a for an overview), and to a PhD position
focussed on the motion capture data.

9.2 Spontal siblings
During downtimes, the Spontal studio has been used for a variety of
recordings that fall outside the scope of the project—most notably the
somewhat different Spontal-N, but also a number of non-Swedish
recordings with an identical configuration as the regular Spontal
recordings as well as two 3-party interviews. All of these recordings
were done with the same ethical considerations as the regular Spontal
recordings, and all subjects have signed Spontal release forms.
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9.2.1 Spontal-N
Table 9-3. The Spontal-N corpus in numbers. The data amounts are
rough estimates of one set of raw data.
Video channels
Amount of video data
Audio channels
Amount of audio data
IR cameras
Amount of mocap data
Total amount of data
Total hours
Total # dialogues
Total # subjects

2
> 130 Gb
4 frame synced
2 stereo frame synced with video
> 20 Gb
> 150 Gb
>2
>4
>6

A special case of these supplementary recordings is the Spontal-N
corpus, which was recorded in the Spontal studio in 2008 during a
research visit to KTH by Rein Ove Sikveland in the EC-funded Marie
Curie Research Training Network Sound to Sense (S2S)31. The corpus
features six subjects, all native speakers of Norwegian, in four
dialogues of the typical Spontal format, with the exception that motion
capture was not used, in accordance with a decision made within S2S.
Table 9-3 summarizes Spontal-N. One subject participates three times,
the other five once each. The corpus is unique in that all of the subjects
except one (who participated in one dialogue) has spent a considerable
time—between eight and 37 years—in Sweden. All pairs were either
friends or acquaintances, and all subjects except one (who participated
in one dialogue) were male.

31

http://www.sound2sense.eu/ (last downloaded 2010-12-21)
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It is worth noting that everything that has been said above about
how subjects reacted to the regular Spontal recordings—subjects being
able to speak freely for half an hour effortlessly, subjects reporting that
they quickly stopped thinking about the setting, and so on—holds for
the subjects in the supplementary non-Swedish recordings and the
Spontal-N subjects as well. The observations are less relevant in the
case of the interview recordings, as these meetings had a clear purpose
and theme.
The subjects in Spontal-N signed release forms both for Spontal and
for S2S. The corpus is currently not being developed at KTH, but is
being annotated and used for research within S2S (see Sikveland et al.,
2010, for details), in collaboration between the University of York,
Radboud University Nijmegen, and the Norwegian University of
Science and Technology (NTNU) in Trondheim.

9.2.2 Additional languages
As it is virtually impossible to recruit subjects so that they arrive in an
unbroken, steady stream, the Spontal studio was occasionally unused
even when it was fully rigged and equipped. Whenever possible, I used
these occasions to record dialogues on the Spontal format with subjects
speaking other languages than Swedish. These recordings were given
their own session numbers to easily keep them apart from the regular
Spontal sessions, as can be seen in Table 9-2. Despite being subjected
to chance and to the good-will of any pairs of non-Swedish-speakers
that happened to be present in the laboratory, single supplementary
dialogues were recorded in five languages: English, German, Hindi,
Italian, and Syrian. As it happened, these pairs were predominantly
male, the only female being one of the Hindi speakers, and all of the
pairs know each other. There is currently no plan to transcribe these
dialogues, but the audio will be segmented into speech/non-speech
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and both audio and video will have key frames marked for
synchronization and search in audio and video, in the same manner as
the regular Spontal dialogues.
These recordings have not yet been treated. The data is stored in the
Spontal repository, but we have no immediate plans to prepare and
release them.

9.2.3 Three-party interviews
Additional recordings of a different kind took place in the Spontal
studio in 2009: two three-party recordings where two of the subjects
undertook an interview of the third. Slight modifications were done to
the studio configuration to accommodate the third participant. The
interviews were real employment interviews and not acted. As with the
non-Swedish recordings, these have not yet been treated, and there are
no immediate plans to prepare and release them.

9.3 D64
In the fall of 2009 in Dublin, Nick Campbell, Fred Cummins, Catharine
Oertel and I designed and recorded the D64 corpus, assisted remotely
but energetically by Petra Wagner. The corpus contains 3-5
participants engaged in lively conversation over more than eight hours
spread over two days. In addition, most of the process of setting up the
equipment—another several days’ work—was captured on video,
adding several hours of data. The corpus as well as its recording
procedure differs from the Spontal collections in many ways, and will
be described in detail here. The entire project, from idea and design to
finished recording, was done in a hectic fortnight, and the decisions
were taken through continuous discussions as well as trial and error.
As this process is in itself interesting, and I will use another format
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than when describing the altogether more orderly and controlled
Spontal recordings in section 9.1 in an attempt better to capture the
process.
Table 9-4. The D64 corpus in numbers. The data amounts are a rough
estimate of one set of raw data.
Video channels
Amount of video data
Audio channels

Amount of audio data
IR cameras
Amount of mocap data
Total amount of data
Total hours
Total # dialogues
Total # subjects

5 HD cameras
2 360 ° cameras
> 300 Gb
6 frame synced
4 frame synced
5 stereo frame synced with video
> 40 Gb
6
> 80 Mb
> 0.5 Tb
>8
3
5

9.3.1 Inception
At the time of the recordings, I was just wrapping up the Spontal
recordings in Stockholm, and Nick Campbell was getting up to speed at
a new position at Trinity College in Dublin. As he had previously
recorded several very large corpora with everyday dialogues—perhaps
most notably the near-constant wiring of a Japanese woman for five
years—I spoke to him about the possibility of visiting briefly to
compare notes. With little notice, we decided to join efforts and make
one single hugely oversampled recording in which we exerted as little
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control as possible, in part to collect data of a rare kind, and in part to
investigate how far we could go.
It was clear from the beginning that we should hold on to a design
principle we had both used recently: no constrains on the topic or
direction of the dialogue. We were also certain that the data was to be
used for open-ended exploration, so massively multimodal capturing
with as many modalities and channels as we could was of the
essence—especially since we wanted multiple participants. We decided
on video cameras, motion capture equipment and audio, and in a
combined effort gathered five video cameras, two 360 ° video cameras,
six OptiTrack motion capture cameras, and 10 microphones connected
to two audio capture devices (Table 9-4 summarizes the D64 data).
Although this is more capture equipment than can be conveniently
hidden from the participants—Figure 9-7 shows about half of the
equipment—our goal remained to make it as unobtrusive as possible.

Figure 9-7. The D64 recording site the day before the collection
commenced.
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We added the goal to make the setup radically different from the
typical laboratory environment: a recording booth or anechoic
chamber with speakers sitting or standing in carefully controlled
positions. The motivation was to avoid as many behavioural artefacts
resulting from such an environment as possible. For the recording site
we chose the living room area of a hotel, approximately five times four
metres. The room was equipped with a coffee table, a desk, a two-seat
sofa, an armchair, and four kitchen chairs. At one of the short ends
there was a window, which had the curtains drawn throughout the
recording sessions due to noise and interference with the motion
capture equipment. At the other end, the room opened into a kitchen
area. The layout of the room and the positions of the fixed equipment is
shown in Figure 9-8.

Figure 9-8. Plan of the D64 recording site. Adapted from an original by
Catharine Oertel, with permission.
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Thus far, the setting was rather more complex than for example the
Spontal recordings, still not quite pushing the limits of what we had
previously done. In order to minimize the risk of stereotypical role
playing and to be able to capture changes in relations and moods, we
wanted to record over long periods. We realised that we would then
have to allow participants to leave the room—meaning that any worn
microphones would have to be wireless. It also meant that we had
found the last challenge to make the collection truly interesting from a
technological point of view: all participants would be allowed to move
around freely, to change seats, to prepare and consume refreshments,
and to enter and leave as they wanted. In addition to using radio
microphones, this adds a great deal of complexity concerning camera
angles, wire placements, and so on.

9.3.2 Participants
Table 9-5. Sex, age, language proficiency and nationality of the D64
participants.
ID

Sex

Age

P1
P2
P3
P4
P5

M
M
M
F
F

60's
40's
50's
20's
20's

First
language
British English
Swedish
Irish English
German
Dutch

Other
languages
Japanese
English
German
English
English

Country
of origin
UK
Sweden
Ireland
Germany
Holland

All in all, five people participated in the recordings (see Table 9-5).
The two principal participants (P1 and P2) were the researchers
responsible for the recordings, and are present in all recordings. A
third researcher (P3) participated in all sessions proper, and during
some of the setup. A fourth researcher (P4) participated in most of the
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recordings (all of the first two sessions, and the first part of the third
session) and a fifth person (P5) participated in the first session and
most of the second.
P1

P3
P4

P3

P4

P5

⦁ ⦁ ⦁

P1
P2

P2

⦁
⦁
⦁

⦁
⦁

⦁
⦁

P5

Figure 9-9. Relations between D64 participants. Dot indicate that the
participants knew each other since before the corpus collection.

All participants were aware of the recording setup, and all signed
informed consent forms to be recorded on video, audio and motion
capture prior to the recording sessions. Participants were asked to sign
release forms to the effect that the data may be used freely for research
purposes after the sessions had ended.

9.3.3 Data collection
The collection lasted for two days. The first day saw two sessions with
an intermission for lunch outside of the recording site. Five people
were in the room during most of the recordings. The second day’s
recordings started after lunch and continued into the evening. Towards
the end of the recordings we cheered matters up somewhat by
preparing and serving cheese and wine. The second day had four
participants most of the time, occasionally three.
All participants felt convinced that the effect of seeing the
equipment and being aware of the recordings wore off surprisingly fast.
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No-one reported discomfort or feeling pressed to come up with
something to say in spite of the length of the sessions. Upon inspection,
the atmosphere on the video seems as relaxed and representative of
everyday hobnobbing as it felt to us during the recordings. The
technology worked well for the most part, and whatever glitches there
were could be fixed with relative ease. In these respects, the recordings
were greatly successful. It should be noted, however, that we have yet
to begin working on the motion capture data, and that there is a very
real risk that this may be distorted or, in the worst case, useless.

Figure 9-10. Three participants during towards the end of the
second session of day 1. Note that considering the amount of
equipment present, it is relatively unobtrusive. The reflective motion
capture markers are very visible on photographs; much less so in
reality.
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9.3.4 Current status
The D64 data has one obvious drawback. It contains a very large
amount of data, and annotating it is especially laborious due to the
design of the corpus—for example, the participants move in and out of
the various cameras. The data is currently being processed, but the
value of the kind of large-scale oversampling used in the collection
remains to be gauged. It will depend, largely, on whether modern
efficient methods—human computation, crowd sourcing, and
suchlike—can mitigate the cost of annotation. The process of making
the data publicly available is currently in progress32.

32 http://www.netsoc.tcd.ie/~fastnet/d64wb2/ (Last downloaded 2011-02-12)
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PART IV deals with the description of human interaction data,
corresponding to the analysis and modelling steps in the iterative
process. Its contents are relevant to PART V, where the analyses can be
reapplied to human-computer dialogue data and the results used for
comparisons of human-human and human-computer interactions. For
reasons discussed in Chapter 4, the studies presented here have a
strong bias towards automatic analyses—specifically the automatic
processing and analysis of captured human interactions. Manual
annotation and human judgements are used occasionally, however, for
example in pilot studies to provide data for comparison and validation.
This chapter provides general background and requirements for the
studies and methods described in the next chapter. Background
concerning the interaction phenomena and features under
investigation in the studies is presented in Chapter 7, as it is relevant
for this book in its entirety.

10.1 Input data types
It is useful to distinguish between continuous streams of data and
discrete events. In its raw form, the majority of all data we may capture
in a corpus collection comes in the form of a stream with a constant
number of data points per frame, and frames are being captured at a
fixed rate (in reality, the frame rate is never completely steady but
fluctuates to some degree, but this complication will be disregarded
here). Examples include audio, video and motion capture data. There
are exceptions: a capture device might well trigger on some event, for
example a door opening, a person standing up, or a person inhaling. In
addition, we can analyse complex data structures consisting of
combinations of several streams and events. For simplicity, single
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streams of simple data points are assumed in the following unless
something else is explicitly stated.

10.2 Output data types
What type of results are we looking to get out of the analyses? The
results we are looking for first are descriptive statistics—basic statistic
descriptions of the features at hand in terms of distribution, central
tendency and dispersion. How these are best modelled and if they are at
all suitable depends on the actual distribution of values. A great deal of
data captured from human-human interaction shows a Gaussian
distribution, as predicted by the central limit theorem when values are
affected by large numbers of unseen factors (see Rice, 1995), and a
Gaussian distribution will be assumed in the following for purposes of
illustration and example, unless otherwise explicitly stated. Examples
of initial measures for our features, then, are means, medians, modes,
ranges and standard deviations. The principles discussed, however,
hold for other distributions as well.

10.3 Requirements
Are there special analysis requirements to be considered when
studying humanlikeness? Our analyses have two main purposes: to
provide the basis for models of human behaviour that are
computational and applicable for either automatic perception,
production, or both; and to provide data for comparisons of humanhuman interaction and human-computer interaction. The former, in
particular, entails a number of requirements. In order for an analysis to
be useful in live interaction, its results must be continuously available
to the system. This requires that (1) the processing is performed
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automatically and (2) in realtime, and that it delivers its results with
(3) minimal latency. Furthermore, the analyses must be (4) online in
the sense of relying on past and present information only, and cannot
depend on any right context or look-ahead. There are other technical
requirements: the analysis should be (5) predictable and constant in
terms of memory use, processor use and latency, and should be (6)
sufficiently general to work for many speakers, in many domains, and in
many environments. Finally, although not a strict theoretical nor a
technical requirement, it is highly desirable to use concepts that are (7)
relevant to humans.

10.3.1 Zero manual effort
The first requirement (1) was discussed in section 4.2. For reasons
of objectivity, fully automatic methods should be used to the greatest
extent. The concept is not new in a speech technology context. As an
example, Shriberg & Stolcke (2004) call it direct modelling and state
that it avoids problems with human error and subjectivity in labelling.
In addition to ensuring that experiments are repeatable and
unambiguous, as the exact procedure is encoded in the software,
automatic methods have the added advantage that once they are in
place, they can be used on unseen data at low cost. It should be noted
that in practice, zero manual effort is an ambition rather than a strict
requirement. In many cases, a measure of human intervention is
unavoidable, for example to get an initial gold standard based on
human perception to aim for.

10.3.2 Incrementality
All of (2)—(5) can be addressed by the same method: incremental
processing. In incremental processing, all results are calculated at
regular intervals—once per frame or over a window that is moved with
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a (fixed) step length, so that the current values are updated with each
frame or step. Incremental algorithms for calculating much of standard
descriptive statistics (e.g., means, standard deviations, standard errors)
are presented in Knuth (1997). Incremental varieties of algorithms are
often more efficient over large sequences of data, in particular in terms
of memory foot stamp. Incremental algorithms were of high interest in
the 50s and 60s as they were absolutely necessary in order to run on
the devices of that time. They are currently being rediscovered with the
surge of machine learning on huge amounts of data and with small
devices with limited memory. All of this helps meeting (2). Regarding
(3) as well as (5), incremental algorithms generally have constant and
predictable overhead and latency, and do not require segmentation
prior to processing the frame-for-frame data. Another relevant
advantage in live interaction is that incremental algorithms can be
paused and resumed instantly, at any frame.
As to (4), incremental processes are online and require no righthand context, which allows for high responsivity. There is a room for
flexibility here: by sacrificing an additional latency of N frames, an
incremental algorithm can be permitted to use N frames of right-hand
context. This means that provided that right-hand context is helpful,
several simultaneous light-weight processes can be combined to yield
low-latency result with a certain reliability, and one or more higherlatency results with increasing reliability.
This onlineness also makes sense from a human perception point of
view: humans have no means of seeing what will appear in the future
beforehand (but may make accurate predictions). Naturally, contextual
and situational expectations and predictions provide quite
considerable “look-ahead” to humans, and in an ideal system, these
should be modelled and used to guide any analysis.
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10.3.3 Generality
Normalization of various kinds can increase the generality of the data
(6) by allowing comparison between for example speakers or dialogues.
Using an incremental estimation of mean and standard deviation over
some set of data—for example all that has been said by an interlocutor
or in a dialogue—values can be normalized online. For example, a Znormalization of central tendency and dispersion or a normalization by
of the mean only can be done with respect to the data processed so far,
for each frame. In the first case, we end up with data that shows where,
relative the distribution of values, the current value is. In the second,
the magnitude of the value is absolute, but zero is set relative the
current distribution.
Online normalization is less robust during the first moments of a
dialogue, as the mean and standard deviations are based on very little
data. For most data types, the normalization stabilizes quite quickly,
however. The speaker normalized pitch measure used in Edlund &
Heldner (2005), for example, grew stable after seeing about 20 seconds
of speech.
In other cases, transformations are applied to get a better
distribution, again resulting in a more general model. Durations, for
example, are generally log-transformed for this reason.

10.3.4 Perceptual relevance
To the highest extent possible, extracted feature values should be
expressed in units that have perceptual relevance (7). The obvious
reason is that such units are a closer match to what humans perceive,
which should make the analyses more relevant in terms of human
behaviour. It also makes exploratory studies considerably easier, as
perceptually relevant measures can be understood in human terms.
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In many cases this can be achieved using simple transformations. In
the case of prosody, measurements can be transformed to
psychoacoustically or perceptually relevant scales, so that we use pitch
in semitones rather than F0 in Hertz, and perceptual loudness in DBa
rather than intensity in Db. It is important to note that transformations
are likely to affect the shape of distributions, so that the order in which
calculations are done may matter. An example is presented in Edlund &
Heldner (2007), where we investigated the effects of semitone
transformations on pitch distributions.
Note also that conflicts may arise between the goal of generality and
that of perceptual relevance, and that transformations should not be
applied blindly. Log-transforming durations, for example, creates
numbers and relations that are rather distant from human perception
of durations. This can be redeemed by transforming the data back
before interpreting results. Log-transforms of durations have other
affects as well, however. Durations are generally log-transformed
because in many cases, they lack meaning below 0, which causes their
distributions to be skewed, and a log transformation corrects this.
When modelling gaps and overlaps at speaker changes, for example,
overlaps can be viewed as negative durations, which makes the choice
to log-transform considerably less obvious (Heldner & Edlund, 2010).

10.4 All things are relative
Comparing each feature from each interlocutor at each instance in time
is not only impractical, it is unlikely to yield results. Features should
instead be measured at pertinent instances, in relation to the
dynamically changing situation and context, in relation to the
behaviours of other, and with an eye to what is physically possible.
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10.4.1 Conditional measures
An important decision to make for many analyses is not just what to
look at, but when. A model of responses to loud shouting, for example,
should be built on behaviours following loud shouting and nothing else.
In these cases, the first step of the analysis is to identify the relevant
intervals to analyse, possibly with some contrasting intervals to use as
a comparison or baseline. The pertinent intervals generally follow (in
case we want to model reactions) or precede (in case we want to
predict) some salient interactional event.
The points in time where the speaker changes is often of special
interest for conditioning analyses, given the focus on interactionspecific phenomena. As noted in section 0, this is commonly done using
talkburst based interaction models. Such a model was used for a
number of the experiments described here, and the following account
will serve both as an example of condition modelling and as
background for those experiment descriptions. The account is based
broadly on Heldner et al. (2009).
First, an individual SPEECH/SILENCE decision for each speaker and
each frame allows us to construct the model shown in the top panel of
Figure 10-1. In the early experiments listed here, we used an in-house
intensity histogram based script, which was later substituted for the
VADER voice activity detector from the CMU Sphinx Project (The CMU
Sphinx Group Open Source Speech Recognition Engines, n.d.). VADER
uses an almost identical technique, but is considerably better for
publication purposes as it is well-tested and well-known.
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Figure 10-1. Top section: Talkbursts for two speakers based on
continuous SPEECH/NONSPEECH decisions. Middle section: Individual
four-state communicative model for two speakers, based on the
combined talkburst information for each frame. Bottom: classification
of simultaneous speech and simultaneous silence into four states (BSS,
WSS, BSO, and WSO). A typical target interval for analysis is the speech
immediately preceding these, marked in the bottom section with TI.

Next, at each instant, the states of the two speakers are combined to
derive a four-class label of the communicative state of the conversation,
describing both speakers’ activity, from the point of view of each
speaker. The four states are SELF, OTHER, NONE and BOTH. For example,
from the point of view of the first speaker, the state is SELF if the first
speaker is speaking and the second is silent; it is OTHER if the first
speaker is silent and the second is speaking; NONE if neither speaker is
speaking; and BOTH if both are. The process of defining communicative
states from the point of view of the second speaker is similar; as
illustrated in the middle panel of Figure 10-1.
Finally, in a third step the NONE and BOTH states are further classified
in terms of whether they are within- or between-speaker events, again
from the point of view of each speaker. This division leads to four
context types:
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SELF–NONE–OTHER: between-speaker-silence (BSS, or gaps),
SELF–NONE–SELF: within-speaker silence (WSS, or pauses),
SELF–BOTH–OTHER: between-speaker overlap (BSO, or overlap),
SELF–BOTH–SELF: within-speaker overlap (WSO).
Speaker changes with neither overlap nor silence (i.e., with
silence or overlap smaller than 10ms at 100Hz sample rate) are
exceedingly rare or non-existent in all materials used in this
book, and are not reported.

For completion, note that the four final states, per each of two
speakers, together with the two states in which either speaker is
speaking alone, constitute a 10-state finite state automaton describing
the evolution of dialogue in which only one party at a time may change
vocal activity state. Note also that each participant’s vocal activity is a
binary variable, such that for example backchannel speech (Yngve,
1970) is not treated differently from other speech. In the experiments
described here, no interaction model conditioning exceeds these 10
states, but number of states in such an interaction automaton may be
augmented to model other subclassifications, or to model durations,
without loss of generality.
The state labels resulting from the interaction model are used in
different ways in several of the experiments described here. A common
usage is to target the interval immediately preceding BSS, WSS, BSO,
and WSO states for analysis to predict the upcoming state, in particular
as every speaker change that takes place in a dialogue coincides with
either a BSS (speaker change in silence) or a BSO (speaker change in
overlap).

10.4.2 Temporally dynamic measures
Situations change, and interlocutors change with them. As a
conversation gets heated, for example, the overall loudness of the
speech might increase, so that if local values that are compared to or
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normalized against the entire dialogue or some other dialogue, each
and every frame will appear loud and local variation is lost. In many
cases, this is undesirable, and steps should be taken to avoid it.
An efficient ways of maintaining sensitivity to local variation under
changing conditions is to use measures that are normalized or
compared against a moving window. If we take the typical case of
against variable background noise as an example, a speaker’s loudness
could be measured in terms of how loud it is compared to other frames
from the same speaker over the last two minutes of time. Recalculating
the distribution over a moving window can require a lot of processing
power, but there are other ways. If for example means and standard
deviation are calculated incrementally for normalizing purposes, an
exponential decay can be added to the calculation incrementally and at
low cost, so that data points lose weight exponentially over time,
creating in effect a limited window to normalize against.

10.4.3 Inter-speaker measures
A number of features that have been associated with interaction
phenomena seem to be intrinsically relative. The quietness of
backchannels, for example (see section 7.5), for example, like most
prosodic characteristics, makes sense only in relation to something
else—to some model of loudness. Using a general model would capture
how loudly a speaker speaks on average. This model can be acquired
once, and any speech can be compared with it to give a general idea of
whether it is loud or not. But this generality comes at a price, as a static
model would fail to filter out variation in loudness that is due to other
reasons. For example, we have Lombard effects caused by variable
background noise and variations in the theme and intensity of the
dialogue. A more specific model might be acquired by tracking a
speaker’s loudness over a conversation, permitting one to measure the
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speaker’s relative distance from her own recent production, as
suggested in the previous section. But it is also possible to measure the
inter-speaker distance—the distance between the current speaker and
her interlocutor, to obtain a dynamic and current measure that is less
sensitive to influences affecting both speakers simultaneously.

10.4.4 The realm of the possible
Our interactions are limited by innumerable physiological constraints.
These can be related to production, such as lung capacity or the highest
possible pitch change rate a person can produce or the just noticeable,
or to perception, such as just noticeable differences—the minimal
difference that we can perceive. As a general principle, it makes sense
to focus first on that which we can both perceive and produce. The
reason is simple: that which we cannot perceive or cannot produce is
less likely to have any profound effect on our interactions, which also
relates to the (weak) requirement of perceptual relevance. Naturally,
that which we cannot perceive or produce can still be a correlate to
other, hard-to-capture but relevant phenomena, and therefore worth
modelling.
One way of including physiological constraints in our models is to
express features relative to the extremes—for example by normalizing
with respect to the possible maxima and minima. Another, less elegant
solution is naturally to simply disregard any implausible values. Many
current systems, however, pay no attention at all to what is humanly
possible.
In this context it is also worth noting that there are a number of
behaviours over which we have little control—for example breathing
and blinking—or virtually no control at all for example our heart beats.
These phenomena also constitute limitations for our possible
behaviour, and should be considered. The importance of this can be

158

Chapter 10 About human-human analysis
Manual and semi-manual analyses

illustrated quite readily using most of the speech synthesis systems
available today. If fed a very, very long utterance, most syntheses will
go on speaking without catching their breath, which is likely to make
even the listener feel out of breath once it has gone on for long enough.

10.5 Manual and semi-manual analyses
Notwithstanding the ambition to use automatic methods throughout,
there are many cases where manual or supervised labelling is
unavoidable, at least in the initial stages. One way of achieving manual
labels without having to rely too heavily on complex annotation
schemes with high learning curves—something that can be criticised
on the grounds that decisions that can only be made after extensive
training are by nature not representative of the average speaker—is to
use experimental methods. By exposing a number of naive subjects to a
set of stimuli, and giving them some straightforward classification or
judgement task, we get labels which can be used as a gold standard or
ground truth, and which can be readily tested for reliability. The effect
is that human subjects are used as a tool, of sorts, to perform analysis.
We can also test whether specific features are meaningful to people,
under the assumption that if they are not, they will be of less use to a
humanlike system as well, and should perhaps not be modelled. Such
experiments can be categorized roughly according to the functional
level they test for perception or understanding, analogous to the way
Jens Alwood uses the terms in his work on grounding (Allwood et al.,
1992): perception means that a feature is at all perceptible and that
differences in it can be perceived, and understanding that the meaning
of differences can be understood. Like Alwood’s grounding levels, these
levels are hierarchical: what is understood is also perceived. In other
words, tests for understanding implicitly test for perception, but as
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understanding tests are more expensive, it can be prudent to test
candidates using perception tests first.
By far the easiest evaluations to perform are simple perception tests
to see if subjects can perceive a feature. If, to take an example from
studies of interaction control, talkspurt final mid-level pitch allegedly
blocks speaker changes and a downwards pitch movement coincides
with them, a first experimental study could test that subjects can
actually differentiate between the two, or what the JND (just noticeable
difference) is.
Once it is established that a feature can be perceived, experiments to
find out how it is perceived may follow. The fact that a person is able to
perceive the difference between two stimuli does not mean that the
difference means anything in particular. In many cases, the message we
believe is conveyed by the stimuli (e.g., a desire to continue speaking)
can be paraphrased into a concrete verbal request, such as “hang on, let
me finish”. Such paraphrases can be exploited to make more
straightforward multiple choice questions along the lines of “Do you
think what you just heard is equivalent to utterance (a) or (b) below?”
And with that, we leave the background and move on to the studies.
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11.1 A cautionary note about labels and terms
In the following, several analyses are described in more detail. These
do not constitute an exhaustive listing of possible analyses; rather they
reflect the project work I have been involved in over the years. The
work presented in this chapter already made it to print, as clearly
noted in the corresponding sections. Some of the studies are years
apart, and some are done in collaboration with different people or in
different project. As a result, labels used for the same thing may vary in
the different original publications, for example, the term inter-pausal
unit, or IPU, is used in some older original texts where I now use
(Brady) talkspurt. In this book, I have consolidated these labels and
terms to avoid confusion, and consistently use the same labels and
terms for the same things. As a regrettable side effect, some labels do
not correspond to those used in the original writings, so care should be
taken when looking them up.

11.2 Mid-level pitch and speaker changes
The literature indicates an association between the distinction of gaps
(silences occurring at a speaker change) and pauses (silences not
followed by a speaker change), prosodic boundaries (which are related
to completeness and to the appropriateness of a speaker change), and
pitch, where mid-level pitch is reported to precede pauses, and
incomplete speech (see section 0). This section relates five studies
corroborating different aspects of this, showing negative relations
between automatically extracted talkspurt final MIDLEVEL pitch and
perceived prosodic boundaries (section 11.2.2), perceived
completeness (section 11.2.3), and operationally defined gaps (i.e.,
speaker changes; section 11.2.5), respectively. In addition, relations
between perceived prosodic boundaries and places perceived as well-
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suited for a speaker change is shown in section 11.2.1, and between
perceived completeness and operationally defined gaps in section
11.2.4. Taken together and in keeping with the literature, these studies
provide a strong case for using automatically extracted MIDLEVEL pitch
as a feature for humanlike spoken dialogue systems, for example to
produce or to understand as an inhibitor for speaker change, as
illustrated by Figure 11-1. In addition, 11.2.6 compares predictions of
actual speaker changes using MIDLEVEL pitch with classifications based
on duration only and with classifications based on human judgements
of the appropriateness of a speaker change.

Not MIDLEVEL

Not MIDLEVEL

Not MIDLEVEL

12.2.5

Actual speaker
change

12.2.2

Perceived prosodic
boundary

12.2.1

Judged suitable for
speaker change

12.2.3

Perceived
completeness

12.2.4

Actual speaker
change

Figure 11-1. Schematic view of the relations investigated in the studies
in sections 11.2.1 to 11.2.5.

The experiments used automatic SPEECH/NONSPEECH decisions to
build an interaction model as described in section 10.4.1, from which
talkspurts, pauses, gaps and so on were extracted. The segments
immediately preceding silences were then searched for mid-level pitch:
a pitch extractor (modified getF0/RAPT [Talkin, 1995] or YIN [de
Cheveigné & Kawahara, 2002]) ran over an estimation of the final
syllable, the results were semitone transformed (section 10.3.4) and
speaker normalized (section 10.3.3) and the resulting pitch curve was
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categorized as MIDLEVEL or not using heuristics. All processing was
automatic (section 10.3.1) and incremental (section 10.3.2). In some
cases, human judges were used to produce a gold standard (section
10.5). Any major deviance from the processing described here is noted
under the respective experiment in the following. For exact details of
the processing, see the respective publications.

11.2.1 Suitable places to speak and prosodic boundaries
The experiment showed an agreement between prosodic boundaries in
one person’s speech and places which humans judged appropriate for a
second person to interject with a question. The experiment involved
two types of manual labelling. The details were reported in Heldner et
al. (2006).
The data used was collected at University of Karlsruhe for the CHIL
project33 and consists of five minutes of English speech, a seminar
given by one single German lecturer. An excerpt of the first five
minutes of the seminar (667 words) was used.
The material was annotated manually for prosodic boundaries
according to the three-level convention described in Heldner &
Megyesi (2003). Each orthographic word was classified as being
followed by either a weak, a strong or no boundary by a trained
phonetician, who annotated the entire material in three independent
sessions, timed a few days apart. The majority votes of the three
sessions were taken as the final prosodic boundaries classification. The
agreement and Kappa figures for this task were 92 %, and 79 %,
respectively, and the procedure resulted in 460 words being classified
as not followed by any boundary, 116 words as followed by a weak
boundary, and 38 words as followed by a strong boundary.
The European Commission's Sixth Framework Programme Integrated Project CHIL
(Computers in the Human Interaction Loop; IP506909).
33
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Next, an experiment in which subjects indicate possible places to
interject with a question was used to find suitable places for a second
speaker to start speaking. Each subject listening to a number of lecture
segments, and as soon as they thought it appropriate to interject a
question, they pressed a key, causing the sound of the lecturer to stop
and the question “what about um could you give us some hrm rough
idea what...“ was played. Subsequently, the lecturer part and question
was repeated in sequence, and the subject rated whether the trial was
successful (discard, keep), the timing of the interjection on a micro
level (early, ok, late), as well as its politeness (rude, neutral, polite).
Each subject made 30 trials, each starting at a different point in the
lecture. The order of the starting points was randomized individually
for each subject. Five men and three women participates, and spent
roughly 15 minutes each. They were not paid for their participation.
Eight subjects doing produced 30 results trials each, for a total of
240. 16 out of these were discarded as the subject indicated an
unsuccessful productions, leaving 224 data points for analysis to be
compared to the boundary labels. A clear relation between selected
positions and prosodic boundaries was found: strong boundary
positions were selected in 173 cases, or 77 %; weak boundaries were
selected in 43 cases, or 19 %; and no boundaries in 8 cases, or 4 %.

11.2.2 Mid-level pitch and prosodic boundaries
The experiment showed that although silences in general were strong
indicators of a strong prosodic boundary, those preceded by mid-level
pitch were less likely to be judged as such. The experiment involved
automatically extracted silences and MIDLEVEL pitch, and manual
labelling. The details were reported in Edlund et al. (2005).
The boundary annotation described in 11.2.1 was used. In addition,
silences were extracted automatically extracted from the data and
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interpreted as strong prosodic boundaries using either a silenceduration only based baseline system (DURATION), or system taking midlevel pitch into account as well as silence (PITCH). The silence threshold
was the same for both systems, but the detection of mid-level pitch in
the immediately preceding speech would inhibit strong prosodic
boundary classification in the PITCH system. With this setup, the PITCH
system will always produce the same or fewer number of gaps than the
baseline system, never more.
The results were measured using general-purpose detection metrics
(recall, precision, fallout, and error) on the task of identifying manually
labelled strong boundaries using two systems. Whereas the baseline
detector detected 43 boundaries, the PITCH system detected 33.
Compared with the perceived strong boundaries, DURATION yielded 20
false alarms, 23 hits and 15 misses in terms of strong boundaries, and
PITCH 12 false alarms, 21 hits and 17 misses. In other words, there was
a substantial reduction in the number of false alarms when using midlevel pitch in combination with silence duration. The recall, precision,
fallout, and error figures for equating automatically extracted gaps
with manually labelled strong boundaries are shown in Table 11-1.
Table 11-1. Recall, precision, fallout and error for detection of
perceived strong prosodic boundaries with the DURATION and PITCH
systems.

Recall
Precision
Fallout
Error

DURATION (baseline)
0.61
0.53
0.03
0.06
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PITCH
0.55
0.64
0.02
0.05
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11.2.3 Mid-level pitch and perceived completeness
This experiment showed that automatically extracted MIDLEVEL pitch
preceding silence helped to predict whether human judges would
perceive the preceding utterance as complete or not. The experiment
involved automatically extracted silences and MIDLEVEL pitch, and
manual labelling. The details were reported in Edlund et al. (2005).
The data used was recorded in the HIGGINS project (Edlund et al.,
2004; Skantze et al., 2006a), and consists of 20 persons describing in
Swedish what they see as they move through a simulated 3D city
environment. The data is rich in hesitation pauses, occurring mostly
when the subject is uncertain about how to describe an object in the
simulated city.
Two five second speech segments ending in silence preceded by
mid-level pitch and an additional two ending in silence where mid-level
pitch were extracted from each of the 20 recordings. Five speakers
were removed as no mid-level pitch could be found in their recordings,
leaving 30 stimuli automatically categorized as INCOMPLETE and 30
categorized as COMPLETE. Four judges were asked to rate the stimuli
with respect to completeness on a scale from 1 to 5.
The Z-normalized average human annotator score for the segments
categorized as Incomplete by the system was -0.41, and the for those
categorized COMPLETE, it was 0.48. Low scores indicate that the human
annotators perceived the segment as incomplete. Assuming, in keeping
with the literature, that humans take mid-level pitch to signify
incompleteness, there ought to be some covariance between the
automatic categorization and the human judges. This was tested in a
univariate ANOVA, where the automatic categorization had a
significant effect on the human score (F(1,228)=59; p < 0.05) while the
identity of the human did not (F(3,228)=3; p > 0.05).
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11.2.4 Perceived completeness and speaker change
This experiment quantified the correspondence between human
judgements of talkspurt completeness and a following speaker change.
It involved automatically extracted silences and manual labelling. The
details were reported in Edlund & Heldner (2005).
The speech data used was the Swedish Map Task Corpus recorded
and transcribed by Pétur Helgason at Stockholm University (Helgason,
2006). A Map Task dialogue has two speakers, an instruction-giver and
an instruction follower. The speakers have one map each, and the maps
are similar but not identical. The instruction-giver is to describe a route
indicated on her map to the follower (Anderson et al., 1991). Eight
speakers, five females and three males, are represented in the corpus
which is 2 hours and 18 minutes in total. The dialogues were recorded
in an anechoic room with the subjects facing away from each other
The method used was similar to those used by Koiso et al. (1998)
and Caspers, 2003. Dialogues were segmented into talkspurts, and the
silences between the talkspurts were classified as either gaps (BSS) in
the case they were followed by a speaker changes or pauses (WSS) if
the same speaker continued, as described in 10.4.1.
For the silence detection, a minimum duration threshold of 300 ms
was used; in later studies we have found 180 ms to be a better
threshold, as it captures more silences while still avoiding most plosive
occlusions.
Three judges were asked to decide, based on a presentation of the
two final seconds of each talkspurt, whether the speaker was finished
or not at the end of the talkspurt. Three judges independently judged
every talkspurt in the material (824 cases) on a five-point scale where
1 represented definitely unfinished; 2 probably finished; 3 could be
unfinished or could be finished; 4 probably finished; and 5 definitely
finished. 18 judgments were lost for technical reasons yielding a total
of 2454 judgments.
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Assuming that it is suitable for another speaker to speak after
talkspurts that are perceived as finished, these judgments can be taken
as a markup of potential places for speaker changes. Correspondingly,
assuming that it is unsuitable for another to speak after talkspurts
judged to be unfinished, such judgments indicate places perceived as
unsuitable for speaker changes.

Table 11-2. The distribution of perceptual judgments by the three
judges as to whether the talkspurts were finished or not tabulated
against the automatic BSS/WSS decisions (BSS corresponds to gaps,
and are followed by speaker changes).
1

2

3

4

5

Total

(definitely (probably (either or) (probably (definitely
unfinished) unfinished)
finished) finished)

BSS
WSS
Total

169
806
975

66
91
157

40
25
65

200
112
312

705
240
945

1180
1274
2454

We note in Table 11-2 that the WSS cases, where no speaker change
occurred, correspond to 52.3 % of all silent pauses in the material.
Some of these WSS cases were judged as probably or definitely finished
utterances, and may be seen as potential places for speaker changes
only that no speaker change occurred.
By collapsing the votes for probably and definitely unfinished in one
category and those for probably and definitely finished in another,
based in the majority vote across the three judges, we get Table 11-3.
We find that the WSS cases judged to be unfinished correspond to
36.7 % of all silences, which suggests that a substantial number of
silences of at least 300ms are unsuitable places for a speaker change.
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Table 11-3. The distribution of the majority votes for the perceptual
judgments. Before determining the majority votes across the three
judges, the probably and definitely unfinished cases were collapsed into
the category unfinished; and the probably and definitely finished votes
were collapsed into the category finished. The column labelled disagree
represent the cases were no majority vote could be established.

BSS
WSS
Total

Unfinished
59
303
362

Finished
328
120
448

Disagree
6
8
14

Total
393
431
824

The remaining 47.7 % of all silences in Table 11-2 are BSS, that is
they are followed by a speaker change. By collapsing the votes for
probably and definitely finished, and then taking the majority vote
across the three judges, we find that the majority of BSS (83.5 %) were
indeed perceived as finished utterances (cf. Table 11-3). A few BSS
cases were judged as unfinished, which we interpret as deliberate or
mistaken interruptions, as a speaker changes occurred although the
judges felt the original speaker was not done.
The study shows to what extent human judgements of completion
corresponds to whether a talkspurt is followed by more speech from
the same speaker or by that of another. It also provides a baseline. If we
attempt to use a model of pre-silence completeness to predict who will
speak next, or to decide whether a system should speak or not, the best
correspondence to what happens in human-human dialogue we can
expect is what is found in Table 11-2 and Table 11-3: majority votes of
finished corresponds to a WSS in 27.8 % of the cases, and majority
votes of unfinished correspond to BSS in 15 % of the cases, and these
numbers are the minimum error we should expect from an automatic
BSS/WSS categorization of based on the notion of completeness, unless
it has access to more information than the human judges were given.
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11.2.5 Mid-level pitch and speaker change
This experiment showed that automatically extracted MIDLEVEL pitch,
RISING pitch and FALLING pitch helped predicting speaker changes. It
involved automatically extracted silences and pitch. The details were
reported in Edlund & Heldner (2005).
The data and processing are reported in 11.2.4 above. In addition,
the region immediately preceding each silence was extracted and
classified using heuristics into MIDLEVEL, which was taken to signal
incompleteness and predicted to be followed by a smaller proportion
of fewer speaker changes; FALLING or RISING, which predicted to be
followed by more speaker changes, under assumptions detailed in
section 0. UNCLEAR cases were placed in a separate category.
Table 11-4. Automatic classification of talkspurts into mid-flat, unclear
or falling/rising based on their final pitch against the classification of of
the following silences into BSS (followed by another speaker) and WSS
(followed by the same speaker).

BSS
WSS
Totals

MIDLEVEL
23
105
128

UNCLEAR
212
255
467

FALLING/RISING
158
71
229

Totals
393
431
824

Table 11-4 shows that in the mid-flat category, BSS were in the
majority (69 %), and in the rise/fall category, 82 % of the cases were
WSS, corroborating the hypothesis that pitch can be used to predict
speaker changes, and that mid-level pitch preceding a silence is an
indicator of incompleteness and that the silence is a pause followed by
more speech by the same speaker.
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11.2.6 Mid-level pitch, appropriateness, and duration
This experiment showed how well the system described in the
previous section fares against classifications based on duration only
and on manual annotations. It involved automatically extracted
silences and pitch, as well as manual annotation. The details were
reported in Laskowski et al. (2008a).
The data and processing are reported in 11.2.4. The results in 11.2.5
above were translated into two binary decisions, one aggressive, in
which all talkspurts categorized as UNCLEAR or FALLING/RISING were
classified as BSS and the rest as WSS, and one non-aggressive, in which
only FALLING/RISING talkspurts were classified as BSS, and all others as
WSS. Aggressive/non-aggressive refers to the effect these
classifications would have if used to decide whether a system should
start speaking – a higher proportion of BSS classifications yields a more
talkative (aggressive) system.
As a first comparison, the performance of a silence duration only
system on the data was computed following Ferrer et al. (2002). By
definition, this system becomes more aggressive at low duration
thresholds and less aggressive at high thresholds. This is basically the
same system that is reported in section 11.4.1.
A second comparison was created using manual annotations.
Presented with the final 1.5 s of audio, three annotators judged each
talkspurt on a five-point Likert scale for how appropriate it would be
for another speaker to start speaking just after it. The sum of the three
score was used as a measure of appropriateness, ranging from three to
15, and the third comparison was achieved by moving a threshold from
3 to 14 on this score. Where a lower threshold yields a more aggressive
classification.
ROC-curves for the classifications made by the two comparison
systems and the two results yielded by the mid-level system are shown
in Figure 11-2. All systems perform better than chance in all points. In
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the aggressive end, the duration-only system performs better than the
mid-level system given a 0.5 s threshold, but poorer with 0.4 s. The
mid-level system makes its decision after 180 ms, so if responsivity is
important, it appears to be the better choice. The appropriateness
system based on human annotations unsurprisingly outperforms both
automatic systems. In the non-aggressive end, the duration only system
does better than the mid-level system, but at the expense of very slow
(1.5-2.0 s) decisions. Both automatic systems do better than the
appropriateness based system—most likely because the fact that a
speaker change is in order does not mean that it will necessarily
happen. In conclusion, a system that is keen to start speaking is helped
by the mid-level system, and a system that want to be conservative can
gain something by waiting longer than 180 ms before starting to speak.

○ appropriateness
⧫ pause only
○ mid-level
-- random

Figure 11-2. ROC-curves for three systems.
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11.3 The fundamental frequency variation spectrum
It is clear from Chapter 7 that pitch is relevant for numerous
interaction phenomena. A more careful inspection reveals that in most
cases, these phenomena are associated with intonation—pitch
variation such as rises, falls and level contours—rather than absolute
pitch estimations. In other words, pitch variation is an important
aspect of vocal production, used for a variety of communicative needs,
and its estimation and modelling is crucial for our purposes.
The overwhelming majority of systems estimating pitch variation,
including the ones used in the studies in section 11.2, estimate pitch
variation as a derivate—the difference at two temporally adjacent pitch
estimates computed by a pitch-tracking component, relying squarely
on its ability to identify a single peak, corresponding to the pitch.
Unfortunately, peak localization in acoustic signals is particularly
prone to error, and pitch trackers (e.g., de Cheveigné & Kawahara,
2002) and downstream speech processing applications (e.g., Shriberg
& Stolcke, 2004; section 11.2) employ methods such as dynamic
programming, non-linear filtering, and linearization to improve
robustness. These measures add latency and reduce the temporal
locality of the estimate, working against requirements that features be
estimated online and with minimal latency (see section 10.3).
Even if a robust, local, continuous, statistical estimate of absolute
pitch were available, pitch is also strongly speaker-specific and
additional estimation and application of normalization parameters are
required for many tasks (Batliner et al., 2001; Ferrer et al., 2002;
section 11.2), adding more latency and reducing the temporal locality
further.
In cases where a characterization of intonation is the goal, however,
the absolute pitch estimation is not in itself useful, but merely a
stepping stone to get to the pitch variation. The fundamental frequency
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variation (FFV) spectrum, designed to address these concerns
(Laskowski et al., 2008a), offers a computationally tractable alternative
to characterizing intonation which obviates the need to first estimate
absolute pitch, and then to normalize it with its average. It is based on a
simple observation: the rate of change in F0 across two temporally
adjacent frames of speech produced by the same speaker can be
inferred, without knowledge of the frequency scale, by finding the
dilation factor required to optimally align the harmonic spacing in their
magnitude frequency spectra.
The FFV spectrum is attractive from a modelling perspective. It
allows for early usage in speech processing pipelines, as it is available
as early as speech detection itself. Like the frame-level features that
correlate with loudness, speaking rate and voice quality, it can be used
with standard acoustic modelling techniques as used elsewhere in
speech processing, in which measurement error is handled by
statistical modelling. In contrast, traditional pitch estimation makes
intonation contours unavailable to the earliest processing components
and handle error by rule-based schemes.
Several modifications and augmentation with other prosodic
features are presented in Laskowski et al. (2009b). An implementation
of the FFV spectrum that can be used with the Snack Sound Toolkit34
has been made available to the public (Laskowski & Edlund, 2010).
We have used the FFV spectrum for tasks of direct relevance to
interactional phenomena: the prediction of speaker changes (section
11.3.1) and the detection of floor mechanisms, that is dialogue acts
related to interaction control (section 11.3.2). As a reality check, we
also contrasted the FFV spectrum with pitch variation derived from a
pitch tracker (section 11.3.3). Furthermore, Laskowski & Shriberg
(2010) implemented the acoustic prosodic vector defined in Laskowski

34

Snack Sound Toolkit 2.2.10. http://www.speech.kth.se/snack/ (last accessed 2011-01-09)
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et al. (2009b) in a full-scale text-independent HMM dialog act decoder,
which segmented and classified audio into dialogue acts and dialogue
act terminations without reliance on word boundaries. For several
dialogue act types and termination types, its performance approached
that of a contrastive lexical system which used human-transcribed
words.
The FFV spectrum meets all requirements of section 10.3 to a tee,
with the possible exception of that of perceptual relevance. The
concept of pitch variation, however, is quite intuitive and perceptually
relevant—the exception one might have is that a spectrum
representation is graphically not as pleasing and easily taken in as an
intonation contour. Visualizations apart, the results of the studies
presented here and the attractive modelling characteristics of the FFV
spectrum indicate that it is a good feature for modelling human
interactions.

11.3.1 Speaker change prediction
The FFV representation was designed primarily with speaker change
prediction in mind, and this study was the first test of its suitability for
that task. The details were reported in Laskowski et al. (2008a).
The data used was the Swedish Map Task Corpus (Helgason, 2006;
see section 11.2.4 for a brief overview). The data was split into a
development set of four speakers and 702 talkspurts and an evaluation
set of four speakers disjoint from those in the evaluation set, containing
466 talkspurts. The evaluation set was chosen to be comparable
Edlund & Heldner (2005).
Automatically extracted talkspurts were used, and the task was to
predict whether the silences succeeding these were between-speakersilences (BSS), that is followed by speech from the other speaker, or
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true positive rate (TPR)

within-speaker silences (WSS), that is followed by more speech from
the same speaker.
Two baselines were used: firstly, the results from Edlund & Heldner
(2005), described briefly in sections 11.2.5 and 11.2.6, and secondly
the manually annotated appropriateness based baseline presented in
section 11.2.6.
FFV spectra from the 500 ms preceding the silence were passed
through a filterbank designed to distinguish between flat and non-flat
pitch. The resulting five scalars per frame were used to model the BSS
and WSS classes with a fully-connected hidden Markov model, trained
on a development set (EOT). A second model (EOV) was trained on the
500 ms preceding the last voiced frame of each talkspurt in the
evaluation set, for contrast. Both models were applied to the talkspurts
in the evaluation set.
1
0.9
0.8
0.7
0.6
0.5

0.4
0.3

○ appropriateness
○ mid-level
EOT
EOV

0.2

0.1
0

0

0.1

0.2

0.3
0.4
0.5
0.6
0.7
false positive rate (FPR)

0.8

0.9

1

Figure 11-3. ROC-curves for the BSS/WSS decisions of each of the three
baselines and for the two systems. The dotted line represents a random
choice.
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Figure 11-3 shows ROC-curves for both baselines and both systems.
It is apparent from the figure that the speaker change prediction
algorithm is significantly better than random, everywhere.
Furthermore, the EOT system replicates the our aggressive baseline
and the EOV system comes within 1 % absolute of the non-aggressive
baseline, even though both baselines relied not only on pitch change
but also location within pitch range. The similarity between the EOT
and EOV curves suggests that EOT performance is quite robust to SAD
errors.
We have refined the system and extended the experiments in
several subsequent publications. Graphical depiction of what HMMs
learn for this task, namely that speakers employ predominantly flat
intonation contours to signal a desire to continue speaking, was shown
in Laskowski et al. (2008b). This is consistent with the literature (see
section 7.4.1) and with our previous findings (section 11.2), but
suggests, as do the results presented i this section, that the “mid” in
mid-level is not as important as the “level”.
In Heldner et al. (2009), we also showed that intonation contours
prior to speaker change differ as a function of speaker role; instruction
givers employ more falls than rises, while followers use the opposite
strategy. Finally, Laskowski et al. (2008c)discussed refinements to the
FFV representation for the speaker change prediction task.

11.3.2 Detection of floor mechanisms
This study showed the feasibility of using the FFV spectrum to
classify dialogue acts related to interaction control. The study involved
manual annotation of dialogue acts and automatically extracted FFV
spectra. The details were reported in Laskowski et al. (2009a).
The data used in this work is drawn from the ICSI Meeting Corpus
(Janin et al., 2003) and its associated dialogue act annotations
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(Shriberg et al., 2004), to our knowledge the largest publicly available
corpus of naturally occurring unstructured multiparty conversation,
consisting of longitudinal collections of meetings by several groups. As
defined in the release notes, 73 of the meetings have been divided into
a training set of 51 meetings, a development set of 11 meetings and an
evaluation set of 11 meetings. We draw training exemplars from the
training set and testing exemplars from the development set, leaving
the evaluation set for assessment in future work.
Floor mechanisms in this data are annotated as belonging to one of
three dialogue act classes. The following descriptions are taken
compiled from the guide used for their annotation (Dhillon et al., 2004).
Floor grabbers (FG) generally occur at the beginning of a speaker’s turn,
and tend to be louder than surrounding speech. Common lexical
implementations include: “well”, “and”, “but”, “so”, “um”, “uh”, “I mean”,
“okay”, and “yeah”. Floor holders (FH) tend to occur in the middle or at
the end of a speaker’s turn, whereas holds (H) typically occur at the
beginning. Prosodically, both floor holders and holds are of similar
loudness with respect to surrounding speech, but of longer segment
durations. Common lexical implementations of FH and H are as for FG,
but also include “or”, “let’s see”, “and what else”, and “anyway”. The
three floor mechanisms share a similar vocabulary, which is also used
for backchannels and acknowledgments.
As noted in section 7.4.1, a desire to continue speaking (i.e., floor
holding) is often associated with flat pitch. Note also that the literature
shows considerable overlap between the mechanisms described above
and categories such as “disfluencies” and “filled pauses”, which have
been more thoroughly investigated—a comprehensive overview is
given in Eklund (2004a).
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Table 11-5. Binary classification accuracies, in %, for the training
and development sets for several talkspurt contexts and tasks.
Random guessing leads to 50 %
Context
TSI

TST

Task
{ FG, GH, H }
{ FH, H }
{ H}
{ FG, GH, H }
{ FH, H }
{ H}

Training %
62.7
65.1
74.6
59.2
63.5
72.4

Development %
63.9
65.3
72.7
58.3
64.1
68.3

Models were trained for several binary classification tasks: to
distinguish between the three groups combined (FG, GH, H) and all other
dialogue acts, FH and H combined from all other dialogue acts, and H
from all other dialogue acts, both at talk spurt initiation (TSI) and at
talk spurt termination (TST). A summary of the results on the training
and development data are shown in Table 11-5.
All classification accuracies are clearly above random guessing, and
all classifiers generalize well to unseen data. The group comprised of FH
an H, which was expected to be internally similar and different from FG,
appears to be easier to separate from the rest than is the group of all
floor mechanisms. Finally the H instances seem to be easier to
differentiate still, although with slightly poorer generalization,
something that may be attributed to the small number of training
exemplar—only 500 instances were available for training and 180 for
testing. In keeping with expectations based on the literature and
previous work, an analysis of the FFV models yielding these results
revealed that talkspurts implementing these dialog acts are initiated
with flat intonation contours, and terminated with slower speech.
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11.3.3 FFV spectrum and derived pitch variation
This study visually compared visually plots of FFV spectra next the
output of the Snack ESPS/RAPT pitch tracker (Talkin, 1995), in order
to demonstrate the relation between the FFV spectrum and
traditionally estimated pitch variation. We used singing voice
(Lindblom & Sundberg, 2005) for the comparisons for three reasons:
the application of FFV processing to singing voice had not been
previously explored; more importantly, singing involves long
uninterrupted voiced stretches, allowing us to disregard the fact that
the output of a pitch tracker is numerically undefined in unvoiced
regions; and finally, demonstration of singing voice is easy to grasp
visually.
Hz

Octaves/s

Octaves/s

1
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0
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Figure 11-4. Glissando. Left pane: the output of a pitch tracker, in
absolute frequency along the y-axis, as a function of time in seconds
along the x-axis. Centre pane: pitch variation derived from absolute
pitch in octaves per second along the y-axis, as a function of time in
seconds along the x-axis. Right pane: Bird’s eye view of consecutive FFV
spectra, with rate of F0 variation in octaves per second along the y-axis
and time in seconds along the x-axis; darker shades of grey indicate
larger magnitudes.

Figure 11-4 sows a glissando (or portamento), in which the voice
slides across a range of pitches, recorded on a laptop by a professional
female vocalist in a home environment. The left pane plots the output
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of the the Snack ESPS pitch tracker, the centre pane shows the pitch
variation as derived from the pitch tracker output, and the right pane
shows a bird’s eye view of consecutive FFV spectra, with darker shades
of grey indicating larger magnitudes. Visually, the agreement between
the centre and the right panes is very high, suggesting that for
relatively clean signals of continuous voicing, the maxima in the FFV
spectra appears to contain the same information as do the pitch
variation trajectory. The details, as well as similar examples showing a
scale and a scale with vibrato, are reported in Laskowski & Edlund
(2010).

11.4 Pauses, gaps and overlaps
The timing of speaker changes is a topic that has earned a lot of
attention, for reasons ranging from an interest in how latency affects
telephone conversations to theories about how the flow of
conversation is regulated (see section 7.4).

11.4.1 Inter-speaker intervals
This work is taken from a large-scale analysis of the distributions of
pause and gap length with several results. What is reported in
summary here is that the study quantifies the amount of cases where a
speakers decision to start speaking after another could conceivably be
attributed to signals, rather than some manner of prediction (see
section 7.4.4). As such, it is also an example of how existing theories
can be tested against large quantities of empirical data. The complete
study was reported in Heldner & Edlund (2010).
Gaps were defined in accordance with section 10.4.1. Gap length
distributions were computed on three data sets in three different
languages: Spoken Dutch Corpus (cf. ten Bosch et al., 2005), the original,

182

Chapter 11 Human-human studies
Pauses, gaps and overlaps

Scottish English HCRC Map Task Corpus (Anderson et al., 1991), and
the Swedish Map Task Corpus (Helgason, 2006; for a brief description,
see section 11.2.4).
These analyses showed that no-gap-no-overlap in the strict sense
not frequent type of between-speaker interval, but rather a very rare
one. These no-gap-no-overlaps represented less than 1 % of the
intervals. By far the most frequent kind of between-speaker interval
was instead a slight gap—the mode of the distribution function was
offset from zero by about 200 ms in the histograms for all three
corpora. Furthermore, deviations from no-gap-no-overlap to other end
of the scale were also frequent—the overlaps represented about 40 %
of all between-speaker intervals in our material.
The cumulative distribution above the 200 ms threshold was
computed, as it represented the cases where reaction to cessation of
speech might be relevant given published minimal reaction times for
spoken utterances (see section 7.4.4). The distribution above this
threshold between 41 % and 45 % of all between-speaker intervals in
the three corpora. These cases were thus potentially long enough to be
reactions to the cessation of speech, and even more so to some
prosodic information just before the silence.

11.4.2 Silence duration and the pause/gap distinction
This experiment quantifies the extent to which silence duration can be
used to predict a speaker change. It involves automatically extracted
silences. The details are reported in Edlund et al. (2005).
The data and processing are reported in 11.2.4 above. In order to
assess to what extent silence duration alone can be used for BSS/WSS
categorization, Table 11-6 shows the total number of silences
exceeding durations of 300, 500, 1000, 1500, and 2000ms, respectively.
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We the proportion of WSS does not appear to be clearly affected by
silence duration.
Table 11-6. Total number of talkspurts and the proportion of WSS
amongst these as a function of a silence duration threshold.
#silences
% WSS

> 300 ms

> 500 ms

> 1000 ms

> 1500 ms

> 2000 ms

634
68

441
71

168
68

69
67

22
55

Although a strong cue for completeness, silence duration alone does
not seem to provide sufficient information to find a suitable place to
speak.

11.5 Very short utterances
In view of the problems associated with the definition and
identification of backchannels (see section 7.5.2), and inspired by
others, for example Shriberg et al. (1998), who state that “duration was
expected to be a good cue for discriminating STATEMENTS and QUESTIONS
from dialogue acts functioning to manage the dialogue (e.g.,
BACKCHANNELS)”, we proposed to use an intermediate, auxiliary unit—
the very short utterance (VSU). The VSU is defined operationally using
a perceptually relevant feature—duration. It can be extracted
incrementally at zero manual effort from SPEECH/NONSPEECH decisions.
VSUs are intended to capture a large proportion of words that would
be considered to be backchannels using straightforward acoustic
criteria only. Note that the studies presented in sections 11.6.2 and
11.6.3 are related, as they investigate properties of manually labelled
backchannels.
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The studies below show that
 VSUs capture a large proportion of manually labelled
backchannels (section 11.5.1);
 VSUs capture a large proportion of talkspurts manually labelled
as low in information content (section 11.5.2);
 an added voicing requirement may make the VSUs a cleaner unit
(section 11.5.2).
The proposed auxiliary unit shows a strong overlap with
backchannels and with talkspurts labelled as having low propositional
content. To the extent that it is worthwhile identifying talkspurts with
these properties, the studies suggest that automatically extracted VSUs
are a worthwhile feature for humanlike spoken dialogue systems, as
shown by the following example: A system designed to avoid extended
stretches of overlapping speech will stop outputting speech when it
observes speech from its interlocutor, which causes unwanted effects
when the interlocutor produces a backchannel. Based on the notion
that VSUs overlap with backchannels (section 11.5.1) and are readily
accessible, and the observation that backchannels are unobtrusive and
can be spoken in overlap without disturbing the first speaker (see
section 7.5.2), and the possibility to trade right-hand context for
latency afforded by incremental processing (section 10.3.2), a VSUaware decision can be made:
1. Go on producing speech for a given duration T.
2. If the other’s speech has stopped at that point, just go on.
3. Otherwise, consider either stopping (the polite choice) or
speaking louder (the urgent choice).
Based on the data described in section 11.5.1, setting T to 500 ms
and allowing for 200 ms to detect silence would yield a system that
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never stopped producing speech when encountering a backchannel, at
the expense of 700 ms overlapping speech in cases of barge-in, which
corresponds roughly to a few syllables.

11.5.1 Very short utterances and backchannels
This experiment showed that in the examined data, all manually
labelled backchannels are captured by VSUs, and that VSUs that were
not backchannels were in many cases labelled as categories that might
safely be handled together with backchannels for some purposes. The
experiment involved manual dialogue act annotation and automatically
extracted VSUs. The details were reported in Edlund et al. (2010b).
The data used was drawn from the Columbia Games Corpus, a
collection of spontaneous task oriented dialogues by native speakers of
Standard American English, and its associated annotations. This corpus
contains speakers recorded on separate channels in a sound-proof
booth. Speakers were asked to play two types of collaborative
computer games that required verbal communication. The speakers
did not have eye contact. There were 13 subjects (7 males and 6
females), and the recording sessions lasted on average 45 minutes. The
corpus has been manually annotated for a number of phenomena.
In this study we used the manual labelling by three trained
annotators of words such as “alright”, “gotcha”, “huh”, “mhm”, “okay”,
“right”, “uh-huh”, “yeah”, “yep”, “yes”, “yup” with their communicative
function, one of which was backchannel (BC). Each Norwine & Murhpy
talkspurt with a duration of 1 s or less was taken to be a VSU. The 1 s
was selected to make comparison with our first VSUs studies possible
(Edlund et al., 2009a).
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Table 11-7. Confusion matrix for VSU/NonVSU versus the manual
annotation of BC/NonBC.

BC
NONBC
Total

VSU
553
1208
1761

NONVSU
0
2600
2600

Total
553
3808
4361

Table 11-7 shows a confusion matrix for the manual BC/NONBC
labels and the VSU/NONVSU labels. All BCs in the material are also
VSUs—in other words, no BC is longer than 1 s. Upon inspection of the
group of NONBC VSUs, we noted that a large quantity of these were
labelled with labels all used for the same lexical items as BC. I use
AFFCUE for this group of labels as a whole, as it is referred to in the
corpus as “affirmative cuewords”. Table 11-8 shows a cross tabulation
of automatic VSU/NONVSU labels against manual BC/AFFCUE/OTHER
labels. 31 % of the VSUs are BCS and 40 % are AFFCUEs. Inspection of
the remaining 29 % of VSUs in the revealed that a large proportion of
them also had feedback functions. The 25 most frequent tokens are
“mm”, “no”, “oh”, ” got it”, “um”, “oh okay”, “hm”, “I’m gonna pass”, “uu”,
“I have to pass”, “cool”, “great”, “nope”, “and”, “sure”, “that’s it”, “and
then”, “don’t have it”, “exactly”, “I don’t have that”, “oh right”, “oh yeah”,
“so”, and “sorry”. These comprise about one third of all OTHER VSUs.
Table 11-8. Cross tabulation of BC/AFFCUE/OTHER against
VSU/NONVSU.

BC
AFFCUE
OTHER
Total

VSU
553
699
509
1761

NONVSU
0
768
1832
2600
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11.5.2 Voicing in very short utterances
This experiment showed that adding a requirement that voicing be
present in a VSU may remove some spurious members otherwise
captured in the category. The experiment involved manual annotation
of talkspurts with respect to information content and automatically
extracted talkspurts and voicing information. The details were
reported in Edlund et al. (2009a).
The data used was the Swedish Map Task Corpus (see 11.2.4). The
annotation scheme used was based primarily on the amount of
propositional content, with three mutually exclusive labels: HIGH, LOW,
and MISC. The manual consisted of three ordered questions:
1. Does the talkspurt contain elements with high propositional
content: objects (e.g., nouns (excluding pronouns) or proper
names), attributes (e.g., adjectives) or actions (e.g., verbs, not
including modal verbs and codas)? If so, label a HIGH.
2. Does the talkspurt seem to be the result of a technical error
when extracting the talkspurts; or does it consist of breathing,
coughing, laughter, and such? If so, label as MISC.
3. Otherwise label as LOW.
We designed the scheme to be based on non-prosodic features and
independent of linguistic theory. It turns out that it had other
advantages (which it likely shares with other uncomplicated schemes):
it was fast—two annotators both completed 3054 talkspurts in one
sweep lasting less than four hours using a custom built tool, for an
average annotation time of less than 5 s per talkspurt—approximately
the same as the average duration of a talkspurt; and it was intuitive,
yielding a kappa of 0.887 for all three categories, and 0.895 if HIGH and
MISC were collapsed to NONLOW, without any prior training for either
annotator. The tool used did not allow annotators to listen to a
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talkspurt more than once, in an effort to stop them from over-thinking
decisions and respond more directly. The inter-annotator agreement
matrix is shown in Table 11-9.
Table 11-9. Inter-annotator agreement matrix for LOW/HIGH/MISC.

Rater 1

Rater 2
LOW
HIGH
MISC
Total

LOW
903
10
21
934

HIGH
93
1656
44
1793

MISC
15
12
300
327

Total
1011
1678
365
3054

VOICINGRATIO was calculated as he proportion of frames in the
talkspurt marked as voiced by YIN, an automatic pitch extractor (de
Cheveigné & Kawahara, 2002).
Figure 11-5 shows the distributions of VOICINGRATIO for each of LOW,
HIGH and MISC talkspurts. As can be seen, LOW talkspurt VOICINGRATIO is
severely skewed towards unity; a large number of these talkspurts
consist of at least 80 % voiced frames, and almost no LOW talkspurt is
entirely unvoiced. This is consistent with the observation that the
words that make up backchannels are predominantly voiced (see
section 7.5.2). HIGH talkspurt VOICINGRATIO shows a clear mode at 5060 % voiced frames, with very few fully voiced or fully unvoiced
talkspurts. MISC appears to have one weak mode similar to that found
in HIGH, and one consisting of a very high spike in the 0-5 %
VOICINGRATIO bin.
From these distributions, it is clear that a requirement that
VOICINGRATIO exceed some threshold abobe 5 %, a large part of the
talkspurts labelled MISC—coughs, breathing, recording artefacts—can
be avoided.
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Figure 11-5. Histograms over the proportion of voicing of
talkspurts annotated as LOW, HIGH and MISC, respectively, by one
annotator.

11.5.3 Very short utterances and information content
This experiment showed that VSUs overlap greatly with talkspurts
manually labelled as having low propositional content. The experiment
involved manual annotation of level of propositional content, and
automatically extracted VSUs augmented with a voicing ratio threshold.
The details were reported in Edlund et al. (2010b).
The data and manual labelling were the same as in section 11.5.2.
VSUs were extracted using a duration threshold of < 1 s and a voicing
threshold requiring the proportion of voiced frames to exceed 5 %.
Table 11-10 shows the confusion matrix for manually annotated LOW
and automatically extracted VSUs. With these thresholds, the VSUs
capture 81 % of talkspurts labelled as LOW and 8 % of the NONLOW.
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Table 11-10. Confusion matrix of manual annotation (rater 1)
versus VSU classification

Rater 1

LOW
NONLOW
Total

Automatic
NONVSU
205
1838
2043

VSU
859
152
1011

Total
1064
1990
3054

11.6 Inter-speaker similarity
A quick glance under the heading “synchrony and convergence” in the
Terminology section in the front matter of this book will illustrate quite
clearly that there has been a great interest in the observation that
people interacting with each other seem to become more like each
other as the interaction proceeds. I will use the inter-speaker similarity
as a theory independent reference to the phenomenon, meaning simply
any observable similarity between speakers.
Most studies of inter-speaker similarity apply variants of methods
which can be divided into two groups: (1) effects of different
interlocutors and (2) effects over time of the same interlocutors. The
most common example of the first approach is correlating twodimensional coordinates describing the average values for both
participants in some interaction across different speaker pairs (ten
Bosch et al., 2005). Unless there is reason to expect that some speaker
pairs are more similar to each other before the occurrence of the
dialogue being analysed, tendencies of a linear correlation are taken to
indicate that interlocutors have become more similar during the course
of the dialogue.
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Assessment of whether interlocutors become more similar over time
in a single conversation has been done by comparing speaker averages
for the first and second halves of each dialogue (Jaffe & Feldstein, 1970;
Suzuki N. & Katagiri, 2007). If the difference between interlocutors is
smaller in the second half of the dialogue than in the first, this is again
taken as evidence they have become more similar over the course of
the conversation.
Both methods and variants thereof have been used to demonstrate
that interlocutors do become more similar to each other in a number of
ways, including pitch, intensity, and response latency, inter alia.
However, the methods both fail to capture the dynamics and temporal
aspects of this similarity. The first method reduces the data to one twodimensional point per dialogue, losing all temporal information that
might provide some insight as to how and when speakers become
similar; the second uses two points per dialogue, reducing the temporal
information to a crude “early” and “late”. A noted exception to these
approaches is the time-series modeling approach of Jaffe et al. (2001),
which has however not been widely adopted by other researchers,
perhaps due to its relative complexity.
Section 11.6.1 presents a proof-of-concept experiment with a
technique that is better suited to capture the temporal dynamics of
inter-speaker similarity. In sections 11.6.2 and 11.6.3, we correlate
local inter-speaker similarity and dissimilarity with interaction
phenomena. The latter studies are examples of inter-speaker relative
measures (see section 10.4.3). Taken together, the studies suggest that
dynamic modeling of inter-speaker relations is feasible, and that it may
capture otherwise elusive phenomena.
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11.6.1 Synchrony and convergence in pause and gap length
This study proposed a method designed to capture the temporal
aspects of speaker similarity in an intuitive yet objectively measurable
way for discontinuous as well as continuous features. The method was
successfully applied to pause and gap length for proof-of-concept. It
involved automatic interaction modelling only. The details were
reported in Edlund et al. (2009b).
The model was developed to be theory independent, and labels for
the general phenomenon of inter-speaker similarity were avoided.
Instead the model is defined using three terms in their most general
usage, as cited in a standard dictionary: similarity—two phenomena
are similar when they are “almost the same”; convergence—they
converge when they “come from different directions and meet”; and
synchrony—they are synchronous when they “happen at the same time
or work at the same speed” (cf. Longman Dictionary of Contemporary
English). We used similarity to refer to the phenomenon in general, and
synchrony and convergence to refer to two ways of being similar: in
converging, two parameters become more similar as illustrated in the
left pane of Figure 11-6. Convergence captures both the different
conversational partner and the over time measures discussed in section
11.6. Synchrony, as seen in the right pane of Figure 11-6, on the other
hand, can occur entirely without convergence, as demonstrated below,
and captures similarity in relative values rather than in convergence to
the same values.
We used the first 20 minutes of six random Spontal dialogues
(section 9.1). No speaker occurs more than once in this subset of the
corpus. It is worth noting again that the speakers can see each other
and may talk for several minutes before the recordings start. The
dialogues were processed to yield an interaction model as described in
section 10.4.1.
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Figure 11-6. Schematic illustrations of convergence (left pane)
and synchrony (right pane) as they are used in this paper.
All ISS (inter-speaker silences, or pauses) and WSS (within-speaker
silences, or pauses) were extracted from the interaction model and
their durations were transformed into the log domain. Next, the
durations were filtered: the pauses and gaps owned by each speaker
were treated separately and filtered using a moving window—a 20
point rectangular mean filter—in order to create a smoother sequence.
Finally, we used linear interpolation to make it possible to find a
corresponding (derived) value for current mean pause and gap length
for each speaker at any given point in time. We sampled calculate the
difference between the two speakers once at each occurrence of a gap
or pause respectively.
The data sets were tested for inter-speaker similarity using
traditional methods—contrasting interlocutors similarity to each other
with their similarity to random speakers, and contrasting the similarity
of the interlocutors in the first half and the second half of the
interaction. The first method showed some similarity for gap length but
the second method yielded a small divergence, suggesting that this
inter-speaker similarity is not modelled well by these methods.
In an attempt to better model the dynamics of inter-speaker
similarity, we used Pearson correlations to capture (1) convergence (or
divergence) by correlating the differences between filtered values from
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one speaker and the corresponding interpolated values from the other
with the time of their occurrence; and (2) synchrony by correlating
filtered values from one speaker with the corresponding interpolated
values from the other. Analyses were run separately for gaps and
pauses, and over the individual dialogues as well as over the pooled
dialogues. The results are shown in Table 11-11.
Table 11-11. Pearson correlations of log durations (ms) for speaker 1
vs. interpolated log durations (ms) for speaker 2 for gaps and pauses in
the different dialogues. Low confidence values are excluded.
Dialogue
3-1
3-2
3-3
3-16
3-17
3-19

Convergence/divergence
Gap
Pause
.568**
.816**
-.068
.091
.086
-.088
-.466**
-.751**
-.170
-.385*
.499**
-.466**

Synchrony
Gap
.620**
-.262**
.725**
.753**
-.301*
.640**

Pause
.305**
-.368**
-.008
.158
.435*
.697**

**. Correlation is significant at the 0.01 level (2-tailed).
*. Correlation is significant at the 0.05 level (2-tailed).

Regarding convergence, there were no significant tendencies
towards convergence when differences were pooled across dialogues.
As seen in Table 11-11, only one dialogue showed significant
convergence with respect to gaps and three with respect to pauses.
Two dialogues significantly diverged for gaps and one for pauses. Again,
this suggested that convergence is not a global phenomenon.
Convergence may however already have taken place at the beginning of
our analysis, as the interlocutors did have a chance to speak together
for several minutes before recordings commenced.
In terms of synchrony, two of the dialogues were negatively
correlated with regard to gaps and one with regard to pauses, and two

195

Part IV
Human-human analysis

dialogues showed no significant correlation for pauses. The negative
correlations were weaker, however, and when the data was pooled
across dialogues, a significant positive correlation appears both for
gaps and for pauses (p < .01)—an encouraging sign that dynamic
modelling of synchrony may indeed be possible.
In summary, the study suggests that this approach to capturing the
dynamics of inter-speaker similarity is useful, which is further
evidenced by its successful use in a subsequent study (Lee et al., 2010).

11.6.2 Inter-speaker pitch and backchannels
This experiment showed that backchannels are spoken with a pitch
that is more similar to the preceding utterance from the interlocutor
than other utterance types. It involved automatic acoustic processing
and manual labels for communicative function. The details were
reported in Heldner et al. (2010).
The data and manual annotation were the same as as described in
11.5.1. In addition, the Praat script Prosogram v2.635 was used to
extract perceptually motivated stylizations of pitch contours in voiced
portions of local intensity maxima. Pitch features were calculated from
stylized semitone transformed F0 values from all dialogue segments
containing a single speaker. Segments with overlapping speech were
excluded throughout to avoid the risk of crosstalk contamination.
Speaker means and standard deviations were calculated for all
speaker/session pairs. These statistics were used for all speaker based
normalizations.
To describe transitions from one speaker to the next, we used the
mean pitch over the last 500 ms preceding (and including) the last
voiced frame before the transition, and the mean pitch over the first

35

http://bach.arts.kuleuven.be/pmertens/prosogram/ (Last downloaded 2010-04-10)
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500 ms following (and including) the first voiced frame after the
transition. Instances where less than 50 ms of either 500 ms interval
was voiced were excluded from further analyses. We then compared
the pitch differences between first and next speakers in speaker
changes grouped over the functional label of the next speakers.
This analysis of local pitch distance revealed significant differences
between backchannels and other kinds of utterances: they were more
similar to the preceding utterance with respect to pitch than other
types of utterances. Interestingly, we also found that the utterances
from the first speaker succeeding the backchannels were significantly
lower in pitch than both the backchannel and the preceding utterance
from the same speaker.
The results are consistent with the idea that backchannels are made
inconspicuous by being similar to the preceding speech. This is also an
indication that as interlocutor similarity with respect to pitch is
stronger around backchannels than around other types of utterances,
the general tendency towards interlocutor similarity with respect to
pitch may be stronger in dialogues with a large amount of vocal
feedback.
Importantly, the results show that local inter-speaker similarity can
indeed be used to model interactional phenomena, and the study can
be seen as a starting point for attempts at a more dynamic modelling of
interactional phenomena through a stronger focus on the relations
between the speakers.

11.6.3 Inter-speaker loudness and backchannels
This study was a very preliminary experiment with inter-speaker
loudness. It involved automatically extracted talkspurts and loudness
data and manual labels for communicative function. The details were
summarily reported in Edlund et al. (2010b).
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The data and manual annotation were the same as as described in
11.5.1. In addition, inter-speaker loudness distance was computed in a
manner similar to the pitch distance described in section 11.6.2. Two
basic K-Nearest Neighbours classifier was trained to make
backchannel/non-backchannel decisions on part of the data: one had
access to talkspurt duration only, making its decisions near-identical to
the VSU categorizations described in section 11.5, and the other used
durations and inter-speaker loudness distance. The inter-speaker
loudness distance did help, but gave only a modest improvement of just
above 1 %, relative.
Backchannels are known to be quieter than other utterances, and a
loudness measure is therefore expected to help a backchannel classifier.
The loudness with which we speak is a noisy feature, however, which
varies considerably for a large number of disparate reasons. An interspeaker distance measure of loudness might be robust against such
variation that effects all interlocutors simultaneously, for example
background noise level. This remains to be tested, however—the
present preliminary study merely hints at the possibility.
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12.1 Macro and micro-evaluations
The evaluation of systems as a whole is sometimes called macro
evaluation, whereas the process of evaluating isolated features is called
micro-evaluation, particularly in the embodied conversational agent
(ECA) community (e.g., Ruttkay & Pelachaud, 2004). The goal in
Assertion 3 on p. 9 requires macro-evaluations—although it is limited
to specific features, it requires testing in a full-fledged system, and the
effects on the features studied are presumably affected by system
behaviour as a whole. The intermediate methods introduced in the
following are all micro-evaluations in this scheme: although the
evaluation context is broadened with each step, the effect of the
isolated component is what is evaluated.

12.2 Success criteria
The success criterion needs some adjustment to apply to initial microevaluations. Consider Figure 12-1. The criterion in Assertion 3 looks
for H1’s behaviour in dialogue DHC to resemble H1’s behaviour in
dialogue DHH—the human speaking to the computer should behave
similarly as to when speaking to another human. The assumption is
that a sufficiently humanlike behaviour in the system C1 will cause the
human H1 to behave as if talking to another human. The strength of this
is that it ensures that not only does C1 appear to be behaving like a
human, pragmatically it has the same effect as a human on another
human as well. For initial studies, a considerably simpler criterion has
to suffice: a component that makes C1 resemble H2 more is successful.
The risk incurred by omitting H1 like this is that measuring similarity
on features that mean nothing to humans, but are easy to model in a
computer, will yield successful results.
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H1

DHH

H2

H1

DHC

C1

Figure 12-1. human-human interaction (DHH) and human-computer interaction (DHC)

12.3 Metrics
Humanlikeness evaluation differs from traditional spoken dialogue
system evaluation in two principal ways: firstly, although this can be
relaxed initially as we have done here, the human is measured as well
as the system; secondly the comparison operand is “more similar to”—
preferably on distributions so that variability is represented—rather
than “higher” (e.g., task success) or “lower” (e.g., WER). If pause length,
for example, is distributed in a certain way in human-human dialogue
given some context, the most humanlike system on that feature would
elicit a similar pause length distribution on the system side as well as
the user side, given the same context. Note that both the original and
the relaxed criteria place the responsibility on the computer, and view
the human interlocutor’s behaviour as a result of this, whereas spoken
dialogue systems are otherwise often categorized according to the
restrictedness of the human interlocutor’s behaviour with little
mention of the spoken dialogue systems behaviour (Porzel, 2006).
Provided that we have collected data on how users respond to a
component, we are left with the task of comparing the data with
respect to its humanlikeness. If data from similar human-human
dialogues are available, well-understood and operationally defined
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features can be automatically extracted and compared automatically,
which as noted in the previous is the preferred method, since it makes
the evaluation repeatable and objective. Examples of such features
include different measures taken from an interaction model (10.4.1),
such as patterns and durations of pauses, overlapping speech and
talkspurts; or prosodic features, such as intensity and pitch; and turntaking patterns. The comparison in itself can be made complex, so that
the contexts of features matter, but in the simplest case, the overall
distribution of a feature is compared with that of the same feature in
human-human dialogue.
With current technology, quite a few features can only be reliably
accessed by manual annotation or a combination of manual annotation
and automatic extraction. Furthermore, the subjective techniques
described in 10.5 are applicable here as well, with the same measures
to maintain their validity in spite of their subjectivity. Naturally, the
actual comparison can still be performed in the same manner as when
comparing automatically extracted features.

12.3.1 Reviewing versus participant judgements
Human-computer interactions also lend themselves to another form of
subjective judgement: reviewing. Here, judgement is not passed by a
participant in the interaction, but by an external reviewer with the
specific task of judging some aspect of the interaction. In contrast, a
participant study has participants in the interaction judge some aspect
of it. A key argument for participant studies is that participants alone
know what they perceive, but as detailed in section 4.2, a rather large
body of research suggests that participants cannot reliably account for
their perception. Although perhaps the strongest lesson to be learned
from this is that it is preferable to measure the effects of stimuli and
events in subjects rather than asking the subjects how they perceive
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them, they also imply that participants may not have that much of an
advantage to onlookers when it comes to judging the interaction they
are involved in.
A clear drawback of participant studies is that they do not permit
immediate responses without disturbing the flow of the interaction.
The PARADISE evaluation scheme (Walker et al., 2000), for example,
calls for a success/failure judgement to be made by a participant after
each information transaction—something that could easily become
very disruptive. And the responses need to be collected during or
shortly after the interaction occurs, lest the exercise turn into a
memory test. Conversely, the perhaps most compelling advantage of
reviewing is that it decouples the judgement from the interaction with
respect to time, participants and location, which allows researchers to
do a number of things that would otherwise not be possible to counter
effects of subjectivity and to improve reliability:
 Run evaluations at any time after an interaction was recorded.
 Run as many tests, with as many reviewers, as can be afforded.
 Get multiple judgements for each data point by using a group of
reviewers rather than one participant.
 Compare judgements from reviewers of different background.
 Using a reviewer (group of reviewers) for each factor (set of
factors) makes it possible to test any number of factors, whereas
a participant can only answer so many questions.
 Verify results by running the same test on different data—
perhaps even on data recorded elsewhere or for different
purposes.
 Make comparative studies between interactions with different
participants.
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 Manipulate the amount of context given to the reviewers, or the
context itself, for example to examine what parts of an interaction
provide necessary and sufficient conditions for a decision.
 Manipulate the recorded data itself before reviewing (see section
12.4.2.1).
 Check the significance of trends by re-running the test with
identical design and stimuli, but with new reviewers.
Some of these items involve running repeated tests, which can
invalidate the significance of the results, so precautions have to be
taken.
The speech technology field abounds with examples where
unmanipulated data which is presented in a chunk to a single judge or
a few judges—standard transcription and labelling are good examples,
as are eavesdropper and overhearer evaluations (e.g., Whittaker &
Walker, 2006), where a reviewer is asked to listen in on a recorded
dialogue and pass judgement on some aspect. There are, however,
other variations of reviewing with characteristics that may be better
suited for judging humanlikeness.
Reviewing allows us make plenary experiments where a great many
people pass judgement simultaneously. This can be done with the use
of paper form, a method used in Granström et al. (2002), but is more
efficient with an audience response systems (ARS), as was done at
Interspeech 2007 to allow an audience of 60 to judge song synthesis in
realtime. Ideally, one would use ARS in the manner it is used in
Hollywood screenings, where subjects adjust a lever continuously to
indicate what they think of some aspect of the film they are shown.
This method records judgement of continuous sequences of events,
such as dialogue flow or the quality of synthesized speech. An example
of such a system is Audience Studies Institute mini-theatre research
service, which audiences of 25 (Vane et al., 1994, chapter 6).
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Reviewing also allows for different media to be used. A highly
interesting example is human computation, a method first proposed by
Luis von Ahn and Laura Dabbish (von Ahn & Dabbish, 2004), in which
people are encouraged to do labelling tasks embedded in some
entertaining environment such as a game. Von Ahn and Dabbish first
introduced the method in the ESP Game, and it has since been used for
a number of tasks (e.g., von Ahn et al., 2006; Brockett & Dolan, 2005;
Paek et al., 2007). The idea is to draw on the tremendous pool of
human resources available through the Internet, and to do so by
exchanging human computation for entertainment. A typical human
computation setup contains a game idea, which is what provides the
participants with motivation for doing the task; a validation method
with the main purpose of avoiding spam and vandalism—typically
points are given to users who give the same answer to the same
question or something similar; methods to eliminate cheating; methods
to deliver the data to be annotated to the participants and to retrieve
the annotation data. The setup holds a promise of almost uncountable
numbers of human annotators, something that may be needed both to
annotate training material and to evaluate the results of machine
learning methods.

12.4 Eliciting evidence on the response level
It may be possible—in principle—to perform every experiment and
every evaluation of an automatically accessible phenomenon believed
to be relevant to human behaviour in a full-fledged humanlike spoken
dialogue system. In practice, implementing such systems and running
experiments in them require so much effort that we are confined to
less expensive methods for exploration, proof-of-concept, and early
iterations, in the hope that these will lead to a manageable amount of
successful full-blown evaluations in later iterations.
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There is a variety of techniques that can be used to elicit information
about human responses to system behaviour measured against a
human gold standard without employing a full-fledged system. I have
opted to label the methods presented here Wizard-of-Oz variations,
human-human data manipulation, and micro-domains. Note that when
these methods are used in this traditional sense, the purpose is often to
collect data that is representative for computer-directed speech, as
illustrated by DH’C in Figure 6-2, in order to model it. This contrasts
with our goal here, which is to test how close we can get to the
situation in DHC’ in the same figure.

12.4.1 Wizard-of-Oz variations
This section describes a number of variations of the Wizard-of-Oz data
collection paradigm, in which people (i.e., wizards) simulate a system
unbeknownst to the subjects (see Wooffitt et al., 1997 for a thorough
discussion). Although a number of critiques have been put forth against
the Wizard-of-Oz methodology (for an overview, see Eklund, 2004b), it
is often used for human-computer data collection when building a fully
functional system is impractical or too expensive. The paradigm has
been used for initial data collection in the development of a great
number of spoken dialogue systems, including early systems such as
Circuit Fix It Shop (Moody, 1988), ATIS (Hemphill et al., 1990),
SUNDIAL (Peckham, 1991), The Philips train timetable system (Aust et
al., 1995), Waxholm (Bertenstam et al., 1995), MASK (Life et al., 1996),
and AdApt (Gustafson et al., 2000).
In these data collections, wizards are often required to produce
output that resembles what can be expected from a talking computer,
so that the data is representative for human-computer interactions
(Dahlbäck et al., 1993), as illustrated in DH’C (Figure 6-2). Techniques to
achieve this include instructing the wizard to misunderstand (Bernsen
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et al., 1998); using text filters that introduce insertion and deletion
errors (Fraser & Gilbert, 1991); using a wizard to determine what
utterances the system should even attempt to understand (Peissner et
al., 2001); training wizards to speak clearly and removing samples
from the speech signal (Lathrop et al., 2004); providing the wizards
with a limited selection of pre-recorded system prompts (Wirén et al.,
2007); and limiting the wizard to make choices within a strictly defined
dialogue model (Tenbrink & Hui, 2007).
As noted above, the requirements when using the Wizard-of-Oz
paradigm to test humanlikeness stand in stark contrast to this. When
the aim is to model how humans behave when talking to a humanlike
system, as seen in DHC’ (Figure 6-2), instructing the wizard to behave in
a computer-like manner is moot.
In the following, I will discuss several variations to the Wizard-of-Oz
paradigm that are particularly useful for studies of humanlikeness:
constrained Wizards, Wizard-as-component, Wizard-as-subject.
12.4.1.1 Constrained wizards
Designing a wizard-of-Oz system for testing humanlikeness is no easy
task, however. Wizards, being humans, are capable to participate in a
real human-human dialogue in the most natural manner imaginable
almost subconsciously. Using this capability to control a system is a
different matter, however: the wizard must make conscious choices for
the system, for example by pressing buttons in a computer interface.
Wizards, then, should be given as much programmatic assistance as
possible. It is often prudent to keep the task of the wizard simple and
straightforward. Programmatic constraints can also make the wizards’
task less ambiguous by removing exceedingly fuzzy requirements such
as behaving “like a computer would”. In the same manner, it can
alleviate the problem of wizards being asked to take on roles in which
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they are not really representing themselves, noted by Allwood &
Haglund (1992).
Well-construed programmatic support also makes it possible to use
more than one wizard to simulate a system, as suggested by Salber &
Coutaz (1993), who talk about using one wizard for handling the input,
one for handling the task level decisions and one for formulating the
answers—although they also suggest measures for keeping the
dialogue more “machine-like”. Multiple wizards were used in the NICE
Project (Gustafson et al., 2005) where the system’s decision-making
was supervised by wizards. The domain was quite open, and the
wizard sometimes had to choose from a rather large number of
possible alternative actions when correcting the system. In order to
keep the interaction fast and responsive, a second wizard controlled
more rapid and semantically light-weight backchannels and feedback
utterances allowing the system to keep a straight face during delays.
Dialogue 1 shows an example from such a recording: an interaction
between the fairytale character Cloddy Hans and a user. The
contributions labelled Cloddy are monitored by the primary wizard,
and the ones labelled Cloddy (secondary) are initiated by the secondary
wizard in order to buy time when the primary wizard runs into trouble.
The second Cloddy (secondary) contribution actually covers for a
restart of a failing system component. A wizard setup that is fast,
responsive and easy to use allows us to test methods in a context that is
close to a functioning humanlike spoken dialogue system, where the
wizard emulates components we are yet unable to build.
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Dialogue 1. Dialogue example from Nice data collection
du kan prata med mig och be mig göra saker
Cloddy
you can talk to me and ask me to do things
här kan du hämta den där boken som ligger på hyllan
User
here can you fetch that book on the shelf
Cloddy
mmm
(secondary)
vill du att jag ska ta boken
Cloddy
do you want me to take the book
User
mmm
om du säger det så
Cloddy
if you say so
Ja
User
yes
jag ska gå bort till hyllan
Cloddy
i’ll go over to the shelf
User
Ok
Cloddy
[action:go to shelf]
jag ska ta boken
Cloddy
i’ll take the book
User
Ok
System
[system failure]
hallå
User
hello
Cloddy
mhm [during component restart by main wizard]
(secondary)
Cloddy
[action:pickup book]
User
mmm
Cloddy
mm
(secondary)
här står alla trollformler man behöver
Cloddy
every spell you need is in here

12.4.1.2 Wizard-as-component
We can also restrict the wizards’ influence to simulate a “perfect”
component with limited scope, for example to decide whether an ASR
hypothesis is correct or faulty. This provides data reflecting how users
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would respond to a system featuring such a component. Skantze et al.
(2006b) provides an example where a fully functional system was used
to gather information on subjects’ responses to brief grounding
utterances in the form of colour words with different prosodic
realisation (see Dialogue 3). The wizard that was utilized was given a
double task: (1) recognise any mention of the colours red, green, blue
or yellow; and (2) identify the end of user utterances. The study is part
of a series that is described in detail in 13.2.
Using wizards to aid a spoken dialogue system with tasks beyond its
capabilities can have a positive side effect: If the wizards are allowed to
use whatever means they are given to the best of their ability and any
restrictions imposed on them are encoded in the software, then the
wizards’ actions represent the target the component designer should
aim at—an idea akin to Paek (2001), who suggests using human
wizards’ behaviour as a gold standard for dialogue components.
12.4.1.3 Wizard-as-subject
As hinted at above, Wizard-of-Oz experiments can be set up with the
purpose of studying the actions of the wizards. In a sense, this method
can be said to collect human data to be used to model human behaviour,
much like the human-human data collections in PART III. It is included
here for two reasons: (1) it is, after all, a Wizard-of-Oz variation, and
(2) the data it collects show the human gold standard given such
restrictions under which a certain system is forced to operate, which
makes it somewhat relevant for evaluation of humanlike components.
The method is exemplified by the development of a Swedish natural
language call routing system at TeliaSonera (Wirén et al., 2007, Boye &
Wirén, 2007). To overcome the lack of realism in traditional Wizard-ofOz collections, a method which was coined in-service Wizard-of-Oz data
collection was introduced, in which the wizards were real customer
care operators and the callers were real customers with real problems.
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Having actual customer care operators act as wizards provided
valuable feedback on dialogue and prompt design. The wizards used a
prompt piano—a set of keys corresponding to pre-recorded prompts
allowing them to engage in a system-driven, menu-based dialogue. The
wizards’ choices were carefully logged in an in-service corpus.
In problematic cases, the wizards could route failing calls back to
themselves, switching roles to become human operators. Gustafson et
al. (2008) reports on how these calls were resolved. The prompt piano
was then redesigned to facilitate the observed human-human dialogue
behaviour, and the in-service Wizards-of-Oz experiment repeated to
collect a new corpus with the new prompt piano. The resulting
dialogues were generally successful.
A setup similar to the in-service design is used in a later study by
Porzel (2006), who calls the method WOT (Wizard and Operator Test).
A human acts as wizard by operating a speech synthesis interface. A
system breakdown is then simulated, after which the wizard breaks in
and finishes the remaining tasks. This way, human-computer (wizard)
and human-human data are collected from the same dialogue.
A general prerequisite for Wizard-of-Oz studies is that users be
under the impression that they are talking to a computer (Fraser &
Gilbert, 1991, Wooffitt et al., 1997), as is the case in the studies above.
The aim to study humanlike behaviour, however, may void this
prerequisite. Skantze (2003), for example, uses a modified Wizard-ofOz configuration were subjects interacting with each other are openly
informed of the experiment setup, but where the speech in one
direction is passed through an ASR, and in the other direction is filtered
through a vocoder, with the goal of investigating and modelling how
people deal with a signal ridden with typical ASR errors. In a similar
setup, Stuttle et al. (2004) used a human typist to simulate the ASR
component, then added controlled errors and asked a wizard to act the
system’s part by talking freely in order to investigate how the wizard
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handled the errors. This type of experiment, where the line between
wizard and subject is blurred, brings us to the next data collection
method: human-human data manipulation.

12.4.2 Human-human data manipulation
Unconstrained human-human interactions are by definition the most
humanlike data available. In order to test the effects of particular
methods, or what happens when a particular feature is manipulated, a
certain measure of control is unavoidable. This section describes data
collections that somehow manipulate human-human data to get results
that would otherwise be unattainable. The technique can be divided
into offline and online manipulation, depending on when the
manipulation is done: offline manipulation takes place in a postrecording step, whilst online manipulation takes place during the
interaction.
Online data manipulation has also been used to record data for
modelling human-computer interaction in Wizard-of-Oz experiments,
such as Skantze (2003), where the wizard talks to the user through a
Vocoder. Again, the aim is commonly to gather data that is
representative of computer-directed speech, whereas the goal here is
to gauge humanlikeness.
12.4.2.1 Offline data manipulation
This method does not quite fit into this section, but it is included
because it is relevant for humanlikeness studies and it leads us right to
the next section. Humanlikeness experiments involving offline data
manipulation can be exemplified by listening tests where subjects are
asked to judge recordings where for example the pitch, voice, or lexical
information in spoken utterances have been altered. The basic idea is
to record some interaction, manipulate the recording somehow, and
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ask subjects to judge it in some manner. A drawback with this is that it
more or less excludes the use of the participants themselves as judges.
From a dialogue perspective, an obvious drawback is that
manipulations of one speaker’s speech will not affect the other
participant’s behaviour in the recording—something highly likely to
occur had the speech been manipulated during the interaction. The
same problem haunts many tests on pre-recorded spoken dialogue
system data, where post factum changes to a contribution in the middle
of a recorded interaction are assumed to yield new versions of the
entire interaction from which valid conclusions can be drawn.
The method is useful for initial tests of humanlikeness, however. An
example is found in Hjalmarsson & Edlund (2008), which presents an
investigation of how a dialogue system displaying complex human
behaviours, such as fragmented utterances and humanlike grounding,
is perceived by non-participating listeners. These behaviours are
frequent in human-human conversation, but typically not present in
synthesized system output. Based on recordings of human-human
dialogues, two versions of simulated human-machine dialogue were
created by replacing one of the speakers with a synthesized voice. In
one of the versions (UNCONSTRAINED), the original choice of words was
kept intact, as were features such as hesitations, filled pauses, and
fragmental utterances. In the other version (CONSTRAINED), a set of
constraint rules were applied before synthesising, inspired by the
distillation described by Jönsson & Dahlbäck (2000). The rules left
timing intact, while reducing lexical variation. The dialogues were then
compared to each other in tests. Dialogue 3 shows an example.
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Dialogue 2. A CONSTRAINED and an UNCONSTRAINED utterance.

System
(UNCONSTRAINED)
System
(CONSTRAINED)

mm she she has a dinner on friday mm
but she is available on saturday and
sunday and on thursday as well
anna is available for dinner on thursday
saturday and Sunday

The UNCONSTRAINED dialogues were rated more HUMANLIKE, POLITE and
INTELLIGENT. For the two remaining dimensions, EFFICIENCY and
UNDERSTANDING, there was no significant difference, neither was there
any preference for a particular version. When EFFICIENCY was checked
for correlations with the other dimensions, the only correlation found
was with the rating of UNDERSTANDING. The results imply that the
specific manners of human communication have no negative effect on
perceived efficiency or level of understanding, but that they cause the
dialogues to be perceived as more humanlike, more intelligent and
more polite.
12.4.2.2 Online data manipulation
In online manipulation of human-human data, some part of the
interaction is doctored online and in realtime as the interaction
proceeds, so that the responses of the participants are actual,
immediate responses to the manipulated interaction. This gives a
strong advantage compared to the offline counterpart, as the responses
are the participants’ actual and immediate responses to the
manipulated interaction. It captures one participant’s reactions as if the
manipulated data had actually been produced by the other participant.
Another benefit is that the paradigm is symmetrical, so that data can be
captured and exploited from the perspective of each participant.
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The technique is complex and time-critical, it suffers from a number
of difficulties related to manipulating spoken interaction online and in
realtime, and the manipulation will unfailingly introduce latency, which
must be tracked and accounted for.
Different sources report significantly different numbers regarding
how sensitive human-human dialogue is to latency: a sixth of a second
had a negative impact when Reeves & Nass (1996) shifted the
synchrony of video and audio, and Kitawaki & Itoh (1991) showed that
the minimum detectable delay can vary from 90ms to over a second,
while in practice, round trip delays of 500ms and more have ill effects
for communication.
Examples of online manipulation include Purver et al. (2003) and
Healey & Mills (2006), both of which used text chats and no speech,
and Schlangen & Fernández (2007), who manipulated the speech
channel in dialogue by blurring speech segments to elicit clarification
requests. Gratch et al. (2006) had pairs of interlocutors in a setting
where a listener can hear the speaker’s real voice while watching what
they are told are graphic representations of the speaker and the
speaker’s gestures on monitors. In reality, the visual representation on
the monitor is controlled by other parameters. Bailenson et al. (2006)
had interlocutors speak to each other remotely whilst their facial
gestures are tracked and visualized as the colour, shape, and
orientation of a rectangular polygon. Edlund & Beskow (2007),
reported in detail in 13.3.2, is another example involving speech and
animations. The paradigm can be seen as a special case of what
Bailenson et al. (2004) terms transformed social interaction—a general
framework describing the decoupling of actual behaviours in an
interlocutor from the ones presented to the other participants.
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12.4.3 Micro-domains
The first mention of a spoken Turing test in a speech technology
publication that I am aware of sets off the introduction to Cassell et al.
(1999b). Ten years later, Interspeech 2009 in Brighton hosted the
Loebner prize36, which for the first time contained a spoken class: build
a speaking computer that will make a human believe she is talking to
another human. Although the scenario of the spoken class was deftly
designed to make the task slightly more feasible, the prize was not won.
Still, Turing said “Instead of trying to produce a programme to simulate
the adult mind, why not rather try to produce one which simulates the
child’s? If this were then subjected to an appropriate course of
education one would obtain the adult brain” (Turing, 1950). Playing
the devil’s advocate, we could argue that should a believable infant be
built, the Turing test would already be passed. The idea of building a
spoken dialogue system that can be taken for a human by some person,
under some set of circumstances leads us to what we will call microdomains.
Given sufficient control of the context, making a person believe she
is talking to a human is trivial—some would say that the early and text
based ELIZA (Weizenbaum, 1966) came close, and many of us have
been tricked into believing we are talking to a person when it is in fact
an answer phone. If the dialogue situation is sufficiently predictable,
understanding or even perceiving user responses may not be necessary
to support the illusion—modelling someone taking telephone
messages, for example, can be done without any real understanding.
Similarly, people who simply do not care or do not listen can be
modelled easily—like someone delivering a furious ear-bashing or
shouting out a fire alarm. The examples may seem trite, but micro-

36

http://www.loebner.net/Prizef/loebner-prize.html (Last downloaded 2010-12-12)
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domains are very useful, both for proof-of-concept demonstrations and
for gathering data on how humanlike features are received.
Ward’s and Tsukahara’s humming machine (Ward & Tsukahara,
2000) is an example of a machine that can potentially make a human
believe she is talking to another human, if presented in an appropriate
context—like a telephone conversation where one person does most of
the talking. Apart from the novelty value, however, such a machine
goes a long way to test models of where to produce backchannels—the
reason the machine was designed in the first place. Gabriel Skantze and
David Schlangen have implemented a dialogue system that is in a sense
a micro-domain system (Skantze & Schlangen, 2009). The system
knows only how to listen to a person reading sequences of numbers to
it, but does this limited task using incremental processing for human
interaction control and grounding—techniques that it was designed to
test. My subjective judgement is that the resulting dialogues could
often be mistaken for human-human dialogues with the same task.
Another example of a workable micro-domain is that of the
instructor or narrator. In certain contexts, for example when
introducing film or a play, the speaker is not expected to listen to
others, merely to make sure that the audience is paying attention, and
the need for semantic capabilities is small. Given sufficient
understanding of grounding, attention and interaction control, a
narrating system may perform quite close to a human. Several research
labs, including ours, are working on such systems with the intention to
use the final system to test methods to model attention, interruption,
etc. Examples include the animated interactive fiction system described
in Piesk & Trogemann (1997), the virtual child Sam (Cassell et al.,
2000), and the story-telling robot described in Mutlu et al. (2006).
Data collections in micro-domains have in common with most
Wizard-of-Oz data collections that they rely on the user being deceived
in some way. Naturally, this can be quite problematic ethically, and
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great care has to be taken to ensure that such data collections are
acceptable, legally, morally, and scientifically. 13.5 contains
descriptions of several humanlike micro-domain systems that I have
implemented for illustration and as proof-of-concept.
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13.1 First steps
A prototype system that is sufficiently sophisticated that it can be used
it for iteratively evaluating methods for humanlike has yet to be built,
but we have successfully evaluated humanlikeness using several of the
somewhat simpler methods described in Chapter 12, in particular
regarding the use of prosody to ask for clarification or provide
grounding (section 13.2); the use of head pose and gaze in a talking
head (section 13.3), and a study that is a human-machine follow-up to
the human-human analyses presented in PART V (section 13.4).
Section 13.5 provides examples of successful micro-domain
implementations I have created, all of which are toy systems that have
not been evaluated properly.

13.2 Prosody and grounding
13.2.1 Clarification ellipses and prosody
This experiment studied whether variations in pitch contour on single
syllable colour words could make human judges perceive them as
grounding on different levels (see section 7.5.1). The study was
reported in detail in Edlund et al. (2005b).
The stimuli used were three test words comprising the three colors:
blue, red and yellow (blå, röd, gul), which were synthesized using an
experimental version of LUKAS diphone Swedish male MBROLA voice
(Filipsson & Bruce, 1997), implemented as a plug-in to the WaveSurfer
speech tool (Sjölander & Beskow, 2000). For each of the three test
words pitch peak position, pitch peak height, vowel duration were
systematically varied in a total of 42 different stimuli.
Eight judges then listened to the stimuli in random order and
decided whether each of them was most likely to mean “Ok, red.”, “Did
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you say red?”, or “Did you really mean red?” (given that the colour
word was “red”), using a custom made application. These paraphrases
were intended to correspond to grounding on all levels, clarification of
perception, and clarification of understanding, respectively.
The results were consistent with expectations: an early, low peak
was associated with full grounding (a statement), an late high peak was
associated with clarification on the perceptual level, and a high peak in
mid position was associated with clarification on the understanding
level. The results were sufficiently encouraging for us to continue the
line of investigation.

13.2.2 Effects on user response time
This study was a follow-up of the experiment summarized in section
13.2.1. Based on those findings, we hypothesized that a person
interaction with a spoken dialogue systems would not only perceive
the differences in prosody of synthesized fragmentary grounding utterances and understand their associated pragmatic meaning, but that
they also would also change their behavior accordingly. The study was
reported in detail in Skantze et al. (2006b).
Subjects were asked to classify colors that were shown on a monitor
by naming them in a dialogue with a computer. They were told that the
computer needed the subject’s assistance to build a coherent model of
the subject’s perception of colors, and that this was done by having the
subject choose among pairs of the colors green, red, blue and yellow
when shown various nuances of colors in between (e.g., purple,
turquoise, orange and chartreuse). They were also told that the
computer may sometimes be confused by the chosen color or disagree.
A wizard was used to spot colour words, so that the data could be
analysed automatically and immediately, as it was manually verified
online. The wizard also identified the first possible place for the system
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to respond after a colour word was spotted, to avoid any ill effect of
strange speaker shifts. The wizard could not control and was not aware
of what the system response would be. Instead, the system used
repeated the colour word it had just heard with one of the three most
salient pitch contours Edlund et al. (2005b) at random.
The response times—the time from the system response to the next
user contribution—was measured, and found to be the fastest after the
pitch contours judges as full acceptance and the slowest—almost a full
second on average—for the ones judged to clarify understanding. This
confirmed our expectations: the acceptance does not require the user
to do anything special, whereas the clarification of understanding
somehow questions the user’s judgement, causing her to pause.
Dialogue 3: A dialogue example from the experiment
System
and what colour is this
System
[presents visual colour stimuli]
User
that looks like red to me
System
red [one out of three pitch contours at random]
User
yes red

13.3 Head pose and gaze
The majority of the studies presented here have to do with speech
sounds and prosody, but as noted in Chapter 6 and elsewhere, human
face-to-face interaction is by no means limited to that which is audible:
visual impressions such as facial expressions, gaze, posture, and
gesture, as well as touch play a large part. Here I will describe three
studies examining the effects of gaze and head pose (see section 7.4.2
for a brief background). The first is an investigation of how gaze
direction in virtual talking heads are perceived, the second a study that
was intended examining if gaze and head pose can be used to in task
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oriented spoken dialogue systems, not at investigating human
behaviour, but the results shed some light on issues discussed here.
The third is a study of the effects of gaze and head pose on mediated
human-human interaction.

13.3.1 Gaze, head pose, and hour-glasses
These two experiments investigate the effect of gestures on dialogue
flow. The experiments took existing hypotheses as their starting point.
The stimuli we tested were head pose and eye gaze gestures in an
animated talking head (Beskow, 1997). The main experiment was
reported in Edlund & Nordstrand (2002).
The experiments aimed to show that the interactional status of the
spoken dialogue system AdApt—whether it was paying attention or
busy preparing a response—could be signalled in an equally effective
but more unobtrusive manner using head pose and gaze than some
more iconic signal—in this case an hourglass. Inspired by work on
implementing gestures in relation to dialogue flow in spoken dialogue
systems, such as Pelachaud et al. (1996) and Cassell & Thórisson
(1999), these experiments were intended to improve the usability of
spoken dialogue systems through humanlike behaviour. Although this
goal is discussed in Chapter 6, it is not central to this book. I’ve opted to
include the experiments nonetheless, as the results are relevant.
AdApt was a multimodal dialogue system developed in collaboration
between KTH and Swedish telecom Telia. It provided information
about apartments for sale in downtown Stockholm, using speech and
mouse clicks as input and a 3D-animated talking head that produced lip
synchronized synthetic speech and facial gestures, including head pose
and gaze, as output. The system also displayd the location of
apartments on a map. The version of the AdApt GUI that was used in
this experiment is shown in Figure 13-1.
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Figure 13-1. A screen dump of the AdApt GUI, with a miniature overview map in
the upper left corner, a detaled map to the left, and Urban, the talking head
representing the system, to the right. The grey area in the upper right section was
used in other system configurations, for example to hold symbols representing the
currently active search constraints, as described in Gustafson et al. (2002).

The system had the opportunity to provide feedback to the user
each time an utterance was parsed—that is, each time the user went
silent for more than half a second. The system remained in the
ATTENTIVE state after incomplete utterances, and entered the BUSY state
when it was preparing an answer after complete ones. In the system
setup used here, non-verbal feedback was used to signal what state the
system was in—in other words whether it was still paying attention or
whether it was about to speak. The system also performed deictic and
emphatic gestures, and in practice, a few more states were needed to
handle all possible transitions, but these details are sacrificed here for
readability. For a more detailed overview of the AdApt system, see
Gustafson (2002b).
13.3.1.1 Pre-test: stimuli selection
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The first experiment was a plenary perception experiment used to
select the best set of stimuli for use in the main experiment. The
original gestures were hand-crafted by Magnus Nordstrand. The details
of these gestures were based on intuition and observation, and the
overall gestures were simplified versions of the gaze behaviour around
speaker changes found in the literature: looking away when preparing
to speak (BUSY) and looking at the listener when waiting for more
information (ATTENTIVE).
For the selection test, two intuitively appropriate and relatively
different gestures of each type were selected. Modelling the act of
looking away slightly or gazing straight ahead, even in the absence of
motion capture or video data, was deemed relatively easy, and the crux
was instead to decide how explicit and exaggerated the gestures should
be. Each of the four selected gestures were there for transformed into
six versions with increasingly exaggerated target values, so that each
stimuli came in a six-degree range from subtle to near-caricature.
The gestures were used to simulate dialogue fragments starting with
the lexically identical fragment “den röda” (“the red one”) as the end of
a semantically complete utterance (Dialogue 4) and a semantically
incomplete one (Dialogue 5) and ending with the system’s silent,
gestural response.
The dialogue fragments were created by appending each of the 24
gestures to one of two recordings of “den röda”, one with rising
intonation, to signify incompleteness, and one with falling intonation,
to signify completeness, resulting in a total of 48 stimuli, half of which
were expected to be somewhat contradictory, with intonation
signifying completeness and gesture incompleteness or vice versa.
The subjects were an audience present in a KTH cafeteria, to whom
the stimuli were presented on a large screen and the audio played in
loudspeakers. The group was first shown Dialogue 4 and Dialogue 5 in
their entirety, although without any gestures. They were then asked to
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judge each subsequent dialogue fragment as to whether the system
was about to answer, as in Dialogue 4, or whether it was still listening,
as in Dialogue 5. Then all of the 48 dialogue fragments were played one
after the other in random order, separated by 500 ms silent pauses
accompanied by a blank screen. Each subject responded by putting a
mark on a piece of paper with a pre-printed line with a central marking
for each fragment, putting the mark further to the left the more certain
they were that the system was listening, further to the right the more
certain they were that the system was about to speak. The experiment
in its entirety, with 14 subjects judging 48 stimuli, took less than 15
minutes was conducted within one normal coffee break. One subject’s
response sheet was incomplete and had to be excluded incomplete.
Dialogue 4. “the red one” as a complete utterance
User
hur många rum har den
how many rooms does it have
Urban
vilken lägenhet menar du
which apartment do you mean
User
den röda
the red one
Urban
<prepares a response>
Urban
den har tre rum
it has three rooms
Dialogue 5. “the red one” as an incomplete utterance
User
den röda
the red one
Urban
<listens>
User
har den balkong
does it have a balcony

The results in summary:
 The gestures were generally perceived as intended.
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 The more exaggerated the gesture, the higher the confidence for
its meaning.
 BUSY gestures got higher confidence than ATTENTIVE gestures.
 There was a tendency to a learning effect: subjects tended to
agree more the longer into the they got test.
 The two different voice recordings showed no significant effect
on how a stimuli was perceived.
The four stimuli that received the highest confidence scores were
selected and used in the next experiment, as well as in the AdApt
demonstrator. This study is described in Nordstrand (2002).
13.3.1.2 Main experiment
The main study investigated the effect of head pose and eye gaze
gestures on dialogue flow in subjects talking to a fully functional
spoken dialogue system. The study was a between-group design with
three groups of eight paid subjects in each group. The subjects were
between 20 and 40 years of age. Half of the subjects were men, and
groups were balanced for gender, but otherwise randomly distributed.
None of the subjects had professional knowledge of speech technology,
although the majority claimed to have used some speech interface at
some point, to have had some experience with computers, and to have
used apartment search tools on the Web. All subjects claimed a
reasonable knowledge of the geography of downtown Stockholm,
which is the area the AdApt system is concerned with. None of the
subjects had used or seen the AdApt system before.
The AdApt system used GESOM (Beskow et al., 2005), a generic
markup language for multimodal dialogue system output. The markup
made it simple to specify a range of bodily gestures, signals in the form
of mouse pointer changes, or other forms of output to occur when a
specific event occurred, such as entering the ATTENTIVE or BUSY states,
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without having to change any control mechanisms or the way the event
is signalled internally. This facilitated the experiment setup, as the
mechanisms surrounding the ATTENTIVE or BUSY states could be left
intact while the output realisation was reconfigured, ensuring that the
systems were comparable. Three system configurations were used. The
first, GESTURE, used the two sets of head pose and gaze gestures
selected in the pre-test, expanded with several minor variations in
order to prevent the system from being too repetitive. One set was
used to signal that the system was ATTENTIVE and the other to signal
that the system BUSY searching for an answer. The second, HOURGLASS,
turned the mouse pointer into an hourglass, Windows-style (the
experiment ran on a Windows computer), when the system was BUSY
and left it in its usual arrow shape when it was ATTENTIVE. The third
group, NONE, did not provide any feedback at all of this kind.
The talking head was present in all configurations, presenting lip
synchronized speech as well as a deictic gaze gesture: glancing at the
map when the system referred to objects on the map (the gesture the
system was performing when the screen dump in Figure 13-1 was
taken). The difference was that only in the GESTURE configuration are
different gestures associated with whether the system is attentive or
busy. Similarly, the mouse pointer was available in all configurations,
as clicking was a possible input modality in all configurations, but the
pointer only changed when the system was busy in the HOURGLASS
configuration. The system did not prompt subjects to continue
speaking verbally in any of the three configurations.
Each subject spoke to one of the system configurations for a little
over 30 minutes. As we wanted to see how intuitive the system was,
subjects received very limited information before the test: they were
told that the system took voice and mouse input; that the system
responded with a synthetic voice in an animated talking head and with
graphical output on a map; that it was quite possible to get stuck, and
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they could then say “Urban, starta om” (Urban, start over) if that
happened; that the system had information about apartments in
downtown Stockholm, and that their task was to find a few apartments
they might want to live in or purchase; and finally that with no training
and a bare minimum of guidance, they could expect the first few
minutes to be difficult. Subjects were left alone in a room with the
system throughout the interaction, but they were aware that video and
audio were captured. After each interaction, conversation with subjects
was kept to a minimum until an evaluation form had been completed.
Our expectations were that the HOURGLASS condition, being by far the
most obvious, would provide the most efficient cue for subjects to wait
for the system’s response. Followed by the GESTURE, with NONE falling
behind as it did not provide any clues at all as to what the system was
about to do. Our hope was that the difference between HOURGLASS and
GESTURE would be small, and that the gestures may be more
appreciated by the users than the rather blunt hourglass—in other
words, we were looking to show that efficiency might not be directly
correlated with user satisfaction, but rather that a gentler, more
humanlike behaviour could be appreciated in spite of a small loss in
efficiency.
To test how efficient each configuration was in managing the flow of
the dialogue we counted the ratio of system utterances in which a
subject started speaking simultaneously or just before the system. The
first ten minutes of each interaction was excluded, as subjects in all
configurations had many different problems while understanding the
system, but after ten minutes they managed much better. For the last
two thirds of each interaction, then subjects with the HOURGLASS and the
GESTURE configurations started speaking when the system was about to
speak in 6.9 % and 7.8 % of the cases, respectively. The difference
between the two is not significant, but the 12.5 % registered for the
NONE configuration differs from both. We also noted that subjects
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would occasionally wait very long before speaking in the NONE
configuration. So the expectation that both gestures and hour-glasses
would help subjects to know when the system expected them to speak
held up, but the expectation that the former would be better than the
latter did not.
Subjects were asked to fill in two evaluation forms. The results of
the first form, based on PARADISE (Walker et al., 1997), were
compared pair-wise which revealed two significant differences: both
the GESTURE and the NONE configurations were better received than the
HOURGLASS configuration, even though the NONE configuration clearly
caused more problems. The second form let subjects comment freely
on the experience. Almost half of these comments mentioned the flow
of the dialogue. For the GESTURE condition, all comments were either
positive (1) or ambivalent (2). For the HOURGLASS configuration, half of
the comments were negative (2), the remaining either ambivalent (1)
or positive (1). For the NONE configuration, all comments were negative
(4), but it is worth noting that these subjects could not possibly say
anything positive about system signals for dialogue flow, as there were
none. They could only be annoyed by difficulties understanding what
the system was about to do.
The results indicate that head pose and eye gaze gestures can be as
efficient a signal of what a spoken dialogue system is about to do and
what it expects from the user as brute signals such as hour-glasses or
stop signs, while causing considerably less irritation.
The results of these usability studies can be tied back to the study of
human behaviour. The fact that recreations of head pose and eye gaze
gestures that have been hypothesized to be related to the flow of faceto-face conversation has the expected effect on speakers engaging in
dialogue with a spoken dialogue system gives some indication that this
is indeed a case of replicating human behaviour in a speaking machine,
pragmatic effects and all. And the fact that people prefer such gestural
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behaviour to other, equally efficient means of getting the same
information across suggests that the behaviour is indeed humanlike
and unobtrusive. White et al. (2005) replicated the results in a spoken
dialogue system with a different domain, developed in the COMIC
project37.

13.3.2 The Mushypeek experimental framework
The present experiment was conducted for two disparate, but not
mutually exclusive, purposes. Firstly, we wanted to implement and
prove a framework for online human-human manipulation
experimentation that was fully symmetrical and that included both live
speech and visual representations of the speakers. For this, we needed
a proof-of-concept experiment: one that was likely to succeed, and that
could not be completed without symmetry, voice, and embodiment.
Secondly, as research resources are scarce and synergies are often a
necessity rather than an additional benefit, we wanted the proof-ofconcept experiment to be interesting and to tell us something we did
not know. Therefore, the experiment revisits the effect of head pose
and eye gaze behaviour on dialogue flow. The framework itself is
named Mushypeek, for obscure reasons. The experiment was reported
in Edlund et al. (2007) and Edlund & Beskow (2009).
As noted in 12.4.2.2, online human-human manipulation is powerful,
but inherently complex, with many technical pitfalls. The particular
variety of the paradigm that Mushypeek implements contains
elements—fully symmetrical and with support for both speech and
visual representations of the speakers in the form of lip synchronized
animated talking heads—that increase this complexity considerably,

http://www.comp.lancs.ac.uk/computing/research/soft_eng/comic/ (last downloaded
20101102)
37
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but that allow for studies of human behaviour and humanlikeness that
would otherwise not have been possible.
The study we undertook is intricate, and describing it is not trivial.
The trade-off is that it is a fully automatic study with very little room
for subjectivity, and thus a good example of what we hope to achieve
with the framework. In an attempt to maintain some degree of clarity, I
will describe the Mushypeek framework first, and then the experiment
and the results.
In a MushyPeek experiment, subjects are placed in separate rooms
and equipped with head-sets connected to a Voice-over-IP call. In the
current experiment, Skype38 was used for this. On each side, the call is
enhanced by an avatar, an animated talking head representing the
other participant. The avatars provide realtime lip synchronized visual
speech animation, which is based on the technology developed for the
SynFace system for online lip-reading support for hard-of-hearing
(Beskow et al., 2004). This basic setup constitutes the communicative
back-bone of the framework. In addition, the framework contains
experiment-specific components for voice activity detection (VAD),
interaction modelling and control, gesture realisation, and logging. The
system is distributed and modular, and all components communicate
over TCP/IP. The framework is symmetrical in that both participants
have the same setup. The general layout is shown in Figure 1.

38

http://www.skype.com/
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Figure 13-2. Schematic layout of a MushyPeek experiment.

For the proof-of-concept experiment, we had 6 different pairs
talking to each other over the system for 10 minutes each. The
animated talking head was lip synchronized based on the subjects’
speech, giving the impression that it was an avatar representing each
speaker’s interlocutor. The head gestures, however, were not governed
at all by the subject’s movements, but by a scheme designed to at any
given point in the dialogue make one of the speakers appear to be an
aggressive speaker and the other one passive, based on the literature
on gaze and interaction control (section 7.4.2). The roles were shifted
at short and unpredictable intervals to avoid training effects.
After the experiment, subjects reported not having noticed the gaze
and head pose shifts at all. When the automatically logged speech/nonspeech statistics were compiled, however, it became apparent that
every subject without exception had spoken significantly less during
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the periods when their interlocutor was made artificially aggressive, or
pushy, and more when their interlocutor had been made artificially
passive, or meek. This result clearly made the experiment a success.
The hypothesized results, that gaze behaviour in the animated spoken
head would affect the speakers regardless of what they wer currently
saying, were achieved for each user in the study, regardless of
individual speaking style, topic of conversation, attitude towards the
task (although all subjects were cooperative). As post-interviews
revealed that most subjects never even noticed the gestures
consciously, and no subject connected them directly to interaction
control, this result shows their responses are deeply rooted in the
subconscious.
The results also validate the experimental framework, showing that
it works at least for conducting controlled interaction control studies of
people talking to each other in a near-face-to-face condition. The
gestures were smoothly injected in live conversations, and were
governed by voice activity detection and a simple set of interaction
rules in a fully automated experiment framework.

13.4 Reapplying human-human analyses
This experiment was a direct equivalent of the human-human analyses
presented in PART IV, but applied to human-computer data. The details
of this experiment are reported in Edlund et al. (2005). The experiment
is a direct replication of 11.2.3, and shows that automatically extracted
mid-level pitch preceding silence can be used to predict whether
human judges will perceive the preceding utterance as complete or not.
The test data was collected within the NICE project (Gustafson et al.,
2004), an EU funded project with the overall goal of providing an
immersive dialogue experience in a 3D fairytale game. Spoken and
multimodal dialogue is the primary vehicle for progressing through the
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story. The data collection (Boye et al., 2004) contains 650 utterances
recorded from 10 subjects aged between 11 and 15 at the Technical
Museum in Stockholm in a partial Wizard-of-Oz setup.
The segmentation produced by the system was used. Three
annotators labelled each segment for completeness on a scale from 1 to
5, discarding a number of segments due to technical problems such as
mixed voices or strong background noises, as these may affect the pitch
extraction adversely. All in all, 295 segments were labelled. These were
then automatically categorized as COMPLETE (237) or INCOMPLETE (58).
Under the same assumptions as in 11.2.3, a univariate ANOVA
showed that the COMPLETE/INCOMPLETE decision had a significant effect
on the score of the human judge (F(1,878)=38; p < 0.05) while the
identity of the human judge did not (F(2,878)=0,3; p > 0.05). In other
words, mid-level pitch preceding silence can be used to predict
whether human judges will perceive the preceding utterance as
complete or not in speech directed at the NICE system.

13.5 Examples of micro-domains
12.4.3 states that micro-domains are useful both demonstrate proof-ofconcept and to investigate specific aspects of humanlikeness. To the
extent that a human can be made to believe, or at least to suspend
disbelief of, the system’s human behaviour, one can argue that a system
in a micro-domain is humanlike. And it is worth remembering that
human-human conversations are highly situation and context
dependent, so that at any point in time, such an interaction can be seen
as locally limited-domain or even micro-domain. If we take that view,
however, we need to acknowledge that people shift domains freely and
quickly; their domains are often very wide; and they can have
numerous domains active simultaneously.
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For various reasons, I have implemented a number of toy systems
and demonstrators in micro-domains. Only one of them has been used
for quantitative evaluation, but each of them serves as informal
evidence that in a micro-domain, human interlocutors can indeed be
made to behave more as they would when talking to a human than when
talking to a machine. In the following, I include brief descriptions of
these systems.

13.5.1 The Hummer
As a result of a suggestion from Rolf Carlson and in collaboration with
Mattias Heldner, I implemented the Hummer, a variety of Nigel Ward’s
and Wataru Tsukahara’s humming machine (Ward & Tsukahara, 2000).
The analysis behind the Hummer is a simple dynamic, histogram based
intensity threshold estimating speech/non-speech to the valley
between the first two peaks of a continuously updated intensity
histogram. We have experimented with various additional sources of
information to further guide whether a vocalisation is appropriate or
not (e.g., Edlund & Heldner, 2005). Fundamentally, however, the
Hummer is an exceedingly simple machine: it detects transitions from
speech into non-speech lasting for a minimum of 200ms. Each time
such a silence is found, there is a chance that it will produce a random
hum from a pre-recorded set. Repetitiveness is avoided by blocking the
same hum from being used too often, and by lowering the chance of
hums being produced in successive silences.
Although not formally evaluated, the Hummer has been used
extensively in plenary demonstrations. Typically the speaker will run
the Hummer while presenting, so that it takes the role of an interested
listener providing well-timed and unobtrusive positive feedback, much
to the mirth of the audience.
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13.5.2 The Husher
The work on the Hummer led to a similar idea of another, admittedly
stupid but nonetheless well-timed, feedback device: the Husher. The
Husher uses the same simple intensity based algorithm to detect
transitions from silence to speech. Each time this is detected, it omits
loud pre-recorded hushing noises, which without fail makes the person
who started speaking go quiet. This is repeated on the next attempt,
and the next, and so on. Those who have tried speaking when the
Husher is active agree that it is remarkably hard to ignore, even if one
knows what it is and tries deliberately to disregards it. It seems that
the actual noises the Husher uses are of subordinate importance – as
long as they are loud. Rather, it is the timing makes speakers cut
themselves short. On ecould speculate that we are extra sensitive to
interruptions – in floor negotiation mode – just as we start speaking. In
any case, if the subjective judgements of a few people is anything to go
by, the well-timed interruptions of the Husher are much harder to
ignore than random interruptions of similar intensity.

13.5.3 The Phone Sales Person Trap
A mini-domain is a very small domain in which a human interlocutor
produces and expects very limited communication. The Hummer and
Husher are not perfect examples of this, as the domain limitation sits
only in the extremely limited capabilities of these “dialogue systems”,
and the user is asked to simply imagine a situation where their
behaviour makes sense. Equipped with these two machines and with a
pet peeve: telephone sales persons refusing to hang up the phone, I
coded up the Phone Sales Person Trap. Although designed to be a joke
and an outlet for pent-up aggression, the result is a real example of a
working system in a micro-domain.
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The system owes its origins to the early days of the answer phone.
Almost every new owner of a personal answer phone would at some
point record a message that said: “yes”, “hallo”, “jens edlund speaking”,
or whatever the local standard initial phrase when picking up the
phone would be. This would result in the caller going “oh hi, i just
wanted to see if you...”, interrupted by the loud beep signalling that the
answer phone was now recording. This is in itself an example of a
micro-domain that holds for only one exchange, mainly because the
caller has no reason to disbelieve that the initial message is produced
by a machine rather than a human: the voice is the expected one
(although most likely somewhat different due to recording artefacts),
the timing is right, and the semantics are exactly as expected. It is only
when the caller’s first contribution is met with a the beep that the ruse
is revealed.
The answer phone prank works because the situation – the first
response when picking up a phone – is limiting and highly
conventionalized. After the caller’s first contribution to the dialogue, it
would likely fail even if we could exchange the tell-tale beep for
another utterance, since the caller has the initiative and may say just
about anything that requires a sensible response. Some callers,
however, are willing to put up with a lot from the person they are
calling. I am told that telephone sales people learn in their training that
they cannot sell unless they get to talk to people, and that they should
use any means at their disposal to stop their targets from hanging up.
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The obvious answer to the question “where do you go from here?” is
that I do what I have talked about in this book, but have not yet done:
complete a first iteration, create a humanlike spoken dialogue system
that is good enough to use for full-blown experimentation. If I were to
point out some areas that I find interesting or important, it would
quickly become another book. I will however make an attempt. I will
keep it short, and it will be a snapshot of what is in my mind at the time
of this writing.
First, the easy targets: multiparty dialogues in real environments.
The robotics field is showing an increasing interest in interaction on
human terms, which is exciting. On a similar note, my colleagues have
figured out that the Mona Lisa gaze effect can be cancelled entirely by
projecting the 3D face on a head-shaped surface. This is good, as I think
the limitations of virtual 3D realities are going to become a hindrance
in the long run. As I have mentioned, physical manifestations also lead
by necessity to an increased focus on situatedness, which to me is a key
area.
We have made initial experiments with perception of head pose
from acoustics only. It turns out that listeners have an astonishing
capacity for determining whether a head is directed towards them or
not from hearing the voice alone, and in many different acoustic
environments as well. This means that every time our animated talking
head moves its head to the side while the loudspeakers and the audio
remain the same, its interlocutor is subjected to conflicting stimuli. I
believe we need to see more to the whole, and to be more careful not to
be unnecessarily confusing.
For the same reason, I would like more models of physiological
constraints, so that we can build systems that make sense. Many of us
harbour ideas about a speech synthesis that can interrupt itself and
remember what it had said, or that is subject to Lombard effects just
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like people are. Apart from building some toy implementations just to
see if it works, I still have not built these things, although they are quite
simple to implement. I once coded a lung model, which had parameters
for lung capacity, physical activity, altitude—even unhealth. I meant to
use it to constrain the speech synthesis, but never did. In general, I
think it would be good to pay more attention to automated or semiautomated behaviours.
Another area where I think there is great room for improvement is
visualization—and auralization, for that matter. We are looking at
enormous amounts of enormously complex data, and although we can
train models on the data without understanding them, it would be nice
if these models were such that they could be interpreted—if we could
more readily learn from the models. It seems to me that there is great
progress in this particular area, which is good.
My final thought brings me back to the conversational homunculus.
Most of the modelling work that is done today attempts to capture the
behaviours of many persons in one model, for various reasons. But in
order to really understand what is going on, perhaps we should model
one person really well instead. What say we capture my behaviour in a
multitude of situations and context, over a number of years, and train a
machine to become a prefect, or at least passable, Jens?
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Summary
I have suggested in broad terms an interpretation of iterative research
that I believe is suitable as an approach to achieving more humanlike
spoken dialogue systems, and described a body of work, various parts
of which was used to exemplify the different steps in this process: the
design and collection of three large multimodal corpora of
unconstrained human-human dialogues; the design and execution
many experiments aiming to analyze and model such dialogues; and
the design, implementation and execution of several experiments
aiming to validate these models in human-computer interaction, or to
provide proof-of-concept for novel methods of such validation.
In the process, I selectively provided background from the literature
regarding those aspects of human interaction that are targeted by the
studies. I have also provided a more general background that explains
and motivates my goals in view of several fundamental questions
regarding human language, human interaction, and the modelling and
mimicking of human behaviour.
In addition, I have related another, more commonly stated
motivation for researching humanlike spoken dialogue systems—the
wish to improve the usability of spoken dialogue systems in general, In
that discussion, I attempted to ameliorate some of the controversy
surrounding the feasibility and desirability of humanlike spoken
dialogue systems.
More than anything, I hope that I have convinced at least some
readers that speech technology and humanlike spoken dialogue
systems are invaluable and indispensable tools for a structured search
for an understanding of how people behave when they talk to one
another—for an answer to Bertil Lyberg’s question: hur gör djur?
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