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ABSTRACT 
 
Johansson, L. (2011) Robots and Moral Agency. Theses in Philosophy from the Royal 

Institute of Technology 37. 52 + vii pp. Stockholm. ISBN 978-91-7415-898-4. 

 

 

Machine ethics is a field of applied ethics that has grown rapidly in the last decade. 

Increasingly advanced autonomous robots have expanded the focus of machine 

ethics from issues regarding the ethical development and use of technology by 

humans to a focus on ethical dimensions of the machines themselves. This thesis 

contains two essays, both about robots in some sense, representing these different 

perspectives of machine ethics. 

The first essay, “Is it Morally Right to use UAVs in War?” concerns an 

example of robots today, namely the unmanned aerial vehicles (UAVs) used in war, 

and the ethics surrounding the use of such robots. In this essay it is argued that 

UAVs might affect how the laws of war (LOW) are interpreted, and that there 

might be need for additional rules surrounding the use of UAVs. This represents 

the more traditional approach of machine ethics, focusing on the decisions of 

humans regarding the use of such robots.  

The second essay, “The Functional Morality of Robots”, concerns the 

robots of the future – the potential moral agency of robots. The suggestion in this 

essay is that robots should be considered moral agents if they can pass a moral 

version of the Turing Test. This represents the new focus of machine ethics: 

machine morality, or more precisely, machine agency.  
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INTRODUCTION 
 
 
1. Machine ethics: an emerging field of applied ethics 
 

Machine ethics is a field of applied ethics that has grown rapidly in the last decade. 

Increasingly advanced autonomous robots have expanded the focus of machine 

ethics from issues regarding the ethical development and use of technology by 

humans to ethical dimensions of the machines themselves. This is indicated by the 

fact that machine ethics is sometimes referred to as “machine morality” or “artificial 

morality”, where the focus has shifted to the potential ethical behaviour of the 

machines, rather than the ethical behaviour of humans manufacturing and using the 

technology in question. 1  

The new focus involves several areas of philosophy. One is the issue of 

ascertaining that advanced robots behave ethically. Different approaches are 

suggested regarding the ethical behaviour of machines. The so-called top-down 

approach suggests that a normative theory, or rules such as Asimov’s three laws of 

robotics, should be programmed into the machine.2 The bottom-up approach is based 

on the machine’s ability to learn ethical behaviour; sometimes in the same way 

children learn what is right and wrong.3 Other philosophical areas concern the 

potential (moral) agency of machines, which is connected to discussions on free will, 

responsibility, and consciousness.  

This new focus of machine ethics may have implications for the 

responsibility of manufacturers and programmers, when something goes wrong with 

an advanced robot. A robot has normally been programmed by hundreds of 

1 See e.g., Allen, C. & Wallach, W. & Smit, I. (2006). Why Machine Ethics?  IEEE Intelligent Systems, 
21(4), 12–17. See also Anderson, M. & Anderson, S.L. (2007). The Status of Machine Ethics: A Report 
from the AAAI Symposium. Minds & Machines 17 (1), 1–10. 
 
2 See e.g., Powers, T.M. (2006). Prospects for a Kantian Machine. IEEE Intelligent Systems 21(4), 46–51. 
See also Grau, C. (2006). There is no I in Robot: Robots and Utilitarianism. IEEE Intelligent Systems 
21(4), 52–55.    

3 Wallach, W. & Allen, C. (2009). Moral Machines – Teaching Robots Right from Wrong. Oxford: Oxford 
University Press. 



programmers. Some robots are learning. These facts make it virtually impossible to 

know beforehand how the robot would act in every situation.  

 

2. Aim and scope of this thesis 
 

The type of technology that machine ethics focuses on presents challenges for policy 

makers, manufacturers and society at large. There is need for methods to deal with 

all the potential aspects and effects – positive as well as negative – that increasingly 

autonomous robots may have on society in the future, to anticipate unintended use, 

and to provide proper legislation as well as support. The CopeTech-project in 

Sweden, with KTH (The Royal Institute of Technology) and FOI (Swedish Defence 

Research Agency) in collaboration – develops such methods, focusing on 

autonomous systems or robots, using co-evolutionary scenarios in combination with 

participatory features. An article with a specific focus on methods for policymakers 

regarding coping with future technology was published within the project in 2010.4  

This licentiate thesis contains two essays, both about robots in some 

sense.5 The aim of the thesis is to investigate some aspects of the traditional as well 

as the new focus of machine ethics, in order to provide a contribution to the 

CopeTech-project regarding ethical issues surrounding more or less autonomous 

robots.   

The first essay, “Is it Morally Right to use UAVs in War?” concerns an 

example of robots today, namely the unmanned aerial vehicles (UAVs6) used in 

war, and the ethics surrounding the use of such robots. In this essay it is argued that 

UAVs might affect how the laws of war (LOW) are interpreted, and that there 

4 Carlsen, H. & Dreborg, K.H. & Godman, M. & Hansson, S.O. & Johansson, L. & Wikman-Svahn, P. 
(2010). Assessing socially disruptive technological change. Technology in Society 32(3), 209–218. 

5 The term robot can apply to a range of artefacts. According to the Encyclopedia Britannica a robot is 
“any automatically operated machine that replaces human effort, though it may not resemble 
human beings in appearance or perform functions in a humanlike manner”. Other examples of 
definitions are: “a machine that looks like a human being and performs various complex acts (as 
walking or talking) of a human being”, or a “device that automatically performs complicated often 
repetitive tasks", or a “mechanism guided by automatic controls” (all three quotes from Merriam-
Webster). 
 
6 “UAV” is sometimes abbreviated “UAS” or “UAVS”, referring to unmanned aerial systems.  
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INTRODUCTION

might be need for additional rules surrounding the use of UAVs. This represents 

the more traditional approach of machine ethics, focusing on the decisions of 

humans regarding the use of such robots.  

The second essay, “The Functional Morality of Robots”, concerns 

mainly the robots of the future in that it discusses the potential moral agency of 

robots. The suggestion in this essay is that robots should be considered moral 

agents if they can pass a moral version of the Turing Test. This represents the new 

focus of machine ethics: machine morality, or more precisely, machine agency. 

This introduction will give some background to the essays.  

 

3. Ethical aspects on UAVs  
 

It might be argued that ethical evaluations of weapons used in war – such as UAVs, 

irrespective of their level of autonomy – are meaningless since war is unethical in 

itself. The moral evaluation in the first essay is made against the backdrop of the 

laws of war (LOW), as codified in, for instance, the Geneva and Hague conventions. 

The rules of Jus ad Bellum specify what criteria must be fulfilled in order to start a 

war, where “just cause” is the most important one. The rules of Jus in Bello establish 

criteria for ethical means of fighting once at war.  

The ethical issues regarding UAVs in war today – which the first essay 

attempts to systemize – concern the implications of remoteness rather than 

autonomy. The autonomy of UAVs today is mainly a question of unmanned 

vehicles controlled remotely, often by operators situated on the other side of the 

globe. The majority of UAVs are used for surveillance, reconnaissance and target 

destination, but there are combat variants that are able to deploy weapons. UAVs 

have advantages such as being able to move close to targets without exposing 

human crews, so the number of casualties can be significantly lower with the use of 

UAVs. Another advantage is that there are fewer requirements for sophisticated 

and expensive long-range missiles, since the UAV can move in close to a target. 

UAVs can move faster than airplanes with humans on board, and can stay in the air 

for days or even weeks. 

3



There is research on how to make UAVs more autonomous and in the 

end being allowed to decide when and where “to pull the trigger”. Today humans, 

not robots, interpret the LOW. But in the future, the robot may interpret these laws, 

at least the laws concerning conduct once at war, as specified in the rules of Jus in 

Bello. For instance, it is prohibited to “kill or wound and enemy who, having laid 

down his arms, or having no longer means of defense, has surrendered at 

discretion”.7 Another issue concerns discrimination – the idea that only combatants 

and military objectives are legitimate targets. In order to cope with requirements 

such as that of discrimination, humans can rely on situational and instinctive 

knowledge, something that is difficult to encode in a robot due to the limits of 

artificial intelligence.8  

Ronald Arkin points out that building a weapon that destroys 

everything that moves is easy for scientists, and that the true challenge is a machine 

that kills ethically and rethinks strategies. There are several problems. Ethical 

principles or rules of the LOW are almost always provided on a highly conceptual, 

abstract level. Conditions and premises are not precise, which means that they are 

subject to interpretation and may have different meanings in different contexts. So 

even if a certain rule is known to apply, the ethically appropriate action may be 

difficult to determine due to vagueness. Also, abstract rules may conflict.9  

 Work is being done, however, to create an ethics code in order for military robots to 

understand the LOW.10 The idea is to compile human behavioral responses towards 

various scenarios, with the help of previous battle simulations. For example, if a 

UAV identifies hostile targets, it will prepare for assault, but if the location of attack 

7 Orend, Brian, "War", The Stanford Encyclopedia of Philosophy (Fall 2008 Edition), Edward N. Zalta (ed.), 
URL = <http://plato.stanford.edu/archives/fall2008/entries/war/>. 

8 Arkin, R.C. (2009). Governing Lethal Behavior in Autonomous Robots. Boca Raton, FL:  CRC Press, p. 43. 

9 ibid, p. 93. 

10 ibid. See also Rules of Engagement – ROE: http://hellojoenguyen.com/science/uav-machines-with-
ethics/
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INTRODUCTION

is near a hospital, it will disengage until a better opportunity arises. The aim is to 

incorporate an “ethical governor” that would have a “guilt” system.11  

Arguments against the use of autonomous robots in war are, for 

instance, that the issue of responsibility would be unclear12 and that the threshold of 

entering war would be lower, if the risk of losing lives would be decreased.13 

According to Peter Asaro, the use of autonomous technologies is neither completely 

morally acceptable, nor completely morally unacceptable under Walzer’s 

interpretation of just war theory.  

In the first essay of this thesis, ethical issues surrounding UAVs in war 

are systemized, and it is argued that UAVs, more than other weapons, might 

influence how the LOW are interpreted, and that there is need for additional rules 

concerning UAVs. This essay focuses on UAVs today, where, as already mentioned, 

autonomy is not the most important issue.  Today, it is always a human that makes 

the important decisions.  

When looking at weapons used today, it might be argued that there is no 

morally relevant difference between UAVs and other weapons. According to Asaro, 

it is important to note that”even if robots did make it easier for a nation to go to war, 

this in itself does not decide whether that war is just or unjust”.14

In essay I, I argue that there are relevant differences between UAVs and 

other weapons. First of all: compared to other weapons that might give one country 

the option to win a war without losing any lives of its own soldiers – like chemical, 

biological or nuclear weapons – UAVs are permitted according to the LOW. Nuclear 

weapons are not formally prohibited (which chemical and biological weapons are), 

but are consdiered taboo and have not been used in war since World War II. A 

11 Arkin (2009, p. 140) 

12 Sparrow, R. (2007). Killer Robots. Journal of Applied Philosophy 24(1), 62–77.  

13 Asaro, P. (2008). How Just Could a Robot War Be? In Brey, P. & Briggle, A. & Waelbers, K. (eds.), 
Current Issues in Computing and Philosophy, Amsterdam: IOS Press, pp. 50-64. See also Sharkey, N. 
(2007a). Robot Wars are a Reality. The Guardian (UK), August 18, 2007, p. 29. Accessed on 
February 19, 2011. http://www.guardian.co.uk/commentisfree/2007/aug/18/comment.military 

14 Asaro (2008, p. 48)
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complete ban of nuclear weapons is being considered by the United Nations. Among 

permitted weapons today, UAVs may, more than other weapons, provide the owner 

with a severely increased inclination to start a war against a country that does not 

possess the same technology. UAVs are also different from long-range missiles, in 

being more flexible. A UAV may go closer to a target without risking the life of the 

“pilot” – that is, the operator, who is often situated on the other side of the globe. 

This is another aspect of UAVs, making warfare dangerously similar to a computer 

game and therefore increasing the inclination to fire. Distance is one of the most 

important factors when it comes to firing at other human beings, which with UAVs is 

combined with experiencing no risk for one’s personal safety.15  

Another aspect is the fact that even though the UAVs today are not 

autonomous in the sense of pulling the trigger themselves, they are autonomous to a 

certain degree, and can assist the operator in different ways. This means that there is 

a relationship between one autonomous and one at least semi-autonomous agent, 

which potentially affects the conduct in war. This is not something that will be 

discussed further in this thesis.  

Increasing autonomy – which is in the pipeline – certainly raises 

questions regarding agency and responsibility. Let us move on to the new view of 

machine ethics. Can a technological artefact be a moral agent?  
 

4. The moral status of technological artefacts  

 

There are different views on the moral status of technological artefacts – whether 

they can be moral agents or maybe morally relevant in some weaker sense. 

According to the so called strong view, advocated by Peter-Paul Verbeek, both 

humans and technological artefacts can be moral agents, and technologies embody 

morality.16 This view involves claims that (1) technologies actively shape people’s 

15 Grossman, D. (1996). On Killing: The Psychological Cost of Learning to Kill in War and Society. New 
York: Little, Brown and Company. 

16 Verbeek, P.-P. (2006). Materializing morality: Design ethics and Technological Mediation. Science 
Technology & Human Values 31, 361–380. 
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INTRODUCTION

being in the world, (2) humans and technologies do not have a separate existence any 

more, (3) technologies have intentionality, leading to the conclusion that (4) moral 

agency is distributed over both humans and technological artefacts. As Martin 

Peterson and Andreas Spahn point out, (2) would – alone – support (4), but then (1) 

and (3) would be difficult to make out. 17 Also, (2) is questionable. For instance, many 

technologies, such as sun-powered satellites, would continue to exist for decades 

even if humans were to go extinct. If (3) is true that would support (4), but Peterson 

and Spahn argue that Verbeek uses “intentionality” in a strange way and that the 

term should not be used to characterize the influence that technologies have on 

people’s behaviour. They believe that we have no reason to believe (3). I will return 

to this in a moment, but let us just look briefly at the so called moderate view. 

The moderate view, defended by Christian Illies and Anthonie Meijers, 

is described as “an intermediate position that attributes moral relevance to artefacts 

without making them morally responsible or morally accountable for their effects”.18 

This does not entail that technological artefacts are (or can be part of) moral agents. 

As Peterson and Spahn point out, the notion of moral relevance needs to be rather 

strong, going beyond the observation that technological artefacts sometimes affect 

the outcome of actions. Otherwise the moderate view would simply amount to the 

claim that technological artefacts sometimes play a causal role in the chain of events 

in the same way as natural phenomena, which is uncontroversial.  It seems difficult 

to find a substantial middle ground between being a moral agent and not being a 

moral agent, in terms of having “relevance for moral actions”.  

Peterson and Spahn advocate a third view, called the “Neutrality 

Thesis”, concluding that technological artefacts are neutral tools that are at most 

bearers of instrumental value.19 They believe that technological artefacts can 

sometimes affect the moral evaluation of actions, but they “never figure as moral 

17 Peterson, M. & Spahn, A. (2010). Can Technological Artefacts Be Moral Agents? Science and 
Engineering Ethics, in press. 

18 Illies, C.F.R. & Meijers, A.W.M. (2009). Artefacts without Agency. The Monist 92(3), 420–440. (My 
emphasis). 

19 Peterson and Spahn (2010) 
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agents or are morally responsible for their effects”. They continue to argue that 

technologies are not active in any reasonable sense (unlike Verbeek in (1)) – they are 

passive, and also, that it is clear that they do not possess intentionality.  

They actually argue that (3), the thesis about intentionality, is the least 

plausible of Verbeek’s premises. They agree that if Verbeek could really show that 

technologies have intentionality, this would support his claim that moral agency is 

distributed over both humans and technological artefacts (4). Of course 

“technologies” do not have intentionality, but I assume they mean technological 

artefacts. Peterson and Spahn may be too quick to dismiss the possibility of artefacts 

having intentionality, and they give no actual arguments to support their claim – 

they state that there is simply “no reason to accept” the claim in (3), and they thereby 

dismiss an entire debate in the philosophy of mind. Even if they are talking 

exclusively of the artefacts of today, they still seem to be running the risk of being 

biased against non-organic agency, which is discussed in the second essay of this 

thesis.    

 

5. The move from traditional views on artificial agency 
 

The traditional approach of artificial agency requires us to find out whether or not 

agents have mental states, free will or autonomy – sometimes also emotions – which 

are common requirements for moral agency.20 The investigations by Alan Turing and 

20 See, for instance, Dennett, D. (1976). Conditions of personhood. In A. Rorty (ed). The Identities of 
Persons (175–96). Berkeley: University of California Press. Dennett’s criteria for moral personhood are 
the following: (i) the entity must have rationality, (ii) we must be able to take an intentional stance 
towards it, (iii) it must be the target of a certain kind of attitude, (iv) it must be capable of reciprocity 
and thereby return the attitude, (v) it must be capable of communicating with others, (vi) the entity 
must be capable of self-consciousness. For a summary and discussion of Dennett’s condition see, for 
instance, Gallagher, S. (2007). Moral Agency, Self-Consciousness, and Practical Wisdom. Journal of 
Consciousness Studies 14 (4-6), 199–223.  For other discussions on necessary criteria of moral agency see 
for instance Sullins, J.P. (2006). When is a robot a moral agent? International Review of information ethics 
6(12), 23-30. Sullins argues that robots can be moral agents. The requirements are significant 
autonomy in terms of programming, ascription of intention, and behavior that shows understanding 
of responsibilities to other agents. See also Himma, K.E. (2009). Artificial Agency, Consciousness and 
the criteria for moral agency: what properties must an artificial agent have in order to be a moral 
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INTRODUCTION

John Searle regarding whether machines can think and have mental states such as 

understanding, is one of the most discussed topics in the philosophy of mind.21 In 

Turing’s famous paper of 1950 he introduced what is now called the Turing Test to 

support his claim that machines can think. This is a test of a machine’s ability to 

demonstrate intelligence. A human judge engages in a conversation with a human 

and a machine, both trying to appear human. The judge cannot see the participants. 

If the judge cannot tell the machine from the human, the machine has passed the test. 

Turing’s view, identifying thoughts with states of a system “defined solely by their 

roles in producing further internal states and verbal output”, has much in common 

with functionalism.22 Functionalism in the philosophy of mind is the doctrine that 

what makes something a mental state of a particular type does not depend on its 

internal constitution, but rather on the way it functions, or the role it plays, in the 

system of which it is a part.  Searle objected to this by his famous Chinese Room 

thought-experiment, which is designed to show that it is possible for a computer to 

pass a Turing Test without possessing genuine understanding or intelligence. It is an 

argument against the possibility of “true artificial intelligence”23. Since the computer 

is “executing a program” but yet does not genuinely understand the conversation in 

which it participates, Searle argued that executing a program is insufficient for 

genuine understanding. He distinguished between two different hypotheses about 

AI. Strong AI is the idea that an artificial intelligence system can think and have a 

mind, whereas such a system according to weak AI can (only) act as if it thinks and 

has a mind.  

agent? Ethics and Information Technology 11(1), 19–29. According to Himma the issue of whether an 
artificial moral agent is possible depends on whether it is possible for it to be conscious. 

21 Cole, David. “The Chinese Room Argument”. The Stanford Encyclopdia of Philosophy. (Winter 
2009 Edition). Edward N. Zalta (ed.). 
URL=<http://plato.stanford.edu/archives/win2009/entries/chinese-room/>. 

22 Levin, Janet, "Functionalism", The Stanford Encyclopedia of Philosophy (Summer 2010 Edition), Edward 
N. Zalta (ed.), URL = <http://plato.stanford.edu/archives/sum2010/entries/functionalism/>. 

23 Cole, David, "The Chinese Room Argument", The Stanford Encyclopedia of Philosophy (Winter 2009 
Edition), Edward N. Zalta (ed.), URL = <http://plato.stanford.edu/archives/win2009/entries/chinese-
room/>. 
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According to Allen et al the goal of artificial morality is to design 

artificial agents that can act as if they are moral agents.24 This is connected to the 

distinction between weak and strong AI and whether weak AI – “as if” – is sufficient 

for moral agency.  

Luciano Floridi and J.W. Saunders took a step away from the traditional 

perspective – the debate on whether machines actually need mental states etc. – by 

focusing on “mind-less morality”, with the concept of a moral agent that is not 

exhibiting free will, mental states or responsibility.25 They argue that the idea that 

moral agency presupposes consciousness is problematic: 

 

“[The view that only beings with intentional states are moral 
agents] presupposes the availability of some sort of privileged 
access (a God’s eye perspective from without or some sort of 
Cartesian internal intuition from within) to the agent’s mental or 
intentional states that, although possible in theory, cannot be 
easily guaranteed in practice”.26  

 

Their suggestion was that moral agenthood depends on levels of abstraction, 

interactivity and adaptability.27 They also separate moral agency and moral 

responsibility. 

James Moor also discusses the “as if” approach, and argues that we 

cannot be sure that machines in the future will lack the qualities we now believe 

uniquely characterize human ethical agents.28  

Mark Coeckelbergh29 proposes an alternative route to the view 

represented by Floridi and Saunders30, as well as that of Verbeek31, arguing that they 

24 Allen et al (2006) 
 
25 Floridi, L. & Saunders, J.W. (2004). On the Morality of Artificial Agents. Minds and Machines 14(3), 
349–379. 

26 Floridi and Saunders (2004, p. 365) 

27 ibid 

28 Moor, J. (2006). The Nature, Importance and Difficulty of Machine Ethics. Intelligent Systems, IEEE 
21(4), 18–21. 
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INTRODUCTION

have lowered the threshold for moral agency. He suggests that we replace the 

question about how moral non-human agents really are by the question about the 

moral significance of appearance, which means that it is a version of the “as if”-

approach. Coeckelbergh believes that we might as well remain agnostic about what 

really goes on behind the scenes and focus on the “outer” scene, the interaction, and 

how this interaction is co-shaped and co-constituted by how artificial agents appear 

to humans. He argues that humans are justified in ascribing moral agency and moral 

responsibility to those non-humans that appear similar – but that we ascribe moral 

status and moral responsibility in proportion to the apparent features, and in order to 

do this, he coins the terms “virtual agency” and “virtual responsibility”. These terms 

refer to “the responsibility humans ascribe to each other and to (some) non-humans 

on the basis of how the other is experienced and appears to them”32. It is unclear if he 

really means that we should say “I hold you virtually responsible for me being late” 

to humans, which the quotation above would indicate – because we do not know 

what actually goes on inside the minds of humans either. He also argues that it is 

important to include artificial agents in our moral discourse without giving up what 

he calls the “folk” intuition that humans are special with regard to morality. 

Coeckelbergh believes that virtual responsibility should be followed by virtual blame 

and virtual punishment. 

The suggestion in the second essay of this thesis is that we should take 

an “as if” approach – that robots should be considered moral agents if they can act as 

if they are. I agree with Coeckelbergh33 that humans are special with regard to 

morality, but my idea is that humans should be considered “model” moral agents, to 

which robots should be compared. That is, we should use the same criteria for robots 

29 Coeckelbergh, M. (2009). Virtual Moral Agency, Virtual Moral Responsibility: On the Significance of 
the Appearance, Perception and Performance of Artificial Agents. AI and Society 24 (2), 181–189

30 Floridi and Saunders (2004) 

31 Verbeek, P.-P. (2006). Materializing morality: Design ethics and technological mediation. Science 
Technology & Human Values 31, 361–380. 

32 Coeckelberg (2009, p. 184) 

33ibid   
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as for humans, when deciding whether someone or something is a moral agent. 

Coeckelbergh asks why we should take humans as the standard, the model for moral 

agency. One reason is that morality can be considered a human construction. 

Another important reason is the “other minds problem”, as indicated by Floridi and 

Saunders. We do not know whether fellow human moral agents have consciousness 

etc., since we cannot put ourselves inside their minds. In terms of the necessity of 

being organic in order to be a moral agent34, there are, in the second essay, two 

examples that support the suggestion that we should not be biased against the 

potential agency of non-organic entities; the transferring of a human mind into a 

computer, and aliens which turn out to be robots. The conclusion in the second essay 

is that a robot should be considered a moral agent if it can pass a moral version of the 

Turing Test. 

 

 

6. The Moral Turing Test 

 
Instead of offering a discussion on whether consciousness should be a prerequisite 

for moral agency, I argue in the second essay that we should take a functional 

approach to this issue. That is, we should accept a functionalistic explanation of 

behaviour. The main reason is the problem of other minds.  How do we justify the 

universal belief that others have minds like our own? We make this conclusion from 

evidence we gather via communication and observation. My idea is that if robots can 

behave as if they are moral agents in the same sense as humans, then this “as if” is 

necessary and sufficient for ascribing moral agency to robots.  

Colin Allen, Gary Varner and Jason Zinser first introduced the Moral 

Turing Test (MTT). 35 This can be considered a functionalist method for deciding if 

34 For discussions of the importance of being organic in order to be a moral agent, see for instance 
Torrance, S. (2008). Ethics and Consciousness in Artificial Agents. AI & Society - Special Issue: Ethics and 
Artificial Agents 22(4), 495–521. Torrance advocates the organic view, according to which an artificial 
humanoid (today) cannot count as a full-blooded moral agent. Sentience and teleology require 
biologically based forms of self- organisation.  

35 Allen, C. & Varner, G. & Zinser, J. (2000). Prolegomena to any Future Artificial Moral Agent. Journal 
of Experimental and Theoretical Artificial Intelligence 12(3), 251–261. 
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INTRODUCTION

someone, or something, is a moral agent. Analogous to the classic Turing Test, the 

MTT could be phrased as follows: “If two systems are input-output equivalent, they 

have the same moral status; in particular, one is a moral agent in case the other is”.36  

Limitations of the MTT have to do with the emphasis on articulating 

moral judgments.  Wallach and Allen discuss the MTT and claim that although such 

a test may bypass disagreements on particular ethical issues since there is no correct 

answer to moral questions, the MTT judge is looking for the ability of moral 

reasoning – the focus on reasoning and justification is inappropriate. 37 They also 

believe that indistinguishability is an incorrect criterion for moral agency. In the 

second essay of this thesis I argue that the passing of a MTT is necessary and 

sufficient for moral agency. 

There are claims that the MTT cannot be endorsed as a criterion for 

strong AI or genuine moral agency. 38  That may be true, but the move away from the 

traditional view, debating whether strong AI is necessary for moral agency, is 

supported by the conclusions from the “other minds problem”. 

According to Berndt Carsten Stahl computers need to take part in moral 

discourses in order to pass the MTT. He argues that computers are, at least in their 

current form, unable to “capture the meaning of information” and therefore fail to 

reflect morality in anything but a most basic sense. 39 In order to be able to process 

information, a subject needs more than mathematical rules – it requires 

understanding of meaning, which in turn requires several other factors, among them 

a physical experience and a being-in-the-world. I argue, however, that if a robot 

passes a MTT, then it should be considered a moral agent. Stahl’s claims are of an 

empirical nature. He may be right in his claims, but they do not affect my suggestion 

that the passing of a MTT is necessary and sufficient for moral agency. 

36 My reformulation of Jaegwon Kim in Kim, J. (2006). Philosophy of Mind. Boulder, CO: Westview 
Press, p. 144. 

37 Wallach and Allen (2009) 

38 Allen et al (2006) 
 
39 Stahl, B.C. (2004) Information, Ethics and Computers: The Problem of Autonomous Moral Agents. 
Minds and Machines 14(1), 67–83. (The quote from p. 67) 
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7. Robots as moral agents – what is the point? 

 

Before moving on, it is necessary to address a common objection to discussing the 

agency of robots. Let us say that a robot can be a moral agent. “Then what?” the 

argument goes. What would such a conclusion imply? That the artificial agent would 

be responsible for its actions, and that we ought to punish it? The pragmatic stance in 

the second essay suggests that robots should be judged on the same standard as 

humans. Does not this also indicate that the robot should be punished in the same 

way as humans, when they are responsible for performing bad actions? In that case – 

what would be the point of holding a robot responsible when we can just switch it 

off? 

First of all, humans have a strong urge to place responsibility, and with 

more advanced robots, it will become more difficult to decide who is to blame when 

something goes wrong. Robots can learn. With an advanced robot, a combination of 

learning, programming (an advanced robot may learn how to program itself) and 

unintended use might create actions and situations that lack a clear path of 

responsibility. There may be ways to punish the robot since it can learn. The bottom-

up approach40 – as opposed to the top-down approach where ethical principles are 

programmed into the robot – is an example of teaching robots how to perform 

actions that we perceive as morally desirable.  

It is sometimes argued that a robot can never be responsible since it is 

always programmed by a human. However, humans are also programmed in some 

sense, as I will argue in a forthcoming essay. For an incompatibilist41 it would be 

pointless to punish people (at least in order to prevent them from performing bad 

acts) – but we still do, and some countries even “switch people off”.  

It is suggested that these discussions challenge us not merely to better 

understand the potential and the limitations of computing technology, but also to 

40 Wallach and Allen (2009) 

41 Incompatibilism is the view that determinism is at odds with the notion that people have a free will. 
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better understand our own human strengths and weaknesses. 42 The development 

being made in the area of artificial emotions such as guilt etc. indicates that scientists 

are working towards robots someday having cognitive capabilities equal to those of 

humans.43 If robots become aware of the consequences of their actions, and break 

rules, then perhaps they are on the borderline of being human. What this will mean 

for punishing a robot remains to be seen. If we come to the conclusion that robots are 

moral agents and that we might be justified in holding them responsible, what course 

of action we then should take is an ethical discussion that we need to deal with. 

 

8. Summaries of the Essays 
 

I. Is it Morally Right to Use Unmanned Aerial Vehicles (UAVs) in War? 
 

Several robotic automation systems, such as UAVs, are being used in combat today. 

This evokes ethical questions. In this essay it is suggested that the potential ethical 

uniqueness of UAVs can be shown by looking at the laws of war (LOW). The 

suggestion is that UAVs, more than other weapons, may determine which normative 

theory the interpretation of the LOW will be based on.  

It can of course be argued that every weapon used with the intent to kill 

in a war is unethical since war is unethical in itself, but there is a distinction in the so 

called just war tradition. This is the distinction between reasons for fighting – Jus ad 

Bellum, and the ethical means of fighting once in war – Jus in Bello. It might be 

argued that it would be sufficient to look solely at Jus in Bello, since the UAVs are 

something that is used once in war. But in this essay it is suggested that the 

possession of UAVs might affect the interpretation of Jus ad Bellum as well, since 

UAVs might increase the inclination to start a war. 

A strong Jus ad Bellum argument against the use of UAVs is that with 

UAVs, you might forget the horrors and brutality of war, which in turn might affect 

42 Bynum, Terrell, Computer and Information Ethics, The Stanford Encyclopedia of Philosophy (Winter 
2008 Edition), Edward N. Zalta (ed.), URL = <http://plato.stanford.edu/archives/win2008/entries/ethics-
computer/> 

43 Arkin (2009) 
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your motivations to start a war. If you do not risk the lives of (any) of your soldiers, 

you might be more willing to start a war. Today you have to be prepared to accept 

deaths of your own soldiers when entering a war. The possession of UAVs might 

change this, in the sense that a country with UAVs, attacking a country without, may 

not lose any lives at all.  

According to most war theorists it is important to make sure that victory 

is in some sense fair, and UAVs might, more than other weapons that are permitted 

according to the laws of war, provoke a sense of unfairness. The military advantages 

of UAVs might also lead to secret wars.  

Arguments concerning Jus in Bello have, for instance, to do with 

numbing. The operators of UAVs may be based on the other side of the globe, 

making it dangerously similar to a videogame.  

Regarding the moral underpinnings of the LOW, Walzer claims that the 

LOW must be plausible to a large number of people. This leaves room for different 

interpretations, however. Three terms in the LOW that can be interpreted differently 

depending on which normative theory one subscribes to are “just” (just cause), 

“excessive” and “necessary”. “Just” is not the same thing as “right”, but they are 

connected. According to a utilitarian interpretation of just cause, “just” might be 

connected to the maximizing of utility, and it is possible to argue for a local 

maximization rather than a global one. An example of a deontological interpretation 

of just cause might be the notion of a duty to make sure that all human beings are to 

live under the laws of a certain religion. Kant’s categorical imperative, to act only 

according to a maxim whereby one can, at the same time, will that is should become 

a universal law, might very well stimulate an interpretation of “just” that would 

provide a country with the justification to start a war. 

The problem with LOW is that they are too open to interpretation, and 

that different normative theories might provide conflicting results. This essay tries to 

show that UAVs are unique as a weapon in the sense that the advantages they 

provide in terms of fewer casualties, and the fact that they make war seem more like 

a computer game, therefore lowering the threshold for entering war, point to the 

importance of revising the LOW, or adding some rules that focus specifically on 
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autonomous weapons. Brandt’s idea of using Rawl’s veil of ignorance might be an 

important tool for this purpose. 

 

II. The Functional Morality of Robots 
 

It is often argued that a robot cannot be held morally responsible for its actions. No 

matter how advanced it is, it can never be autonomous; since it is always 

programmed by a human there is no question of a robot having alternative 

possibilities. Robots also seem to lack mental states, which are often considered 

necessary in order to be an agent.  

The idea of morality as a human construction in a moral community is a 

useful assumption when investigating matters regarding robot morality. In order to 

decide whether we can hold robots morally responsible we should begin by 

considering when we hold humans morally responsible. On what criteria do we – or 

do we not – hold humans morally responsible? Whom do we consider morally 

responsible? Not very young children, and not animals, for instance. The same goes 

for the severely mentally ill. The reason for not holding such people morally 

responsible is that we doubt their ability to properly understand what they do and 

what the consequences might be, or their ability perceive reality. Their mental 

capacities may be damaged, or perhaps not fully developed. Some sort of mental 

capacity, including understanding, seems necessary in order to be morally 

responsible.  

In this essay it is suggested that in evaluating whether or not to accept 

“new” (which is what robots would be) members into the moral community, we 

need to know how the already existing members actually behave.  

One of the generally accepted conditions for agency is that the potential agent has 

mental states. How can we tell that another human has mental states? And how can 

we tell that he or she understands? This relates to the other minds problem, the 

problem of how to justify the almost universal belief that other people have minds 

like our own. One theory of mind that deals with the other minds problem in a way 

that suits the common opinion (regarding mental states) in the moral community is 

functionalism. According to functionalism regarding mental states, what makes 
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something a mental state of a particular type is not its internal constitution but rather 

the way it functions, or the role it plays, in the system of which it is a part. A mental 

state is what a mental state does – the causal (or “functional”) role the state plays 

determine what kind of state it is. One might ask whether a behaviourist account 

would be sufficient to delineate the criteria for being considered a moral agent. This 

does not seem likely since behaviorism completely avoids talk of internal states. And 

it is not likely that we would consider someone, or something, a moral agent if we 

did not assume that it had mental states. A functionalist method for deciding if 

another human is a moral agent is a so called Moral Turing Test (MTT). A MTT can 

be constructed by restricting the standard TT to conversations about morality. A 

human and a robot would be placed behind a screen, and the interrogator would ask 

questions about morality. If the human interrogator cannot identify the robot at 

above chance accuracy, then the machine is, on this criterion, a moral agent. Note 

that the idea is not that the robot has to come up with “correct” answers to moral 

questions. MTT is similar to the way in which we decide whether humans are moral 

agents or not, in the sense that we check their reasoning and perceptive abilities 

before deciding if it seems to be the case that they “think” or “understand”.  

Based on the reasoning of the understanding in the Turing Test vs. the 

understanding in the Chinese Room, it can be argued that there are different types of 

understanding: semantic and syntactic. The division is not entirely clear, however. It 

is suggested that humans have semantic understanding since we understand the 

meaning of symbols, and that machines can never have semantic understanding. But 

it is not easy to prove that what we have is actual semantic understanding rather 

than syntactic understanding. And vice versa it is not easy to disprove that an 

advanced robot has semantic understanding.  

It might be argued that we would not accept robots as moral agents 

because there is a crucial difference between us and robots. We are organic, they are 

not. But this is biased, which is attempted to be shown by two examples. First, the 

idea of transferring a human mind into a computer. Not the brain per se, but the 

contents. We would be biased if we because of the reason that the mind was no 

longer organic, would not hold the transferred person morally responsible for her 

actions. The other example consists of aliens coming to earth. We can speak to them, 
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also on moral matters. They seem to have an idea of morality similar to ours. If it 

turns out, after a while, that the aliens were actually robots, it would be strange to 

suddenly stop consider them to be moral agents.  

The conclusion is that if a robot passes a MTT, it should be considered a 

moral agent, without us requiring additional proofs that its internal states are 

actually mental. 
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