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Abstract

This thesis presents a solution-oriented analysis of current issues in digital content distribu-

tion management and content networks. The findings support the view that the recent develop-

ment in the area has created a few congestion points, both in content distribution and content

business, that gather increasing technical, social, financial, and political influence in the world.

As pointed out in the work, this is against the ideas of information democracy, network neutrali-

ty, and the original visions of the Internet and the World Wide Web. Furthermore, leading con-

tent companies are answering to the demands of the exponential content and traffic growth by

continuously adding rather similar technological solutions, which increases the environmental

problems, i.e., energy consumption and e-Waste, at the rate of this growth.

The research time period of this dissertation matches with the emergence and rise of P2P file

sharing networks that have introduced a new challenging way of distributing content. In this

thesis, they are presented as the main comparison points and controversy to the centralized

client-server architecture that dominates the content business. The essential question of this

work is simply: How to build a better content network? To understand the meaning of "better"

in this context and to state what is a better digital content network, it is necessary to understand

existing solutions and their shortcomings.

The thesis contributes an analytical framework of concepts and principles for the develop-

ment of future content networks. How do we change the threat of P2P file sharing into an op-

portunity for professional content publishers? Actually, all the listed objectives in this work –

under performance, privacy, network neutrality, e-commerce, and green computing – are soci-

etal in nature. Thus, the objective of this dissertation is to improve societal issues through un-

derstanding information technology and its closely related context.

Through active participation in the file sharing scene, this work presents the development of

content networks from computer networks capable of messaging between machines and systems

to user networks where people share digital content. Easy copying to friends with rapidly chang-

ing user behavior have created a content platform where culture is evolving at an accelerated

speed. Drawing from ten research projects and a score of technical prototypes, this thesis con-

cludes that the P2P content sharing applications with their modern protocols effectively create a

more advanced network as overlay than the underlying Internet can offer. The operators, who

are excited about Internet technology for their networks, are actually limiting their possibilities

right from the beginning. It is essential to distinguish between the development of the Internet

and the development of large-scale content distribution network.
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Sammanfattning

Denna avhandling presenterar en lösningsorienterad analys av aktuella frågor avseende det

digitala nätverket och distributionshantering av digitalt innehåll. Resultaten talar för att den

senaste utvecklingen inom området har skapat en del flaskhalsar både vid distribution av in-

nehåll och den digitala medieindustrin, som samlar ökat tekniskt, socialt, ekonomiskt och

politiskt inflytande i världen. Som påpekas i arbetet är detta emot idéerna om informations-

demokrati, nätverksneutralitet och de ursprungliga visionerna av Internet och World Wide Web.

Vidare svarar ledande digitala företag mot kraven från det exponentiella innehållet och ökande

trafik genom att bidra med tämligen likartade tekniska lösningar vilka ökar miljöproblemen, det

vill säga energiförbrukning och e-avfall, i takt med denna tillväxt.

Forskningens tidsperiod för denna avhandling matchar med uppkomst och ökad användning

av P2P-fildelningsnätverk vilket har introducerat ett nytt utmanande sätt att distribuera innehåll.

I denna avhandling presenteras de som de viktigaste jämförelsepunkterna och kontroverserna till

den centraliserade klient/server-arkitekturen som dominerar innehållet inom den digitala me-

diemarknaden. Den mest väsentliga frågan i detta arbete är helt enkelt; Hur bygger man ett bät-

tre nätverk för digitalt innehåll? För att förstå betydelsen av "bättre" i detta sammanhang och

ange vad som är ett bättre digitalt nätverk är det nödvändigt att förstå existerande lösningar och

deras brister. 

Avhandlingen bidrar med en analytisk ram av begrepp och principer för utvecklingen av ett

framtida digitalt nätverk. Hur ändrar vi P2P-fildelning från att vara ett hot till att vara en möj-

lighet för professionella digitala utgivare? Faktiskt är alla uppställda mål i detta arbete - under

prestanda, integritet, nätneutralitet, e-avfall och gröna datorer - samhälleliga av naturen. Således

är syftet med denna avhandling att förbättra samhällsfrågor genom förståelse för information-

steknik och dess nära relaterade sammanhang.

Genom ett aktivt deltagande i fildelningsscenen presenterar detta arbete utvecklingen av dig-

italt nätverk från datornätverk kapabla att sända meddelanden mellan maskiner och system till

användarnätverk där människor delar digitalt innehåll. Okomplicerad kopiering till vänner med

ett snabbt föränderligt användarbeteende har skapat en plattform med ett innehåll där kulturen

utvecklas med en accelererande hastighet. Tio forskningsprojekt och en värdering av tekniska

prototyper ger slutsatsen att P2P-fildelningsapplikationer med sina moderna kommunikation-

sprotokoll effektivt skapar ett mer avancerat överliggande nätverk än vad Internet kan erbjuda.

Operatörerna, som är entusiastiska över Internet-teknik för sina nätverk, begränsar faktiskt sina

möjligheter redan från början. Det är viktigt att skilja mellan utvecklingen av Internet och

utvecklingen av det storskaliga distributionsnätverket.
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Chapter  1

Introduction

1.1.  Background

This doctoral dissertation work is inspired by the interesting controversy of the notorious

peer-to-peer (P2P) file sharing networks. These networks at the same time have proved an inter-

esting and efficient distribution technology for digital content, they bring millions of people to-

gether to share information, and many of them are condemned. Indeed, mostly because of active

lobbying by the entertainment industry, P2P file sharing networks have been branded illegal in

many countries. The music industry's crusade against P2P file sharing has caused constant glob-

al media coverage, which has undoubtedly contributed to the steadily increasing awareness and

popularity of this new content channel. In the course of a decade, P2P file sharing has risen

from nowhere to challenge the old music and movie business. Some users see this as a start of a

revolution to change old copyright laws in favor of free content. This has even inspired the for-

mation of political parties in Europe.

This dissertation discusses the various requirements of P2P file sharing networks including:

the technological backbone, emerging social networking applications, changing file sharing op-

portunities and attitudes among users, the legal justification for the change, the shifting require-

ments of various stakeholders, the matter of scale in global distribution, and what this ultimately

all means to the content business. This work includes and changes these viewpoints along the

study and is more based on logical analysis and reasoning than empirical studies or surveys. The

focus will stay on understanding the requirements for a content network and why many efforts

have failed by not considering all the listed requirements. For example, some content services

based on P2P file sharing have excellent performance and huge popularity, but have hardly con-

sidered the legal and business aspects. Some end-to-end content services try copying old busi-
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ness models from physical goods sales to the digital content network without fully understand-

ing the differences and opportunities of the new environment. Yet, the lack of some qualities

has not stopped many content services from becoming a major success by many standards.

In general, P2P file sharing has grown together with all Internet use and has become one of

the most bandwidth hungry applications on the network together with other services that trans-

fer large video files [Good and Krekelberg, 2003]. P2P file sharing has adapted to the overall

change that has happened on the Internet from short textual messages among computers to dis-

tributing and sharing first audio files and then video streams and files. One of the biggest com-

panies in the Internet business, Cisco Systems, Inc., has developed a public Visual Networking

Index (VNI) to forecast future global Internet Protocol (IP) traffic growth. Its latest forecast in

June 2009 estimated the development of Internet traffic from 2008 to 2013 [Cisco, 2009]. Based

on its VNI model and the consensus of the independent analysts consulted, Cisco estimated that

total global IP traffic will increase by a factor of five from 2008 to 2013.

By 2013, annual global IP traffic will reach two-thirds of a zettabyte or a trillion gigabytes.

Chart 1, p. 2, illustrates the amount of traffic in petabytes (PB) per month in three main sectors.

Although the compound annual growth rate (CAGR) of mobile Internet use is predicted to be

131% per year, its share of all Internet traffic is estimated to be below 4% by the end of 2013.

Chart 1: Monthly Global IP Traffic 2008–2013

(PB per month) [Cisco, 2009].

Chart 2: Monthly Global Consumer IP Traffic

2008–2013 (PB per month) [Cisco, 2009].
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Consumer Internet use has become the largest sector of the three and is estimated to grow

more rapidly than business use thanks to increasing Internet video watching among consumers.

The various forms of video channels (TV, Video-on-Demand (VoD), Internet video, and P2P)

will exceed 90% of global consumer traffic in 2013, see Chart 2, p. 2. One of the most notable

changes will be the increase in streaming online video, which is expected to become 60% of

global consumer Internet traffic by the end of 2013, with a 32% increase from 2009 [Cisco,

2009]. Although P2P file sharing is estimated to grow in volume, it is already declining as a per-

centage of all IP traffic with a modest 24% CAGR. In 2008, the share of P2P file sharing was

still about 55% of all consumer IP traffic. Till 2013, it is estimated to be less than 30%.

Only five years ago, the forecasts by Velocix, an Alcatel-Lucent company (formerly Cache-

Logic, http://www.cachelogic.com/), were often referred to in conferences [Meeker, 2006; Er-

man et al., 2007]. Fueling public discussion in 2005, CacheLogic presented [Ferguson, 2006] in

their report [CacheLogic, 2005] that P2P file sharing traffic is the single largest traffic type by

volume on ISP networks and will continue to grow rapidly, see Chart 3, p. 3. The wider popu-

larity of the World Wide Web (also referred to as WWW or the Web in this dissertation) meant

the end of File Transfer Protocol (FTP) in 1995. The start of the Napster service in 1999 is seen

as the start of P2P file sharing. By the end of 2005, P2P file sharing had a 50–65% share of

downstream traffic and a 75–90% share of upstream traffic on consumer broadband networks

according to CacheLogic's study [CacheLogic, 2005].

Chart 3: IP Trends 1993 to 2006 [CacheLogic, 2005; Ferguson, 2006].
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In CacheLogic's report, all bigger files were counted as video files, although they can be any

form of data packed into a compressed container. The report found that a majority of P2P traffic

was generated by files with an average size more than one gigabyte in 2005. In particular, the

most alarming piece of news was that the seemingly uncontrollable form of (illegal) data shar-

ing had become the biggest user of the Internet built by the goodwill of companies and

academia.

It is important to note that legal content business has caught up with P2P sharing networks

and now there are many legal content sources on the Internet and their weight is bigger, in both

traffic and users, than all the P2P networks combined [Cisco, 2009]. The threat of pirated con-

tent that was reported in 2005 has provided legitimate companies with lucrative business, ac-

cording to the Cisco report. However, even if P2P file sharing has many interesting new features

that have triggered some of the research areas of this dissertation, the topic of this dissertation is

not bound to P2P file sharing or networks but discusses content networks in general. The impact

of global-scale digital content networks is significant, as has been proved by the Internet and its

applications, such as electronic mail (email), World Wide Web, and P2P file sharing.

According to Cisco's estimate, by 2013 Internet video will consume nearly 700 times as

much bandwidth as the whole US Internet backbone was able to serve in 2000 [Cisco, 2009]. It

would take well over half a million years to watch all the online video that will cross the net-

work each month in 2013 [Cisco, 2009], an equivalent of the data on 10 billion DVDs. It is clear

that there exists no other way in the world to distribute 10 billion DVDs worth of data each

month than the Internet. This has drastic consequences on content consumption and digital con-

tent networks, which are the topics of this dissertation. Although mobile Internet's small but

growing part of all content traffic and the increasing significance of video consumption by regu-

lar consumers is noted, this work concentrates on fixed digital content networks and the content

consumption and amateur production that they facilitate. In other words, the core of this work is

in the area that is the most important in the future of the Internet.

Firstly, a large-scale content network has social meaning. It connects hundreds of millions of

users worldwide. Even minor changes in this field have an effect on millions of people and their

daily use of the network. Secondly, the network molds the use of media. Consumers have access

to media they could not find before. In particular, this has created opportunities for publishers

outside the traditional distribution channels, such as amateur content producers. Thirdly, the de-

velopment changes businesses. The Information and Communication Technology (ICT) indus-

try keeps on creating job titles that did not exist a decade ago. It creates opportunities and chal-
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lenges. For example, now video has become the most common media type on the Internet, data

traffic has surged to new record numbers (Chart 1, p. 2). This has put pressure on network oper-

ators regarding how to address this major increase in traffic and the number of users. Fourthly,

innovations in network infrastructure have not necessarily happened in accord with the explod-

ing demand for network use, but companies are struggling to satisfy demand with aging technol-

ogy. The power consumption and environmental impact of large-scale computer networks have

become significant factors in the world [Koomey, 2007; Taylor and Koomey, 2008]. All of a

sudden new media and IT are no longer that green, and content network design has become a

new and important factor.

This dissertation looks back at a time span of about 10 years, roughly from 1999 to 2010,

starting when P2P file sharing emerged as an interesting new content distribution channel. This

period of history and the change in file sharing capture many essential development steps in in-

formation technology and in the area of content networks. This work argues that the changes are

not only technical, but incorporate how people use the network, how much they are connected

to the network resources, and how they interact with other network users. This user-centered so-

cial aspect is one of the cornerstones of this study. Hence, P2P is not understood only as a com-

puter-to-computer connection but also as a person-to-person communication. This person-to-

person file sharing has also challenged the modern regulation system, especially the copyright

rules. This development gives the opportunity to study the effect of free-spirited technology ad-

vancement in relation to governmental regulations and to the businesses bound to these regula-

tions. How do these rules that were created at a different time when nobody could foresee this

development bend to the requirements of the present and the future, or can they?

In this research, it becomes clear that some regulations and business models are from the era

before digitalization and the Internet. In the past, publishing and distribution capacity was in the

hands of few and capital decided the actors in the business. From a business point of view, a

global-scale computer network has rapidly changed the traditional value chain. Naturally, estab-

lished content businesses want to safeguard the profitable old business models in the new con-

tent network environment. They are also bound to the old regulations and licensing models un-

like the competition, which can even operate outside the law. The fight against free content was

thought utterly doomed before easy-to-use commercial digital content services made their en-

trance. Before developing mature business models, companies had no other choice but to take

the fight to the courtrooms.
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Ever since Napster became public knowledge in 1999, P2P technology has fought its way

against intense public scrutiny. Assaults to server rooms by police and trials against startup P2P

software companies have been scandalized in the mass media. In general, P2P has become a

synonym for illegal file copying and piracy. However, vigorous campaigns and a change of leg-

islation in several countries to criminalize P2P file sharing has been unable to change user be-

havior and stop the use of these networks. Moreover, the ICT industry has been one of the

biggest growing sectors in the world providing equipment to make content networks even more

efficient [CNN, 2008]. Following the progress of increasingly better technological capabilities,

content networks make digital music sharing and distribution easier than CD and DVD sales.

Music shops and video rental stores are under pressure by Internet Protocol Television (IPTV)

and cable delivery. Recently, high-definition video content has made its way into homes on P2P

file sharing networks, even when many public broadcasting companies still hesitate to offer it.

Information technology has truly become an integral part of everyday lives. To emphasize

the significance of the ICT's global impact, Forrester's 2007 worldwide PC adoption forecast es-

timates that more than a billion PCs were in use in 2008 [C.I.A., 2007b]. Another report esti-

mates there will be more than two billion PCs by 2015 with a 12.3% CAGR in 2003–2015

[Yates et al., 2007]. Already over one billion network users are connected to the network with

various terminals [C.I.A., 2007a]. The next billion of desktop computers by 2015 are all poten-

tial Internet terminals. Rapidly aging hardware creates mountains of difficult waste despite ef-

forts to refurbish and ship old computers to developing countries. The worldwide communica-

tion infrastructure binds people across national borders. The Internet network is basically

countless kilometers of computer cables, routers, and other active network components. This

means armies of computers running 24/7 on network duty and a whole industry of companies

and people who maintain the hardware.

This has consequences beyond the mere technology that makes the global network possible.

The wide selection of legal, business, social, and technological issues of large-scale content net-

works demands the designer to consider responsibilities beyond the technical beauty or the busi-

ness appeal of the system. Large-scale computer networks and the Internet influence the whole

global ecosystem. If the worldwide computer network system went down for a couple of weeks,

it would instantly mean a global economic crisis. To safeguard critical information systems, it is

common to build parallel systems, or even triply redundant systems, to manage the risk. The

current way of using ICT leads to an increasing burden on our environment. In this bigger pic-

ture, it has become increasingly important to understand how people connect to the Internet,
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what kinds of devices they use, and how the exponential demand for more bandwidth will be

solved.

Despite the illegalities and a bad media reputation, recent developments and highly popular

applications are pushing the P2P technology to gain wider public acceptance. Some of the

Web's most obstinate problems have already been solved in P2P networks, despite their relative

immaturity. P2P networks already offer interesting publishing opportunities that were previous-

ly reserved for parties running and maintaining servers. The P2P social networking behavior of

users can be seen as a catalyst of progress on content networks. The activity of the users creates

novel technology and business opportunities while highlighting shortcomings in the law and

dominant business models.

This dissertation focuses on the distribution of content in large-scale content networks. As

shown by Internet traffic reports (Chart 1, p. 2), consumers' use of content is driving a mega-

trend in the increase of Internet traffic. This use is facilitated by content networks. To explain

what the dissertation means by content network and how it positions content network on the In-

ternet, the global computer network can be divided into three conceptual layers, as illustrated in

Figure 1.

Figure 1: The Overlay Structure of Content Network.

This dissertation is not Internet research suggesting the replacement of the current Internet

Protocol Suite, but acknowledges the shortcomings of the current Internet and WWW as a con-

tent network to avoid suggesting anything based on their limitations. Hence, the work looks at
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the existing tools as a stepping stone rather than as tools that make many things possible but

also set the limit for the results. This approach provides more possibilities to go beyond the lim-

itations of the current Internet, such as how to address content on the network. In time, some of

these proposals might find their ways into the actual lower level Internet Protocol Suite.

To start from the bottom of the layer stack in Figure 1, the first layer is the Internet, a global

network of interconnected computer networks based on the Internet Protocol Suite standard. Na-

turally, many content network solutions are built on the Internet to guarantee an easy backward

compatibility and faster acceptance. The second, or middle layer, contains the existing content

sharing applications on the Internet, such as World Wide Web, Internet video services, and P2P

file sharing networks. These are the dominant ways of transferring content today and are all

built as overlay networks on top of the Internet. Here, an overlay network means a network of

linked Web servers or file sharing peers that are supported by the Internet infrastructure. When

content descriptions are embedded in the actual content files, this layer is the only network layer

to form a content network. The key terms are explained in detail in Section 1.2 Key Terms and

Concepts, p. 25.

In this work, the main interest is in the description information of the content files used for

naming and finding the content in the content network. Hence, content descriptions are exam-

ined separately from the actual content files. For example, the task of a Web search engine is to

separate or create descriptive information from all the Web pages it can find on the Internet, or

more specifically on the World Wide Web application built on top of the Internet. A Web search

engine does not access other content networks but the Web itself. Then, it creates an index of

descriptions of the found content to its databases, and lastly it offers this database of descriptive

information for searching. In its core task, a search engine does not store the actual content files

to its database or transfer them to a user. It has only descriptions and content location informa-

tion to offer in its database.

Another example is a BitTorrent P2P file sharing network that works in a similar fashion.

BitTorrent has torrent files that include the descriptive information of the actual content files,

see Section 3.2.7 BitTorrent Network, p. 163. BitTorrent's torrent files are stored and listed on

torrent websites that are very similar to the database of a search engine. They are both registers

of content descriptions and location information for the actual content. Now, if this description

and location information from the search engine's database or a torrent website were distributed

over a network of compatible nodes, it would create the third layer, a network of content de-

scriptions. In a conceptual sense, this content description overlay would be on top of the Web,
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BitTorrent, and all the other content sharing applications and would help find content just like a

search engine's database.

Yet, this third layer can include description and location information from all content net-

works of the Internet and it is not isolated to serve only a single content network, such as the

Web or BitTorrent from the previous examples. It is important that the third layer is also an

overlay directly on top of the Internet and is not dependent on the applications of Layer 2. This

means that it can include information on any future content networks as well. In this sense, Fig-

ure 1 on page 7 is indeed conceptual rather than presenting the place of Layer 3 as another Inter-

net application on Layer 2. Figure 1 presents Layer 3 as a top overlay to show that it can point

to any content anywhere on the layers below (i.e., it can contain information on any content

anywhere on the Internet).

These three layers of network will be referred to throughout this dissertation. The main is-

sues will be understanding the requirements for Layer 3, the metadata overlay, and designing a

possible technical architecture for it in Section 5.1.8 Metadata Overlay Network, p. 258. Natu-

rally, a major part of the research discusses the strengths and weaknesses of separating the de-

scriptive information from the actual content and offering descriptions elsewhere. Based on this

division, Layer 2 transfers the actual content, and the metadata descriptions are on Layer 3. This

means that the content network is formed by a combination of the two upper layers, 2 and 3. Ef-

fectively, a functioning content network needs both the content on Layer 2 and the means to

find the content on Layer 3.

This work argues that the functionality of Layer 3 is the most important part of the content

network. This is somewhat evident by the dominant roles of content portals and search engines

on the Internet. Many content portals and search engines do not actually store or transfer content

files, but they point to the content published by others. This important task of facilitating the

discovery of content by providing the descriptions of the content has led to winners and losers

in the Internet business. Without doubt, description facilitators will play even a more significant

role in the future, when more and more content is poured onto content networks not only by

professional publishers but also by amateurs. For a functioning content network, it is crucial that

the content description information is accurate and available.

Content description information is often already available in the content networks provided

by central registers, as in the example of the Web and BitTorrent. Furthermore, the most popu-

lar search engine on the Internet also includes torrent files, mainly because they are visible and

accessible via torrent websites. Yet, this proves that central registers can also include cross-net-
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work description information. Hence, it is important to show the benefits of the proposed decen-

tralized solution. The argumentation of this dissertation rises from the thorough background re-

search that considers viewpoints beyond technical superiority. This research has found many

reasons why the current state-of-the-art in content description registers might not be in line with

overall sustainable Internet and content network development. The reasons are reflected in the

research questions of this work, which are not technical in nature.

This research observes that large-scale content networks have a long-term global impact in

the form of usefulness as well as politically and environmentally. This observation reduces the

importance of many technological arguments compared with the overall goals of content net-

works. In this area, it is even more important that information technology serves the well-being

of mankind instead of glorifying recent technological marvels. This has become even more evi-

dent as content networks have increasingly become networks of users rather than serving data

exchanging computers. This work firstly asks for the factors that lead onto a more sustainable

ecosystem for large-scale networks. It secondly asks how to bring law and informal social con-

trol to content networks and make them more like an extension of society rather than a cyber

wild west. It thirdly asks how to encourage and facilitate the networking of people without a

necessary third party, e.g., a search engine company or a social networking website company.

To succeed in the task, this dissertation starts from the beginning of the Internet era and re-

peats the P2P design principles of the network of networks. It studies dominant content net-

works, P2P networks, and end-to-end systems. By analyzing end-to-end systems, this work un-

derstands a content delivery chain where both content source and player are in the control of the

same provider. Many end-to-end systems rely on WWW technologies, and P2P networks also

use websites as their data registries. Notably, WWW has been an overwhelming success, even

though it is not the only solution to build large-scale content applications. The aims in this work

are to learn from the existing solutions and avoid the pitfalls that have been compensated by a

dominant market position or a lack of options.

The rest of Chapter 1 contains an inspiring use case scenario that sheds light on a content

sharing world within which this work positions itself. A list of key terms and concepts follows

the use case scenario. Then, the detailed research questions and objectives are presented. Chap-

ter 1 ends with a description of the used research methodology and the contributed research

projects. Chapter 2 presents the results of the background research and the related work. It con-

centrates on mapping the history of content networks and understanding why development has

happened. Chapter 3 presents the system studies that have contributed to the research, both the
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applications made for this research and examples of related external systems. Chapter 4 lists the

bottlenecks and shortcomings discovered in the previous background studies. This creates the

foundation for the system design requirements presented in the requirements matrices. The con-

clusions of Chapter 5 lean on the research and understanding presented in Chapters 2–4.

1.2.  Scope and Positioning

It is important to position this work around some specific areas that are examined more

closely. Considering the wide spectrum of influencing issues in digital content networks, this

document follows an hourglass model to present the involved factors. The background and re-

lated work in Chapters 2 and 3 are presented to cover all the surrounding phenomena. This

background research is also used to recognize the key areas for this dissertation, which are ana-

lyzed more carefully in Chapter 4. The requirements raised in Chapter 4 are discussed in Chap-

ter 5, where the scope is broadened to capture the many consequences the findings might have.

Within the scope of one doctoral dissertation, it would not be realistic to cover of all the prob-

lems of existing content networks or to claim building a better global-scale network than the

state-of-the-art. Rather, the value and contribution of this work is in pointing out many of the

often-discarded issues regarding content networks and highlighting the shortcomings that result

from partial solutions.

The recommendations presented in this work are also partial and address only specific areas

of content networks. The prototypes built for testing the design decisions are also applications

for use in specific areas. It is a rare opportunity that a large-scale network would be built for

academic research and this is why testing has to be lighter. The prototypes presented in Chapter

3 are good examples of the research efforts around content networks. They help grasp the tech-

nical difficulties that arise from actually building a theory into code and getting user feedback

on otherwise non-existent software. Like an hourglass, the dissertation ends with a discussion

and conclusions chapter that offers the opportunity to widen the perspective again to measure

the results against the objective and discuss future work. The challenge in the positioning of this

work is to find the significant factors from the mass. As this work claims, even a few rather sim-

ple design decisions can influence large-scale content networks and the lives of millions of

people.
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This work starts from the needs of a single consumer and expands to include many aspects of

content networks with many stakeholders. Both WWW and P2P have benefitted from the social

networking features implemented vigorously over recent years. The creator of WWW and the

spokesman of the Semantic Web, Sir Timothy Berners-Lee, says that the recent social media de-

velopment is only the start and that user interaction will be utilized in many more ways in the

future [Berners-Lee, 2010].

Still, the environment of this dissertation is remarkably different than that of the Semantic

Web and the open public Internet. This is a very important distinction. Even though a content

network were very large serving millions of users, it would still be built on strict rules created

by compatible software. The rules and protocols of a content network do not need to be as ver-

satile as those of the protocol suite of the open public Internet. A content network is an applica-

tion on top of the Internet and it agrees on its conventions at a higher abstraction level. Further-

more, it can create its own protocols regardless of other content applications on top of the

Internet. The compatibility requirement in the case of content networks is downwards to the

lower layer that transfers the actual content files rather than horizontally to the competing con-

tent description applications.

Hence, the subject of this research is a closed network. It can support and satisfy a major

share of the consumer's computing needs, but it does not need to deal with the many challenges

existing on the open public Internet or the Web. One could argue that the content network is a

single purpose application without the burden of being general and supporting irrelevant activi-

ties, such as office and corporate use unless they share specifically the tasks the content network

offers.

From a social use viewpoint, the intension is not to create a standalone communication appli-

cation either. Social networking happens in the context of content. This means that when people

share opinions and comments about the content, this value-adding information is always

connected to the content. This kind of network is sometimes called a content-centered network.

In the lines of Layer 3 (Figure 1, p. 7), it is important how users help each other find consum-

ables in the content network. The social aspect and the requirement to support a multitude of ap-

plications rule out one-to-many content networks, such as broadcast and multicast TV networks,

that are optimized for one-way content distribution.

A modern content network creates a complex value network in contrast to a traditional value

chain. In respect of many roles, this makes it possible for an end user to choose their counter-

parts, such as online store and payment system, separately. In the following use case scenario,
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there are three content network user categories: content consumer Lisa, amateur content produc-

er Bob, and a professional content publisher, i.e., a media company. These three user roles,

which consume or make content available on the content network, are the key roles in this work.

By comparison, many research projects concentrate only on the first two roles omitting business

aspects or on the relationship between a consumer and a professional publisher. Naturally, there

are many other roles in the network that receive even less attention.

Yet, the role of the local network operator will gain more attention and this will be discussed

in separate sections, especially in Sections 4.2.4 Local Network Operator, p. 191, and 4.6 Sus-

tainable Communication, p. 230. The local operator is one of the greatest benefactors of the pro-

posed solution designs in this dissertation. Operators are also facing fierce competition from

novel actors that can enter their network from the Internet with competing services. Their ac-

tions actually influence how regular consumers see the Internet, for example how quickly the

content flows, what sites are uncensored, and what content gains priority. This makes their role

interesting. Executable computer programs and software developers are purposefully omitted

from this work because executable digital content involves many separate aspects of playable

digital content, not the least in terms of viruses and other malware. This work is about con-

sumer-oriented digital content, such as e-books, music, and videos.

The in-between role is a network service provider that offers content via a service interface

on the same content network. This is regarded as a significant role that will probably change

content networks more than any other factor in the future. A simple example is streaming Inter-

net video that flows from a service provider's server to a consumer, see Chart 2, p. 2. This work

contributes to the vision that content is the same regardless of where it comes from, for example

from a file server, a streaming API, or a sensor. In the next step, there will be service providers

that offer computing power to the tasks designated by the consumer. All the content network re-

sources from files and streams to sensors and computing resources can be described in a com-

patible way. However, the aspects of the envisioned service-oriented architecture and grid and

server-based computing are left to a future discussion. Within the scope of this work, the ser-

vice-oriented grids are presented as a strong contender of where content networks will develop

next.

The use case scenario also discusses content sales and e-commerce. One of the focus points

of this work is making a commercially viable content network. However, the focus in this area

is on the network and content distribution rather than on payment systems or customer relation-

ship management, for example. This work will not explore the many possible business models

13



that could be implemented to the proposed content description design either, although the de-

sign considers this and it gives possibility to freely apply, for example, all the business models

viable in the MPEG-21 framework. Furthermore, this work does not propose a new consumer

device or a display, although it includes a prototype media box for research purposes. The user

interface of the end-terminal is not the focus either. This work does not aim to support a

portable device or mobile Internet. This is considered in the overall approach and in prototypes,

but the proposed design is for a fixed content network and a normal living room environment at

home. Also, networking the various devices at home is not within the scope.

1.2.1.  Use Case Scenario

This dissertation work is illustrated by the following use case scenario that highlights many

of the research questions and viewpoints. The scenario is a reader-friendly way of explaining

the objectives and functionality of the intended solution and providing a quick preview of the

many phenomena that are directly related to the research area. This scenario is a combination of

the end user viewpoint and the future vision, where this work positions itself. In the course of

the scenario, the narrative is often extended to include several involved parties and to explain

the immediate bigger picture of the events. It is a tool to place the work in the complex environ-

ment of much research, many technologies, and various business sectors. Right after the use

case scenario, the next section will define further the concept of the content network as it is un-

derstood in this work. It is important to understand that although this use case scenario, the in-

troduction, and the background work for this research cover an overwhelmingly wide area of

challenges, technologies, business sectors, and scientific areas, they are included merely to give

a solid stepping stone for the proposed solution. Later, many of the discussed issues will be

omitted from the final scope of this dissertation. The solution will not try to provide an answer

to all the raised issues, but is designed to consider them and to co-exist in harmony.

The starting point of the scenario is mundane: the user, Lisa, wants to watch a movie on her

display. One purpose of this scenario is to show how much can be involved in such a simple ac-

tivity and how quickly the activity of consumer content consumption is evolving right now.

Lisa's consumer display might be attached to a computer, it might be her living room TV, or it

might be a portable display. The display is not important for this use case; rather the discovery,

transfer, and consumption of the content are interesting functions at first. There are several ways
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to distribute content to consumers. Often users, such as Lisa, have several devices at home to

choose from. Many factors, such as the capabilities of the end-terminal and the location of the

home, can influence which device she will use to acquire the movie and where she gets it from.

This is the marketplace where PC, TV, set-top box, multimedia server, home theater system,

wireless portable device, and numerous other consumer electronics devices compete. More and

more devices work like computers in that they are connected to the Internet for digital content.

Lisa switches on a consumer device with a small computer inside. The hardware of this de-

vice is capable of connecting to the Internet and playing the movie, which really are the mini-

mum requirements for these multimedia devices. Another purpose of this scenario description is

to show that the required functionality of the use case is already satisfied by many computer-

based consumer devices, even though they are called different names. In this research, it is im-

portant that the user is not bound to any one specific computer brand or provider, or to a pro-

totype device that would be the objective of this research. Rather, this scenario is based on a

prediction that entertainment devices will become open platforms as personal computers be-

came, equipped with standard circuitry and operating systems by many manufacturers. Thus, the

choosing phase of the consumer device and the description of the terminal already distinguish

this scenario from the end-to-end concepts and other research environments.

Furthermore, Lisa does not look for the movie in any specific online store but rather she

wants to shop around, explore the offering, and find a good price for the movie she wishes to

see. This user behavior is similar to shopping for tangible goods. Lisa uses a free movie applica-

tion that is similar to the popular Flixster service on the Web. Flixster is a social networking site

that offers a meeting place for movie enthusiasts in the context of movie reviews and sales. In

this scenario, similar to the end-to-end content services, Lisa's movie acquiring and watching in-

formation is directly connected and stored with her personal profile. Her movie application logs

and records her movie preferences, searches, and play history. This profile logging is an impor-

tant phase of the use case scenario and links to the architectural features of the recommended

development direction.

Lisa's movie application adds data to her generic personal user profile. The contributed data

by the movie application can be application-specific, such as notes on which movies Lisa has

commented on, who are her friends in this movie application context, who share the same movie

taste, and whose reviews she has trusted the most when selecting her movies. Often this kind of

context-specific information, which is unrelated to the actual business transaction, is in use only

by the application, the Web service, or the shop that recorded it. A few parties who can offer
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cross-organizational covering data have created lucrative businesses just by making this infor-

mation available. This dissertation studies the opportunity and involved requirements to open up

this kind of information for all the actors on the network without jeopardizing user privacy. The

data is opened to all the applications regardless of the context. This cross-context use will create

many interesting use scenarios. For example, an e-book application can use the information that

the user likes and buys romantic movies in the movie application. This information can then be

used in the e-book application when sorting the relevance of the search results. This connectivi-

ty beyond conventional links is used when Lisa starts browsing content on the network.

Lisa's lightweight browsing application is made movies with in mind, but it does not contain

even all the movie information in its own database. In a similar way to many mash-up applica-

tions and services, it uses services on the network to pull additional information, such as actor

bios and reviews by big newspapers. It is important to notice that, in a similar way, the applica-

tion can connect to all kinds of content on the side of movie browsing. It extends the user expe-

rience beyond the closed single application domain. Context-sensitive browsing provides infor-

mation about anything the system thinks is relevant, just as popular AdSense and iAd systems

by Google and Apple respectively. At its best, it can find connections that the user would not

have thought or found themselves. At its worst, the presented hits might look like a bad com-

mercial of uninteresting things.

Increasing the relevancy and accuracy of presented information by sorting search results bet-

ter is the key factor of any information retrieval system. Gathering more information from the

network and connecting it to user behavior helps understand what users themselves think is re-

lated and relevant. The benefit of using the same user profile over different content contexts is

obvious not only to help sort out what is relevant but also to support the user. Lisa sees people

who she has trusted in another context, e.g., whose reviews she liked in the movie context and

where she found valid services and content earlier. To put it in other way, Lisa can move her

own likes and dislikes, reputation information, and her findings on the network to many other

communities, shops, and contexts. This is important because the network offers all kinds of con-

tent from many providers at the same time including e-books, music, movies, games, and so on.

Currently, it is typical that different content types have their own strong communities, service

providers, and applications that have proved to be the best in this context. Still, the long time

participation and gained reputation in one community might not have a meaning in another

community with a shared context, not to mention in a community with a different context. For
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example, a trustworthy tradesman from an auction site needs to start building their reputation

from the ground up on a movie sharing site.

Lisa has the motivation to find a particular movie. Her friend, Bob, has published his fourth

indie film and Lisa wants to watch it. Furthermore, she promised to take it to the get-together

with her friends tomorrow. They will project the movie onto the screen at her friend's house to

celebrate Bob's 100,000 viewer milestone. Even though Bob is modest about his short amateur

production career, this fourth movie has attracted a small cult following and indeed over

100,000 viewers have already seen it over the first month. This is a pretty good achievement on

a YouTube scale, even Bob admits. Bob has set a one dollar fee for the high-definition version

of his movie. If 40% of the viewers have paid this to view his movie, he might start making

movies as his main job soon. Without an efficient Internet distribution this kind of overnight

success story would have been impossible.

In the past, small filmmakers such as Bob needed to struggle to get into the distribution

channels owned and controlled by a few big media companies. Now, indie and amateur produc-

tions find their ways to large audiences without traditional middlemen. This has dramatically

changed the industry while luring more and more amateurs to provide content. Lisa has also

done some video editing as a hobby and is very excited about Bob's success. She wants to use

the cool special effects sequence from Bob's movie in her own production, which she plans to

publish following Bob's example. She knows that Bob licenses his productions using a license

that permits the reuse of his material in non-commercial derivative works. This is fine for Lisa

because she knows that she cannot start charging for her content immediately; she needs to

build her name and reputation first.

A good reputation in movies can also bring benefits to Lisa. Established amateur moviemak-

ers gain access to the online movie club that makes its network resources available only to

members. For her first movie, Lisa has not actually done any filming herself. She has edited and

remixed her production using bits and pieces of the songs and movies she found on the same

content network she uses to find Bob's movie now. She has noticed that many of the movies and

songs by amateurs are mainly remixes of reused parts from other sources. People use remixing

as a way of expressing their opinions, themselves, and just joking around. Some people use it to

deliver documentary material of matters concerning them. This way many things have already

gained a wider public knowledge and politicians have needed to pay attention to correct them.
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When Lisa is about to start typing the name of Bob's movie, she notices that it appears on her

display recommended by the movie application. The main reason for the recommendation is

that her and Bob's mutual friend has already watched and reviewed Bob's movie; hence, the re-

view by their mutual friend raises the importance of Bob's movie on Lisa's movie profile view.

Friends often share the same humor and content tastes. Among friends they have agreed to pro-

mote each other's works by reviewing them and making the reviews public. Reviewed content

items usually attract more attention on the content network. Since Lisa and her friends have

been serious movie enthusiasts and network users for a long time and some of them even

produce their own content, other users respect their comments and reviews. They have built a

reputation both as a group and individuals.

Although Lisa had already found Bob's movie on her front page, she is curious to search the

network with Bob's movie name to see what she will get out. She selects a small arrow next to

the movie name and the search is performed. She notices that there are several content items

with the same name, movies and songs mainly. However, using her profile information the

movie application has placed Bob's movie on top of her search results list. She selects Bob's

movie. Lisa sees that there are already several reviews, comments, alternative content descrip-

tions, and ratings for Bob's movie. The movie also has subtitles in six different languages, trans-

lated by fans. She follows the link to derivative works and finds out that three other users have

had the idea of detaching and using a special effects scene from the movie. There is also a paro-

dy of Bob's movie, a short video clip supposedly filmed with a webcam. Even though the video

quality of the parody clip is bad, it is very funny. She also notices that the system recommends

"Gone with the Wind" for the users who have liked Bob's movie. Bob must be impressed by

that! As an evergreen classic, Gone with the Wind enjoys popularity on the network and now it

is connected to and promoting Bob's movie as well. This could explain part of the success Bob

enjoys with his latest movie.

Lisa decides to make a custom playlist of all the information she has found during her

browsing. A playlist is basically a bookmark list to the content items on the network. The list

can contain all kinds of media components mixed together, such as comments, derivative works,

license information, different sources where to buy, and subtitles in various languages, which is

handy when designing a multimedia presentation, for example. It is important to note that all

this time Lisa has moved no actual content files on the network. An actual content file is the

original published work, for example an e-book, song, or movie file. She has only used the in-

formation provided about the content items and at most only this descriptive content informa-
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tion has traveled on the network. The response time of the user interface is quick because of the

proactive mechanism of the system. Most of the information she uses is already in her device

even before she calls for it.

Finally, she selects the movie from a member-based club list that provides it free. She has

gained membership of the club by writing so many movie reviews and gaining enough audience

for these reviews. This is one of the many ways how regular users can work for the network and

gain benefits. Other listings sell the same movie with different prices based on availability and

quality. Prices differ from 30 cents to 3 dollars. So, Bob's one dollar price is really just an au-

thor's or publisher's suggested retail price. In reality, the prices will be defined in real time by

supply and demand.

The future vision of this dissertation is that large-scale content networks will struggle to sat-

isfy the exponential growth of the Internet. Hence, it makes sense to build mechanisms and in-

centives that help users work for the network and take advantage of its whole capacity, includ-

ing consumers' end-terminals and broadband connections. In this scenario, the lowest sales

prices are offered by private people who try collecting money in return for exceptionally fast

uplinks of their broadband connection for content downloads and streaming. By paying, another

user reserves a part of their uplink capacity for private use. Naturally, it is wise to prefer those

other users who really keep their devices up and running after payment, i.e., users with good

reputations.

It is important to note that in this scenario the presented pricing might be for the delivery of

the content and not for the actual price of the content. These are two separate transactions. In

other words, the private party offering the content from his computer does not necessarily own

the content, but offers the relaying content delivery independent of the original source of the

content. This happens all the time on the P2P networks that allow private users to offer the latest

Hollywood films from their private personal computers. P2P networks have actually created a

popular content distribution mechanism that efficiently delivers content on the rights owner's

behalf. The rights owners would have no objections if somebody else delivers their content and

does the work as long as they get paid for the content.

Lisa proceeds to watch the movie. She does not know the video and audio applications she

needs for playback, or what encoders, containers, and compressing algorithms Bob has used to

encode his movie. She does not know if her consumer device supports this movie format. How-

ever, Lisa does not need to worry because the information regarding the coder technology is in-
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cluded in the accompanying movie description. Using this information, the movie browsing

application calls for a suitable player application on the network to show the movie.

Next, the movie application presents a list of player applications and services capable of

showing the movie. Applications are traditional downloadable software that you install to your

own device. Yet, the easiest way to play content is through network services that do not require

installation and maintenance by the user. The services show up like any content on the network

and are discovered using the same search functions. The descriptive information of their net-

work interface explains them as services. Their main purpose is to offer computing power on

their own platform, so they work much like Web services on the Web.

In the case of the movie player, the processor-intensive decoding would be performed on the

network service. The service would download the content from the network, so it can also use

the broader download bandwidth compared with that of the consumer. The network service

opens a window to the user screen and sends the consumer a terminal-optimized video stream

over the established end-to-end connection. In general, this means that Lisa has the computing

power of the big network servers on her small consumer device. She has not upgraded her con-

sumer device for years because it is not necessary to increase the end-terminal's computing

power. Sometimes these network services charge a few cents for their services. Often they are

free in the hope of building a user base for their other chargeable services.

Since Lisa watches movies so much, she has previously picked her favorite movie player ap-

plication and it is located on her own device. This approach has some benefits over network ser-

vices: the player application has been optimized especially for the hardware of Lisa's device and

she can watch content offline on rare occasions. The movie player is a different piece of soft-

ware from the previously used movie information searching and browsing tool. Even though

they work seamlessly together, they can be developed and upgraded separately. The small de-

velopment team of the movie player updates the software remotely from the network after Lisa

authorized them by becoming a customer.

The movie application sends a play request to Lisa's own movie player, as directed on Lisa's

profile. The player application needs to download a new decoder software plugin to play Bob's

movie. Three developer groups compete to provide the best decoder plugins for the newest

movie encoders. Lisa has previously included within her profile that she wants to use the latest

stable plugin from any of these three groups and but not from anybody else. All the described

check-ups and information exchange happen quickly. They are totally transparent if the user

profile already includes answers to the necessary selections. For example, the consumer might
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choose to always use content and services of some single shop, which returns the scenario back

to the traditional end-to-end distribution.

There is only a short lag before the movie starts. Among the 100,000 viewers of Bob's movie

on the network, many still seem to have the movie on their devices and soon Lisa is streaming

the movie from 80 different locations on the network at the same time. Since she is watching the

movie provided by the movie club, the player automatically takes advantage of the club's pre-

paid accesses to some professional movie deposits. The movie club itself does not store or host

any movies, even though Lisa selected the movie from their list.

Like the club, there are many so-called virtual organizations and shops on the content net-

work that provide services found elsewhere on the network. This is a similar relationship as be-

tween retailer and wholesaler or contractor and sub-contractor. Some retailers have established a

visible presence in communities or have discussed a mass discount to some services, which

make them a potential seller on the network. Some parties are simply better marketers with high

reputations, which make them better sellers than the original source of the service. The point is

to bring the familiar business mechanisms to the truly open digital content market environment.

This dissertation argues that this has not been achieved by the World Wide Web, which has

turned the network into scattered islands of providers while some of the biggest players dom-

inate the market without giving smaller players an equal standing. Rather, the aim should be to

provide greater selection to the consumers and users of the network, to develop the digital goods

marketplace further, and to offer a legal alternative to the illegal copying of content in the same

marketplace.

Lisa continues watching the movie. Her movie player keeps on downloading the fragments

of the movie from the network nodes that offer the best service and speed while meeting the val-

idity and integrity criteria stated in Lisa's profile. Even though much of the described function-

ality continuously depends on Lisa's profile, it does not mean that she has needed to type in this

information at any one point. Rather, the profile is an accumulation of small answers Lisa has

given when she has used her consumer device and its different applications. The same profile is

shared by the other devices she uses on the network. The profile is updated based on her content

consumption, network using behavior, and click-through patterns.

Based on the earlier recorded information in Lisa's profile, the movie player automatically

prefers the connections that have a better reputation: they are online more often, they stay online

if somebody is using them, and they offer valid content. Lisa has provided other users more

content from her own device, so these users are preferred as her downloading source in return.
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The normal use of the network creates different kinds of ad hoc social connections that can be

used to form a mutual trust, e.g., "she has been nice to me, I will return the favor." This kind of

rather obvious social mechanism that is visible and well studied outside computers still has its

place in content networks.

Lisa thinks that using the content network without her own profile would be like returning

home to notice that all your furniture and personal belongings are missing. The home would be

only an empty shell. Likewise, it would be unthinkable to enter the content network and to al-

ways start using it from the beginning, as users do repeatedly with various websites. The profile

is an accumulation of years of network use and helps in the many repetitive steps users make in-

tentionally and unintentionally while using the network. The profile also protects the user from

unreliable content, users, and resources that have been discovered and marked by her and by the

collective use of her friends and other contacts. Eventually the connected profiles create a net-

work of trust that is difficult to penetrate with unsolicited messages, viruses, or other intrusions.

Lisa does not need to meet a new content provider with only blind faith. This is further dis-

cussed in the sections about the trust, reputation, and security.

Lisa's player continues downloading data from a changing number of locations. The player

makes sure that the movie streams smoothly and continuously. It balances between devices

connecting and disconnecting on the network. It always buffers content for unexpected interrup-

tions. Each new buffer adds to the stability of the system. Automatically the most buffered or

cached content is the content watched the most. This is a built-in mechanism to provide popular

content from many locations on the network. It is an effective breaker of network bottlenecks.

In addition to the big professional content deposits, the most reliable content sources are the

various computers provided by Lisa's own network operator. The customer terminals provided

by the operator are installed to constantly balance network traffic.

All the storage capacity, computing needs, and streaming capabilities that can be moved

from the operator's data centers to this consumer device grid, while maintaining a sufficient lev-

el of service quality, will lessen the operator's expansion and power needs. Hence, leaving the

network and the hardware at customers' homes is also an important part of the operator network.

This is not against the current network structure where operators have big area servers as large

capacity network nodes. These measures are important fail-safe nodes and reliable sources,

since they are located geographically close to the users. From the end user point of view, Lisa

does not care where the system delivers the content as long as the quality of the service remains

satisfactory and the content is valid.
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After Lisa finishes watching the movie, she goes back to the movie information and accesses

the video index data attached to Bob's movie. This is the moment when Lisa, the content con-

sumer, becomes Lisa, the content producer. She already has an idea where the desired special

effects part is in the movie. Moving a slider along the timeline, she goes through the movie in-

dex and previews the low-resolution version of the movie in a small window. Creating low-res-

olution versions of the content is a shared task for users and applications. The publishing appli-

cation Bob used to make the first movie version available might have created the low-res

version automatically. Bob might have wanted to support the application Lisa and their friends

use by creating the low-res version for it. The low-res version might also have been produced by

another movie application later. Lisa might also create it herself. At its best, the video index in-

cludes descriptions for the scenes enabling a textual search of the events in the video.

Once the low-res version is created, it becomes available on the network for all applications

and users. Information of all versions is added to the content-describing information, which

links together the actual content, its descriptive information, and all the available versions. From

the video index timeline, Lisa can also access any of the movies that have used parts of Bob's

movie or the movies Bob used to create his work. The linking information is extended to in-

clude relations to source works that might have affected license rules for the derivative works.

The user interface lists also other works that the involved authors have produced and works that

have similar descriptions or ontological meanings. This way every content item opens multiple

links to the neighborhood of this particular item. Links might be to users who liked this content,

to semantically similar content, to a source work, to an author's other works, to a playlist that in-

cludes this item, to user communities that have ranked this item high, and so on. Any network

item can have a relation with each other, which is often pointed out and linked by using the col-

lective wisdom of the network users. These links are valuable when defining the relevance of

content items to any particular user.

After Lisa has marked the part of the movie she wants to have, she downloads this part of

Bob's movie in the high-definition version. This high-definition version is the version Bob up-

loaded in the first place. Lisa can be sure of it, because the original movie and all its unaltered

direct parts include Bob's digital signature. This is also the way for professional publishers to

brand their content products and make sure that the consumers know that the content comes un-

altered from the original source. Many consumers are willing to pay to get the content directly

from the original source, in high quality, and before any other place can provide it. There are

many competitive advantages for professional publishers in this environment.
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The part of the movie Lisa downloaded for her editing is immediately usable and transfer-

able from her computer to other users of the network. She just watched the whole movie using

similar kinds of movie fragments as she has on her own device now. The small part of the whole

movie downloads quickly from the network and Lisa fits it into the spot in her own movie. She

wants to send her own movie to Bob to preview to get Bob's comments at the party tomorrow.

Normally, Lisa would leave her computer on for the whole night to encode the high-defini-

tion version of her movie. Now, she uses a network service that offers the combined computing

capacity of the network for processor-intensive tasks such as encoding a high-definition video.

The network service keeps track of the available computing power of the users who have a deal

with this service. A small compensation to the users is an excellent incentive for them to keep

their devices powered on and connected to the network. The system can also use ad hoc devices

and systems that have not been allocated to any preallocated service. Now, the selected network

service is located a share of its computing resources for Lisa's encoding task. By paying some-

thing for the service, Lisa could have received even more computing power, but it is enough for

her that she watches a few ads and gets the movie encoded in minutes instead of hours.

After encoding finishes, she sends the ID tag of her movie to Bob via the built-in messaging

system of the content network. ID tags are hashes that the system uses to address, name, and

link everything on the network. With this unique ID Bob can find Lisa's movie file regardless of

its location on the network. This is a crucial feature since the content keeps moving and is

copied on the network all the time so that the system automatically transfers files and makes

sure that everything can be found as efficiently as possible. Moreover, it is not deliberate that

any of the small consumer devices turned into a host serves a large number of connections all of

a sudden. The storage space of the connected device is divided into the personal area that stores

everything the user has specifically selected for storing, such as Lisa's special effects cut of

Bob's movie, and the encrypted common area that can be used by the network. The common

area can contain any information from popular content to sensitive personal information frag-

ments as explained earlier.

On the next day, Lisa goes to her friend's house where there is a compatible consumer net-

work device. When the time comes to show Bob's movie, Lisa plugs in her small key ring to the

consumer device. This key ring is actually a small computer with a processor and a flash memo-

ry circuit containing her profile information. The key ring is powered by the port it is plugged

into and can perform the encryption and decryption required to use safely Lisa's profile without

making it vulnerable to the device where it is attached now. The profile on the key ring takes
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over the compatible consumer device and Lisa sees her own user interface and selections as she

would if she was using her own device at home. She proceeds to show content items she collect-

ed yesterday to her playlist.

Since she has her own device switched on at home, this is the first place where the movie ap-

plication goes looking for the content items. Although the movie is transferred to Lisa's friend's

device, he might not be able to watch it later. He needs to have the rights to view it. The friend

needs to pay for the rights to watch, if he does not belong to a group with benefits such as Lisa.

If there are restrictive rights associated with the content, it is always stored encrypted on the net-

work, i.e., on connected devices. This is why all the compatible devices usually include a de-

cryption chip on their hardware (a regular PC can also decrypt the content).

Because some regular PCs do not have the compatible trusted platform modules (TPMs) in

them, some content providers have encoded their content to open only on devices with the mod-

ules. A user can also buy content without any kind of rights coding, but usually pays more. Lisa

needed this kind of uncoded version since she wanted to move the movie fragment out of the

content network for editing. On the content network, there are also content items that have been

bought by one user and made available free of charge for everybody else. However, in this case

they are lacking the original digital signatures, so they can be immediately recognized as repub-

lished content.

1.2.2.  Key Terms and Concepts

This dissertation studies many concepts and models that have only recently surfaced in the

academic world. Hence, some terms are still unclear in their meanings and definitions and lack

wider acceptance. Furthermore, it is important to introduce the main terms and concepts of this

work to separate them from possible different uses in other scientific works.

The most important term and concept of this dissertation is content network. Although this

term does not include the word "digital", in this work content network always means digital

content network, i.e., a network for digitalized content or digital content. Content network is

chosen to describe both a computer network, the actual underlying technology between comput-

er hosts, and the result of the study that includes more than mere technology. There are many

terms that mean almost the same or are closely related to a content network such as "content de-

livery network", "content distribution network", "content-centric network", "content-centered
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network" or "content-based network", for example. "Content addressable network" (CAN) also

became well known as a distributed infrastructure that provides hash table-like functionality in

an Internet-like scale by [Ratnasamy et al., 2001]. Recently, the term content network is most

often found to mean the Google Content Network (that is, their way of selling Web ads to

connected websites), which has nothing to do with this research or the use of the term in this

dissertation.

The next term is digital content, which also has many widely used meanings. It can refer to

any information transformed into a digital format regardless of the storage medium. It certainly

could cover everything found on the Internet, because to transfer content on a computer network

it needs to be in a digital format. However, the term "content" has come to mean everything dig-

ital but not computational. Hence, the term is rarely used to describe executable software and

applications, even though they are also in a digital format and often distributed next to other

content. In addition, content is seen as unstructured data. If content has a structure, it is instead

called a document, a file, a database, or whatever it forms with its structure. More specifically,

this work understands digital content as true to its heritage from media production and publish-

ing. In this context, it is used to describe textual, graphical, audio, and video material. Software,

such as computer applications and games in a form of one or many computer files, are ad-

dressed only from the single viewpoint: as a player to the content.

Distributed network is a term to delineate a communications network based on connecting

each station to all adjacent stations, rather than to just a few switching points, as in a centralized

network. To be a pure distributed network, two rules must be met: 1. all the nodes in the net-

work should have similar behavior and 2. no network structure or organization is assumed. The

term decentralized network is also widely used in this work and brings forth specifically the

distinction to a centrally administrated network. The content network in this study is said to be a

distributed network because of its close relationship to distributed computing. The content net-

work as the objective of this dissertation is a distributed network extending its behavior towards

distributed computing by using shared computing resources.

This research leans on the domain of entertainment content for consumers versus business-

to-business uses. It mainly discusses content as multimedia (i.e., video, audio, image, and text),

but also software applications when they directly benefit consumed entertainment content or

certain actions in the content process. When addressing content, applications, and computing

power on the network, the term used is a resource. The philosophy of this work is that all the re-

sources located in the same network should be usable through the same application. Since the
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content network can include more than just digital content, the network resource, or just re-

source, describes all the usable elements of the network from computing power and storage

space to digital content and bandwidth.

A P2P network is a distributed network where any computer on the network can be a client

and a server and any computer can access the files on any other computer in the network. How-

ever, there are many different kinds of P2P architectures in use today. For some of these archi-

tectures the rules of a distributed network are not met. The various architectures of the P2P net-

works are discussed in the background chapter of this work. A P2P network has come to mean a

file sharing network where users exchange content files. In general, a P2P network is a technol-

ogy that can be used for many systems and applications. The background chapter will also give

examples of these other uses.

Closely related to a P2P network is an end-to-end principle. This is used in many distributed

systems to push the intelligence as close to the nodes that control the communication in contrast

to a central model where the intelligence is in a server and clients are as simple as possible. This

is one of the main original design principles of the Internet, that is leaving the actual network

for mere data transport and making room for various applications to use it as they please. Argu-

ing about the strengths and weaknesses of content networks, the location of intelligence in the

network is one of the key matters in this work. Additionally, the text refers to an end-to-end sys-

tem in a more business sense: it means a data delivery connection between a content publisher

and a consumer where the publisher controls both ends of the delivery, e.g., the content server

and the player.

From a system design point of view, it is important to distinguish between digital content

and data. In this work, data is always digital and is a technical term. Data is the lowest level of

abstraction. It is stored in computer files regardless of its content. For example, data can be an

application, a configuration file, or descriptive information stored as a file. When data is de-

scriptive information, it is called metadata in this work. A common definition for metadata is

"information about information" or "data about data." If a particular part of the dissertation does

not want to emphasize the technical nature of metadata as data, it is called information that is

the next abstraction level upwards. The term "information" does not consider how information

is stored or whether it is digital. Metadata, like data, is always digital. Metadata is another key

term for this dissertation. In the system design, metadata will be divided into categories based

on its use and nature, for example social, legal, and technical metadata. The system design chap-

ter will explain in detail the distinction between various metadata types.
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The separation between content, data, and metadata becomes obvious in the system design.

The design uses this abstraction to separate data traffic to various overlay networks in the sys-

tem. An overlay network is a logically interlinked computer network on top of another network

with links to the underlying physical network. For example, a P2P network is an overlay net-

work running on top of the Internet. The design will separate content to 1) the actual data files,

also-called as actual content files, that are transferred on their own overlay and to 2) the de-

scriptive information, i.e., the metadata that is attached to the actual content files, but is trans-

ferred on a separate overlay. Both overlays have interconnecting links and both connect to the

underlying Internet. The term content item, or digital item, is reserved to describe the entity in-

cluding an actual content file and all its connected descriptions, or the metadata. This disserta-

tion work concentrates on the latter, the metadata overlay, which can use totally separate means

for resource discovery and data transfer than the actual data files of the content. Overlays are

also a way to divide and address information technology challenges as separate problems, which

is taken advantage off in this dissertation work.

A closely related term to content is publishing. In this work, the term is understood in a

rather traditional form. It is the activity of making information available, also-called publica-

tion. On large-scale networks with a great number of users, this is usually an irreversible action.

When the content is made available, it can start spreading in an epidemic manner and this makes

it impossible to remove all the possible copies from the network. Hence, publishing is a very

important activity with a certain responsibility, or at least an awareness that the content might

be beyond control after its publication. An important distinction is also that on a distributed net-

work a user does not upload or transfer the content to any special location on the network for

publishing. The content is made available (i.e., published) on the user's own terminal, which

makes the activity so much easier that it is difficult to comprehend its true meaning. This is dif-

ferent to the old world where large-scale publishing activity was the privilege of only the large

capital companies. The background chapter will discuss this change from the viewpoints of both

publishers and the content business.

Publishing has become an important activity among consumers as well. Consumers have be-

come amateur content producers and professional publishers, which mean regular network

users who make content available on a content network to share it with other users, both ama-

teur and professional. An important distinction is that the content is not sent to anybody particu-

larly, but is available on a content network. The term to describe the content created by con-

sumer participation on the content network is participatory media. Consumers participate in

28



many ways on the content network by producing comments, making descriptions, writing re-

views, sending messages among themselves, and so on. This kind of activity is not publishing

from the viewpoint of this work. In this work, the clear distinction between publishing and other

means of participatory media is mapped in the system design using the overlays. The publishing

activity always creates a new content item to the actual content overlay. Other participatory me-

dia goes to the metadata overlay.

For example, an amateur producer publishes a song: the actual content file of the song, e.g.,

an MP3 file, goes to the content overlay and its descriptive information, i.e., metadata, goes to

the metadata overlay. Another consumer writes a review of the song: this goes to the metadata

overlay connected to the same song. The review is seen as extra descriptive information to the

song. A third network user gets an inspiration of the song and writes alternative lyrics for it in a

form of poem. If the third person publishes their work, it is a separate content item and the

poem goes to the actual content overlay with its description to the metadata overlay. However,

the third person can also submit their work as a comment to the original song and then the text

goes to the metadata overlay as descriptive information to the original song. The distinction

comes also from the fact that metadata is always textual data in this system. It cannot contain

pictures, audio, or other media types.

When the World Wide Web is the underlying content network, a publisher establishes the

presence with a Web server that they use to run a website. Sometimes, websites are called Web

services and are contacted to browsers. A browser is a client application that communicates with

a server using a compatible communication protocol. To broaden the viewpoint beyond the

World Wide Web, it is necessary to redefine the mentioned terms that have a specific meaning

when talking only in the context of the Web. In this work, the terms server and client have spe-

cific technical meanings that are explained within the client–server architecture. A server is dis-

tinguished by its function to serve data to other nodes that connect to it to access this data.

Servers are lacking similar peers in the computer network, which means that they do not create

P2P networks even though they relay data they fetch from other network nodes.

In this work, a service is an interface rather than a server. The interface of the service is of-

fered to the network for other computers to use. A service is typically provided by a system that

can be anything from an application or a database server to a cluster or a grid of computers. Ac-

tually, this work breaks out from the traditional way of seeing a computer as a desktop computer

or a PC. A computer means any electronic device that has a microprocessor and the capabilities

of computing data. Today, computers come in many forms, especially in consumer electronics
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devices. The challenge is to connect all these different kinds of computers to the same content

network. A service-oriented network holds great promise for highly usable interoperable com-

puter systems.

Similarly, an application can be a simple client software contacting a server, but as a term it

can also represent a large system, a whole overlay network, that is located on top of the Internet.

The World Wide Web is an example of an application on the Internet. The Web is also a content

network. Hence, a content network is an application and there can be – and there are – many

content networks simultaneously on top of the Internet. It is possible to argue that there are also

many global computer networks that compete with the Internet. Yet, this work does not regard

the Internet as an application or a system, but rather as an underlying infrastructure to build on

and to develop further as a global computer network.

Consumers who share content among themselves are often directly connected: temporarily

based on some search criteria for the time of the content transfer or more permanently using

contact lists based on e-mail addresses or other user identifiers. The structure created by the so-

cial interlinking and connectivity between users is called a social network. A social network can

be seen as an overlay network on top of the content network, although it is non-technical in its

nature. Wasserman and Faust define a social network through its relations: "a social network

consists of a finite set or sets of actors and the relation or relations defined on them" [Wasser-

man and Faust, 1994]. The presence of relational information is a critical and defining feature of

a social network, they say. The concept of relation is another core term for this dissertation.

However, this work will extend the use of relations beyond the connections of the users or ac-

tors as in social networks. This work studies relations between different network entities. Since

several types of relations connecting individuals can be identified, extended social networks are

inherently multidimensional and complex structures.

Relations between people are also vulnerable to abuse. Privacy is one of the key concerns of

this study. It is meant as an effort to provide only the necessary information in each transaction.

To protect users, the design depends on one-way cryptographically secure hash functions. Hash

functions are mathematical algorithms that are relatively easy to compute but difficult to invert.

For example, from the same file a hash function always computes the same hash that is a trun-

cated string of digits and is easier to store than the actual file. Often in the context of databases,

the key is used to refer to a value to look up a particular row in the database table. This work

uses the key as a value to unlock encoded data, e.g., a password can be a key that gains access
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to an encrypted message. The other terms and concepts are explained under their respective sec-

tions and when they are encountered in the text.

1.3.  Research Questions and Objectives

The overall research question of this dissertation is

How to build a better content network?

After defining the term content network in the previous section, the question focuses on the

qualitative word better. To understand the meaning of "better" in this context and to state what

is a better digital content network it is necessary to understand existing solutions and their short-

comings. Since the topic of this dissertation is broad, it is obvious that the discovered shortcom-

ings are numerous and in many different areas. Thus, some of the directly influenced areas have

been raised for a closer examination and some related areas have been discussed at a more gen-

eral level. This approach has been necessary to safely say that the recommendations consider

enough viewpoints to be valid and improve content network design. Within the scope of this

work, a content network is considered better if it fulfills the objectives set out in this work.

After the introduction of the research questions and objectives, the contribution section will

discuss the outcome of this research in the selected work areas. The final analysis by the end of

this work will draw conclusions about whether the improvements in the selected areas are

enough to improve the design of the whole digital content network . The analysis will now re-

turn to the research questions and objectives in light of the reached recommendations.
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1.3.1.  Research Questions

This dissertation is motivated by the recent development in the area of content networks.

Even though the area is full of small changes, several phenomena are more significant in that

they have really shaped the content networks of today. This research will focus on three areas

that have attracted a lot of attention in the mass media. They present megatrends that shape the

world.

(R.1)  Ecosystem of large-scale content network

– What is a viable alternative to a client-server model of today's content networks?

Traditionally, the development of content networks has strongly favored big companies that

have built a dominant position in the content market. The legal fight against P2P file sharing has

been a fight against the technology that offers an alternative to the old conventions to acquire

content. The most established P2P file sharing systems have been shut down or ill famed in pub-

lic. By contrast, the most successful search engines and content services have entered the arena

with centralized solutions that draw millions of people to a few websites. Even though a dom-

inant search engine links to illegal content and the most popular video services include commer-

cial material for free, they have managed to continue their businesses.

More importantly, the success of these few big actors has highlighted many shortcomings in

the content network technology they are based on. Big operators struggle to facilitate the expo-

nential growth in their data centers, which have been reported to be power-inefficient and envi-

ronmentally unsustainable. Their servers create network choke points that are attempted to be

solved by making questionable deals with network operators. Search engines favor well-paying

content providers and, in the fight over the limited bandwidth, local network operators favor

their own content. These are only a few examples of the development that is a clear threat to

network neutrality and the neutrality of the content provided in the network.

(R.2)  Legal vs. Illegal content sharing on content networks

– How do we change the threat of P2P file sharing into an opportunity for professional

content publishers?
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This question includes the possibility of studying the turmoil created by illegal file sharing,

from both economic and legal viewpoints. The problem is not that much is technical in nature.

Rather, P2P technology presents a potential for an improved content distribution performance

that has always been an interest to shopkeepers, who need to deliver their goods to an increasing

number of customers. So, why are professional publishers not using P2P file sharing

technology?

(R.3)  From computer networks to user networks

– What can we learn from the rise of amateur content producers and the success of so-

cial networking websites and blogs in building content networks?

The role of amateur content producers and publishers is the core of this research. One of the

most interesting contributions from new active network users is the way users link to other users

and to content on the network. This creates meaningful connections that are beyond mere social

networking. One of the main contributions of this dissertation is a proposal to take better advan-

tage of the interconnected data structure created by this linked information.

1.3.2.  Research Objectives

The objective of this dissertation is to contribute to the development of future content net-

works at a global scale. It takes into account technological, social, business, and legal view-

points throughout the entire content distribution process. The content distribution process has

been divided into the main categories of content publication, distribution, and consumption. The

stakeholders in this process are categorized as consumers, amateur producers, and professional

publishers that all have various requirements for the content network. Often, the contradictions

have taken the different stakeholders to court as legislation tries keep up with emerging content

sharing environment. One of the contributions of this work is to list a group of new require-

ments and influencing elements for new content networks. Within the scope of this dissertation,

the recommendations consider some of the requirements, but some issues are left for the future

work. The aim is to design a system that offers a solution to as many requirements as possible in

one overall design at the same time.
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The core of this work is in the content network itself. The objective of the work is to study

and create a design that can include strengths from discussed architectures and combine them in

a new solution. Recent developments, especially in the area of the Semantic Web, have many

ideas and features that are used in this work. Similarly, the Semantic Web is based on descrip-

tive metadata and relations between content items. However, the Semantic Web is developed for

the World Wide Web, and applying it to the more P2P-like environment will raise different

questions. By contrast, P2P file sharing networks have been lacking order and, for this reason,

have been avoided by the big commercial companies that have preferred to stick to an easier-to-

control end-to-end architectural model. This dissertation offers a descriptive information man-

agement alternative to a P2P network, which aims at satisfying the requirements of professional

content publishers as well.

The following list highlights the selected focus areas of this research. The combined objec-

tives present a goal that is believed to result in a better content network. The list is divided into

subsections that will conform to the structure of this dissertation. The selected objectives reflect

the extensive background research work and the found requirements for the new design. They

consider the requirements of the content network from all sides, considering political, legal,

business, social, cultural, environmental, and technological issues. These requirements are dis-

cussed separately in Chapter 3. The following are the objectives of this dissertation research.

(O.1)  Performance

– Suggest a way to decrease the information retrieval response time

– Suggest a way to improve the relevancy of search results

(O.2)  Privacy

– Suggest privacy improvements for content network users

– Identify shortcomings in user profile information management

(O.3)  Network Neutrality

– Find shortcomings in large-scale content networks that compromise information

democracy and network neutrality

– Find an alternative to information and service isolation
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(O.4)  Content Business

– Present ways to encourage and facilitate competition and the comparability of digital

goods

– Suggest how legal content providers can benefit from "illegal" content distribution

channels

(O.5)  Green Computing

– Offer a complementary alternative to data centers in content distribution

– Present a better way to harness an operator network investment

In general, all the listed objectives – performance, privacy, network neutrality, e-commerce,

and green computing – are societal in nature. ICT has such a huge impact on an increasing num-

ber of areas in society. In the frenzy of developing new technology to bolster company profits, it

is easy to forget that information technology is here to help society. Improvements in technolo-

gy are not the sole objective. Technology, or academic research, is not necessarily useful unless

it addresses a real problem in society. The objective of this dissertation is to improve societal is-

sues through information technology.

1.4.  Methodology and Structure of Research

Started in 2002, this dissertation research has been a rather long process covering almost the

whole observation period between 1999–2010. During this time many essential changes have

happened. In this dissertation project, designing and building large-scale computer systems suf-

fer greatly from the lack of opportunity to learn from example and experience. In academia, sys-

tems often tend to be small, they reach a very raw state without, or with only minor, user test-

ing, and after publication they are rapidly discarded. Owing to predominant results planning at

many universities, researchers need to publish frequently and produce results quickly.

In industry, by contrast, systems tend to be proprietary, encrusted by patents, and impossible

to discuss or talk about publicly. This leaves only limited latitude for the public construction or

discussion of systems large enough and interesting enough to challenge globally accepted infra-
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structure solutions. A recent solution for this dilemma is the many open source projects that

have gained considerable popularity. They can be large in scope, to some extent independent of

commercial objectives, and fully visible to anyone wishing to critique, extend, or adapt them.

They provide not only a code base but, in better cases, also a community of experienced design-

ers and programmers from whom new contributors can learn.

However, at the same time open source projects lack the resources in manpower and hard-

ware of bigger companies, because volunteer projects are seldom the primary career choice for

the brightest. Yet, they seem in many ways to be the best hope for spreading effective education

about alternative system designs without being unencumbered by either the short-term problems

of academia or the proprietary problems of industry. This project has also published its pro-

gramming in open source.

To overcome as many obstacles as possible, this research has been carried out over a longer

time period, under the same project leader, with active networking to other researchers, and the

actual work has been divided into several research projects and prototypes. The research

methodology and chosen methods of this dissertation are presented next. The research areas and

themes point out the cross-disciplined nature of the research. Each field of science contributes in

its characteristic way to understanding the overall research area and system. The brainstorming

and user testing methods are described. The methodology used to build the prototypes is in-

troduced with descriptions of how they contribute to the proposal design. Lastly, the involved

research projects are presented with their related research areas, viewpoints, and contributions.

1.4.1.  Methodology

This doctoral dissertation is in the field of information technology at a technical university

that produces engineers. The purpose of engineering research is to explore and to develop. Engi-

neering science offers methods for the construction and design of products. In the case of infor-

mation technology, engineering science is a multidisciplinary umbrella to integrate many sci-

ences that help engineering information technology products, to research, to analyze, and to

design. Specifically, the development of computer software is called software engineering. One

of the most influential bodies to define terminology in this field, the American Computer Sci-

ences Accreditation Board, counts software engineering as a part of computer science. The pur-

pose of computer science is to understand the properties of computer programs, to understand
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the requirements of the programs, and to improve existing and create new programs. Thus, it is

safe to say that computer science most closely describes the work in this dissertation.

MIT Professor Marvin Minsky stated that [Minsky, 1979]:

"Computer science has an intimate relationship with so many other subjects that it is

hard to see it as a thing in itself."

Another respected scientist, Professor J. Hartmanis from the California Institute of Technol-

ogy, 15 years later described that [Hartmanis, 1993; Hartmanis, 1994]:

"Computer science differs from the known sciences so deeply that it has to be viewed as

a new species among sciences."

Even today, computer science is still a very young science and, therefore, many research

methods are poorly developed. Some methods that are borrowed from other sciences might even

lead to improper use [Dodig-Crnkovic, 2002]. Building models and simulations and presenting

facts through a system are widely used positivistic research methods in computer science. Engi-

neers make a system work by understanding and analyzing the problem and constructing the so-

lution from parts that address the problem's various aspects. To achieve this synthesis and final-

ly the goal engineers apply theories, methods, and tools from different disciplines and search for

solutions even when there is no theory or methods to guide them. This is even truer when deal-

ing with a large system that covers the interests of many different stakeholders from the social

and creative needs of normal consumers and amateur producers to the legal and business inter-

ests of global media conglomerates. Yet, there are some clear focus points that rise above others

and there are some methods to study these areas more carefully.

This dissertation emphasizes the importance of social interactions in content network design.

This is a slightly different approach from the old user-centered design that is largely in use and

often referred to when talking about social computing and applications designed especially for

users. In user-centered design, the requirements and limitations of the end user and the user in-

terface are given extensive attention at each stage of the design process. This research in-

troduces the emerging term social interaction design, which emphasizes the design of the social

network and on the interactions and transactions of the users within the network. Under this ap-
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proach, even though the user interface is still important, the design concentrates on finding and

maintaining connections or interactions with other users and resources in the network.

Social interaction design is a social extension to interaction design and suitable for bringing

forth the social networking aspects and the network of users. Traditional interaction design is

more often used to study interactions between users and devices/systems. Yet, as a discipline,

interaction design can be applied to interactions of all types of products, services, and even

organizations. Social interactions are becoming more and more important in information system

design. It is argued that in bringing scientific solutions to big problems, it will be more impor-

tant to study the interactions between people than between systems and particles [Shneiderman,

2008; Yoder and Shneiderman, 2008]. Social interactions and transactions play an important

role in the proposed design in this dissertation, and it draws inspiration from social networks.

Lastly, the fourth design method used in this work is network-centered design, which is the

least used of all the mentioned methods. It does not yet have a widely accepted stable definition.

The most important application areas of network-centered design can be found in high-perfor-

mance networks and storage systems, and in grid and parallel computing applications where the

interconnecting computer network is a crucial element. This method suits this dissertation ex-

ceptionally well. Whereas user-centered design observes and interprets the system from the

viewpoint of a single user, network-centered design weights the network and its functions first

and then the users as the end-points to the network of resources.

It might sound controversial to many usability engineers, but to create a superior content net-

work, the network must come first, ahead of a single user or a single host. The rather strict

viewpoint and approach of this work can be described by the rule: what the network can offer its

users is already laid down in its design. To emphasize the meaning of the network in future dis-

tributed network structures, think of truly decentralized networks where applications are free to

transfer and store data to all devices connected to the network. In this network, the same data is

copied repeatedly as a whole or in fragments in many locations on the network at the same time.

Without initiation by any user, many transactions are automatically performed for the efficiency

of the network. Many of the interactions are carried out by the mechanisms whose sole purpose

is to make the network work better as an entity, not to benefit any single user alone but all the

users as a network population. As this research shows, this has hardly ever been the case with

current content networks.
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The dissertation work has been divided and carried out in several research projects. They are

listed under Section 1.5 Contributing Research Projects, p. 43. Although all the projects have

been in the domain of media technology, they have refreshingly changed viewpoints in research.

The projects have included specialists from different fields of science contributing to the cross-

scientific study of this dissertation. Moreover, the projects have given the opportunity, funding,

and resources to test separate parts of content network functionality. University students have

participated together with researchers in brainstorming sessions to define the requirements for

future decentralized distribution and content networks. Involving many people in actually proto-

typing was considered a better method than surveying randomly chosen content users. Altogeth-

er, this research has provided assignments to over 40 Master's students.

Being continuously under this one dissertation research, all the prototypes have served to

gain the general understanding of the overall system design. The overall system was named the

Distribution Management System (DiMaS, for short). Its main principles and the contributed

prototypes are introduced in Section 3.1 Distribution Management System DiMaS, p. 120. Di-

MaS has been an important stepping stone for this final study. Without the opportunity to build

the whole system, the inductive method through the prototypes gives a tool for moving from

partial solutions and a set of specific facts to a general conclusion. Further, the purpose of the

prototypes is to prove that the parts of the real system could be implemented and would actually

work. The requirements arise from the real world, so the solution should also fit into the real

world [Shaw, 2003]. As a scientific method, this pursuit of evidence through prototypes is

called a constructive design method.

The scientific method to design a prototype system is called design-science research. In de-

signing a model of the non-existent system, it is important to carefully validate that the model

faithfully captures all the relevant aspects of the defined system. Depending on the project, the

different prototypes have reached different levels of maturity. In software engineering, they can

be fit to the Redwine–Riddle Maturation Model [Redwine and Riddle, 1985], which describes

improvement through development steps towards a more mature result, see Chart 1 below. Typ-

ically, the research prototypes of this dissertation have reached the three phases from Basic Re-

search to Development and Extension, which means a proof of concept to the tested setting.
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Phase Name Key Tasks Key Outcome

1. Basic Research Recognize problem(s),
study related works,
invent ideas

Key idea

2. Concept
Formulation

Refine ideas,
publish solutions

Requirements 
Definition
for the system

3. Development
and Extension

Test, clarify,
refine

Usable capability,
proof of concept

4. Internal Enhancement
and Exploration

Stabilize, port,
use for real problems

Outsiders use
the system

5. External Enhancement
and Exploration

Real user group,
extend

Production quality, 
commercial support

6. Popularization Propagate through 
community

Development through 
maintaining

Table 1: Redwine-Riddle Maturation Model in software technology maturation.

The prototypes helped in part by allowing simulations and experiments. The results from the

experiments were gathered into the final design using evaluation and analysis methods. The

tests added to the insight of the research questions and objectives, which afterwards could be

generalized into an overall system design. This work, and especially Chapter 4 Digital Content

Distribution Process, p. 171, presents a hypothesis of the content network system that would an-

swer the research problem. Naturally, without being able to test the whole system, the overall

design remains as a suggestion of infrastructure without an actual evaluation of its comparative

success in terms of system performance.
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1.4.2.  Structure of Research

This research has four main stages that are discussed in the four chapters of this dissertation:

1. Literature Study (Chapter 2, p. 53):
Study - An in-depth literature study of the environment, the background, and related 
work in the research area.

2. System Study (Chapter 3, p. 120):
Develop - Develop prototypes and study-related systems in the research area.

3. Requirements Analysis (Chapter 4, p. 171):
Analyze - Develop new methods to understand and present the new requirements of 
content networks.

4. Conclusions (Chapter 5, p. 242):
Design - Create a design proposal that satisfies the key requirements.

The four main stages have set the learning path for the research: study, develop, define, and

design. The different stages are discussed with more detail next.

1.  Study

An overall literature study of the background and related work is necessary to understand

and collect knowledge of the state-of-the-art. The background work describes the evolution, the

attributes, and the technology of the several existing digital content networks. The literature

study is not only a technological study to find out the functional capabilities of the existing sys-

tems, nut it also charts non-functional phenomena around content networks and other re-

searcher's interpretations of the existing possibilities.
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2.  Develop

In addition to scenario building and use cases, the work uses prototypes to explore the diffi-

culties a possible system development faces and gain a better idea of what the system would

look like. The development of the research prototypes involved 35 undergraduate students in

five groups of seven. The aim of this type of cooperation is to educate students interested in real

life projects. For researchers, it is a good opportunity to put some of the research results into

practice. The software was coded and tested during the student projects under the careful super-

vision of university teachers and researchers. In the course of the research, the following phases

repeated with different prototypes:

1) General study of a specific area

2) Study of the enabling technologies for this area

3) Immaterial Property Rights study regarding the planned prototype

4) Work description for a student group

5) The prototype design together with the student group

6) The first prototype

7) Testing and evaluation

8) The final version of the prototype

9) Legal and business considerations of the prototype use

10)Analysis of the meaning for the overall system design

3.  Analyze

This part of the work collects the observations from the study and the prototyping stages. It

analyzes the requirements by creating new ways to present them. The objective is to find bottle-

necks and shortcomings in existing solutions. An important part is stakeholder identification in

the critical parts of the content network. This creates a requirements description and a definition

for the system proposal. It is a hypothesis about what kind of system could satisfy the

requirements.
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4.  Design

The actual system design brings observations and innovations from many different areas to-

gether into a single system architecture. The integration work of various requirements is a big

part of the challenge: how to satisfy all the stakeholders and make everything work in the same

system. It is important to capture all the relevant aspects of the defined system. A successful de-

sign is proof that the ideas presented as requirements can find a technical interpretation.

1.5.  Contributing Research Projects

Since the beginning of this dissertation research, it has been clear that the work demanded

more resources than a single research project could offer. Thus, the research was performed

over a longer period of time and in several research projects. This added some extra difficulty to

the research, because the work needed to be carried out in various research projects with shift-

ing focuses. It was possible to study only small development steps at a time, testing and evaluat-

ing only very limited system parts. At the same time, the continuing series of research projects

gave an opportunity to use the experience from the prior projects to guide design decisions in

the following projects. Thus, the overall understanding and the bigger picture of the research

has also evolved and been clarified through the process of several contributing projects.

In the end, this dissertation research has been an integral part of many research projects.

These projects have influenced the results and the direction of this work greatly. They have

helped to see and to study many different unexpected phenomena important for this work. Actu-

ally, the work of specialists from many different fields of science has made this research more

comprehensive than many related studies. In particular, the additions of legal issues and the un-

derstanding of social media in such depth are unusual in an engineering dissertation with clear

technical system design proposals.

The following is a list of the projects that have contributed to this dissertation. The heading

explains the name of the research project and the years when this research was undertaken. At

the end of each project description, there is a list of publications produced in the project. These

publications are directly related to this dissertation and have been reported as part of the re-
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search results. The author of this dissertation has been an author or a prototype builder in every

project publication. Peer-reviewed scientific publications are listed separately at the beginning

of this thesis.

1.5.1.  MobileIPR, 2001–2004

Role: Researcher

The dissertation work started in the MobileIPR project. MobileIPR was a research project at

the Helsinki Institute for Information Technology (HIIT). Its main theme was to study intellec-

tual property rights (IPR) management in the changing business and technology environment.

The study focused on digital rights management, which was becoming one of the key issues in

the distribution of information products. The project had several researchers who had law de-

grees. The cross-scientific nature of the project team helped us understand the heavy emphasis

on legal issues in the digital content industry. The contribution of this phase was the understand-

ing of complex legal issues around digital content business and P2P distribution. Regulations

have a significant role on content networks, and not a single content network should be de-

signed without considering the legal consequences. 

The Nonius project was the prototyping part of the MobileIPR project. It aimed at producing

one possible implementation of a digital rights management (DRM) system. The implementa-

tion base for the Nonius project was the X-Smiles XML browser. The DRM system was inte-

grated into a browser with the ODRL right expression language. The use of metadata language

was one of the most exciting features for this dissertation. The Nonius project succeeded in im-

plementing a piece of software capable of demonstrating the most important DRM features in a

functioning system. Many of the challenges found during the work were common to general

software development projects.

For example, the problem of how is it possible to make secure software when the source

code is available to anyone and how secure should the system be. A more specific problem is

the question of the location of DRM: should it be in application software, operating system, de-

vice hardware, or maybe on the network. A project publication directly related to this research:
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Soininen, A. (ed.), Pitkänen, O., Välimäki, M., Oksanen, V. and Reti, T.: "MobileIPR Final

Report", published in the HIIT Publications 2003-3, December 2003 (94 pages) [Soininen et al.,

2003]

1.5.2.  STAMI, 2001–2002

Role: Researcher

HIIT's Security Technologies and Attitudes in Mobile IPR (STAMI) project aimed to man-

age information validity and end user privacy in the distribution of digital content. The special

interest was in mobile terminals and data transfer using short-range communication protocols

such as Bluetooth and Wi-Fi. The objective of the project was to find and study new business

models enabled by short-range mobile networks. The scenario was that users retrieve their con-

tent from the network on a need basis and this content can be mixed with supporting content

transferred from other users. This raises questions about the validity of information as well as

how to maintain sufficient end user privacy against usage monitoring. The main contribution of

the STAMI project was the overall knowledge of P2P networks as a technology for not only file

sharing but also exchanging information. The project produced a prototype of a news system us-

ing Nokia's 9210 communicators that highlighted difficulties in moving from a fixed P2P net-

work to a wireless one. To handle security and privacy issues, the prototype used advanced

cryptography and a digital certificate structure, which was an excellent exercise considering the

future system design of the bigger system introduced in this dissertation.

1.5.3.  DE Core, 2003–2004

Role: Researcher and Leading System Architect

The DE Core project belonged to the Digital Economy (DE) research program at the HIIT.

DE refers to legal, societal, and business issues specific to the network society. The project

studied the rapid development of information and communication technologies that challenges
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traditional ways to structure, organize, analyze, and regulate activities in a society. The research

interests of HIIT’s DE group were related to solving these problems, which are fundamental to

any content network. In particular, this project contributed the valuable cross-scientific ap-

proach to content network design. A large-scale content network with numerous terminals and

with a technology that penetrates the fabric of the everyday life captures all the essential societal

issues, including social and regulatory issues. Based on the continuing research from the previ-

ous projects, MobileIPR and STAMI, the DE Core project was the place for the first end-to-end

prototype system that addressed the whole distribution process from publishing to consumption.

The DiMaS prototype was recognized as the best E-Business Application in Finland in the

MindTrek competition in 2004. DiMaS is presented with its prototypes in Section 3.1, p. 120.

Project publications directly related to this research:

Soininen, A.: "Legal and Strategic Considerations for a Company Potentially Utilizing a

Digital Content Distribution Management System (DiMaS): The U.S. Perspective", HIIT Dig-

ital Economy Research Project Seminar, September 2004 [Soininen, 2004]

Soininen A. (ed.), Kemppinen, J., Virtanen, P., Sarvas, R., Hietanen, H., and Reti, T.: "Dig-

ital Economy Core Project (DE Core): Structures of Mobile Digital Economy, Final Report",

published in the HIIT Publications 2004-3, December 2004 (328 pages) [Soininen et al., 2004]

Hassan, A. and Hietanen, H.: "Open Content Distribution Management in Virtual Organiza-

tions", Encyclopedia of E-Technologies and Applications, Editor Mehdi Khosrow-Pour, Idea

Group, Inc., Hershey, PA, 2005 [Hassan and Hietanen, 2005]

1.5.4.  Creative Commons, 2004–2006

Role: Collaborator

HIIT's DE program, the home of the mentioned HIIT projects, MobileIPR, STAMI, and DE

Core, brought Creative Commons (CC) to Finland. The lawyers in the program translated the li-

censes into Finnish and hosted the main website in Finland. CC was born at Stanford University

in 2002 and Finland was one of the first countries to offer these licenses to amateur content
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producers in their native language. The idea behind CC was to offer an easy way to share ama-

teur content production with others. CC licenses offer an easy to understand yet legally binding

way of licensing music, movies, images, and text online. The work around CC helped us under-

stand how the lessons from open source and free software could help develop a thriving open

content ecosystem. CC licensing offers an exciting new way to bring licensing to amateur con-

tent production, a topic much researched in the DE program and in this dissertation. This disser-

tation work picked CC licensing as one of its prime samples in content licensing, especially

among amateurs.

1.5.5.  WWSF, 2004–2005

Role: Researcher and Leading System Architect

The goal of the User Experience Research Group at the HIIT was to understand how future

technologies could be utilized in the everyday lives of normal people, not just academians and

business people. The research provided a counterforce for commercial research by trying to un-

derstand the psychological, social, and ethical aspects important to humans. Their WWSF

project studied, prototyped, and evaluated mobile solutions for large-scale events such as music

festivals and sports events. The collaboration in the WWSF project produced an instant messag-

ing (IM) application for cellular phones, "mGroup powered by DiMaS", later mGroup.

mGroup offered an opportunity to create an extension to the DiMaS prototype that had previ-

ously been developed in the DE Core project. The objective of mGroup was to study how a

fixed P2P information system could be connected to wireless short-range P2P networks using

mobile phones and other wireless devices. The observations and results from the STAMI project

helped at the beginning when the security implementation with CC licenses and digital signa-

tures were given to mGroup. Notably, mGroup was developed before microblogging became a

phenomenon. Its short updates contributed by amateur content producers have similarities to

Twitter and other status message systems. mGroup, aka CoMedia, is a part of the bigger Mobile

DiMaS prototype that is presented in Section 3.8 Mobile DiMaS, p. 140. A project publication

directly related to this research:
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Jacucci, G., Oulasvirta, A., Ilmonen, T., Evans, J. et al.: "CoMedia: Mobile Group Media for

Active Spectatorship", published in the proceedings of the Conference on Human Factors in

Computing Systems (CHI) 2007, San Jose, CA, USA, 2007 [Jacucci et al., 2007]

1.5.6.  RISE, 2004–2006

Role: Researcher and Leading System Architect

The Rich Semantic Media for Personal and Professional Users (RISE) project was a joint

TEKES/FENIX-funded research project at the HIIT and VTT Information Technology in Fin-

land. The main objective of RISE was to study and develop tools and process models to support

private and professional content creators and publishers in producing and utilizing rich semantic

content. The project goals included further development of the DiMaS system. In particular,

RISE contributed to the metadata development in this dissertation work. Metadata rose as one of

the key enabling factors in the new system design.

In the prototype side, the DiMaS Distribution Package (DP) was developed to its final ver-

sion, see Section 3.1.5 DiMaS Distribution Package, p. 132. The DP was a novel way to bundle

rich metadata files with actual content into one executable file. Each DP contains built-in logic

and a user interface, for example for browsing content descriptions, viewing a preview file, pur-

chasing content, launching content for playing, and submitting feedback. The DP had some ob-

vious shortcomings including the logic of the player in transferring only the metadata part. This

led to the first drafts of the DiMaS Media BoX prototype that was later developed in the COM-

SOA project. Project publications directly related to this research:

Bäck, A. (ed.), Reti, T., Saarela, J., Sarvas, R., Turpeinen, M., and Vainikainen, S.: Technol-

ogy Report of the "Rich Semantic Media for Private and Professional Users" research project,

VTT Research Report TTE4-2005-14, August 2005 [Bäck et al., 2005]

Bäck, A. (ed.), Hietanen, H., Näkki, P., Reti, T., Sarvas, R., Seppälä, L., Turpeinen, M., and

Vainikainen, S.: “Semantically supported media services with user participation”, RISE Project

Final Report, VTT Publications 612, 2006 [Bäck et al., 2006]
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1.5.7.  MUPPET, 2005–2006

Role: Researcher

HIIT's MUPPET project examined how the distribution of reputation management using P2P

networks deals with the privacy concerns of processing reputation information. The study ana-

lyzed the distributed reputation management from three angles: how the requirements of fair use

practices should be reflected on system design, what classes of sensitive and private reputation

information leaks are there, and, finally, how to manage the risks related to social and technical

issues. This project hat introduced accountability, trust, and reputation into this research. The

results included a blueprint on how to build a reputation engine on top of the DiMaS prototype.

The work gained insights into how to use the distribution network for storing data and informa-

tion and when decentralization is beneficial. All of these innovations are a part of the final sys-

tem design of this dissertation.

1.5.8.  COMSOA, 2005–2007

Role: Researcher and Leading System Architect

The core project for the HIIT's Digital Content Communities research group at the time,

Community Media and Service-oriented Architecture (COMSOA), studied the paradigm shift to

service-oriented computing from a community-centric viewpoint. This is in contrast with the

main body of research on service-oriented architectures, which mostly concentrates on potential

technical benefits. The project's viewpoint paid attention to the social behavior of individuals

and informal ad hoc communities that are offering, subscribing, and using the services on these

new platforms. For two years, COMSOA was the home project for the research and develop-

ment of the award-winning DiMaS system. Even though the resources of the project never al-

lowed the development of the bigger prototype system, it made possible an extensive design

work that is premiered in this dissertation.
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COMSOA did produce a DiMaS Media BoX prototype that is presented in Section 3.1.6 Di-

MaS Media BoX, p. 137. As an advancement from the DP and shifting the use scenario more to

living rooms, Media BoX allowed the metadata processing logic to stay in the unit software,

whereas only the metadata was broadcasted via various channels. In the format of a standard

DIN-sized car radio, Media BoX was built to be a consumer platform prototype to combine two

major digital content channels: broadband Internet (e.g., P2P networks, RSS syndication, and

IPTV) and digital television (i.e., DVB broadcasting). The units and compatible software

formed a P2P network for instant content sharing. For example, the device received DPs from a

test TV broadcast station at the university and showed the browsable metadata of the package

on a TV screen. Additionally, the same metadata and content was available in seconds on other

peer devices. DiMaS MX was awarded with the Quality Award as the best student work on the

Software Project course at the Helsinki University of Technology in 2005.

1.5.9.  P2P-Fusion, 2006–2009

Role: Leading System Architect

The EU funded P2P-Fusion project addressed the current legal difficulties in the creative

reuse of audio and video media in the Internet environment. It aimed at creating an open, acces-

sible, legal, and economically efficient environment for creative audiovisual cultural activities.

To continue the work on DiMaS, further objectives were an open platform that can also be

based on the work of others and materials from cultural institutions, through built-in, easy-to-

use support for suitable licensing schemes. This dissertation work contributed to the funding ap-

plication successfully and enjoyed the collaboration of many inspiring partners in the system de-

sign phase. On the prototype side, the P2P-Fusion project gave us an opportunity to test ideas of

the truly decentralized system architecture where the descriptive information of the content was

also distributed on a P2P network. One of the key goals was to allow people to maintain control

over the data through cryptographic means instead of controlling the computers on which the

data is hosted.

From the P2P-Fusion project, one of the most important lessons was the consideration of the

distributed data packet size. Changes in metadata are so quick and small that it would not make

sense to propagate all the new information all over the network at each change. This raised con-
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crete issues such as what data to distribute, when to distribute it, and how to keep the data valid.

The main technical partner in the P2P-Fusion project was a Dutch university, TU Delft. The

participating research team at TU Delft was developing a BitTorrent-compatible P2P file shar-

ing platform, Tribler. This was an interesting way to benchmark our ideas with those of the

Dutch team. Both architectures shared an interest in using social networking as a tool to im-

prove a P2P content sharing network. As the main benchmark, Tribler is commented on in sev-

eral sections of this work.

Eventually, the HIIT's part of the P2P-Fusion work produced a prototype called Peerscape

(http://www.peerscape.org/) in 2009, a P2P social network. It implements a serverless read–

write web that a user can run on their own personal computer and interact with a Web browser.

The user's computer stores copies of the user's own data, the data of friends and joined groups,

and even data about friends of friends. It also caches copies of other data that you can navigate

to. Computers that store the same data establish connections among themselves to keep it coor-

dinated. Peerscape also uses public key cryptographic signatures to encode the relationships

among people, groups, and their content. Even though the final Peerscape program is no longer

a prototype for this dissertation, it shares the same origin and many same design elements.

1.5.10.  Next Generation Media, 2008–2011

Role: Project Leader

At the latest project, the Next Generation Media project, funded by the Swedish Governmen-

tal Agency for Innovation Systems, Vinnova, gave us the opportunity to study content distribu-

tion through the eyes of a local IPTV operator. The project was conducted by TeliaSonera, the

biggest telecommunications company in northern Europe, with the KTH School for Computer

Science and Communication as a research partner. The focus of the project was the changing

media and TV sector that offers new business opportunities for telecom operators to take advan-

tage of their large network infrastructures and loyal customer bases. Yet, at the same time, ubiq-

uitous IP technology enables new applications, such as P2P file sharing networks, and competi-

tors from various fields can enter the same markets even in the operator's own network.
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The overall objective of the Next Generation Media project was to study service concepts

with business cases, interfaces, and platforms that enable operators to commercially introduce

next generation media services, business models, and customer offerings. The main contribution

of the project to this dissertation is the understanding of the Internet structure and consumer ac-

cess. Big operators, such as the project partner, are mostly responsible for building the Internet

and the large content networks nowadays. They mainly decide how consumers see the network

and the hardware they use to connect to the content network. Moreover, the project has brought

to attention the real life drivers that influence technology decisions in companies that facilitate

content networks. The interests of the local operators are not necessary in line with the best pos-

sible technological or environmental solution, or with the requirements of their customers.
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Chapter  2

Literature Study

2.1.  Technologies to make and limit Opportunities

Consumers have found that online Web stores and P2P file sharing present a new relatively

easy-to-use channel to search and find content without leaving home. This is a dramatically dif-

ferent approach to an old-style visit to a video rental shop or record store. The change from tan-

gible content products to digital content products has emphasized even more our disposable cul-

ture and changed the way we think about possessions. Even normal consumers can create

perfect digital copies of the digital goods they have bought, or acquired otherwise, and share

them on a global distribution channel that the Internet provides. This has created heated discus-

sions on how well existing copyright laws and other regulations can address the new business

environment, where there are also amateur publishers and distributors involved.

One of the best-known names in the new copyright discussion is the creator of CC licensing,

Professor Lawrence Lessig from Stanford University. In his book Free Culture: The Nature and

Future of Creativity [Lessig, 2005], he distinguishes content reproduction from transformation

and explains that before the technologies of the Internet, publishing was expensive and the vast

majority of publishing was commercial and in the hands of few. Modern copyright law was

forged at this time for commercial entities that could bear the burden and complexity of it. With

the Internet and the birth of amateur content production and publishing, the law now controls

not only the creativity of commercial creators but also effectively that of anyone.

The current copyright situation is problematic for both users and companies. Users are con-

fused by digital age products they have bought but are prevented from using as freely as tangi-

ble products. If electronic products are sometimes difficult to use, they feel like engineers have

built them for themselves. Similarly, the attached legal product licensing is often difficult to un-
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derstand and feels like lawyers have written it for themselves. The bundled legal text might

serve the purposes of companies, but not those of consumers. Furthermore, the legal text does

not contribute anything to the consumer apart from setting restrictions for use. Hence, since the

legal jargon is often skipped by consumers, they might find a bailiff knocking on their doors, as

happened in some P2P court cases.

Often the license text forbids consumers to copy digital content to a friend or to use it as a

part of their own home productions. This is exactly the opposite to emerging social networks

that are based on sharing. Hence, there is a new wealth of digital content struggling with the old

media industry that wants to control its use. The Internet presents consumers a new environment

where legal and illegal content reside side-by-side, even a mouse click away from each other

and looking identical. The apparent anonymity of the Internet and the privacy of home protects

the network user, but tempts them to try clearly illegal activities in the hope of commercial gain,

i.e., "I don't buy, I copy for free."

Companies, by contrast, see this copying as lost revenues. Consumers would rather get the

content from the Internet for free than buy it, they argue. Companies have fought the content

copying by technical digital copyright management tools that has created other difficulties for

consumers, e.g., the bought content might not work with all consumer electronic devices, or the

consumer might even feel betrayed. For example, the most successful digital content seller, Ap-

ple iTunes music store, has created its own file format that works only with their products.

Comcast, the biggest cable TV company in the USA, offers on-demand services that work only

on their set-top boxes and don't even have the features to transfer content to a portable player

for a car trip.

The technology both offers and limits possibilities for network users. Yet, it is the users who

choose how they use the technology and the network. Sometimes this creative use can find quite

unexpected ways where devices have executed software that is not approved by the original

manufacturer. In a number of environments, active user participation is encouraged to the point

that it is an important part of the business model. A prime example of user encouragement and

interaction is successful social networking websites. Consumers have rushed to use the new ser-

vices giving away their most sensitive information that the companies take advantage in the

name of their business objectives. In the midst of the seemingly uncontrollable growth of con-

tent services, it is easy to forget that content networks are also a part of the regulations and soci-

ety. Both the businesses that create services and the consumers using them are tied to the rules
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that are true in the rest of the world. If these limitations were more obvious on the content net-

work, maybe the law would not be broken that much by illegal copying, for example.

This literature study sheds light on the progress of content networks by introducing many

influencing phenomena. The time scope is roughly the past decade from the beginning of the

P2P file sharing era in 1999. The material is divided up to support the presented research ques-

tions. The first section concentrates on computer networks as a medium. It covers the history of

file sharing on content networks and the principles of computer networks. Then, the discussion

is broadened to content business and how it has been affected by changes in content networks

and sharing. The business section studies the impact of digitalization and digital copying at

home. One of the main topics in this section is the battle over copyright issues between the con-

tent industry and P2P file sharing. The literature study ends with a discussion about the environ-

mental impact of content networks.

2.2.  Technology that Created Content Networks

The history of the Internet starts from the Advanced Research Projects Agency Network

(ARPANET) program in the 1960s, titled Resource Sharing Computer Networks, by the US De-

partment of Defense [Abbate, 2000]. The program was found as a plan to create a communica-

tions system that could survive a nuclear holocaust. The stated objectives of the program were

to develop a network of interconnected computers and to improve and increase computer re-

search productivity through resource sharing. The objectives and the goal make perfect sense

even today.

As was realized after the initial submission of the ARPANET program in 1968, the main

cornerstones for such a long-standing system are openness and distributed nodes [Abbate,

2000]. They persisted to become the very fundamentals of ARPANET's successor, the Internet.

Again, the same principles came up, when Tim Berners-Lee was creating the World Wide Web,

a networked hypertext system for CERN between 1989 and 1990 [Berners-Lee and Fischetti,

1999]. He and his colleagues in the high-energy physics community were frustrated by comput-

ing incompatibilities. Their vast stores of data were difficult to access and exchange because of

differing encoding formats and networking schemes. He envisioned WWW as a shared informa-
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tion space, a web of hypertext documents, where people can freely communicate with each oth-

er and with other computers on the network [Berners-Lee and Fischetti, 1999].

From a technical viewpoint, the principle of openness and distributed nodes refers to the P2P

network structure. P2P refers to a network where each node both uses and serves network re-

sources. It might be that the nodes are unequal in sharing resources, but there is still a built-in

option in the system for easy sharing. This has both a social and technical meaning. Today, even

regular users have already become more active Internet users. This has created a foundation for

many social networking services that rely on user contributions. Computers have changed from

sending messages among each other into tools for users to communicate and interact. The ease

copying of digitalized goods, the constant interconnectedness of end user terminals, and active

user participation as content redistributors have changed the old idea of having only a few pub-

lishers or servers. In a technical sense, P2P technology challenges the more common and heavi-

ly invested client–server architecture in use by the most popular websites, for example.

P2P file sharing has created an interesting middle ground between one-to-many and many-

to-many publishing, or the ideal of "everyone publishes" and the seeming reality of "everyone

consumes." Similar to WWW, P2P file sharing has stepped out from the computer networks to

have an impact beyond the technical aspects. P2P applications are only in their infancy, but they

have the potential to dramatically change user interaction and content consumption on the Inter-

net as WWW did. On a technological level, WWW still requires the use of addresses to find in-

formation on the network. It is an address-based service. P2P hides the resource retrieval part

from the user, simply finding and providing the information, wherever it is located. The more

efficient distribution of content is based on the dual purpose of the peers. Whenever the P2P ap-

plication is on, it distributes the same content that the user is downloading. In effect, the user's

machine is being used as a repeater or relay to retransmit data once it reaches the user.

This research is inspired by the history of the Internet and the design decisions that created

the network of networks that has stood the test of time and the enormous growth of users, com-

puters, and various applications. The history of computer science holds wisdom suitable for the

new content environment molded in this study. P2P file sharing in the form the public knows it

has been around only for a decade, but the idea is older and well known in computer science.

P2P has many aspects that were the original building blocks for the Internet in the 1960s. P2P

builds on top of other systems that could be seen as ancestors of P2P file sharing, such as bul-

letin board systems (BBSs), electronic data interchange, Domain Name System (DNS), and the

Usenet news server system.
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The following sections go through the important development steps of the main large-scale

content networks and the underlying Internet. The history of the networks and systems hold

many important lessons to modern system architects. The client–server architecture and its

example, the World Wide Web, are discussed briefly before focusing on P2P networks.

2.2.1.  Client-server Architecture

A client–server system is a computing architecture that separates a client from a server based

on their main purposes on a computer network. The "server" computer serves its "clients" ask-

ing for services, e.g., typically a permission to read a file on a server computer's hard disk. Each

client or server connected to a network can also be referred to as a node, i.e., computer networks

are made up of nodes represented by computers. The most basic type of client–server architec-

ture employs only two types of nodes: clients and servers. This type of architecture is some-

times referred to as two-tier, as opposed to multi-tier networks where nodes have other roles as

well. A key motivation to create a computer network is to allow devices to share files and other

resources. Servers are, for example, file servers with connected database servers and mail

servers in corporate use, but also online game servers and even virtual worlds spanning to use

many connected servers simultaneously. After the breakthrough of the World Wide Web, clients

are most often Web browsers that connect to big Web servers on the Internet. The most used

servers in the world, such as Google, YouTube, Yahoo, Facebook, and MySpace (based on sta-

tistics by www.alexa.com), function on this principle.

A client–server architecture has obvious advantages and this is why it has been chosen by so

many companies and big websites. Advantages divide basically into two categories: main-

tenance, and security and controllability. Since the service logic is in the single node, i.e., in the

server, it is possible to maintain, repair, upgrade, or even replace and relocate the server while

its clients remain both unaware and unaffected by the change. In particular, in the World Wide

Web environment the browser acts as a light client and the same server can service many differ-

ent kinds of terminals from smartphones to digital televisions. The requirements for the client

are low since heavy computing and the user interface logic are on the server.

Further, all changes to the "client" can be performed on the server, and these are immediately

effective on all the clients connecting to the server after the change. Data is stored on a reliable

server, or on a group of redundant servers, with professional backup plans, which greatly in-
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creases overall security control and protects clients against malicious attacks or computer fail-

ures. Yet, many of the disadvantages in a client–server architecture concentrate on the central

node as well. Traffic congestion on the network is greatly dependent on the performance of the

server. As the number of simultaneous client requests to a given server increases, the server can

become severely overloaded. In addition, should a critical server fail, clients’ requests cannot be

fulfilled since all the traffic goes through the server.

2.2.2.  The Internet

The Internet was fundamentally designed as a P2P system. Over time, it has increasingly be-

come a client–server system, with millions of clients communicating with a relatively privileged

set of servers. This evolution happened when a few nodes on the network became more impor-

tant than those servicing the majority of the service requests. The other reason is the commer-

cialization of the Internet. Now, companies compete to grow their visiting users, and concentrat-

ing data traffic to few nodes is not in line with the performance strategy of the network.

The original goal of ARPANET was simply to share computing resources around the US

The first few hosts on ARPANET – UCLA, SRI, UCSB, and the University of Utah – were in-

dependent computing sites with equal status [Abbate, 2000]. ARPANET connected them to-

gether not in a master–slave or client–server relationship, but rather as equal computing peers

[Oram, 2001]. No single person is credited for inventing the Internet, but certain individuals

contributed major breakthroughs for the Internet to become reality. Leonard Kleinrock of the

Massachusetts Institute of Technology proposed a mathematical theory of packet networks and

packet switching in his doctoral thesis proposal in 1961 [Kleinrock, 1961]. This is the concept

where packets of data can be sent from one place to another based on address information car-

ried in the data of the packet, much like the address on a letter.

Joseph Licklider's work in 1962 was the first to describe an Internet-like worldwide network

of computers, the “Galactic Network" as he called it. His paper "The Computer as a Communi-

cation Device", published in the Science and Technology journal in 1968 [Licklider and Taylor,

1968], presents many of the premises of the modern Internet. Larry G. Roberts was directly in-

volved with the Defense Advanced Research Projects Agency (DARPA), where he created the

first functioning long-distance computer network in 1965, i.e., ARPANET. Finally, Vint Cerf

and Bob Kahn invented the Transmission Control Protocol (TCP) in 1974 [Cerf and Kahn,
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1974], which is still in use and moves data on the modern Internet. They are also credited with

developing the first IP that later became the current Internet Protocol Suite. Kahn and Cerf are

the two people who most “invented the Internet."

It is difficult to imagine the world where the foundation for the Internet was decided in the

1960s and early 1970s. It was a world without personal computers or personal phones. Yet, the

scientists were able to make many crucial decisions that have carried the main components of

the architecture to our days. The Internet, the global-scale network of the networks, can be con-

sidered "dumb", since the network is merely a transport mechanism and is not customized for a

specific kind of content or function. This is the key for a multi-purpose infrastructure. It raises

challenges when implementing modern digital content distribution and rights management sys-

tems, but the core simplicity also enables the creative use of the net that has resulted in many

breakthrough innovations.

Improvements have often been implemented over the Internet network infrastructure as over-

lays. Since the overlays are not a part of the infrastructure, the compatibility between overlays is

difficult to maintain, leading to a cluttered mix of solutions. Hence, the task of modern Internet

research is to select the best practices from the overlays to include them to future versions of the

Internet Protocol Suite (or often simply IP). Essentially, IP has become a set of improving com-

munications protocols that implement the protocol stack on which the Internet and most com-

mercial networks run. The requirements for the future Internet are very much extended from

those of the 1960s, even though many of the underlying principles to build a holocaust-proof

network are still valid.

The early Internet was much more open and freer than today's network. It was designed on

principles of collaboration and good engineering. The aim was to make everything as accessible

as possible in the name of sharing resources, i.e., building a reliable, efficient, and powerful net-

work. In principle, any two computers on the Internet could send information to each other

without borders. Firewalls were unknown until the late 1980s. Much-used applications, such as

FTP and Telnet, were designed without security concerns. Later, when the nature of the Internet

changed, they were replaced by more secure applications. It was common practice that every

computer on the Internet could FTP or Telnet to any other node, and in the days of minicomput-

ers and mainframes, the servers usually acted as clients as well.

This background helps explain the big changes that have happened to the Internet. Further-

more, it explains the many shortcomings of the modern Internet. Simply, the Internet was not

designed for the uses it currently needs to process and support. It is important to develop the In-
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ternet and not to take it as finished. The introduction of the World Wide Web and consequently

the explosion in the number of users around 1994 radically changed the shape of the Internet,

turning it from a quiet geek utopia into a mass medium. Millions and millions of new people

burst on to the Internet.

For example, dynamic IP addresses were a solution to the exhaustion of the global IP num-

bers. When the Internet came online at the end of the 1970s, the engineers set the IP at its fourth

version into use, hence the name IPv4. This version fixed the available IP numbers to a series of

32 binary digits, i.e., to about 4.2 billion addresses. This highlights how little the inventors of

the original Internet were able to predict about the future evolvement of the network. With the

current number of Internet-enabled devices, particularly mobile phones, soaring, some experts

correctly predicted that the world would run out of these original IP numbers by 2009–2010.

By running out of IP numbers, IPv4 has been criticized for losing the core principle of the

Internet: to offer an end-to-end connectivity between all network hosts. The critics forget that

the world has already changed so that it would not be possible in any case. The hosts are

blocked by firewalls and Network Address Translation (NAT) techniques of the subnetworks.

The Internet Engineering Task Force published IPv6 in December 1998 [RFC2460], and so the

new system has been ready for implementation for more than a decade. The main benefit of

IPv6 over its predecessor is the larger address space: an address in IPv6 is 128 bits long, four

times the size of IPv4. 

We have developed a content network where more and more consumer devices are connect-

ing to the Internet from mobile phones and refrigerators to ubicomp sensors and traffic cameras.

IPv6 offers 340,282,366,920,938,463,463,374,607,431,768,211,456 unique IP addresses for fu-

ture needs. It is estimated that this allows every connected device to have a unique identifier and

a direct connection to any other device on the network. It is assumed that this will meet humani-

ty’s needs for decades to come. In light of history, it is interesting to see how close this estima-

tion will be.

IPv6 has other benefits as well. The header of IPv6 has been designed to speed up the rout-

ing process, reducing the processing time at each hop. This brings about important performance

increases by switching and handing over the connection in mobile applications. Another feature

that helps routing is the flow label that enables a source to send a request for the special han-

dling of a packet. This mechanism is helpful in real-time audio and video transmission. IPv6 has

also added security features with packet's integrity encryption and authentication options, and
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the new protocol is easier to extend to meet the requirements of emerging technologies or new

applications.

The two protocol versions currently run in parallel. IPv4 addresses remain working as nor-

mal. Despite all the improvements, a study from December 2008 showed that in 10 years the

penetration of IPv6 will still be less than 1% of Internet traffic in any country [Google, 2008].

The reluctant adaption of IPv6 highlights the difficulty in changing the fundamental design prin-

ciples of the Internet. It is critical to the development of the Internet to use the network. For

example, the upgrade to IPv6 is largely dependent on local network operators that cannot justify

the protocol upgrade with business reasoning.

Even though the size of the Internet might be overwhelming as a global information net-

work, it is actually owned by a rather limited and well-known number of entities and stakehold-

ers. The Internet Network Operators own the actual cables and network device that make the

network. The global network has a history of university collaboration. Universities are still ac-

tive builders of the wide-area networks in the form of research and serving their specific needs.

They are developers of ever faster networks that eventually might benefit commercial applica-

tions as well. The national network hubs are still often run by universities. Many of the smaller

commercial Internet service providers (ISPs) are connected to these hubs as consortiums. There

are some bigger players with the wealth to build their own networks to cover the whole world

and these can offer global-scale network services apart from the public Internet. Over the past

half a decade, AT&T, BT Global Services (BT), Orange Business Services, and Verizon Busi-

ness have remained the leaders in the global networking market, according to Gartner's Magic

Quadrant report for Global Network Service Providers [Rickard and Paulak, 2007].

Today, the users of the Internet represent a new kind of population on the network compared

with the network engineers of the early days; ordinary users who represent the demographics of

the whole society. The Internet is no longer only a playground for scientists and researchers in-

terested in the details of a complex computer network as the case was in the beginning. The

world – the mass of people with considerable advantages and disadvantages – has moved onto

the global-scale network to stay. The change of the Internet to a mass cultural phenomenon has

had a far-reaching impact on the network architecture and the way of life of millions of people.
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2.2.3.  World Wide Web

The rise of the Internet from a geek heaven to a place for the masses is a new occurrence.

The actual breakthrough happened largely through the invention and popularization of the

World Wide Web at the beginning of the 1990s. WWW fueled and accelerated its distribution

by being in itself a new easy way to share applications. The dramatic change in file sharing on

the Internet started in April 1995, when the World Wide Web displaced FTP to become the

biggest application on the Internet. WWW took off like a rocket because of its easy-to-use

graphical browser software given away free to home users. Netscape Communications, Inc. was

one of the early winners by licensing their advanced WWW browser for free to home users,

whereas browsers and the server share was licensed to businesses on commercial terms.

Now, WWW is one of the most used applications on the Internet. At its core, WWW is a

rather simple client–server application. It gives an Internet user the possibility to connect to a

WWW server with a client that conforms to WWW protocols. During recent years, companies

have enthusiastically built websites on WWW servers. They offer a wide range of services that

look very different from the first websites in the mid-1990s, but which are still much the same

from a technical point of view. When people talk about "going onto the Internet", it usually

means browsing WWW pages. WWW has succeeded in becoming the most dominant content

network of our time and this makes it very important to this research.

In less than 20 years, WWW has enabled the creation of many global companies. It has

joined regular people in an unseen way. This has partly happened because of the ingenuity of

the underlying Internet and partly because of the advances WWW introduced. Despite the rapid

change in technology, the original vision of WWW still holds today: to make the Internet easier

to use and to collect the scattered information available. WWW turned the lights onto the Inter-

net by changing the command line based on two-colored terminal screens into graphical user in-

terfaces with multimedia capabilities. The other innovation of WWW was the actual "Web" or

the way information is linked together as hypertext for easy browsing. This meant a big change

from logging separately onto each computer. Naturally, it also meant that a lot of information

was made available without any access control. The impact of this "free" content has not only

shaped the future of the Internet, but this is how we see the world around us today.
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The success of WWW as a global-scale information network is visible in its design princi-

ples. According to these principles, the system must be flexible and designed with minimal con-

straints so that it is compatible with numerous languages and operating systems, exactly like the

Internet. This has guaranteed that the system has stood the test of time as the number of plat-

forms and terminals has increased. Its capability to store random links between objects has

made it very flexible. Lastly, the use of human-readable syntax to create "WWW pages" has

made entering and correcting information easy even for non-tech savvy users. Together these

principles have created a system that is easily accessible for both content producers and

consumers.

More recently, "Web 2.0" has become a household name to describe the latest advancements

in WWW. It is a contradictory term without a clear definition. The term implies that it is not the

second version of the World Wide Web, but rather a marketing term or the term the media uses

to categorize new services and uses that have surfaced on the Web over recent years. The term

rose to popularity after the first O'Reilly Media "Web 2.0" conference in 2004. However, many

of the technologies used to build these new services existed for many years before the wide-

spread introduction of the term, or in other words there was no single technological break-

through that made Web 2.0 possible or replaced the original Web.

Rather, the Web has evolved gradually to offer new tools and services, and the direction has

been decided by the innovations that have succeeded to gain popularity. Hence, it might be right

to connect the term Web 2.0 to the new ways of using the Web, especially to another new term

"participatory media" that is discussed more later. Nevertheless, in the era of "Web 2.0" the

Web routinely includes many elements that make it possible to build even better applications.

To highlight some of the changes, even though the services use old protocols such as http, now

the Web services rely much more heavily on back-end software in contrast to client-side soft-

ware. Another new term "mashup" means that content is merged on the fly from different

sources, client- and server-side, i.e., the final content is a combination of data from many com-

puters and databases. In relation to this are Web APIs, which allow Web-based access to data

and functions on network computers. Browsers used to be very thin, but now they increasingly

include more features. For example, they can play complicated multimedia presentations, exe-

cute scripts/code locally, and receive syndication or "Web feeds."

One of the promises of the digital age is more open and democratic creative cultural prac-

tices. Included also in the vision of WWW, new tools will enable regular users to open their

own media channels and reach large audiences with content and operating concepts that differ
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from those of the traditional mass media. This is a paradigm shift from one-to-many to many-to-

many publishing. Many publishing platforms have become facilitators of this promise. Actually,

the biggest websites are based on offering seemingly free platforms for amateur publishing as a

part of their business models. When using free services, it might be difficult to demand a high

quality of service or to criticize how platform owners keep their services free. WWW and simi-

lar client–server systems publish user content from a single tightly controlled source that gains

more value with each new user and content item. It is a part of the design principles of WWW

technology that a server becomes the most valuable node on the network. How value translates

into content network design is one of the main topics of this dissertation.

The Semantic Web is an initiative led by the World Wide Web Consortium (W3C) and its

director Tim Berners-Lee, the inventor of the World Wide Web [Berners-Lee, 2010]. Like

search engines, it takes another approach to the same problem of finding content on the Internet,

especially on the World Wide Web. It aims to change the actual Web pages to make them work

better for current applications and users. Originally, Web pages combined form and content.

They were designed to be read by people not machines. The Semantic Web aims to change in-

formation and content on the Web to be more understandable by computers, so that they can

perform more of the tedious work involved in finding, sharing, and combining information on

the Web. It adds descriptions and semantics of information and services in a machine-readable

language. This makes the web of content better connected and defined, and thereby easier to

process with computer applications, and also enables interpreting digital content in search en-

gines. The semantic metadata is regarded as the next technical step in the evolution of the World

Wide Web [Berners-Lee, 2010].

2.2.4.  P2P Networks

A P2P architecture embodies one of the key technical concepts of the Internet, described in

the first Internet Request for Comments, i.e., [RFC1], "Host Software", dated 7 April 1969 (still

available at http://tools.ietf.org/html/rfc1):

The Internet is a true full-duplex network.
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According to the main principle of a P2P network, the bandwidth increases as more nodes

are added. The P2P network's overall bandwidth can be roughly computed as the sum of the

bandwidths of every node in that network. More importantly, this approach is not dependent on

the data on the network or the file size. The P2P model makes it possible to distribute data over

a large network, whereas the client–server model stores the data on the central server. If the cen-

tral server is not accessible, both the data and the system are unreachable. In a distributed P2P

architecture, if one or more nodes depart and abandon a downloading file, the remaining nodes

should still have the data needed to complete the download.

Ian Clarke designed and coded Freenet in 1999 [Clarke, 1999]. This was one of the first P2P

networks to start the larger awareness of P2P systems. The Freenet system is an ongoing project

that has many ambitious goals with scientific value [Clarke et al., 2002]. Foremost, Freenet is a

decentralized data storage. Basically, the principle of P2P file sharing can be returned to the

idea of sharing a pool of resources that have been stored jointly by the participating network

hosts. Hence, a P2P file sharing network is a decentralized data storage shared by the users.

Around the same time, a startup company called Evil Geniuses for a Better Tomorrow was

working on a distributed file publishing system. This created the EGTP/Mojo framework for the

MojoNation network. In MojoNation, each published file is encrypted and redundantly encoded

into many small blocks using an information dispersal algorithm. These blocks are uploaded to

any nodes running the compatible client, i.e., the peer software. Publishing a file onto MojoNa-

tion generated a unique identifier similar to a Freenet SSK, which is required to download and

decrypt the file.

This approach is familiar to many P2P networks. The data is stored on the network and is re-

ferred and found using IDs that often are indexed as hashes in distributed hash tables (DHTs). If

a user wishes to find a file, they need to know the hash ID. One serious shortcoming of the hash

system is that the name of the content file is not enough to find the actual file on the network.

The system needs mapping between file names and hash IDs. This easily creates a need for

another server or service to be maintained. In a publishing event, when a user wants a file to be

publicly available, they could send the identifier with the content description to a central register

that keeps track of available content. In the case of BitTorrent file sharing, this central service is

called a content tracker service that stores published torrents that refer to trackers that refer to

the actual content, see Section 3.2.7 BitTorrent Network, p. 163.
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File sharing networks Freenet and Gnutella are examples of unstructured pure P2P networks.

Peers act as equals merging the roles of client and server, and there is no central server or router

managing the network other than the functionality offered by the underlying Internet. Because

there is always the Internet below, P2P networks are application layer networks or overlay net-

works. P2P networks come in many forms. They are difficult to categorize because of the many

influencing factors and techniques. Many of them are hybrids between the P2P and client–serv-

er architectures. Only simple technical categorization links the nodes in the overlay network to

each other, but this does not necessary divide networks in a meaningful way.

On an unstructured P2P network, queries are flooded over the nodes of the network and a

query, limited by a number of hops it is allowed to make, might not find a peer that has the de-

sired data [Steinmetz and Wehrle, 2005]. Both Freenet and Gnutella are unstructured P2P net-

works and fail to fulfill the need for a deterministic location: objects on the network should be

located, if they exist anywhere in the network. This flooding mechanism also causes a high

amount of signaling traffic on the network making it slower and poorly scalable. By contrast, on

a structured P2P network there is a globally consistent protocol to ensure that any node, i.e., a

peer, on the network can efficiently route a search or a query to another peer that has the desired

file, even if the file is extremely rare or unique [Steinmetz and Wehrle, 2005]. The most popular

protocol for the task is DHTs, which are widely used on structured P2P networks.

P2P technology is a potent technology for multiple applications. The location-independent

routing problem the new distributed networks have faced has spawned a host of proposals,

many of them in the context of data sharing infrastructures. Around the same time as the first

DHT proposals in 2001, four systems surfaced: OceanStore [Kubiatowicz et al., 2000] at UC

Berkeley, a system from Microsoft Research, later named as FarSite [Bolosky et al., 2000], Co-

operative File System (CFS) [Dabek et al., 2001], and PAST [Rowstron and Druschel, 2001]

based on the Pastry DHT system. Each of them proposed a distributed storage where informa-

tion is cut into pieces, encrypted, and stored onto many computers in an infrastructure that is ba-

sically a P2P network. Even though much of the attention was focused on the copyright issues

raised by the Napster file sharing application at the time, P2P systems had many interesting

technical aspects. Decentralized control, self-organization, adaptation, and scalability made P2P

systems interesting to scientists as application platforms.

OceanStore was a system that allowed a virtually infinite number of personal computers and

other devices to freely share data. Rather than sharing data among users, OceanStore was a sys-

tem to unleash the whole network as a storage center. The data objects are stored in mathemati-
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cally calculated fragments on different computers. From the users' standpoints, the data simply

appears in the network as it would on a single server. Yet, the "network server" is actually the

network. The data is decentralized across many nodes in the network. Microsoft's FarSite

project developed similar technology that could link up hundreds of thousands of computers. In

both projects, researchers investigated the feasibility of a virtual file server that would be acces-

sible to 100,000 or more individual computers.

Both OceanStore and FarSite rely on file redundancy and duplication as protection against

data loss, denial-of-service attacks, and other service corruptions, whereas encryption and dig-

ital signatures provide security. In these kinds of systems, it is critical to achieve a good ratio

between storage management and caching. It is important to copy information sufficiently to

make it available even though not all nodes are present. The PAST researchers showed that their

scheme allowed global storage utilization in excess of 98%, i.e., how well the files are reach-

able. The rate of failed file insertions remains below 5% at 95% storage utilization and failed in-

sertions are heavily biased towards large files. Their study showed that caching is effective at

achieving load balancing, and that it reduces fetch distance and network traffic.

P2P technology also serves other areas that are not directly related to file sharing. Skype,

from the same people who created the Kazaa P2P file sharing client, is a free application that

enables free calls anywhere in the world with other Skype users. Many Skype-like IM programs

have brought the “point of presence” idea into the midst of computer users. A program called

P2P Clearing by Cubic Transportation Systems, Inc. eliminates the requirement for a central

clearinghouse in regional smartcard and magnetic ticketing systems. Groove Networks, Inc. of-

fers the P2P groupware Groove Workspace with 192-bit encryption and XML support. Intel is

working towards connecting televisions to phone lines for video conferencing using P2P tech-

nology. P2P networks also connect devices such as laptops, printers, mobile phones, televisions

and other domestic appliances using local operating network technology, which is basically a

P2P network. There is a separate section in this dissertation concentrating on P2P applications,

see Section 3.2.4 P2P Applications, p. 159.
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2.2.5.  History of File Sharing

P2P file sharing has grown into a phenomenon from a very simple activity: sharing files

among users. This is familiar to anybody who has sent their most recent holiday pictures to a

friend. The software tool to do this might have been an e-mail, FTP, an open access Web server,

or another form of data communication. However, what makes P2P interesting is two parame-

ters that set it apart from holiday photo sharing among friends: the content is shared among

strangers as well as friends and the sharing event is supported with a social interaction that

brings users together. The following describes the change of technology in how the content is

shared on the Internet among strangers, with the emphasis on copying illegal copyrighted con-

tent. Most of the described events have happened in parallel with this dissertation research and

thereby documented in the media.

The development of file sharing goes hand in hand with the general development of IT, espe-

cially increasing bandwidth. When the Internet was in its infancy, largely unknown and inacces-

sible outside the academic world, there were a large number of BBSs. The BBS is a computer

system running software that allows users to dial into the system over a phone line and, using a

terminal program, perform functions such as downloading software and data, uploading data,

reading news, and exchanging messages with other users.

The first BBS, CBBS (Computerized Bulletin Board System), was created by Ward Chris-

tensen in Chicago in 1978. The ideas for this useful system took off quickly, phone numbers to

BBSs were distributed in all imaginable ways, and some of the best ones were known only

through recommendations. In other words, the access control was already performed by limiting

the people who knew the phone number, which is a form social control mechanism. Informal

social control mechanisms have not found their way to content networks as well as expected.

This is discussed in greater depth later in this study. Before the eras of the World Wide Web and

P2P file sharing, FidoNet was a worldwide computer network connecting BBSs and offering

communication, such as "Netmail", between BBSs. Still operational today, it was most popular

in the early 1990s before the introduction of easy and affordable access to the Internet.

When the Internet became more open and popular, FTP, Telnet, and soon WWW were the

most prominent ways to communicate on the net. Similar to phone numbers, the Internet and

WWW needed, and still needs, an IP number or a domain address to connect to other nodes.
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Like the BBS scene, these domain addresses for servers containing files are distributed in many

ways, not only on the network but also through more traditional channels such as newsletters.

Because the domain address names the server explicitly to the extent that its location can be

tracked, the servers come and go, changing their IP addresses, and the lists of IP numbers might

be out of date within a few hours, when the content is moved onto other servers that are listed

on news listings.

Tools such as Internet Relay Chat (IRC) have become a popular way to distribute net ad-

dresses among accepted members in the file sharing scene. IRC was created by 21-year-old Finn

Jarkko Oikarinen in August 1988 to replace a program called MUT (MultiUser talk) on a BBS

called OuluBox in Finland (http://www.irc.org/history.html). A slightly modified IRC took off

on the Internet, especially among UNIX users. This is a real-time chat program designed to

communicate in discussion forums called channels, but which also allows one-to-one communi-

cation via private messaging and data transfers via Direct Client-to-Client. As an open source

application, IRC is highly modifiable and extendable, e.g., using automated clients called bots

[RFC 1459].

As bots evolved, they began to serve as permanent points of contact for information ex-

change and protection agents for the channels they served, because of their superior speed com-

pared with human users. A common use for a bot would be to serve the new IP listing to file

servers after some specified authentication had been passed. Later, IRC clients began to have

extensions and scripts that used a search command (@locator) to find content files from anyone

offering them. Other users' clients respond automatically to a search request with a private mes-

sage showing what they have. This was said to be a better file sharing system than Napster in

2000 [Patrizio, 2000], when the Recording Industry Association of America (RIAA) and some

leading artists were already after Napster. In file sharing, illegal central systems have repeatedly

been hunted down compared to decentralized systems.

In 1996, a 17-year-old Australian programmer Adam Hinkley coded a Mac-only application

called "Hotwire." A year later, a company was formed around the software and the application

was named "Hotline Connect", or Hotline for short. The company Canadian Hotline Communi-

cations Ltd. succeeded in raising millions in venture capital funding and grew to employ over

50 people in Canada, the USA, and Australia. The Hotline software was well received by the

public and at its peak had millions of users including big corporations. In 1997, Hotline won the

"Macworld Best of Show" award at the Boston MacWorld Expo and the Los Angeles Times

called it "one of the best kept secrets on the Internet." However, the company ran into internal

69



disagreements in 1997, which caused the owners and rights holders to file lawsuits against each

other. They were never able to bring out a Windows version of their software. The last version

of Hotline Connect was released in December 2003.

Hotline was actually a suite of three shareware applications distributed separately. As a pure

client–server architecture, it combined chat, message board, and file transfer capabilities with-

out a P2P model. Yet, it had some similarities to the modern BitTorrent P2P file sharing archi-

tecture. Users installed Hotline Client to access Hotline servers set up by users running the Hot-

line Server software. Hotline Client users could only connect to servers whose IP numbers they

knew. This still had a strong connection to BBSs and the early Internet era, when you needed to

know the destination number, telephone, or IP number beforehand.

The advancement Hotline introduced was Hotline Tracker, which was a name server to keep

track of the IP addresses of several Hotline servers. Many Hotline Server users did not have a

fixed IP address, which was common among dial-up Internet users then and even nowadays in

the days of dynamic IP addresses. With the Hotline system, they were able to register their dy-

namic IPs to a Tracker Server when they started their Hotline Server. Then, Hotline Client users

browsed server lists by accessing "trackers", particular computers with fixed IPs that keep track

of the IPs of all online servers serving the network. Today, the popular BitTorrent network also

uses separate tracker servers that list trackers that hold the records where particular content is

located on connected computers. Hotline eventually attracted more of an "underground" com-

munity, which saw it as an easier-to-use successor to IRC for downloading pirated software and

pornography. Hotline was faster than its competition, and thereby was ideal for file sharing. No-

tably, the Hotline system that consisted of a tracker, a server, and a client was written from the

ground up completely independent of current technology.

Released around the same time as the Hotline suite in 1996, an application called ICQ

(wordplay on "I seek you"), the forerunner to modern instant messengers, became significantly

popular on the Internet. ICQ made it possible to set up discussion forums and share files along-

side chat discussions. The feature called "ICQ File Share" was a fully integrated part of each

ICQ client. ICQ File Share opened a shared directory on your hard disk to anyone appearing in

your ICQ contact list. ICQ users on the contact list were identified by numbers called UIN and

the system offered tools to search for other users based on their profiles, e.g., listings of the files

offered on a "discussion." The application had a server-like feature to keep ICQ File Share on

even when ICQ was not available. When you provided the IP address of the other ICQ user,

ICQ File Share allowed you to browse the shared directories of this other user. ICQ File Share
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made it possible to search for content, i.e., music, movies, pictures, documents, and other types

of media among all ICQ users and their hard disks and optical disc drives in the world. ICQ File

Share was downloadable from many websites free. Yet, it never raised the same sort of buzz as

the forthcoming P2P file sharing programs.

It is no coincidence that the start of Napster dates to the same time, when technological de-

velopments actually made possible the growing popularity of file sharing. A number of features

made file sharing more popular among home users. These included a quicker 56k modem

connection to the Internet, an inexpensive Internet access plan, a CD drive, and a personal com-

puter that was powerful enough to rip and compress audio CDs. Ripping is the process of dig-

itally extracting the songs from an audio CD to the hard disk of a computer. Digitalization had

reached the point that it was possible to make perfect zero-loss copies between digital media,

such an optical disc and hard disk, by using a home computer. It is a similar activity to copying

a VHS video cassette without a loss quality and extremely quick. This made possible the mass

production of copies even at home.

Already in 1987, a German research institute, Fraunhofer Institute for Integrated Circuits IIS,

had developed an advanced compression method for audio files, later known as ISO-MPEG Au-

dio Player-3, or MP3. MP3 is a data compression method for encoding information or a data file

using fewer bits than an unencoded representation using specific encoding schemes. Even

though MP3 is so-called lossy data compression, i.e., the process loses some fidelity to CD

quality sound files, it made it possible to transfer songs in smaller files with acceptable sound

quality. MP3 became popular on the Internet because it was an adequate way to compress audio

files for transferring them on narrow bandwidth Internet connections.

When CD writer drives came to home computers, they burned, i.e., copied digital songs,

from the computer to a CD disc without losing quality. The resulting new CD was a perfect

(digital) copy of the origin. Users made copies of their own CDs to take them to their cars and

to play on a portable CD player. From the file sharing viewpoint, the next step was to give a

copy of their CD to a friend. It was important that the first person did not lose their own copy,

even though the friend had an exact digital replica. Since the copy was perfect, the friend could

copy it to another friend and all three people could have the same CD with the same perfect

quality.

In this scenario, the content travels on a social network formed by people. On a typical social

network, a person knows several people who themselves know several people who in turn know

several people. If these relations are drawn out as graphs, it forms a network, a social structure,
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made of nodes represented by the people on the network. This kind of human network can be

surprisingly powerful to distribute information, such as a gossip. Handing out a CD is similar to

distributing content using P2P file sharing. Yet, with the help of the listed tools and the Internet,

P2P file sharing does so much more efficiently.

The abovementioned development had already happened and was becoming popular, revolu-

tionizing file sharing, when Napster was released. An 18-year-old college dropout named

Shawn Fanning concentrated on music and CDs, leaning on the popular MP3 file format. The

bandwidth of many users was still too narrow to download and especially upload video content.

It was common that the Internet connection was asynchronous with a wider downlink from the

Internet than the uplink to the Internet. In addition, home computers did not have the capabili-

ties to process video content as they did audio content. From a system design perspective, the

focus of the Napster system on a single file format and only on music was far easier to

implement.

Napster introduced advancements to the broader public. Even though P2P networking and

similar applications were already known, they found an excellent application area in music file

sharing. Mostly, Napster was a self-explanatory working combination of several existing tools.

Fanning made many successful design decisions in his software. He targeted his application to-

wards the most popular PC platform at the time, Windows. He included an integrated IM system

to support powerful social networking behavior. He used the familiar Microsoft Windows file

management system to organize files instead of introducing a new user interface. The main ap-

plication user interface was similar to the search and filter functions of the popular search

engines.

It is ironic to call Napster the first P2P file sharing application because much of its function-

ality took place in the central server. This created a serious performance bottleneck that became

obvious as the system gained popularity. The central Napster server under Fanning's control was

critical for the whole system. Whenever the server was down, the whole file sharing system was

down. In addition, the server personalized everything that happened on the Napster network –

good and bad – to Fanning. A user of the Napster application logged onto the central server on

www.napster.com with the client software. The server had a registry of all the registered users

and an index file of all the available files on the connected users' computers.

Search queries to the central Napster index database were naturally faster than on a compet-

ing Gnutella network where queries were sent hopping from one computer to another on the net-

work. When a desirable file was found based on MP3 ID3 tagging, the file transfer was execut-
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ed between user computers. If the other user disconnected before the transfer ended the file

simply was unfinished, and the user needed to find another node hosting the same file and start

all over again. Even though the central server had no actual content files, the system architecture

caused the central server a heavy burden as the number of users rapidly exploded to millions.

Still, it was rather new to run a service of millions with a rather modest capacity. In other

words, the P2P nature of file transfer helped Napster grow. However, when Napster use peaked

at 26.4 million users worldwide in February 2001 [JupiterMediaMetrix, 2001], there were al-

ready a farm of computers to run the Napster service. The "wild" Napster had turned into a busi-

ness with the help of venture capital money. Actually, the Napster architecture was similar to a

big Web server, so critical was the role of the central www.napster.com server. Yet, unlike pure

websites, Napster had separate client software that needed updating and managing with the nor-

mal software maintenance difficulties, e.g., the upkeep of compatibility with earlier versions

and subsequent distribution to clients. Still, the heaviest risk was the legitimacy of the server.

The rights holders whose content was shared on the Napster network had the single instance to

deal with. On a server, the whole Napster system had a single weak point through which the file

sharing network was alive.

Napster did not take into account the quick development of bandwidth and computing power

at homes, not to mention copyright restrictions. Had Napster been designed from a business

viewpoint, it could have been the first truly popular legal and profitable digital content service.

In that case, the biggest challenges had probably been receiving licenses from the music indus-

try to distribute content legally. At the time, there were no legal music systems on the Internet.

From the beginning, Napster was designed to be superseded by systems that could handle any

content and different file formats.

Other programmers quickly adopted the ideas of Napster and developed them further.

Whereas the Napster server was the closely guarded property of the Napster company, it soon

became an open source reverse engineered alternative called OpenNap. OpenNap not only func-

tioned as the original Napster server, but also extended the Napster protocol to allow the sharing

of any media type and added the ability to link OpenNap servers together. It introduced the abil-

ity to have a permanent list of friends, a hotlist to allow access to controlled virtual networks in-

side the Napster file sharing network, and the ability to share an unlimited number of files. Iron-

ically, when record companies and artists fought against Napster with lawsuits, the Internet was

already offering an easily modifiable, free, and even better alternative with a set of software

tools that allowed further development. This led to an increasing number of file sharing servers
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appearing on the Napster network, especially in countries where the operators could not be

sued. The original Napster was no longer merely the tip of the iceberg.

One of the most notable successors to the OpenNap server was an application called Win-

MX, which began its life as an OpenNap application capable of connecting to many servers si-

multaneously and sharing an unlimited number of content files. Later, with the release of Win-

MX 2 in May 2001, Frontcode Technologies, the developer of WinMX, created a proprietary

protocol named WinMX Peer Network Protocol (WPNP). It used peer caches that were central

servers essential for the operation of the WinMX network, yet WinMX 2 was an important step

towards modern P2P file sharing programs.

To users, WinMX 2 appeared remarkably faster than Napster by introducing multi-node

downloading, i.e., a user simultaneously downloads the same file in small pieces from several

computers on the network. This is one of the key features of the modern BitTorrent network. In

addition, the WinMX program used social moderation with built-in features such as bandwidth

monitoring, ICQ-like short messaging, and IRC-like chatrooms. Often, two users negotiated an

exchange of their files with the help of the short messaging system or chat. After the transfers

had started, the users could select an individual bandwidth for the transfer to make sure both

transfers ended more or less at the same time.

Many users regarded the system as much safer than most other file sharing software at the

time, mainly because the negotiation among users before the transfer usually meant that no spy-

ware and adware came with WinMX. According to NPD MusicWatch Digital, WinMX was the

primary source for online music in 2005 with an estimated 2.1 million users. In the same top 10

digital music services list, the legal Apple iTunes was already in second spot with 1.7 million

users. Still, because of the popularity of WinMX and similar applications, the problem about

copyright was extended from music to pictures, movies, computer software, and all other possi-

ble content types.

In November 2001, the first WinMX user was arrested for using the application to download

copyrighted content from the network. On September 21, 2005, the RIAA succeeded in forcing

Frontcode Technologies to end their WinMX operations. Only four days later, it was possible to

find software patches on the Internet for WinMX clients to work without the shutdown Front-

code peer caches. The caches were replaced by reverse engineered open source software admin-

istrated by regular users. This is a prime example of the power of international online communi-

ties. After the RIAA won the battle to shut down WinMX in the USA, it had to battle over three
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million Japanese users in 2006, according to an estimate by the Record Industry Association of

Japan.

Napster and other early P2P applications, such as CuteMX, Scour, and Audio Galaxy, that

used a client–server architecture were later named as the "first P2P generation" or "the first gen-

eration of P2P." The promising P2P technology that had been used for decades in computer sci-

ence became simply "P2P" and, thanks to the mass media, a synonym for illegal content down-

loading. After Napster encountered legal troubles, the second generation of P2P concentrated on

decentralizing and dissolving the role of the central node, which had become the obvious target

for both legal and technical attacks.

Justin Frankel and Tom Pepper of Nullsoft developed a fully decentralized P2P application

called Gnutella in early 2000. However, the early versions revealed the limits of the initial pro-

tocol's scalability, when hordes of Napster users switched to the Gnutella network when Napster

closed. Later, Gnutella moved onto use a similar architecture that improved forthcoming appli-

cations. Instead of treating every user according to the pure P2P model as client and server,

some users were treated as "ultrapeers", routing search requests and responses for users connect-

ed to them. At the beginning, Gnutella was known as "GNU Napster." After going through

some difficult phases in its history, Gnutella has now transformed into a true open source

project with multiple parallel developer teams and compatible applications even today. Even

though the identity of the most popular file sharing application has changed several times since

its inception, Gnutella has maintained its position as a popular file sharing network on the

Internet.

In the early days of P2P applications, it was typical to repeat the rant that these applications

had many users, but the client was given away for free and nobody was making any money. Jed

McCaleb founded MetaMachine to release a new P2P application called eDonkey2000 on Sep-

tember 6, 2000. This new application was designed to make money and was technologically

more advanced than its predecessors. eDonkey2000 was launched without any file type restric-

tions, had a 128 kbps bitrate MP3 limit, and was equipped with the MD4 checksum algorithm to

verify file integrity. Rather than being dependant on one central server such as the first genera-

tion P2P applications, MetaMachine had set up multiple servers around the world and released

the necessary software for anyone to set up their own server.

eDonkey2000 found regional servers by using a list called server.met that has many similari-

ties to the hosts.txt file of the early Internet days. This server.met file would come with the

eDonkey2000 client program, but it was also distributed onto many websites, discussion fo-
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rums, and other places on the Internet. eDonkey2000 clients used the server.met file to connect

to servers and this made all the content of their connected clients searchable and downloadable.

Hence, the system allowed clients to find and download files throughout the whole expanding

network, not just from the clients connected to the same server, such as in HotLine or in the

modern day DC++, the Direct Connect network application.

However, the most important advancement technologically was eDonkey2000's "swarming"

downloads that are still used in modern P2P applications, e.g., BitTorrent. The clients could

download different pieces of a single file from different peers, effectively utilizing the com-

bined bandwidth of all of the peers instead of being limited to the bandwidth of a single peer.

WinMX 2, which was released almost a year later, used its own protocol to achieve the same

multi-source transfer as eDonkey2000. Further, even if one or more nodes depart and abandon a

downloading file, the remaining nodes should still have the data needed to complete the down-

load. A third improvement compared with Napster was the use of file hashes and DHTs instead

of simple filenames in search results. This meant that a file could have many different filenames

across different peers, but would be considered identical for the purposes of downloading as

long as its hash value was the same. Using multiple descriptions and unique identifiers for the

actual content on the network is the predecessor of the metadata scheme studied in more detail

later in this dissertation.

MetaMachine's earnings with eDonkey2000 were based on selling space for advertisements

on the user interface of their client application, mainly through the Cydoor software by an Is-

raeli adware company, Cydoor Desktop Media. The operation is similar to selling banners and

ads to Web pages, yet the Cydoor software was an integral part of the supported software with-

out uninstaller and often regarded as spyware or malware. On September 12, 2006, MetaMa-

chine settled a lawsuit with the RIAA for $30 million and closed its business, but the file shar-

ing network it created has remained one of the most used, and it is still supported by many

volunteer communities and applications, such as eMule, aMule, Shareaza and MLDonkey.

The year 2001 can be regarded as a bumper year in the P2P file sharing scene. In July 2001,

the original Napster system was shut down by the ninth Circuit Court injunction. However, in

the same year the so-called second generation of P2P networks was introduced including the

FastTrack protocol, the BitTorrent protocol, the WinMX Peer Network Protocol, and GNUnet.

The first four DHT systems CAN, Chord, Pastry, and Tapestry were all introduced in 2001 and

quickly found their way into most widespread P2P applications. Basically, DHTs allowed the

distribution of the information stored in a single Napster database over the network. Even
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though Napster lost its legal case, there was really no reason for music creators and copyright

owners to celebrate. P2P file sharing was about to flourish more brightly than ever before. The

mentioned software have each taken turns to be the most popular P2P file sharing application on

the Internet. When P2P file sharing really took off after 2001, the same applications were re-

sponsible for most of the Internet traffic, creating the phenomenon that captured an increasing

number of stakeholders.

Before WinMX, the dominating P2P file sharing network was FastTrack with over five

million simultaneous users sharing up to 900 million media files in 2003. Kazaa Media Desktop

was the most prominent client of the FastTrack network owned by an Australian company,

Sharman Networks. The May 2003 Download.com statistics stated that every week Kazaa Me-

dia Desktop was downloaded up to three million times alone at Download.com, already totaling

some 230 million copies and passing ICQ as the most popular application on the Web. A study

by the Canadian-based network management company, Sandvine, Inc., claimed that FastTrack-

based applications generate more than 76% of all P2P traffic in North America [Sandvine,

2003]. Adding together all FastTrack clients, Kazaa, iMesh, and Grokster, and the clients of oth-

er file sharing networks, there were over 400 million users of file sharing networks in 2003,

over 55% of the CIA's World Factbook and Computer Industry Almanac’s estimated Internet

population of 700 million in the same year [C.I.A., 2007a].

To provide some perspective on the size of the phenomenon back then, it is interesting to

compare the P2P network numbers with other areas of life outside computing. Nielsen/NetRat-

ings, an Internet audience measurement and analysis company, estimated that there were 130

million active Internet home users in the United States and 56 million users in China in 2002,

the two biggest countries respectively. In 2002, there were already 56 million Americans using

file sharing software such as Kazaa, according to the Boston-based research firm Yankee

Group. By comparison, 56 million Ethiopians live a hand-to-mouth existence and the same

number of people became sick or died from AIDS in 2002, according to the World Health

Organization. Although the Internet user figures are impressive, the Internet was and still is the

privilege of the few. In addition, the growth of the Internet and rising number of computer users

could be seen merely as one of many growing phenomena in the world.

The FastTrack network included supernodes to improve network scalability. Supernodes, or

indexing nodes, are usually more powerful computers with better bandwidths. As a form of

proxy servers, they process routing requests, data flow, and connections for other users on the

same network. This thinking is similar to the theoretical P2P approach where all the nodes are
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equals. Yet, because not all the connected computers are equal in their capacities and connectiv-

ities, it makes sense to take advantage of the better resources on the network to improve the effi-

ciency of the whole network. This allows for larger networks without central servers, or the role

of the central server can be distributed onto the network.

To allow downloading from multiple sources FastTrack used the UUHash hashing algorithm

to calculate the checksums of the files, thereby making operations faster even on weaker com-

puters. Like eDonkey2000, FastTrack adopted a DHTs on the supernodes to index hashes and

thereby help solve the scalability problem. Based on hashing only a fraction of the file, UUHash

was an old technology and it was not a perfect fit to this application area, since it passed cor-

rupted files unnoticed. The FastTrack network was soon badly polluted with corrupted files,

viruses, commercial promotions, and even the RIAA's dummy files to worsen users'

experiences. 

Whereas the popularity of Napster and other file sharing channels by the end of the 1990s

was partly explained by the critical development of personal computers and Internet access, the

second generation of P2P file sharing received a boost from similar factors. At the beginning of

the 2000s, normal users were able to feed the network with DVD movies. PCs had not only be-

come even more powerful, they now also featured DVD players. Fixed cable connections were

replacing slower modem connections, which made it easier and more reliable to keep home

computers in a server-like role, continuously connected to the Internet feeding larger files. With

CD players, users were able to copy their audio and software CDs to a computer and to share

the content onward onto the Internet. File formats such as MP3 and compression applications

helped pack content into smaller file sizes.

The distribution of bigger files, such as movies and disc images, was made possible by even

better compression algorithms and the advancements of the P2P networks. Maintaining quality

comparable to an analog TV, a compression application turned a common 4.7 GB DVD disc

into a set of small files keeping the overall file size to merely 700 MB, the size of a CD disc.

Converting the content into small chunks served the structure of the second generation P2P file

sharing networks and allowed the downloading of many files from many different sources at the

same time. In addition, P2P clients could pick up downloading where they left off last time or

change download sources based on which sources were up and offering the quickest service.

With CD writers, users could write movies onto video CDs. Later when DVD writers reached

consumer friendly prices, users made one-to-one copies of the DVD movies they downloaded

from the Internet. Content Scramble System (CSS), the worldwide digital rights management
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(DRM) scheme used on almost all commercially produced DVD video discs, was cracked in

October 1999. Furthermore, the movies offered on the Internet were often already cracked and

made playable on all DVD and computer players regardless of the DVD regions.

In September 2005, the RIAA intensified its campaign against file sharing networks. It sent

cease and desist letters to P2P companies as well as individual users. The closely followed

MGM vs. Grokster case set a precedent against P2P programs and gave the RIAA greater lever-

age. The following months saw many P2P companies shut down their services. In this light, the

third generation of P2P applications focused on building anonymity features in their applica-

tions, such as directing traffic through many nodes and enabling strong encryption to resist

eavesdropping. This makes it more difficult to identify who is downloading or offering files and

what the content file includes.

The third generation of P2P was hindered by the overheads created by these anonymity fea-

tures that require more calculation capacity from computers, and often they are cumbersomely

implemented on the user interface requiring more from users. An interesting addition to techni-

cal solutions is the so-called friend-to-friend networks that allow only already-known users, i.e.,

"friends", to connect to one another. Otherwise, the network works as a P2P network, forward-

ing requests and files anonymously between its own known "friend" nodes. They are sometimes

called Dark Nets. Naturally, this kind of model works best in smaller groups. In this work, this

thinking is taken further by applying social network theory and creating chains of friends, i.e.,

friend of a friend, with recommendations and trust mechanisms, and organizing friends into ma-

nageable clusters that form a bigger unit than a single node on a network.

The fourth generation of P2P adds streaming content delivery over P2P networks. It is a

somewhat natural extension to swarming downloading that was introduced to the public on the

eDonkey2000 network. To a user streaming means that instead of waiting for the whole content

file to download, a user can start listening and watching the content right after a small buffer has

been downloaded. The quicker the network access is the smaller the buffer size, which is often

calculated on the fly based on performance. In downloading the content file, i.e., a song or a

video clip, from the network, priority is given to the data bits closest to the consuming point in

the content.

This has an important impact on the TV and radio broadcasting industry. Already, there is

now an increasing amount of content on the Internet to compete with traditional TV and radio.

The convergence of consumer electronics at home is taking Internet content to those devices

that resemble familiar consumer appliances in look and ease-of-use. With streaming P2P tech-
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nology, a user can hear radio and watch television without any server involved. In other words,

creating a broadcasting station to the Internet does not require such investments as in the client–

server era, where each new end user meant more load onto the servers of the system. Now, in

theory, each new user brings more bandwidth and other resources to the content network.

When looking back at the past decade of P2P applications, it is common that the programs

were the brainchildren of young programmers who often worked alone. Prior to Napster, Adam

Hinkley coded the popular Hotline application for file sharing. Shawn Fanning was 18 years old

when he released Napster. Justin Frankel coded Gnutella aged 22. Gene Kan was 23 when he

produced one of the first popular Gnutella derivatives in 2000. Jed McCaleb founded MetaMa-

chine at the age of 27. Niklas Zennström and Janus Friis, the inventors behind Kazaa, were born

1966 and 1976 respectively. Bram Cohen coded the first version of BitTorrent at the age of 26.

None of these systems were built by a large team of programmers in a big corporation fol-

lowing a tight software project and engineering tradition, or based on profound academic re-

search. An open source P2P protocol specification JXTA, a notable ongoing effort started by

Sun Microsystems in 2001, has never gathered as large a user population, even though it does

not have a built-in DRM functionality to reject illegal content. Rather, inexperienced young pro-

grammers have quickly coded the systems and their modified successors.

The development of consecutive P2P generations has been motivated by creating systems

that will not be caught distributing illegal content. At first, the motivation was to decentralize

the Napster model in the second generation. When the RIAA started suing individual users, the

third generation of P2P file sharing was motivated to add anonymous features. There is no evi-

dence that any of these hugely popular P2P systems had included a profound business model as

a part of the infrastructure from the beginning. Taking advantage of illegal content and selling

ads for pirate downloaders does not really sound like a sustainable business model.

Yet, these young programmers and their companies have found ways to draw substantial

amounts of venture capital to fund their numerous legal battles. Early P2P companies did not

grow to reflect the huge number of users their applications attracted. None of them has become

publicly listed or a big stable corporation, such as other dotcom companies, e.g., Google and

Yahoo. Yet, the court documents [Tannam, 2003; EFF, 2005] showed that the annual revenue of

American StreamCast Networks, Inc., the company behind the multi-network P2P application

Morpheus, was $70 million at the time of the MGM Studios, Inc. v. Grokster, Ltd. case in 2005.

At the same time, industry observers said that Sharman Networks' annual revenue was $175
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million. In addition to using ads in their Kazaa application, Sharman Networks licensed its code

to iMesh, Grokster, and StreamCast.

The entertainment industry has continuously been active to counteract the success of P2P file

sharing networks. The year 2004 was a cornerstone in legal online music business. In 2004, the

music industry's campaign against illegal music file sharing was making a clear impact across

the world and new legal online music sites spread fast offering a legal alternative for consumers.

The International Federation of the Phonographic Industry (IFPI), the spokesman organization

of the recording industry worldwide, reported that legal online music took off internationally in

2004. Their annual "IFPI Online Music Report" (http://www.ifpi.org/content/section_resources/

dmr-archive.html) showed that half a million people had already signed up to more than 30 dif-

ferent legal sites in Europe in 2004, following the success of services such as Apple iTunes,

(new legal) Napster, and Rhapsody in the USA.

Throughout the early 2000s, when P2P file sharing applications were responsible for most

global Internet traffic [CacheLogic, 2005], a common question was whether legal music ser-

vices could ever compete with free illegal content on the network. It happened in 2004, when

the Apple iTunes Music Store became more popular than most rival P2P services. Other legal

online music sites followed quickly. The digital online music stores had created a compelling

and economically viable alternative to illegal file sharing. Even though P2P file sharing net-

works gave their content away free, consumers had chosen to use legal services. In 2008, music

downloads generated $875 million, up $180 million from the previous year, according to

JupiterResearch. Music subscriptions, from Yahoo! Inc. and others, are on track to hit $850

million compared with $150 million up from 2010. Between 2000–2010, the online music in-

dustry has risen from virtually non-existent to a billion dollar business and has bettered free ille-

gal content offering.
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2.3.  From Computer Networks to User Networks

File sharing is actually a very primitive form of social interaction and is often supported by

other social applications, as presented in the Section 2.2.5 History of File Sharing, p. 68. Shar-

ing has become more and more versatile and has many layers and mechanisms. Now, sharing

includes and combines exchanging files, streams, messages, comments, recommendations, and

many other forms of interaction. Discussion forums, chat forums, and internal communication

systems inside applications give an easy-to-use arena for sharing tips, hints, and guides among

users.

Basically, information technology is social technology. Foremost, computers and computer

networks serve their users. The concept of P2P, or person-to-person, has increasingly evolved in

the expanding use of information technology as the relational fabric in distributed networks re-

flects its users more than the computers of the network. The advancements in IT and computer

networking have connected an ever-increasing number of users to the Internet and built more

usable user interfaces that require no special skills to use. This has been an ongoing trend, but it

has been highlighted during recent years under the media term "Web 2.0."

Moving from computer-to-computer to user-to-user networks has untapped the potential of

computer networks as a social medium. The increased capabilities of personal computers and

mobile devices, multimedia and user-centered design, and the natural instincts of users to net-

work have created a number of "killer apps" that are more or less based on social interaction be-

tween network users. Increasingly, the goodness of applications on content works is measured

by how well they let people join virtual communities. This translates directly to the content net-

work's ability to support communities and social media. This means that a content network as an

underlying infrastructure needs to be able to support social creativity, participatory media, and

the distributed socioeconomic management of digital resources.

From a network design point of view, the challenge is supporting the unpredictable social

behavior of individuals in informal ad hoc communities that are offering, using, and paying for

the services on these new platforms. P2P has come to be applied to networks that expect end
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users to contribute their own files, computing time, or other resources to some shared project.

The element of predictability means breaking away from rigid system design that forces users to

use predefined ways of describing and sharing content, and developing applications. This dis-

sertation argues that the freedom to use the underlying content network has the potential to cre-

ate new ways of using content and the network. Blog and social networking websites already of-

fer application development tools successfully.

Even more interesting than technical underpinnings are their socially disruptive potential:

how in various ways users return content, choice, and control to other users, and how the sys-

tems and business could benefit from this. Emerging new applications, such as social net-

working websites, wikis, blogs, and folksonomies, have turned the World Wide Web from an

information source into an interactive platform that embraces and facilitates creativity, informa-

tion sharing, and, most notably, collaboration among users. Many of the new applications trust

in the activity of their users, creating a networked and online dimension for everyday living. At

the same time, a great number of active users offer further opportunities for novel technologies

in the form of decentralized and community-oriented modes of media content creation and dis-

tribution. This calls for new kinds of skills for software and service designers to understand the

dynamics of this technology–society interaction. Experts of psychology, cognitive science, soci-

ology, and political science have a greater impact on the service development than ever before.

When the Internet and numerous media terminals compete for a consumer’s attention, the

consumer's attitudes towards traditional media channels are changing. At the beginning of the

social media phenomenon, an interview survey from the University of Tampere in Finland re-

ported that in many cases television viewers’ relationships with television content was already

contradictory before the wealth of options offered today [Ermi and Sotamaa, 2003]. In 2003, an

average Finnish person watched almost three hours of television per day but despite the heavy

consumption, the status of television was low. Many consumers considered television as “passi-

vating” and “stupidifying” and claimed they should watch less television than they do. When

asked, people often tend to emphasize the importance of informative programs, such as news

and documentaries, but still also watch content they describe as “trash” and a “waste of time”.

However, the same study found that the idea of community-based narrowcast content was dis-

cussed widely and considered worthy of elaborating.

Whereas WWW connected information in hypertext webs, now user interaction connects

users in social networks. Media creation, content distribution, and the media itself are trans-

formed by new social networking technologies. Many organizations and websites exist to facili-
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tate media productions by private citizens and distribute it via television, radio, the Internet, e-

mail, movie theatre, DVD, and many other forms. Citizen media has bloomed together with the

capabilities of consumer recording devices and computers, and the Internet as a distribution

medium. Yet, the change in media channels alone does not change consumers' tastes and their

yearning for content they describe as “trash” and a “waste of time”. The same content has also

found its way onto the new social networking websites.

Convinced by the talents of regular consumers as content producers, Lessig encourages peo-

ple to produce creative derivative works to build on existing, and this way to enrich, culture

[Lessig, 2004]. Media creation and news reporting have ceased to be the exclusive domain of

journalists or media professionals. Multimedia producing communities are looking for alterna-

tives to traditional publishing and distribution channels that are hindered by cumbersome intel-

lectual property and organizational and marketing practices. The Internet has provided the

means for amateur content producers to find a wider audience. The great popularity of content

publishing websites and P2P networks prove that these alternative distribution channels are

working.

People who are not trained professionals have become more directly engaged with news

events and entertainment than ever before. Any literate citizen in any corner of the globe, who

has a computer or a mobile computing device with an Internet connection, can make their own

media content publicly viewable. This new kind of media has become known as participatory

media or citizen media. It includes many forms of citizen-produced media such as Web diaries,

picture logs, podcasts, digital storytelling, jointly written encyclopedias, and participatory video.

The format of the production can naturally be anything from DVDs to websites and audio books

to video clips.

Pioneered by Twitter (http://www.twitter.com/), microblogging is an addition to social net-

working. It offers users an opportunity to communicate by using SMS-like short messages. The

messages, no longer than 140 characters, can provide information about current activities or

thoughts, which can then be subscribed by other users, usually the circle of friends and net bud-

dies. However, microblogging might have uses outside this typical domain. For example, it can

be seen as an extension to calendar services informing where people are within an organization

and where they can be found.

For example, at the end of 2008 the news on the Mumbai bomb attacks were breaking fast on

Twitter (http://twitter.com/) with hundreds of people using the site to update others with first-

hand accounts of the carnage [TimesOnline, 2008b]. Although the chatter by eyewitnesses
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could not be verified and often reflected the chaos on the streets, it became the fastest source of

information for those seeking unfiltered news of the scene. On the other side of the coin, Twitter

users said that Indian authorities asked them to stop updating the site for security reasons, which

is a good example of the privacy issues looming over these social tools. Pictures and stories of

private people are becoming distributed faster than ever before along with all kinds of question-

able information that might insult or hurt.

Why do people use social networking websites? Subrahmanyam et al. stated that members of

social networking websites use the application tools to connect and reconnect with friends and

family [Subrahmanyam et al., 2008]. Hence, there is a clear overlap between participants' online

and offline social networks. However, the overlap is imperfect; the pattern suggests that espe-

cially young people use different online contexts to strengthen different aspects of their offline

connections. Other researchers say that Facebook affordances help reduce barriers that lower

self-esteem students might experience in forming the kinds of large, heterogeneous networks

that are sources of bridging social capital [Steinfield et al., 2008]. Students are creating ideal-

ized versions of themselves on social networking websites and using them to explore their

emerging identities.

Many college students have 1,000 or more online "friends" on Facebook or MySpace. Many

people have "second-tier friends" that they might have met once but would not have stayed in

touch with if not for the MySpace or Facebook networks. Identity, romantic relations, and sexu-

ality are all played out on these social networking sites. Instead of keeping in touch with the

friends of "the real world", social networking sites have a virtual audience for the ideal person

created as a profile, and there are always people online to perform to as in front of an audience

[Manago et al., 2008]. More importantly, social networking sites make it possible to use the

same technical tool for multiple purposes. They are already sufficiently versatile, popular, and

easy to use to encourage many forms of social behavior on the network.

2.3.1.  Social Networking Models

As discussed earlier, a regular user at home can make a perfect zero-loss copy of digital con-

tent without leaving any trace of the copying event either on the original content or on the copy.

This enables consumers to produce content copies for their family members, friends and rela-

tives, co-workers, and other members of their immediate social network. A single seed turns
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into a braided stream of content. The delivery of digital content from one person to another – to

use a marketing term – becomes the uncontrollable distribution of content in a social network,

where the original deliverer does not know all the people that will eventually receive the

content.

This phenomenon has inspired researchers to compare the distribution of content in an ex-

panding social network to an epidemic model or to gossip. Efforts are also being made to take

advantage of these disease-like spreading patterns: epidemic data routing and gossip protocol,

for example. By contrast, by knowing the social network beforehand, it is possible to predict the

time and effectiveness of using simulations. For example, the old SIR model (Susceptible to the

disease, Infectious, and Recovered) provides a tool for studying file sharing: an S-person has a

connection to another person with content, an I-person is the one with the content, and an R-per-

son is someone who has had the content and passed it on.

Copying content for close members of a personal social network also obeys the exponential

power law curve, see Chart 4. below. It presents a count of people horizontally and a count of

occurrences vertically. Few people, the dominating elite, represent many occurrences on the

left, and in the majority to the right, each person has only few occurrences, also called a Long

Tail [Anderson, 2006]. A power law implies that small occurrences, e.g., copying to a friend,

are extremely common, whereas large instances of the same activity, such as a single regular

user copying to thousands of people in this case, are extremely rare.

Chart 4: A power law graph, aka the 80-20 rule.
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This model emphasizes the understanding that regular people in content networks are seldom

a source for thousands of content downloads. By contrast, they might not feel guilty copying

anything to their close friends. Yet, if everybody copies to their friends in a social network

where everybody has connections to friends, it is enough to eventually distribute the content to

everybody in the network. Furthermore, the file sharing elite who are only the few are responsi-

ble for the majority of the content on the network, since their reach might be thousands each.

Another model related to the study of content networks with social networking is a small

world network model [Barabási, 2002]. This is a graphical network, where nodes do not need to

be directly connected but most can be reached from every other by a small number of hops. The

related small world phenomenon is a well-known social network hypothesis [Watts, 2003].

When nodes represent people and links connect people that know each other, according to the

small world phenomenon strangers are linked by mutual acquaintances [Watts, 2004]. Effective-

ly, everyone in the world can be reached through a short chain of social acquaintances, a theory

originally proposed by the Hungarian writer Frigyes Karinthy in 1929 [Karinthy, 1929].

According to this much disputed social networking theory, most people have a relatively

small circle of friends but the shortest path from one person to any other in the whole world is

possibly very short [Watts, 2004]. Every person might be only six steps away, also called the

“six degrees of separation”, a phrase originated from John Guare's Six Degrees of Separation

theater play in 1990 [Guare, 1992].

One of the first and the best-known experiments in the area of small world theory was by

psychologist Stanley Milgram in 1967 [Milgram, 1967]. He investigated the “Small World

Problem” by sending a package to 160 random people in Omaha, NE, and asking them to send it

forward to an acquaintance, who they think is the closest to the final recipient of the package.

The result of the study claims that we live in a small world, where each person can be reached

with a mere six steps, or six hops, on a social network. Another small world experiment was by

Watts and Strogatz, who examined the structures of the social networks of Hollywood actors

[Watts and Strogatz, 1998]. Two actors were connected if they had acted in the same film. The

225,000 actors of their study were separated from each other by only four steps.

Both studies shared the observation that most of the connections on a social network are

through a small number of individuals with a connectivity significantly higher than average.

These power nodes repeat in many network studies and thereby seem to be the natural outcome

in many scale-free networks, such as the social networks of the two studies. They also make it

visible how Web pages link on the World Wide Web. The busier hubs are critical to make the
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small world effect happen by reducing the path length between any two nodes in the network, as

found by Albert et al. [Albert et al., 1999].

Hence, applying small world theory to digital content file sharing in a global social network,

it can provide an effective form of distribution covering the whole world in just a few steps

[Watts and Peretti, 2007]. Content distribution becomes superdistribution, a concept originally

introduced by Japanese engineer Ryoichi Mori in 1983 [Mori and Tashiro, 1987; Mori and

Kawahara, 1990]. The concept of superdistribution actively encourages the free distribution of

digital goods via any distribution mechanism imaginable. It invites people to give content away

to friends or to send it as junk mail to people they have never met. In Mori's original model, this

happens in the same operator network equipped with operator's terminals. The terminals were

built to charge for the content at the time of consumption. Cox (1995) also studied the concept

in the context of software distribution proposing a "charge as you play" model [Cox, 1995].

2.3.2.  Participation Inequality

Social networking tools are still developing to reach even wider audiences. Despite the suc-

cess and popularity of the many current websites, not all users find themselves writing on the

Web. Technorati, Inc. is a popular middle media service for bloggers and has become known for

tracking the growth of the "blogosphere", i.e., the number of blogs in most popular blog plat-

forms and other websites. Technorati’s State of the Blogosphere 2009 report presented the fol-

lowing chart that highlights how many people who write in any case have found another

channel for their publications in blogs [Technorati, 2009].

Chart 5: The division of bloggers by Technorati’s State of the Blogosphere 2009 report.
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Blogs have been hailed as an everyman's media channel to public. Yet, the study showed that

a considerable number of the writers are actually professionals that have worked in the traditio-

nal media as well. The majority of the bloggers are more affluent and educated than the general

population and 75% have college degrees [Technorati, 2009]. This is not a surprising result,

since writing is a challenging way of self-expression. Yet, the bigger reason is sociological,

which already existed before the latest wave of social networking applications.

Whittaker et al. studied Usenet newsgroups in 1998 and concluded that a small number of

discussion forum members are actually contributors and that the great majority are only readers

[Whittaker et al., 1998]. This phenomenon was labeled participation inequality by Hill et al.

[Hill et al., 1992]. In the mass media, this has since become known as the 90-9-1 rule, or the 1%

rule: 90% of the participants are observers, 9% are infrequent contributors or commentators, and

only 1% are active contributors. Yet, it is presumed that participation activity might differ great-

ly in relation to the size of the community and the "peer pressure" for participation.

The important observation is that so far the division of activity has been unlikely to change

when moving to a new collaborative environment or new technical platform. Based on these

studies, it would seem that despite the good effort social networking applications have failed to

attract the great majority to contribute. This means that online communities present the views of

the loud minority and nobody will learn what represents the real median opinion of all commu-

nity members. An interesting emerging exception to this rule is Facebook groups, which can at-

tract thousands or even millions of members. Yet, a simple push of a "like" button on Facebook

is a minimum form of participation or contribution in a community formed by other button

pushers. It reminds one of a voting system rather than participation in a community.

The economic implications of so-called Web 2.0 applications, such as wikis, blogs, social

networking, open source, open content, file sharing, and peer production, have gained scientific

attention. Many existing success stories online still lack the tight integration between content

business and social networking, even though there are efforts to understand this. Don Tapscott

and Anthony D. Williams, the authors of the 2006 book Wikinomics: How Mass Collaboration

Changes Everything, argue that the economy of the new Web depends on mass collaboration

[Tapscott and Williams, 2006]. The prospective Internet-based economy that they coin wiki-

nomics would depend on the principles of openness, peering, sharing, and acting globally.

This is a part of the paradigm shift from information push to information pull: users choose

what they want to see rather than let external editors do it. According to these new business

models, companies can even design and assemble products with their customers, and in some
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cases customers can perform the majority of the value creation. This leans on the discussed new

consumer who participates. In economic terms, each time a consumer takes editorial responsi-

bility or advertises it creates value. This is what Terranova [Terranova, 2000] described as "free

labor", i.e., labor performed without payment. Prosumers, who have turned into content produc-

ers, produce surplus value in the circulation sphere of the cultural industries. Tapscott and

Williams talk about economic democracy where masses of consumers, employees, suppliers,

business partners, and even competitors co-create value in the absence of direct managerial

control.

2.3.3.  Virtual Communities

People repeatedly find incentives to give away their time and information to strangers for

free on a network. One of the main characteristics of the Internet is that anybody can join it,

e.g., without a government-controlled license. New users and services pop up all over the net-

work. Hence, the services on the network are diverse, yet accessible and available with different

kinds of programmable client applications and search functions. This has created numerous

multimedia, authoring virtual communities that have not had the possibility to exist and flourish

earlier.

The term virtual community describes a group of people that primarily interact via electronic

means rather than face to face. If the means is a computer network, the term an online communi-

ty is also often used. Virtual and online communities have become a supplemental form of com-

munication between people who know each other primarily in real life, for social, professional,

educational, or other purposes. Both the socio-technical change to form virtual communities and

the proliferation of Internet-based social networks of these communities have attracted a lot of

research ever since the early years of this new phenomenon [Wellman and Berkowitz, 1997;

Wellman and Gulia, 1999; Wellman and Haythornthwaite, 2002; Van, 2006].
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2.4.  Legal vs. Illegal Content Sharing

In essence, why do people share files on the Internet? The reason can be as simple as con-

tributing to the collective good [Cheshire, 2004]. A technical answer would be that some mod-

ern file sharing applications, such as the BitTorrent P2P file sharing program, force users to

share in order to download content. Naturally, people use file sharing programs and join online

file sharing communities for financial gain, i.e., they get content for free. Thirdly, in the act of

digital content copying and sharing the original owner does lose the good. Hence, users need

only to think if they want to benefit others, but not if they want to give away their possessions.

Losing nothing, yet being a benefactor to fellow users, is a tempting setting.

There are also other reasons to join Internet file sharing. Many file sharing applications are a

relatively easy way to receive content, especially when the commercial services had not woken

up to the online content business. User-friendly file sharing applications attract people because

they enable users to obtain the content they want quickly, easily, and without leaving the home.

By comparison, traditional radio is rigid. The station rather than the listener decides what to

play. The randomness of the played songs that appeals to some listeners is satisfied by numer-

ous Internet and digital radio stations, with hundreds of carefully tailored channels without com-

mercial advertising.

File sharing enables people to gain access to the content they want at any given time. In the

modern Internet, millions of people have access to music, films, and other entertainment they

probably otherwise hadn't even heard of or wouldn't considered to consume. Various collabora-

tive filtering and social networking sites with recommendations and messaging systems have an

increasing role in helping find content for consumers. It helps people diversify their tastes in

content and other entertainment without financial risk. They discover content without buying

and, hence, have a broader selection to taste.
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2.4.1.  Digitalization of Content

Appealing to the collecting behavior of former hunter-gatherers, tangible items have clut-

tered shelves in private homes and elsewhere, such as records, tapes, discs, or reels. They are of-

ten insured for disaster or theft. They take up a lot of space and are a part of furniture in the

house. The colorful covers tell the contents of each item and create a colorful and sequential sto-

ry if sorted chronologically. Online marketplaces trade these precious collectibles among con-

sumers. For example, music albums are a tangible and quantifiable asset to their owners. People

are buying albums and movies from stores because they want to own the actual physical prod-

uct. They want to show it to friends, they want to touch it, and look at it. They want to collect.

Digital content has not replaced tangible goods. For one thing, computers are not felt to be

reliable thanks to viruses and badly designed software. For another, beautiful wrappings and

packages play a part when choosing a luxury item, which costly entertainment is. Packed tangi-

ble content costs many times its production cost. Being tangible, they are easy to track and the

change of ownership is somewhat a clear transaction when goods change hands. Now, tangible

objects have integrated to the infrastructure. They are a part of embedded circuitry or accessible

on the network.

The modern format of entertainment content has come a long way from vinyl records and

magnetic tapes. An important predecessor and a prerequisite to modern content networks is the

development path from analog to digital content. Technically, being digital means that the medi-

um uses discrete, or discontinuous, values to represent information. Non-digital, i.e., analog,

systems use a continuous range of values. However, the word digital is often connected to the

media or storage device, or how the digital content can be stored and distributed, even though

this is an inaccurate expression. The division is not dependent on the storage media. Today, dig-

ital content is often stored on a semiconductor or in optical storage, or on the magnetic surfaces

of a hard disk. Many systems also use magnetic tapes for digital content, similar to the tapes

used for analog content since the early days of computers.

Even more so, regular users' ability to digitalize goods, to store them onto the computer, and

to make more content available for other users has created a dramatic change in the past 10

years. One motivation leading this development is the simple convenience factor that regular

users want to digitalize their content just to make it more usable across their many devices: oth-
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er computers, portable music players, and other consumer devices they might own. Initially,

there does not need to be further intentions to share the content, but once the content is digital-

ized, the next step to share it is even easier to make. Furthermore, more and more digital content

is sold directly in Internet stores and even many physical goods, e.g., music records, video discs,

and audio book recordings, are already in digital format when purchased.

The digital format makes it easier to copy and move goods from one device to another. As

the copying of digital goods becomes ever easier, it will cover all the formats of digital media

and content. More importantly, copying digital goods has been made possible and extended

even to content the user did not author themselves. Unauthorized copying of content is fought

with digital rights management technologies and copyright laws, which are discussed in their re-

spective sections. From a business perspective, digitalization and zero-loss copying have in-

troduced new dynamics to products and to the product life cycle. It has also made possible more

efficient distribution methods, including content networks.

Digitalization has changed many attributes of content since the use of tangible goods. It has

forced both content provider companies and consumers to learn new practices. Yet, what has re-

ally revolutionized content distribution is not the content item, but its distribution method. This

means that digitalization is often performed for distribution and the distribution channel effects

on the format of digitalization and digitalized goods. In many cases, digital content needs fitting

to computer networks, especially the global Internet and WWW. They have presented winning

solutions for content delivery. Both also set requirements for distributed content, as discussed in

the distribution section.

Digitalization benefits from improving data processing capabilities. Computers have smaller

mass storage units in size but improved storage capacity, such as flash memory chips. The wider

data busses between processor and memory make new applications possible. Digitalization is

not visible only on actual computers, but in many embedded systems and devices. Consumer

electronics have benefited greatly from digitalization and have grown to have similar data pro-

cessing capabilities as computers. The line between computers and consumer electronics has

blurred as logic circuits control a majority of the devices in modern homes. It is safe to predict

that this trend will continue in the future. This dissertation includes viewpoints that address

these content consumption needs that are outside of traditional computers. Even though digital-

ization has been around for decades, it is still gaining momentum. For example, libraries have

big digitalization projects to preserve cultural heritage and make more content available on dig-

ital content networks.
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2.4.2.  Content Business

For professional content providers, the Internet with broadband connections at homes is

another distribution outlet to increase their overall revenues. With the proliferation of illegal

P2P distribution, providers are also forced to take a proactive stance and mitigate their assumed

loss of revenue by introducing business conducts that take better advantage of the mass distribu-

tion capabilities of the Internet. Digitalization in itself has been embraced by the industry, be-

cause it reduces manufacturers' production costs. Copying bits inside an electronic device or be-

tween computers over a network is almost free compared with duplicating mechanical media,

e.g., magnetic tapes.

In our modern era of cost-sensitive industrial mass markets, it is in a manufacturer’s interest

to make a product as easy to produce in volume as possible; in other words, to make it easy to

copy. Although the entertainment industry has created efficient distribution channels all over the

world using tangible digital media such as CD and DVD discs, in the long run they cannot com-

pete with the Internet, the open world-scale computer network. If the content is stored on physi-

cal media for transport, it is bound to the slowness of physical transportation in logistics.

After the content has been digitized, the only limit to deliver it from a seller to consumers is

the bandwidth of the Internet network. The Internet offers a second-to-none medium to deliver

content from a seller to consumers. Many stores have cherished this opportunity and set up on-

line Web pages to sell their content on the Internet. Amazon (www.amazon.com), the biggest

store in the world, is the most potent example of the geographically far-reaching power of the

online Internet business. Although the majority of Amazon’s business is still based on selling

physical goods via online marketing and trusting in superior logistics in delivery, digitalization

is gradually changing this. For online stores such as Amazon, a website is the favorite pick for

digital content delivery. The client–server based WWW technology offers good control over the

delivery process.

The marketing definition of the term delivery is the process of picking digital goods from a

selection and placing information of them on the Internet to wait for downloading of the actual

content by any means of data transfer. To enable the download a consumer might need to pay

for the content. In its purest form, Internet delivery is simply transferring content from a seller

to a consumer via the Internet. However, after the delivery phase, when the content is in the
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consumer’s possession, the seller loses control over the content. This also happens when selling

physical goods. Yet, this is considered a risk only in Internet delivery.

With digital content, sellers try to keep control after delivery by various means, e.g., attach-

ing a license text to the product. The license text states what the consumer is allowed to do with

the content, but does not enforce the rules. The hard-to-copy nature of tangible goods made the

pay-per-copy mechanism a natural choice for sellers. The production cost of each separate prod-

uct – the fixed and variable costs associated with the product – is a solid base for consumer pric-

ing, a key variable of the price allocation theory in microeconomics.

In economics, the cost-of-production theory of value is the value of an object that is decided

by the resources that went into making it. In particular, the traditional cost-plus pricing method

is based on setting the price at the production cost plus a certain profit margin. In the digitized

world, there is always a cost to design and produce the first product, but the ease of duplication

makes the production of the second product easier. It undercuts the traditional notion of pay-

per-copy, when the production cost of the copies is a fraction of the retail price.

Production is the act of making things, especially the act of making products that will be

traded or sold commercially. Resources used in the production process are called factors, usual-

ly grouped into four categories in economics: raw materials, labor services, capital goods, and

land. When selling content on the Internet, these factors behave differently. When copying bits

onto a digital storage, even a large amount of information fits into a physically small space and

uses few raw materials, i.e., the storage media.

The privilege of producing perfect digital copies is not only for the industry. Home users

also have the tools to make zero-loss digital copies without leaving any trace of the copying

event either on the original content or on the copy. This is why the Internet delivery of digital

content is considered a risk by professional publishers. Today, digital copying is totally auto-

matic and can be performed with a personal computer, keeping the need for labor to a mini-

mum. Investments for digital copying are not capital intensive. By acquiring a single copy of the

digital content, anybody can start producing more perfect copies.

A purchase is the oldest and most common type of financial transaction. Today, goods are

usually exchanged for money. This transaction decreases the finances of the purchaser and in-

creases the finances of the seller. However, when it is possible to make a perfect zero-loss copy

of the digitized content, the seller can deliver similar goods to the buyer without losing the orig-

inal, creating two perfect copies of the goods. Hence, every act of purchasing digital content, or
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copying, doubles the number of possessions. This is possibly the single most important issue in

digital content business and changes the ancient dynamics of the trade.

For example, consumers have always had the right to sell purchased products. Indeed, the In-

ternet has become a large secondary market for selling and buying. Transactions can be made

even among total strangers. Computer technology helps facilitate and process millions of cross-

border transactions. The Internet has helped eBay (www.ebay.com) becoming the largest auc-

tion and secondary market in the world to offer a trading place for tangible goods.

Recently, even digital goods have gotten their secondary markets. For example, people trade

digital copies of computer game characters and items from virtual worlds. These virtual assets

have a value outside the digital world in real currency. Despite the opportunity to make a perfect

digital copy, some digital items have succeeded in growing in value. The key factor is that the

digital item has a value only in a certain environment that is closely controlled, i.e., it is not pur-

poseful to make a copy because the copy does not work anywhere else. The use of digital goods

has been tried to be limited to certain players and platforms, for example. Unprotected content

that is easy to copy and move around is the most vulnerable for excessive copying. With this ar-

gumentation, legal online music services should have never become successful because once

downloaded content is immediately copied without further purchases.

The Internet breaks conventional business boundaries in many areas. For example, China has

become the main source for pirated Internet television [Fowler and McBride, 2005]. P2PTV

sources in China enable viewers anywhere in the world to watch a wealth of cable, satellite, and

broadcast TV programs on the Web free of charge. Users in the US and Europe have begun tap-

ping into these Chinese services to watch programs such as NFL and European soccer matches

unavailable on their local TV channels at all or for a high cost. From a technical viewpoint, the

Web broadcast is delayed by about a minute to anticipate data transfer latencies. Users can tune

up to the Web broadcast using commonly available and universal media players, such as Mi-

crosoft Windows Media or RealNetwork's Real Player. Since these players enable the watching

of illegal content, should they be banned by law?

Much of the programming is in Chinese, but HBO, ESPN, and other premium Western cable

channels offered on the mainland are in English with Chinese subtitles. The original signal is a

pay TV broadcast in China. China's pay TV market is still small, but the whole point is that the

P2P streaming TV and similar Internet technologies reach out to the global industry. In the US,

cable companies' revenues totaled $57.6 billion in 2004, whereas sales of satellite TV services

generated $18.5 billion [Fowler and McBride, 2005]. The greater the number of high-speed In-
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ternet users, the bigger the threat to the industry. Especially in Third World countries, it is obvi-

ous that weaker copyright laws and the weaker enforcement of those laws possibly combined

with less moral compunction against using Hollywood’s products for free lay a fertile ground

for feeding content [Waterman et al., 2007].

On a P2P network, the redistribution of content could be a matter of a central license. In oth-

er words, it would be possible to grant unlimited redistribution rights to any piece of informa-

tion or content in the vicinity of one network. This is actually the case in operator networks.

Operators buy the rights from content owners to present the content on their network. The li-

cense typically covers one or several ways of distribution and the domain of one operator net-

work. The content owners demand DRM mechanisms to keep the content within this network.

They want the operator to present technology that stops content spreading to networks and users

who are potentially their customers under a new contract.

Because music, movies, and television programs constitute the majority of the files on P2P

networks, there is no doubt that the biggest share of P2P downloads and uploads constitutes a

copyright infringement. The seventh annual benchmark survey on global software piracy by the

Business Software Alliance claimed in 2001 that one out of four software programs in the Unit-

ed States is pirated or illegally copied. According to its study on economies in 85 countries, the

worldwide dollar losses due to piracy exceeded 10 billion in 2001, which highlights the serious

impact of illegal software use.

The recording industry has kept repeating that Internet file sharing ruins music CD sales.

The study of the Institute of Policy Innovation), "The True Cost of Sound Recording Piracy",

claimed that the projected losses of the US economy and record companies from illegal music

downloading worldwide reached 3.7 billion dollars in 2007. The study continued that up to $58

billion is thought to be lost each year through music, film, and software piracy in addition to as

many as 373,000 US jobs. Others see that the fact that the recording industry has released fewer

titles recently and the general economic slump are equally significant reasons.

File sharing of copyright material can only be damaging to the industry if it can be proved

that the consumers would have otherwise purchased the content. Andersen and Frenz found in a

2006 survey that music downloads have a positive effect on music purchases among Canadian

downloaders, but that there is no effect on the entire population aged 15 and over [Andersen and

Frenz, 2007].
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This was the first study on P2P file sharing to analyze original and representative microeco-

nomic survey data from the Canadian population. The researchers divided music downloaders

into two categories: the sampling effect was characterized both by individuals downloading mu-

sic to listen to it before buying and by individuals downloading music not available in stores,

whereas the substitution effect was characterized by individuals downloading music instead of

purchasing it.

This Canadian study is one of the few scientifically sound studies in the field. Although pub-

lic opinion and the review of existing econometric studies suggests that P2P file sharing tends to

decrease music purchasing, this study found the opposite, namely that P2P file sharing tends to

increase music purchasing. Among Canadians who engage in P2P file sharing, the results of the

study suggest that for every 12 P2P downloaded songs, music purchases increase by 0.44 CDs.

That is, downloading the equivalent of approximately one CD increases purchasing by about

half of a CD.

The study supported the theory that music downloaders are usually opinion leaders in their

communities and that their interest in music is strongly associated with music purchases. In ad-

dition, the researchers found evidence that the purchases of other forms of entertainment such as

cinema and concert tickets and video games tend to increase with music purchases and that

household income is not important in explaining music purchases. Again, the music industry has

claimed that the increase in the number of entertainment substitutes has lead to a decline in mu-

sic purchasing. However, the research found no evidence of any relationship between P2P file

sharing and purchases of electronically delivered music tracks (e.g., songs from iTunes). In any

case, although being highly critical of the presented figures, it is safe to say Internet file sharing

touches many businesses, a lot of money, and many jobs worldwide.

File sharing has accentuated flaws in the way content is distributed and priced. The logistics

and organizational structure of the entertainment industry might no longer meet the demands of

new information sharing tools and digital consumption. With online network services, compa-

nies could offer more content with less incurring additional manufacturing costs. The main tasks

entertainment industry has traditionally kept to itself are those finding and selecting content for

the audience and logistically distributing it to its customers. Record companies’ “white lists”

have secured power to those who select, or more rightly limit, the music selection of a

consumer.
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This has built up a structure of important star makers and entertainment giants whose posi-

tions are threatened by consumers who are taking the right to select their own content. Comput-

er networks and inexpensive broadband access have revolutionized how content is delivered to

consumers. Even though it can offer a channel for any artist to skyrocket to fame, this has not

lessened the marketing power of the entertainment industry. The same stars that have been pro-

moted by companies are the most searched keywords on Internet search engines (http:/

/www.google.com/trends/hottrends). There is still a clear connection between the physical and

virtual world, and it is wrong to think that file sharing programs are used only to find content

that otherwise would be difficult to find. Traditional music companies have still the power to

make stars.

2.4.3.  Legal Aspects

IPR protect the valuable outcomes of content production and software engineering. Copy-

right has traditionally been the most important legal tool to protect texts, pictures, computer

software, and other original intangible works, whereas patents have been used to protect hard-

ware-related inventions [Merges et al., 2007]. For example, in a license agreement, a licensor

and a licensee can agree that the licensor has rights that are not stated in law. This kind of agree-

ment is normally binding and enforceable between the contracting parties.

In general, IPR protect the content of an information product and related computer programs.

The metadata of an information product is not usually protected unless the parties apply Article

12 of the World Intellectual Property Organization (WIPO) Copyright Treaty, which makes it il-

legal “to remove or alter any electronic rights management information without authority”. Not

only IPR but also several other types of rights can be involved in information products. For

example, the right to privacy is a fundamental right in multiple legislations and can affect the

distribution of information products in many ways.

Consequently, a content item can have various legal rights in one single product. These

rights can overlap and protect the same parts of the product, although in principle different

rights protect different parts of a product. For instance, patents protect new, non-obvious inven-

tions related to a product, copyright protects the way ideas have been expressed/implemented,

trademark protection covers the names and symbols used to differentiate a company’s products

from other products, and trade secrets are used to protect business information that should be
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kept confidential to maintain a competitive advantage. These legal rights can be different in dif-

ferent jurisdictions and times. Therefore, a legal product is a dynamic concept [Välimäki, 2005].

The objective of copyright law is to create a balance between promoting and rewarding the cre-

ativity of the authors and the needs of the wider society to use previously copyrighted works.

Therefore, author’s works should be legally protected but, at the same time, there should be

some exemptions for users to guarantee a socially optimal result [Andersen, 2004].

Three main legal layers that protect the dissemination of copyrighted works under a DRM

system are: 1) copyright law for content, 2) anti-circumvention regulations for protection tech-

nology, and 3) contract law for license terms. Anti-circumvention regulations protect the techni-

cal protection systems from circumvention; both the unauthorized access to the content is pro-

tected via technical measures and the manufacturing and distribution of circumvention devices

are prohibited. Contract law applies, if a copyrighted subject matter is licensed and requires a

way to express the license. In a content network, rights expression metadata or a digital certifi-

cate can both be interpreted as licenses.

If content is protected under copyright or any other law, it must be licensed through a license

certificate that allows desired use. If a specific use is not granted expressly in a license then that

use is most probably illegal (unless a specific legal exception applies). Without a license or sub-

scription contract, a user may only use the content on his personal device under specific legal

exemptions such as personal or scientific use granted under copyright law. However, it should

be noted that these exemptions do not usually apply when the content is obtained illegally, for

example by downloading the content from a P2P network without authorization. Copyright law

is relatively easy to apply if the service or the content originate from identifiable users or any

known "commercial" entity.

Further, on some P2P networks a user might become a relay, i.e., content flows through their

computer without their acknowledgment or active participation. In this case, if the user is igno-

rant of the content or any information that passes through their device, they cannot be held li-

able. Even in the case of infringement, there are specific legal rules for takedown procedures. A

service provider must always inform the user about the claims and give them enough time to

stop the infringement. This is a loophole that many services use on the Internet. They have time

to profit from illegal content before the content owner asks to remove the content.

Another matter that helps service providers stay up and running is the difficulty monitoring

the network. Content owners can monitor the use of the network and its services only within the

limits of privacy and other laws, and with respect to freedom of speech. This means that
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connecting the personal information of a given user to the data within their device or monitoring

a user based on the content they transmit is usually prohibited. However, unidentifiable spread-

out and a well-distributed user community can be impossible to control by ordinary legal and

economic means and consequences. In this way, an ad hoc user community might temporarily

rise above legal and economic realities as has happened with some popular pirate content sites.

The purely ideological and social motives around digital content have blinded many people to

work against the law. Political Pirate Parties in their populism do not discuss the alternatives to

the modern regulations, such as Professor Lessig, but rather encourage people to break the law.

2.4.4.  Digital Rights Management

In the purest form of digital content sharing, the publisher loses control of the reuse and re-

distribution of the content. Since digital copies are as good as the originals, it is extremely diffi-

cult for the content provider to control and track what happens to the original data. These obsta-

cles have hindered the even greater expansion of content redistribution. The challenges

concerning copyright infringement, the inability to collect royalties, and the lack of control over

usage are administrated by DRM. DRM involves the description, layering, analysis, valuation,

trading, and monitoring of the rights over an enterprise’s tangible and intangible assets [Pitkä-

nen, 2002].

DRM covers the digital management of rights, whether they are rights in a physical manifes-

tation of work, such as a book, or whether they are rights in a digital manifestation of work,

such as an e-book [Rosenblatt et al., 2001]. In the digital world specifically, DRM is essentially

about protecting intellectual property by creating technical controls to protect digital works. Pre-

viously, DRM was a general term including non-digital rights. Nowadays, DRM is a set of tech-

nologies that content owners can use to protect their copyrights. The motivation to use DRM is

the belief that without exploiting DRM technologies for e-commerce, content publishers might

lose a great deal of revenues because of piracy and the illegal use of technically unprotected

products [Pitkänen, 2006].

On a typical DRM system, there is a third party between a content provider and a content

consumer to aid control. This third node, normally a DRM license certificate server, is not visit-

ed by a user, but the content player is programmed to contact the license server and check the

validity of the usage. Whenever the player is about to play DRM-protected content, it needs to
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acquire a license. This is transparent to the user, if the network allows it to be. The server analy-

ses the DRM license request, decides whether the user can be granted a license for this content,

and delivers the electronic license.

DRM enables, for example, content owners to embrace compelling new business models that

provide publishers ways to match content distribution with consumer expectations and pricing

models such as per chapter, page, or song billing. The DRM market is still undeveloped, highly

competitive, and evolving quickly. In many cases, large media companies are old conglomerates

based on traditional newspaper publishers and they act slowly to new technologies and

opportunities.

In general, the big companies are waiting for clear guidelines about the appropriateness of

digital content distribution and the rights they associate with that content, as well as established

but flexible strategies to maximize the protection provided by DRM systems. The future vision

is that content publishers will leverage DRM technology to experiment with new business mod-

els and emphasize the ease of use, volume of content purchased, insights gained through behav-

ior tracking, and, of course, return on investment.

Although one might assume otherwise, DRM is not a new concept. As a concept, it is known

from player piano rolls in the early 20th century to audio and video tape recording. Long before

the arrival of digital or even electronic media, copyright holders, content producers, or other

financially or artistically interested parties have had business and legal objections to copying

technologies – only the name has changed. A few large companies and public entities started re-

search on Electronic Copyright Management in the early 1980s. In the 1990s, several notable

European Union-funded projects such as IMPRIBATUR and COPEARMS tried to study the

whole field from legal, technical, and business perspectives. However, digital mass markets had

not yet developed. Therefore, the results of these projects did not lead to direct market applica-

tions [Pitkänen, 2002].

Digital media distribution management refers to any series of enabling technologies and ser-

vices that together control, create, market, and maintain business rules for the use of any digital

content in public or private networks, otherwise known as the digital media “distribution value

network”. The keyword in this context is the “use” of any digital content. Distribution manage-

ment controls the good at the time of usage to collect revenue. This divides into two tasks in

DRM. Firstly, the content needs to be licensed and secondly, in some cases, it needs to be en-

crypted against unwanted usage by non-paying customers.
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An ideal DRM system should fulfill the following requirements in the different areas of the

Content Distribution Process:

1) Secure transaction, i.e., the part when the content is subscribed.

2) Protection of data during transmission.

3) Unauthorized operations, i.e., unwanted usage, are not permitted.

4) Illegal copies are not possible while the content is stored on the consumer's player.

5) An overall intrusion into the system is not possible.

However, the most important criteria for any copy prevention technology are its acceptance

by the user. Therefore, usability will largely decide the success of the future of DRM and copy

prevention technologies. In addition to usability, waiting times also play a major role. As perso-

nal computers and portable devices become faster and faster, users expect quicker response

times from network-based applications and services. For example, in the case of content files

that use licensing, encryption, or watermarking dependent on checking on a remote server, this

extra processing time will add up to the total download and waiting time.

Many problems with both end-terminals and network connections add unexpected breaks to

the content service. Hence, a fail-safe backup system increases the complexity of the system.

Additionally, often because of the selected DRM solution, many content systems are restrictive.

DRM systems are strongly related to the content they distribute. They are often limited to cer-

tain file formats and content players. This means that the model adopted for distributing content

is unsuitable to cope with the wide range of multimedia items already produced and in use on

the Internet.

In most cases, the definition of DRM policies and the way to express them is inflexible, i.e.,

it is not possible to add new functionality and manage the accounting without changing the gen-

eral model of the system. A rigid system design cannot benefit from the creativity of the user

communities. It might be that an amateur content-producing community wants to add its own

rules and licensing for its content or there are other requirements for changing the existing set of

rules. In the model where the consumer is directly connected to the server to get the authoriza-

tion key to open the digital content, the consumer is dependent on the network connection,

which can be unreliable, especially in the case of mobile devices.
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Many efforts to control content distribution with DRM have failed. When personal comput-

ers became popular at the beginning of the 1980s and this issue became valid for the first time,

many software companies tested various copyright protection mechanisms, but neither hard-

ware- nor software-based solutions proved successful enough to become a standard. Digital

video was the first media type on which a large-scale DRM system was implemented. In 1996,

before the time of P2P file sharing, one of the most complete consortiums in the film industry

called DVD Forum employed a DRM system for movie DVDs. With the CSS system, the global

DVD market was artificially divided into five regions that were incompatible. In practice, the

system was remarkably heavy to deploy and, for example, required device manufacturers to sign

license agreements that restricted the inclusion of features, such as digital outputs that could be

used to extract high-quality digital copies of the film, in their players.

Thus, the consortium tried limiting content consumption to its own media players and cutting

out the ease of penetration into the market, making it a classical case of limiting a free competi-

tive market. Norwegian teenager, Jon Lech Johansen, with two other programmers developed

and released a DeCSS program in 1999, which allowed a CSS-encrypted DVD to play on a

computer using Linux, for which the consortium had not arranged a licensed version of the CSS

playing software. The Norwegian police raided Johansen's home in 2000 and he was put on trial

in the Norwegian court for violating the Norwegian Criminal Law. Later, the charges against

him were dropped.

DRM is performed with the help of three categories of technical tools: rights definition lan-

guages, technical protection systems, and rights management systems. Rights definition lan-

guages are meant to describe the detailed rights involved in a specific product so that all entities

involved can act accordingly. For example, using a rights definition language, an entity can state

that it grants another entity a non-exclusive license to complete specific operations on particular

information if the other entity pays certain fees. Such information is adequately included in the

rights description and forms a part of the information product’s metadata. However, it is de-

manding to define a formal language that can be used to correctly express all the necessary

rights in different jurisdictions.

One of the most important requirements of the DRM technical tools is that they are inter-

operable enough in a network environment. Therefore, at least a defined set of communication

protocols is required. Technical protection systems are mostly used at a product level and are

meant to assist product level rights management. They include, for example, software tools for

authentication, access control, integrity, and watermarking. In most cases, encryption is an es-
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sential part of these tools. Many technical protection systems need hardware support. In prac-

tice, it is not even possible to make a perfect copy protection system without hardware support.

However, the best solution, a globally tamperproof hardware, is not easy to develop and

standardize. Still, there exist several projects trying to reach this goal.

Technical tools to protect certain information products gain special legal protection based on

Articles 11 and 12 of the WIPO Copyright Treaty. According to those articles, many countries

have provided legal protection against the circumvention of technological measures that are

used to protect copyrights as well as against those who remove or alter rights management in-

formation without authority. Yet, there are unsolved questions concerning the legal status of

technical protection systems. Rights management systems at an organization level are used to

support activities. A trivial example is an information management system for managing ac-

quired rights and license agreements.

The term copy prevention, also known as copy protection, means any technical measure de-

signed to prevent the duplication of information. Copy prevention has played a visible role for

the general public because it is sometimes thought to infringe on customers' property rights: for

example, the right to make a backup copy of a personal videotape or to install and use computer

software on multiple computers at home. The unauthorized use of content was not an issue from

the dawn of computers to the 1980s. Then, personal computers changed the situation, since soft-

ware was starting to be sold separately from the actual computer and this required users to own

valid copies of the software product.

A copy prevention mechanism can be an essential part of the product and can even change it

to something else, as happened with audio CDs. The copy-protected CDs that were brought to

shelves in silence no longer played in some CD players, violating the standard that helped CDs

become the most popular media format. However, the fight with copy prevention has not

brought a solution for companies. Many of these technical protections are broken within hours

of hitting the market. The breaking of the CSS coding of DVD discs, the Microsoft XBox, and

the Apple iPhone are good examples.

The Internet helps in the effort to use published content and devices in creative ways that

might not have occurred to the manufacturer. Copy prevention fights this collective creativity.

Content sharing tools were previously made for personal use by a talented programmer. Now, in

many cases the developer puts their information about the discovery on the network, as hap-

pened with the three abovementioned cases. Earlier, the information would have been a privi-

lege of a small group, but now the Internet multiplies the meaning.
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The motivation and estimation of the companies is that copy prevention will increase their

revenues. If they can increase the number of people in the market who lack the product, they

create the same number of potential customers. Returning to the earlier record example, big mu-

sic publishers started to sell CDs with various copy prevention mechanisms in 2000. Typically,

the mechanisms were playback restrictions or intentionally included malformed multisession

data that aim to make the discs unusable in devices that can also be used for copying, e.g., CD-

ROM drives in computers.

The results have varied considerably. Computer geeks quickly found ways to play these

discs, but some car radios, portable CD players, players with additional support for data CDs

containing MP3 files, and DVD players had problems with them. The copy prevention mecha-

nisms of CDs undermine the good intentions of CD Digital Audio (CDDA), the oldest CD

standard that has made the global music industry possible. To prevent dissatisfied customers

from returning copy-prevented CDs, they were refrained from using the official CDDA logo on

the discs or the cases.

It might have come as a surprise to customers that their quality of service has dropped and,

for example, they can no longer play a new disc in their cars. This example highlights the diffi-

culty ensuring that copy prevention affects only the users who intend to copy content onward.

Likewise, the Internet connects users globally on the same network, so local restrictions do not

apply there either. Even though a strict copy prevention system is in place, the network might

bring copy-free versions within reach. At a minimum, the digital copy protection of most media

is subject to the analog hole: regardless of digital restrictions, if the content can be heard or

read, it can also be recorded and copied.

An opposite example is the Software Service System (SSS) [Mori and Tashiro, 1987]. This

is an early implementation of DRM for a closed end-to-end network where the operator controls

both content publishing and consumption. The SSS was based on encryption with specialized

hardware that controlled decryption and enabled payments to be sent to the copyright holder.

The underlying principle of the SSS was that the distribution of encrypted digital products

should be completely unrestricted and that users of those products would not just be permitted

to redistribute them but actually encouraged to do so among themselves. The inventor of the

SSS system further developed their idea under the theme of superdistribution [Mori and Kawa-

hara, 1990], which is discussed under Section 2.3.1 Social Networking Models, p. 85.
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2.4.5.  Remix Culture

The remix culture has its roots in audio mixing. In this context, remixing means an alternate

master recording of a song, adding or subtracting parts of the song by changing the equalization,

dynamics, pitch, tempo, playing time, or almost any other aspect of the musical components of

the song. Later, especially in the course of digitalization, all the possible content types can be

remixed and modified. More importantly, the process of combining and recontextualizing often

produces unique results independent of the intentions and vision of the original designer/artist,

thereby creating new works of art (also called derivative works).

Although consumers and amateur content producers want the free use of content as a part of

their own compilations and productions, this creates a conflict with the original content rights

owners who might have not given permission for this kind of use, especially the public redistri-

bution of a derivative work including their content in a different form. Hence, this adds another

dimension to the content distribution process. Not only the process has a source and a target, but

also any target can become a source and start another round of distribution.

Furthermore, content information should not only include information about the latest incar-

nation of the content, but also information on all the source works used to produce the deriva-

tive work. This would help amateur producers who seek content to be used as a part of their

works. This creates compilations where it is possible to find several source works that are each a

part of the new derivative work. Similarly, feedback, donations, suggestions, ratings, and any

other information derivative works collect are also of interest to the authors of the source work.

Although source works and derivative works create a web of relations, so do their authors,

who have contributed at some point to the same piece of work. Similarly, there are relations

with permissions and copyrights each of these authors have given to their works. For example,

an author might have wished their work to be used only in non-profit works or that all derivative

works be licensed in a particular manner. This would mean that all the derivative works of the

derivative works and so on honor this explicit rule on how to use the content. However, this has

proved difficult to implement in reality and the Internet is full of content that has no known ori-

gin or owners. They are called orphan works and many authors, especially professional publish-

ers, are cautious to use them because of possible copyright infringement.
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2.4.6.  Semi-Professional Piracy

A normal search engine on the Web, such as Google, finds websites that host piles of

cracked content, serial numbers, key generation programs, registration passing patches, and disc

covers with activation codes for software applications and games. When Microsoft was launch-

ing its Windows XP operating system in 2001, a Google user was able to find a serial key for

the program by typing "Windows XP CD Key" in the search field. Windows XP was touted to

include the best copy prevention mechanism in the world from the biggest software company.

Yet, it was compromised even before the official rollout of the software.

Many Internet discussion forums generously hand out tips on how to pass technical copy

prevention schemes. These tips come from individuals who are driven by a new kind of motiva-

tion. On worldwide networks, the fame factor is a powerful driver and one can really become

famous overnight, such as the cracker of the Apple iPhone or the DVD algorithm. This is why

many computer specialists work for open source projects [Fogel, 2005]. This kind of fame and

admiration is hard to resist for otherwise quiet computer nerd archetypes, the experts of the

network.

Digital content providers and the software industry previously considered piracy a minor

problem, but combining modern content networks with usable cracking software the numbers

might start growing. Users are getting used to the idea that any digital content from music and

films to office applications and games is available for free just one search away. Ironically, legal

companies are competing to provide improved tools for piracy.

One of the major reasons for increasing content piracy is the openness of the Internet and the

lack of network police force. It is relatively easy to inject content into the network without any

control whatsoever and powerful search engines find and make the content available no matter

in which part of the large computer network it is located. Hence, even regular users find pirated

content using common network tools such as WWW search engines. In addition, the Internet is

full of instructions on how to find pirated material even more efficiently. Help and helpers are

readily available in many of the places regular users would visit such as discussion forums, so-

cial networking websites, and search engines.
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This phenomenon is related to the social media and amateur virtual communities. The Inter-

net has always been a playground for tech-savvy experts that have found ways to circumvent

copy protections and share content. What has changed over the past decade is that now these ex-

pert groups have more digital content on the network, even submitted by the copyright owners

as the content business is moving online, and the organized expert groups help regular users ac-

cess pirated content for free.

Semi-professional digital content pirates are groups that belong to the subculture of the Inter-

net. They have a visible influence on the content sharing scene and a steady following. These

groups compete to offer the best content service on the network, just as the software companies

they steal from. The pirate groups are usually specialized in a single part of the logistics chain:

to crack the commercial digital content, to repack the cracked content for distribution including

installers and serial code generators, to act as couriers/distributors of the content to hosts, or to

run a host for distributing the cracked content.

The best pirates have organized expert teams capable of running and administrating virtual

communities on the Internet. They provide other teams and regular users with tools for the ille-

gal cracking and copying of content. Communities are also places to find information and re-

cruit new members. Open source software production and projects are a natural place for these

teams. Joint software projects help develop and distribute cracking tools that are then made

available to the large audience on the Internet. These applications include copy applications for

copy-protected content, fake CD drives and dongles, password generators, and serial code data-

bases, for example.

Offered side by side with legal open source software, these tools are so well produced and

packed that a regular user cannot know the application's purpose. For example, a copying appli-

cation might include an automatic cracking mechanism for music CDs. A consumer who uses

this application then commits a copy infringement crime because they cracked the DRM protec-

tion. Moreover, serial codes and other cracked material can be offered so visibly on WWW that

it is possible to stumble on it via normal Web browsing. This scenario keeps entering discus-

sions about the publisher's responsibility on free amateur publishing platforms.

Sometimes "packaging" can mean that the pirated product has a greater value to a consumer

than that of the original product. The repacked content might include additional extras, subtitles,

region-free play, compatibility with more devices, easy recopying without technical restrictions,

and so on. From the viewpoint of content owners and police authorities, virtual communities
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without a physical location, expert teams, and effective distributed file sharing networks are

very hard to stop illegal digital content distribution. This has changed the objective of DRM.

Small well-organized groups of experts can usually crack the copy prevention mechanism of

commercial content based anywhere in the world. This starting point is made possible by the

global distribution of digital content. It spreads easily into the hands of those who want to crack

it. As described, they make the cracked content available unprotected on the network. They

have their own community and the larger audience to serve. They make themselves known and

even respected among the millions of downloaders all over the world.

This situation is different from the traditional thinking of how to stop regular end users

breaking copy protection. In fact, regular network users do not necessary see other the unpro-

tected version of the content. The source of the piracy is the few expert groups that develop

cracking tools and crack the content. Without cracking, there is no pirated content for upload-

ing. A different question is how to stop regular users using unprotected pirated content. It does

not help that professional publishers hinder their own content with copy protections that lessen

its value. DRM systems are actually slowing down the work of the experts.

2.4.7.  History Repeating Itself

The content industry refers to illegal content copying, i.e., copyright theft or copyright in-

fringement, as piracy. The practice of labeling the act of infringement as "piracy" actually pre-

dates copyright itself. Even prior to the 1709 enactment of the Statute of Anne (Copyright Act

1709 8 Anne c.19), generally recognized as the first copyright law, the Stationers' Company of

London in 1557 received a Royal Charter giving the company a monopoly on publication and

tasking it with enforcing the charter [Feather, 1980; Feather, 1994]. Those who violated the

charter were labeled pirates as early as 1603 [Dekker, 1603].

It was this early when copyright protected companies who had the capital to start a printing

business. However, the term piracy is not limited to copyright infringement, and has some inter-

esting related meanings as well. There have always been tariffs and other protectionist prohibi-

tions between nations to make free trade illegal and dangerous. Over time, smugglers have bro-

ken laws in pretty much the same way that people engage in various forms of “piracy” these

days. But legally or not, by violating trade prohibitions smugglers carried out socially useful

trades: consumers wanted the goods and were willing to pay for them; producers had the goods,
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but were prevented from selling them by legal restrictions. Smugglers, at a cost, allowed these

two groups of people to trade.

Boldrin and Levine (2008) explained that although modern pirates might be violating exist-

ing intellectual property laws, they are also carrying out socially useful trades [Boldrin and

Levine, 2008]. Consumers are asking for cheap books, music, videos, and other products in con-

venient formats, and there are modern "smugglers" willing to work to produce these goods at

low prices. By violating intellectual property laws, contemporary “pirates” are allowing these

socially beneficial trades to take place.

It is important to note that although the production has changed from printing machines to

personal computers, "smugglers" need to work to get their content online. However, their gains

come in a different format to money, namely social acceptance. Critics of the current copyright

law argue that the laws actually hinder the progress that is already widely accepted [Andersen et

al., 2007]. Tightly controlling intellectual property is inhibiting innovation, growth, prosperity,

and freedom at the expense of greater growth and prosperity in society [Boldrin and Levine,

2008].

In 1908, music publishers claimed player piano rolls violated music copyrights. This was the

first time that music became copyable and no longer required the playing artist. Even though the

case was lost in the Supreme Court, the music industry was able to lobby for a mechanical li-

cense, which established the right to reproduce published music in return for a regulated royalty.

Music composers then attacked radio, claiming that a hotel's radio station violated copyrights by

playing their music. The composers lost this case in 1931. In the 1960s, book publishers failed

in a lawsuit against photocopiers, with the Supreme Court ruling that these machines allowed

the fair use of published works.

Sometimes technological change is so profound that it rocks the foundations of an entire

body of law. Lawrence Solum argues in his 2005 book The Future of Copyright that P2P file

sharing networks, and other more efficient means of sharing digital content on the Internet, are

mere symptoms of a set of technological innovations that have set in motion an ongoing process

of fundamental changes in the nature of copyright law [Solum, 2005]. He points out how each

step in the technological progress has created a surprisingly similar kind of action: the video

tape recorder begat the Sony “substantial noninfringing use” defense (Sony Corp. v. Universal

City Studios, Inc., 464 U.S. 417, 428 (1984)), the digital cassette recorder begat the Audio

Home Recording Act (Pub. L. No. 102-563, 106 Stat. 4242 (1992)), the Internet begat the Dig-

ital Millennium Copyright Act (Pub. L. No. 105-304, 112 Stat. 2860 (1998)), and Napster begat
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its own modifications to the law (A&M Records, Inc. v. Napster, Inc., 239 F.3d 1004 (9th Cir.

2001)). 

As the technological development speeds up, the law morphs to catch up. Yet, unlike tech-

nology, the law and regulatory systems are not designed to change every few years. In many

countries, the mechanisms to establish new laws or trial new cases take so much time that un-

derlying technology has already taken new forms and rulings can be invalid. Some researchers

claim the entire copyright system is not, by design, a blessing [Andersen et al., 2007]. This de-

velopment has lead to the situation where the ultimate form of the law is obscure and difficult to

enforce [Samuelson, 1999].

For example, the US Supreme Court ruled that file sharing companies can be liable for copy-

right infringement if their products encourage consumers to illegally swap songs and movies.

This decision, in the landmark MGM vs. Grokster file sharing case, was seen as a great victory

for traditional media companies. Highlighting the challenges for the law to keep up with tech-

nology and its global reach, P2P television technology as new way of sharing commercial dig-

ital content emerged barely two months after the court's ruling.

In February 2001, the Ninth Circuit Court in the USA gave the first clear message in the

Napster case, ruling that the unauthorized distribution and reproduction of copyrighted works by

total strangers through a public P2P file sharing network is copyright infringement. By making

P2P downloading illegal, the ruling branded the millions of P2P home users criminals. Law and

copyright is firmly enforced in the physical world, bound by the borders of national states,

whereas file sharing operates across the globe, heedless of location, and between personal com-

puters. The power of US law enforcers officially and legally stop at US borders, meaning that a

file sharer in Kansas can be punished, but his counterpart in Germany is immune.

Campus networks have been a target of the RIAA’s well-publicized efforts to control P2P

file sharing. In April 2003, the RIAA targeted individual music sharers with warnings and later

with lawsuits. Corporate America has traditionally had considerable lawmaking powers. If it

succeeds in regulating a popular and useful technology such as P2P because it threatens its

powerbase, it can influence the general freedom of the Internet and distance the Internet even

further from its original objectives of becoming an open information network. No wonder dif-

ferent countries have already taken different views on the file sharing issue. Despite the decision

in the USA, some countries, such as the Netherlands, have not banned sharing. These countries

harbor supernode servers that guide international file sharing traffic and serve the worldwide In-

ternet community.
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2.5.  Environmental Impact

Modern content networks consist of kilometers of computer cables, piles of routers and

switches, and other active network components, not to mention the computers and consumer

electronics devices connected to them. Although most PCs can be shut down when unused, ad-

justing energy use depending on their workloads, most network hardware cannot or are not. The

network components are a part of the infrastructure that must respond to any service request at

any time. Often, this infrastructure is designed to cope with much larger amounts of data than

they do day to day, yet they use roughly the same amount of energy whether idle or busy.

This aging network hardware is constantly on duty, and the whole industry of companies and

people keep the huge system rolling forward. Computers, telecommunications technology, and

the network industry have stopped being only solution providers; they are a part of the global

challenge towards an ecological economy. They are increasingly responsible for how much we

burden the environment. To put it another way, how people connect to the Internet has become

increasingly important, along with the kinds of devices they use and how the exponential de-

mand for more bandwidth will be solved. What is economically feasible and environmentally

sustainable if the Internet continues to grow at its current rate? Must there be an optimal or max-

imum size for the global Internet?

Fears about energy consumption and heat dissipation became a common topic among com-

puter manufacturers and chipmakers around 1999, when a new company, Transmeta, made

power consumption its main competitive edge and forced other chipmakers to react. Electricity

used by general information technology equipment has been a subject of interest since the first

Energy Star specification was released in the early 1990s [Johnson and Zoi, 1992; Brown et al.,

2000]. Yet, the challenge has proved to be difficult to solve because the companies of the infor-

mation age are hungry for more performance. Although the ratio of how much power is needed

for performance has declined slightly, the overall rate of energy required has still grown

[Barroso, 2005].
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2.5.1.  Need for Power in Data Centers

If the current trend of ICT growth continues (see Chart 1, p. 2) , companies such as Google

will face serious scalability issues. To provide the search function for a good part of the whole

world, Google's data centers consume an ever-increasing amount of energy. Large IT companies

are already buying land areas next to energy sources. For example, Google, Microsoft, and Ya-

hoo have built data centers in Quincy, WA, near a hydroelectric dam where they pay consid-

erably less for power than, say, in Silicon Valley in California. Additionally, Microsoft has in-

vestigated building a data center in the cold climates of Siberia, and in Japan the technology

firm Sun Microsystems plans to send its computers down an abandoned coalmine, using

groundwater as a coolant [TimesOnline, 2008a].

In November 2007, Google announced a new strategic initiative to develop electricity from

renewable energy sources. The key of the initiative was to find cheaper alternatives, both finan-

cially and environmentally, to produce energy. At present, coal is the primary power source in

the world, supplying 40% of the world's electricity [Google, 2007]. Google's initiative, known

as RE<C, focused initially on advanced solar thermal power, wind power technologies,

enhanced geothermal systems, and other alternative renewable energy sources [Google, 2007].

The urgency of the situation also led to unexpected solutions, such “water-based data centers”

[TimesOnline, 2008a].

The power need of a single large Internet company can already play a part in national energy

decisions, as metal and forest industries have done. Such companies face institutional manager-

ial challenges that are the size of entire nations. Google is rumored to have one million comput-

er servers in its data centers around the world. When this estimate is multiplied by the energy

consumption of a single server (200 W), Barroso estimated that the total consumption of this

computer armada might be near to 2 TWh (terawatt/hour) per year [Barroso, 2005]. This equals

half the energy needed to power San Francisco [Google, 2007]. It takes half of the capacity of a

single modern mid-sized nuclear powerplant of 1,000 MW to produce this much energy in a

year.

More importantly, this is only the direct energy cost of running the computers, which is cal-

culated to be about two-thirds of the overall energy cost of the data center [Koomey, 2007]. In

addition to the direct electricity need for running the computers, the numerous servers housed in
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the data centers all over the world use massive amounts of electricity to ensure they do not over-

heat. The processors and other computer equipment have a poor operating efficiency. A consid-

erable amount of energy transforms into heat, which requires extra energy for cooling. The

results of a 2002 study [Blazek et al., 2004] indicated that increasing computing performance in

data centers resulted in even bigger increases in electricity consumption. In the study, a data

center expanded its operations by roughly 33% from the previous year and this increased the

electricity demand associated with the computer equipment by 55%. At the same time, the facil-

ity tried improving energy efficiency by the better optimization of power distribution units,

power management modules, computer room air-conditioning units, alterations to operating

conditions, facility-wide reductions in lighting, and improved facility controls.

Another study found that computer servers are used at only 6% of their capacity on average,

whereas data center facilities as a whole are used at 56% of peak performance [UptimeInstitute,

2008]. This creates piles of aging useless hardware with difficult-to-dispose metals. From a

business point of view, if data centers were hotels they would be bankrupt and shut down.

Technology in data centers consumed about 1% of the world’s electricity in 2005 according to

McKinsey & Co. [Rickard and Paulak, 2007]. [Koomey, 2008] supported this claim.

Dr. Jonathan G. Koomey is one of the most cited researchers on Internet power consumption

[Kawamoto et al., 2002; Koomey, 2007; Taylor and Koomey, 2008]. He found that electricity

use for data centers doubled worldwide from 2000 to 2005 [Koomey, 2008]. The electricity di-

rectly used by IT equipment in data centers represented about 0.4% of the total world electricity

consumption in 2005. With electricity for cooling and power distribution included, that figure is

about 0.8% of the global level. He continued that the worldwide data center power demand in

2005 was equivalent to about 14 1,000 MW powerplants in capacity terms [Koomey, 2007].

European Commission studies support these figures. The European Commission estimates

that the data centers of the western European member states consumed 56 TWh per year in 2007

and this figure is projected to increase to 104 TWh per year by 2020 [EU, 2008c]. Electricity

production in OECD nations in Europe was 3,300 TWh in 2005, so data centers represent about

1.7% of all the energy needs in Europe [DoE, 2009]. This is in the same range as the consump-

tion in the USA [Koomey, 2007].

Another study by the Uptime Institute estimated that by 2020 the carbon footprint of the

computers that run the Internet will be larger than that of air travel [UptimeInstitute, 2008]. Esti-

mates in 2007 suggested that the consumption of the Internet is about 9.4% of total US electrici-

ty consumption, and 5.3% of global electricity consumption [Koomey, 2007; Various, 2007].
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Investment in the Internet is greater in developed countries, or information societies, than in the

rest of the world. However, the figures have caused a lot of discussion about what to include as

Internet consumption. Only a decade earlier figures included CRT displays and older PCs that

consumed much more electricity than modern LCD displays and laptops, for example. Without

going into the detail of the calculations, it is safe to say that information network design has be-

come a significant factor in energy consumption along with the connected hardware.

2.5.2.  Power Cost of PC Networks

The need for energy efficient network solutions is even more evident in developing countries

that have energy shortages in rural areas. The Technology and Infrastructure for Emerging Re-

gions (TIER) research group at the Computer Science department of the University of Califor-

nia, Berkeley, has analyzed the energy consumption of large-scale networks in several studies

[Nedevschi et al., 2008a; Nedevschi et al., 2008b; Argyraki et al., 2009; Nedevschi et al., 2009].

The researchers observed that search and Web portals have fueled the growth of large data

centers, which have become important business interests and but also Internet bottlenecks.

At the same time, P2P content networks have been ignored because they, as a system, do not

consume power at any single location and thereby no business is interested in optimizing the en-

ergy consumption of, say, the BitTorrent network. The TIER research group also studied the

power consumption of distributed systems. As a first attempt to model the energy consumption

of complex networks, it concluded that communication-intensive networks benefit from a cen-

tralized system and computation-intensive tasks favor a client-driven P2P system [Nedevschi et

al., 2008b]. The paper also speculated that shifting network communication to favor nearer

neighborhood nodes might tip the scale significantly in the favor of P2P networks. This chal-

lenges the distributed routing solutions that still have lots of room to develop, unlike their data

center counterparts.

It is important to note that the TIER group used powerful desktop computers as terminals in

their P2P test model: the desktop computer's idle power draw was 140 W and for the server the

power draw was 291 W. The same numbers in the maximum load were 153 W and 336 W re-

spectively. Regarding user behavior, they referred to [Nedevschi et al., 2008b] that had over 300

enterprise desktop computers in a normal office, which is quite different to regular home use. Its

study showed that the average “fully on” time of a desktop computer is 14.4 hours/day, per ma-
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chine with an average utilization below 5%. This means that although only 5% of the computer

processing is used, the machine draws maximum power. Idle use means that the user is not us-

ing the machine at all. This highlights the enormous waste of hardware resources in current ter-

minal computers.

The power consumption numbers from the TIER group are an interesting reference point for

the power consumption calculations of a content network. In an effort to estimate how much

electricity a desktop PC-based content sharing network consumes in a real life environment, it is

possible to use the numbers from its study. Table 2 shows daily calculations with slightly vary-

ing numbers of computer units and with average daily use at a maximum power load of 153 W

and idle load of 140 W. With a large network of 1,000,000 desktop computers, this would mean

the power consumption of about 3.5 GWh per day and close to 1,300 GWh per year.

Not in use:
Idle Power

1 h 12 h 14.4 h 20 h 24 h

100,000 337,300,000 351,600,000 354,720,000 362,000,000 367,200,000

1,000,000 3,373,000,000 3,516,000,000 3,547,200,000 3,620,000,000 3,672,000,000

5,000,000 16,865,000,000 17,580,000,000 17,736,000,000 18,100,000,000 18,360,000,000

Table 2: The power consumption of a PC network of 100,000–5,000,000 units in Wh over time.

Table 3 shows the same figures, but when the PCs are switched off when not in use. Natural-

ly, the savings in electricity are considerable at the lower end of computer use, when computers

are switched off for longer periods.

Not in use:
Turned Off

1 h 12 h 14.4 h 20 h 24 h

100,000 15,300,000 183,600,000 220,320,000 306,000,000 367,200,000

1,000,000 153,000,000 1,836,000,000 2,203,200,000 3,060,000,000 3,672,000,000

5,000,000 765,000,000 9,180,000,000 11,016,000,000 15,300,000,000 18,360,000,000

Table 3: The power consumption of a PC network of 100,000–5,000,000 units in Wh over time.
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Furthermore, it is possible to calculate how much electricity is consumed by the computers

to facilitate a) the actual use of 5%, b) the passive use of 95%, and c) the role of idle use when

the computers are left switched on when unused. In other words, based on the presented num-

bers, each computer would be switched on an average of 14.4 hours per day and sitting idle for

the rest of the time. When the computer is switched on, it uses only 5% for the actual process-

ing. Chart 6 presents a network of 1,000,000 desktop computers based on the power consump-

tion numbers from the TIER study.

Chart 6: The power consumption of  PC network of 1,000,000 units in Wh over time.

Similar to the previous tables, the X-axis is the average number of hours computers are

switched on per day. The black share of the columns, "Active Use", indicates the active use of

computers (5%) and the middle share is the consumed additional maximum power that is not

used actively, thereby labeled "Passive Use." The top share, "Idle Power", is the amount of elec-

tricity used when computers are not in use, but switched on. Active Use and Passive Use con-

sumes 153 W and Idle Power use is 140 W. The black trend line presents the share of the active

use of all the power consumption percentages, including Idle Power use. When the computer is

in use all the time (24 h), the black trend line shows the measured active 5% use of all con-

sumed power.

Chart 6 highlights a few important observations. Firstly, the power consumption difference

between use (153 W) and idle power (140 W) is small. The overall power consumption does not

change greatly whether computers are on idle power or in active use. Thus, on large PC net-

works, it has a significant difference in power consumption whether computers are left switched

on or off when not in use. Thirdly, when computers are left on idle power overnight, the elec-

118



tricity used for actual active use is minimal in the range of a few percentage points. This means

a significant waste in electricity and a great environmental burden created for nothing.
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Chapter  3

Systems Study

File sharing and social networking phenomena have attracted a great deal of attention in

computer science research in the form of prototypes. Some of the projects have concentrated on

indexing and discovery algorithms, some on distributed storages, and some are technical pro-

totypes for better P2P systems typically focusing on solving a particular challenge. Using P2P

overlay networks, researchers have proposed numerous distributed applications, including dis-

tributed storage and backup systems, multicast systems, resilient routing networks, distributed

spam filters, mobility support, and anonymous routing networks. The following discusses and

highlights the prominent research projects in this field.

The chapter starts by introducing the prototypes made during this dissertation research Di-

MaS. The second part of this chapter discusses other systems that have advanced the research of

content networks. In addition, some commercial systems are mentioned as examples of the re-

lated state-of-the-art products.

3.1.  Distribution Management System DiMaS

Born from the DE research project at the HIIT, DiMaS is essentially a set of technical imple-

mentations of this doctoral research that started in 2003. At MindTrek 2004 (http:/

/www.mindtrek.org/), the biggest IT competition in northern Europe, the first incarnation of the

DiMaS prototype won the title "The Best e-Business Application in Finland" and the nomina-

tion to represent Finland at the World Summit Award 2005 contest alongside 164 countries. It

was continuously developed at the HIIT in several research projects to provide a sound service-

oriented platform for community media studies. The initial thoughts and the background study

for the system was carried out in the research projects MobileIPR and STAMI in 2001–2002.

120



For the detailed research project involvement, see Section 1.5 Contributing Research Projects,

p. 43. DiMaS has been a topic for several peer-reviewed scientific publications [Reti and Sar-

vas, 2004a; Reti and Sarvas, 2004c; Reti and Sarvas, 2005a; Reti and Sarvas, 2005b].

Unfortunately, the overall architecture never saw daylight since it was too complicated to ac-

complish with the provided funding. Yet, the research projects involved with the development

were able to provide enough resources for a considerable amount of studying, designing, and

comparative benchmarking with other academic research groups. These research projects were

able to produce a number of smaller applications that demonstrated various parts of the overall

architecture. More importantly, the DiMaS research project gave confidence to this dissertation,

which combines many of the highlights of the DiMaS applications while avoiding the found pit-

falls and dead-ends.

The motivation for the development of DiMaS was to address amateur multimedia authoring

communities who want to publish their creations to a wider audience but retain certain rights as

well as charge for the consumption. This led to studying decentralized distribution and versatile

license management. The system also takes into account the requirements for describing the

multimedia content to help the audience find the kind of multimedia they might enjoy. Among

other channels studied and used, the emerging P2P file sharing networks offered an interesting

alternative for content distribution without limiting the publishers to any particular hosting

party.

DiMaS divided the research problem of content distribution into three connected parts after

the content source: 1) publication, 2) distribution, and 3) consumption. To cover the whole dis-

tribution process from the viewpoints of many stakeholders, it was necessary to divide the field

into smaller subsections. DiMaS addresses media publication, distribution, and consumption

from the perspective of 1) consumers, 2) amateur producers, and 3) professional publishing (see

Figure 2, p. 122): the consumers in easily finding and using the media they want (tag-based

navigation and multiplatform consumption), the amateur producers in making their creations

available for large audiences (content annotation and multi-channel publishing), and the profes-

sional publishers in supporting their copyright and charging models (licensing and copy preven-

tion). The aim of the DiMaS research was to study business and pricing models with sound legal

bases to develop technical solutions following an architecture that balances the interests of end

users with operators’ or content owners' viewpoints.
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Many of the metadata overlay design decisions presented in this work were tested in DiMaS.

Like the metadata overlay, DiMaS implements its content management using metadata. More

importantly, metadata is the glue that binds together various content distribution channels and

system interfaces.

Figure 2: The multidimensional DiMaS environment has many stakeholders, interfaces, and distri-

bution and consumption platforms.

DiMaS extends P2P content sharing into a service-oriented content grid. The most important

difference in grid distribution is its ability to describe and make available interfaces to devices

and systems. The work of this dissertation is purposefully limited to playable digital multimedia

content, because running remote applications raises many additional challenges and a single dis-

sertation would be too short to fully address all the arising aspects.
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3.1.1.  Introduction and Overview of DiMaS 

Based on collaborations with several multimedia authoring communities in Finland, the au-

thors want to distribute their creations to the large audiences that P2P file sharing networks can

provide. However, P2P networks do not support the use of metadata for DRM, charging mecha-

nisms, or content descriptions. Having rights, pricing, and content-describing functionalities in

multimedia is often solved by introducing a new file format and a respective multimedia player

that supports the new format. This would add another file and metadata format to the already

large pool of different formats for multimedia, and would require the user to install another ded-

icated player to view the multimedia. In addition, different authoring communities might have

different requirements for metadata descriptions, for example, because of local legal regulations

or the nature of the multimedia produced.

Therefore, before P2P file sharing networks can be harnessed and leveraged by multimedia

authoring communities several problems need to be addressed. How to package the user input of

content descriptions as well as rights and charging data into standardized metadata? How to

make these descriptions compatible and comparable? How to bundle the metadata and the actual

content into one package rather than having them in separate files? How to make this package

easily accessible by the end user without creating a new file format and another player

application?

The starting point to DiMaS was a novel concept and an implemented technical prototype

that offers an information system for amateur and professional multimedia producers to publish

their content on P2P file sharing networks and, if applicable, to broadcast metadata and/or con-

tent over DVB. The system came to enable a great variety of content distribution functionalities:

inserting content descriptions, managing intellectual property and usage rights, and charging for

consumption using various pricing models.

DiMaS enables versatile licensing, rights description and enforcing, and content encryption

scenarios without introducing another multimedia or metadata file format and a respective play-

er to read the format. The first pilot implementation of DiMaS was designed for a micromovie

producing community that creates short movies for handheld devices, and in this particular case

for a standard HP iPAQ Pocket PC with network access and a Java Runtime Environment

(JRE). The second version of DiMaS in March 2005 introduced digi-tv broadcast and set-top
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box terminals, support for various content types, ontology management, a JXTA-based P2P net-

work, and a two-way connection to content producers using cellular phones.

One of the main differences between the two implementations was the location of the logic

to process metadata descriptions. The first version of DiMaS aimed at taking advantage of the

many existing digital content distribution channels from the Web and P2P file sharing networks

to DVB digital TV broadcasts and cellular phones. These many channels use a large number of

different browsers, client software, and terminal hardware. The tested approach was to bundle

the metadata with the browsing logic in a "distribution package." The implementation used

Java, which is supported in most mentioned environments.

In the second trial, we introduced our own terminal, which allowed the logic to stay in the

unit software, whereas only the metadata was broadcasted via various channels. The terminal

communicated using several channels at the same time, which opened the opportunity to distrib-

ute complementary metadata via various channels simultaneously based on which channel best

served which data. Even though the user experience was similar in both versions, the underlying

technical solution was fundamentally different and offered insight into many more detailed

challenges in content distribution and networks. In the following sections, the overall idea and

implementation is presented with the differences between the two versions highlighted.

DiMaS unleashed the use of metadata to serve not only content descriptions but also the de-

scriptions of applications and system interfaces that connected to the same network. The result-

ing DiMaS service-oriented architecture was capable of offering the near-zero cost publication

and distribution of audiovisual content in a scalable manner on existing P2P file sharing net-

works together with websites and other traditional channels.

With its own set-top boxes, DiMaS offered a more business-, end user-, and service-oriented,

multiplatform network, the DiMaS Network, backed by the advanced DiMaS Peer Software and

DiMaS Media BoXes, and an extension of RSS and DVB broadcast for advanced content distri-

bution. The multi-channel DiMaS system was developed to use and enhance the most popular

existing content distribution channels on the public Internet (e.g., the World Wide Web, Kazaa’s

Fasttrack Network, and the BitTorrent file sharing network).

The architecture is compatible with the efforts of the Semantic Web Services Initiative Ar-

chitecture committee, W3C’s Semantic Web, the emerging MPEG-21 standard, ODRL, Dublin

Core initiatives, and Trusted Computing Group’s TPM specification, to name some of the main

interconnecting guidelines of the prototype. The following sections offer more background on
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the capabilities of this kind of service-oriented content grid. DiMaS brings together the good de-

velopment and standardization work in several groundbreaking fronts.

The DiMaS system is a technical prelude to this dissertation research. It provides partial im-

plementations to several discussed issues. It has a configurable user interface for inserting

rights, pricing, and content information, which are automatically converted into user-selected

metadata standards. The metadata and the multimedia content itself are combined into one pack-

age that is shared on P2P file sharing networks to gain as large an audience as possible. The

package is a Java file that can be executed on any device that has a standard JRE; therefore, the

package does not require a dedicated player application. The rights and pricing requirements are

taken into account by encrypting the actual multimedia content and control files of the package,

and implementing an authentication and charging infrastructure into the consumption of the

package.

DiMaS proves as a concept that it is possible to make a system for multimedia producing

communities to publish their work on P2P file sharing networks and in many other parallel con-

tent networks. The system enables them to charge for consumption and manage their IPR, as

well as have content-describing information available.

The key benefits of the DiMaS system for content providers are as follows:

– It is not necessary to limit or to restrict the distribution of the content, but encourage

distribution even in uncontrolled file sharing networks.

– When the content is independent of distribution channels, it can be brought closer to

consumers.

– It is possible to use different kinds of payment systems, and thereby not dependent on a

single system that might introduce technical constraints.

The key benefits of the DiMaS system for content consumers are as follows:

– After downloading content, a network connection is necessary only for paying. If pay-

ment is made in advance, there is no requirement for a connection.

– The consumer can view the multimedia content without installing another new dedicat-

ed client application that understands the content descriptions.

– Content consumers do not need any special skills to view the content.

– The content import process creates informative and browsable metadata enriched con-

tent files that enable more efficient searching and browsing.
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3.1.2.  Main System Components

The DiMaS architecture takes advantage of its components throughout the content

distribution process. DiMaS consists of seven separate components (Figure 3).

Figure 3: DiMaS Main Components divided into the Distribution Process phases.

1. Graphical Annotation Editor (Web User Interface)

2. DiMaS Publishing System

3. DiMaS Distribution Package (DP)

4. DiMaS Update Server (US) (A part of Verification Server)

5. DiMaS Verification Server (VS)

6. DiMaS Media BoX (MX)

7. Mobile DiMaS (mDiMaS) Server (and mDiMaS Client)
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The Graphical Annotation Editor is a configurable user interface to import new content to

the DiMaS system. This user interface encourages building an amateur content-providing com-

munity around it. It can easily be a part of any existing communities by integrating itself to their

websites.

The DiMaS Publishing System offers a Web Services interface to applications that want to

generate their data into standardized and machine-readable metadata descriptions. In addition,

DiMaS’ own Graphical Annotation Editor uses this interface, and thereby was a separately de-

veloped component of the system. The DiMaS Publishing System generates and delivers DPs to

a configurable number of network addresses that can be ftp/www servers, peers on P2P net-

works, or any other storage places. For example, this is a way to deliver structured and highly

usable DPs to facilitator companies for further uses.

DiMaS introduced the concept of the DP (Figure 4) to bundle the metadata with the actual

content into one executable file. It features a user-friendly DVD-like graphical interface for end

users to browse content metadata, for example, regular descriptive fields such as content name

and author, as well as information about content pricing and the usage rights to consume

content.

Figure 4: The first version of the DP on PDA.

In the case of commercial content, the information in the metadata is meant to encourage the

consumer to take the decision to purchase the actual content or to buy a decryption key for the

included encrypted content file. It is possible to include even a separate preview file such as a

movie trailer to promote the material. The DP does not require a separate client program. It uses

the JRE. In the first prototype, the system was successfully ported to a standard wireless HP

iPAQ Pocket PC model H4150 with the Java SE Virtual Machine, see Figure 4, p. 127.
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The US handles the content validation on distributed networks. Through metadata updates, it

ensures that when a consumer downloads content, even though it has traveled on P2P networks

for many years, the metadata is always valid and current. For example, a user downloads a

video clip with a license saying that the user is free to do whatever they like with the content in-

cluding selling it for money. Yet, the DP makes the verification by contacting the DiMaS US,

retrieving the corresponding metadata, and changing the tampered metadata into the right one,

stating that this commercial content needs payment for use. The validation happens automatical-

ly and the consumer never sees the tampered license or other ill metadata.

The VS registers published content, content providers, registered users, and registered de-

vices to make the DiMaS system secure for limiting or distributing commercial content. The VS

deposits and provides decryption keys. Through the VS layered verification model, DiMaS is

able to limit content distribution, e.g., to specific registered groups, to subscribed customers, to

certain registered trusted devices, or to any combination.

The MX features a full-blown prototype of the future set-top box capable of executing PC

level applications on a TV screen, see Figure 5, p. 129. MX includes peer software that connects

all the similar devices on a P2P network seamlessly sharing content over a broadband Internet

connection. This peer software is also separate and easily installable to Linux, Windows, and

Apple PCs, connecting them to the same P2P network using MX. Further, MX is a Wi-Fi base

station at home to deliver content from a fixed DiMaS MX P2P network to any enabled Wi-Fi

device.

In this case, the users of DiMaS MX can receive DPs via a DVB broadcast (see Figure 5),

browse through the content description on their TV screens, and buy the actual content from the

P2P network, even from the neighbor’s MX if the content happens to be located there. The con-

tent is also possible to download from the MX to other devices and still the commercial content

stays protected against unwanted usage.

The Mobile DiMaS system supports short-range ad hoc P2P communication between Blue-

tooth, Wi-Fi, and other wireless-enabled handheld devices. To extend and broaden the commu-

nication of the devices and hence the distribution of the content, the mDiMaS Server, as a

bridge builder and a gateway server, connects remote peers or a group of peers over great dis-

tances on the same P2P network. Furthermore, at the same time the mDiMaS Server connects

DPs to reach the DiMaS P2P network on the fixed Internet.
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Figure 5: The DP on the MX user interface is just received via DVB broadcast. The user is brows-

ing the included metadata.

The mDiMaS Server is also accessible on the Internet to service the registered mDiMaS

clients/peers. Many mDiMaS Servers can be targets for the DiMaS Servers' publishing content.

This enables commercial content providers to publish content to the wireless P2P networks

formed by users. One of the biggest research challenges in this application is to secure applica-

tions so that published content cannot be copied without control. This is why all mDiMaS

clients/peers register to the VS.

3.1.3.  Amateur License Management

Amateur producers and amateur content publishers were at the core of DiMaS research from

the beginning as reflected on both the publication and distribution aspects of the system design.

In many cases, the term amateur producer is connected with participatory media and social me-

dia studies. Then, it usually means even the smallest contribution by social media networking

applications, such as giving a short comment, a rating, or a vote in the system. DiMaS is more
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tuned into publishing creative works, such as a text document, a video clip, or a song. Giving

small feedback messages is only a supporting feature.

An amateur producer in DiMaS is often understood to be part of a content community. They

publish for the community rather than mass broadcasting their work. The size of the target

group is one of the main categorization attributes used in this work to distinguish an amateur

producer from a professional publisher. Even though the work of amateur producers are avail-

able for everybody, they usually attract a limited audience. If the audience grows, the process

becomes similar to professional publishing and slides over the invisible threshold into the next

category.

Another distinct characteristic that has separated professional publishers from amateur

producers is making profit from the content. This is closely related to DRM and presenting the

publisher and content owner's rights as licenses. CC and similar movements have arisen in par-

allel with this research work. They aim at giving more opportunities to amateur producers to

manage and control their work without the cumbersome conventions of professional publishing.

DiMaS wanted to contribute by offering more understanding of amateur producers and their tar-

get consumer communities as well as setting building blocks for an information system that sat-

isfies the requirements of these new user groups of content networks.

DiMaS implemented specific license management for amateur producers as a part of the Di-

MaS Publishing System. Essentially, the Publishing System offers an annotation editor, an intu-

itive and graphical user interface to insert ontology-based content metadata, and rich license and

pricing descriptions. The approach was twofold: which legal considerations needed to be includ-

ed and how the system presents each issue. From a community viewpoint, the work began by

defining an amateur content community and its role in the publishing process. What is the role

of the administrators (juridically), and do they represent the community if the community is a

loosely coupled website of strangers with no equivalent outside the content network. What is the

legal relationship between the administrators and amateur producers? Who really is the publish-

er: the amateur producer who uploads the content or the administrator who uses their modera-

tion power to accept the content to be published?

The observation was that the administrators of the centralized publishing website have rela-

tively greater power in the amateur publishing process. They can choose the licenses to be of-

fered to amateur producers with no knowledge of content licensing. The publishing website can

also change licenses without consulting the producers. For example, CC licenses have already

gone through several version updates, which might confuse amateur producers. More important-
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ly, amateur producers need to enter into a relationship with the publishing website to get their

content out to the network. The dissertation work upgraded this thinking by offering a system

that bypasses central publishing in favor of amateur producers who can claim total ownership of

the publishing as well.

Several license management matters were tied into the amateur producer user interface. The

challenge is to offer licensing opportunities without the legal jargon and deep understanding of

licensing. This means that a part of understanding is passed over to others who have preselected

a limited set of options to the end users. Hence, the way the available licenses are represented to

the amateur producer is important. The license should have the legal power, but they should be

easy to understand at the same time. DiMaS implemented a "human-readable" version of legal

licenses in the footsteps of CC licenses. The human-readable version helped both amateur

producers select a license that reflects their wishes and consumers understand what amateur

producers wanted. This is the path to give law-honoring citizens more possibilities to follow the

letter of licenses.

In a license user interface design, DiMaS introduced an instant feedback interface. This gave

amateur producers the opportunity to experience their uploaded work as a consumer would.

This encouraged amateur producers to insert more metadata for their work, because they could

switch hats and see their efforts as a consumer before publishing. They had a hands-on experi-

ence of how easily the material could be well or poorly described in the content network. This is

also true with content licenses. The same amateur producers often use others' material as a part

of their work, so they understand the meaning of giving others the same possibility with their

own work. If the licenses are well presented and easy to understand, they can be taken to be a

part of this remix culture and offer amateur producers some rights over their own work.

3.1.4.  Nonius

Although the DRM market is still undeveloped, current DRM technologies already include

languages for describing terms and conditions, tracking assets by enforcing controlled environ-

ments or encoded asset manifestations, and closed architectures for the overall management of

rights. The challenge lies in establishing a wide enough and compatible system between differ-

ent parties throughout the whole value network from content producer and publisher to content

distributor and consumer. The Nonius prototype was a precursor to the DiMaS system. As a part

131



of the MobileIPR research project, see Section 1.5.1 MobileIPR, 2001–2004, p. 44, it succeeded

in implementing a piece of software capable of demonstrating the most important DRM fea-

tures. Many general technical problems were also discussed, although most were left unan-

swered with the prototype.

Actually, some of the challenges are common to many software development projects. The

common questions include how is it possible to make secure software when the source code is

available to anyone or how secure should the system be. A more specific problem is the ques-

tion of the layer where DRM should be supported: application software, operating system, or

perhaps in devices. For example, when selling rights certificates, how do you respond to a cus-

tomer who loses the bought and downloaded user rights certificate? If DRM is carried out at an

operating system level, how do you ensure compatibility between different operating systems?

The project discovered that merging different certificates into one and implementing an inter-

face for creating certificates are among the most challenging tasks when implementing a DRM

system even on a single operating system platform.

3.1.5.  DiMaS Distribution Package

The first version of DiMaS aimed at taking advantage of many existing digital content distri-

bution channels, as described in [Reti and Sarvas, 2004c] and [Reti and Sarvas, 2004a].

The first version of DiMaS aimed to take advantage of the many existing digital content dis-

tribution channels [Reti and Sarvas, 2004c][Reti and Sarvas, 2004a]. The observation was that

many of the channels have no built-in support for trivial content distribution needs, such as

commercial transactions, the authentication of users, browsing logics for rich descriptions and

business logic metadata, or encryption to ensure data validity. It is common that all different ap-

plications solve these questions separately inside their own programmed logic. However, if we

want to publish the content to many channels at the same time, we cannot expect that the same

applications are available for all the different recipient platforms. From the Web and P2P file

sharing networks to DVB digital TV broadcast and cellular phone use, many channels use a

large number of different browsers, client software, and terminal hardware.

The solution was to pack and bundle the metadata with the browsing logic in a DP. The DP

was programmed using Java and the only requirement for the platform was a certain type of a

JRE. Hence, the limitations of the solution were mostly dependent on Java development than
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the DiMaS programming. Some platforms used only Java Platform Micro Edition, whereas oth-

ers were more capable with the full-featured Java Platform Standard Edition.

Various phones, DTV set-top boxes, and PDAs differed also in their Java extensions pack-

age support. Even such a fundamental feature as storing permanent data to a terminal or using

the network connection were dependent on these extensions packages. For example, at the be-

ginning of the work, no Nokia model supported storing data to its phones from a Java applica-

tion (Java Specification Request 75 – PDA Optional Package). The first pilot implementation of

DiMaS was designed for a micromovie-producing community called Blauereiter.net, which cre-

ates short movies for handheld devices and, in this particular case, for a standard HP iPAQ

Pocket PC with network access and Java 2 Standard Edition (J2SE), see Figure 4.

Figure 6: The breakdown structure of the DP.
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The DP is a JAR file (Java Archive) that contains the following parts (see Figure 6.):

– Encrypted multimedia content file. The content file is included unmodified after en-

cryption. It is identified by having the name content.file.

– The Unencrypted content preview is included unmodified and stored under the name

preview.file in the archive. 

– Hash ID of the actual content file. It is used for fetching the right decryption key.

– Content description metadata. The content description is included as a simple text file

in XML format describing the content. The file is identified by the name descrip-

tion.file.

– Feedback questions to be presented to the end user.

– There is a reserved option to add various “extras” into the DP, for example, links, still

images, or advertisements.

– Client viewer program or logic. The client consists of Java class files and resources

needed in the user interface. Compared with average content files, the logic does not

occupy much space. The file size was well under 100 kB.

As the JAR file (i.e., the DP) is executed by the user it opens up the viewer program embed-

ded in the DP, see Figure 7. The viewer user interface resembles the menus on DVD movie

discs. Once the viewer is launched, it prompts the user to update the metadata of the package if

a network connection is available. On the user interface, the user can browse through the con-

tent and pricing and rights information. The user can also watch the included preview file. If the

user wants to purchase viewing rights to the content (unless the content can be viewed free of

charge), the user selects the “Buy” button.
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     Figure 7: The browsable user interface of the DP looked the same on various Java platforms

thanks to its built-in UI logic.

The DP retrieves a decryption key from the VS and informs the user of the successful pur-

chase, see Figure 8. The user also notices how the price information shows the new viewing

rights purchased (e.g., the number of times the user can view the multimedia content). Now the

“Play” button changes from gray to green indicating the possibility to view the content.

Figure 8: The first version of DiMaS delivered the DP and its key via separate paths to the con-

sumer. This is a common third party architecture.

The user presses the “Play” button and waits for the content to decrypt. After watching the

micromovie, the user fills in a feedback form, which is submitted to the VS at once, and the

metadata in the DP is once again updated taking into account the new feedback (e.g., the rating
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can be changed because of the user’s feedback). If the network connection is not available for

some reason, the feedback is transferred to the VS the next time the user executes the same DP.

The overall goal of the user interface design has been to make it as simple to use as possible.

The objective is that the user does not need to have anything related to DiMaS on their device

before downloading and using a DP, except the abovementioned JRE, and the application need-

ed to view the actual content (e.g., a Windows Media Player or a Quicktime Player). Fetching a

decryption key from the VS, decrypting the content, and launching the execution of the content

is invisible to the user and happens immediately after the purchase event.

The highlights of the DP:

– The file format of the DP defines many of the package features

– Offers a package-like structure to hold the content file, metadata, digital certificate,

content file fingerprint, user-friendly menu, and the logic for executing the package

– Offers easy and straightforward double-click execution

– DP runs on multiple platforms and operating systems from PCs to PDAs and digital

TVs

– DP can store data retrieved from a network to the client machine, such as the decryp-

tion key and updated metadata

– DP can launch the client machine applications to play the content file inside the

package

– DP can access the Internet to obtain the decryption key and other information

– DP can decrypt the content file inside the package

– DP stores the decryption key in a way that it is not easily copied or distributed onward

– Versatile license storage

– Many licenses can have the same target

– Threaded historical tree-like view on how the derivative work has been constructed

from different licenses

– At usage time, verification by the system

Benefits for the consumer:

– Free content format

– An easy-to-understand representation format
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– Easy access to other formats for the user, especially to the legal format

– Easy to access machine-readable format for applications

– Confirmations while buying

– Agreement between the consumer and the publisher

– Agreement between the consumer and the payment system

– Browser for browsing through all bundled licenses and copyright holders

3.1.6.  DiMaS Media BoX

As the second trial, the DiMaS system introduced the MX, a terminal that allowed the logic

to stay in the unit software while only the metadata was broadcasted via various channels. The

terminal communicated using several channels at the same time, which opened the opportunity

to distribute complementary metadata via various channels simultaneously based on whichever

channel best served each content distribution case. The first version of the DiMaS MX was

awarded with the Quality Award as the best student work in the Software Project course at the

Helsinki University of Technology in 2005.

The industry has tried many different ways of turning the TV watching experience into a

more accessible and usable communication channel. Since launch of the MX, this dissertation

research has viewed TV simply as another data distribution channel to homes. This possibility is

easy to disdain by broadcast companies, because Digital Video Broadcasting (DVB) is tuned for

streaming video distribution. The bandwidth for data along the video broadcast is narrow. How-

ever, the bandwidth is enough to transfer a part of digital content or its metadata description to

the consumer.

Metadata helps find the desired content that can be transferred via another media channel.

Also, scenarios of preemptive downloading based on DVR programming or user behavior pro-

files are worth exploring. In any case, more advanced logic on set-top boxes requires more than

modern commercial digital TV boxes or the limited Multimedia Home Platform standard can

offer.

As a part of DiMaS prototypes, the MX is a prototype of novel set-top boxes that can handle

data receiving and connections with multiple data channels, and executing advanced PC level

software on regular televisions. More importantly, this advanced prototype is cheaper than the

set-top boxes in shops.
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In the format of a standard DIN-sized car radio, the MX, see Figure 9, is a consumer plat-

form prototype combining two major digital content channels: broadband Internet (e.g., P2P

networks, RSS syndication, and IPTV) and digital television (i.e., DVB). Being a full-blown

PC, a DTV set-top box, an in-car media center, and a Wi-Fi hotspot, the DiMaS MX is the

prime user interface to access the novel DiMaS P2P network that offers content retrieval and

tag-based navigation using license terms and Semantic Web compatible ontology.

Figure 9: DiMaS Media BoX (7” x 2” x 10”).

The DiMaS MX was designed with a TV remote control unit use and multiplatform home

network support in mind, see Figure 5, p. 129. It is a media hub at home or on any wireless

LAN. Using Wi-Fi, it connects other devices, e.g., PDAs and PCs, to access, manage, and share

its resources, e.g., the Internet connection or a Wi-Fi door camera. By pulling the sturdy handle

you can take it from a docking station to your car and boat and have music, movies, photos, and

your other digital content with you. The system changes the UI and adapts to the vehicle’s AV

system and other possible interfaces, e.g., television/radio antenna, Internet connectivity (e.g.,

2G/3G or WiMaX), GPS navigation, camera for rear view and taking photos, and performance

monitoring and diagnostic systems. A mobile MX acts as a part of wireless Mesh Networks

looking for the best Internet connection and retrieving location-aware information. Two MXs,

one at home and the other in a car, sync wirelessly when the vehicle approaches the home.

Many MXs connected with gigabit Ethernet cables form a system used as a single computing

resource, i.e., a cluster or a grid. The small form factor, low power consumption, and fanless

operation of MX reduce the physical size of housing and cooling, and the amount of noise gen-

erated by the cluster. The hardware platform of the MX prototype is manufactured by Tai-

wanese VIA Technologies, Inc. (http://www.via.com.tw/). The advantages to select VIA's prod-

ucts were clear: VIA has committed itself in the areas recognized as the most important for the

proposed consumer device.
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VIA is suitable for studies in power consumption and information security. It has three inter-

esting initiatives – the Green Computing Initiative, PadLock Security Initiative, and pc-1 Em-

powered Connectivity Initiative – which combine many innovations into one platform to pro-

vide computing where resources are scarce. VIA's solution is also a proof of concept that the

hardware platform to support the next generation DiMaS network and the prototype of this dis-

sertation work already exists as an off-the-shelf product. Similar products will be offered by

other manufacturers soon, such as AMD's Geode LX line or Intel Atom.

3.1.7.  Cryptographic DRM

The MX was the prime prototype to test a security scheme in this dissertation research. It

featured a public-key infrastructure including a TPM in each MX for authentication and secure

storage. The overall DiMaS system features two Trusted Platforms: the MX and Mobile DiMaS

(mDiMaS). Both are client applications in the system.

Trusted Computing technology is less about trust and more about verification to make trust

unnecessary. Whereas social networking presents a control method based on personal knowl-

edge about your counterparts on the network, trusted computing is a technical approach to main-

taining trustworthy relations. The TPM, a special circuit, is the key hardware component to cre-

ate trust. The best-known standard for a TPM is the Trusted Computing Group's TPM

Specification (https://www.trustedcomputinggroup.org/). The TPM circuit can be located in any

part of device hardware, as this example on a hard drive shows [Hars and Thibadeau, 2005]. For

prototypes, it is also possible to use a software-based TPM [Strasser and Sevinç, 2004]. It is also

common to use an external key storage/chip, e.g., the commercial HASP chips (http://

www.hasp.com/).

In the DiMaS prototype, a simulation of TPM was enough. The TPMs are easy to replace

with dedicated circuits, if necessary. In the MX, the TPM was a regular USB key, and in mDi-

MaS, its TPM was a binary file. They could be replaced with a dedicated circuit inside the de-

vice and with a second SIM respectively. Unfortunately, VIA EPIA SP with VIA PadLock

Hardware Security Suite (http://www.via.com.tw/en/initiatives/padlock/) did not arrive in time.

The DiMaS Publishing System hosts a LDAP-based Key Server, i.e., a VS, for storing keys.

In the prototype, the Publishing System creates the following keys, whose strengths and purpos-

es are configurable on the Admin UI.

139



– Identity Key, asymmetric RSA 1024-bit

– Storage Key, asymmetric RSA 1024-bit

MX and mDiMaS terminals include the DiMaS publishing system's public Storage Key and

public Identity Key. At First Launch/Installation, both MX and mDiMaS, or a client, will create

their own key pairs, as follows:

– Identity Key, asymmetric RSA 1024-bit

– Endorsement Key, asymmetric RSA 2048-bit

– Storage Key, asymmetric RSA 1024-bit

A client saves the private keys securely, bundles all three public keys, encrypts the bundle

with its private Storage Key and the DiMaS Publishing System's public Storage Key, and sends

its public Storage Key and the encrypted bundle to the DiMaS Publishing System's Key Server.

Whereas the MX generates the keys itself, mDiMaS asks for the service from the mDiMaS

Server that forwards the request to the DiMaS Publishing System. Nokia 6630 phones used in

the prototype had a 104 MHz processor, which was too slow to generate the keys. The DiMaS

Publishing System generated the keys, stored the necessary keys to its Key Server, and sent pri-

vate keys to the mDiMaS client.

The main advantages of the selected TPM approach were:

– Secure storage for encryption keys,

– Strong hardware authentication,

– Simplified Public Key Infrastructure, and

– File protection against access by unauthorized applications or users.

3.1.8.  Mobile DiMaS

Mobile DiMaS, or mDiMaS, took the DiMaS framework into the area of mobile applica-

tions. Creating P2P networks among mobile clients offered many novel challenges. The chal-

lenges were studied with a sample application, mGroup, that both created and consumed content

on mobile phones. User-generated content had always been at the core of DiMaS research, but
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now the content generation was taking place on mobile devices and being sent back to the Di-

MaS network to be shared among MXs.

IP-based content distribution to mobile users with handheld devices has been identified as

one of the most promising innovative business domains for some time. If the previous 20 years

witnessed the massive move from home or office telephone conversations to a mobile environ-

ment, it is possible that a similar move will happen from fixed connection data communication

to fully mobile solutions and applications over the next 20 years.

In contrast to one-to-one communication, broadcast communication, also referred as one-to-

many communication, will provide additional new possibilities for content providers, as the ca-

pacity of the data link towards the consumers significantly increases, whereas the cost per con-

sumer stays low. Yet, broadcast as a one-way solution needs the support of the other two-way

networks and, therefore, they could not be ignored in most applications. With some limitations,

current cellular and wireless technologies (GPRS, UMTS/MBMS, WLAN, and WiMAX) can

provide a comprehensive return link solution for interaction in the terms of capacity and user

efficiency.

Mobile DiMaS manages content in DPs that originally bundle an actual content file with its

metadata. mDiMaS extends the concept of the actual content file into a "Picture Story", which is

a collection of multimedia files, pictures (jpg), and video clips (3gp), their annotations, relating

captions, and even comments that create a discussion. This approach encourages the user of the

mDiMaS to create a story of many multimedia objects and to share and view it with friends.

mDiMas Mobile Client

In the mDiMaS client, the valid question was again where to place the programmed logic to

process metadata. In this case, the answer came from the restrictions of the client hardware plat-

form. At the time, no phones had J2SE-compatible JREs that were needed by the DPs. Thus, the

Symbian-based mDiMaS client application on the phone replaced the built-in DP logic. The ap-

plication accesses the DP data directly. The platform-dedicated mDiMaS client is the only way

to use DPs in this kind of environment. This approach presents all the problems of maintaining

the compatibility of client software versions, slightly different hardware configurations, and

customer application support. This prototype showed how immature Symbian development was

in 2004.
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mDiMaS gives an end user a tool to edit a DP, even to create a DP using the DiMaS Publish-

ing System via Web services interface. It does not replace the DiMaS system as a publishing

system, which is still the place where the DP generation happens. There are many reasons for

this: the most important one is to keep the system consistent, e.g., DPs compatible and their

structures the same.

Compared with the logic inside DPs, the mDiMaS client offers more features to manipulate

DPs. To keep the DPs small in file size, they are stripped of excess features. mDiMaS features

multiple functionalities, such as adding content, descriptions, and extras/comments, automati-

cally updating the DP, and playing content using a rich set of codecs and settings. For J2SE-

compatible JREs, there is another version of mDiMaS, boasting three different resolutions and

graphics for PC, digi-TV, and PDA, and presenting a more advanced user interface for viewing

and editing DPs, naturally presenting more pictures on the screen at the same time.

The "Picture Story" concept is targeted especially for phone camera and smartphone users

who already produce a lot of digital content in the form of pictures and video clips and also

have the means to share it via short-range communication and more traditional network connec-

tions taking advantage of Bluetooth and WLAN, or a GPRS/UMTS infrastructure. mDiMaS

binds both local and remote users onto the same content sharing P2P network, where crypto-

graphically protected sharing can be performed based on selected user groups and commercial

content can also be distributed without a central server causing a bottleneck.

Each mDiMaS client stores its own DP metadata and application-specific data. Since mDi-

MaS is designed to be a collaboration or a joint-creation tool, a group of users can contribute the

same DPs. For this data, it fetches updates from other peers. The peer connections are controlled

on several levels:

1. Short-range communication to nearby peers (Bluetooth and Wi-Fi),

2. Communication to remote peers that are connected via the same mDiMaS Server, and

3. Communication to any peer on the DiMaS Network, including televisions and com-

puters connected via MXs.

This architecture means that mDiMaS is not a centralized server system, although it uses

servers. No single server would include all the data at any time or answer all update requests.

mDiMaS clients do not store their data into the same central database, but make it available for

a peer software to find. The architecture is a system of many servers. Another way of seeing the
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architecture is to understand mDiMaS Servers as supernodes on a P2P network collecting and

serving data between wireless peers and compatible peers on the Internet.

mDiMaS clients use PKI to protect the privacy of the discussion. When a user selects the

group of people they want to share content with, they automatically make their public key avail-

able. When any user initializes their mDiMaS client at the installation, they submit their public

keys to the VS, which then acts as a Key Server. The Key Server is the place to find friends'

public keys and to verify the keys they have sent to you. The public keys are used to send en-

crypted comments that open only on those mDiMaS clients where they are meant. This is im-

portant on a P2P file sharing network where content can travel uncontrolled to other devices.

The Key Server is not necessarily needed after the initial key exchange, but acts as a reserve for

retrieving lost keys in the future.

To prevent unwanted commercial content copying, the mDiMaS application hides a message

inside the content binary file. It works in a similar fashion as a watermark: it is based on chang-

ing the content file without changing its behavior in a content player. The application uses the

device ID and a counter to add a fingerprint to the binary file after each paid play or view.

When the content is played again, the application searches for the fingerprint information,

which should be one step smaller than the counter in the application. If the content has been

played in a different mDiMaS client between the plays, the information does not match. If both

application and content are copied at the same time, the device ID check fails.

For commercial use, it is possible to make a dedicated client device for mDiMaS. In this

case, the service provider will be sent a secondary SIM chip that functions as a TPM. The sec-

ondary chip includes a device-specific private key that can decrypt the content meant only for

this device. This protection is used to send the customer a symmetric key that is encoded to

open those services that the customer has bought. The symmetric key, aka a session key, is not

as private as the device key because all the customers who have signed up to the same services

have a similar key. Often, the device key is created using stronger encryption.

The purchased services are expressed as signed digital certificates that include information

about the service starting date, expiration, contents, restrictions, and so on. It is common that the

device-specific private key is valid longer, but the symmetric key expires in a month, for exam-

ple. This means that the customer needs to have a new symmetric key every month. Receiving a

new symmetric content key can be dependent on a monthly payment, for example. If the cus-

tomer pays their monthly bills, the device receives a new symmetric content key transparently to
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the customer. If the customer fails to pay the bill, the symmetric key expires and the device does

not have the key that would encrypt the content delivery for the new month.

Using an mGroup news service as an example, the customer acquires the service provider's

starter kit to receive the device-specific key (Kpda-), the service subscription certificate, and the

service key (Knews+). To activate the service, Key(news+)(Service Certificate) sends the acti-

vation signal to the provider. Based on the information and validity of the certificate, the right

kind of session key is sent back to the device, Key(pda+)(Key(session)). Then, Key(ses-

sion)(content) encrypts a content delivery to be sent to the client. It is essential that the device-

specific Key(pda-) is in a secure trusted chip. It can only decrypt the session key encrypted by

the service provider, Key(pda-)(Key(session)).

Figure 10: Example of Encrypted Content Delivery in the mDiMaS Environment.

mDiMas Gateway Server

The mDiMaS Server is a gateway that connects remote peers to the same P2P network as

fixed network peers such as MXs. This is a similar P2P infrastructure as the first Napster server

featured. When a wireless mDiMaS Mobile Client, i.e., a peer, connects to the mDiMaS Server,

it copies and updates the DPs it possesses to the server. This information is gathered to a meta-
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data database that can be any MX or a built-in peer. The peer application in the mDiMaS Server

connects the wireless P2P network to the fixed one. Since all the data updates from the mDiMaS

peers are circulating the mDiMaS Server, which is also a DiMaS network peer, the updates be-

come visible to all the fixed peers.

Figure 11: The mDiMaS environment uses MXs as base stations to store and forward traffic from

wireless devices. mDiMaS Servers are gateways between fixed and wireless networks passing con-

tent updates both ways.

There can be many mDiMaS Servers that can be targets of the DiMaS Publishing Systems

publishing content for them. This is how commercial content providers publish content to wire-

less P2P networks. One of the biggest research challenges in this application is to secure the ap-

plication so that once published content is not copied without control. This is why all the mDi-

MaS clients/peers register to a specific VS. The mDiMaS architecture offers two commercial

content distribution scenarios:
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– Limited distribution scenario: If a commercial DP is opened in mDiMaS, it finds the

right binary file and the right device private key – or fails.

– Encouraged distribution scenario: whoever distributes and opens a commercial DP,

but to use the actual encrypted content and/or to receive comment updates you need to

pay according to the bundled license and pricing.

When buying a decryption key, it is bound to the purchasing device using the device's public

key and the hash ID; then using the public key the updates are possible to send only to this par-

ticular DP, or only such updates are fetched for which the device has rights.

The motivation to extend DiMaS to mobile devices was to serve users where they capture

content. The goal was to support the amateur content creation process and enhance it with pro-

fessional, optionally commercial, content. Equally important was to connect amateur authors to

collaborations, groups, and communities where they can share content and build upon their own

creations. Additionally, the technology enables the distribution and consumption of the created

combined amateur/products honoring requirements by all the involved parties. The contradic-

tion of requirements is evident in building a system for protecting commercial interests while

keeping it usable and interesting to consumers.

Technically, mobile applications also take advantage of the DiMaS system. All the created

content is generated into DPs to enable easy delivery to various networks and servers, and even

to digital television broadcasts. The package bundles the actual content with metadata descrip-

tions to honor the copyright of their rightful owners. The DP includes commercial copyright

holders’ license texts, an optional amateur producer’s license, or even many licenses, if the cre-

ation is a sum of many creative works. The DiMaS DP includes a built-in logic to browse the

content description, licenses, and other additional information bundled with the actual content.

Taking a big sports event as an example, in addition to professionally created and good-

looking content, a major part of the user experience is the huge commercial circus surrounding

the sport. Big commercial slogans and logos, advertisements, and celebrity commentator faces

generate the magic and have become a noticeable part of the event, too. For instance, many

football fans change their team shirt for the coming season, if the main sponsor has changed and

the shirt has a different logo. Fans want to be like their idols. Hence, by adding this commercial

cream on top of the amateur memorabilia recording we can make the fan experience more

enjoyable.
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The following case application, mGroup, was designed for the biggest sporting event in the

world, the FIFA World Cup, the world championship tournament in football. Drawing conclu-

sions from the number of spectators at the previous tournament, many commercial actors all

over the world take advantage of the huge popularity of the World Cup. In addition, the tourna-

ment is estimated to fuel the sales of set-top boxes. For instance, the Finnish cable broadcaster

HTV started their commercial high-definition broadcasts specifically with the 2006 World Cup

in mind.

mDiMaS Prototype: mGroup

In the mGroup prototype, DiMaS is used to create co-authored stories into DPs with support

for content descriptions and licenses. mDiMaS connects a group of wireless remote peers over

great distances onto the same P2P network with fixed peers on PCs and set-top boxes. In other

words, the mDiMaS Server connects the created DPs of the wireless participants to the reach of

the DiMaS P2P network on the fixed Internet. Hence, the friend who could not make it to the

trip can participate in the discussion from his couch at home.

"mGroup: Our Story from Our Football Trip" is a story creator for collaborative authoring

supported with commercial content, see Figure 12, p. 148. The application is for cellular phones

with a camera that people carry to football events. One of the main themes in this application is

to support collaborative authoring where a group of application users can combine their record-

ed creations into a shared experience, into a story, even during the event. Short-range wireless

communication, e.g., via Wi-Fi, is supported to enable fast and instant communication between

group members. Commercial content can be added either offering or joining this wireless P2P

network formed by the group or by accessing a server on the Internet via any radio-packet net-

work. This is a textbook use case for mDiMaS clients.
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Figure 12: In the mGroup application, a user can add and share their pictures into a co-au-

thored story immediately after the shot. The application also allows adding SMS-like comments.

To group members, the commercial content provider looks like an extra group member who

offers (subscribed) facts about the match, the players, and posts the highlights right in the mid-

dle of the group discussion with shared messages, images, and video clips. Just as a group of

friends would exchange messages with their phones, this application gives them the chance to

record the postings in an organized shared memorabilia that is easy to share with even more

friends. The commercial content inside the user group discussion acts as a topic starter. A mes-

sage such as “The knee injury Nedved picked in the Germany match seems to keep him away

from the clash with England” fires up speculation about how much this latest piece of news af-

fects the coming match. In addition, the commercial messages inside your own travel report add

a nice chronological memory bank of what really happened around you, like where you were

when Beckham blasted the penalty into row Z. In the story, this is expressed by a picture of you

watching the game in the pub followed by a short message from the commercial service. The

mGroup client on the phone has three main operating modes.

Creation Mode

The Creation Mode is for creating a new DP (i.e., a Picture Story) or editing the content and

metadata of an old DP. This is for the DP creator only, because only they can change the initial

content and metadata. In this mode, they also administrate who belongs to the group sharing this

!
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specific DP. If sharing is not enabled, the Updater Mode and Browse Mode are disabled and this

mode is the only one in use. If sharing is enabled, but there is no network connection, then the

Browse Mode is also enabled for browsing through the already received content.

Browse Mode including Updater Mode

Probably the most used mode for any user is the Browse Mode. In this mode, the user can

browse through all the content, enjoy a couple of different views of it, and reply, i.e., produce

more content to the story. Originally, the Updater Mode was separate from the Browse Mode

for the following two reasons: 1) the user needed to separately pull updates either manually or

automatically and this takes the application into the Updater Mode, and 2) when in the Updater

Mode, the application is online. The Updater Mode might look the same as the Browse Mode,

but it has different functionality from a technical point of view: online vs. offline. It might be

tempting to try a different UI approach to Updater since it is a kind of passive information re-

ceiver. Whenever the user wants to reply, they switch back to the Browse Mode, even though

they might be automatically switched back to the Updater Mode right after the reply has been

sent. The Browse Mode is not accepting updates, which is why the Updater Mode is merged to

the Browse Mode and the user will be interrupted by incoming updates even while browsing the

old content, presuming that sharing is enabled.

Player Mode

How does the Player Mode differ from the Browse Mode? Player could even be a separate

application and, as a matter of fact, it is when built into DPs. Especially as a part of mDiMaS

applications, Player is a versatile tool to play the contents of Picture Story DPs. It is a sort of

show maker, making it possible to reorganize the order of the included content using a collec-

tion of filters and predefined rule sets. However, this reorganizing does not alter the content of

the DP; it is just a new way to look at the same content and will be stored as settings on the par-

ticular device.

There are two ways to add content:

1. Newly taken pictures and video recordings go directly into the created open DP, or

2. New pictures and video clips can be added from the phone's picture and video folders.
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For example, a user might create the package and record an introductory video clip at home.

They upload this DP into the DiMaS MX, and the home folk might follow the adventure in real-

time. This package also goes to fellow travelers and a joint journey diary is opened. The content

of an mDiMaS client-created DP is a SMIL 2.0 file connecting camera phone pictures, video

clips, and captions relating to them, a caption per shot, and the comments, i.e., text and pics, and

SMIL 2.0 packages. Only the package creator can edit the initial content and their captions; the

contribution by others is added as comments. There can be as many comments as is limited by

the enabled Settings and the memory of the device. All mDiMaS digital content goes to the ac-

tual content section in the DP. mDiMaS does not add content into the Extras or Feedback sec-

tions of the DP.

mGroup uses a smart annotation functionality after adding content. Whereas it is often diffi-

cult to get regular users to annotate their content with metadata, mGroup encouraged annotation

by making it an integrated part of the actual application. mGroup uses a short optional annota-

tion and presents it in this order: who is in the picture, location, free-text caption, and an option

not to include this input to the current Picture Story, but send it right away to the following e-

mail address/phone number. “Optional” means that the annotation screen is shown, but can be

passed over with the press of a button. The annotation screen is automatically presented after a

photo or video recording. Additionally, the following metadata suggestion algorithm is used:

Annotation "Who is in the picture":

– First, a pull-down menu with the names of 

– the group the pictures are shared with,

– people who can be seen via Bluetooth,

– and the two previously inserted names.

– Then, a field to insert a name

Annotation "Location":

– First, a pull-down menu with the location names of 

– drawing a suggestion from cell ID, and

– the previous inserted location name.

– Then, a field to insert a name
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Annotation for the free-text caption:

– default value for the field: <inserted names with "and" word>, <location>

e.g., Pekka, Jussi, and Markus <kursori vilkkuu tässä>, Hirvivaara

Annotation metadata included automatically:

– creation time: <yyyy-mm-dd, from the phone>

– creation location: <cell ID, from the phone>

– year of copyright: <from the phone>

– creator's name: <from the phone>

– copyright holder's name: <the creator, from the phone>

As the example shows, the metadata suggestion algorithm tries as much as possible to com-

plete information on the user's behalf. The user's task is to edit fields rather than insert informa-

tion into the empty form. In addition, lots of information comes from the phone itself without

the user needing to fill in anything. This information is partly hidden from the user, but can be

used as important metadata later when searching, browsing, and organizing content pieces. This

thinking was developed into "technical metadata" in this dissertation work.

At a business model level, the professional content producer's opportunity to include com-

mercial comments into private Picture Stories is relevant. This is considered less intrusive than

clear ads. In addition to news, the commercial content can be ad-like, which makes amateur

content look cool. Private users can comment on official standings and results that appear in be-

tween their comment chats, but these commercial fill-ins also add team logos and player faces,

for example. There can also be Commercial Picture Stories, i.e., commercial DPs. They are sup-

ported by ads or sold for fee and are lists of players, teams, a result service, instant replays, his-

torical goals, and so on as pictures and videos. Captions give more information about player

data and current condition. Expert commentators and celebrities can add their views. Commer-

cial DPs can even be sent before an event to draw public interest and offer updates concerning

the event program.

mGroup was developed before microblogging became a phenomenon. Short updates have

similarities to Twitter and other status message systems. Even though many commercial parties

offer a "Follow me" option on these new services, they are not used quite as the described

mGroup and mDiMaS. The biggest differences are the ways to combine small messages into a

presentation, a story, that can be distributed and presented as a whole afterwards. This includes
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both amateur and professional content merged in a supporting manner. Furthermore, mDiMaS

offers tools to protect commercial content against unwanted usage. Many new social networking

tools are notorious of lacking both privacy and security features. They are playing catch up after

numerous network identify thefts and other problems. mDiMaS and DiMaS include built-in se-

curity using proven methods, such as PKI, digital certificates, and cryptographic hashes. The

work with the mDiMaS and mGroup development led to the CoMedia application that was pre-

sented at CHI2007 [Jacucci et al., 2007].

3.2.  Related Systems

P2P networks have lacked the features to make them winners in the eyes of professional con-

tent publishers. The lack of DRM tools has been a nuisance, usable only to the parties ignorant

of the legal regulations. At the same time, this has been an opportunity for tech-savvy compa-

nies to enter the content business with novel business models.

Recent P2P projects have similar characteristics, and this creates categories on P2P research

and what areas a complete P2P system should cover including: 1) the support for the most com-

mon network transports, such as TCP, UDP and TLS/SSL, 2) distributed TCP/UDP NAT tra-

versal, 3) the implementation of DHT and ring topology for routing, 4) both packet- and RPC-

based communication primitives for new protocols, 5) XML-RPC/SOAP bridge for Web ser-

vices, and 6) distributed tunneling system to tackle some normal routing difficulties (untraversa-

ble NATs, BGP outages, firewalls, etc.).

This section introduces a set of content network applications and related research projects

that have had an influence on the development of modern content networks.
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3.2.1.  Early Internet Systems: DNS and Usenet

P2P applications use the Internet much as it was originally designed: as a medium for com-

munication between machines that share resources with each other as equals. This was the de-

sign principle not only for the Internet but also for the early applications that used the large in-

formation network. Hence, past Internet applications can provide lessons to architects of

modern P2P applications. Although P2P technology is often regarded as something new, the

same computer science problems have persisted since the early days of the Internet. Today, P2P

systems have similar structures and problems to those that Usenet News and DNS applications

addressed decades ago.

DNS is an example of a system that blends P2P networking with a hierarchical model of in-

formation ownership. The remarkable thing about DNS is how well it has scaled, from the few

thousand hosts it was originally designed to support in 1983, to the hundreds of millions of

hosts currently on the Internet. Sounding just like a modern system architectural problem, DNS

was established as a solution to a file sharing problem. At first, the mapping between human-

readable computer names and computer IP addresses was maintained on a single flat file,

hosts.txt. This file can be found in each Windows operating system even today as a legacy of

old technology. Early computer networks copied this mapping file periodically among Internet

computers. This way every computer had the same information about the network. As the net-

work grew to thousands of nodes, managing this file became practically impossible.

DNS was developed to distribute the data to different nodes across the P2P Internet and re-

mains in use. There are several key design elements that have allowed DNS to scale to the needs

of the modern Internet. One element is that nodes can operate both as clients and as servers,

propagating requests when needed and even caching replies. In modern network research,

caching is a much-debated topic and pertinent to P2P network research. The second element is

the chain of authority that contributes to the load distribution across the DNS network, so that

any individual name server needs to serve only the needs of its clients and the namespace it in-

dividually manages. This creates clusters to otherwise homogeneous P2P networks. Each cluster

knows whereabouts it is within its own cluster, reducing a unit count on the network. The main

unit is no longer a node but a cluster.
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Usenet News from 1979 implements a decentralized model of control and copies files among

computers. The Usenet system was originally based on the Unix-to-Unix Copy Protocol, or

UUCP. Using UUCP, one UNIX machine would automatically dial another, exchange files with

it, and disconnect. This mechanism allowed the exchange of e-mails, files, system patches, or

other messages. Later, UUCP was replaced by a TCP/IP-compatible protocol known as the Net-

work News Transport Protocol, which enabled two machines on the Usenet network to discover

new newsgroups and exchange new messages in each group. A similar kind of resource dis-

covery is still a valid subject in network research.

The Usenet news system on the Internet has evolved into some of the best examples of de-

centralized control structures [Oram, 2001]. No central authority controls the news system. The

addition of new newsgroups is controlled by a democratic process, using one of the Usenet's

own newsgroups, news.admin. Anybody can propose a news group. After a new group is pro-

posed and discussed, anyone with an e-mail address can submit an e-mail to vote for or against

the proposal. If a newsgroup vote passes, a new group is created and a notification about this is

propagated throughout the Usenet network.

More importantly, the system also considers the need for quicker alterations and group creat-

ing hierarchy that does not need to conform to this regular slow process. An alt.* newsgroup

can be added at any time by anybody, but news services that do not want to deal with the result-

ing additions can avoid the whole sub-hierarchy. Together with the distributed moderation and

flexibility, Usenet is an example of implementing local policies for each of the participating

hosts. The objective of this work is to create a network that functions through the cooperation

and goodwill of the community, but allows many independent communities to create their own

rules.

Few of the recently emerged P2P systems have effectively addressed decentralized control as

a goal, which means that they rely on some form of centralized control. Decentralized control

does not need to mean that local administrators have control over the content in their machines.

Yet, the interesting question is how much control can or should the local administrator have to

implement an efficient moderation?
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3.2.2.  Distributed Hash Table

A DHT is an important and popular building block for modern P2P applications. At the most

basic level, it allows a group of distributed hosts to collectively manage a mapping from keys to

data values, without any fixed hierarchy and with very little human assistance. This building

block can be used to more easily implement a diverse variety of P2P applications such as file

sharing services, DNS replacements, and Web caches. P2P file sharing systems can be divided

into pre-DHT and post-DHT systems. Napster was the prominent pre-DHT system featuring a

central mapping node versus a distributed DHT-based index.

CAN was one of the original four DHT proposals in 2001, introduced concurrently with

Chord, Pastry, and Tapestry. The authors of the original publication [Ratnasamy et al., 2001] for

ACM SIGCOMM 2001 argued that hash tables, which were already an essential building block

in software systems, would be equally valuable in large distributed systems. Basically, CAN is a

distributed system that maps keys onto values. It is a decentralized P2P infrastructure that pro-

vides hash table functionality on an Internet-like scale. Designed to be scalable, fault tolerant,

and self-organizing, a CAN peer maintains a routing table that holds the IP addresses and a

virtual coordinate zone of each of its neighbor coordinates. A peer routes a message towards its

destination using a simple greedy forwarding to the neighbor peer that is closest to the destina-

tion coordinates. Although intended to be more general, CAN, the topic of the original paper,

came to be associated with Ratnasamy et al.'s specific design.

Chord [Stoica et al., 2001] (http://pdos.csail.mit.edu/chord/), an MIT project, has widened its

focus from hash tables. As a running project, it aims at building scalable robust distributed sys-

tems using P2P ideas and the original Chord-distributed hash lookup primitive. It is completely

decentralized and symmetric, and can find data using only log(N) messages, where N is the

number of nodes in the system. Chord software is available as open source on its website and

has attracted a following on other research projects. The Chord project uses the services of the

Utah Network Testbed and the PlanetLab Testbed, which are large-scale computer grids.

Pastry [Rowstron and Druschel, 2001] (http://freepastry.org/) is an overlay and routing net-

work for the implementation of a DHT similar to CAN and Chord. It is a joint research project

with Rice University, Purdue University, and the University of Washington, led by Microsoft

Research. Pastry nodes form a decentralized, self-organizing, and fault-tolerant overlay network

155



on the Internet. Pastry provides efficient request routing, deterministic object location, and load

balancing in an application-independent manner. There are two applications on top of Pastry,

PAST the distributed file system and SCRIBE the decentralized publish/subscribe system [Row-

stron et al., 2001]. The current state of the project is unclear.

Although the development and support of the Java implementation of Tapestry [Zhao et al.,

2004] has been terminated, the P2P research continues at its origin, at the University of Califor-

nia, Santa Barbara. The successor of Tapestry is called Chimera. Chimera (http://cur-

rent.cs.ucsb.edu/projects/chimera/) is a lightweight C implementation of a structured overlay

that provides similar functionality to the prefix-routing protocols Tapestry and Pastry. Chimera

gains simplicity and robustness from its use of Pastry's leafsets, and efficient routing from Ta-

pestry's locality algorithms. In addition to these properties, Chimera also provides the efficient

detection of node and network failures and reroutes messages around them to maintain connec-

tivity and throughput. Chimera has already found its way into projects in industry labs, as a part

of Department of Defence research, local startups, and peer-reviewed academic research.

The almost simultaneous proposals of CAN, Chord, Pastry, and Tapestry in 2001 became the

primary comparison points for future systems. Many protocols and networks structures have

been proposed based on this original work with slightly varying properties. Even though the

overall thinking of DHT-based systems have remained the same, successive systems have ad-

dressed multiple weaknesses in the original DHT systems. A trend can be recognized: modern

networking applications replicate data and services widely, leading to the need for location-in-

dependent routing – the ability to route queries directly to objects using names independent of

the objects’ physical locations [Hildrum et al., 2002].

A possible research path to DHT-based P2P application development is the OpenDHT

project (http://opendht.org/) [Rhea et al., 2005]. OpenDHT is a publicly accessible DHT service

offering a DHT research platform without running a DHT system. It is one of the most notable

application level DHT projects in the world attracting many users in academia. In contrast to

usual DHT models, OpenDHT clients do not need to run a DHT node to use the service. In-

stead, they can issue put and get operations, using XML RPC or Sun RPC, to any DHT node,

which processes the operations on their behalf. No credentials or accounts are required to use

the service, and the available storage is fairly shared across all active clients.

Based on the Pastry geometry, the Bamboo DHT [Rhea et al., 2004] (http://www.bamboo-

dht.org/) was the forerunner to the OpenDHT project. Compared with Pastry, Bamboo did not

use the same joining or neighbor management algorithms. The Bamboo algorithms are incre-

156



mental, which is the difference that allows Bamboo to better withstand large membership

changes in the DHT as well as continuous churn in membership, especially in bandwidth-limit-

ed environments. OpenDHT has taken the research forward and its operation is a fine example

of a distributed system in itself.

OpenDHT runs on a collection of 200–300 nodes on PlanetLab. Each of these PlanetLab

nodes is a Linux host that runs the Bamboo DHT implementation. PlanetLab (http://www.plan-

et-lab.org/) is a global research network, a collection of machines distributed over the globe that

supports the development of new network services. All the machines are connected to the Inter-

net. The goal is for PlanetLab to grow to a network of widely distributed nodes (1091 nodes at

505 sites as of May 2010) that peer with the majority of the Internet's regional and long haul

backbones. Since the beginning of 2003, more than 1,000 researchers at top academic institu-

tions and industrial research labs have used PlanetLab to develop new technologies for distrib-

uted storage, network mapping, P2P systems, DHTs, and query processing.

Well-known challenges remain in DHT research [Malkhi et al., 2002]: Firstly, data distribu-

tion needs to remain almost balanced across the set of active nodes and only minor changes are

necessary, when nodes join and leave a dynamic network. Secondly, it is important to maintain

a network of connection information between nodes so that a query for data can be routed be-

tween nodes towards its intended destination in a way that nodes might join and leave without

requiring hash information to be propagated throughout the entire network.

In a regular DHT network of size N (N = the number of nodes), the system routes a message

to any destination (node) within logN overlay hops, with each node storing O(logN) outgoing

links to neighbors [Lian et al., 2005]. To make ever-larger P2P networks more efficient, the first

solution has been to use extremely large membership tables to achieve one-hop routing for net-

works with thousands of peers, and two-hop routing for those with millions of peers. However,

they employ a fixed hierarchical network structure, reducing the protocol’s ability to adapt to

network changes and scale beyond initial size estimates. The update and maintenance operations

to these big tables are cumbersome and time consuming.

DHT-based P2P systems have not focused on the problem of building a scalable storage lay-

er that can scale up to millions of key value pairs in each peer. Relational database management

systems (RDBMSs) have not proved to be sufficient for building this storage layer, mainly be-

cause of the nature of operations required: a search on the large number of key value pairs and

bulk updates, e.g., when new peers join the P2P network, in the case of dynamic load balancing,

157



or when updating indexes [Chen et al., 2006]. Yet, reducing the number of overlay hops for P2P

protocols can dramatically improve application performance.

3.2.3.  Host Identity Protocol

IPv6 does not consider many of the requirements of modern Internet use and services, such

as social and trust connections, monetary transactions, network performance, or support for

multi-port video streaming. A common way to attack these requirements is an overlay design,

which is one of the key design elements of this work as well. The Host Identity Protocol (HIP)

[RFC5201] and its related architecture form a proposal to change the current TCP/IP stack to

better support mobility and multi-homing. The proposed Host Identity namespace fills an im-

portant gap between the IP and DNS namespaces. The traditional IPv4-type address suffers

from semantic overloading by representing both the topological location as well as the identifier

for a network interface. This is a legacy from previously restricted networking environments.

Additionally, the HIP provides enhanced security, privacy, and other advanced network con-

cepts, such as moving networks, NAT traversal, and mobile ad-hoc networks. Its advancements

include a useful automatic transformation between IPv4 and IPv6 networks, and a VPN such as

secure data transfer routes.

In the HIP, a public cryptographic key is used as a host identifier to which higher layer pro-

tocols are bound instead of an IP address. By using public keys, or their representations, as host

identifiers, dynamic changes to IP address sets can be directly authenticated between hosts, and

if desired, strong authentication between hosts at the TCP/IP stack level can be obtained. The

benefits of the hash use described in the HIP proposal are the same as those that encourage the

use of them in other identifiers as well. The fixed length and consistent format makes it easier

for protocol coding and the management of the packet size cost is better.

A hashed encoding of the Host Identifier is called the Host Identity Tag (HIT). This is used

in protocols to represent the Host Identity. The HIT has the following three key properties: 1) it

is the same length (128 bits) as an IPv6 address and can be used in address-sized fields in APIs

and protocols, 2) it is self-certifying (i.e., given a HIT, it is computationally hard to find a Host

Identity key that matches the HIT), and 3) the probability of HIT collision between two hosts is

very low. In their April 2008 update, the authors of the HIP acknowledge that SHA-1 is no

158



longer the preferred hashing algorithm and future implementations must consider more secure

hashing algorithms.

More interestingly, the HIP is open for routing experiments. The proven implementations in-

clude using hierarchical DNSs and DHTs as means to route host identity addresses. This works

well with the overall design of the proposed system. However, the HIP does not cover all the

desired aspects, such as network awareness on the upper overlays. These features include the in-

formation of predicted available bandwidth and latency, for example. Several other protocols,

such as DCCP (RFC4340) and Daytona [Pradhan et al., 2002], also include network awareness

features.

3.2.4.  P2P Applications

Designed by Petar Maymounkov and David Mazières while at New York University,

Kademlia was the first P2P system to use XOR-based metric topology and to learn useful rout-

ing information from prior queries on the network [Maymounkov and Mazières, 2002]. The

main difference with this solution was that its XOR arithmetic forms a simpler group of rules

and its algebra allows closed analysis, whereas other DHT protocols and algorithms require

simulation or complicated formal analysis to predict network behavior and correctness. Early

DHTs led to rigid routing tables. Kademlia, by contrast, can send a query to any node within an

interval, allowing it to select routes based on latency or even send parallel, asynchronous

queries to several equally appropriate nodes. Kademlia is used for popular applications on the

BitTorrent network in the form of BitTorrent Mainline DHT and Azureus DHT. BitTorrent uses

Kademlia to turn its every application into a lightweight tracker to achieve the functionality it

calls a 'trackerless' service, i.e., there is no need for a tracker server. The Kademlia DHT allows

BitTorrent clients to efficiently store and retrieve tracker information distributed over the

network.

Koorde [Kaashoek and Karger, 2003] is a P2P network based on a Chord-like DHT. It was

able to lessen the hops per lookup request by using De Bruijn graphs. SkipNet [Harvey et al.,

2003] addressed two disadvantages of the first DHT networks: they provide no control over

where data is stored and no guarantee that routing paths remain within an administrative domain

whenever possible. SkipNet is a scalable overlay network that provides controlled data place-

ment and guaranteed routing locality by organizing data primarily by string names. Viceroy
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[Malkhi et al., 2002] improved the processing of connected information by maintaining a

connection graph that is a constant degree, logarithmic diameter approximation to a butterfly

network. Z-Ring [Lian et al., 2005] introduced a fast prefix routing protocol for P2P overlay

networks. It incorporates a cost-efficient membership protocol to achieve fast routing with a low

maintenance cost.

Other services for structured overlays include "group anycast and multicast" (CAST) and

Decentralized Object Location and Routing (DOLR). As an example of CAST, Scribe [Castro et

al., 2002], built on top of Pastry, introduced a scalable application-level multicast infrastructure.

Pastry was used to create and manage groups and build efficient multicast trees for the dissem-

ination of messages to each group. Scribe provided an efficient application-level multicast and

the capability of scaling to a large number of groups, of multicast sources, and of members per

group. DOLR [Hildrum et al., 2002] was a solution to the nearest-neighbor problem introducing

a distributed algorithm to maintain the prefix-based routing mesh.

Brunet [Boykin et al., 2007] is a GPL licensed software library for P2P networking and aims

at tackling all the mentioned P2P challenges, see the beginning of this Section, p. 152. A key

advancement is that the Brunet DHT allows P2P nodes (not just clients) to reside behind many

kinds of NATs and firewalls. Brunet has integrated support for decentralized NAT traversal us-

ing UDP hole-punching techniques. It is preconfigured to connect to the PlanetLab bootstrap

overlay for easy deployment. Brunet uses IPOP, a generic IP-over-P2P solution under develop-

ment at the ACIS Lab at the University of Florida, Gainesville, to self-configure virtual IP net-

works. Brunet is currently being used as the virtual networking backbone for the creation of the

Grid Appliance, which enables the plug-and-play creation of ad hoc Condor pools.

The self-organized overlay network P-Grid [Aberer, 2001; Aberer et al., 2002; Aberer et al.,

2003] (http://www.p-grid.org/) differs from the original approach of CAN, Chord, Pastry, and

Tapestry. It uses a P2P lookup system based on a virtual distributed search tree: each peer only

holds part of the overall tree, which comes into existence only through the cooperation of the in-

dividual peers.

Unstructured P2P networks, such as all the presented DHT-based networks, have dominated

the P2P network scene in both research and public file sharing networks. Even though they have

low maintenance overheads, the high volume of search traffic threatens their continued growth.

An example of a non-DHT P2P network without a distributed indexing structure is a flexible

two-phase ticket-based search algorithm [Chen et al., 2008]. This system is designed to reduce
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search overheads and lookup delay in searching popular (highly replicated) files, and the exces-

sive duplicate messages in searching unpopular (rare) files.

3.2.5.  Standards and Development Platforms

Until a commonly accepted P2P standard, such as http for the Web, is agreed there will con-

tinue to be many incompatible P2P-based content networks. Yet, there have been large indus-

trial efforts to bring standards to P2P technology. At the beginning of the 2000s, the P2P

Working Group (http://www.p2pwg.org/) led by Intel, Inc. involved 50 leading companies in

developing P2P applications and services. The group's purpose was to promote best-known

practices in P2P computing. They saw that the questions of interoperability, security, perfor-

mance, management, privacy, and many more issues could otherwise stifle innovation. The P2P

Working Group that used the Web address disassembled quietly some years later.

The Distributed Computing Industry Association and its “P4P Working Group” is one of the

newest efforts to bring standards to P2P system development. They aimed at presenting a new

P2P protocol, called Proactive Network Provider Participation for P2P or P4P. This is described

as a “carrier-grade P2P file transfer system”. The companies behind the workgroup include such

names as AT&T, Verizon, LimeWire, BitTorrent, and Skype. In 2011, they seem to have hardly

any visibility on the Internet any more.

Apart from standardization, some notable projects have aimed to introduce P2P software li-

braries or platforms for programmers to develop more P2P applications. Juxtapose (JXTA) has

grown to be one of the most popular and mature general purpose P2P frameworks currently

available. Founded by Sun Microsystems in 2001, JXTA is an open source P2P protocol specifi-

cation originally based on Sun's Java programming platform. JXTA technology is a set of open

protocols that enable any connected device on the network, ranging from cell phones and wire-

less PDAs to PCs and servers, to communicate and collaborate in a P2P manner.

JXTA peers create a virtual network where any peer can interact with other peers and re-

sources directly, even when some of the peers and resources are behind firewalls and NATs or

on different network transports. Each resource is identified by a unique ID, a 160 bit SHA-1

URN in the Java binding, so that a peer can change their localization address while keeping a

constant identification number. A JXTA network is a hybrid network with peers divided by their

tasks to two categories: edge peers and super-peers. Rendezvous and relay peers have special
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functions on the network. The former is in charge of coordinating the peers on the connected

JXTA subnetworks and the latter switching to another transport protocol to traverse the firewall

for edge peers, i.e., the regular nodes with low bandwidth behind firewalls.

Below are some examples of JXTA-based projects (the whole list is available on the JXTA

website (https://jxta.dev.java.net/): Edutella, RDF-based Metadata Infrastructure for P2P Appli-

cations; GISP, Global Information Sharing Protocol with an implementation of DHT;

Jnushare2, directory-based file sharing system with GISP; Jxta eXtreme Cube, Fully Distributed

Collaboration Platform; JNGI, P2P Distributed Computing Framework; Meteor, a platform to

develop DHTs; Personal allows to publish articles on a JXTA network in a totally democratic

way; TradingCenter, a P2P based trading platform; My TVP2P, An application to share video

streaming throughout a P2P network; TerraPeer, P2P-based Distributed Virtual Environment;

Tradenet, Collaborative Trading System with Recommendation Framework; and TrinyTalk,

Communicate using voice and/or text over JXTA P2P.

3.2.6.  Freenet Network

Freenet is an interesting study of some fundamental features on P2P networks. It aims at pro-

viding freedom of speech with a strong protection of anonymity [Clarke et al., 2002]. It can also

be thought of as a large storage device and as a sort of democracy study. The founders of

Freenet want to believe that the network has to be self-controlling. The system has no central

servers and is not subject to the control of any one individual or organization. Even the design-

ers and programmers of Freenet do not have any control over the overall running system.

Hence, a form of control comes through the users of the system and the mass they present, such

as in a democracy. What might be acceptable to one group of people might be considered offen-

sive or even dangerous to another.

In essence, the purpose of Freenet is that nobody is allowed to decide what is acceptable or

unacceptable. The actions take place on the network by the network community without explicit

rules. By behavior, users express customs, norms, and morals. This informal social control de-

nominates customs, traditions, norms, and other social values inherited by the individual. Infor-

mal sanctions can include ridicule, sarcasm, criticism, and disapproval. In extreme cases, sanc-

tions might include social discrimination and exclusion. Sadly, the beginning of the Freenet

network has also been, like so many other P2P networks, a place for cracked software, pirated
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content, and pornography. Hopefully, this is not the picture of democracy, but rather a result of

early adopters who have understood the potential of anonymity for their underground work.

3.2.7.  BitTorrent Network

BitTorrent, the most used P2P file sharing application on the Internet, is an interesting com-

bination of past P2P applications. Even though Napster provided quick search results as a single

database system, its centralized server cluster proved to be vulnerable to legal action. Yet, many

modern websites still count on a single point client–server model to distribute their legal content

and offer quick searches within their server. Gnutella's original design, featuring a total elimina-

tion of the server network in favor of purely P2P searching, proved inefficient, especially under

heavy search traffic that suffocated the network. The two-level P2P network architecture, also

originally used in BitTorrent, offered a balance between centralized systems such as Napster

and fully decentralized systems such as Gnutella.

The two-level P2P file sharing systems introduced by eDonkey2000 combine both servers

and clients on a P2P network for the best results. BitTorrent separates the content file descrip-

tion search, i.e., torrent search, from the peer search, i.e., locating the peer where the actual con-

tent is, pointed by trackers. There are servers, such as torrent and tracker servers, that have in-

dexes to guide traffic, and there are clients that have the actual content files and that

communicate directly among themselves. In BitTorrent terminology, a torrent is a small file,

less than 100 kB, that contains metadata about the file or files to be shared and about the tracker

(i.e., the computer) that coordinates file distribution. Users that want to download the content

file need to first obtain a torrent file for it.

More importantly, the distribution of torrents, i.e., the location description information, usu-

ally happens outside the BitTorrent network, often on torrent websites that list a huge number of

torrents. This turns the search of digital content on decentralized content network to a descrip-

tion-only task that is a simple client–server function on a single Web server. By separating tor-

rents from the actual content, users need to trust in the torrent descriptions that are just as valid

as the moderators of the torrent site can offer them. This has the potential to deliver vastly im-

proved network functionality, especially in comparison to notoriously fake-ridden networks

such as Kazaa. This dissertation will take the separation of description and its actual content fur-

ther and examine how to improve the end user experience in searching for content.
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In BitTorrent, to start downloading a file, a user clicks on a website link pointing to one of

the .torrent metadata files distributed among a number of .torrent file servers on the Internet.

Each .torrent file points to a tracker, which keeps a global registry of all the downloaders and

seeds of the corresponding file, and this information is passed onto the user’s BitTorrent client.

Hence, users take advantage of a separate "metadata channel" to find the content. New content

is injected into BitTorrent by uploading a .torrent file to a public website, preferably to one of

the most known torrent sites to reach a larger audience. The uploader must offer the first copy

of the file as a seed somewhere on the Web.

At first, the new content is manually inspected by the moderators of the torrent website, who

take out low quality, incorrectly named, and otherwise unacceptable content. A regular user

who injects content is called a moderated submitter but over time the torrent website community

might grant more privileges. Unfortunately, the .torrent metadata files do not contain content

descriptions other than a file name, a torrent name, and a free form description. Hence, websites

promoting the content can offer a very limited search user interface, unless site moderators have

manually categorized the content and its searchability. In this case, the descriptions are on sepa-

rate sites not connected to the content, which makes the descriptions incompatible and unusable

over the various torrent registries.

The traditional way the BitTorrent system publishes content is a three-step process. Firstly, a

user creates a ."torrent" file, which is a summary description of the content file. This is placed

on a website, which can be the publisher's blog or personal website but most often is a big cen-

tralized torrent registry website that acts as a search engine for torrent files. Secondly, the user

creates a "tracker" for the content file so that the expected downloaders of the content can find

each other. For the trackers, there needs to be a separate server. They are also often large dedi-

cated servers that host many trackers. Thirdly, a user creates a "seed", i.e., a copy of the actual

content file so that the first downloader can start downloading and redistributing the content.

Often all three steps are performed by a specific program developed for BitTorrent publishing.

It is important to note that BitTorrent needs servers for each of the three steps. Many users

do not have the resources to host any of the steps on their own hardware, and for the system to

work it leans on the servers on the network. In other words, it is still very close to the client–

server model the World Wide Web also represents. The most recent development in BitTorrent

is the so-called trackerless method of publication. This is an option where every client is a light-

weight tracker. It is based on a Kademlia DHT and allows BitTorrent peer clients to store and

retrieve node contact information for peers in a torrent. Essentially, when generating a torrent
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file, the user chooses to use the trackerless system or a traditional dedicated tracker. A dedicated

tracker allows the user to collect statistics about downloads and gives a measure of control over

their reliability. The trackerless system makes no guarantees of reliability but it does not require

any resources from the publisher either.

3.2.8.  Tribler, the BitTorrent Client

One of the first applications to bring multiple social networking features to a P2P network

was Tribler [Koolen, 2007]. For example, friends can be used to increase the download speed of

files by using their upload capacity. Tribler is a multi-platform P2P application developed by

the researchers of the Delft University of Technology and Vrije Universiteit in the Netherlands.

Delft was also a partner in the P2P-Fusion research project that was introduced among other

contributed projects in this dissertation, see page 43. More recently, they have continued to de-

velop Tribler in the P2P-Next project, the biggest P2PTV project in the world. Tribler is inter-

esting to this dissertation research not only because it has been a close collaboration partner but

also since it combines social networking and P2P networks into a better content network. Yet,

Tribler is lacking both legal and business considerations as well as several other considerations

of this dissertation.

The first version of Tribler was released in February 2006, with small modifications to an

ABC (yet another BitTorrent Client) P2P application. Its focus was in watching videos online

and more lately acting as a client for P2PTV. The basic idea behind Tribler is that users create a

virtual social network that is made explicit by using permanent identifiers, "PermID" in Tribler,

for each user. PermID uses a strong authentication scheme and a challenge response system to

stop identity spoofing and thefts. The use of PermID highlights a common challenge in social

systems, especially in their human–computer interaction design. Users are required to use these

PermIDs to add people to build their social networks, i.e., adding other users to their buddy/

friend lists. Since PermIDs are technical hashes, other information is needed to define one user

from another and to give users some means to find their friends and other people on the

network.

The Tribler system allows users to copy their PermIDs and send them to their friends inside

the system or using other means outside the system, for example e-mail. The Tribler researchers

have found this process too difficult and ineffective for most users and this has prohibited a
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quick adaption of the system [Koolen, 2007]. The prerequisite to use Tribler is that upon first

use of the system, a user must be able to quickly build up a social network. This is difficult if

the user of the system is crippled as long as the social network is built. The second phase, mere-

ly technical and hidden from the users, takes place after a user has found a friend in the system.

The system needs to find and connect to a computer where this particular friend is or was

connected. The PermID needs to include the IP address information. To make this second phase

more difficult, the user might travel and change their login addresses or might be behind a NAT

firewall and only the firewall's IP is visible to the network.

The Tribler researchers have analyzed the dynamics of the IP addresses of the peers on the

BitTorrent and Tribler networks. Their finding is that IP dynamics are relatively low, i.e., users

normally connect from the same IP address used earlier. Hence, Tribler propagates the changes

in IP addresses through the network and the chance is high that IP changes can be discovered

through the social network. The Tribler's propagating feature is its so-called gossip protocol.

The term gossip protocol describes the way messages hop from one node to another on a dis-

tributed network in a similar manner to how information spreads when people gossip. Another

analogy is the spread of a virus epidemic in a human population. Thus, the term epidemic proto-

col is sometimes used as a synonym for gossip protocol. The big difference that makes the gos-

sip protocol usable on a computer network is that computers store and forward the data as they

receive it. Both gossip and viruses tend to create variance and mutations in a biological

community.

Tribler is a good example of the first generation of social networking services that aim at

transferring the existing social environment of its users as it is to a computer network. Typical

for this setting is the use of real person identities that bind user IDs that represent real people. In

other words, the system does not separate identity and identifier, but they represent the same.

This creates a strict social networking platform that has obvious privacy risks. For example, Tri-

bler includes content recommendations based on collaborative filtering of taste profiles, much

like Last.fm and Amazon.com recommendation services. Although the collaborative informa-

tion can benefit the system, the use of information does not require exposing the user's taste

even to their friends, as it is in Tribler.
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3.3.  Power Cost of Connected Terminals

How much power does it cost to get content consumption terminals online? When estimating

the power consumption of computer systems, it is important to note that levels vary greatly be-

tween the state of processing loads and the state of the operational modes of devices. For exam-

ple, the European Union's Standby Initiative estimated that standby power consumption ac-

counted for about 10% of all electricity use in homes and offices in EU member states in 2009.

This part of the dissertation research has produced several peer-reviewed scientific publications

[Reti, 2010a; Reti, 2010b; Reti, 2010c].

In Europe, many network operators have already committed to the Code of Conduct on En-

ergy Consumption of Broadband Communication Equipment by the Renewable Energy Unit of

the European Commission [EU, 2008a]. This document estimates that installed broadband

equipment will consume considerable electricity in EU households in the near future. According

to the Commission, the total European consumption of broadband equipment could be as high

as 50 TWh per year in 2015. The Code of Conduct document sets out the guidelines for the de-

vice manufacturers and operators to ensure electrical efficiency and reduce power consumption

significantly.

Digital TV set-top boxes have similar guidelines [EU, 2008b] that estimate the total Euro-

pean set-top box power consumption is up to 23 TWh per year at the present time, although they

aim to lower it by 35% to 15 TWh per year till 2015. This is equivalent to a total saving of

about 750 million Euros per year (9.4 cents/kWh) from a European perspective. To stress the

importance of broadband network design, the broadband infrastructure already consumes more

energy in Europe than the TV.

To understand the actual power cost of consumer broadband connections, the following

presents actual figures from the operator partner in the Next Generation Media research project,

see Section 1.5.10 Next Generation Media, 2008–2011, p. 51. The operator offers their IPTV

service using either Digital Subscriber Line (DSL) or fiber connection. A customer will have all

the required hardware from the operator. To connect with a DSL service, the customer gets two

boxes: a so-called gateway device with a built-in DSL modem, a router, and a set-top box. A

customer with a fiber service needs a LAN switch and a set-top box. The calculations will con-

centrate on the more common DSL case.
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The sample calculations follow the home gateway power consumption target figures of the

mentioned Code of Conduct [EU, 2008a], which divides the operational modes of the device

into three categories:

1. Standby state when no transmission of data is possible, but the device answers to an

activation request,

2. Automatic low-power state, where the device runs at idle, and

3. Full-power state, which has the maximum power draw.

According to the guidelines, the power consumption figures with a DSL connection should

be the following (the target for 2011 is in parentheses): the gateway might consume 9.8 W (8.1)

in its full-power state and no more than 6.6 W (4.4) in a low-power state. Similar figures for the

built-in router are 6.4 W (5.1) in a full-power state and 3.7 W (3.1) in a low-power state. The

set-top box might consume no more than 12 W in a full-power state and 2 W in a low-power

state [EU, 2008b]. By summing these figures, the total recommended consumption for the re-

quired IPTV system was 22.2 W in a full-power state and 16.3 W in a low-power state in 2009.

This is what a customer needs just to watch their TV. Furthermore, this energy consumption is

higher with IPTV than with a terrestrial broadcast [EU, 2008b].

The actual measured figures of the common reference device, Thomson TG784, are present-

ed next. Thomson is the biggest broadband modem and gateway manufacturer in the world.

Based on their website (http://www.thomson.net/), Thomson shipped 13.9 million units in 2008

and had a 14.3% world market share. Model TG784, launched in 2008 with a retail price of

around 80 GBP, is a triple-play service gateway providing VoIP and home networking connec-

tivity via LAN, WAN, and Wi-Fi.

The following are the power consumption figures of the Thomson TG784 unit. The power

generated into external devices through USB ports was subtracted from the measured values to

ascertain the functional values of the gateway device.

– P off = 0.19W

– P 1 = 11.95W

– P 2 = 13.38W

– P 3 = 15.71W
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P off = Standby state (the consumption of the plugged power supply of the turned-off

device)

P 1 = DSL connection on with 10 Ohm load on USB ports (low-power state)

P 2 = DSL connection on with data traffic on all ports and 10 Ohm load on USB ports (close

to normal use)

P 3 = DSL connection on with data and voice traffic on all ports and 10 Ohm load on USB

ports (full-power state)

Lastly, we present the actual measured figures of the Motorola set-top box (the model is

withheld on purpose) used by the operator. Even though the set-top box runs Linux as its operat-

ing system, this device does not have power-saving features and so consumed steadily close to

its maximum of 7 W. By summing the measurements, the whole customer IPTV system, provid-

ed by the operator, consumed about 19 W in a low-power state when there was no data traffic at

all, about 20 W at normal use, and close to 23 W at full power.

State / Device EU Guideline EU Target in 2011 Operator System
Stand-by 2.4 W 2.4 W 7.2 W

Low-power 12.3 W 7.5 W + STB 20.4 W
Full-power 28.2 W 13.2 W + STB 22.7 W

Table 4: Summary of power consumption guidelines and measurements of the IPTV systems.

The results show that the newest in-use hardware is behind the guidelines of the European

Commission’s Code of Conduct [EU, 2008a]. In relation to the aim of saving electricity, the en-

ergy consumption difference between the automatic low-power state and the full-power state is

not remarkable in reality: the power consumption drop was only 17%. It is worth noticing that

the measured Thomson unit is still in a testing phase with the operator. This means that the net-

work hardware in use by operators all over the world is considerably older than the tested unit.

There is a lot of hardware that still does not have automatic power-saving features and con-

sumes significantly more energy, even without any data traffic on it.

Using the figures from Thomson's website, it is possible to calculate the world market of

broadband devices and the power need: the units delivered by different companies in a single

year (2008) require about 2,000 MW to work. If all the delivered units are switched on an aver-
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age of two hours per day, this requires about 1.5 TWh of energy, or about a half of a 1,000 MW

powerplant's yearly output. The electricity cost of the units is not for the operator to pay, and

neither are the manufacturer or operator responsible for the environmental impact of the units.

The devices are used and switched on by individual consumers. Hence, the EU guidelines of de-

creasing the power consumption of the terminals are not really the operators' interest.
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Chapter  4

Digital Content Distribution Process

4.1.  The Steps in the Distribution Process

The domain of IP content distribution has become more complex and demanding for system

development. Users download content in many different formats using an increasing number of

devices – there are many distribution channels to choose from. Terminals can be connected to

services using many communication channels at the same time, e.g., GPRS and Wi-Fi, or DVB

and broadband Internet. Hence, the term multi-channel distribution has a new meaning when

seeking the optimal way of delivering content to a user. An advanced distribution system ac-

knowledges all the channels and optimizes the distribution based on various effecting parame-

ters, such as content, location, speed, interactivity, type of required transfer method, and, most

importantly, usability.

Multi-channel distribution casts demands over many areas of the distribution process, to both

publication and consumption ends. Actually, by choosing a technical file format type, the pub-

lisher decides many consumer options with the content. This can be well justified when the pub-

lisher owns content rights and publishes fully aware of the business risks. The situation can be

different with amateur content producers, who might not have equally good production and pub-

lishing tools to become locked to a certain file format. Not only can file formats limit a number

of possible distribution channels, they also narrow down the opportunities for how and where

the consumer can find the published content.
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The following diagram divides the Content Distribution Process into three separate steps

that are often facilitated and offered by different parties and/or technologies, see Figure 13. For

example, the publication of content can be on a traditional CD or DVD, but its distribution can

be a P2P file sharing network after an amateur has ripped it, and it might be consumed in the

format of an MP4 file, which is quite different from the original digital format. Understanding

the content distribution process is to understand these three steps and their interfaces: what can

happen between the phases and why?

Figure 13: The three main steps of the Content Distribution Process.

Equally, important is to separate content search from content use. Without exception, a user

needs to find content before using it. In general, a discovery of content happens based on some

form of description of the content. Simple content description examples include a network ad-

dress or a file name. In the case of push channels or publish-subscribe content sources, the con-

sumer has selected the content beforehand. The description information is available somewhere.

In this work, the layer that contains the description information is called metadata overlay. De-

pending on the publication forms and file formats, it is possible to detach and deliver the de-

scription information separately from the actual content. This makes it possible to use separate

means to distribute the description information than the actual content it describes and potential-

ly reach more audiences quicker with these descriptions.

The whole business idea of search engines is based on making the descriptions rather than

the content available to users. An analogous approach is in the traditional BitTorrent file sharing

network. To find a file in BitTorrent, users access public websites that act as global directories

of available files, i.e., they are the metadata overlay. As repeated many times in court cases,

search engine companies do not want to take responsibility for the content of the descriptions

and locations they offer on a content network.
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From a system design point of view, separated metadata and content form two layers. The

third layer would be content services that can provide both descriptions and content, see Figure

14.

Figure 14: Content types, their respective distribution channels, and various terminals.

The content from services is also often streamed or offered as a service. Service metadata is

service interface descriptions and possibly a big content description database that can be ac-

cessed as a network service. Figure 14 presents the three phases of distribution process extended

with various data sources and their respective distribution channels. The third vertical dimen-

sion is the various terminals as the distribution targets. This division to random, known, and

trusted terminals emphasizes the data security and DRM aspects of the content distribution.

Terminals can be totally unknown to the publisher. It can be outside the content environment

or network where the content was delivered after publication. In addition, the content can be

like a song in MP3 format and meant to be played in many different players. The terminal can

be known as a platform and a publisher's DRM system might bind content to this particular plat-

form. Yet, publishers cannot know which particular device is used to play a particular content or

the same file might be played in many devices. Finally, the terminal can be trusted. The term

trusted comes from Trusted Computing, which aims at building a verified end-to-end connec-

tion between the publisher and the terminal. Often, this is accomplished with special hardware,

i.e. TPMs.
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All content has a source, or an injection point, where it has come onto the network. In techni-

cal terms, sources are applications, systems, services, or sensor interfaces. A source is also a

source work that starts traveling on a content network and possibly becomes a part of many de-

rivative works. Before a source is visible on a content network, it needs to be published. Publi-

cation is a significant activity in a content network, because, in some cases, the published con-

tent is immediately and automatically copied onto the network, and thereby the publisher loses

control over removing or altering the content.

The event of copying and recopying content on the network is the distribution phase. Distrib-

ution means that the bits are duplicated to another part of the network and finally all the way to

the consumer. In a decentralized content network, digital material might have been copied thou-

sands of times by various systems and consumers before it reaches a consumer. Since digital

copying is lossless at its best, consumers do not have a clue about the content's past. The con-

sumer plays and enjoys the content in the phase of consumption that happens in a content target.

Like the original source, the target can be many things: various terminals, a derivative work that

uses the source work, another content network, or a digital archive, for example.

Using rich metadata, the content can be described understandably to the audience without the

need to send the actual content and a player for the content. This is especially useful in a narrow

bandwidth environment, such as digital TV broadcasting along video streaming or a GSM cellu-

lar phone network. The approach works like a search engine in the sense the user usually fol-

lows only a few result links but not all the presented results. Hence, it does not make sense to

transfer all the content if only a minority is used in the end. Similarly, it can be presumed that

only a fraction of the receivers is interested in downloading the actual content. This brings an

opportunity to broadcast metadata, a brochure if you like, to millions of homes synchronized

with a specific TV show or to cellular phones connected to a Wi-Fi hotspot while offering the

actual content on the P2P network or, more traditionally, a network server.

By separating different data and their respective functions to their own “layers”, they can be

processed separately both as a problem and in a system design. Moreover, it is possible to

choose the best delivery channel for different types of data, for example, P2P file sharing net-

works can be seen as a complement to the existing distribution mechanisms. Although content

publishers want to protect their content, they do not have a similar need to protect content de-

scriptions that can be distributed on any suitable content distribution channel.
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Figure 15 breaks down the three main distribution areas into smaller subareas. Each distribu-

tion process phase includes subareas that are often examined as separate research challenges

without considering the direct influence on the other parts of the distribution process. The subar-

eas mentioned in the diagram are examples of typical research areas. Whereas publication and

consumption are divided into stages that follow one another, the distribution phase consists of

network overlays that have different roles in distribution. Next, the different stages and overlays

of the process are discussed in more detail.

Figure 15: A breakdown of the three main distribution process phases into subareas.

4.1.1.  Publication

Being an active participant on social networking websites and contributing small comments

differs from publishing in the traditional sense. This dissertation distinguishes between these

differences: publishing, or the act of publication, is the same as making available some bigger

content production that has been some time in the making. Further, authoring is not the same as
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publishing. Amateur publishers are not necessarily amateur authors or content producers. Even

though a user does not own the content item or have the rights to redistribute it, in many cases

it is just as easy to make content available on the Internet. Difficult license terms are not easy

for regular users to understand. This is even more difficult in the case of programs, such as Bit-

Torrent clients, that redistribute material to strangers by default without asking permission from

the user to do so.

Social networking websites are examples where users "publish" small things almost all the

time by using the service. These services have blurred the line between when something be-

comes public. Users have difficulties grasping the dynamics of the Internet where content is

very easy to copy, store, and send forward. Easy tools to share and copy between services and

people have increased data distribution. Even though the content is shared only among a close

group of friends, their friend networks consisting of friends-of-a-friend connections can distrib-

ute the content surprisingly efficiently, as proved by the small world experiments, see [Watts,

2004] and Section 3.2.1 Social Networking Models, p. 85.

The ways of producing and publishing data to a content network have rapidly become nu-

merous. There are an increasing number of professional publishers that are no more than a man

and a camera. Consumers have broken out from only one-to-one personal communication and

are contributing content to various services on the network. Only the great variety of the termi-

nals, applications, and services they use makes sure that the data is inputted in many formats

that are difficult to organize and store collectively. Normally, users are at the mercy of the ser-

vice providers to store and distribute their contributions. Basically, amateur publication is in the

hands of publication platform providers that offer a connection to myriad of user terminals.

From this viewpoint, social networking and blog websites are publication platforms that offer

distribution and consumption as well. As long as a consumer can connect to these services, they

can publish and consume.

4.1.2.  Consumption

From a business point of view, there are already many online services, such as Froogle,

Dealtime, Buyers Index, PriceWatch, PriceGrabber, Kelkoo, and many others, that offer com-

parative indexed price information combined with consumer reviews and ratings of products

and shops. Similar shopping meta search portals are missing for buying digital content such as
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digital music and movies. This is a clear indication of the immaturity of the digital content busi-

ness. One reason for this could be the comparability of tangible goods. Even though the digital

content item is seemingly the same song or movie, it can come in many file formats, resolutions,

varying playability on different devices, and so on. It is rather difficult to communicate the dif-

ferences to the consumer. The huge variance in content players makes the task even more diffi-

cult. This is one reason why the end-to-end model has been able to flourish without any real

competition. It drops the complexities to the simple case of one file format for one player.

The end-to-end content providers argue that the easiest way for a consumer to access content

is through the built-in content shop that works fully integrated and in conjunction with their

content players, both software and hardware. There is naturally the lock-in strategy, too: in dif-

ferent ways, the content companies want to keep the customers using their players and their

shops. Without doubt, this is a winning strategy if the consumers are satisfied with the offering

of this single shop and with content that plays only on targeted devices. Still, the company

needs to be innovative enough to create an easy-to-use user interface and it might not charge too

high prices for content and devices to kill its business. To broaden this traditional end-to-end

setting, this research is interested in how to expand the same ease of use and efficiency of the

single shop over a large-scale content network and to all providers equally.

On this new kind of network, the content of many providers is just as easily accessible as it

would be from one shop. From an end user perspective, it is a shopping meta search portal on

your own consumer device, on any of your devices, or perhaps integrated into your favorite con-

tent application. Does this sound much like World Wide Web with its latest developments? The

Web offers access to many online shops and it is rather easy to compare prices by visiting many

places. The main difference is that on the Web, users always need to know the location of the

service. The location on the Web is normally pointed out by a search engine or a portal, which

creates an unnecessary middle step and gives information and market power to this middle step.

4.1.3.  Distribution

This research focuses on content sharing networks, yet the underlying network structure and

especially the Internet set some requirements and limitations to the ultimate solution. Even

though this work does not aim at correcting the whole Internet, it offers recommendations for a

network governed by a single operator. This is on the path to changing larger areas of the inter-
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connecting networks. The progress to change the overall Internet architecture might start from

the needs of single operators, who want to serve the emerging needs of their customers. Current-

ly, many local operators seem to take Internet Protocol Suite without pursuing a competitive ad-

vantage in the network infrastructure itself. Some companies, such as Akamai, that have devel-

oped their own protocols have succeeded.

Even if the visions of both the Internet and WWW cherish openness, a lot of functionality

has permanently been moved behind firewalls and authenticated access controls. More recently,

the network has become a ground for social virtual networks or virtual communities that are se-

lective of their members. These communities form around an application, system, or content

that works as the binding glue. This development has clear social and organizational needs and

is a fundamental requirement independent of technology. As a result of the development, once

an open network between universities has become a clustered patchwork of islands that have

strong internal connections and looser external connections.

User communities can be very large, such as global content sharing networks or an operator

network of hundreds of thousands of users. They are joined by a common technical communica-

tion protocol determined by the application they use to connect to the community network. This

network is closed created by the application. It should not suffer from the shortcomings of the

technology created for an open network. The Internet is an open network that suffers from spam

and the lack of accountability of its members. Any community or an operator network can insist

that its users install certain kinds of software and protocols and even register an account before

use.

The current distribution systems might be closed, but they are still hindered by the standards

meant for an open public network. Content consumption device dealers and broadband opera-

tors alike have set up on-demand online content stores to offer content over the cable, DSL, or

other general household Internet connections. In an end-to-end delivery model, end-terminals,

such as a portable player, set-top box, or connected TV, are controlled by the same company

that publishes the content. In other words, the company, or the alliance, controls the whole dis-

tribution chain from its servers to the consumer devices in an end-to-end distribution approach.

The ends of the distribution chain are directly connected so that the content arrives directly from

the publisher. In this case, the consumer devices are often supplied by the content-providing

company, which makes it easier to target the optimized content exactly for these devices along

with the right built-in management mechanisms.
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There are already several success stories of this kind of end-to-end content distribution. It is

the most direct adaption of the traditional content delivery of tangible goods and thereby easy to

copy to the digital world. Cable TV companies offer online video-on-demand stores for their

set-top boxes. Apple has succeeded in building the biggest media store online by offering con-

tent for its Apple iPod and Apple TV devices. The Netflix video service has agreed an alliance

with a TV manufacturer to offer content to specific LG TV receivers. It is typical that these end-

to-end systems use strict DRM mechanisms, crippled quality, and/or a proprietary file format.

From the viewpoint of this research, end-to-end content distribution represents the very first

evolutionary step in digital content distribution. It has simply brought known practices from tan-

gible goods sales to computer networks without really transforming them to consider all the

possibilities of the network. Yet, end-to-end distribution has undeniable advantages in content

distribution. Professional publishers often benefit from large content deposits and broad uplinks.

They can offer the content in the best high-definition quality without second-hand transcoding.

High quality is maintained by professionally administrated server farms. The original source is

the first to show the newest content releases and their superior servers and network technologies

offer content without buffering delays.

When content distribution happens online, mass customizing is possible even in large vol-

umes. This is one of the reasons why lots of content distribution has been and is moving to on-

line servers. In online content networks, purchases can be bound to device, host, user, and con-

tent IDs that create security domains of varying strengths. Since digital content piracy plays a

big role in the content industry, the suggestion of this work is that the difficulty of cracking con-

tent is also considered in the business models. When a content item is published using crypto-

graphic pairing, it can be encrypted to a certain user, to be used only with a certain host key, and

some specific hardware TPM performs the encryption. In this case, the publisher can be much

more certain of avoiding instant cracking than in the Nintendo Wii's case, see Section 4.3.1

Analysis of a Sample Technical Protection, p. 196. In the Wii's case, the publisher needs to

compensate the loss of sales to piracy in its content prices.

Considering the ease of copying and distributing digital goods, it is no wonder that they find

distribution channels that the original publisher never meant them to find. This means that the

same digital content and commercial goods are offered in many consumer content channels si-

multaneous published by many stakeholders. Since the content is available in many channels in

any case, the distribution channel loses importance and the content itself becomes significant.
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This is increasingly true when distribution channels join in the same consumption devices,

for example, a consumer TV set can receive the same content from the local TV operator or the

Internet service. In this case, quality, accessibility, and the price of the content are deciding fac-

tors. At best, a content publisher tries being visible in as many distribution channels as possible.

If a publisher cannot distribute in one channel, it might use it for promoting its content. This is

called multi-channel publishing and distribution in this work. From a consumer viewpoint, it is

also possible to receive content from several channels at the same, i.e., multi-channel consump-

tion. For example, content descriptions from one channel and the actual content from another.

4.1.4.  MPEG-21 as Distribution Process

To name a single academic effort that comes closest to the themes of this work, it would be

the MPEG-21 Multimedia Framework initiative. MPEG-21 aims to enable the transparent and

augmented use of multimedia resources across a wide range of networks and devices. Started in

June 2000, MPEG-21 is a standard ISO/IEC 21000 of the Moving Picture Experts Group. This

standard has largely the same objective as this dissertation research: "MPEG-21 aims at

defining a normative albeit open framework for multimedia creation and sharing for use by all

the players in the delivery and consumption chain. This open framework will provide content

creators and service providers with equal opportunities in the MPEG-21 enabled open market.

This will also be to the benefit of the content consumer providing them access to a large variety

of content in an interoperable manner" [ISO/IEC TR 21000-1:2004(E)].

The vision of MPEG-21 is "to define a multimedia framework to enable transparent and aug-

mented use of multimedia resources across a wide range of networks and devices used by differ-

ent communities." Whereas metadata is traditionally used for content descriptions, such as title,

author, and publishing year, MPEG-21 defines a rights expression language metadata standard

as a means of sharing digital rights, permissions, and restrictions for digital content from con-

tent author to content consumer in the form of machine-readable licenses and user rights.

Hence, metadata enables business applications to add to the control of the usage.

MPEG-21 is based on two essential concepts: the definition of a fundamental unit of distrib-

ution and transaction (the Digital Item) and the concept of Users interacting with Digital Items.

The Digital Items can be considered the “what” of the Multimedia Framework (e.g., a video col-

lection, a music album) and the Users can be considered the “who” of the Multimedia Frame-
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work. The goal of MPEG-21 can thus be rephrased to defining the technology needed to support

Users to exchange, access, consume, trade, and otherwise manipulate Digital Items in an effi-

cient, transparent, and interoperable way.

MPEG-21 identifies and defines the mechanisms and elements needed to support the multi-

media delivery chain as described above as well as the relationships between and operations

supported by them. Within the parts of MPEG-21, these elements are elaborated by defining the

syntax and semantics of their characteristics, such as interfaces to the elements. The MPEG-21

Multimedia Framework recognizes that to achieve true end-to-end interoperability for the digital

exchange of content, more is needed than an interoperable terminal architecture. MPEG-21's

goal is to describe the 'big picture' of how different elements building an infrastructure for the

delivery and consumption of multimedia content relate to each other. In setting the vision and

starting the work, MPEG-21 has drawn much new blood to MPEG, including representatives

from major music labels, the film industry, and technology providers; both IDF and the indecs

consortium are now active participants.

The MPEG-21 vision defines a normative open framework for multimedia delivery and con-

sumption for use by all the players in the delivery and consumption chain. This open framework

will provide content creators, producers, distributors, and service providers with equal opportu-

nities in the MPEG-21-enabled open market. This will also benefit the content consumer by pro-

viding them access to a large variety of content in an interoperable manner.

Although sharing the objective and vision of the MPEG-21 standard, this research explores

even further the uses of metadata, e.g., including social metadata created in user interaction, in-

formation about source and derivative works, and video index for remixing. Furthermore,

MPEG-21 expects networks to be "heterogeneous", but does not extend the standard to define

networks. ISO/IEC 21000-12: Test Bed for MPEG-21 Resource Delivery is a client–server ar-

chitecture. Being compatible with MPEG-21, this research studies MPEG-21, especially on a

distributed network, and at the same time expands the scope from traditional multimedia to ser-

vice-oriented application delivery and shared computing.

Whereas metadata seems an interesting enabler for various tasks, the use of metadata on a

distributed network raises many of the research questions of this dissertation. In addition to the

compatibility issue of the different file formats and how to bind metadata with the actual con-

tent, it is challenging to manage metadata in a decentralized environment where there can be,

e.g., many versions of the same metadata file, possibly many independent administrators, and a

great number of contributors in a P2P fashion. When the system is meant for money transac-
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tions, there are always those who are motivated to circumvent the rules, i.e., to tamper with

metadata files for their financial benefit, to attack the security of the transactions, or to steal

identities or otherwise jeopardize the privacy of users.

Unlike in the MPEG-21 Test Bed, on a P2P network there is not a single secured database or

a network node to store this sensitive information. Security systems, such as public key infra-

structure, digital certificates, different kinds of copy prevention mechanisms, and the ISO/IEC

21000-6: Rights Data Dictionary, might not be suitable to the distributed metadata environment.

Security is one of the cornerstones when discussing the benefits of the decentralized versus cen-

tralized metadata repository.

ISO/IEC 21000-7: Digital Item Adaptation is a toolkit to consider the variances between dif-

ferent networks, e.g., bandwidth and latency, and terminals, e.g., resolution and mobility. Yet,

MPEG-21 does not define or discuss the effects of the heavy use of metadata on user interfaces.

It only has a Metadata Adaptability tool that can be used for reducing the complexity of the

metadata contained in a Digital Item. The interest of this research is to examine how this kind of

metadata structure can be extended to user interfaces and how it benefits users of the novel ser-

vice network. On this area, the research problem is how to show the increasing amount of meta-

data for a user in a way that it is easy to use, efficient to search, quickly browsable, easy to orga-

nize and maintain, and includes a wealth of related information, version history, and

connections to its neighborhood. In particular, the use of metadata for presenting relationships

between the content and its descriptions and its neighborhood are studied as a potential

enhancement for metadata user interface presentation and for the whole network.

The biggest shortcoming of the MPEG-21 work is its lack of support in the industry. There

are hardly any implementations of the standard. Furthermore, as this dissertation work has

found out, there are so many influencing factors that the standard has become large and com-

plex. This does not make it easier to gain a larger acceptance. MPEG-21's work has proceeded

in parallel with this dissertation research. If this work started now, MPEG-21 would probably

play a bigger part in this research. Now, the two share many similar elements and terminology,

partly coincidentally. The metadata overlay as presented in this work is relatively easy to imple-

ment and is fully compatible with MPEG-21, which is a great benefit.

This work places a much bigger emphasis on social networking issues, which is lacking in

MPEG-21. In addition, MPEG-21 is designed for commercial content publishing, whereas this

work has a focus on social media and amateur content production. MPEG-21 is a metadata

standard and so all its metadata descriptions can be included in the metadata overlay. Yet, the
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metadata overlay is also an information system design that creates a content network unlike

MPEG-21. Future work should make sure that even the latest developments in MPEG-21 could

be easily implemented in the metadata overlay. MPEG-21 could be the bigger momentum that

helps next generation content networks become reality.

4.2.  Stakeholders in the Distribution Process

This study combines the viewpoints of several stakeholders, including local network opera-

tors and their customers. To make the research more approachable and the results measurable,

this research has two "customers", or two viewpoints to which this research particularly offers

its solutions. The primary viewpoint is the local network operator that builds the content net-

work at a local level. The operator requires that its content network as a whole makes business

sense and has the chance to be a profitable upgrade compared with existing solutions. The prof-

itability of the network is measured by the operator's customers. Hence, the other "customer" for

the research is the paying customer of the network operator, or the content network user. This

research also takes a step beyond these roles and estimates the network of the networks formed

by local operator content networks, i.e., the Internet level. This third viewpoint is particularly

important in the sense of environmental friendly data communication.

The content network users are further divided into three groups. A regular network user is

both consumer and amateur content producer. The word "prosumer" is sometimes used to com-

bine these two roles. The third user group is professional content publishers. Figure 16. extends

the use of the introduced three-phase Content Distribution Process with the content network key

user roles. When speaking of stakeholders, content sources are network users. The diagram is

called a Content Distribution Matrix and it is one of the key elements of this research. It is a

way to present the various actors/users of the network – consumer, amateur producer, and pro-

fessional publisher – and their relationships over the entire content distribution process from

source to target.

In the first diagram, targets are presented as audience sizes, which is one important differen-

tiating factor for user groups [Shneiderman, 2002]. Different users communicate with different

audiences. Whereas consumers have traditionally communicated with their friends and family in
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small social circles, they are increasingly contributing to bigger communities. The thick black

lines represent the most common and traditional content flows and the thinner lines represent

less used communication directions. A thin green line is an emerging interesting content flow

direction that is of special interest to this dissertation work.

Figure 16: The main target groups of the different content network users.

Consumers are the biggest user group on a content distribution network. Broadcast compa-

nies have already used consumer material as parts of their productions; hence, the black arrow

from Consumers to Broadcast. A subgroup of consumers turns into amateur content producers,

but a clear majority simply consumes the content they find on the network without any input in

contrast to the 90-9-1 Rule [Hill et al., 1992; Whittaker et al., 1998]. This phenomenon was la-

beled as participation inequality by Hill et al. and it is further discussed in relation to social net-

works, see Section 2.3.2 Participation Inequality, p. 88.

Amateur content producers have formed virtual communities, see Section 2.3.3 Virtual Com-

munities, p. 90. Most of their communication happens in these different sized communities.

Communities are not necessarily closed. A community formed by bloggers who comment on

each other's postings can be open to the public. For amateur producers, the business opportunity
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is to become professional publishers and start broadcasting their content publicly outside their

communities. For professional publishers, the opportunity is to use consumer and amateur

producer material as a part of their content businesses. Traditionally, they try reaching as large

an audience as possible. Every contacted consumer is a potential customer.

Figure 17: Communication between user roles in a content network.

The same diagram can be used to highlight the communication flows between actors by re-

placing targets with the same roles, see Figure 17. The thick black arrows in the diagram repre-

sent the main content flows from users to users. Both amateur producers and professional pub-

lishers target mainly consumers. The communication among amateur producers, the thin black

arrow, represents the cases of normally closed amateur producer communities, where all the

members are participating. They are virtual communities for amateur producers to share their

content and knowledge. However, based on the 90-9-1 Rule, the majority of blog and discussion

forum readers are consumers that do not participate.

The consumer–consumer traffic describes discussions, chatting, commenting, rating, giving

feedback, and similar actions among consumers, which are not comparable to actual publishing

activities, as discussed under Section 4.1.1 Publication, p. 175. The relationships between pro-

fessional publishers are typical business-to-business communication cases and very important as
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such, but these are not at the core of this research. The business-to-business case is touched on

through combining services into a new service to satisfy customer demand.

In Figure 17., the green arrows are the new content flows that are emerging phenomena and

opportunities on the network. The green arrows can be translated into research questions. First-

ly, how to include consumers in new ways as a part of professional publishing. This is in rela-

tion to the new forms of entertainment programming where consumers and their contributions

are seen as active participants in a professional production. When this kind of activity is further

expanded, a consumer turns into an amateur content producer, another green arrow in the upper

left-hand corner. This arrow also represents consumers' opportunities to use the content they re-

ceive from other consumers, amateur producers, and professional publishers as a part of their

remixing and derivative work efforts.

This kind of activity is seen as beneficial for nourishing culture [Lessig, 2005] and thereby

the content system should support and offer tools for consumers to actively participate and even

contribute as producers and publishers. The next green arrow highlights the amateur content

producers' needs to reach the old distribution channels of professional publishers, such as TV

and magazines with large circulations, or alternative channels that offer similar opportunities.

Professional publishers have many resources for amateur content producers, such as publishing

platforms and authoring tools. Giving amateur content producers better opportunities to find dis-

tribution channels and a bigger audience means they might become a valuable asset for profes-

sional publishers, thereby creating new business opportunities in return.

Professional publishers can also provide content for amateur content producers, as represent-

ed by the last green arrow from professional publisher to amateur producer. Instead of seeing

amateur producers as competitors, they are potential customers who need source material for

their productions, promotion, and distribution capacity. This last relation is the modern phenom-

enon of remixing and reuse culture. Amateur producers take professional source material and

create new derivative works out of it. Instead of seeing this as a violation of copyrights, it is an

opportunity to distribute and sell the professional content in new ways.
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4.2.1.  Consumer

Consumers are already used to acquiring content using various distribution channels. In the

developed world, they have often already invested in television receivers, broadband connec-

tions, and wireless telephone lines. These are the primary channels in the digital world to reach

out to consumers. Whereas it is important to serve consumers in their familiar distribution

channels, the true potential comes from using all the channels at their disposal at the same time

in order to use the channel most suitable for each service and also reduce the overall service

cost, for both the consumer and the service provider.

The digitalization of these channels means that they have become data-independent and can

transport more or less the same content. Hence, the deciding factor about what to use comes

from the nature of the content format and the service in question. Consumers want to access

content and services using their multiple terminals, which sets the requirement of having the

content suitable for the myriad of different terminals. Similarly, amateur content producers want

to access these many distribution channels and reach consumers on many terminals. From a

platform to another automatically converted content has rarely proved a better solution than tai-

lored platform-specific content that considers the specialties of the certain terminal and distribu-

tion channel it uses.

This observation is closely related to the terminal's ability to process and show attached

metadata information. The distribution process and content business is more than the actual con-

tent. In acquiring content and in content business, the first impression is always something other

than the actual content. For example, consumers should be able to preview the content before

buying. They should be able to know the content license terms and other agreements they will

be bound and limited by. What are the capabilities of the terminal and its service application to

present this information to the consumer in a user-friendly way, or will it enforce the license

terms without limiting the user's rights of the content? These are extremely valid questions from

a consumer viewpoint. The consumer has also rights and requirements; not only professional

publishers who want to protect their rights.
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4.2.2.  Amateur Content Producer

As media recording devices and editing tools have become widely popular, multimedia is

produced more and more by amateur home users. Amateur multimedia is often produced either

for own use or for a small group of friends, but there are also people who want to publish their

work for a wider audience. The Internet and its services such as Web pages, Web logs, RSS

feeds, and newsgroups offer means to make the content available.

"Free content" has helped many content producers be discovered. In addition to illegal con-

tent, many online services offer samples, clips, and other descriptions about music without

charging. Accessibility to this vast amount of content is something traditional offline stores

without computers could never have accomplished. An online store can keep a big collection of

content and make it searchable at a consumer's home. It is a winning combination. Usability and

availability can play a surprisingly big role in the consumer market.

Although recording and film companies still play a crucial role in deciding what will be

produced and which ventures will be financed, more and more entrepreneurs use the Internet

solely as their distribution channels, passing by the dominating big companies. The independent

producers cannot afford to build a traditional distribution channel or branding. The entertain-

ment industry makes it difficult and cumbersome to make a deal with traditional media houses.

In this light, amateur and independent content producers are looking for alternative distribution

channels and novel ways of doing business with their digital content.

The Internet offers the means to find customers in small niche markets formed by specific

hobbyists all around the world. There is hardly another as efficient technology to serve such a

scattered customer base. Without doubt, free content is a big motivation for using Internet file

sharing, yet many users still purchase media, such as music and films, in addition to using file

sharing programs. Some experts argue that the increased awareness of existing content, which

file sharing provides, has a remarkably positive impact on content sales in traditional channels

[Oberholzer-Gee and Strumpf, 2007].

Magnatune (http://www.magnatune.com/) is an example of music service that uses alterna-

tive businesses in content business. It uses CC and other novel licensing formats and encourages

independent artists to license and distribute their work themselves, even for free, with the help

of the site. Magnatune uses floating dynamic pricing, which means that the consumer decides
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how much they want to pay for the content. This creates a new kind of marketplace, where each

customer pays the right price for the content. Magnatune is also an example how the categoriza-

tion of actors in the distribution value network is challenging: Magnatune is a professional pub-

lisher even though its music service is full of amateur producers publishing their own work.

Why should all music cost the same price for every customer? Are diehard fans willing to

pay more for the songs they like? The service has also proved that even freely distributed music

works as a marketing tool that creates real commercial demand, which can be turned into rev-

enue later. The Internet and sites such as Magnatune can create a dynamic marketplace that re-

acts immediately to the supply and demand equation of songs. This is new territory for traditio-

nal media companies, which cannot necessary change their pricing this aggressively because of

standing contracts. Traditional business models support stagnant markets and strict copyright

enforcement.

Especially for young bands trying to make themselves known, it makes sense to market their

abilities by sharing as much and as freely as possible. Even seemingly free content is actually

investing in future income in the form of concerts, merchandising, and record sales. Thus, Inter-

net file swapping is no threat for independent musicians: it is the cheapest way to move from

unknown to known. Although artists provide a socially valuable contribution that helps them

gain merit-based visibility, they can reserve commercial rights to support their work.

Even though Internet publishing is often regarded as a cheap way to reach a global audience,

it is not without its cost. To join the World Wide Web as a publisher, one needs to have content

on a content-providing Web server. Furthermore, the content is available only when the server

is running and connected. This is a clear financial and technical challenge to amateur content

publishers. By contrast, many companies have found their market niches by offering a hosting

service. A hosting service is possible to turn into a business by selling advertising space and val-

ue-adding services to publishing customers. As in the case of any website, success depends on

the popularity of the offered content. The more users offered content that are attracted to the

website, the more the company can charge for its advertising space.

The options for an amateur content producer are to subscribe to an Internet connection with

more uplink capacity and to buy expensive server hardware or to pay for the service. In either

case, as the popularity of the user's content increases and there are more content downloads, so

the cost of the publishing increases. In the first case of the private Web server, the cost includes

unexpected hardware breakdowns and other maintenance costs. Server maintenance requires
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special technical skills on daily bases. In the latter case, free publishing platforms do not facili-

tate content that makes them a loss rather than a profit.

Owing to expensive uplink costs, it is almost impossible to publish highly popular content on

WWW without a plausible business plan to compensate for the increasing data traffic costs.

Originally, the World Wide Web was not designed for millions of users or amateur content

producers that want to reach out to wide audiences. Even with relatively modest download rates,

the processing load is often divided between many servers, a process that increases the com-

plexity for an amateur producer to maintain the system. The global coverage with distributed

WWW servers is possible only for professional publishers and at a higher price.

4.2.3.  Professional Publisher

In a changing world, where people can easily create content, distribute, and redistribute it

among each other, long-standing media companies and conglomerates are seeking new roles.

Bill Kovach and Tom Rosenstiel argue in their book [Kovach and Rosenstiel, 2001], The Ele-

ments of Journalism that "the purpose of journalism is to provide people with the information

they need to be free and self-governing.”

This study is interested in professional publishers' requirements in relation to the presented

consumer and amateur producer viewpoints. The environment presents many opportunities,

risks, and challenges to professional publishers. Compared with the two other groups, they

probably already have investments in other distribution channels that are profitable. Hence, they

need a clear incentive and benefits to invest in new channels. Depending on the size of the com-

pany, new technology such as P2P file sharing might present access to the bigger volumes in the

global market they have lacked because of expensive WWW technology. They might be inter-

ested in a channel that gives them access to a base of consumers otherwise unreachable.

From the viewpoint of this research, this is the key factor: how to provide professional com-

panies with access to the prominent new content sharing and remixing culture created by P2P

file sharing communities. Yet, at the same time, professional publishers and content owners are

concerned about letting their content become involved in seemingly uncontrolled file sharing,

which turns commercial content "free" for consumers. Furthermore, how do they compete with

the free content that resides side by side with the commercial content? This is another key ques-

tion of this research.
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Professional publishers want to promote their content and compete with their content selec-

tion. This occurs by good marketing or making the content more visible. Professional publishers

might also have a strong and reliable brand for promoting the content together with trailers and

other preview material. This contradicts other presented thoughts about a democratic network, if

some actors are more visible or dominating than others. In other words, does the Internet need

to be a capital-intensive market?

A professional publisher's role is to facilitate interconnections by supporting communities in

providing comparisons, recommendations, and matchmaking between media content and differ-

ent communities. The opportunity for this kind of mediator is to join consumers’ “participatory

journalism” by creating professional resources for enriching and feeding the conversation of the

consumers and offering new distribution channels, see the green arrows in Figure 16., p. 184.

Mediators will need to make use of user models that support interaction tailored to the knowl-

edge, interests, and preferences of individuals, and community models that facilitate collabora-

tion and effective communication among community members.

4.2.4.  Local Network Operator

The rapid growth in Internet use has lead telecoms operators of the local national networks

into a new highly competitive market environment. The Internet offers an expanding number of

content resources in a new smart way. Even though increasing Internet traffic sells more access

contracts, operators can find themselves as low value-adding connection providers. The real

money is in content subscriptions and advertising. Whoever controls the content gains the ad-

vertising money.

Now, even television broadcasts are moving onto the Internet with little control by the opera-

tors. This dissertation positions itself to assess the operator's viewpoint by also considering the

emerging demands of its customers, the network users. This question is not only technical, but

also included the market opportunities and financial and operational risks associated with the

distribution of high-value content on a broadband network. The business models of the local

operator are constructed around the distribution of high-value content by taking advantage of

broadband connections in homes. This involves a broad area of factors, including DRM and

general trends in consumer electronics.
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The Internet has a wealth of content to offer. How this content is visible, accessible, and

searchable distinguishes content providers. The starting setting has strong similarities to a tradi-

tional marketing challenge of product differentiation in a single marketplace. Yet, the market-

place created by the World Wide Web is changing. In the past, consumers used a Web browser

and their favorite search engines on a personal computer to access content. Now, the approach is

becoming more complicated because personal computers are not the only devices for accessing

the Internet or WWW. Multiple mobile devices have offered access for some time and next the

same development will reach living rooms that have already many networked devices.

Furthermore, several parallel developments are shaping the content landscape. On one hand,

applications take advantage of the many open system interfaces that offer the content of great

digital libraries. Mash-up applications create presentations from many network resources on the

fly. On the other hand, services are becoming islands. Content companies build ever more pow-

erful lock-in strategies to keep consumers on their platforms. They want the network use to start

by logging into their service at first. This is happening with all the biggest websites in the world,

from search engines to social networking websites. Device manufacturers build easy access to

their own content stores right into the device user interface. An addition to this development is

online content stores offered by local network operators. Their lock-in strategy is to keep the

consumer in their network by offering superior content to home network sources.

The Internet has ceased to be a realm controlled and implemented by universities. Now,

companies build the Internet and they need a clear financial incentive for their upgrades. Their

network is a combination of network infrastructure components, such as cables, routers, and

firewalls, and end user terminals that regular and company users use to connect to the network

and the Internet. The global-scale Internet is built one operator at a time, i.e., the network of the

networks consists of the subnetworks of the network operators that work and satisfy the needs

of a particular geographical area. 

The network is one of the biggest investments and assets of an operator company. When up-

grading the infrastructure network, the return on investment plays an important role in deciding

the future of the company. The digital convergence of the media industry has created big tele-

coms companies that typically serve telephone, television, and Internet connections using their

same base network. This makes a lot of sense because all the mentioned data traffic has already

changed into a digital format and this can be transferred on the same cable network using the

same active components. When upgrading the network, it makes sense to continue the trend and

to upgrade the network to support various current and future needs. Considering that a lot of the

192



functionality of the networks and their terminals are software-based, a correctly built network

can be upgraded later by simply changing software.

Homes are connected to the Internet or to the content distribution with small computer box-

es, such as cable or DSL modems, satellite radios, or DVR set-top boxes. The connection busi-

ness already works in a way that these boxes are often given away for free as part of the content

subscription contract with the connection service provider. In turn, the provider sells the estab-

lished connection with the consumer to content providers, or buys content from content owners

to offer it to customers. Boxes can also be offered by companies who do not own the content

network. These companies can compete because the network is compatible with open IPs, not

limited to the operator's proprietary system and their permissions.

"Walled garden" is a term from the era when access from the operator networks to the open

Internet was less clear than it is today, see [Feldman and Chuang, 2002], for example. Operators

actually competed in providing a better closed network solution for their customers and there

was little interoperability between operator networks. The open Internet changed this and started

the period when operators did not invest in their own content but trusted that the content comes

from the Internet. This turned them into "pipe providers", i.e., they provide only the copper wire

and watch how content providers, such as search engine providers and online stores, become

richer. Recently, some operators have taken steps to offer more content themselves using their

own networks. Good examples are IPTV services and media aggregation services where the

operator buys rights to broadcast content on its own network. In other words, an operator is a

content provider again and the content it offers works only on its network and is inaccessible

from anywhere else on the open Internet.

What has changed or should change to make the walled garden thinking lucrative to opera-

tors again? One clear change is that the majority of Internet content has become video. This is

heavy and expensive to transfer from abroad. Operators have been tempted to bring the content

source closer, e.g., by using media aggregation services. Further, as the requirements of content

consumption and e-commerce change quicker than the international standardization processes

change the Internet, it makes sense for operators to build their networks superior than the open

Internet.

This would mean that in a particular operator network, consumer access to video content on

popular websites, to the operator's own video store, and to other selected services is faster than

ever on the Internet because of the shortcomings of Internet technology and geographical dis-

tances. The requirements for the open, public, and global-scale Internet are different from those
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that serve the operator best in the local national network that they own and control from each

router to every single end-terminal. Hence, it might not be the best solution to use the IP tech-

nology on an operator network, but something better while maintaining the interoperability to

the Internet on the gateways.

A local Internet service operator wants to upgrade its network infrastructure to supply the de-

mand of the modern and near-future content distribution and to facilitate the computing needs of

its customers. These companies have become increasingly interested in business opportunities

other than just simply offering Internet access on their heavily invested infrastructure networks.

They have seen that companies involved in providing content services and applications have

flourished on the network using their infrastructure as a delivery channel.

The rise of operators as content providers breaks the hegemony of the few dominant Internet

companies. Local content is pushed forward and offered in a more lucrative manner. The oppor-

tunity for global providers comes through local networks, which should be kept open for fair

competition, much like the telecommunications networks. From the viewpoint of this study, the

local network is easier to manage and control. It already has reliable payment systems in place

and access points are controlled by one entity. Non-American countries gladly see an alternative

for storing their cultural heritage within national borders.

In general, the success of modern economies is profoundly based on enterprises being able to

deliver a variety of cost-effective, innovative, and secure services. Future economic expansion –

namely, the continuing development of advanced technology solutions in optical and wireless

broadband communication – is giving a strong impetus for the rapid introduction of a new gen-

eration of content networking and services solutions. Operator companies do not want to remain

as infrastructure providers, but want to engage in the profitable content business. The question

is how to upgrade their networks to optimize the return on investment and prepare for the future

needs of the network. This question is important from the whole Internet's viewpoint, because

global network operators build the Internet on most of its parts. The use of the Internet has shift-

ed from the academic world to commercial companies. They will decide how network users will

see the Internet and its services.

The Internet has rapidly changed the business climate where operator companies of the

smaller countries work. Many of them have a history as phone operators in local government-

regulated markets. More recently, the telecommunications industry has been freed for competi-

tion. Now, most communication happens across foreign servers. This means that once local

markets have become arenas for international competition and convergence, where big interna-
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tional operators have stepped in. Local operators are still protected by their existing investments

in the infrastructure network that they sell for other companies to use.

Further, the network infrastructure has been transformed from analog telephone communica-

tion to support digital data traffic that can deliver all the communication needs from television

streams and computer data to voice conversations and business-to-business systems. The choice

for the multi-purpose protocol has often been the IPs that are seen as an opportunity by the oper-

ators. However, the IPs also enable competition beyond telecoms companies. The Internet en-

ables content services from the other side of the globe to compete in various market areas in the

local network. For example, voiceover IP services compete with local telephone companies, In-

ternet TV challenges local broadcast television channels, and music and video online stores of-

fer options to local rental stores. More importantly, foreign content providers are no longer tied

to local regulations.

4.3.  Copy Prevention in the Distribution Process

Content business is tightly related to managing the various rights of the owned content. Is-

sues relating to DRM are highlighted in many publications and projects, but only partial solu-

tions to problems have been introduced. No single solution has become a common universal

copy prevention standard accepted by all actors. Business and pricing models require expressive

rights description languages, flexible content protection mechanisms, and easy-to-use end user

applications to enable end users to control the distribution of their own content. DRM solutions

should not overly contradict legal systems either. Today, available DRM systems and those pro-

posed in related studies are not able to handle complex business cases in a way that is accept-

able for users and legal.
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4.3.1.  Analysis of a Sample Technical Protection

Using Public Key Infrastructure, hashes, digital signatures, and certificates is a common

practice in many application areas. The following presents their use with a game console, Nin-

tendo Wii, as presented on a discussion forum of Wii enthusiasts (http://wiibrew.org/wiki/

Wii_Security) and the linked Wii pages. The description of this example is tuned to find vul-

nerability in the security scheme. This analysis also presents yet another case how even hard-

ware-based security systems and TPMs are vulnerable to attack.

Nintendo Wii uses a TPM for storing cryptographic keys. Each device comes with a device-

specific key pair and a publisher's key pair that are stored secrets. These keys are used to identi-

fy the device and to sign saved games. Most importantly, the DRM design is to protect the con-

tent from illegal copying. The game discs are sold encrypted to avoid use without the right key

that can be found only in the Nintendo's game console. The games are also signed, so the buyer

can be certain that they have not been tampered with by the shop.

To improve the performance of the decryption operation, the content is not heavily encrypted

using a long key. Instead, the content is divided into smaller sections and each section is en-

crypted with a lighter symmetric key. These symmetric keys are bundled into a file, which is

then encrypted with a stronger publisher's key. Hence, you need the publisher's secret key from

the device to decrypt usable symmetric keys for the content pieces. The digital signature on the

disc works in the same way, signing sections and storing the signatures into a single encrypted

file.

A saved game can also be vulnerable because it can be replaced with a malicious code that

provides unintended access to the device. Hence, the saved game is encrypted with a publisher's

private key. Since all Wiis have the publisher's private and public keys, the saved game can be

decrypted on any Wii. To make sure that the saved game comes from a specific Wii, the first

Wii signs the encrypted file with its own private key. Since the other Wii does not have the first

public key, it is also included in the encrypted file. Now, the other Wii can decrypt the saved

game and verify that it is from a specific Wii.

It took about a year before somebody came out with a crack to pull the keys out of the TPM.

The success was presented at the 24th Annual Chaos Communication Congress in December

2007. The meeting is a gathering for computer enthusiasts. A group of hackers found crypto-
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graphic keys by storing all the data traffic inside the device's memory via a serial port. These

main keys basically opened the Nintendo's DRM scheme and thereby other areas of the security

were also vulnerable. Now, a wide selection of software already runs on Wiis. Owing to the

hack, everybody can make applications that rightly are authenticated on the platform. Opening

the Wii platform to unregistered software developers was not Nintendo's plan, even though it

helps provide more applications for their console. It is common that technological possibilities

are not in line with business strategies.

The obvious weakness in the Nintendo Wii's DRM was the poor design of its TPM. By ex-

posing the secret keys to the main system memory, the design let them be discovered. A better

approach would be to use a TPM that also provides hardware-based file encryption inside the

circuit. Dedicated security circuits are much more difficult to crack than multi-purpose proces-

sors and memory chips. Naturally, this kind of TPM circuit costs more.

The next weakness is the rather simple DRM scheme that is based on only a few keys. More

importantly, the whole security design collapsed when the main keys were leaked from only one

Wii. Since all the devices share the same publisher's key, it was enough to extract it from only

one device. A common way to avoid this is to have customized content products. In other

words, each purchase is bound to a certain device key or user key. This means that the same

content does not play in other devices. Naturally, this makes it more difficult to sell physical

discs that are all the same. An option would be to require a portable TPM. When a customer

buys a new game instore, they then would need to present their TPM that is paired with the

game. Hence, the game is registered to this certain TPM alone, which makes copying to other

devices harder.

4.3.2.  Four Ways of Protecting Content

DRM has become an overly technical question, even though technology is not really even

the problem. In a DRM system, the content owner can choose to grant particular rights to the

user of the content, for example, the right to play the content, the right to copy the content, or

the right to redistribute the content. The DRM system trusts that the user's consumption device

enforces these rights and simply refuses to copy the content if the owner has not granted the

user the copying right.
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Yet, the rights of the content owner or the content user are not technical but rather they are

legal, moral, or ethical in nature. Someone who can copy someone else's work but chooses not o

has the moral belief that they are not supposed to do that. Similarly, someone who wants to

copy someone else's work but cannot feels that copying must be illegal, because it is not possi-

ble. This makes it even more difficult for users to understand that some content available on the

public content network is illegal to copy, even though it is possible to copy.

Some users consider technical DRM as a test. DRM is meant to keep the public away from

the content, but if you are smart enough to circumvent the DRM, you are privileged and allowed

to use the content. The rule could be interpreted as "what you can't do isn't allowed, thereby

what you can do must be allowed." If you manage to crack the encryption of a DVD you are al-

lowed to copy and distribute DVDs as a "reward." Of course, this is a challenge for anyone with

some technical knowledge, and so it should come as no surprise that almost any copy protection

mechanism is cracked in a very short time, and that the crack is available on the Internet almost

as quickly.

The content owners' reaction to this is to sue or prosecute the distributers of the cracks, and

to lobby for laws that forbid cracking. This only makes the challenge more exciting to crackers:

now you must also cover your tracks when cracking and distributing the crack. The bottom line

is that technical systems can enforce use rights, but they cannot teach people why these rights

are being enforced: why you're not allowed to copy someone else's work or why you shouldn't.

Until that ethical insight dawns on people, they will copy work and will crack any protection

mechanisms that try stopping them.

Hence, it is necessary to broaden the concept of protecting content. There are four control-

ling methods in file sharing:

1. Technical protection (typical DRM systems),

2. Legislation (regulations achieved by industry lobbying),

3. Social moral and ethics, and

4. Financial incentive.

All technical efforts against digital content piracy have eventually failed. One of the most

notorious examples is DVD copy protection, where the regional divide of the discs was an un-

seen worldwide industrial effort. The DVD disc DRM system, called CSS, was cracked in Octo-
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ber 1999, only a year after DVD was introduced into Europe. The next section gives another

example of the failed game console DRM system.

Lawrence Solum argues in his book, The Future of Copyright [Solum, 2005], that until this

day regulation has not covered the issues of why many people honor regulations and agree-

ments less in front of computers than they do elsewhere, e.g., in traffic. The current solutions,

such as long End-User License Agreement (EULA), are often passed unread and considered a

necessary nuisance. Often people do not simply know what is illegal and what is not. The lack

of knowledge leads to a reaction that can be either ignorance towards legislation or a refusal to

do anything for fear of legal sanctions.

File sharing is already criminalized in some countries, but still there are hundreds of millions

of file sharers giving a sort of social and moral acceptance to copying. In old BBSs, the access

control was performed by limiting the people who knew the phone number to the BBS. This is a

form of social control mechanism. By choosing personal behavior, people have collectively cre-

ated a content or rights management system.

Informal social control mechanisms have not found their ways onto content networks as well

as expected, although they have great potential. Sociologist Edward A. Ross argued in his book

Social Control: A Survey of the Foundations of Order that belief systems exert a greater control

on human behavior than specific laws, no matter what form the beliefs take[Ross, 1901]. This

means the enforcement of social control can be either formally by law or informally through so-

ciety and communities.

From a financial perspective, would people copy illegal content if the content were offered at

the right value? In this case, adding value for money is the key factor. Simply, the price is

wrong to obey law. The entertainment industry has tried compensating for a high price by

adding deleted scenes, interviews, music videos, and other bonus material to current media re-

leases, but how many would buy this extra content or view it if it did not come free with the ac-

tual content consumers want? This questions its value-adding benefit.

Apple’s iTunes charges a median of 99 cents for a song. The service has been a great success

and sold a million songs in its opening week [Apple, 2003]. It seems that Apple found the right

price for many users to switch from illegal to legal, or to start using online digital content in-

stead of discs. This is also a matter of ethics, since many people would rather purchase their

content lawfully than break the law [Ross, 1901].
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4.3.3.  Informal Social Control Mechanisms

Global content networks attract users from all fabrics of society and face the same challenges

societies face with criminals and ill behavior. From time to time, there have been discussions

about whether the Internet needs policing. This kind of discussion often forgets that content net-

works are a part of the same life. Another solution could be informal social control mechanisms

that influence our everyday lives. People are the products of their environment, which denom-

inates the customs, traditions, norms, and other social values they inherited as individuals

[Haney et al., 1973].

Apart from the explicitly stated rules and laws, there are customs, norms, and morals that are

present in the form of the approval of our fellow citizens and in the jungle of the signs and ad-

vice all around us. Immediate informal sanctions can include ridicule, sarcasm, criticism, and

disapproval by the others, often by the person next to us who can be a total stranger. As with

formal controls, informal controls reward or punish acceptable or unacceptable behavior. In ex-

treme cases, sanctions might include social discrimination and exclusion. For example, people

fight against racism everywhere, but illegal content copying has not attracted similar hatred.

Society has found its ways to include moral coding into the lives of its people. This implied

social control might have even more effect on individuals than do laws, because it has become

internalized by their trusted allies, such as by parents, and thereby has even become an aspect of

personality. Even in countries that emphasize freedom for their citizens, governments trust in in-

formal social controls to form the culture of "doing right" and to socialize its citizens to have the

sense to belong to the group and to seek this group's acceptance. This informal social control

has the potential to establish a social order that is much easier and cheaper to maintain than a

more rigidly structured control that leans on formal mechanisms, strict laws, expensive techni-

cal measures, or a large police force [Rheingold, 2002].

On computer networks, this kind of thinking is still in its infancy. Yet, computer services and

networks already present a ground for a similar kind of thinking. Similar to life outside the net-

work, the virtual world is full of net citizens interacting with each other. There are clear social

networks, communities, groups, and many established rules for the interaction of the members

of these entities. Similarly, the full spectrum of society demographics is now on the Internet.
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Some of the most used services are able to capture the expanse of society, including the criminal

fabric.

In addition to the laws that naturally bind Internet use, on computer services security

measures and DRM can be seen as the formal controls that enforce users to use the systems in a

certain way. The effort to circumvent these controls can lead to banning from the service. Yet,

there are many services such as e-mail where it is not possible to ban users who send unsolicited

messages, i.e., spam. If concentrated on content networks, many users break the law by copying

illegal content from the Internet. As has been well publicized by the copyright organizations,

most users probably know that they break the law, yet do so intentionally. The safe haven of

home makes them believe that they will not get caught. In addition to the legislation and infor-

mation security measures, the third less explored opportunity is to apply informal social control

to a massive multi-user content service and a distributed content network. How can informal so-

cial control be taken into account in the system design?

4.3.4.  Legal Analysis

This is a closer look at the legal issues of a system that distributes content on a P2P content

network using the metadata overlay. This legal analysis is based on the collaboration with Dr.

Aura Soininen [Soininen, 2004] and Dr. Mikko Välimäki [Reti and Välimäki, 2002a].

First, a global-scale system cannot be governed by local laws. There is always the possibility

that the content publisher is sued in a far away country. The Internet is notorious for its legal un-

certainty: 1) what is the correct instance for disputes, 2) which law applies, and 3) are the court

orders enforceable in other jurisdictions [Soininen, 2004]. For example, US courts have moved

towards an effects-based approach, which means that it is enough that the effects of the content

distribution system have had an impact in the country, even if the content company performs no

direct operations there. If a content company wants to avoid legal disputes in certain jurisdic-

tions, it has to make sure that it has no digital network presence there either. 

If the metadata overlay includes licenses, they need to honor juridical regions all over the

world. Potentially, this means that the metadata includes many versions of the licenses and

rights. Not only does the publisher need to address consumers in their native languages, but also

it needs to know how to make the online agreements binding in the local courts to wherever the

consumer might be receiving the content.
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For example in the USA, two different kinds of online agreements are important: click-wrap

agreements and browse-wrap agreements [Soininen, 2004]. Both agreements are commonly

used unsigned digital agreements. They are presented online before the payment and delivery

event of the content. The difference between these two types of agreements is that in click-wrap

agreements the user needs to approve the agreement by clicking an “I agree” button. Browse-

wrap agreements do not require a user to actively indicate assent. In this case, the agreement is

communicated via a text such as “By using this service, you accept our terms of use”. It is im-

portant to make sure that the consumer really sees the terms and has a good opportunity to react

to them. The content product or service could not be provided unless the customer agrees to the

presented terms. Furthermore, there should be an “I do not accept” button and an opportunity

for the consumer to exit the process of forming a contract at any time.

The legal online agreement is not the place to promote the content product. The process of

presenting the contract should not clearly favor the content publisher over consumers. In some

countries, such as in the USA, contracts with minors are unenforceable. The content application

should require an affirmative confirmation that a user is an adult. To make online agreements

binding, the content application should make sure that it guides the user through these questions

and usage terms, and it is not possible to access the content any other way.

The metadata overlay is used for distributing descriptive data. The applications that will use

this data will decide about the many user interface issues that have direct connections to the le-

gal issues mentioned in this section. A good system should protect user privacy. The “Privacy

Online: Fair Information Practises in the Electronic Marketplace” report presented to Congress

by the Federal Trade Commission (FTC) in 2000 proposed several guidelines for consumer pri-

vacy in digital content services. It urged content providers to clarify the information practices of

the service to the consumer: what information is collected and how it is used and protected, and

is it released to other entities. A good practice is also to provide access to the collected personal

content and to offer an opportunity to update and remove personal information. The FTC has

sued companies on false security promises in the cases where consumer information has leaked

publicly onto the Internet. In the EU, there is a similar data protection directive that is strict

guideline for all companies who collect customer records.

All content systems capable of transferring illegal content are under copyright infringement

accusations. The US content industry calculates that it loses an increasing sum of money each

year when its goods flow out of the country without pay. Naturally, illegal copying is a problem

inside countries as well. In the battle against illegal copying, content publishers have succeeded
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in preventing entire content networks shutting down, because they also offer a means for copy-

right infringement. Contributory copyright infringement occurs if someone who has the knowl-

edge of infringing activity induces, causes, or materially contributes to the infringing conduct.

Naturally, there has to be a direct infringement so that someone can be accused of contributory

infringement [Soininen, 2004].

The Digital Millennium Copyright Act (DMCA) extended infringement to involve transitory

communications, system caching, storage of materials on behalf of users, and the information

location tools. This is the so-called "safe harbor rule." Additionally, a service provider needs to

act and remove illegal material based on the rights owner's request. The DMCA has also made it

unlawful to circumvent technology that is aimed at protecting copyrighted works. A plain data

transferring application is not usually attacked by infringement accusations, or it would drag

down almost all the applications that are capable of creating a digital copy of a file. Basically, a

software vendor can limit infringing uses of the software or design an application that is impos-

sible to control. A standalone software product is likely to be compared with the Sony VCR

case and thereby regarded as non-infringing. The gray area is end user license agreements, auto-

updates, and customer support that links the software back to its vendor.

The metadata overlay is a background system that serves applications using its metadata.

From this viewpoint, it is comparable to the BitTorrent file sharing network. However, in a Bit-

Torrent network, torrent and tracker sites have played a significant role and they are centralized

nodes with administrators and owners. The metadata overlay is already where many P2P file

sharing networks are moving to: all the data is shared among peers, including routing informa-

tion. Considering that the data traffic between nodes is encrypted to prevent eavesdropping, no

third party could follow the activities of any one node. There have not yet been legal cases over

this kind of content network. In light of the presented legal analysis, the metadata overlay is

formed by standalone software that is suitable for many activities.

Many points of this legal analysis address the requirements of the included metadata. It is

worth pointing out that the content is contributed later by different parties than the software

vendor. It is a separate act, away from the software vendor, of deciding who, how, and with

what fills the metadata database. If the user fills in the database with links to illegal content, it is

still a local personal list such as a bookmark on a Web browser. If this user shares the links with

their friends this event probably goes under private communication. Additionally, when the

communication is encrypted, it is really meant to be private. None of this is affected by copy-

right infringement laws.
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When this kind of communication happens in a large content network between strangers, it

resembles the functionality of chatting, discussion forums, and search engines that help finding

right keywords in the metadata overlay. The private people are exchanging bit and pieces of

metadata. It is important to notice that the actual content files do not transfer on the metadata

overlay. If a node in the network becomes a significant distributor of a certain kind of metadata,

it behaves like a Web server drawing more traffic. The metadata overlay has a built-in clouding

feature that does not reveal the IP number or the owner of this server-like node. Only the user of

this node can connect the IP number and host ID. The IP number can be different with each lo-

gin and when the user is not logged in, the connection does not exist at all and previously used

IP numbers are not stored in the system. Hence, the system offers privacy at a network connec-

tion level.

If all traffic and metadata are encrypted in the metadata overlay, users do not know what in-

formation is stored on their devices. By using their secret keys, they can decrypt a part of this

information. Without the key, all the data downloaded from the network remains scrambled.

Thus, the traffic in the network cannot be eavesdropped and the data in the terminal is protected

from outsiders. Many countries consider that network operators do not have any responsibility

over the content that travels through their servers. In a similar way, the users of the metadata

overlay cannot know what information is on their terminals when it is used for load balancing

other optimizing functions of the metadata overlay. To conclude, when the cryptographic solu-

tion is enabled the software vendor of the metadata overlay or the user of the software cannot be

accused of copyright infringement.

4.4.  Central vs. Distributed Content Networks

In the name of openness and the network neutrality of the Internet, network providers are not

supposed to offer preferential treatment to network traffic [Wu, 2003]. Broadband carriers that

control what people see and do online would fundamentally undermine the principles that have

made the Internet such a success as an open platform. However, some big companies, such as

Akamai, Limelight, and Google, already have servers hosted at broadband provider facilities

and caching servers is a common practice to improve bandwidth usage by bringing data closer
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to the user. This makes the selected services by these privileged companies faster and more re-

sponsive. In general, this can mean that the Internet could become a place where big wealthy

companies have faster and easier access to the Web than less affluent ones. Some companies,

such as major cable companies, would control both distribution and content, i.e., a lot of what

users can access on the network.

This dissertation argues that the World Wide Web has become dominated by a few big play-

ers because the network architecture allows it. Does Web performance improvement through

caching frequently accessed content into temporary storage servers located close to the user vio-

late the concept of network neutrality? When using a search engine or the social website of the

big company, it is possible in theory that the user never actually leaves the offering of this sin-

gle provider, but surfs the big cache of content offered by this company. The important question

is what kind of view of the vast amount of information and content on the network these ser-

vices provide. This shift of balance on the World Wide Web is against the original vision of

web-like content sharing.

Up-to-date information search has become a fundamental service for individuals and busi-

nesses alike. Hence, search facilities have become important strategic hubs of modern informa-

tion societies. Unlike the case with many strategic nerve points, European consumers are dis-

mayed with the US saturation of existing search services. Only a few American corporations

have a broad access to huge terabyte repositories of Web data that can be used to provide unique

value-added services in areas such as shopping, human resources, and business intelligence. The

unstructured nature of the information on the Internet network has created the need for powerful

search engines. In other words, the information on the Internet is so chaotic and without

meaning that it requires a lot of computing power to be processed. This is usually done at the

time of a search act instead of processing the data that is more processable at the source.

At the same time, WWW has introduced a server-based architecture that creates serious bot-

tlenecks in access to popular websites. Together these two developments have written off the

original vision of the Internet and WWW to be a democratic network, where all the network

nodes play equal role. Now we have reached the situation that one search engine, one actor of

the global network, routes a major share of the whole Internet traffic. Google has achieved this

dominant position with a mix of strengths. The big companies that have the money to invest can

run the biggest servers.
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This is reminiscent of the situation when the printing business was in the hands of the big in-

vestors. Yet, the big difference is many services offered by big companies are seemingly free, or

the consumer can use them by paying for the Internet connection. Searching, blogging, and stor-

age space on websites are paid by the companies who want to reach customers for advertising

and directing traffic to their own sites. This is how WWW offers a means for democratic pub-

lishing for all users. This leads into a situation where a few companies have the dominance on

the global network and the network becomes asymmetric, which creates its own problems.

4.4.1.  Burden of the Past

A vast majority of current Internet usage is data retrieval and service access, whereas the In-

ternet architecture was designed around host-to-host applications, such as telnet and ftp. The

DNS was developed after TCP sessions were bound to IP addresses and the Berkeley Socket

API also refers to addresses not domain names [Koponen et al., 2007]. Not only the space of the

12 digits IP numbers has showed signs of being insufficient for the increasing number of net-

work nodes, the addressing mechanism based on numbers is technical, unfriendly, and does not

support user mobility [Nikander et al., 2003]. Many Internet applications, including WWW,

have not been designed to correct these shortcomings.

Primitiveness has not stopped the World Wide Web becoming highly popular, even though

the current construction of WWW resembles a poorly laid out map. User accessibility to the me-

dia is normally based on keyword searches, the structure is lacking document connectivity at a

semantic level, and there is no built-in way of following usage patterns. This makes it difficult

to find truly relevant material from the mass of data. Although the sheer magnitude of the data

is unmanageable, WWW is not built for capable computerized automatic processing. The origi-

nal vision of building easy-to-read webpages has turned against the development of content net-

works. Machine-readable descriptions must be bundled in addition to human-readable versions

of the information.

By contrast, the best possible help for users to process data is computers, even though they

are lacking many of the intuitive reasoning methods human users can take advantage of. Hence,

the best solution is a combination of these two. Computational agents require machine-readable

descriptions of the content and capabilities on the network the modern Web is lacking. Comput-

ers should be able to automatically extract semantic information from multimedia content docu-
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ments and present this for users to view and use. Information about how people are connecting

data is mostly wasted at the moment. Millions of users can be used to point out the relevancy of

information where computers cannot see it. Everyday normal use can enrich the network every

day. Yet, this should not be to the benefit of a single search engine giant that can put a price on

the information at any time.

The Internet and its many applications have proved their capability for exponential growth,

which makes the whole phenomenon of large-scale content networks extremely interesting. At

the beginning, the small seed created by the ARPANET program was first taken into use at

American universities, then at universities overseas, and gradually throughout the business

world, eventually creating a computer network that covers a good part of the globe. It will be in-

teresting to see what will replace the Internet, as we know it. Some of the raised issues are top-

ics in the Future Internet initiative by the European Union (http://www.future-internet.eu/).

The Internet can be seen as a network of nodes, as an end-to-end application, where the path

extends all the way from one user's device to another. According to the end-to-end design prin-

ciple, the intelligence of the Internet is at its edges, in computers that communicate with each

other by offering and receiving information as peers. Each peer is an equal member on the net-

work. This could be argued to be the true nature of the Internet, the internetworked grid of full-

duplex computers.

However, this P2P structure is often suppressed in favor of a central network architecture.

The most popular topology on the Internet is a star topology. It reduces the chance of network

failure by connecting all of the systems to a central node. This central node is also a natural

place for network monitoring, control, and capacity expansion. Although the original idea of

WWW was to create an altering network of connected computers, modern huge websites are

classical cases of star topology, where users with their client computers connect to a website

server using the same network address.

The same central node is the primary disadvantage of star topology that is highly dependent

of the functioning of the central hub. In reliability engineering, the central node is called the sin-

gle point of failure. Ironically, the star topology with its weaknesses was the reason why the

system architects of ARPANET started looking for alternative solutions. The found improve-

ments led to the development of the Internet. Seemingly, the development has gone full circle

and again new systems are called for overcoming the shortcomings of the star topology.
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4.4.2.  Interoperability

William Arms' book Digital Libraries [Arms, 1999] was one of the first publications to cap-

ture the overview of the digital libraries springing up all over the world and being connected

over the Internet. The focus of this research, a content network, is basically a digital library.

Even though the book is not exactly meant for this line of research, it is surprisingly current

even today, laying out the cornerstones of digital content storage and distribution. As Arms

pointed out, many of the most difficult problems in digital libraries are actually instances of a

single challenge, namely interoperability – even more so now when computers are connected

more and more.

To apply decade old observations to the modern day, a good information system still calls

for interoperability at many levels, both internally and externally. Syntactic interoperability pro-

vides the internal uniformity for navigation and access for both user interfaces and applications.

The progress of WWW and related technologies has offered many tools for external inter-

operability. Although many earlier systems relied almost entirely on human intelligence for co-

herence and a deeper level of interoperability, semantic interoperability has become more cur-

rent, letting computer systems share an understanding of the information itself. However,

structured interoperability can hardly keep up with the fast moving world of digital libraries.

Amateur users and publishers, who use a wide range of applications, formats, and practices,

have entered the scene, creating digital libraries that are hugely popular, but they keep continu-

ously reinventing the ways to categorize and store content.

Even though the content is distributed over the network, it is a form of storage for digital

content like any database of a traditional library. The distributed nature of the storage creates

administrative challenges that do not exist in a centralized digital library. In addition, traditional

digital libraries have become a part of the worldwide information network and have faced many

challenges familiar from contemporary websites. This work combines the formality and lessons

from the traditional information processing of the digital libraries and extends them to consider

requirements by the content communities of the modern Internet.
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Modern day content systems can be estimated in relation to the interoperability challenges

listed in the Digital Libraries [Arms, 1999], Chapter 4 pages 69–72. One of the contributions of

this work is to extend the presented thinking to a distributed digital library. This work addresses

the aspects of interoperability of content networks in the following areas.

User interfaces

Interoperability aims to present the digital content and network resources from many sources

in a coherent manner, yet in a way that the differences of the sources and content are evident to

help the user choose between offerings. In addition, moving and searching seamlessly across

various content types is considered. Although enabling easy use, the user needs to be protected

from the computer language: the idiosyncrasies of computer systems or peculiarities of how the

system is managed.

Naming and identification

It is natural that ways are needed to identify content items in a digital library. As the back-

ground work shows, IP addresses, domain names, or URLs are not fully satisfactory for a con-

tent network. A truly distributed library needs identifiers that identify the content items, not the

location where an instance of the content is stored at a given moment of time. P2P networks and

DHTs are an interesting alternative for naming, which will be explored further.

File formats

Digital libraries are not administrated by a single authority, and thereby content is stored in

every known digital format. The Web has had a unifying effect on this area as well and it has

created de facto standards for a few formats. Beyond these formats, there is little agreement. For

example, there are numerous ways and character sets to code as simple as text documents.

Metadata

For the sake of interoperability, applications and systems need to understand at least some of

the metadata in a similar way. Otherwise, it is impossible to present search results or list items

that belong to the same category. This requires agreements about the naming of the metadata

fields and the format of how the fields are used.
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Distributed searching

By distributed searching, [Arms, 1999] meant the search spanning many computers and dig-

ital libraries on the content network. The distributed search problem is how to find information

by searching across collections. The traditional approach is to insist that all collections agree on

a standard set of metadata and support the same search protocols. However, as the number of

digital content storages increase exponentially along with general Internet growth, it has become

impossible to expect that there is a common and unified way to address metadata format or ac-

cess it. This problem is evidenced by the huge effort of Google to index the information of the

Internet. In this work, "distributed searching" also means the distributed effort of searching,

which might offer advancement for both the computing power the search requires and the acces-

sibility of the various digital libraries.

Network protocols

Network protocols play a role, especially in the interoperability of separate computers on the

network. Protocols bridge digital libraries in searching and moving data, and enable search

results from many libraries in a single query. The Internet as an underlying protocol has largely

solved the interoperability of content network, but its simplicity does not offer tools for any

content-specific actions. This includes many requirements modern content networks and busi-

nesses demand, see Section 4.2 Stakeholders in the Distribution Process, p. 183.

Retrieval protocols

Among protocols, special attention is reserved for the retrieval functionality that often de-

cides how good a system is. Retrieval certainly affects the user's perception of the system, be-

cause the retrieval function is responsible for the responsiveness of the user interface. If network

protocols are the glue of the computers that binds separate resources into a content network, re-

trieval is the interface for accessing and discussing these resources with computers. One of the

fundamental operations of digital libraries is for a computer to send a message to another to re-

trieve certain items.

The retrieval protocol would ideally support the secure authentication of communicating

computers, high-level complex queries to discover what resources each provides, a variety of

search and retrieval capabilities, methods to store and modify intermediate results, and inter-

faces for many formats and procedures. The HTTP of WWW is lacking many of these require-

ments. One of the most ambitious attempts to achieve these goals is the Z39.50 protocol already
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widely used by many traditional libraries, but it is far too complicated to gain wider acceptance

and still does not meet all the needs.

Authentication and security

The interconnectivity of the many network entities creates an obvious need for a viable

manner of authentication in several different areas: firstly, how to authenticate the user on their

own application, on the network, or on any given network resource; secondly, how to authenti-

cate the computers connecting to other resources, even without user involvement; and thirdly,

how to authenticate the content of a digital library. Users need to be confident that they have re-

ceived the authentic version of an item, not one that has been tampered, either accidentally or

deliberately. For some of these needs, good methods of authentication exist, but they are not de-

ployed widely enough to permit full interoperability.

Semantic interoperability

When computers pass messages, they need to process the same semantic interpretation of the

information in the messages. Semantic interoperability deals with a user's ability to access simi-

lar categories of digital content items distributed across the content network. Some content

might use a metadata field called "date" for the content authoring date and another for the date

when the content was made public or published. If this information is presented side by side, the

user does not have any means to know the semantics of the information.

4.4.3.  Centralized Model

Many content networks are currently based on a central architecture with a single central

server for the storage and management of the content. Centralized systems simplify the distribu-

tion of content over the Internet and its management with respect to data consistency, security,

and accountability. On a traditional centralized client–server network model with a star topolo-

gy, the central server node is exposed to a single point of failure and attack, which is tricky and

expensive to counteract. The raw power in efficiency and scalability piles on the central server

compared with an open and distributed P2P network. By contrast, centralized servers have a na-

tural place in managing networks or, say, in implementing a payment system. On GSM and
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GPRS networks or on a cable network, there is a clear centralized node under an operator’s con-

trol to conduct billing and network monitoring.

From a technical viewpoint, WWW publishing platforms face an increasing processing load

as the numbers of simultaneously connected clients/users increase. The big websites are asym-

metric systems with a few servers as opposed to many clients. The structure of the network cre-

ated by Web servers is disorganized. As the number of websites and Web pages grow, it takes

more and more computing power to find information. The capability to make the investments to

run a big website is reminiscent of capital-intensive printing media or music businesses. Eventu-

ally, the development has created huge websites run by companies that have an increasingly im-

portant role in the network that was meant to be open and democratic. In fact, the World Wide

Web has contributed to data traffic and influence going to a few dominant operators on the

Internet.

Before the World Wide Web took over, client–server systems tended to be closed end-to-end

systems where a server was dedicated to certain clients that were often published by the same

party. The client and the server shared the same often proprietary protocol, to communicate.

Servers had better control over access and resources, to guarantee that only appropriate clients

could access and change data. Now, it is common that all Web browsers can access a Web serv-

er that decides on the access case by case. Even though the server does not allow access, the ar-

chitecture makes, e.g., Denial of Service (DoS) attacks and port scans possible. In a DoS attack,

an army of automated robots makes the server unusable by sending a huge flow of contact

requests.

Furthermore, the centralized information collections on the WWW have created concerns

about privacy. Companies have ended up possessing a considerable amount of sensitive data

about their users on their hard disks, e.g., credit card numbers, home addresses, personal photos,

preferences on the net, and years' worth of e-mail correspondence, which can be used to build

detailed behavior profiles of users. For example, the Lexicon application on Facebook promotes

itself by counting how many times some words are mentioned on walls all over Facebook. This

highlights the simple fact that computers are strong tools to store and process all the information

that has reached them, even briefly.
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4.4.4.  Decentralized Model

A decentralized P2P network architecture is based on the assumption that no central server

exists and peers collaboratively provide content to each other. This is even more evident on mo-

bile P2P networks e.g. when two people share data between their wireless PDAs using short-

range data communication protocols, the core system functionality that would be provided oth-

erwise by a single server. Further, P2P architecture presumes that it scales much better, since

available system resources increase with each participating peer. The availability of the content

can be raised by just increasing the redundancy of the data across the peers.

P2P can also mean that there are multiple sources for a single piece of data to the horror of

many software license agreements. Content providers and distributors cannot be aware of how

quickly their content is spread or how many consumers have it. Without the central node on a

P2P network, a payment system could only be applied to the peers that are mainly the users' un-

reliable machines.

P2P networks are actually prime examples of digital user communities copying many fea-

tures of real life social networks. In fact, many online communities originally evolved around

chatting have developed their own controlled P2P solutions with distributed moderation, voting

rules, and party discipline. This suggests that P2P networks could be the technology of choice

for many community applications. Although P2P networks are highly distributed large-scale ap-

plications, they commonly use a restricted set of protocols and form a closer network than the

public Internet. This offers possibilities to build the system to support more strictly rules already

on the infrastructure level and avoid some of the pitfalls that haunt the Internet, yet offering

many of the services demanded by communities.

As the Internet has become ever more popular, many companies struggle to offer content

through a website that is heavily burdened. P2P could solve this problem. On a P2P network,

each peer joins the effort of offering published content. It also makes sense for the companies to

take advantage of their customers' network resources. At the same time, P2P brings back equali-

ty to the network. The content is not only stored on the provider's server, but can also be found

on other users' computers. The original central site often still maintains the registry of users and

the locations of content. Hence, this is not the solution to the single-point power question.
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Open distributed systems always need to meet the requirements of monotonicity and plural-

ism. Monotonicity means that once something is published in an open system, it cannot be taken

back. Pluralism means the variety of different subsystems and applications that can connect and

contribute to the system, changing and evolving it constantly. This includes a chance of overlap-

ping and conflicting information, because there is no central facilitator in open distributed sys-

tems. In this kind of system, the time that it will take to complete an operation cannot be set in

advance, which sets obvious challenges in user interface design. In computer science, this un-

certainty of the response time is called 'unbounded indeterminacy'.

Technically, a P2P system combines the narrow uplink bandwidth connections of the users

to create a faster user experience. Even though the first content uploading is slow, possibly us-

ing a consumer-grade Internet connection that is not meant for uploading large content files, the

capacity quickly benefits from other users who start sharing the same content. As soon as other

users have pieces of the content, they also start distributing it, i.e., there are more content

sources than just the original.

This is core functionality in a large content network and can be used for built-in redundancy:

even though the original source no longer provides the content, it can be found somewhere else

on the Internet as a perfect digital copy. Joint P2P uploading and downloading are mechanisms

that have been coded to many P2P applications, but only recently have they also been dis-

covered as an interesting social collaboration model and as a feature that can be tuned to make

P2P networks even more efficient at distributing content without actual servers [Pouwelse et al.,

2007].

There are some undeniable benefits for distributing and storing information on the network

instead of on a single server. The information will not be at the mercy of a single point of fail-

ure. This is especially true in the case of sensitive information. If the centralized point is com-

promised, all the stored information is at risk. Conventional datacenters and supercomputers

create physical challenges in supplying sufficient electricity and cooling capacity in a single lo-

cation. In the distributed model, the information is protected so that even if any of the nodes

were exposed, this exposure would present only a fraction of the whole information, i.e., the

fraction without other pieces does not show the information in any understandable form.

The downside is that the distributed system is dependent on the network and other comput-

ers. In a distributed environment, the most suitable information requires low connectivity be-

tween nodes because of the unreliable nature of long-distance network connections. This makes

continuous services, such as streaming video, more difficult to design. Furthermore, the user
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needs to sign in to the system to authenticate access to the information from several computers.

Reliable authentication has always been problematic on information systems and it is even more

problematic in distributed systems.

In a distributed system, interfaces play an important role. An interface is basically any point

where two complex systems meet each other. The interface design defines the rules and condi-

tions of exchange between those two systems. In user interface design, one complex system is a

computer and the other is the user. Modern user interface design can be divided into two cate-

gories: designing for the computer display and designing outside the screen by any other means.

The interface can be closed or open. An open interface allows adding the means, i.e., rules and

conditions, of interaction between the systems. A closed interface forces the use of a predefined

set of attributes that are given out in handshake. This is also the limit of how dynamic the sys-

tem is. Many closed interfaces can make the system rigid and inflexible for evolvement required

by the users and application developers.

Many of the technological requirements of the distributed computing have already been list-

ed and studied in computer science. L. Peter Deutsch of Sun Microsystems is credited for docu-

menting the first seven oft-referenced fallacies of distributed computing in 1994 in The Fallaci-

es of Networked Computing by Bill Joy and Tom Lyon [Deutsch]. Around 1997, James Gosling,

Deutsch's colleague and another Sun Fellow, added the eighth fallacy. Although the presented

fallacies are not without debate and naturally, they do not present the absolute truth, they are a

set of common but flawed assumptions often made by programmers.

The viewpoints of these fallacies are those of computer scientists. They refer to the computer

networks and how to take best advantage of the network in shared computing tasks, i.e., com-

puter networking. However, these flaws can be seen in some emerged P2P file sharing systems,

too. They offer good grounds for analyzing a content network as well. The fallacies are summa-

rized as follows [Rotem-Gal-Oz]:

   1. The network is reliable.

   2. Latency is zero.

   3. Bandwidth is infinite.

   4. The network is secure.

   5. Topology doesn't change.

   6. There is one administrator.

   7. Transport cost is zero.

   8. The network is homogeneous.
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This is a good starting list for any distribution system and is easily converted into the re-

quirements each system should tackle. Some of the issues raised by this list have already been

discussed with the systems described in the Background chapter. Now, the list is studied in rela-

tion to this research and as requirements for the solutions presented in this dissertation. The net-

work is as reliable as the components it is built from. Hence, if the network is built of consumer

terminals, it is at the mercy of consumer-administrated terminals that can be partly broken, very

old, or unpredictably unreliable, in contrast to the claims of items one and eight above.

Unlike item six, we have many administrators that administrate easily breaking and insecure

terminals, which makes the whole network insecure for vulnerabilities in contrast to item four.

Since the terminals are totally in the consumer's possession, they might unplug them from the

network any time rendering item five invalid. Further, not only the terminals but also the Inter-

net connections used by consumers are not of high industrial strength quality. The terminals are

often on the end of unreliable asynchronous connections that fail and suffocate from the traffic

on a regular basis, unlike items two and three claim. To make the network carry more load,

hardware needs to be added - more routers, terminals, switches, and cables. Even though the

cost is spread among more actors in P2P file sharing, somebody always pays for the hardware of

the network unlike item seven claims.

4.4.5.  Dynamics of File Sharing

Many related projects described in the Background chapter focus on a specific technological

enabler, a single technological part of P2P platforms, or a specific application area using this

technology. Far less attention has been given to end users' incentives to use P2P technology in a

manner that maximizes the benefits of the entire user population and the network infrastructure

itself. Feldman, Lai, Stoica, Christin, and Chuang from the University of California, Berkeley,

have performed much valuable work in the area of P2P economics. They are credited with find-

ing typical characteristics of the early P2P economics in an incentive-driven P2P network. They

claimed that the inherent tension between individual rationality and collective welfare produces

a misalignment of incentives in the grassroots provisioning of P2P services [Lai et al., 2003;

Feldman et al., 2004][Christin and Chuang, 2004].
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Free riding, or abusing the altruism of others, is a well-acknowledged problem in a content

sharing network that should be based on equality. Some researchers have offered credit or re-

ward systems to solve this problem [Yang and Garcia-Molina, 2003; Cooper and Garcia-Moli-

na, 2005; Osipkov et al., 2006]. A credit system allows those people who share the most to get

the content they need quicker. Good deeds in the network are rewarded with something usable

in the same network or elsewhere. Essentially, credits form a virtual currency-based economy

next to the sharing model. This has analogies with game currencies in virtual gaming worlds.

File sharing offers popular challenges that are researched by economists. A file sharing cred-

it system has an analogy with the well-known story of the Capitol Hill Baby Sitting Co-op

(CHBC [Sweeney and Sweeney, 1977], popularized by Paul Krugman [Krugman, 1999]. The

CHBC became well known for presenting a simple economic demand-oriented model that can

be used in many contexts. Based on the CHBC, [Kash et al., 2007] presented a theory that both

altruists and hoarders are needed to maintain the welfare of the overall system. However, it is

unproven whether a credit system could work in a large-scale file sharing community and would

repeat the findings of the CHBC.

The biggest limitation in guiding download speeds in a network is technical: applications can

only influence the sharing speeds of the software, not the actual bandwidth that is unreliable on

the Internet at best. People tend to think that other users share because they care, not because of

BitTorrent's or any other private site's download/upload ratio enforcement. Yet, it is rather easy

to prove that the ratio enforcement is a bigger motivator than goodwill. The share ratio, down-

loaded content vs. uploaded content, measures not only the altruistic nature of the user, but also

the speeder’s uplink bandwidth. The users with broader bandwidth are important for the whole

community of the users, who are interested in the same content.

Large capacity peers behave like ad hoc servers that can serve a large population of down-

loaders. It is in the interests of the whole community to feed this potent uploader with the whole

file as quickly as possible. This complete file turns their P2P network into a seeder instead of a

leecher who can only share a fraction of the whole file. Naturally, this also benefits the uploader

who gains the content quicker only if they agree to keep uploading for the others as well. It is

worth noting that this has raised a lot of discussion among BitTorrent developers, because this

thinking is against the reigning tit-for-tat mechanism.

File sharing between two strangers that have the opportunity to influence their sharing

speeds comes down to the so-called prisoner's dilemma in game theory: the only concern of

each individual is maximizing their own payoff. Based on game theory, the unique equilibrium
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for this game is a Pareto-suboptimal solution. The rational choice is that neither individual co-

operates even though the individual rewards would be greater if they both played cooperatively.

This is a mathematically proven result.

This is also one of the fundamental reasons for the ineffectiveness of large P2P systems. The

users, who think primarily about their own gain and act selfishly on the network, are called free

riders. However, the result can be different if the network users know each other. Then, they can

"negotiate" before making the game theory-like decisions about how to behave on the network.

For the prisoner’s dilemma, the tit-for-tat approach used in the BitTorrent network has so far

been the best overall strategy. However, adding a social collaboration dimension to the network

makes it possible to increase the defect decisions strangers tend to give each other. Additionally,

the social collaboration creates social networks that can cover effectively the whole network if

all the users are using social collaboration.

The term commons-based peer production, credited to Yochai Benkler [Benkler, 2006],

means collaborative free software and open source projects. Closely associated with peer

production are the concepts of peer governance and peer property. The former refers to the

manner in which peer production projects are managed and the latter has risen to address the au-

thorship of the work, which often means the new type of licenses, such as the GNU General

Public License and the CC licenses. The new licenses recognize individual authorship, but not

exclusive property rights.

Although some forms of content sharing present peer production efforts in developing appli-

cation software and building content registries, there is no sign of the efforts that would aim at

distributing content to everybody as widely as possible on a content network. Rather, a content

network is quick to divide into privileged communities with members that have access to more

content and quicker download speeds. This is emphasized by different bandwidth capacities.

Yet, even regular users and free riders have access to content that used to be the privilege of in-

ner circle members. This change is best explained with altruistic behavior (Section 4.4.5 Dy-

namics of File Sharing, p. 216), fame factor (Section 2.4.6 Semi-Professional Piracy, p. 108,

and problems in secure DRM (Section 4.3.2 Four Ways of Protecting Content, p. 197).
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4.4.6.  Shared Bandwidth Capacity

As a parallel development step, both the Web and P2P file sharing networks have changed in

serving digital content in pieces. On the Web, this means the use of Web APIs, which are sys-

tem interfaces on the Web. System interfaces are used with service calls that request data from

various systems to the Web browser. For example, a requested Web page can be a collection of

fragments from many content systems. The Web page has become a presentation that is dynami-

cally created for the user using pieces of information from many servers. Collecting pieces is

usually processed on the fly and transparently to users as the network connections have quick-

ened. It is also increasingly common to make user-customized Web pages that are based on user

profiles or a user's prior use of the service. This means that every Web page download requires

operations from many systems and increasingly more computing power, because Web pages are

patched up repeatedly.

Computing a presentation from fragments is natural to P2P systems. Since a P2P system

does not have servers that would continuously feed content as whole pieces, content is down-

loaded where it is available, as long as it is available, and from many places at the same time. In

BitTorrent, the collection of content-providing nodes is called a "swarm." This means a group

of nodes that feed the fragments of the same digital content file using the BitTorrent file distrib-

ution protocol. The way a P2P system uses its nodes is more active compared with the Web

example: the greater the number of active nodes there is in the swarm, the faster the download

is. All the nodes are feeding data within their capacity depending on the changing demand.

From a sustainable communication viewpoint, it is important that none of the nodes grows more

important in data traffic than the dynamics of the network allow.

If the content demand is growing geographically, a single node from the beginning of the

growth cannot serve new nodes as efficiently as can the neighboring nodes in the new geograph-

ical region. In addition, relatively speaking neighboring uplink connections are cheaper and

more environmentally friendly to accommodate than a huge data center in a far away location in

the network. According to the nature of peers, the time peer used for downloading can be used

for uploading as well without increasing the total amount of consumed energy. More important-

ly, the capacity is easier to adjust by increasing and decreasing network nodes in relation to ac-

tual need than preparing a central node for anticipated demand peaks.
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A new party in this area is the group of consumers who have a fast connection to the content

network, but do not need the whole capacity all the time. These users have already become

valuable in P2P file sharing networks offering good download speeds to others. This work ar-

gues that the decentralized distribution of content makes sense even to the biggest providers. In

a world of ever-increasing network users, operators do not necessary have the capacity to host

all the customers at the same time, especially when many consumers want to watch the same

live programming, e.g., a sporting event. From a business perspective, it is not sensible to build

an architecture for only a few peaks in demand. There are business and technical solutions to

solve this.

To tackle high demand, professional publishers categorize their customer bases: the more

you pay, the more you can watch your favorite sports in the best quality. They fill their cate-

gories based on this demand and start selling the slots from the more expensive categories to the

lower price, if they still have bandwidth when the programming starts. Pricing bandwidth is

rather controversial compared with subscription TV with a one-product-to-all approach. Yet,

this model does not rule out monthly subscriptions for higher viewing categories. The most im-

portant point is to bring new business opportunities to the network and offer an environment

where many providers, small and big, can co-exist and all can find customers.

4.4.7.  Google vs. P2P Content System

All content network environments are at the mercy of the Internet Protocol Suite, the lowest

technical network layer that forms the Internet. The IP address scheme has been a burden from

the early age of the Internet, from a time when there were far fewer computers connected to the

network than there are today. Even though a huge search engine such as Google maintains its

search index in massive server farms at its facilities, it cannot make sure that it has all the infor-

mation of the Internet on its databases. At the beginning, nobody considered that all information

on WWW pages was to be found via one search interface.

Search is based on identifiers: in WWW and a P2P system, it is possible to find a resource

using the identifier of the resource, normally the URL or DHT Hash ID respectively. Although

the search index is a distributed structure in a P2P network, where many nodes maintain the in-

formation, it works along the same lines as a centralized index. Both systems need to have a
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mechanism to find identifiers in a search. WWW with a Google search engine and a P2P system

has many similarities but also some significant differences.

Actually, P2P file sharing networks are another example of the Google-type user interface

for resource harvesting. Like several other services, the most popular BitTorrent torrent site, the

Pirate Bay, has copied the simple Google-like search box to find content. As a consumer experi-

ence, there are similarities in using Google and P2P file sharing, even though not everything is

visible on user interfaces. In both cases, a user opens an application for resource retrieval; in the

Web's case it is a Web browser and on P2P file sharing networks it can be the peer client. Then,

often a user types in a keyword for the content they want to find. The important similarities and

differences between using Google and a P2P file sharing client will be discussed step by step.

This is important because this dissertation wants to take steps beyond the experience of using

WWW and Google.

At first, Google searches information throughout the whole WWW. In this step, it should not

have any kind of influence on the source material it indexes into its huge databases for users to

search on its server. In practice, many websites have been optimized for the Google search en-

gine because of its dominant position. To be found means that Google needs to have indexed the

site. The Web is structured and created with free HTML and XML coding that browsers read

from providing Web servers. In addition, the keyword a user types is a free form word and does

not match the coding or particular data field of the Web pages.

In a P2P file sharing network, the designer of the P2P software has also designed the content

injection as a part of the system. The peer client might include an integrated application for do-

ing the injection and there are also specialized applications for uploading content. This makes it

possible on a P2P file sharing network that the content could contain some categorization of

metadata information that benefits the user at the time of the search. For now, P2P systems have

not utilized this possibility much, usually offering only a few metadata fields for searching.

The Web is heading in the same direction by introducing new tags for adding metadata infor-

mation on Web pages. A good example is how Web pages are tagged to include machine-read-

able CC licenses. The ideas of the Semantic Web take this thinking even further by adding se-

mantic meaning to the pages. Based on the Semantic Web, it is important that the Web pages

that were originally created for human readers would become more machine-readable. This is a

contradiction that is difficult to patch up afterwards, since it was non-existent in the initial Web

system plan.
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As a second step, the search results in Google are links to actual content on other websites.

On P2P file sharing networks, the results are references to the resources somewhere on the P2P

network. On the Web, the references are domain names that form an overlay on top of the IP ad-

dress. On a P2P network, the references are identifiers of a P2P overlay that is similarly on top

of the Internet and its own IP addresses. Hence, the Web and P2P are both applications on the

Internet using their own protocols to find resources. In both cases, there is a need to map the

identifiers the content system uses to the IP addresses of the Internet.

If the P2P network has a centralized index server for finding content, it acts in much the

same way as Google, caching content location information without guaranteeing that the content

is still in that destination when a user completes the search. If the P2P network is a so-called un-

structured P2P network, such as Freenet and Gnutella, it always returns real existing results,

even if more slowly than a solution based on indexing. By contrast, structured P2P networks act

like an index server, only the index table is decentralized using technologies such as DHTs.

The Web use often starts on the Google search page by clicking the results links. This is sim-

ilar to the usage by a P2P client. In both cases, a user chooses links that have a reference or

identifier to a destination on a content network. On a P2P network, it is possible to reference

any single peer, as it would be a server. Basically, WWW can be built on top of a P2P network.

This was possible with the Peerscape system from the contributed P2P-Fusion project, see Sec-

tion 1.5.9 P2P-Fusion, 2006–2009, p. 50. In addition, when a user makes a query in a search en-

gine, they do not know the location of the content. When a user makes a query on a P2P net-

work, similarly the search returns potential results and the content is called only after this step

of gathering identifiers.
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4.5.  Content Ecosystem

4.5.1.  Hourglass Content Platforms

Alexa Internet, Inc., the Amazon.com owned company, has tracked and ranked the Internet

traffic to most visited websites since the 1990s (http://www.alexa.com/topsites). Google held

four positions in the top 20 with its global and national front pages in January 2011. Facebook

(2), YouTube (3), Yahoo! (4), Blogger (7), Wikipedia (7), Tencent QQ (9), Twitter (10), MSN

(11), Yahoo! Japan (12), WordPress (19), and LinkedIn (20) are social media services in one

form or another. In addition, Google and another two search engine providers, Yahoo! and Mi-

crosoft, have expanded towards offering many communication and social networking tools, or

buying services. The most important and popular Web services in the world are all social net-

working services.

The cross-organizational and collaborative nature of network businesses today means that

the user will use services from many network sources at the same time. In the case of clear mid-

dlemen, such as Facebook and its developers, the middleman sometimes ensures that the appli-

cations and services used through its facade are cleared and legal. However, in the case of truly

distributed content network this middleman is missing. This implies the need for an almost in-

stant access to and a more reliable and accurate view of the licensing data that will be used be-

tween the service and user.

Large search engines, Web store portals, social websites, payment services, and other opera-

tors have used the current situation to become global powers and wealthy companies. They store

personal information about millions of users, their Web using behavior, social connections,

messages they send, payments, and other sensitive information to create a valuable database of

their users. Since network use is still in its infancy, few users have developed the sense of priva-

cy that they have outside the computer network. Actually, in light of the success of these web-

sites, WWW has turned from a democratic information network into a client–server topology

223



where they affect the whole network, which is contrary to the original design goals of the Web.

Both the Internet and WWW were designed to connect distributed nodes that are somewhat

equal on the network.

One top-level network model repeats in content networks for professional content. It can be

called a "hourglass model" because of the shape of the data traffic flow. Traffic is guided

through a centralized control point for monitoring, possibly for charging, and often for advertis-

ing. This is common in a collection of free services that encourage people to repeatedly access

their sites. For "free" services, the users give them assets than can be turned into revenue. The

most obvious benefits is advertising.

However, a more important and interesting area is the information users give to the company

during only brief visits to the company's website. This is highlighted in the services where users

visit only to continue to another website. WWW technology allows the website to record the re-

ferring Web address and so they know the link that the user followed away from their sites. By

checking the referrer, the company knows where the user came from. Referrer logging is a tool

to identify users visiting the website. In the case of search engines, the company naturally ac-

quires the information of the searched content and the selected link in the search results. Con-

sidering that every connection also leaves IP number information that can be used to track the

geographical location of the user, even a brief visit to a website can turn into valuable marketing

material.

Facebook is hailed to have an easy and open application platform for third party developers.

Yet, all the traffic to the developers' sites goes through Facebook's Web pages to the extent that

a regular user does not know. Even regular non-application Web pages open inside Facebook's

frame that includes several functions, such as recording the visited external address. Some users

use other websites never leaving their Facebook account in the background. In other words, a

Facebook user gives the company permission to record all their Web use.

This hourglass thinking is tightly bound with the network addressing and domains on the In-

ternet. It resembles the value of store location in marketing. The technical network addresses

have become cleverly invented brand names and valuable assets to the companies on the Inter-

net. This is the address the potential clients need to know, and it has often been marketed with

investments in traditional media channels as well. The same goes with the Pirate Bay torrent

site, which is almost a household name. Any popular website becomes a valuable asset because

of its user base. Yet, from a system functionality point of view, it is not necessary to bind a

technical address to the brand name. Rather it would be easier if companies did not need to pro-
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mote the network address in addition to the company brand. This dissertation proposes a way to

create both branding and trust on the distributed network without address names.

4.5.2.  Anyone Publishes and Everybody Shares

In P2P file sharing, an uploader does not lose what they give away. Copying content makes a

lot of sense, since both parties gain and the wealth doubles. One of the initial creation ideas of

WWW was to enable the scientists of the physics community in CERN to share their contribu-

tions among themselves. Now, the same opportunity has become within the reach of more peo-

ple in regular homes and offices. One of the promises of the Internet is that people are able to be

their own publishers, for example, by using personal websites to make their views and interests

known. As an idea, this is the best form of democracy. Ironically, self-publishing has become

more common with the commercialization of the Internet. Before commercial companies started

offering publishing platforms, few people set up their own Web servers to publish their content.

Even now, users spend more time reading or downloading information and less time publish-

ing. Not everybody has found a writer inside. Both technical support and business logic are built

on this observation. Professional publishers and ISPs have structured their offerings around the

asymmetry to serve content to consumers instead of offering amateur content providers an up-

link to the Internet, assuming that there are only a few authors in the world and millions of con-

sumers support asymmetric broadband optimization. Owing to the obvious difficulties to run a

Web server at home, WWW has not remarkably changed this setting.

The assumption that content sources would be owned and managed only by few publishers

and would be reachable only in a few network locations have proved untrue. The strongest real-

ization to break this fallacy is the fact that users do not need to create digital content to publish

it [Oram, 2001]. P2P file sharing networks have shown that any personal computer can be the

initial source for large distributions, even though the current information infrastructure, business

models, and legislation do not support it.

Information technology and especially the Internet have brought a new content environment

to the mass audience. It has features that have the potential to change the sharing culture among

people. The use of the Internet has been driven by a sense of what can be downloaded from the

Internet is free for the taking. This is the heritage of the network before commercialization took

over later. There was a time when e-commerce simply did not exist and all content was free to
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take. Now, the ease of digital content redistribution has created a wealth of “free” digital content

on the Internet regardless of the copyrights of the content.

Increasingly better search engines make content discovery relatively easy. People have found

on the Internet a new entertainment channel that provides them with the newest content and of-

ten for free, especially for those who are tech-savvy. The zero-loss copying of digital content,

the global-scale information network, and a flat-rate broadband network connection ensure that

whoever decides to upload content in the first place will find the audience. The uploader does

not really lose anything, but gains the gratitude of their downloaders, their community. More

importantly, the attitude of consumers' ownership of their digital possessions is different from

owning something more concrete that is lost if given away. The success of file sharing commu-

nities proves that digital content is easier to share even with strangers.

Amateur publishing and social networking websites have made online content services pos-

sible where thousands of people participate simultaneously in many-to-many communications.

Long before "Web 2.0", this opportunity was already offered by Usenet newsgroups and discus-

sion forums that were hosted on hundreds of thousands of servers on the Internet. However, the

new services have offered many tools to make the content more appealing to consumers. One of

the most important features is WWW's basic functionality to cross-link between users and

content.

In addition to the links to professionally published content, amateur bloggers make links to

each other's sites and articles to comment and support other writers. The explicit links between

writers make social networks obvious. After linking, the writers have a connection between

their blogs at least, and they are then possibly connected by a reader who stumbles across either

of them. Another way of interpreting the links is to see them as connections between content

items associated by a human user. In either case, linking a blogger adds meaning to the content

network. There is a reason to create the link in the first place, and by understanding and taking

advantage of this link it is possible to automatically categorize this content for browsing and

searching activities.

An interesting phenomenon related to blogs is their interconnected and service-oriented na-

ture. They often use the Really Simple Syndication (RSS) protocol that is used to publish a feed

of website content in a simple and efficient way. A user and a website that subscribes to this

feed will have automatic updates with further interactions with the original source. This can be

seen as a precursor of future service-oriented computing applications, where heterogeneous re-

sources are interconnected into P2P services with no single central control point.
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E-mail and IM applications have already provided full support to interpersonal or group

communications. This is characteristically one-to-one or one-to-several communication and it

keeps the social bindings hidden in address books. A step towards broader communication is a

group e-mail with many visible recipients or a mailing list that publishes its members. Social

networking websites are a natural extension to mailing lists. Yet, they have brought several new

important elements to communication: the communication takes places in the network and a

part of the communication might be public and available to people who have nothing to do with

the initial communication. This functionality is similar to discussion forums or to blogs that of-

fer a discussion forum.

It is easy to find analogies in modern computer networks to the past communication meth-

ods. The common factor is that the communication initiates when there is a reason to pass on in-

formation or a message. The contact for the communication is established when the communi-

cation need is factual. Usually, the rest of the time there is no established connection. Hence, the

message is the initiator. This remains the same, even though media applications send a huge

wealth of messages today. It seems that the need to communicate has exploded compared with

the phone call era. Naturally, there are many factors for more messaging nowadays: sending

messages is cheaper, there are more ways of messaging, messaging applications are more direct

and easier to use, and messages create reasons to respond, which is a self-feeding system to cre-

ate even more messages.

The final argument is the strongest from the viewpoint of this research. Content network re-

search states that the content is the reason and the glue for communication. It happens around a

piece of content, whether this original content is a message from a friend or a piece of news on

which to comment. This dissertation argues that a social networking application is a content-

centered application where the content plays the role of the communication initiator. Users who

share content are directly or indirectly connected through the content depending on whether the

content initiates further communication. A piece of content in a content network brings total

strangers to communicate with each other. The content facilitates discussion. This is a strong

lock-in strategy that publishing platform companies want to use. The content and the followed

user contributions will bring users back to the marketplace.

Advertising is a true test of communication. Marketers want to get their promotional mes-

sage through, but users do not want marketing messages to be irrelevant to them. In a content-

centered network, advertising is attached to what content users are looking for. This is the aim

of the advertisers in the centralized model as well. Marketers want to customize advertising
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based on the content and its use on the network. At best, promotions are an accepted part of the

extra material and information attached to the content item, just like other descriptive informa-

tion. For example, a user has collected a list of links that lead to some digital product at the low-

est price. In this case, the value-adding information is a natural part of the metadata that aims to

give all possible information about the content. It is price information in this case.

This change calls for novel ways of binding the promoting information to the content. Most

importantly, in a content-centered network enhanced with social networking, advertising be-

comes more tied to the content and chosen and recommend by users to other users. This also has

the potential to raise the quality of advertising, because like all the other content in a decentral-

ized content network advertising is also distributed based on its popularity. In the lines of credit

systems, the other option is to tie advertising to the clear benefits users gain on a content net-

work. For example, the user rights of the content can require the user to view the advertising in-

formation before they are allowed to open and watch the actual content. It is a part of the future

research to estimate the effectiveness of such a content-centered model in advertising.

In a centralized content network model, the central node makes the decision about what to

show on behalf of the user. In a decentralized model, the intelligence of the content search is in

the clients/peers that connect to the content sources. The user application can decide what infor-

mation it fetches from the online services. Since the user does log in hosts, the advertising also

needs to move with the content. As a result, the role of the media becomes more like a service

and less like a one-way information feed from the producers to the media consumers. Over 10

years ago, Walter Bender from the MIT Media Lab envisioned this service model of media

production in the following way: "In the news-as-a-service model, the consumer of news is an

active, engaged participant." This service model encourages two-way communication between

traditional media producers and the consumer, and communication within communities built

upon shared interests.

4.5.3.  Content Differentiation

Privacy, freedom of speech, and content moderation are much-discussed topics on the Inter-

net. Before the Internet era, mass printing and mass publishing were in the hands of the few who

were also the moderators of their publishing work. Naturally, this oligarchy also benefited the

mentioned controllers, both big media companies and in some cases governments that con-
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trolled the publishing companies. Now, hardly anybody is able to control the illicit content of-

fered on the Internet. This has become obvious in several public child pornography cases, for

example.

Frequently, the censorship of the Internet has risen into a public discussion. There have been

many contradictory rulings as the legislators have tried catch up with the development. By con-

trast, some private people have been sanctioned for having links on their sites to illegal sites.

Yet, at the same time, the same content can be found on Google all the time. Even though

YouTube makes money from the content people upload to its site, they do not take responsibili-

ty for the content they show to the world. The Internet is a mass broadcasting tool unlike any-

thing else and it is very difficult to control.

Causing a lot of public debate, the idea of censoring the Internet has been implemented in

China, which has tried blocking many Internet sites from its citizens. In western countries, the

questions are still unanswered: what content should be allowed on the Internet, who are allowed

to be content creators, who are the censors, who censors the censors, and what happens to free-

dom of speech? As it is, YouTube, among many other sites, has contained lots of sensitive ma-

terial at some point, including soldiers torturing prisoners, dogs, and civilians.

The Internet is a chalkboard and its users have been given chalk by the companies hosting

free content services. Who should be held responsible for the content: the user who uploaded

the content or the publisher whose system was used to deliver the message? Yet, as it is now,

the hosting service always profits from even the illegal content based on its Web traffic and

resulting advertising revenue. In many cases, it has been enough for the site to take down the

content when somebody outside its company reports it. But they do not need to return the rev-

enues they have already made with the content.

However, free content hosting sites are a natural extension of freedom of speech, which the

Internet community holds dear. They are a marvelously rich channel for the communication of

ideas and sharing of unique content, which could not happen any other way. They not only offer

a platform and a forum for presenting illegal and offending content, they can accelerate criminal

activities that have become location-independent and worldwide. Should the good of the many

be sacrificed to control the poor behavior of the few? Will the existence of content websites

have any effect on the human source of atrocities or will the criminal material only find new

channels?
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In addition to advances in technology, such as the automatic detection of human flesh in

videos and images, informal social control mechanisms could be censored as well. This is often

discussed also under the topic of distributed moderation, which has already started appearing on

some content sites. More importantly, enabling this kind of "soft censorship" requires better ac-

countability on the part of the network. The anonymity, or the lack of accountability, is one of

the strongest drivers for people to break the law on the Internet.

4.6.  Sustainable Communication

In less than half a century from its creation, information technology has grown from an ex-

periment into a discipline that penetrates through all areas of business and life. With many tech-

nical developments, humankind has expanded globally in its achievements and confronts ques-

tions that have planetary consequences. Computers and the technology around them are just one

example of the unpredictable nature of the technology development. The modern Internet and

the connected computers of the network have lead to countless kilometers of computer cables,

millions of routers and other active network components, computers constantly running on net-

work duty, and a whole industry of companies and people to keep the huge system rolling.

Many companies are totally dependent on their own information systems or the systems they

hire from providing companies. Computers, telecommunications technology, and network in-

dustries have ceased to be only solution providers; they are now a part of the problem. They are

responsible for the increasing burden on the environment and how we shape the world. Al-

though ICT promoted the advanced ideas of the paperless office and cheaper message distribu-

tion, it now consumes more energy than many other industry sectors. To put it other way, it has

become increasingly important how people connect to the Internet, what kind of devices they

use, and how the exponential demand for more bandwidth will be solved. What is economically

feasible if the Internet continues to grow at its current rate? How will this growth be environ-

mentally sustainable? The current solutions focus on servicing the growth with the same tools

that were born to create the infrastructure. However, none of the original Internet tools was

meant for the current traffic and user figures. It is the time to ask if the current technology is

suitable for the current Internet from more viewpoints than just technological performance.
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What will be the consequences if the content traffic growth is facilitated by just adding more of

the same?

The need for energy comes down to the structure, design, and technology that build the con-

tent network. The decision of which data transfer protocol to use cumulates in an electricity bill

for both companies and consumers. The important decisions for future content networks and the

Internet architecture have global ramifications. How many nuclear powerplants and other forms

of energy sources does our current global computer network require to work? Is it realistic to

support exponential growth by adding new computers with similarly growing numbers?

4.6.1.  Optimazing the Hardware Use

In this work, the customers of the local operator are divided into three subgroups: a con-

sumer, an amateur content provider, and a professional content publisher, see Section 4.2 Stake-

holders in the Distribution Process, p. 183. They all use the network in their own ways. Some-

times the same solution can satisfy the specific requirements of two parties. For example, an

amateur content producer benefits from a network infrastructure that allows publishing without

running an expensive server or paying a professional publisher to run a publishing service. A

professional publisher might benefit from the content of this same amateur producer in the form

of advertising revenue.

Even though a professional service provider hosts content seemingly for free, it still needs to

pay for the invested hardware and bandwidth. This money comes from other network users,

companies, and consumers indirectly. There is no such thing as a free service on the Internet in

the whole network level. The service operator benefits by providing more content with the same

investment, i.e., it can serve a wider base of users with less hardware. Hence, the overall design

goal should be to maximize the use of all the connected and invested hardware. This thinking is

not limited only to the devices distributed by the operator, but also includes the connectivity that

is offered by PCs and other network terminals that do not use their capacities to the maximum.

This is where financial objectives meet the sustainable information technology viewpoint.

Information technology has been blamed for wasting resources. Rapid development has

made computers look old very quickly and companies want to upgrade to hardware that gives

more performance for the same level of investment. Additionally, computers constantly use

more energy, yet they use only a fraction of their overall capacities. In the bigger picture, it
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makes a lot of sense to harness these idly sitting resources to build a network infrastructure that

makes this possible. More importantly, the key to using all resources is a software question that

is simpler to solve than, say, inventing alternative energy sources.

Operators have the incentive and means to take better advantage of their own networks. They

have always had an important role in designing the modern Internet. They were active to in-

troduce subnetworks onto the Internet, firewalls to protect their networks, and asynchronous

traffic that is the most common Internet connection type nowadays. It is arguable how beneficial

these things have been for the overall development of the Internet, but it is undeniably true that

greener computing is beneficial to everybody.

Along with big Internet companies, local network operators have started noticing that they

cannot accommodate the exponential growth of the Internet by building ever-bigger data

centers. The physical space and cooling solutions cannot grow exponentially. Additionally, the

decision to upgrade television networks to the IP network in the hope of future applications has

created an investment that is difficult to use with crippled set-top boxes. Moreover, guarantee-

ing the quality of service for the customers during demand peaks has created a lot of excess

hardware investments and maintenance costs. The resulted infrastructure is not flexible in any

direction: in demand peaks that surpass capacity, in service advancements such as higher defini-

tion quality, or in decreasing demand when the investments are impossible to dissolve.

It is time to rethink operator networks in light of our changing requirements and opportuni-

ties. The current networks are largely based on the client–server paradigm, i.e., users contact

servers with their terminals. In fact, the service providers cannot keep up with the increasing de-

mand for the most popular services on a few network nodes and this can be seen as declining

service quality. The operators struggle to serve even poor quality video clips. In this model, the

data transfer channel is used optimally only in the other direction. As the computing power is

concentrated on servers, the terminals use and share only a fraction of their capacities. This set-

ting is also the most common base for the pricing structures and business models.

It is beneficial for all parties on the network, i.e., consumers, service providers, and the net-

work owner, to use the network in a supportive way. Owing to a lack of incentives, users have

been reluctant to share their computing resources on networks. The term volunteer computing

has been coined to express resource donations to the network [Sarmenta, 2001]. It has a similar

nature to donating money to charity. As such, it has not been successful. The change has been

hindered by the old thinking where terminals and bandwidth are paid for and owned by users.

They also administrate and control these resources with varying technical skills.
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An interesting question regarding volunteer computing is how to attract and reward contribu-

tors for donating their computer resources. If the Great Internet Mersenne Prime Search (http:/

/www.mersenne.org/), the first large-scale public volunteer computing project launched in 1996,

or the Search for Extra-Terrestrial Intelligence (http://setiathome.berkeley.edu/) sound too sci-

entific and distant, maybe understanding protein folding, misfolding, and related diseases (http:/

/folding.stanford.edu/) interests a user. As with all charity, it helps if the donator can relate to

the cause and experience it personally.

Another way is to appeal for social responsibility and participation in the good of hu-

mankind, or corporate social responsibility [Porter and Kramer, 2006] in a company's case.

What is common about volunteer computing applications is that they rarely do anything but

their own processing, i.e., the application does not have another primary function that could be

the motivation to use it and the volunteer computing would be a background activity. Even

though the client software, which the user cannot use for anything else but donating, is given

away for free, there might not be enough incentive for a user to give out resources from their

computer. The incentives for sharing have been described as an economic problem in some pa-

pers [Alexandrov et al., 1996; Antoniadis et al., 2004].

A common argument against voluntary computing and P2P file sharing has been that users

do not want to share their paid resources, such as CPU cycles, storage space, and bandwidth, for

free. This thinking is encouraged by the PC era in computing and business models that support

it. By contrast, P2P file sharing has changed this thinking, because many popular file sharing

applications simply deny content from users who refuse to share in return. To receive you need

to give. This has created a stronger incentive than simply voluntarily giving away paid for but

unused resources. It is important to remember that in volunteer computing the cost for the con-

sumer is the electricity bill and the wear and tear of the device, since digital copies do not

remove the original.

4.6.2.  The Role of The Operator Device

The next computing era is service-oriented computing and ubiquitous computer networks.

This emerging era does not emphasize computers, nodes, and hosts such as the original Internet

and WWW design. The web-like Internet is said to have its intelligence on the leaves, i.e., the

connected computers. WWW started from the same thinking, but now it is dominated by a few
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strong server nodes. Unlike the former, the next era places the network at the center of the sys-

tem as its most important component. At the abstract level, instead of a single node, the network

delivers services to the users who are more concerned by being serviced than which computer

they use.

The operator owns the network and the terminals that are used by its customers to connect to

the network, whether the devices are modems or set-top boxes. A typical setting is that a cus-

tomer picks up a network device as a part of the content subscription with the operator compa-

ny. In current business models, it already makes sense for an operator to give away a sophisti-

cated set-top box/DVR unit to a customer to take home. From time to time some companies

have also experimented with giving out a free PC as part of an Internet access deal. In the fu-

ture, computers that used to be tools from offices turn into true consumer electronics. They have

specific tasks, such as playing music or movies, and their user interfaces are very different from

office PCs. More importantly, users do not administer consumer electronics in the way that they

have to worry about personal computers. The user attitude is different between a consumer elec-

tronics device and a regular PC.

In the future scenario of this dissertation, a user that has battled against numerous PC prob-

lems will use a zero-configuration device to satisfy many of the communication and computing

tasks previously undertaken by the personal computer, especially in the entertainment domain.

At the same time as the device remains the operator's property, the user is freed from the admin-

istration of this device. The black box coming from the operator is hooked to the electric net-

work and to the broadband network, the two important connections in future homes. Both

connections include their own challenges. The challenge of the electric consumption will be dis-

cussed later.

It is essential to this solution that the terminal devices stay in the operator's control. Even

though the terminals are at customers' homes, the operator can use the terminals to build a more

profitable network. The immediate benefits include easy market penetration because customers

do not need to invest in a terminal, new pricing models that break the asynchronous data traffic

architecture that hinders the network's true potential, more security against vulnerabilities such

as viruses and hostile attacks, and lower overall maintenance costs because consumers are freed

from maintaining their terminals. There are already many signs of this development.

Some companies are cautious of broadcasting digital content on the Internet because they are

not satisfied with the current copy prevention systems, yet they are willing to broadcast on a

digital cable network. In both cases, the receiver end is a computer, even though a cable receiver
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is called set-top box. In both cases the end-terminal is capable of redistributing the content for-

ward to other distribution channels, such as P2P file sharing networks. One fundamental change

digitalization has brought is the ease of crossing distribution channels from one to another, even

by a single consumer. This gives the much talked about digital convergence an extensive

meaning.

A parallel development with an increasing bandwidth is the increasing size of displays. This

is an opportunity to build new services and applications that will use the larger areas and better

resolutions new displays offer. For example, the screen might display information and content

from several sources at the same time, such as a portal to various video broadcasts. However,

the better resolution might demand even more bandwidth than the current broadband connec-

tions can offer. This is a clear potential advantage for the local operators that can provide a bet-

ter end-to-end connection within their own networks as well as offering high-definition

programming.

Remote service providers that compete with Internet content cannot offer better connections

unless they become local with considerably higher investments. An interesting new strategy for

foreign providers is to use their customers' uplinks to redistribute their content, and thereby be-

come closer to the customer in this way. The biggest obstacle to this strategy is the asynchro-

nous consumer connection plans that operators use for price differentiation.

From a network point of view, DSL, cable, and wireless broadband connections have usually

much lower upload speeds than download speeds. P2P file sharing applications use the upload

capacity to the maximum, because users need to upload as much as they download. However,

many operator networks have limited return channel or uplink capacities. In a typical IPTV net-

work, the architecture is optimized for one-way distribution of TV streams and videos from the

operator's Video-on-Demand store. Even though the Internet gateway connection of the operator

could carry the P2P uploads to the rest of the Internet, it is the local operator network infrastruc-

ture that gets into trouble because of too many P2P uploads. It is easier to build and control the

network when there are fewer major content sources.

Personal computers are still the choice for many consumers to connect to the Internet. How-

ever, the way of using networked devices has changed. People are regularly using social net-

working sites and they have an increasing number of communication channels, such as chat

boards, discussion forums, messengers, microblogs, blogs, Web feeds, and so on. They check

these communication channels frequently. Many home computers are also music or video juke-

boxes and content recorders that support them in a server-like manner. This altered use of tech-
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nology and user behavior has a great impact, both environmentally and on the content and net-

work business sector. Could the network operators develop their own service provisions, since

they already provide consumers with their Internet connections and with some hardware? Could

their services become environmental and efficient?

This work includes a thorough study of existing content networks. It suggests that consumers

want to keep their Internet connections switched on for longer. To move a share of the data

centers’ load over to the network, the devices need to be switched on constantly to serve the net-

work use. This could not be asked of consumers with their own devices, but it is possible with

devices given by the operator. The interesting question is the power consumption effect of the

always switched on devices on the network. Which way will power consumption become signif-

icant in a large network of thousands of devices if consumer devices are regularly left switched

on?

The content consumption devices provided by the operator can offer an alternative to energy

inefficient desktop computers. Small size-factor computers have the potential to provide many

of the same services that PCs can offer, yet consume a fraction of the energy. The objective is to

find out how much energy a large consumer device network uses and what effect could new low

energy devices can have. The computer-like customer devices given and owned by the operator

would create a computer network as an extension to the rest of the computer architecture. The

question is how to make the best use of this network architecture both environmentally and bus-

iness-wise. What kind of box should the service provider provide to maximize the consumer's

benefits while creating an unrivaled consumer experience?

The envisioned hardware platform can carry out the tasks of the operator's current IPTV ser-

vice. The existing gateway, router, and set-top box devices can be replaced with a new low en-

ergy computer. The proposed multi-purpose device, with more hardware and software capabili-

ties, could cost about the same or only slightly more than the combined price of the current

gateway, router, and set-top combination. In both cases, the operator could enjoy off-the-shelf

products and volume discounts. In essence, it is proposed that the operator provides a unit that is

more a general purpose computer than the tested IPTV devices, see Section 2.5.2 Power Cost of

PC Networks, p. 116.

The service model is slightly different. This minicomputer is installed out of sight, such as in

a closet. This becomes the data communication hub for the house. The device remains the oper-

ator's property, even though it is located in the consumer's house. It is already typical that opera-

tors can access their gateway devices and cable set-top boxes from the network. This offers full
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control of the device. Access by the consumer is offered via a Wi-Fi connection or local area

network. Even better, if residential houses had more data communication wires in place, they

would take on the same role as the electricity and telephone wires within the house. The wired

environment is flexible, because the consumers can add extra storage capacity and other devices

by plugging detachable units into any of the room sockets. These operator-owned boxes form a

Wi-Fi hotspot network for ad hoc use in the city. This kind of hotspot network is often built,

overlapping with an existing consumer Wi-Fi network, even though they are owned by the same

operating company.

Zero-configuration and zero-maintenance make this device an appealing solution to both

consumers and the operator. A customer with technical know-how can install the device. It is a

quiet box with no fan and it has a lower energy need than desktop computers or servers. If pos-

sible, the box and the components should be made from recycled materials. If something breaks,

it is possible for the whole device to be replaced. In this way, it takes on the same role as cheap

consumer electronics. All combined, the solution should dramatically decrease the number of IT

professionals needed.

The device has dedicated circuitry for video decompression and information decryption. A

special circuitry offers more processing power in its key areas than most powerful PCs; it has

digital content distribution and e-commerce. The TPMs of the device can secure data transfers

between consumer devices and service providers. The built-in hardware security, supporting e-

commerce and the charging procedures via the operator's regular billing system, creates an easy

-to-enter and a fruitful framework for smaller entrepreneurs. This is an opportunity still unex-

plored by many operators, whereas credit card companies and PayPal are offering similar, less

secure software-based services on the operator's network.

4.6.3.  Power Consumption Calculations

The overall information network design has become a significant factor in energy consump-

tion. To save electricity and to facilitate the exploding growth of Internet use, it is necessary to

find alternative methods for implementing large-scale networking and digital content consump-

tion. Instead of studying how to optimize data centers, where much of the research is concen-

trated on the big existing investments, this dissertation focuses on the opportunity to move a

share of the data centers' workloads over to the network.
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Typically, large-scale content network systems have been handled by general purpose com-

puters acting as storage servers that connect to storage units. The servers act as intermediaries in

passing data to client systems such as personal computers or set-top boxes on their networks. As

the number of simultaneous service requests increase, the requirements for storage device data

transfer rates and capacities increase, i.e., the storage server must handle even more data faster.

As data rates increase for storage devices and communications links, the size of the server and

the total data throughput bandwidth must also increase to provide the required capacity.

These high data rates and capacity demands tend to drive the storage servers into the high-

end class, which can be expensive to purchase and maintain and yet they can have severe scala-

bility limits. A common solution is to distribute the storage systems and storage devices closer

to the customers over the network to area centers and even to different countries. The control of

the network and its hardware can still be kept in the centralized control center.

This dissertation work examines the use of end-terminals to provide a similar storage distrib-

ution as the area centers. The opportunity for this approach has arisen from ever-faster con-

sumer broadband connections and better and more inexpensive home hardware. There are many

issues to consider in this field, such as reliability and integrity, privacy issues when storing in-

formation on private devices, fail-safe measures when nodes come and go, and the end users' in-

centive to share the bandwidth.

This study concentrates on the most energy-consuming parts of the operator and content net-

work. It attacks the energy consumption of the data centers by increasing the efficiency of the

terminals. The routers and switches of the network still consume little energy compared with the

servers and terminals. The key argument put forward by this dissertation is that the devices, al-

ready at home, include capabilities that can execute the functionalities of the servers and net-

work devices. Naturally, a general implementation of this strategy would require more initia-

tives such as the EU's Standby Initiative [EU], which brings together the stakeholders of the

market to agree on mutual rules and standards. However, there is a quicker route to achieve

results: an operator is the sole owner of its hardware on its own network. Hence, the focus of the

presented business case and the proposal is based on the hardware that the operator provides to

its customers.

The aim of the proposal is to offer a device that can carry out most of the networking needs

of a household, not only IPTV needs. The aim is to replace the majority of PCs with a consumer

device given by the operator. Indeed, this scenario expects that instead of encouraging con-

sumers to switch off their devices, they will be kept on to enhance network functionality. This is
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also in line with the anticipated altered use of networking devices and in an effort to save the

running costs of the operator. To understand the effect of this scenario on a large operator net-

work with many consumers, the following diagrams illustrate how quickly energy consumption

accumulates when the number of installed units increases and how much these consumer de-

vices save, compared with a desktop PC. They also explain the difference it would make to

change from the 20 W range down to new 8 W devices, according to EU recommendations.

Table 5. shows the power consumption of 8 W devices. Table 6. shows the same figures for

20 W devices. Lastly, Table 7. shows the difference between the two previous tables. The X-

axis presents the average daily use of all the units on the network from one to 24 hours per day.

The Y-axis is the increasing number of devices. For example, in the first diagram (the 8 W

devices), a network of 10,000 devices where the average use of devices is 12 hours would mean

960 kWh of energy consumption per day. This gives a base to calculate yearly consumption

figures later.

Unit A: 8W 1 h 12 h 16 h 20 h 24 h
1 8 96 128 160 192

10,000 80,000 960,000 1,280,000 1,600,000 1,920,000
100,000 800,000 9,600,000 12,800,000 16,000,000 19,200,000

1,000,000 8,000,000 96,000,000 128,000,000 160,000,000 192,000,000
2,000,000 16,000,000 192,000,000 256,000,000 320,000,000 384,000,000
5,000,000 40,000,000 480,000,000 640,000,000 800,000,000 960,000,000

Table 5: The power consumption of the 1–5,000,000 consumer device network in Wh over time.

Unit B: 20W 1 h 12 h 16 h 20 h 24 h
1 20 240 320 400 480

10,000 200,000 2,400,000 3,200,000 4,000,000 4,800,000
100,000 2,000,000 24,000,000 32,000,000 40,000,000 48,000,000

1,000,000 20,000,000 240,000,000 320,000,000 400,000,000 480,000,000
2,000,000 40,000,000 480,000,000 640,000,000 800,000,000 960,000,000
5,000,000 100,000,000 1,200,000,000 1,600,000,000 2,000,000,000 2,400,000,000

Table 6: The power consumption of the 1–5,000,000 consumer device network in Wh over time.
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B-A: 1 h 12 h 16 h 20 h 24 h
1 12 144 192 240 288

10,000 120,000 1,440,000 1,920,000 2,400,000 2,880,000
100,000 1,200,000 14,400,000 19,200,000 24,000,000 28,800,000

1,000,000 12,000,000 144,000,000 192,000,000 240,000,000 288,000,000
2,000,000 24,000,000 288,000,000 384,000,000 480,000,000 576,000,000
5,000,000 60,000,000 720,000,000 960,000,000 1,200,000,000 1,440,000,000

Table 7: The difference in power consumption between 8W and 20W consumer devices in the 1–
5,000,000 unit network in Wh over time.

In the following cases, the number of devices and the usage time is increased. To calculate

the energy consumption numbers in monetary units, the sample electricity prices in the US are

used. In the US, the average cost of residential electricity was about 11 cent/kWh in January

2009 [DoE, 2009]. It is worth noting that this is one of the lowest figures in the world and often

electricity can cost twice as much [OECD and IEA, 2008]. A comparison point to these tables is

in Table 2 with the figures from the use of a desktop PC, see Section 2.5.2 Power Cost of PC

Networks, p. 116.

Case 1: A network with a consumer base of 10,000 units, running at an average of 12 hours

per day. The energy consumption using 20 W devices is 2.4 MWh per day and 876 MWh per

year. This means that by using 8 W devices, there is 1,440 kWh in savings per day and in a year

this means 526 MWh in savings. In the US, the overall cost of using the 20 W devices would be

roughly 58,000 dollars more for the consumers, or less than six dollars per consumer.

Case 2: If the network becomes larger and the figures head further in the direction of the

anticipated altered consumer behavior in the larger network, a 100,000 device network could

run an average of 20 hours per day. Then, the energy consumption using 20 W devices is 40

MWh per day and 14,600 MWh per year. In this case, the save from changing to 8 W devices is

8,760 MWh or about 964,000 dollars.

To provide more perspective to the figures, this case requires about five MWh wind turbines

to run for a year to serve yearly energy for the 100,000 device network of 20 W units. In refer-

ence to Table 2., a similar size network of desktop PCs would require 111,690 MWh per year,

which is 97,090 MWh and almost 11 million dollars more than with the 20 W devices. By con-

trast, a switch to a 20 W device would mean 107 dollars in savings per year for each consumer.
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Case 3: This examines the effect of the device; here, manufacturers claim that the new 8 W

multi-purpose devices can actually consume only an average of 40–50% of their maximum

power draw. This is achieved by only using the necessary power for the task and not using the

maximum power (which is what the older hardware consumes). Additionally, returning to the

scenario of having all the devices on all the time: the network size is increased to 1,000,000

units, where 20 W units will require 480 MWh to run 24 hours a day, which means 175,200

MWh in a year.

Next, the figure from the 8 W chart using 1,000,000 devices with only 12 hour consumption

demonstrates the energy-saving features of the new device. This gives 96 MWh a day or 35,040

MWh in a year. This results in 140,160 MWh yearly savings, which means some 15 million dol-

lars saved for US residents when using these consumer devices.

Even more radical is the difference to PCs. To recognize the advanced power-saving features

of PCs, the idle power draw figure of 140 W is used. When 1,000,000 million PCs are on 24

hours per day for a year, they consume 1,226,400 MWh of energy or 1,200 million dollars in

residential energy; 120 dollars per year per consumer.

Case 4: In the last case, the numbers of consumers and devices are raised to the maximum in

the diagram, 5,000,000 units. An operator network of this size is possible only in bigger coun-

tries with high Internet use and penetration. With a maximum use of 24 hours in a day from 8 W

to 20 W devices, the energy saving is 525,600 MWh on the whole network in a year. The cost

of this much energy is about 56 million dollars, with consumer electricity prices in the US –

twice as much for a resident in the UK  [OECD and IEA, 2008]

Even though the new devices would cut energy consumption, the savings per consumer are

again at the level of 15 dollars per year. The overall energy saving gradually rises to a level that

starts having an impact and becomes a consumer investment in the economy. This is worth not-

ing when governments consider the subventions of the digital receivers in their countries.

In fact, Table 2., with 5,000,000 desktop PCs, shows how expensive it is to run many com-

puters. Servers consume even more energy if they are switched on all the time. Additionally,

they have an extra cooling bill. It can be seen that 5,000,000 desktop PCs, used as constantly

running 24/7 media hubs, consume a staggering 6.7 TWh in a year and this costs about 740

million dollars in residential electricity in the US [OECD and IEA, 2008].
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Chapter  5

Discussion and Conclusions

When discussing content ecosystems, the single most important difference decentralized

publishing offers over centralized publishing is the lack of a middleman in publishing and find-

ing content. This has technical, social, environmental, political, business, and legal ramifica-

tions. This chapter concentrates on these ramifications in light of the presented research by sum-

marizing and highlighting the most important findings. The chapter ends with the conclusions.

In engineering sciences, it is normal to split the bigger research question into smaller ones.

Hence, the reformulated research question really is how to make a better digital content network

within the selected directly influenceable areas. This additional step sets a requirement that the

research problems on the selected areas represent real shortcomings and are significant enough

to hinder the functionality of the entire content network. This is the second step: to analyze the

validity of the results for the whole content ecosystem, or more technically expressed, for the

entire content network.

Equally important is to ask who benefits from the solution. This research has taken a holistic

approach to its topic. It weighs up the benefits and viewpoints of many stakeholders and goes

beyond pure technical reasoning. This academic research is a tangent to the global-scale Internet

and large-scale operator networks that can have millions of customers. Thus, not all the objec-

tives of the work, such as green computing and network neutrality, are necessarily a benefit or a

priority for a single user or a commercial company, but they consider mankind, planetary conse-

quences, and our evolutionary development as a species.

Because the development of content networks is more and more in the hands of commercial

companies, it is necessary to reason what might be their incentives to change. In this disserta-

tion, a local operator company is one of the key players that has not yet reached its potential in

the content business. Content owners and producers have their important roles to play, but this

dissertation is especially about how content owners get their content to consumers. The roles be-

tween the content and the consumer have exploded in numbers. Yet, these roles come and go as
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easily as the new technologies to distribute the content. One of the key findings of this work is

the observation that many current content distribution methods are based on shortcomings with

Internet and WWW technologies. Thus, it is only a matter time before they will be replaced

with content companies offering enhanced user experiences.

This chapter is divided along the research questions. This way it is possible to present found

answers in relation to the research problems set at the beginning. Each section also offers exam-

ples of the role of the metadata overlay infrastructure. A metadata overlay is a distributed data

model that could challenge the centralized distribution of content information. As implied

throughout the dissertation, whoever can point to where the content is located in the network

will become the most important player. Characteristically, this discovery information does not

need or consist of the actual content files, only the description information, i.e., metadata, of the

content is needed.

5.1.  Ecosystem of Large-scale Content Network (R.1)

– What is a viable alternative to a client-server model of today's content networks?

The current content search scene is dominated by huge centralized systems that create a high

barrier to enter this market. These big server farms call for a lot of capital for initial investment,

running costs, and maintenance. This simply makes the economics of developing a centralized

search engine impractical. Another approach is to distribute both the search capacity and the

cost. Distributing search services is a cost-effective model in the environment where the content

is also widely spread. In other words, it is possible to take the search closer to the content and to

take advantage of the widespread resources of the network. At the same time, each node will

create depositories that benefit users the most and the information is not gathered for the benefit

of a few big search engine companies. Useful data becomes available for valued-adding knowl-

edge industries among all the users.

One can ask whether the decentralized distribution of metadata presents any real benefits

over the existing systems that typically have at least one central element. Maybe the current op-

timal system is a result of the naturally evolving and freely competitive market, which includes
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an effective central element to serve all connected clients. This dissertation set itself to uncover

the benefits outside a client–server system. The requirements for computer systems are heading

in the direction where distributed systems can address complexity better. Centralized systems

have become so big that they run into many challenges simply because of their size and hunger

for more resources.

Big server farms previously made sense by concentrating maintenance under the same pro-

fessional expertise. However, as the systems are growing even bigger some of the benefits are

being lost and the centralized server rooms are becoming expensive to upkeep. Global-scale net-

works cause global-scale challenges. It does not help that many successful content companies

are building overlapping global networks. One of the emerging concerns is energy efficiency.

Small-size consumer electronics do not consume as much energy – even in millions of units – as

big servers.

Professor Lawrence Lessig points out that copyright legislation has not followed these

changes. Lessig and many others who share his thoughts have called for an evolutionary change

in laws to encourage growth, innovation, and creation instead of limiting cultural interaction.

This dissertation argues that the server-oriented and centralized WWW world still represents the

thinking that publishing, i.e., capable servers, remains in the hands of the few. Although big

websites offer space for amateurs seemingly free of charge, effectively creating a burst of web-

sites, blogs, and small online shops, the users hand over publishing power to these publishing

platforms. Could this all be done without costly servers, by just sharing the connected resources

of the users through P2P technology?

5.1.1.  State of Content Ecosystem

The past four decades of the Internet have witnessed a huge expansion of users and connect-

ed terminals. The modern Internet is already a viable platform for commercial transactions that

involve many legal concerns. Users demand more usability from their high-resolution terminals

and want ever-wider bandwidths, better service, and rapid discovery routines from the network.

They use multiple locations to connect to the network and juggle multiple identities on many

services. Users interact and trade among themselves, which calls for a system to support reputa-

tion mechanisms and recommendations.

244



Still, users are still only learning many of these new technological tools without understand-

ing the consequences on their lives. Many users blindly trust remote storages with their sensitive

data, although companies prefer their own businesses over their users' security and privacy on

the network. It is characteristic that content services have been born for isolated needs without

serving the overall needs of the content network or its users. At the moment, it is actually im-

possible for a single service to do something good for the whole network unless it grows to

global popularity, which happens in very rare cases. When this happens, it is further proof of a

successful business model than a great technological advancement.

The modern heterogeneous computing environment consists of a myriad of terminals from

smartphones and game consoles to set-top boxes and personal computers that all can be both

content publication and consumption end in the distribution process. Many technologically dif-

ferent and competing delivery channels compete for content distribution. Many business models

are based on unicast, multicast, or broadcast delivery methods for content. The development

from a one-to-many model to a many-to-many model has important consequences for existing

business models and institutions, as well as for content production, content distribution, and end

user experience on various terminals. Content use patterns are shifting from a collective and

passive approach to personal active behavior, both at home and outside the home. This has al-

ready broken the hegemony of the classic model of linear broadcast TV. TV broadcasts and TV

sets are only one of the many ways to consume content and they do not provide the user interac-

tion that has created the greatest success stories on websites.

More importantly, the trend is heading towards a content-oriented network. Users are not

looking for particular computers or services but rather for content on the network. Middlemen

are presented by companies that have made a business out of contributing value-adding dis-

covery information to users. However, if users can find the content without "helpers", they will.

Middlemen, with their central nodes, concentrate information on the network. The concentrated

information creates inequality in the network, which manifests as social, technical, financial,

and political power. Information concentration supported by normal economic principles of

competition creates more influence to some stakeholders and the possibility of controlling the

network traffic. This is not the nature of the original Internet or WWW vision.
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5.1.2.  Fallacies of Digital Distribution Business

Akamai Technologies, Inc., a notable worldwide Internet operator company, promotes its

services with concerns about the state of the Internet: "Are you concerned about how Internet

outages and related problems impact your customers' ability to access your online business?

Have you secured your websites against Denial of Service attacks? Do you factor in broadband

adoption rates as you look to improve your customers' online experience, wherever they might

be?" Akamai is in the business of providing its client companies' content the best distribution to

consumers using their own networks and the public Internet. This places companies such as

Akamai in the same ballpark as this dissertation research.

Simplified, Akamai's solution is to scatter servers all around the world and offer the best

server automatically depending on the type of content and the user's network location. The ben-

efit is that users can receive content quicker from a close source or a better connection, leading

to faster download times and less vulnerability to network congestion or outages. Naturally,

they have had the liberty to enhance protocols between their own servers and they are not de-

pendent on the shortcomings of the Internet in video streaming and e-commerce.

Even though the companies that facilitate the Internet have become hugely global and suc-

cessful, in the public common fallacies stick fast. Storage device manufacturers see their profits

growing when "the cost of making a digital copy is zero." Each new copy needs more storage

space, which costs money. Regarding bandwidth, the successful business model is twofold: for

every download, there is a matching upload on the network. The fact that "the marginal cost for

adding a new user to the Internet is zero" generates money for ISPs. Increasing Internet penetra-

tion has led to network connectivity – both broadband and mobile data connections – becoming

an important household cost in many homes. Each new customer to an ISP means money. Each

new terminal that needs a separate access contract means more money. This has been a lucrative

business for years.

"The marginal cost for transmitting another IP packet is zero" is another fallacy that has cre-

ated a lucrative business segment around active Internet components. Even though the marginal

cost is small, to facilitate the growth of the Internet and its traffic costs companies who build the

infrastructure a considerable amount of money. Unlike many people believe, the Internet does

not only exist, it is built by companies with investments. Every meter of the data wire that cre-
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ates the Internet is owned by somebody who is concerned about their investment, even more so

after the Internet moved from academia to commercial companies. Hence, it would be inade-

quate to leave this dissertation without more discussion of the content business.

A global content network has already changed many industries. One of the most discussed

examples is the music industry. At first, early P2P file sharing systems such as Napster allowed

people to share any song they had on their computer with millions of other people. The possibil-

ities of the global-scale content network fell upon the music industry overnight. This new reality

changed the landscape for good, and many juridical battles followed. Some years later, network

communities such as MySpace started to appear around sharing content. They offered an al-

ternative channel for many starting obscure bands to offer music with the help of network

marketing.

Today, it is commonplace that any band needs to be active on the network to reach its audi-

ence. The variety of services has also expanded. An increasing number of online music stores

sell both digital songs and traditional CDs, such as Apple iTunes and Amazon.com. There are

streaming services that allow users to listen to tailored radio stations or any music they like,

such as Grooveshark, Spotify, and Imeem. There is also a huge amount of content available for

free, or more precisely, for the price of your bandwidth and computer hardware investment, up-

loaded by other consumers. Many services do not care where consumers have acquired their

content, but they offer services such as free databases full of millions of artist names, albums,

and tracks to tag the content, such as MusicBrainz and Gracenote. There are music suggesting

services, such as Pandora or Last.FM, that collect information about the music collection and

offer new music and concerts based on the data. All these services are valued at tens or

hundreds of millions of dollars by their investors.

5.1.3.  Risks of the Hourglass Model

Many systems built using Web technologies repeat in their designs the same obvious

bottlenecks of the client–server architecture. For example, the publicly praised Facebook system

is an hourglass design where all users connect to one address at first, even though they use third

party applications on other network servers. All traffic is directed through the Facebook service

at first. Facebook acts as a search engine to these other applications, but it is also the bottleneck

that slows the whole system under the stress of many users. In other words, these WWW-based
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systems have been designed to be vulnerable when the number of users increases. This is the

most obvious suffocation point of the system.

To overcome this vulnerability, system engineers overinvest this point by adding redundant

systems. They are criticized for not facilitating growth, but hardly ever criticized for keeping

aging hardware running. Investments and maintenance costs are also in clearly separate

bookkeeping accounts, which make them different decisions for companies. This thinking draws

from the positivistic approach for system management that always invests for and demands a

better next financial quarter. The structure becomes rigid in the case of decreasing traffic. The

big server farms of many computers are built to satisfy the rare demand peaks in the service,

because these are usually the moments when their true success is measured.

Data center facilities need space, electricity, maintenance, technical expertise, and

supporting hardware. Even though WWW was designed to make content publishing easier and

more inexpensive for everybody, the cost of running a Web server rises quickly with the

popularity of the site. The emerging situation is reminiscent of the time before global-scale

content networks: the power of large-scale content publishing was still in the hands of

governments and companies. For amateur content publishing and the democratic use of

networks, this was not an acceptable direction.

The Internet has stopped being an academic computer network connecting universities. It has

become the infrastructure provided, upgraded, and maintained by a group of mostly private

companies and investors, who have clear business objectives to pursue. Although the new

applications and services continuously need more bandwidth, investments into the Internet

infrastructure have been massive. This will continue in the future. Video has steadily increased

its percentage of data traffic and it will soon upgrade to high-definition formats and require even

more bandwidth. The upgrades of the Internet are determined by economic arguments and often

these are performed locally by a single company. This might be the least effective way to

maintain a global-scale information network.

Combined with the dominant client–server services, the traffic on the Internet is full of

pockets that have enormous loads compared with many other parts of the network. In other

words, the current Internet architecture does not take into account all the bandwidth at its

disposal and it does not perform network-wide load balancing. Instead, some companies, such

as Akamai, do this for its client companies offering a worldwide network of computers passing

by the limitations of the Internet. This means that better content networks are only for those who

can pay for them.
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5.1.4.  From a Central Index to Connections

The World Wide Web is a promise of information democracy, but it has actually gravitated

towards a handful of big information routing hubs in the network. The most eminent search en-

gine on the Internet, Google, crawls through the mass of Web pages. It catalogs content and cre-

ates a comprehensive index, a central metadata repository, for its users to search. Only recently,

the Web pages have begun adding tags that help in this cataloging work, instead of just concen-

trating on the presentation.

Pretty layout and presentation have lead the development of WWW because its audience is

human users. Although Web presentations are meant for human users to read, computers and

automatic information processing software deliver the information for the users. Hence, the user

experience falters if the machine delivers the wrong piece of information. This highlights one of

the many problems with WWW technologies and the difference between "machine-readable"

and "human-readable" presentation. WWW is not designed for modern powerful computers to

process, but for users to write and watch. Easy-to-read code is at the center of the Web, even

though people are using advanced editors to write the code in any case. A more advanced con-

tent network is built for quick and easy automatic data processing that will benefit its users.

As it is, Google's task is daunting because so few pages help its work at all. It will end up

gathering all the information to its huge databases and analyzing the data with many advanced

algorithms while guessing the relevance of the information for various user queries. One of its

best-known tools for determining the relevance of information is the PageRank algorithm that

takes advantage of the links between the Web pages. Basically, PageRank makes conclusions

based on how pages are linked together.

In parallel, the natural language search enables indexing documents that have no machine-

reading cues at all. This refers to the ability of search engines to answer full questions such as

"Which US Presidents were shot to death?." The engine reads every Web page on the network

sentence by sentence and compares the structure to its general knowledge of languages, to what

the words mean in the context of the surrounding words, and to their relationships with one

another. Both approaches create enormous data centers that try to cover all the information on

the Internet for blind processing.
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The Semantic Web takes a contrasting viewpoint of the same problem. It could be called a

bottom-up method. Like PageRank, it also links Web pages, an old World Wide Web technique

largely in use. A link serves the purpose of connecting something interesting or relevant to the

page. At the same time, it gives more meaning to the page by adding something from another

page. In other words, this other page helps define the first page by giving it semantic distinction.

According to the Semantic Web vision, this connection can be even more specific by pointing

out the meanings of the words or a place in a hierarchy of things, which takes a step closer to

the natural language search and its vocabulary databases. This sort of linking could be the most

potential development step in the future of WWW.

In the same way, social networking sites will eventually be superseded by networks that

connect all types of things – not just people. Whereas the existing Web is a collection of pages

with links between them that Google and other search engines help the user to navigate, the Se-

mantic Web will enable direct connectivity between much more low-level pieces of informa-

tion, namely the metadata field in the content descriptions. This accelerates further the develop-

ment of applications where information is taken from one place and made useful in another

context.

5.1.5.  Accountability vs. Privacy

In the distributed environment where ad hoc communities and virtual organizations work, a

considerable barrier is interoperability, identification, and authentication between different par-

ties. Different services might use different mechanisms for authentication and permission man-

agement. Further, these environments are often dynamic, which means that the services are

needed on the fly when launching other services needing them. Thus, there is a need for a light-

weight and rapid architectural mechanism to handle the necessary rights for access. This work

proposes a dynamic framework for how to acquire only the required rights and credentials for

completing the most current just-in-time task.

On the proposed content network, each content item also includes the information where the

content was first published. This piece of data is recorded with a time-stamp when the first other

node accesses the descriptive information of the content. In other words, even though the first

publisher does not include this information, information on the origin is on the network immedi-

ately when the newly published content information is accessed from somewhere else. At the
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same time, this information is transferred out of the reach of the first publisher. Hence, any oth-

er network user will see where the illicit content came from and it is very easy to track the

source.

It is probably in the interest of the original publisher to monitor if there are republished ver-

sions of their content. Even though they cannot remove all the copies from the network, they

can see who is using the content. It is as if your neighbors pay attention if you start doing illegal

activities at your backyard. Owing to this built-in monitoring possibility, it is up to the users

themselves how to deal with the publishers and users of other's content. If a user shares illegal

content among their friends, nobody sees what they are sharing together. However, when the

group of friends grows beyond the circle of trust, they usually end up having information leaks.

It is the nature of digital content that makes it easy to copy and resend. The Internet is full of

the same information in the form of content files, e-mails, and attachments. The same content is

copied repeatedly. However, all the content has a source. Roughly categorizing the content is

offered by companies and individuals. In addition to original publishers, companies can be

portals, mediators, and other middlemen. Individuals can provide the content after they have

bought it from companies, or they can provide something they have produced themselves. In

any case, all content has an origin.

One of the fundamental problems is the lack of accountability in the network architecture

[Andersen et al., 2008]. Many protocols on the Internet still allow any node to connect to almost

any other node anonymously. For example, people can insert spam, or unsolicited commercial

messages, into the network at any point and it will be transferred to the respective recipients. In

addition, it is the nature of the Internet that it is easy to set up a server for any activity. As the

storage space and the cost of the Internet connection becomes less expensive, this will be easier

than ever before.

In the case of WWW, the origin is a server with an IP address. This makes the traceability of

the content very easy, because each Internet router logs the packet traffic that goes through it.

Backtracking is possible if there is access to the logs. In this light, the reason why the Internet

suffers from unsolicited mails is not technical but political. Even more important than to moni-

tor and govern the network is to offer freedom of speech and unrestricted and uncensored access

to information flows. A system with accountability can also enjoy anonymity, but then the sys-

tem needs a moderator who checks the content for the malaise. This is a similar role to buying

third party verification for secured transactions. In other words, the third party guarantees that
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the publisher is not abusing their right to publish. Naturally, this is connected to censorship,

which is seen as the opposite of freedom of speech.

Being as huge and widely spread as it is, the Internet can easily cross national borders and

national regulations. The lesson is that without accountability in a network, it is difficult to en-

force the rules of social responsibility or distributed moderation. Just as Usenet and e-mail be-

fore, today's P2P systems risk being overrun by unsolicited advertisements. However, it is diffi-

cult to design a system where socially inappropriate use is prevented.

Technologies for accountability, such as cryptographic identification or reputation systems,

have been unable to bring a solution to Usenet and e-mail so far. Yet, the experience is impor-

tant when building a P2P content network with these capabilities from the beginning. In some

cases, designers can learn from distributed Internet systems such as Usenet and the DNS; in oth-

ers, the changes that the Internet has undergone during its commercialization might need to be

reversed or modified to accommodate a totally new breed of P2P applications.

Accountability means that you write your story to a local newspaper under your own name

instead of using an alias. Only the fact that others know who you are makes a person behave dif-

ferently in the society. It can also prevent illegal copying, which can be difficult to implement in

the global open and public Internet, but it can work on an operator network, as Mori describes in

superdistribution [Mori and Kawahara, 1990].

Another way of gaining accountability is to create a trust relationship network. Freenet aims

to create a scalable darknet, where users only connect directly to other users they know and

trust. Users will explicitly choose to whom they connect, and only those users will know that

they are even running the Freenet software. In darknets, scalability has been a problem, but if

successful, it allows a globally scalable darknet, capable of supporting millions of users. Essen-

tially this creates a very large web of human relationships that conforms to a small-world net-

work and exploits paths between any two people. The material anybody receives must have

come through one of their friends.

However, accountability does not seem to be a problem for many users. It is interesting how

much users download applications from the Internet nowadays. They use lots of pirated, open

source, shareware, and freeware applications for their various tasks. As many of the tasks and

applications require network connections, users willingly open ports for these applications.

Some applications, such as VoIP, IM, and P2P, have built-in features to transfer other applica-

tions and files. Users have downloaded applications and unknown software from the Internet in
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masses, and blindly installed it on their computer. In many cases, they voluntarily access poorly

managed services to download poorly documented software.

5.1.6.  The Role of The Operator Network

Owing to the exponential growth of Internet use, companies face serious scalability issues in

their data centers. There are already over one billion PCs and even more portable devices that

can potentially connect to the Internet. Even though these companies set up data centers all over

the world, it is their servers that create bottlenecks in the network. It is possible that content

providers, such as Google, will be able to cut deals with operators to offer their content from the

operator data centers. This would change the problem of delivering content on the Internet to

optimizing the functionality of the single controlled entity, the operator network. It would also

jeopardize the neutrality of the Internet if some content were more accessible through certain

operators.

It is impossible to root out the millions of Web browsers and P2P clients that have not been

designed to enforce the requirements of the advanced legal content distribution. However, when

an operator is building a new content network system, there is a valid opportunity to offer users

an alternative to the modern Internet and to guide future use towards a different kind of content

network. For other operators who enthusiastically talk about IP-based technologies, this is not

an easy transition. Suggestions about anything else fight against the evidence of the huge popu-

larity of modern IP-based solutions. The Internet is a growing platform that can successfully

launch new applications and gain acceptance across a wide user base. Few commercial and

academic suggestions can see beyond the limitations of the modern Internet and WWW. Local

operators try implementing similar systems in their own closed networks because they do not

know the difference between a closed content network and a public open content network.

The efforts to build DRM into a network based on open standards have challenges that could

be passed in a closed network. The operator does not need to limit its system to the mercy of

limited IPs or settle for WWW servers and other obvious bottlenecks in its design. The key

components of the operator solution are the device it gives away to its customers, the software

of the device, and the openness of the network to its own content providers. Unlike content

providers on the public Internet, the content owners providing content in a local operator net-
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work are premium content companies that have entered into a business contract with the opera-

tor. The setting is very different.

At the lowest level, the content network is the hardware that creates it. At the same time, the

hardware can be argued to be the biggest investment to create the network. The content network

is each computer connected to it, the routers, and the cables. More specifically, it is the equip-

ment the network operator has used to build the network. An operator's customers, consumers,

and companies use the hardware offered by the operator to connect their own terminals to the

network. Therefore, the operator is involved in every step.

Simplified, the equipment the operator gives to its customers creates the content network.

This consumer device decides the speed of downlink and uplink and where the consumer can

connect and how easily. Regular homes and consumers use the largest amount of content on a

content network. What kind of device is the unit the operator gives to its customers? How

should it be built to make the most sense to its buyer and the owner, the operator? Does this

meet the needs of the user, the consumer who the operator gives the device away to in return for

a content subscription?

ISPs connect Internet users and their terminals to the Internet by building large-scale nation-

al networks. The assumption is that the future Internet architecture can benefit from the lessons

learned in P2P technology. The large closed ISP networks are a fitting place to test technology

solutions that are not hindered by the open Internet design. The way this business goes today,

the ISPs have a great influence on the equipment connected to the Internet. It is common that

they give away cable and DSL modems or set-top boxes to homes in return for a signed content

subscription. In other words, the business decisions of network operators regarding the equip-

ment can easily multiply in many networks owned by them and potentially affect hundreds of

millions of users all around the world, not to mention the environmental effect of the cluttering

technology. With their local large networks, they create the Internet as millions of users see it.

A single operator network can take the information system design principles beyond a single

end-terminal. A network with many homogeneous boxes with compatible hardware offers op-

portunities that are non-existent on usual heterogeneous networks with several network proto-

cols and unprofessionally managed terminals. The software solution combining the operator's

consumer devices into a network form a flexible and updatable open platform with strong data

security built-in using hardware chips. Other device manufactures could join the network by

adding compatible chips and software protocols to their devices. These other consumer devices

and PCs equipped with compatible software create additional security domains that can provide
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a less protected data environment, but otherwise compatible consumer and business

opportunities.

The overall security of any multimedia distribution system can be enhanced by a separate in-

tegrated memory chip in the user’s end-terminal that can be used, e.g., for storing authentication

information and decryption keys. External programs executing a content file naturally create a

potential vulnerability. The system could be improved by a closer integration of the actual con-

tent file and the player used at the end-terminal. If there were a media player with a streaming

interface, e.g., a server socket, to which content could be fed, this would make it possible to

keep the major part of the actual content file encrypted. Thus, only some of it would be located

in the main memory of the device while playing the stream and it would start playing the con-

tent quicker.

The platform initiated by the operator provides third party developers with an easy develop-

ment path to offer services and applications for customers on the operator network. This would

mean a similar approach to application development as that taken by Apple iPhone and Face-

book on their platforms. Most content and applications could be offered as services from the

network, which would make them considerably easier to manage for consumers. The applica-

tions and services could mash up with each other to offer the best consumer experience. Essen-

tially, consumer devices would form a multi-purpose computing grid suitable for many of the

computing needs traditionally located in data centers. These services could include:

– Multicast type content relaying for streaming TV

– Downloadable and streaming P2P content distribution for non-live video and audio

(e.g., on-demand video shop)

– Distributed storage space among consumers

– Distributed computing platform for scientific and other needs (e.g., HD video

encoding)

– Server-based computing offers full-blown operating system desktops and applications

as service over the network

On a large-scale distributed content network, a user has only a partial access to the resources

of the network. Not all the information can be shown or even searched. Therefore, it is crucial

how the user’s view of the network is built. On the DiMaS Network, search efforts are concen-

trated on the database of the local peer. This speeds up the content search remarkably compared
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with the usual network retrievals. The database is a large part of the installed peer software and

so the user experience feels like using the resources of the whole network. The semantic data-

base is maintained in each peer according to the usage of the peer. This has become possible

with advancements in local computing performance and cheaper storage space. Moreover, this

approach has the potential to offer a better quality than non-personalized central search engines.

The best solution combines the interests of many stakeholders and both economic and envi-

ronmental benefits at the same time. Consumers would want to have a device from the operator

that offers most of the services of their desktop computers. The same device would also save en-

ergy compared with desktop computers. If a consumer could give away their computer after get-

ting a consumer device from the operator, this would certainly be a competitive advantage for

an operator. Furthermore, the key factor for energy consumption is not a gradual savings in set-

top boxes but offering new consumer devices to replace old PCs.

The aim of the ongoing research is to utilize the infrastructure and investments of the opera-

tor in a more efficient way to turn consumer devices into full-blown computers. Indeed, the

change might still be in the network design and in the way of doing business rather than a new

energy source or an unrealistic suggestion to replace the global network overnight with some-

thing else. The small extra investment in consumer devices might be paid back in the savings of

the operational costs and in the form of new business opportunities. Additionally, it might be es-

sential or even critical for operators and big content companies to start looking for alternatives

to their non-efficient data centers.

This is a part of the greater paradigm shift to a content-oriented always online on-demand

content network. Collecting content becomes irrelevant if it is available and easily accessible on

the network through the familiar unit provided by the operator. This returns the control of net-

work use from the giant Web companies into the hands of the operator, who is responsible for

offering the content while each consumer device is a search engine as well. To gain a leading

market position the operator needs to compete with the same tools as the best content compa-

nies: accessibility, personalizing, quality of service, download speed, usability, and social net-

working in addition to premium content.
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5.1.7.  Electricity is the New Bottleneck

The gradual changes in operator networks will eventually affect many Internet users on a

global scale. One-by-one, operator networks will improve Internet services. This study demon-

strates the rapidly increasing impact that large-scale broadband networks and the Internet have

on overall global energy consumption. This has become a deciding factor in network design and

will account for the majority of future ICT costs. It is even more critical in areas with scarce

resources.

Energy will be the bottleneck that will limit the future growth of the biggest Internet compa-

nies, the Internet itself, and possibly some of the biggest single operators. The possibility of

computer and network equipment power consumption increasing out of control could have seri-

ous consequences on the overall affordability of computing, not to mention the overall develop-

ment of the planet. This fact alone lessens the value of any ICT research that does not take envi-

ronmental and power impact into account.

The percentage of annual Internet growth in many areas is in the hundreds and the number of

users of popular Web services increases annually by millions, see Chart 1, p. 2. It has become

clear that current solutions, such as chip multiprocessors, will not be a sufficient way to address

the increasing energy need. If computing performance per watt is to remain constant, or become

only marginally better, over the next few years, power costs could easily overtake hardware

costs, possibly by a large margin [Barroso, 2005]. It is impossible to add hardware exponential-

ly to facilitate growth. It is necessary to introduce other means.

This research examines the role of consumer devices as an extension to the operator network

and as a part of the overall network infrastructure. Since the computer-like customer devices

provided and owned by the operator will create a computer network, how is it possible to make

the best use of this network architecture, both from an environmental and business perspective?

All the storage capacity, computing needs, and streaming capabilities that can be moved from

the operator's central and area data centers to this consumer device grid will lessen the opera-

tor's expansion and power needs. Whereas each new customer adds investment pressure on the

data centers, each new consumer device increases the capacity of the network.
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Section 4.6 Sustainable Communication, p. 230 demonstrated how switching from desktop

computers to new, lower energy consumer devices creates new opportunities for the use of con-

sumer devices as active network components and eases the load on data centers. The calcula-

tions showed the saved costs on the large-scale operator networks. This research paves the way

for future work to offer an alternative way of setting up a network operator to save energy and

to offer more business opportunities to participating content providers.

The change would be practically invisible to consumers as long as the network maintains a

sufficient level of service quality. Moving computation away from the central and area data

centers into the consumer devices means the potential to execute the same tasks cheaper and in

a more environmentally friendly way. Furthermore, studies have shown that favoring nearer

neighborhood nodes in content use might return considerable savings in power consumption and

will encourage P2P networks [Nedevschi et al., 2008b].

This calls for smarter content routing, which is an important part of the software solution. In

other words, by designing the operator network differently, it is possible to turn a part of the

cooling, and other energy problems of data centers, into a software challenge on the edge of the

network. More importantly, this is totally achievable and an immediate cost-effective solution

for operators, unlike speculations that are put forward by novel energy sources, such as wind,

wave, sun, or fusion energy.

5.1.8.  Metadata Overlay Network

From the development of content networks rises one aspect above the others: the web-like

structure of the relations created by social networking of users, connecting hosts, data transfers,

subnets and their connections, and other meaningful relations. The efficiency of the search en-

gines will be measured by how well they can take advantage of this web of relations. Since this

web is not created by the actual content but rather the descriptions of content, users, and hosts, it

is named as a metadata overlay here.

The natural direction for this area is network theory. Network theory has already been ap-

plied to several research topics, such as logistical networks, the World Wide Web, social net-

works, and epistemological networks [Scharnhorst, 2003]. They all have many similarities to

the web of the metadata overlay. The problem is the same: how to find the quickest and best

route to some specific network node or resource. Related research has developed these tools in
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different context. Yet, when the problem is possible to return to a graph network, the same tools

are applicable.

This dissertation proposes that the caching problem of the local operators at the expense of

Internet neutrality is circumvented by having all users cache for their own use. This moves the

problem out of the operator's hands. At the same time, the search task is distributed over all the

connected devices, which could be an even greater powerful computing capacity than any cen-

tralized server farm. It is important to note that this suggestion is not for Web content or any

other content that includes the presentation or style format with the actual content. This is why

all the features are incomparable between the public WWW and the proposed metadata overlay.

Processing metadata is significantly different from processing Web pages.

The capability of a content network to automatically make copies of content to strategic

nodes on the network to meet the high demand has been deemed impossible when consumers

govern their own computers. However, there are networks, such as operator networks, that are

based on homogeneous terminals governed by a single entity, the operator. Inside one governed

operator network, every downloaded content piece immediately becomes equal with the piece

on the original source.

The system takes advantage of the zero-loss copying of digital data. This means that any-

body can start competing in offering this piece of data to other users, who can find it just as eas-

ily as the original piece. The key factor is to separate the content and delivery. Consumers might

be willing to trade their resources if the incentives are right. Even private users might earn mon-

ey to make the network more efficient and serve other users. Naturally, users might trust in the

original source better than the next source, even though the content item is identical. This is

something the system wants to facilitate, because it has the potential to make providers compete

with quality.

Successfully distributed systems in this area will employ alternative and next-generation

search methods such as social bookmarking, tagging, features of the Semantic Web, content

metadata descriptions, and other information not necessary currently accessible on the Internet.

The more accurate data presented in a single network is an extension to the Internet. It does not

actually compete with current major search engines in many respects, but it encourages the con-

tribution of more information for everybody's benefit on the network.

The right metadata overlay design can change the challenge of resource discovery in a P2P

network into the reach of well-proven tools of network theory, such as cluster analysis, network

optimization, link analysis, and centrality measures. Matching profiles based on relations will be
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based on these tools. Centrality measures reveal nodes that tend to be frequently visited. Link

analysis can provide information about relationships and associations between profiles and clus-

ters even though they do not appear to have much in common. This has the potential to find

shortened paths between items and to group information in a meaningful way for greater system

performance.

Lastly, another way to analyze and find relations between metadata descriptions is probabili-

ty theory. This is based on the analysis of seemingly random phenomena. In the proposed sys-

tem, this could be used to find probabilities based on the statistical and linguistic format of se-

mantic internals of expressions in the metadata. This is especially efficient in the metadata that

is already textual and structural in nature, such as in the metadata overlay. The process creates

links between the metadata records based on the symmetry of the used tags and values. These

ideas are based on the research in the ALVIS project, which was a parallel project to DiMaS at

the HIIT [Buntine and Valtonen, 2005; Pedersen et al., 2006].
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5.2.  Legal vs. Illegal Content Sharing on Content Networks (R.2)

– How to change the threat of peer-to-peer file sharing into an opportunity for profes-

sional content publishers?

It is difficult to see any other way to distribute digital products as efficiently as on the Inter-

net. This revelation created digital e-commerce in the 1990s, the buying and selling of products

or services over electronic systems, especially on the Internet and other computer networks. Lat-

er, e-commerce created some of the most valuable companies in the world in less than a decade.

At the same time, widely spread applications are difficult to manage, to keep updated, or to root

out. The overall controllability of the network might decrease even more in the future. The mod-

ern Internet is a freak that is not controlled by government or commercial interests. It is global

in nature, but no treaties or international agreements govern it, when even oceans and the moon

are already shared and controlled by international agreements.

The emergence of virtual organizations and communities also calls for novel methods of

legally conducting transactions. This means the inclusion of digital licenses and contracts be-

tween network parties, a system feature often underestimated. In many cases, contracts are still

treated as external legal documents, not relating to user rights or the information system. Mech-

anisms for distributed e-business might lack both support for user rights and licenses, as well as

a system to manage these cross-organizational collaboration or consumer contracts.

5.2.1.  Cost of Promotion and Distribution

DRM encompasses the packaging, distribution, management, and copy prevention of digital

content, see Section 2.4.4 Digital Rights Management, p. 101. According to the American Mar-

keting Association, marketing is the process of planning and executing the pricing, promotion,

and distribution of goods, ideas, and services to create exchanges that satisfy individual and
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organizational goals [AmericanMarketingAssociation, 1995]. The four elements of marketing –

product, pricing, promotion, and distribution – are often referred to as the marketing mix. The

first of the four, the product management aspect of marketing, deals with the specifications of

the actual good or service and how these relate to the end user's needs and wants.

By copy prevention mechanisms, companies have disdained consumers’ requirements for the

goods and limited their natural ways of using their purchases. Both copy prevention and licens-

ing have typically aimed at limiting promotion and distribution by strictly forbidding forward-

ing the good to a fellow consumer. This contradicts the old tradition of secondary markets and

the social marketing method based on a referral or a network effect.

To harness the new opportunities of the digitized world and the power of the Internet for de-

livery and marketing, ease of copying should not be treated as a liability to be prevented, but as

an opportunity and an asset. Distribution deals with logistics: how to get the product or service

to the customer. Instead of labor-intensive copy protection and legal or moral restrictions, ease

of copying offers a powerful tool for distribution using a person-to-person network as a channel

of distribution using personal recommendations.

Instead of limiting, the concept of superdistribution, see Section 2.4.4 Digital Rights Man-

agement, p. 101, actively encourages the free distribution of digital goods via any distribution

mechanism imaginable. It invites users to give content away to friends or to send it as junk mail

to people the publisher has never met. Human creativity has invented more and more new ways

of reaching other people and applying technology in surprising ways. If personal social net-

works combined with the Internet form such a lucrative channel of distribution, why not em-

brace it to its full potential? From a marketing point of view, the promotion and distribution of

digital goods want to find as large audiences as possible.

The marketing term “collect on delivery” means that the buyer must pay for the purchase at

the time of the delivery of goods, or at the time of usage. It is usually considered a poor substi-

tute for cash before delivery or cash in advance because if the purchaser refuses, the seller in-

curs return freight charges and any deterioration of the product in the process. However, when

the digital good has reached the consumer via a social network, there are neither freight charges

nor deterioration of goods to the seller, even in the case of refusal. Therefore, in the digital

world refusal does not carry the same risk and thereby it is rational to spread the promotion and

distribution of goods as widely as possible.
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E-mail spam is based on this finding. Spamming is economically viable because advertisers

have effectively no operating costs beyond the management of their mailing lists. In the su-

perdistribution model, the free flow of information and digital goods focuses on product man-

agement and pricing in the marketing mix. In this model, products do not exit from the system;

rather they multiply in copies and exchange their locations on the network. This calls for new

paradigms to support consumer requirements and respective pricing.

5.2.2.  Future of Illegal File Sharing

Few consumers consider it acting wrong when making a content copy for a few good friends.

Nobody thinks that this particular act of copying starts a chain reaction known as a small world

phenomenon that ends up spreading the content all across the world within a few steps. From a

consumer’s viewpoint, it is easy to make a copy and the medium itself does not make the copy-

ing event frustrating as opposed to photocopying each page of a book. Furthermore, the seller is

totally unaware of this copying, and so the risk of getting caught for copyright infringement is

minimal.

The presented examples in Section 2.2.5 History of File Sharing, p. 68, show that Napster

did not start illegal file sharing. Illegalities in file sharing had already long existed in many

forms. File sharing was hindered until the end of the 1990s with slow and expensive modem

connections. More importantly, when Shawn Fanning coded and released Napster in late 1998,

millions of Internet users already downloaded and shared copyrighted content they did not own.

Napster's effect was significant for several reasons. First, Napster was the first file sharing

application that became a household name and made the file sharing phenomenon and free con-

tent widely known. Ironically, old media houses, recording companies, and artists that fought

against Napster were the biggest advertisers of the new file sharing system. They provided free

promotion and made the Napster system increasingly well known. Before Napster, file sharing

was not as open in the mass media. Later, the same "promoters" became increasingly upset that

more and more of their content was distributed with the same tools they publicized. Few

grasped the magnitude of the movement that was about to happen.

Second, Napster coincided with an important development in ADSL modem connection.

Homes were able to buy an Internet connection they could afford to keep switched on all the

time. Always-on home networking has important consequences even today. It is safe to say that
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illegal file sharing has grown and will grow with improving technological capabilities. Section

2.2.5, also showed that the development of P2P file sharing applications has been motivated by

not getting caught sharing illegal content. Advancements elsewhere in computer science have

been applied to P2P systems to hide them from authorities.

The latest developments in P2P file sharing have made the work of authorities hunting illegal

file sharing nearly impossible. Central registries have given way to decentralized data storages,

which means that users do not only share actual content files but also descriptive information

and locations about the files. Effectively, users do not need to log in to any single network node

that would give them away to authorities. Similarly, central nodes, such as those Napster fea-

tured in its system architecture or BitTorrent websites present, cease to exist. This means that

authorities have no single big operator to attack, only regular file sharers. Yet, private con-

sumers do not present a big threat and they cannot necessarily pay high compensations. Not to

mention that public opinion usually favors small consumers over wealthy corporations.

Additionally, encrypted data transfers have become a built-in feature of many P2P systems.

This means that middlemen, even ISPs, cannot technically read the transferred data, even

though it is legally allowed. Anyone trying to find out an illegal file transfer should be one of

the file transferring parties. Since nobody wants to share files illegally with the police or origi-

nal content owners, file sharers use blocklists that block unwanted IP addresses from accessing

their computer. A blocklist is used with firewall software. Yet, it is very easy for an authority to

use any regular home computer that is outside of blocklists and to join file sharing communities.

Some file sharing communities already use membership lists that feature different kinds of

methods to scan their members from unwanted infiltrators. A much used method is recommen-

dation, which means that new members need one or two old members to recommend them. This

is a well-known social networking method known from many associations outside computer

networks. Another method, the method of equal exchange or barter, means that a new member

needs to share as much as they download. This way the community benefits as much from the

new member as vice versa. Naturally, these methods are not guaranteed to filter out users that

want to hurt the file sharing community.

The last line of defense for illegal file sharers is the actual Internet connection they use. This

is also the connection between the virtual identity on the network and the real person. The net-

work identity can be any nickname and a made-up e-mail address on a free mailing server.

However, the Internet connection they use leads to a geographical location based on the ISP

register of the paying customers. This connection can be clouded by using Internet proxy
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servers that change their own IP number to a proxy server IP number. After this, all a proxy us-

ing Internet citizen does on the Internet will look like the proxy server has done.

If the proxy server is located in a country that accepts this kind of operation, there is very lit-

tle foreign authorities can do. Naturally, the proxy server is protected by laws of neutrality,

which means that telecommunications companies do not know what their customers do through

their server. There has not been a court case where a proxy server operator has been asked to

hand over an IP address because of illegal content downloading.

It seems that nothing will slow the development of the Internet. True to its history, a similar

expansion happened with P2P file sharing applications a decade later. Like WWW, P2P file

sharing applications fuel and accelerate their own expansions, i.e., they are distribution channels

for their own software. Unlike the early WWW, they do not even require clicking onto a right

address, but purely use search engines to find content. Unlike WWW, they can handle vast

amounts of data without a Web server as a central hub. This paves the way for new applications

that are possibly even more aggressive to expand than WWW and P2P applications.

P2P networks act very much along the principles used for the ARPANET program and the

motivation behind WWW. The first generations of P2P file sharing networks have been notori-

ous for lacking many important features that would have turned them into a legal content busi-

ness. As this study shows, the development of P2P file sharing applications has long been moti-

vated by inventing ways of avoiding being caught while distributing illegal content. On these

networks, many challenges still need solving before they can really be harnessed and leveraged

for content business.

Furthermore, they are merely the first stepping stones on the way to the third wave of com-

puting. The dawn of computing was the era of massive mainframes, each shared by lots of peo-

ple, before the modern personal computing era with the one person–one machine interaction.

The era of ubiquitous service-oriented computing exists to send technology into the background

of our lives and releases the power of many networked computers to the reach of one mobile

user. Modern file sharing programs actually share only the first of the many resources of a com-

puter, a hard drive. Developers and researchers are already working with the idea of a so-called

consumer grid enabling truly distributed computing over the public Internet. In this future

scenario, a user would not need to know any computer or net address to log on, but simply ask

for a service or media through advanced user interfaces that are as available as electricity. This

paradigm shift is from a computer network to a service network.
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5.2.3.  Business in P2P Content Network

Even though the network offers illegal "free" copies of the same content, there are always

consumers who prefer the legal high-quality option instead, especially if the legal option is pro-

vided next to the illegal one. The idea is that legal content providers can successfully compete

with illegal ones in the same network. The right price of the content is only a part of easy acces-

sibility. Legal content services, such as Apple iTunes, can compete with free content on P2P

networks.

New DRM methods or court rulings have been unable to remove P2P file sharing and the

content it offers. Hence, this study will not claim that illegal content can be removed from the

Internet or that there is a way to hide it from consumers. The Internet, in its openness, and P2P

networks, in their distributed nature, have become an essential part of the content distribution

business. Future content solutions need to consider this and overcome the challenges it sets.

New solutions need simply to offer a better alternative to anything existing, including free ser-

vices. The competition is the work somebody has done by making the digital copy available on

the content network. Hence, the availability of the priced content needs to be even better.

The future roles of professional publishers in the digital world seem unclear. Their main

work is no longer to produce and deliver physical products nor to be an editor to select the

“white list” media to be introduced to a wide audience. New metadata-enhanced search engines

can quickly find new media for eager consumers, which are no longer limited by the selections

of professional publishers. Yet, money can still buy more visibility. More importantly, profes-

sional publishers have seen how their digital products already travel freely across the Internet,

tamed and without any digital rights protections. All protection methods have eventually been

futile. There is a mass of digitized content available to anyone. What will publishers say to

artists who find out that their life's work is all of a sudden available free?

The key business question is how to allow the efficient free spreading of content, but to en-

sure the rights holder of the content receives compensation. Nobody in the content selling busi-

ness objects to any distribution channel as long as the rightful owner is paid. The P2P nature of

content distribution and a viable business model have been difficult to match. This dissertation

research has not concentrated on the business viewpoint of the content network, but it offers a
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palette of ways to make this match happen. The palette is a selection of means from solid cryp-

tography to persuading users to pay for their content using hard and soft DRM.

It is the nature of illegal content that it is downloaded and redistributed without guarantees.

There is a known risk of contracting malware and viruses when using software from unknown

sources. This content might be poorly described and supported. Yet, consumers are willing to

take this risk to save money. They learn to trust in content sources they have found to be reli-

able. This builds up a community that shares recommendations, hints at how to make the con-

tent work, and offers support and documentation to rival priced products. Still, even in this envi-

ronment the laws of supply and demand work. If there is a cheap enough option for content

downloads, people would not have the incentive to gain it from illegal channels.

Naturally, people who upload illegal content do not want to be caught doing it. Therefore, le-

gal loopholes and the lack of effort by authorities to use Internet addressing information work to

their benefit. At the other extreme, professional content publishers and rights owners want to

create a shop-like experience for consumers in order to control the use of their digital goods in a

similar fashion to tangible physical goods. Usually this means a marketed Internet address name

and a strict DRM with a technical copy prevention system. However, some companies have al-

ready started experimenting business and distribution models that set themselves somewhere in

the middle ground. This middle ground is the focus of this work and provides similar mecha-

nisms for P2P networks as found elsewhere on the Internet, especially to make P2P networks a

viable option for the professional content publishers and rights owners who still see them only

for illegal content distribution. 

P2P networks create a huge content sharing base and a complex value network, which offers

new business opportunities and models to various actors, such as network operators and new ac-

tors such as multimedia authoring communities. These communities include amateur and pro-

fessional producers who are looking for alternatives to the traditional media publishing and dis-

tribution channels. P2P networks offer a radical new approach to distributing digital content

while ensuring a high level of availability to the content, because it is stored redundantly on

users’ own computers and devices, better bandwidth, because users’ broadband connections are

used instead of a bottleneck link to a server, and better scalability, because no central servers are

needed.

P2P networks also offer the possibility of sharing the responsibility for provisioning a ser-

vice in a novel way between public and private providers vis-à-vis users and user communities.

In particular, P2P technologies provide a more natural and attractive model than client–server
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models to support various scenarios related to the distribution of user-created content to various

kinds of end user communities. These scenarios are also likely to offer business opportunities to

content providers, service and network operators, and trusted third parties. Often these opportu-

nities will arise by combining P2P content distribution with other modes and channels of

communication.

Professional publishers have traditionally excelled in content descriptions, but free informa-

tion services on the Internet have changed this setting interestingly. Now, any service has the

opportunity to cross-reference big databases of descriptive information, such as the Internet

Movie Database (http://www.imdb.com ), song lyrics databases, or databases that can recognize

a song from a musical sample. For example, these services offer complete metadata records of

films and albums that are usable by many different applications. This means that the big data-

bases cease to exist being only the privilege of big corporations.

Yet, it is difficult to surpass the position of professional publishers and content owners who

are the first to add descriptive information to their products at the time of publishing. They can

provide this information in an easily accessible format and, more importantly, can add their

brand for credibility. They are already a reliable established source for content. This dissertation

argues that there has been room for description services to appear because big professional con-

tent providers have not attached this information to digital content items in the first place. In the

new marketplace of decentralized content distribution, content descriptions could be one of the

commercial actors' strongest competitive benefits.

The situation is not that different from branding domain names on the World Wide Web. In-

stead of using network addresses and Web pages to promote content, on a distributed content

network the descriptions follow the content. Furthermore, good descriptions and a publisher's

logo are signs of reliability, which are also important on distributed content networks. The main

rules of digital media distribution management stand in this "new economy": control, create,

market, and maintain business rules.

5.2.4.  Joint Distribution

The aim of this study is not to offer another technical copy protection scheme or a way to en-

force consumers to stick to user rights. The objective is to offer methods and tools to describe

and license content in a way that the consumer has a chance to do the right thing, i.e., not to vio-
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late regulations and the copyright of the content. The foundation is that ultimately the social or-

der depends on people’s own will to maintain and follow the rules. The model of civil order,

which already works in many parts of the world, should also be introduced to the content

networks.

By introducing new ways of respecting copyright, we might be able to unlock digital content

from the partly left behind regulations that limit content sharing and derivative creations. The

movement led by Lawrence Lessig argues that our culture will benefit if content is free to share

and be used to create new content. Now, there is a huge amount of amateur and professional

content waiting for a solution how to include license management within distribution.

It is worth noting that there are parties, even commercial companies, who have a clear incen-

tive to distribute their content for free, but they do want to express their rights to content and in-

fluence people not to use their content against the included agreement. Such parties are particu-

larly amateur content producers, but also national public service broadcasting companies who

have a mission to make national cultural heritage available while playing a major role in

producing and presenting programs on national arts, educational programs, and children's pro-

grams. Even without a charging mechanism the main priority of some content is to reach a wide

an audience as possible in a user-friendly way. P2P-like file sharing has the means to offer an

easy-to-establish content distribution channel. However, before the wealth of content produced

by amateurs and professionals can really be harnessed for creative use, there has to be a way to

manage content licenses. Then, this sharing has a good chance to enrich our culture and form a

ground for unanticipated new creations of art and innovations.

When the user needs to buy rights for the content, it is important to secure the attached rights

from abuse. The rights file is a tool for a publisher to implement various pricing models such as

per chapter, page, or song billing. It is also possible and necessary in some cases to maintain

and update the information on the rights file. For instance, the file might include a counter for

numbering the viewing times. It also needs to consult the system clock to know the date if the

billing is tied to certain period. The problem is that the content travels across national borders.

Immaterial products, such as digital content, are sold in global e-commerce markets throughout

the Internet. Trustworthy guarantees for customers should be implemented internationally,

which is impossible because of current national legislations. In addition, there should be an ac-

companying solution for global monetary transactions, which is possible only for the biggest in-

ternational players.
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Especially in the case of content remixing, proper DRM creates a model with several layers.

In this layered model, content is priced based on the use and the security domain. The security

domains are the levels of security in the system. To achieve the best level of security, the meta-

data overlay-based system can be implemented to a homogeneous hardware platform with

TPMs on every device and there is only one administrator across the whole network. This case

could work for a local telecommunications operator, for example. The cryptographic data is

stored in dedicated chips and the secret keys are pre-inserted by the operator.

However, it is often not possible to use secure hardware to create a security domain. If this

most secure domain were the core of the onion, the outlying layers would present less and less

security the further out the layer is. The outermost layer would be non-existent security where

there is no control or rules of content use. The content remix culture creates challenges to the

security model. It is easier to secure a content player against unwanted usage than a multi-pur-

pose PC workstation that is probably the device for mixing and producing content. Based on the

use of content, the security layers could go as follows:

– Domain 1: Streaming: the content is only displayed with as little storing in the memo-

ry of the device as possible.

– Domain 2: Caching: to raise the quality of the stream or enable content time-shift, the

content is temporarily stored at the end-terminal.

– Domain 3: Downloading: the whole content is downloaded and stored at the end-ter-

minal making it vulnerable to offline cracking.

– Domain 4: Remix: the content can be moved to another device and it can be changed.

This often means that a watermark is also rendered useless.

The rights descriptions and cryptographic tools of the metadata overlay make it possible to

form rules for each security layer separately. There is less control with the content with each

step. For example, information goods that are separately downloaded from a publisher's server,

rather than mass duplicated digital goods such as CDs, can be customized for each download,

which restricts their use more effectively. Separate downloads can be encrypted in a way that is

unique for each user and/or the end device.

Remixing is on the outermost rim of the onion, and there is no way of providing both the

free editing of the content and the control of its use. In this case, the system can equip the con-

tent with good descriptions and hope that the user honors them. An important part is also to pro-
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vide an easy way back into the system to return the edited content with updated metadata. This

would encourage the user to keep the metadata descriptions with the content without leaving

them out when uploading the edited content to the network. This is crucial to keep the informa-

tion of the original author with the content and to give future users the opportunity to see whose

content has been used in this derivative work. However, this is dependent on the voluntary ef-

fort by the new author.

5.3.  From Computer Networks to User Networks (R.3)

– What can we learn from the rise of amateur content producers and the success of so-

cial networking websites and blogs in building content networks?

Today, consumers use their broadband Internet connections, personal computers, and net-

works to routinely store and distribute digital content. The motivation can be as simple as shar-

ing holiday greetings and pictures with friends. Yet, the applications and services that offer this

functionality on websites actually turn these services into a new social power that influences the

requirements and possibilities of the underlying network. The borderline is between friends and

strangers: an e-mail to friends does not possess as much social momentum as the messages,

tags, and contributed content of thousands and millions of strangers.

When a regular user steps into an unknown land to include potentially thousands of

strangers, including the sharing service developers, social networking applications have become

a new phenomenon. The unknown receivers of the content decide how to use the content: most

notably the service developers try making money from it, but many strangers also consider

copyright infringement, privacy, selling, redistributing it without permission, or maybe identity

theft by combining all the available information from this person.

The selected user groups of the network, including consumers, amateur producers, and pro-

fessional publishers, usually target their content to distinctive target audiences. The target audi-

ences can roughly be divided based on the size of the audience, see Section 4.2 Stakeholders in

the Distribution Process, p. 183. The thick black arrows present the most common content flows

on the content distribution network. An individual consumer usually shares their content among
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friends. An analog to this group size is the number of holiday cards a single person sends, i.e., it

is the group of the closest people, the circle of friends and relatives. If the sharing turns into a

publication activity within an association or a community, then the person is already an amateur

producer with a bigger audience. 

Characteristic of amateur producers is that they usually work in the closed community. Many

amateurs are happy to share their content within their communities because this gives them

feedback, encouragement, and reputation. Yet, on the Internet these communities can be global.

If amateur producers break out of the community and attract attention wider than a big commu-

nity, they have usually already turned into professional publishers, because activity of that mag-

nitude is laborious and profitable enough to make a living. Professional publishers, who work

with more capital, bigger investments, and better equipment on the network, reach out to as

large an audience as possible. Every person they can reach is a potential customer. Marketing

with volumes, winning market share with bigger investments, and spreading the business in-

ternationally belong to this category.

The global-scale distribution network Internet and the increasing computing power even at

home is changing this market situation. New opportunities for different parties are presented

with green arrows. For consumers and amateur content producers this means a step up. More

and more consumers become amateur producers targeting bigger audiences in numerous virtual

communities in which they are active members. Amateur producers have an opportunity to

reach ever-larger audiences that used to be the sole privilege of professional content publishers

and their expensive and controlled distribution channels. Professional publishers might feel

threatened by these new developments. Communities and numerous social networking sites

have already become significant places for consumers and amateur producers to gain big audi-

ences with very low investments.

Instead of feeling threatened, the development actually presents many new opportunities for

professional publishers. They can even encourage this development by providing content and

tools for both consumers and amateur content producers. Basically, they are creating more ac-

tive customers by being involved with the content creation process at home. This requires a

good understanding of the communication dynamics of both users and data in these smaller

groups. The keywords are again mass customization and remix culture. The aim is that the pro-

fessional content becomes a part of the user communication in a non-intrusive way. In addition,

professional publishers still own distribution channels that are out of the reach of amateur pub-
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lishers, such as television and big websites. Opening these channels in a mutually beneficial

way is another opportunity.

As consumers become more active participants of the content distribution process, and as

amateur content producers compete to close the gap to professional publishers, the content dis-

tribution process is essentially more complex nowadays. All actors in the content distribution

environment have changed and evolved in the course of technological and service development.

As discussed in the Background chapter, technology has made possible many activities that

were impossible earlier. These new possibilities have gradually been more and more embraced

by consumers.

5.3.1.  Requirements Matrix

Like many sharing applications, file sharing has arisen from the needs of social groups –

sharing among families, relatives, and friends. This is one of the most basic consumer require-

ments and can conflict with professional publishers, who want to limit the distribution of their

content with new file formats and other DRM methods. Users not only want to copy content for

their private use and for friends, but also they want to enrich the content by adding annotation,

such as comments, recommendations, ratings, and other metadata. This voluntary annotation

helps both their personal archiving and the friends they share the content with.

Hence, the publication activity of consumers might be simply publishing the same content

with their own textual additions, or in other words, the content is republished culturally en-

riched. An important part of this kind of consumer participation is the feedback other consumers

offer. An amateur producer's motivation to produce content might in its entirety be based on the

credibility and reputation built in their community.

To be able to receive credit for the work, it is essential to be able to include the author infor-

mation on the content. Furthermore, even though authors did not want to receive money for

their publications, they might want to protect and guide the future use of their content, e.g., limit

commercial use while encouraging similar non-profit work and creativity. Hence, the embedded

metadata information of the content can be equally if not even more important to amateur

producers than professional publishers albeit for slightly different reasons.
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Figure 18: Requirements Matrix.

Figure 18. uses the Content Distribution Matrix from Section 4.1 The Steps in the Distribu-

tion Process, p. 171, to demonstrate the wishes and requirements of the various stakeholders in

the Content Distribution Process.

The Requirements Matrix places each requirement into the right-hand box in relation to the

Distribution Process and the stakeholder. For example, the upper left-hand box shows the con-

sumers' requirements in publication: they want to copy and publish the content for their own

private use, which can mean that they want to share it with friends and family. They also want

to archive the content for their future use, which might be remixing, for example. To help pri-

vate archiving, they want to annotate the content with keywords and descriptions. Lastly, they

want to participate in the discussion around the content and publish their comments.

In a similar way, each stakeholder has requirements in each of the three phases of the Distri-

bution Process. This creates a jungle of requirements for each step of content distribution. Re-

quirements might be partly overlapping, e.g., professional publishers' interest in a good quality

consumption experience is surely in the interests of everybody. Requirements might also be

controversial: one stakeholder wants free copying of the content and the other wants to be paid
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for each use. The underlying content system and the content network to facilitate all these re-

quirements have many challenges.

The state-of-the-art in light of researched literature and systems have succeeded in satisfying

only some of these requirements. More often, the solutions to various requirements are in differ-

ent systems. Academic research has usually concentrated on tackling only one part of the three

distribution steps and from the viewpoints of two of the three stakeholders. For example, in

academic research there are studies that address consumers and amateur producers, but not the

content business. Or, there are studies that concentrate on the content business, but do not in-

clude the perspective of amateur producers that might satisfy different kinds of business models

than those for professional publishers, such as donations and voluntary compensation.

5.3.2.  Social Media Mix

The automatic access to network resources that do not require explicit communication is an

important new cognitive and social binding for users. In particular, many Web 2.0 services have

touted this as a great advantage. However, it also has the potential to increase the complexity of

information discovery even more. From a user perspective, the Web feeds and information flow

is not tailored, but each source is a large flow of that particular area. This development does not

help users to filter the relevant information on their work desk.

Additionally, creating social links on the network has become so easy that many people have

meaningless social connections that potentially steal attention away from more meaningful

friendships. In other words, automatic information feeds have the potential to render weak so-

cial ties even weaker and shift the meaning of community further from its original communica-

tional orientation and towards individual units that become observers and opportunists. This de-

velopment was studied by Richard Ling in the mobile phone environment [Ling, 2004]. 

Some of the problem setting can be turned in to an engineering task: how to show the in-

creasing amount of metadata for a user in a way that it is easy to use, efficient to search, quickly

browsable, easy to organize and maintain, and includes for a wealth of related information, ver-

sion history, and connections to its neighborhood. In particular, the use of metadata for present-

ing relationships between the content and its descriptions and its neighborhood are studied as a

potential enhancement for metadata user interface presentation.
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The objective of the better understanding of information categorization is the key factor of a

knowledge society. Sharing information and resources in real-time and the coordination of help-

ful social connections can create decentralized self-organizing networks for collaboration, prob-

lem solving, and innovation, but especially for the possibility of activating a network-based civil

society [Viherä, 1999].

5.3.3.  From Shop Profiles to Network Profiles

Different kinds of user profiles based on user behavior recording have a long tradition. Both

traditional stores through their customer membership card systems and online stores by record-

ing the click-through patterns of their visitors store a vast amount of information about their

customers' browsing and shopping behavior. This information is used for direct marketing, mass

customizing, user-specific recommendations, and many other useful activities routinely. Bigger

consortiums can distribute recorded information among their different stores and some compa-

nies profit from selling this valuable business intelligence information to other players in the

market.

Click-through patterns have been found to be an important source of market intelligence

[Schonfeld, 2007]. Smaller shops might not have equally big customer databases and this is

where advertising and business intelligence companies have come to offer their services with

big databases of collected customer data from several stores. In the era of automatic data pro-

cessing, the collected customer data and related calculations can differentiate winners and losers

in online marketplaces. The customer's benefit meets the product provider's benefit when the

customer finds the right products to buy. The information processing challenge is to find the

most relevant product match to meet the customer's profile that has been created using their past

selections on one or many network services. In general, the research problem of relevancy is al-

ways valid when presenting search results to a user, i.e., how to create an ordered list of search

results with the most relevant hit at the top.

To build a better and more dynamic digital goods marketplace, it is important to extend pro-

file processing from the privileged environment of the single company and to use this valuable

information more widely as a general tool in the large content network environment. Whereas

profiles and profile matching are old methods for processing descriptive information, the novel-

ty of this work is to propose that they are used all over the system, widely on the distributed net-
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work infrastructure. They have the potential to optimize the use of whole networks not only a

single online shop.

From a business point of view, it is natural that online businesses compete in profile process-

ing tools in an effort to build ever-better recommendation engines. This is also a part of better

customer service and a better user interface in their shop. This is where the benefit of content

companies contradicts with the benefit of the overall content network design. There is a lot of

information in content networks that is not being used in an optimal way. This means to the

benefit of the whole network and all its users, not just the biggest operators who have the capital

to invest in research. The networks have become complex webs that can benefit from the find-

ings of mathematical network processing tools and the lessons learned by social network re-

searchers. This network information is not in the hands of anybody at the moment.

The web-like structure of network information seems to offer an interesting way to use pro-

files and relations as an object model to arrange and process data. The relevance matching used

routinely by online stores can be extended to many different network resource items to find rele-

vant connections between them. Users or customers are not the only entities that can be de-

scribed as profiles. This can be difficult to notice if the challenge is to optimize the sales of a

single online store. The challenges and opportunities are different at a network level, which con-

tains more attributes to consider. If successful, the proposed approach does not only have a ma-

jor improving effect on content distribution and user experience by increasing the accuracy of

search results, but also it can create an even better recommendation engine for all online

businesses.

In online business, targeted advertising is the most interesting goal. Advertising has the best

return of investment in a preselected group of potential customers. Selling user profiles and pat-

terns of customer behavior on the content network is a lucrative business. People's social

connections that have become bare with social networking websites are a goldmine to advertis-

ing companies. It is possible to recognize the opinion hubs and take advantage of the power of

friend recommendations. This is also followed up by partner programs of the big online stores:

now everybody can be an online salesperson and advertising agent.

Even though this information has been available to the biggest operators, the metadata over-

lay opens it to everybody in the network. Since user privacy is protected, their behavior is pub-

lic. Even though the data looks like long lists of hashes, it reveals the patterns and transactions

of the network: who is popular, what is bought, where the content comes from, and so on. It will

also emphasize the network effect that is already powerful among social media users. The net-
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work effect means that good content or services become more valuable as more people use

them, thereby encouraging ever-increasing numbers of adopters.

5.3.4.  Social Business

For the traditional media industry, the development of participatory media has been proble-

matic. The main centralized business models of capital-intensive media creation and distribution

have been challenged. There is now much more two-way interaction between media producers

and media consumers, and the metaphor of “mass audience” has been replaced by a fragmented

landscape of participants with different interests. There is a strong need in the industry to under-

stand these emerging social phenomena, and media companies are struggling to define meaning-

fully their own roles in them.

In this new landscape, an old media organization is not only a content source. It also facili-

tates community interconnections by providing discussions, recommendations, and match-

making between media content and different communities. This new middle media layer attracts

media from both professional and amateur producers and blends together in comments, remix-

ing, discussion, and other interactions. It is important to build the facilitator service based on the

knowledge, interests, and preferences of individuals, and community models that facilitate col-

laboration and effective communication among community members. The clearest signal of this

behavior is the content that is consumed.

A regular social business platform collects contributions from professional content sources

and amateur contributors alike. This platform offers discussion forums, remixing tools, and oth-

er interaction applications. Each user has a registered user name to participate on the website.

However, the neutrality of the platform and the service is highly challenged by the fact that the

platform is in the media company's possession. For example, the media company is responsible

for the published content, and thereby it is responsible for moderating the content. The platform

is also a business for the facilitator, and thereby it is interested to make the content profitable by

advertising and other means. The platform for participatory media has become a centralized

business model where amateur content is welcomed as long as it serves the purposes of the

company that runs the platform.
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To enable the growth of cultural content, it important to break away from the described cen-

tral model where the responsibility and control is in the hands of whoever owns the platform.

Information technology provides tools that offer the same functionality without the shortcom-

ings of the central model. When both metadata and content are distributed among network

users, content providers compete for the attention of consumers in an equal standing. The winn-

ers are not picked based on the ownership of the publishing platform, but on the quality of the

content.

5.3.5.  Who Do You Trust?

Trust is especially important when distributing non-commercial or free content without the

publisher’s interest to control distribution. In this case, the publisher does not aim at securing

the trustworthiness of the publication. It is built by the users interested in the content. Each cre-

ated social relationship brings more information to the system to be exploited. Relationships

among friends have more trust than those among strangers. This trust can vary from very good

friends to people that have become virtual friends online because of some random event or in-

terest. Further, a person tends to trust a friend of a friend than a total stranger. This is the so-

called second-tier trust relationship. In general, trust decreases as the number of hops in the trust

network of people increases.

Trust can also be formed through recommendations by many peers the user accepts from

something else, such as from an interest group. People also tend to be more loyal, generous, and

accepting towards their friends and acquaintances. In their circle of friends, they might share

some of their network resources for free, or they share to friends because they can expect to

have the favor returned. Loyalty keeps you from mistreating your friends; hence, friends might

form a better working subnetwork among themselves. In addition, if a user is misbehaving they

can be sanctioned by the others, even without intervention by the system administration or the

system itself. Such peers might be removed as friends and they lose the benefits of being a part

of the social network.

This is a part of the informal social control mechanisms discussed in Section 4.3.3 Informal

Social Control Mechanisms, p. 200. These mechanisms also produce distributed moderation to

the system, since each of these cells of friends screen users for acceptance and continuous be-

having. When all users share the interest of having a working system, it helps keep unwanted
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users and content out of the system. These groups or cells of friends and socially connected in-

dividuals create social network clusters. This is an important structural unit when exploring the

use and processing of networks. These clusters are further connected through people who be-

long to many clusters, or the clusters have other connections, such as through a similar content

they share. Hence, there are clusters formed through social relations, but also through content

relations, i.e., by users who share an interest in the same or similar kinds of content. The source

of the content is also a common factor to some users. They tend to find and download their con-

tent from certain sources they have come to trust.

Simplified, trust is based on information about past interactions. A user is able to create a

trust relationship if they have a way of reporting, sharing, and accessing reputation information

about other actors on the network. Interestingly, this information is often eagerly demanded of

some actors, but hardly ever questioned in the case of big companies. Brand loyalty also works

in the digital world. On social and P2P networks, the majority of transactions are between com-

plete strangers with no prior knowledge about each other. This leaves a lot of room for op-

portunistic behavior that does not necessarily work for the benefit of the system they want to

exploit.

Despite many good research efforts in this field [Aberer and Despotovic, 2001], [Ruffo and

Schifanella, 2007], and [Nikander and Karvonen, 2000],there is no widely acknowledged repu-

tation management system in use. As the "Trust as the Basis for E-commerce" paper by [Aberer

and Despotovic, 2001] pointed out, the common failing in this area is the narrow scope in data

acquisition. Each user stores information about their own past interactions with others, but it is

difficult to connect this information with other users for privacy and compatibility reasons.

Their solution is to offer replicas of the ratings of trust-related behavior of the user to other

users, i.e., complaints filed by the user about others and complaints filed by others about the

user. This opens the information stored by others without risking the privacy of the user. Only

the data related to this particular user is borrowed.

Differently to all the referenced example papers, this dissertation work expands for the first

time all the transaction data of the content network based on trust and reputation building. The

obvious privacy problem is circumvented by using a complex hash structure published in this

work. Further, the data used for reputation is not only based on user feedback or commercial

transactions, but is built on all kinds of transactions. It seems obvious that this will improve

trust-based applications on the network, but because of the scope of this work, the evaluation

and applications are left for future work.
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Although the essential goals of TV in the US are obtaining high ratings and increasing rev-

enues, amateur editors and news sources have risen as alternatives. Yet, these amateur informa-

tion sources often work on opinions and without responsibility and verification. Both develop-

ments can dim the role of information and journalism as an objective public service to educate

viewers and readers about the issues affecting the world. Does amateur content production join

entertaining reality shows in drowning an awareness of a world faced with a host of transnation-

al challenges, instability, and dissonance? Who are the experts and how can we recognize the

sources of reliable information in the fields of science, economics, sustainable development, en-

vironment, peace, security, education, and culture?

5.3.6.  Open User Profiles

Professionals offer the tools that enable consumers to open their own media channels to large

audiences. Viral videos on video streaming services and blogging are good examples of popular

new media channels that complement traditional mass media. These new media channels are in

addition to rather than replacing old media sources. Culture has always been based on the mix

of many views and the work of others. This becomes even more evident with the new tools that

allow immediate reaction to news and pieces of content. Today's technology opens the way for

everybody to express themselves to a big audience.

More importantly, the design has to be open and easily accessible for content business, but

with reliable customer authentication. The environment tracks and enables the use of others'

work, materials from cultural institutions, and commercial publishers as a part of creative prod-

ucts. This creates new business opportunities for companies to offer their digital goods.

For professional publishers and increasingly amateur producers, it is important to be able to

include the owner's rights and charging rules with the content. Single file solutions cannot offer

a solution for presenting a wide variety of metadata languages. This dissertation offers the solu-

tion that the consumer browses and buys the rights first. The metadata overlay is the market-

place to promote and present the product including the terms and rules of the purchase.

This is also an extra layer of security for the content provider, because the metadata overlay

does not include the product, but the provider can control the product delivery on a separate

server, if desirable. Likewise, the keys to open the content can be located on a separate server.

Hence, the metadata overlay is the place to find the content, discuss, give feedback, and make

281



the purchase decision. In this sense, a comparison to a linking search engine is justified. Win-

ning on this level means winning in the content trade. All the companies that try boosting their

search results further up the Google search results pages are well aware this.

The metadata overlay has a built-in positive incentive for everybody to be visible. The better

the inserted metadata is, the easier the content description is to find. Unlike search engines, no

central actor decides in which order the search results are presented to the user. On the World

Wide Web, familiar well-established business brands on domain names and page headers attract

the trust of users. The same works in the metadata overlay, which allows this trust to be built

even further. The metadata includes a digital signature, which proves it comes from the claimed

source. A signed hash proves the identity of the content including the company name and logo.

All transactions are automatically encrypted stronger than bank transactions on the Web.

Essentially, the opportunities for commercial publishers on the metadata overlay are much

better than they are on the World Wide Web. They do not need to trust in one domain name to

promote their businesses, but they can take advantage of the business that has been created

freely around the digital goods they sell, not within a domain name. This is one of the greatest

differences in metadata overlay design compared with the World Wide Web: the latter is a loca-

tion-based medium, whereas the metadata overlay is mainly content-based, but in a similar way

a hub can be a user, a network node, or a community. The hub is the network resource or object

that creates many relationships in its neighborhood.

Furthermore, wherever the "hot hub" on the network is, it does not create traffic congestion

as happens on domain-based services on the Internet. On the metadata overlay, the more rela-

tions something has, the more it is copied all the time. The greater number of digital copies on

the network are justified by its popularity. When its popularity peak diminishes, the garbage

collection mechanism of each node lowers its importance and finally it exists only on those lo-

cal metadata databases where it still gets requests. Naturally, this kind of mechanism makes

large volumes possible for smaller commercial or amateur publishers that do not have the cap-

ital for big Web servers. Additionally, the success of their content is not a success of some third

party hosting company that sells ads on the side. They can gain from the advertising profits

themselves or choose not to have advertising to bother their customers.

Collecting customer information has obviously raised valid privacy concerns among con-

sumers. Many shops know in great detail the names and addresses of their customers, even their

social security numbers, credit card information, shopping preferences, household members,

and so on. Every shop and content application is legally allowed to keep records of their cus-

282



tomers together with their browsing and shopping history. Shopping data is not the only area of

information people leave behind all the time while using the Web.

New social networking sites add the dimension that reveals more about the user than they re-

alize. Unlike supposedly anonymous surfing on the Web, today people use many websites after

logging their credentials at first. Logging is a common practice and is gaining popularity on

websites, because often social media applications are bound to it. Hence, services, such as

iGoogle, Facebook, and MySpace, record everything users do inside these services, which is of-

ten forgotten or ignored. User privacy can be undermined by serious principal factors: users

themselves disclose too much information, the service is not built to protect user privacy, and/or

it does not offer tools for users to protect themselves. At the same time, the information record-

ing system might include powerful tools to compare and search for stored user information, and

it might even use real user names to promote and share information without asking permission.

The Internet architecture is based on IP addresses that give out the geographical locations of

network users, and GPS-based applications on mobile devices are capable of tracking people

outside the network. Privacy vulnerability and identity thefts are an alarming rising trend on the

network. This work proposes to keep user profiles private, but let them serve all the users across

many content services. Naturally, this solution is more complicated than those on a single web-

site since the profile in this scenario is not shop- or application-specific. It is generic, more pre-

cisely content network-specific, with the potential to move from one network to another.

The proposed system creates a profile that returns responsibility to the information owner.

The profile is a property of the user and they can decide how to use it. Even though shops col-

lect information from their customers, it is possible to provide this information in a way in

which it does not give out more than is necessary for the transaction. By contrast, transaction in-

formation between hidden identities can be used for the general good of the network. A system

architecture can hide user information if it is a design objective from the beginning.
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5.4.  Analysis of the Results

A local network operator is motivated to build a winning large-scale content network, see

Research Questions, p. 32, and the section of Stakeholders, p. 183. Separate operator networks

span and influence the whole global content network built on top of the Internet. This disserta-

tion repeats the history of content networks and weighs the pros and cons of the modern Internet

and WWW for content distribution as well as systems that were predecessors of modern content

systems, especially against P2P technology. The first contribution is to understand the strengths

and weaknesses of these technologies without taking any of them for granted. Even the most

successful technologies have their shortcomings. It is crucial to understand the limitations of

current content network technologies and not to build a solution based on old thinking.

Second, as some existing solutions have already proved, the future of content networks of-

fers a multitude of possibilities, but only if the network is built to allow it. Current solutions are

often based on WWW technologies. Yet, decentralized models explored in this work have the

potential to save money for the network owner, the operator. Third, this dissertation takes a

holistic approach to the content network. What really can be done with the investment? If the

operator invests in hardware, it should get the most out of it.

Different design decisions can be made considering legal constraints, immature technology,

or other obstacles. The result is realistic. Many of the issues discussed in this paper are in no

way new, but have long been floating around. Hence, the fourth contribution stems from addres-

sing many of the existing issues on the same network at the same time by examining content

distribution from publishing to consumption as a continuous process rather than as separate

events.

The overall understanding of the distribution process contributes system data interoperability

and flexibility. It is common for applications to address a limited challenge with an effort to

grow from its own limitations, when adequate decisions are found to satisfy future require-

ments. Furthermore, this work recognizes the forthcoming paradigm shift from computer net-

works to content and service networks, which will shift the balance towards distributed comput-
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ing rather than monolithic single services. The key for a better content network is changed

content consuming habits and an environment created by the users. Currently, this power is

locked inside single separate content services.

In a large-scale web of connections, the population of nodes can quickly grow to a signifi-

cant size. Owing to the P2P nature of the network, the turnover of the population stays high

even though the life expectance of nodes stays low. There is practically no cost in switching

identities. This is true of many Web services. However, the change of profile is considerably

lower in social networking websites. Hence, by adding social networking features to the P2P

content network, the life expectance of nodes increases, which improves the stability and perfor-

mance in the network. Another problem with P2P file sharing networks is cheating. Even

though universal cooperation would result in optimal overall performance, individuals who

cheat benefit the most. In the metadata overlay, this is improved by sharing most of the content

with friends, taste buddies, and the individuals who benefit the user most. This introduces the

same social moderation factor: users cheat total strangers easier than their friends and the people

they benefit from.

Even in data transfers between friends, not only the asymmetric bandwidth connection but

also the asymmetry of interest can lead to unfair transactions. P2P systems are criticized for

their lack of cooperation between nodes and the fact that there is no way of recognizing the

identity of peers that defect. This is improved in the metadata overlay by introducing clusters

that are formed by closely linked entities in the network. This means that the cluster works as a

whole by downloading data that is interesting to the cluster. This also means that the user in a

cluster who lacks bandwidth benefits from the users who can collect a lot of data quickly. Since

peers cannot choose what data they store, the weaker nodes can load-balance data from bigger

nodes. Other P2P system research has concentrated on the problems of unbalanced bandwidth

use. The fact is bandwidth is only one of the many resources users can share in a network.

As a synopsis, this dissertation suggests that the relationships and transaction information

between users, hosts, and content, together with social bindings, is freed for the good of the

whole content network. This will create the base for the power of social networking and content

sharing in the future services of the global Internet. The most obvious point for this change to

take place is the local operator networks. They can be created significantly more interesting to

content providers with clear steps towards sustainable and green computing.
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5.4.1.  Document Structure

The content of this dissertation is divided into two mutually supporting areas: academic re-

search and system design. These areas have greatly benefited each other. The document starts

by presenting the colorful history of content networks, concentrating on the rise of P2P file

sharing networks in the past 10 years. It is a road to a revolution in content distribution enabled

by digitalization and computer networks. This work brings forth and names phenomena, influ-

ences, drivers, trends, popularity factors, and the impact around the large-scale content net-

works. It contributes to the understanding of how P2P networks have changed digital content

distribution and the opportunities in this context for the content industry and professional pub-

lishers. More importantly, this study lists a group of strengths and shortcomings of the existing

solutions and their directly related technologies. This background is necessary to compare with

improvement suggestions.

An important part of the comparison analysis is to explain how the design of the content net-

work and the myth of "zero-cost" thinking affect the content consumption and business opportu-

nities. As a result, this dissertation explains shortcomings that hinder the development of exist-

ing content networks. The required backward compatibility to the shortcomings of the modern

technology leads to small development steps limited by the underlying Internet and World Wide

Web technologies.

For this study, it was necessary to develop a way of describing the entire digital content dis-

tribution process from publication to consumption. This helps explain how each step in the

process affects the others. For example, the injected metadata sets limits for applications in the

system and file format requirements in terms of the distribution effects of both the publication

and consumption of the delivered content. The dissertation offers a simplified model of the

complicated value network of the content network business. It recognizes the key roles of con-

sumers, amateur producers, and professional publishers. All the cases and arguments presented

in this work lead back to these three parties. The emerging roles of amateur producers are espe-

cially interesting to this study.

Through these three main roles and the three steps of the content distribution process, this

study lists a number of influencing requirements of the roles at different phases of the process.

One of the key contributions is the introduction of Requirement Matrices that highlight the dif-
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ferent requirements and dynamics in a 3×3 matrix. These matrices offer information about the

changes in content networks at a glance and contribute to the discussion outside the academic

community.

To evaluate the applicability of the proposed improvements in various areas of content net-

works, this dissertation includes recommendations that include the suggested improvements in a

single architecture and outlines details of the technical implementation. The proposed system ar-

chitecture concentrates on improving and encouraging the use of decentralized information sys-

tems instead of the currently dominant centralized systems. More importantly, this is achieved

without concentrating all the information on a single database by following the example of suc-

cessful search engines and Web portals.

The chosen approach contributes to the development of a more democratic content network

where a single operator cannot gain a hugely dominant role in data traffic with hundreds of

millions of visitors per month. The proposed architecture separates the popularity of content and

its delivery. Content is allowed to be popular, but it does not need to create choke points in the

network. Furthermore, the proposed architecture makes the content available without the help of

a few search engines that, from the viewpoint of content network functionality, gain unneces-

sary power by merely guiding the traffic between network nodes.

From a business point of view, this contributes to a more democratic marketplace, where vis-

ibility on the network does not require help from a hosting service. The proposed system envi-

sions a marketplace where the supply of content providers shows up on consumer search results

without the help of a search engine that decides the relevancy, more visible operators on the net-

work do not gain preference, and consumers can compare the prices of digital goods as well. All

these three issues are non-existent now.

The proposed solution contributes to the fight against illegal content piracy. By improving

user privacy, it is possible to build a system where both legal and illegal content providers can

co-exist. There will always be criminal factions that steal and try to benefit from the work of

others. Improving capabilities will generate even better illegal opportunities in the future. The

same tools that already exist in society will need to play a bigger role in the content network as

well. This work proposes DRM based on strong cryptographic means, but also giving room for

soft DRM: a better chance for a user to make a legal choice and informal social control mecha-

nisms. The proposed content system offers the possibility for a larger law-abiding faction to

identify and isolate criminal activities on the content network.
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The proposed technological architecture contributes a new object model to store and process

network elements using relations, profiles, and interconnectivity by introducing transaction-

based content descriptions. Effectively, this results in an increased amount of data that can be

used for better search results. The key technical contribution of the work, which enables im-

provements in the various areas of the objectives, is the way to handle the transaction data of the

network anonymously, yet bound to user identifiers. This seeming conflict of concepts is han-

dled by separating a user identifier from a user identity.

Lastly, acknowledging the increasing environmental burden of ICT, this dissertation con-

tributes to the efforts of creating more sustainable information technology. It raises the aware-

ness of shortsighted technological decisions in large-scale content networks that create massive

planetary consequences. The proposed solution takes better advantage of the existing ICT infra-

structure to create a financial incentive for companies to save energy and stop polluting with

rapidly aging hardware.

5.4.2.  Research Contributions

This dissertation has presented a snapshot of the history of content networks. The timeline is

presented in Chapter 2: Literature Study, p. 53. This background work included system proto-

typing and studies, see Chapter 3: Systems Study, p. 120. Together, these helped identify many

influencing factors and requirements for content networks. The findings are analyzed in Chapter

4: Digital Content Distribution Process, p. 171. This work points out the slow development pace

of the Internet, the concentration of information power, and the many growing security and pri-

vacy issues.

The first version of DiMaS and the included DP proved as a concept that it is possible to

make a system for multimedia producers to publish their work on highly popular P2P file shar-

ing networks, and importantly, a system that enables producers to insert content metadata, to

manage intellectual property and usage rights, and to charge for consumption. All this can be

done without introducing another new content or metadata file format and a dedicated client ap-

plication to read the format. The used example of the technical implementation of DiMaS was

specified for a micromovie producing community that creates short movies for handheld de-

vices, and in this particular case for a PDA with network access and a JRE.

288



In the DiMaS system, a DP generated in a Publication System was the injection point for

publishing. The Publishing System supported many publishing channels at the same time in or-

der to gain larger coverage. The DP was a novel way to bundle rich metadata files with the actu-

al content into one executable file. It contained built-in logic and a user interface for browsing

content descriptions, viewing preview files, purchasing content, launching the content for play-

ing, and submitting feedback. The descriptions contained multiple licenses, e.g., in human- and

machine-readable format, separate license variations for different legal regimes and languages,

and multiple expression languages, e.g., both ODRL and MPEG-21 REL for the same content.

Each of the description files could include a separate schema or ontology file, such as a map to

the data. The DiMaS DP included a licensing history to trace the sources of derivative works.

Further, it used a PKI-like security model and digital signatures to ensure data integrity for safe

content distribution.

To think further from the DiMaS prototype, this dissertation proposes a content system that

is a truly open decentralized marketplace for rightly priced digital goods where content con-

sumers, providers, and retailers have more opportunities to sell digital content, services, band-

width, computing power, and storage space. This system has built-in mechanisms and security

for the trade of digital goods, and it is not closed inside a single server of one company.

Equally, it encourages consumers to become amateur content producers by offering tools for

content reuse, licensing, charging, usage monitoring, and inexpensive large-scale distribution

without depending on any single host on the network. The introduced prototypes presented a

way for professional publishers to create new business opportunities by accessing the new parti-

cipatory and remix culture of amateur content producers.

The decentralized architecture returns the information democracy where consumers and am-

ateurs can communicate without big corporations taking advantage of their submitted informa-

tion. The presented design gives tools for professional publishers to use the same content distri-

bution networks as content pirates. This is possible since the identity of the pirates is secured.

Consumers have the chance to list top quality legal and lower quality illegal sources next to

each other with similar ease. This will give honesty a better chance.

The design introduces a novel resource discovery mechanism based on web-like relation-

ships and local metadata databases. It is based on all the information generated by a large-scale

content network full of users and devices interacting, changing data, creating explicit and im-

plicit connections, and transacting with each other. The metadata overlay enables social media

289



without jeopardizing the privacy of the users, by using social networking to help transactions

with reputable trustworthy parties on the network.

The advancement in protecting user and host privacy makes it possible to take full advantage

of the tacit information of the network that is created by the interaction of users and nodes, vari-

ous transactions, events, activities, and foremost relations between various elements on the net-

work. The resulting system adds meaning to content and connections, i.e., why two entities on

the network are connected. This results in the system being more responsive and the search

results more accurate without creating obvious single node bottlenecks or violating network

neutrality by setting up content caches to operator facilities in global-scale use cases. This is a

new way of using network data.

This work proposes the better utilization of both network hardware and end-terminals. One

conclusion of this work is that lowering energy consumption is not the key approach with new

consumer devices. The way people are using these evermore capable devices is more important.

More concretely, if an operator that connects a consumer to a network by using a residential

gateway, router, modem, or setup box offered a device that could perform most of the content

services of the consumer's desktop computer, it would be an incentive to get rid of old power-

hungry PCs. This would be of interest to the consumer and a competitive advantage for the

operator.

This dissertation offers a decentralized content network to take advantage of these more ca-

pable operator consumer devices to make further savings by moving a part of the computing

load of the central servers to these power-efficient consumer devices.

5.4.3.  Analysis of the Fulfillment of the Objectives

To achieve the listed objectives, this research needs to ask the right questions to remove the

obstacles that have stopped these developments already taking place in existing content net-

works. If the presented objectives are valid and considerably improve existing content networks,

why have they not already been implemented? The aim is to identify the obstacles to the devel-

opment and to bring advancements to the key areas.
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Questions from a network-centered viewpoint:

How to unleash the true potential of many internetworked users and computers that are con-

tinuously connected online using the same compatible software - and in the case of the local

operator, possibly even using the same hardware provided by the operator?

Questions from a consumer viewpoint:

How can the consumers of the network have better access to the connected resources beyond

mere file sharing, using more computing power and applications on demand, using connected

sensors, and find all this desired content easily and yet safely considering privacy and trust

issues?

This pair of questions sets this research apart from solutions that are based on a single online

shop, service, device, or computer host. The viewpoint is distinctively network-centered and

covers many network nodes and their interoperabilities. Regardless of the many topics and

viewpoints, this research repeatedly comes back to accessibility in the various phases of the

content distribution process: consumer's access to the content and services of the network, ama-

teur publishers' access to distribution channels, and professional publishers' access to the ama-

teur content production process, to name a few examples.

The following analyzes the success of reaching the research objectives set in the first

chapter.

(O.1)  Performance

– Suggest a way to decrease the information retrieval response time

– Suggest a way to improve the relevancy of search results

The response time in complex queries is improved by using local data caches. This lessens

the number of live requests to the network. This advancement step is supported by a paradigm

shift from a more expensive network infrastructure to more inexpensive local storage space.

Search results are improved with additional data and especially an added number of

meaningful connections between the data. Each local node in the network can take advantage of

the transaction and relation data that were the privilege of central nodes earlier.
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(O.2)  Privacy

– Suggest privacy improvements for the content network users

– Identify shortcomings in user profile information management

This is achieved by separating identifiers from identities. A user is represented in the net-

work by an identifier that is not directly connected to them. Only the user can make the connec-

tion and this is not visible to other users.

(O.3)  Network Neutrality

– Find shortcomings in large-scale content networks that compromise information

democracy and network neutrality

– Innovate an alternative to information and service isolation

It is essential that content networks can work without a central search engine. This is

achieved by distributing the search to connected nodes and their local caches. The advancement

in privacy makes it possible to share the transaction and profile information that was hidden in

the databases of the biggest operators.

One of the objectives of this work was to show that companies can maintain branding in the

distributed content network and that this benefits the whole dynamics of the network. It is im-

portant that consumers have good options they recognize as trustworthy. It is equally important

to promote good content that does not have the money to pay its way to the top of the search

results.

(O.4)  Content Business

– Present ways to encourage and facilitate competition and comparability of digital

goods

– Suggest how legal content providers can benefit from illegal content distribution

channels

The advancement in privacy is also a key component in this area because it is impossible to

root out illegal content sharing from content networks. Yet, when illegal content providers can

offer their content next to legal content, consumers have a way to do the lawful thing and

choose a better quality commercial product. Still, the existence of free illegal offerings places
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the emphasis on commercial providers to improve quality, ease of use, and customer service for

the benefit of consumers.

(O.5)  Green Computing

– Offer a complementary alternative to data centers in content distribution

– Present a way to harness an operator network investment into a better use

Section 4.6 Sustainable Communication, p. 230 offers calculations and alternatives to move

content network functionality from data centers to the capable consumer devices on an operator

network. This has the potential to save financial and environmental costs in data centers, to

better use the network infrastructure, and to use investments in terminal devices towards

hardware that can create more business for operators.

5.4.4.  Applicability of the Results

Despite the wide scope of this dissertation, the solution is specific and unsuitable for all ap-

plication areas. First, it is for the decentralized distribution of metadata and textual information.

The gray area of the system is all the textual material the metadata overlay can carry, but this is

not really metadata. For example, the metadata overlay can facilitate chat, discussion forum, mi-

croblogging, short message, and wiki-type applications that are mainly based on textual com-

munication. This would mean extending the understanding of metadata from descriptive infor-

mation to actual information, but the technical system is the same in both cases.

The metadata overlay has one clear distinction for the data: if the material is published for

the first time, it is always a new content item. By contrast, if the added text uses any old publi-

cation as an anchor, it is a description. Following this logic, the first message in a discussion

could be the actual content item and all the added comments are its value-adding metadata. It is

easy for metadata fundamentalists to start arguing what is metadata and what is not. However,

this is a definition argument that is outside of this system design. Rather, this can be seen as an

interesting way to extend the uses of the metadata overlay, or whichever name would be more

proper for the solution in this kind of use.
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Although the cornerstone of the system is the utilization of the automatically generated tech-

nical metadata of transactions, this system does not succeed without user-inserted metadata. Al-

though some degree of automation can be achieved to build semantic meanings, the whole

process remains a labor-intensive annotation task. This can be seen as the weakest link of the

proposed system. To overcome this limitation, much of the used information is actually system

generated and based on transactions. The system will balance between rigid professional ontol-

ogy and user-infused tagging. User contribution can be satisfying for many system tasks, but the

challenge remains how to motivate users to work for the information system and for the good of

the content network user community.

It is also possible to extend the metadata overlay to include images, e.g., for album artworks,

thumbnails of distributed high-resolution photos, or snapshots of videos. However, when allow-

ing images, it is difficult to draw a line as to the file size limit, and big files would change the

nature of the system. Images cannot be compressed as text can. The system is based on storing

textual content. If there is a file size limit to stored images, it is controversial to the openness of

the system and this kind of limitation is easy to circumvent by users and application developers.

Yet, this is an interesting topic for further studies and the development of the system: how

would images change the system?

From a pure performance viewpoint, the metadata structure does not necessarily work in the

best way as a metadata overlay in distributed format. This is especially the case in a large inter-

nal wide-area network, when the maximum number of users is the number of company employ-

ees, i.e., the number of users is not increasing to millions and it is easy to find an administrating

party for this central metadata server. On the public Internet, Google has taken a similar central

position by offering a winning service in a competitive market. It is interesting to see how long

Google's central position can remain. It has already moved in a decentralized direction by using

local and national domain addresses and distributing computing to many different countries.

The value of this work is in the design and analysis how a large-scale content network could

occur in a distributed way. This is engineering and design research. The design and prototypes

prove that many actions on the Web can be performed differently. More importantly, some de-

sign decisions, e.g., to distribute sensitive material to the network rather than store it on a single

company's server, cannot be centralized. Future work with large user populations would show if

the benefits of the decentralized solution could overcome the lack of performance in the areas

where a central system excels.
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Research projects in academia tend to be too short-term and too small in scope to encounter

the wide range of issues in distributed computing with large user bases. By contrast, industry

projects are not known for sharing their platforms and results. For example, Google has not

made open source its core distributed software components, although it has many other open

source projects. Another alternative would be an open source project on one of many open

project platforms. Yet, large-scale distributed systems are one of the most difficult to test be-

cause they require a substantial amount of dedicated hardware. It is not sensible to think that

testing would be possible on consumer computers, even though the end product would be target-

ed on this platform. There are some open environments for distributed computing in academia,

but they usually have a fixed software environment that is not open for all protocols.

This offers an interesting opportunity for big organizations and operators to increase their

leading positions. They trade in a protected market that is difficult to penetrate due to the above-

mentioned issues. Without access to a significantly large pool of machines and remarkably skill-

ful developers it is hard to gather any real-world experience in creating a robust distributed in-

frastructure. This can also be seen as a hindrance for the development of the area and, at large,

the development of the Internet. It is a prerequisite that the research takes place inside a large

business, such as Google, to evaluate the test results or launch a successful product in this area.

There are also constraints why the solution cannot be just a hybrid that would take only the

best parts from both worlds. This optimization has already been built in this dynamic design and

it allows central server-like nodes to appear to the network. If a node is professionally adminis-

trated, always online, and provides good service, it can easily achieve a significant role in the

metadata overlay. By further testing, it would be interesting to see if the metadata overlay would

gravitate towards the same structure as the World Wide Web routing traffic through a few con-

gestion points, although this is exactly what the design tries to avoid. However, if only certain

nodes are always online and they prove trustworthy, why wouldn't other nodes use them

increasingly?

The DiMaS system prototype provides one solution to the raised issues. It is a work of engi-

neering and systems design meant to prove that a certain design is possible to implement. Ow-

ing to the large scope of the work, this dissertation has concentrated on mapping the require-

ments for content publishing, distribution, and consumption. This work alone could have been

the scope. The natural extension to the work would be to implement the whole system and eval-

uate the claims with a real user community. Yet, it will be a large undertaking to program the

system from prototypes to production and to test it with thousands of users.
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How can we make happen a new kind of decentralized content network? This is a special op-

portunity for local operators that should create a positive pressure to upgrade their end-termi-

nals. Another option for larger utilization is a separate end-device sales creating an overlay that

works in many operator networks. In the latter case, the device vendor is a direct competitor to

local operators and this gives them an incentive to prioritize their own end-terminals and net-

work traffic. The third option is to roll out a software-based product to existing hardware plat-

forms. In this case, security is compromised to outer security domains and not all the benefits of

content trade can be achieved.

5.4.5.  Generalization

This work acknowledges that a system that has tied itself to a single description language

cannot succeed in a world with so many different applications and with an increasing number of

metadata schemes in use in the same field. Oddly, research still claims that a single universal

metadata language is possible to solve the problems. This did not happen even when the Internet

was remarkably simpler than it is today.

The novelty and strength of this work are elsewhere than suggesting yet another description

language to compete with the consistent work that the standardization bodies and other re-

searchers have performed for years. Hence, the goal of the design is to use existing conventions

in a new environment while maintaining compatibility to the surrounding world as much as pos-

sible. Furthermore, the system should be open for emerging non-standard descriptions and inno-

vations of user communities, and for other unpredicted future additions. This is exactly how the

Internet has been able to survive big changes even this well.

Even a great digital replacement does not necessarily replace the physical product. This

holds true also with product descriptions in the metadata overlay. Traditionally, audio and video

products have included descriptions in the form of booklets, stickers, and artwork on their cases.

It is a part of the consumption experience to handle them while playing the content. In computer

and TV games, which were left outside of the scope of this project, this is even more important.

If comparing only this product description part, game and other application descriptions are

manuals and reference books. Song and cast lists are much more standalone information, which

is not needed to play the content, although it can add value to it. Thus, audio and video goods
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are easier to copy and distribute digitally, and run on many platforms. Games and other applica-

tions are platform-specific pieces of data.

This built-in logic of applications makes it different from audio and video, which cannot call

the content owner's servers. More and more applications require a network connection not only

to activate the product but also to work it. When they need a connection to a software manufac-

turer's server, the software is checked, administrated, and updated constantly. A standalone ap-

plication turns into a part of the service the software company sells to the customer. Many

games already charge for this service as playtime. Furthermore, parts of the game, such as saved

games, settings, profiles, and buddy lists, are always on the network, i.e., on the vendor's server

and behind their access control. Many online services such as social websites and application

services have the same lock-in strategies: to access your own information, you also need to be

monitored by the provider company. This is not the case when listening to music or watching

films offline. They are still lacking the social dimension of sharing the experience online. The

user does not need to register to consume. The latest developments in this area are online music

services that offer an immediate social dimension, too.

Digital content distribution is an important topic in the game industry. The trend is that even

more of the gaming experience will be moved to the network. Broadband connections and cloud

computing solutions make it possible to run complex games from network servers regardless of

how powerful the customer's computer is. This will make games even more different from

standalone audio and video files. It would mean that you cannot play a game offline, but you

can always record an offline version of the song and movie you stream to your end-terminal.

Cloud computing and network service discovery is a part of the future work based on this

dissertation.

DRM has not attracted as much discussion with online computer games, even though one

clear motivation for online gaming and distribution is better protection from illegal copying and

unwanted usage. Gamers have not complained that the games have moved onto the network and

somehow their rights are limited because they cannot play offline anymore. If contacting the

game company's server provides enough added value to the consumer, such as free updates,

more features, and the whole gaming community, a user does not mind paying extra for it. If the

server login is only for activating the product or monitoring the device you run the product on,

the consumer can easily get the feeling that they did not pay for this. In the case of standalone

audio and video files, it is much more difficult to make the DRM system non-intrusive for a

consumer.
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5.4.6.  Future Work

The objective of future work is to create an architecture that links all available content, ser-

vices, applications, computing power, storage space, and bandwidth to the same content net-

work without a controlling body. This would be an open design where users, applications, and

systems find and use network resources without huge investments or central search engines. The

network needs to be inexpensive to all the parties and environmentally sustainable. Further-

more, the objective is fresh thinking regarding content network information architecture without

the obstacles of existing technologies.

From a consumer viewpoint, the long-term objective of the dissertation has been to improve

the way digital entertainment content is consumed at home. This dissertation is merely the be-

ginning of this work. It has grasped the minimal requirements asked by the modern content net-

work. In this world, digital content produced and published by traditional professionals will find

distribution channels they never imagined. Their material also becomes a part of amateur

productions, influencing consumers in unexpected ways. This digital world makes the content

more accessible for both consumers and amateur content producers than ever before. The con-

tent distribution network is reinvented to make more sense of the network builders, such as

ISPs, and more satisfying to the demands of the content industry.

In service-oriented networks, the free flow of information and digital goods in the spirit of

superdistribution turns the focus onto product management and pricing in the marketing mix.

Products do not exit from the system, but they multiply in copies and exchange their locations

on the network. This calls for new paradigms and pricing to support consumer requirements. A

research problem is to realize a common distribution management to control the good at the

time of usage to collect revenue.

Future work will concentrate on studying the incentives of the network operator to change to

the proposed next-generation consumer devices. What could PC-like consumer devices offer to

justify the device switch when residential electricity savings are not really in an operator’s inter-

est to reduce nor are they a competitive advantage? The best solution combines the interests of

many stakeholders and both economic and environmental benefits all at the same time. At best,

it makes business sense to save the environment.

298



5.5.  Conclusions

The popularity of digital media recording devices and media editing tools has enabled ama-

teurs to generate professional looking multimedia. Examples of these are computer game modi-

fications, digital image manipulation competitions, and homemade movies that have acquired

large audiences through “word of mouth” on the Internet. In other words, the availability of

multimedia authoring tools and unconstrained distribution on the Internet has enabled non-pro-

fessionals to produce high-quality digital content for others to enjoy. This has created a new

consumer group called amateur producers in this work.

These people have formed meeting places on the Internet by creating various virtual commu-

nities that share knowledge and authoring tools. There are also communities by regular con-

sumers. These virtual communities are often motivated by the content that becomes the glue to

keep the community or a group of people together. A piece of content creates discussion and

many referrals from other parts of the content network. This work has raised content to the fore,

and sees it as an initiator of social networking. In an increasing number of cases, it is the desire

to share content that initiates communication between users in the network.

It is difficult to say where exactly is the limit between amateur producer and regular user, be-

cause more and more users contribute to the network in different ways, such as giving feedback

and ratings, forwarding received content, and hosting pictures on their account. These activities

create social capital that can be turned into revenue as the content becomes more popular. The

more a content source can attract visitors, the more it has possibilities to offer adverts and link

referrals that are paid by online promoters.

Virtual multimedia-producing communities are looking for alternatives to the traditional me-

dia publishing and distribution channels that are hindered by cumbersome intellectual property,

organizational, and marketing practices. Efficient Internet publishing has spread global content

distribution power away from just wealthy media companies. Even though users, or amateur

producers, might not be commercially motivated, they do not want to lose control over all of

their rights to their own works. Yet, it can be seen that more users are interested in being com-
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pensated for their work through charging mechanisms. It is increasingly popular to include ads

even to most private webpages, by an author or by the publishing platform owner.

These virtual meeting places also have implications for illegal content copying and distribu-

tion as the knowledge of circumventing DRM systems spreads. The similar technological ad-

vancements and more active users that have made social networking websites a great success

have made illegal content sharing even more efficient. Groups of semi-professional content

crackers circumvent technological copy prevention mechanisms and then make the content

available for easy-to-use content networks. Their work resembles much of the work of glorified

amateur content producers and they produce lots of value-adding work to millions of users on

the content network. No wonder that content theft and criminal content copying is glorified in

democratic western countries.

As a part of content network ecosystem study, this work presents the development of content

networks from computer networks capable of messaging between machines and systems to user

networks where people share digital content. A large number of the biggest websites in the

world simplify user communication and content sharing. This has created user groups and com-

munities beyond the traditional circle of friends. Zero-loss digital copies of content travel quick-

er than gossip was able to travel in the human population before the age of digital content net-

works. Easy copying to friends and changing user behavior have created a content platform

where culture is evolving at an accelerated speed.

This dissertation is a journey through time as content networks have evolved. It points out

that many of the developmental steps have been made for commercial gain rather than to im-

prove the overall network infrastructure. In addition, the advancements, especially with P2P file

sharing networks, have also been motivated by supporting criminal activities in the form of ille-

gal content copying. The development has created huge search engines and social networking

websites that are congestion points in the network and risk user privacy on many levels. Illegal

copying threatens cultural products that more and more enter into a digital format.

In response to the emerging requirements of content networks, this dissertation has listed

four important stakeholders in the content network: consumer, amateur content producer, pro-

fessional publisher, and local network operator. This work studies all four groups in different

contexts that are valid in the content network at the same time. This is a strength compared with

related studies. Furthermore, this study includes the entire content distribution process from

publication to consumption and points out how important it is to enhance the former to gain ad-

vancements in the latter.
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In some ways, digital libraries and traditional libraries are remarkably similar. People still

create information that has to be organized, stored, and distributed. They still want to find and

use information that others have created. This dissertation research introduces metadata rela-

tionships as a basis for profile calculation and shared technical metadata. This approach has

been developed from the observation that system information, such as Web logs, and content

descriptions include many different kinds of links, connections, and relations.

Social networking sites and applications are a good example of using these connections.

Another example is profiling and recommendation engines built into profitable online stores.

Click-through patterns on user interfaces, data transfer information between users and nodes,

and pointed relations of content items create the ecosystem of content descriptions. By analyz-

ing this information, it is possible to calculate the content that is the most requested by a single

user or in the whole content network, which users or nodes are the most active or trusted in con-

tent downloading and purchases, and what kind of content seems to interest different groups of

people. Earlier, this kind of information has been the privilege of large online stores and market-

ing consultants. In the proposed design, users and nodes are represented as hashes that do not

reveal the related persons or IP addresses. Privacy concerns solved, this unleashes the under-

the-hood network information to serve network efficiency and users.

The qualitative methods of this solution allow more meaningful and semantically aware

queries that are context sensitive, i.e., personalized to incorporate a user's prior interests and

feedback. This is achieved by using the relationships among users, hosts, content, and other lay-

ers of the system. The basis of this environment is not only the content that users share but the

knowledge of who they share it with. This gives meaning to network objects. If this can be

brought to the user interface level in a motivating and transparent way, the system can use the

better semantic ruling process than any computer has at its disposal: the collective use of human

brains.

The proposal envisions a platform to facilitate traditional linear streaming content and a

more user-centric, time- and place-independent paradigm. The approach with open application

development will keep the platform updated and rich with content. One of the key enablers is a

new way of using metadata for indexing and describing content, providing licensing and source

works information, stating business models, and linking users in social networking. Together

these advances create a new kind of metadata overlay with opportunities to mix and reuse con-

tent with clear instructions about the rights for content use.
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This dissertation argues that metadata is a key enabler for content distribution. However, the

developed metadata solutions have been modest and centralized so far, based on an index server

model that is unattractive and unusual to P2P networks. On these state-of-the-art solutions, the

use of metadata is divided roughly into two categories: that describing content and enabling

users to search for the content and that describing and enabling users to discover available ser-

vices. In a BitTorrent network, the former would be a torrent and the latter a tracker. End users

and their applications need both of these metadata pieces to access information. Yet, both of

them could be distributed on a P2P network, thereby avoiding the disadvantages of the client–

server architecture. Having this as a starting point, metadata could be used to make the network

more efficient and the user experience better, and at the same time unleash the power of decen-

tralized content distribution as a business application.

To maintain the usefulness and validity of this work, it is necessary to maintain compatibility

to as many Web and Internet technologies as possible. Yet, this work wants to set itself apart by

not proposing another standalone website for content distribution, a proprietary end-to-end con-

tent service, or a content shopping search engine online. This work concentrates on the inter-

operability of all the mentioned existing solutions in a novel way while proposing an evolution-

ary path to new thinking in content distribution.

This dissertation claims that many of the current solutions exist because of the shortcomings

of the modern network architecture, and this is why the improvements in content distribution re-

quire changes on the lower layers of the network infrastructure. Thus, the rising research ques-

tions are network-centered and combine various connected content and service providers. This

work shows that the features of the content network enable advanced applications and user in-

terfaces, with equal opportunities to all providers with lock-in and other business strategies.

Modern content distribution works on overlay and virtual networks that have been created by

the applications each network user has installed on their terminals. These applications effective-

ly create a more advanced network than the underlying Internet can offer. Yet, the Internet Pro-

tocol Suite maintains compatibility with routers and other network components and creates the

Internet as the global base network. Although the World Wide Web is still largely limited by the

shortcomings of the Internet as a design, the most recent developments with P2P networks are

breaking away from these limitations by offering a fundamentally different approach to net-

working. Examples of the main advancements include name-based routing, DHT- instead of do-

main-based storing, and mobile host identifiers.
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The world is yet to see a large-scale P2P system based on the expertise of the cross-scientific

research of several prime universities. Unlike the current champion BitTorrent, a typical overlay

application of a small developer group, the approach should be to design a truly next-generation

distributed network architecture starting from the modification of the Internet Protocol Suite.

The current trend in developing forthcoming applications on telecommunications networks is to

utilize decade old IPs. An immediate implication is that an IP application is the Layer 3 protocol

and that it uses IP addresses. However, this is not sufficient. Other solutions both above and be-

low the IP protocol are also needed to meet the requirements for the next generations of

telecommunications networks. Problematic issues in the Internet community and in various

standardization bodies, forums, and consortia of telecommunications include mobility, quality

of service, security, management of networks and services, discovery, ad hoc networking and

dynamic configuration, and geospatial location. Many of the efforts will support P2P networks

and mobility even better in the future.

However, from the viewpoint of this research, it is essential to distinguish between the devel-

opment of the Internet and the development of large-scale content distribution networks. This

division is not evident in many contexts because the Internet is enjoying huge success. Even

though these network structures have many similarities and interact similarly, smaller closed

content distribution networks can be built to meet the requirements of modern content distribu-

tion. The operators, who are excited about IP technology for their networks, are actually limit-

ing their possibilities right from the beginning. Even though content distribution is a notable

part of Internet traffic, a content distribution network does not need to satisfy all the areas of the

general purpose Internet network. This is the key factor to breaking out from the limitations of

the Internet and WWW.

Rather than a server, the proposed decentralized content distribution model is better for both

content consumers and providers. For a consumer, it offers more options and possibly more

competitive pricing as providers compete in the digital goods business. It is better for content

providers because they can reach customers without huge investments in data centers and end-

terminals, and they can offer products that are combined from the offerings of many services on

the network. This approach is already happening on the Web in the many mash-up and service-

oriented applications that use the open interfaces of useful services and databases on the net-

work. The proposed architecture will build up using similar interconnectivity features as its

valuable cornerstones.
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In reliability engineering, the server part of the client–server architecture is called the single-

point-of-failure, the most vulnerable component of the overall system. To overcome this disad-

vantage, companies have invested heavily in the server component of the system. Often this

means that the server node is actually a large collection of servers, i.e., server farms, that work

redundantly and in parallel in order to share the processing load. This has created other prob-

lems in physical computer rooms because more computers need more space, electricity, cooling,

circuitry, personnel, and so on. Large data centers are the total opposite to the original vision of

distributed resources in ARPANET. A network with some hugely important nodes is vulnerable

to attack.

The DiMaS Media BoX shows how media distribution changes if the publisher uses a con-

trollable hardware-based platform. The greatest difference to a distribution package solution is

that the logic to play the content does not need to be included in the delivery, but is already a

part of the coded logic in the end-terminal. Furthermore, the hardware solution can offer superi-

or security as proved by the PKI prototype. The luxury of having a homogeneous computing

platform throughout the entire content network is a rarity. This work has identified that it can

exist in a local operator network that serves other stakeholders such as consumers, amateur con-

tent producers, and professional publishers.

Local operators have struggled to develop new and interesting applications for their televi-

sion environments. They face fierce competition from the many content providers that use their

own networks to compete with them. This has caused local operators to think about their real

strengths in the rapidly changing business situation. What does a local operator have other than

international competition? And how can it take advantage of the fact that it is physically located

in this market? One of the clear advantages is the hardware provided to its customers at the time

of service subscription. This dissertation sees such a consumer device as a key business oppor-

tunity for the operator to improve content networks for all stakeholders.

Power measurements show that the modern implementations of operator terminals are not

power-efficient and lag behind industry guidelines. More efficient and capable devices are al-

ready being developed and offer a considerable upgrade to power consumption, roughly from

20 W to 8 W per terminal. Further, the power consumptions of large-scale operator networks

have changed since users leave more devices constantly switched on. This is increasingly im-

portant to how the network is used since the number of connected devices is so high. The accu-

mulated energy savings from a single terminal device can become significant.
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This work proposes that power-inefficient desktop computers are replaced with "free" con-

sumer devices given by the operator. These next-generation consumer devices can deliver the

majority of the PC needs of regular consumers using a fraction of the electricity. In terms of

power consumption, a competitive edge would be created if an operator were to offer an alterna-

tive to a PC. This would drop electric bills in homes, but nobody has an incentive to switch

from 20 W to 8 W devices. Compared with an overall urge to save energy, this proposal takes

an unusual direction and suggests that the terminals are switched on to help the network infra-

structure. With this proposal and new power-efficient computers, operators could create a net-

work that would make business sense while saving a lot of energy.

Essentially, the consumer devices form a multi-purpose computing grid that is suitable for

many computing needs. It would be beneficial to consumers to have a device from the operator

that can offer most of the services of their desktop computer. The same device would save ener-

gy compared with desktop computers. If a consumer could give away the home computer after

getting a consumer device from the operator, this would certainly be a competitive advantage to

an operator. The aim is to utilize the infrastructure and investments of the operator in a more ef-

ficient way by using more advanced software in the consumer devices to turn them into full-

blown computers. The platform, initiated by the operator, could provide third party developers

with an easy development path to offer services and applications for the customers on the opera-

tor network.

This favorable change can be achieved in network design and in the way of doing business

rather than by developing a new energy source or unrealistically suggesting that we replace the

global network overnight with something else. The small extra investment in consumer devices

would provide operational cost savings as well as new business opportunities. Additionally, it is

essential for operators and big content companies to start looking for alternatives to their ineffi-

cient data centers.
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