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ABSTRACT

Conventional quantization distorts the probability density of the source. In scenarios such as low bit rate
audio coding, this leads to perceived distortion that is not well characterized by commonly used distortion
criteria. We propose the relative entropy between the probability densities of the original and reconstructed
signals as an additional fidelity measure. Quantization with a constraint on relative entropy ensures that the
probability density of the signal is preserved to a controllable extent. When it is included in an audio coder,
the new quantization facilitates a continuous transition between the underlying concepts of the vocoder, the
bandwidth extension, and a rate-distortion optimized coder. Experiments confirm the effectiveness of the
new quantization scheme.

1. INTRODUCTION

In the development of quantization theory, the
statistics of the quantization noise have played a cen-
tral role. This ranges from the ubiquitous focus on
the mean squared error (MSE), which is simply a
second-order statistic of the quantization noise, to a
more recent emphasis on the probability density of
the quantization noise [13]. From another viewpoint,
quantization should preserve certain features of the
source signal. For example, the widely used MSE

criterion implies that the expectation conditioned
on any quantization cell is preserved. However, the
preservation of the statistics of the source has been
considered only indirectly, if at all. In this paper, we
show that the preservation of source statistics can be
beneficial.

All statistics of the source are preserved when the
probability density is preserved. Existing types of
quantization lead to distortion in the probability
density. Conventional quantization endows a dis-
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crete nature to the quantized signal. This discrete
nature has been countered with dithered quantiza-
tion [14, 6, 9]. However, dithered quantization does
not reduce the distortion in the probability density
but rather it reduces the dependency between the
quantization noise and the source variable. The re-
sulting probability density of the quantized signal is
the convolution of that of the source and an indepen-
dent noise and differs from the probability density of
the source signal. There is no clear way to control
the degree of the difference.

The difference between two probability densities can
be measured by their relative entropy (also known
as Kullback-Leibler distance), which reduces to zero
when two probability densities are identical. We
subject quantization to a constraint on the relative
entropy of the probability densities of the original
and quantized signal, resulting in a new quantiza-
tion technology, which we refer to as constrained
relative entropy quantization (CRE). This quanti-
zation method preserves the statistics of the source
signal in an adjustable manner.

One application of CRE quantization is to remove
“birdies” artifact [3] in audio coding. This artifact
exists in low-rate, transform-based audio coding. In
transform coding, the source signal is decomposed
into frequency selective components. The compo-
nents that have relatively low power show on-and-off
effect after being quantized. The on-and-off charac-
ter produces an unpleasant sound that is perceived
somewhat like running water. By comparing the
spectrogram of the original and the coded sound, one
may observe that the “birdies” artifact is character-
ized by “islands”. This is due to the quantization,
which causes a significant change in the probability
densities of the frequency components. Thus, it can
be anticipated that the CRE quantization can pre-
vent the “birdies” artifact and improve the perceived
quality of reconstructed audio.

We briefly consider the existing solutions to the
“birdies” noise. One solution is band limitation [3],
which, as the article stated, does not eliminate the
artifact completely. Another solution is a regular-
ization method [2] arising from an analysis of per-
forming the MDCT on sinusoids. This method is
limited to tonal signal, while the “birdies” artifact
also happens for the noise-like signal. A third tech-
nique is the noise fill found in e.g. [11]. It is ad-hoc

and its performance depends strongly on the partic-
ular rules used for the procedure. Last but not the
least, dithered quantization forms a potential solu-
tion. In this specific application and in general audio
coding, one apparent difference between the CRE
quantization and the dithered quantization is that
the dithered quantization distorts the power spec-
trum of the input signal while the CRE quantization
does not necessarily do so.

We propose CRE quantization to account for per-
ceived distortions that conventional methods do not
take into account. In addition, as will be shown
later in this article, CRE quantization facilitates a
continuous set of coding alternatives ranging from
a classic rate-distortion based coder to a coder that
behaves as a vocoder, where only the distribution of
the original signal is reconstructed. Between these
two extremes our new paradigm can be interpreted
as scalable noise-filling or bandwidth extension.

In this article, theoretical aspects of the CRE quan-
tization are presented first in Sec. 2, where an op-
timal setting for CRE quantization is derived. Its
application to audio coding is described in Sec. 3.
An experimental comparison between CRE and a
conventional quantization is described in Sec. 4.

2. CRE QUANTIZATION

In this section, we first define generic quantization.
Then a special, relatively straightforward case of
CRE quantization is introduced. This is followed
by a detailed discussion of the general CRE quan-
tization method. The derivations are not intended
to be rigorous and are based on the methodology
introduced by Gersho [4].

2.1. Generic Quantization

A generic quantization can be regarded as a Markov
chain:

X 7→ I 7→ X̂. (1)

where X , I and X̂ denote the random source vari-
able, the quantization index and, the quantized ver-
sion of the source, respectively. Realizations of X
and X̂ are in space ℝ. Realizations of I form a
countable set. The mapping from X to I is a space
partition and that from I to X̂ is a reconstruction
procedure. The conventional goal of quantizer de-
sign is to minimize a distortion measure between the
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original and quantized source variable subject to a
bit rate budget.

The probability mass function pI∣X(i∣x) and the
probability density function fX̂∣I(x∣i) can be used
to define the quantization process. Conditioned on
the index I, X and X̂ are independent. Conven-
tional quantization uses a fixed partition and fixed
reconstruction points. This implies that fX̂∣I(x∣i)
takes the form of a set of Dirac delta functions and
pI∣X(i∣x) takes a value of either 0 or 1. For con-
ventional dithered quantization, the partition and,
therefore, the mapping changes for each quantizer
operation.

We first take a look at the distortion measure. Sup-
pose it can be written as an inner product:

d(x, x̂) = ⟨x− x̂, x− x̂⟩. (2)

The distortion conditioned on the index is

Di =

∫

ℝ

∫

ℝ

d(x, x̂)fX,X̂∣I(x, x̂∣i)dxdx̂

=

∫

ℝ

∫

ℝ

⟨x− Ei − (x̂− Ei), x− Ei − (x̂− Ei)⟩

fX∣I(x∣i)fX̂∣I(x̂∣i)dxdx̂

=

∫

ℝ

d(x,Ei)fX∣I(x∣i)dx +

∫

ℝ

d(x,Ei)fX̂∣I(x∣i)dx

− 2

∫

ℝ

∫

ℝ

⟨x− Ei, x̂− Ei⟩fX∣I(x∣i)fX̂∣I(x̂∣i)dxdx̂

=

∫

ℝ

d(x,Ei)
(

fX∣I(x∣i) + fX̂∣I(x∣i)
)

dx. (3)

where Ei denotes the conditional mean of X :

Ei =

∫

ℝ

xfX∣I(x∣i)dx. (4)

The overall distortion is the mean of the conditional
distortion, i.e.,

D =
∑

i

pI(i)Di. (5)

where pI(i) denotes the probability that the index
takes a value of i.

The minimum rate required can be written as the
mutual information between X and X̂. In typical
quantization systems, the mapping from I to X̂ does

not lose information, meaning that the mutual infor-
mation between X and I is the same as that between
X and X̂ . In this case the minimum rate is

R =
∑

i

∫

ℝ

pI∣X(i∣x)fX(x) log
pI∣X(i∣x)
pI(i)

dx. (6)

2.2. Distribution Preserving Quantization

We first consider a quantization that preserves the
distribution density of the source. With the defi-
nition of generic quantization, we may simply force
fX̂∣I(x∣i) to be the same as fX∣I(x∣i) to achieve this.

When fX̂∣I(x∣i) = fX∣I(x∣i),

Di = 2

∫

ℝ

d(x,Ei)fX∣I(x∣i)dx. (7)

The distortion in this case is two times of that
in many conventional quantizers. The rate, which
only depends on the first mapping, does not change
with the introduction of this new quantizer. So to
have the new feature of distribution preservation,
the space partition does not require any changes to
remain optimal; only the reconstruction procedure
needs modification.

2.3. CRE quantization

To relax the condition of making the distribution
density of the quantized variable identical to that
of the source, we need a measure of the difference
between distribution densities. Relative entropy can
be used for this purpose. Conditioned on the index,
the relative entropy is

Ki =

∫

ℝ

fX∣I(x∣i) log
{

fX∣I(x∣i)
fX̂∣I(x∣i)

}

dx

= −ℎi −
∫

ℝ

fX∣I(x∣i) log fX̂∣I(x∣i)dx. (8)

where ℎi is differential entropy of X conditioned on
I = i.

We intend to find the reconstruction fX̂∣I(x∣i) and

the partition pI∣X(i∣x) that minimizes the target dis-
tortion under constraints on the averaged relative
entropy and the bit rate. The problem can be for-
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mulated as

min
pI∣X (i∣x),f

X̂∣I(x∣i)
D =

∑

i pI(i)Di

s.t. K̄ =
∑

i pI(i)Ki < T

R < N
∫

ℝ
fX̂∣I(x∣i)dx = 1. (9)

The optimization can be performed in two stages: a
stage to find the optimal reconstruction distribution
fX̂∣I(x∣i) for any index and any constraint on Ki,

and a stage to find the best partition, pI∣X(i∣x).
2.4. Optimal Reconstruction Distribution

The first stage of the optimization (9) can be written
as

min
f
X̂∣I (x∣i)

Di

s.t. Ki < Ti
∫

ℝ
fX̂∣I(x∣i)dx = 1. (10)

To solve this problem, we form a Lagrangian:

J =

∫

ℝ

d(x,Ei)fX̂∣I(x∣i)

+ �fX∣I(x∣i) log fX̂∣I(x∣i) + �fX̂∣I(x∣i)dx. (11)

The Euler-Lagrange equation is

d(x,Ei) + �
fX∣I(x∣i)
fX̂∣I(x∣i)

+ � = 0. (12)

Thus, the optimal reconstruction distribution has
the following form:

f★
X̂∣I

(x∣i) ∝ fX∣I(x∣i)
�id(x,Ei) + 1

. (13)

Interestingly, we observe that if �i = 0

f★
X̂∣I

(x∣i) = fX∣I(x∣i), (14)

which is the distribution-preserving case. On the
other hand, if �i → ∞, we get

f★
X̂∣I

(x∣i) → �(x− Ei), (15)

which corresponds to a typical quantizer.

We can further find the distortion measure and the
relative entropy under the optimal reconstruction
distribution function:

D★
i =

∫

ℝ

fX∣I(x∣i)
(

d(x,Ei) +
cid(x,Ei)

�id(x,Ei) + 1

)

dx,

(16)

and

K★
i = − log ci +

∫

ℝ

fX∣I(x∣i) log (�id(x,Ei) + 1)dx,

(17)

where ci is a normalization factor, which is

ci =

(
∫

ℝ

fX∣I(x∣i)
�id(x,Ei) + 1

dx

)−1

. (18)

2.5. Optimal Partition

The second stage of the optimization (9) can be writ-
ten as

min
pI∣X (i∣x),�i

D =
∑

i pI(i)D
★
i

s.t. K̄ =
∑

i pI(i)K
★
i < T

R < N. (19)

The optimal partition is related to the explicit form
of the distortion measure and the bit rate. We con-
sider only the squared error as the distortion mea-
sure, i.e.,

d(x, x̂) = ∥(x− x̂)∥22. (20)

In principle, all types of quantizers can be used, but
we only deal with a regular scalar quantizer in this
article. Then pI∣X(i∣x) satisfies

pI∣X(i∣x) =
{

1 bi−1 < x < bi
0 otherwise

, (21)

where bi forms a series of cell boundaries. The step
size is defined as the range of a cell, i.e.,

Δi = bi − bi−1. (22)

The bit rate (6) can be written as

R = −
∑

i

pI(i) log pI(i). (23)

AES 127th Convention, New York NY, USA, 2009 October 9–12

Page 4 of 8



Li AND Kleijn Quantization with Constrained Relative Entropy and Its Application to Audio Coding

We assume high rate, where fX∣I(x∣i) is approxi-
mately flat in each cell. Under the optimal recon-
struction distribution (13), the normalization factor
(18), the conditional distortion (16) and the condi-
tional relative entropy (17) becomes

ci ≈
(

∫ Δi/2

−Δi/2

1

Δi (�ix2 + 1)
dx

)−1

=
Δi

√
�i

2 arctan
(

Δi

√
�i/2

) , (24)

and

D★
i ≈

∫ Δi/2

−Δi/2

x2

Δi
dx+ ci

∫ Δi/2

−Δi/2

x2

Δi (�ix2 + 1)
dx

=
Δ2

i

12
+

1

�i

(

Δi

√
�i

2 arctan
(

Δi

√
�i/2

) − 1

)

, (25)

and

K★
i ≈ − log ci +

∫ Δi/2

−Δi/2

1

Δi
log
(

�ix
2 + 1

)

dx

= − log
Δi

√
�i

2 arctan
(

Δi

√
�i/2

) + log
(

Δ2
i �i/4 + 1

)

+
4 arctan

(

Δi

√
�i/2

)

Δi

√
�i

− 2. (26)

We can see that when � → ∞, D★
i → Δ2

i /12, which is
consistent with the traditional theory. When � → 0,
D★

i → Δ2
i /6. This implies that to preserve the dis-

tribution density after quantization, the SNR needs
to be reduced by 3 dB, which was also shown in (7).

To solve the optimization (19), we construct a La-
grangian and make a high-rate approximation:

J =
∑

i

pI(i) (D
★
i + �K★

i + � log pI(i))

≈
∑

i

fX(xi)Δi (D
★
i + �K★

i + � log(fX(xi)Δi))

≈
∫

ℝ

fX(x) (D★(x) + �K★(x) + � logΔ(x)) dx

− �ℎ(X), (27)

where D★(x) and K★(x) are D★
i and K★

i made con-
tinuous, respectively. This implies that �i and Δi in
(25) and (26) are replaced by �(x) and Δ(x), respec-
tively.

It can be shown that to reach optimality both �(x)
and Δ(x) need to be constant (see the Appendix for
the proof). This means that the optimal quantizer
has a uniform cell distribution. This is consistent
with the high-rate theory for constrained entropy
quantization [5]. Thus, to facilitate the proposed
CRE quantization, the code book of existing entropy
coders can be used.

3. AUDIO CODING WITH CRE QUANTIZA-

TION

CRE quantization facilitates audio coding with good
quality for a large range of bit rates. We already
showed that by adjusting � in the reconstruction dis-
tribution one can control the quantizer to be MSE
minimized, or to preserved the distribution, or in-
between. An audio coder that uses the CRE quanti-
zation can behave as a coder that optimizes a percep-
tually weighted SNR optimized coder, a coder with
noise fill or bandwidth extension, and a vocoder.
These paradigms represent the best coding systems
at different bit rates.

We applied the CRE quantization to a scalable au-
dio coder [1, 10]. This coder can operate on any bit
rates above 8 kbps and provides a performance com-
parable to state-of-the-art coders over a range of bit
rates. It is based on the same signal model and the
same coding technology regardless of the choice of
bit rates. We found that, both for conventional con-
strained entropy and constrained resolution quanti-
zation, the coder exhibits the “birdies” artifact at
low bit rates. The proposed new technology resolves
this problem.

3.1. The Audio Coder

The structure of the coder is illustrated in Fig. 1.
The audio coder adopts the principles from [7] and
[8]. The signal is modeled as an AR process, de-
scribed by a concatenation of short-term and long-
term linear predictors. Redundancy is removed from
signal preceding the current frame by subtracting
the result of a closed-loop linear prediction opera-
tion. The remaining redundancy is removed by the
Karhunen-Loève transform (KLT). According to the
signal model, the KLT coefficients are Gaussian dis-
tributed. The KLT matrix and the standard devi-
ations of the KLT coefficients are obtained by per-
forming a singular value decomposition (SVD) on
the impulse matrix of the AR filter. CRE quantiza-

AES 127th Convention, New York NY, USA, 2009 October 9–12

Page 5 of 8



Li AND Kleijn Quantization with Constrained Relative Entropy and Its Application to Audio Coding

+−
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Linear
Prediction

Signal
Modeling

CRE
Quantizer

Fig. 1: Diagram of the audio coder.

tion is then applied to the KLT coefficients.

3.2. Implementation

The CRE quantizer requires a procedure that re-
constructs the source with probability density (13).
Thus, it is essentially an random number generator.
One way of implementing this reconstruction proce-
dure is the accept-reject method [12]. We provide
the steps of this approach is in Table 1.

Table 1: One implementation of the reconstruction
procedure for CRE quantizer

1. Let C = supx fX∣I(x∣i),

2. If � = 0, generate Y according to uniform dis-
tribution U(bi−1, bi), then goto 5.

3. Generate S according to uniform distribution
U(l, r) where l and r guarantee that the follow-
ing Y in (29) lies in the cell i, thus

l = arctan
(

√

�i(bi−1 − Ei)
)

,

r = arctan
(

√

�i(bi − Ei)
)

. (28)

4. Calculate

Y =
1√
�i

tan(S) + Ei(X ∣I = i). (29)

5. Generate U according to uniform distribution
U(0, 1).

6. If fX∣I(Y, i)/C > U , stop and output Y , other-
wise go back to 2.

4. RESULTS

We tested the audio coder [1] at 14 kbps with a sam-
pling frequency of 16 kHz. To show the concept of
CRE quantization, we use the distribution preserv-
ing quantization (CRE quantization with � set to
0) as the test object. A comparison was made be-
tween the coder with CRE quantizer and the same
coder with CE quantizer. The distribution preserva-
tion was applied to the high frequency (above 3000
Hz) part of the signal only. Distribution preserva-
tion is not always desirable if the estimated distribu-
tion is not accurate. We found experimentally that
the valleys of the spectral fine-structure were not
well described by our probabilistic signal model. In
this particular scenario the reverse-waterfilling asso-
ciated with conventional quantizatoin compensates
for the inaccuracy of the model.

Fig. 2 compares the the spectrogram of a segment
of singing for the two quantizers. In the spectro-
gram of CE quantized signal we find “islands”, a
sign of “birdies” artifact. The “birdies” are ubiqui-
tous and occur for both voiced and unvoiced signal
segments. The spectrogram of the CRE quantized
signal is steady and more similar to that of the orig-
inal.

We conducted an A/B listening test to show the ad-
vantage of the CRE quantizer over the CE quantizer.
We chose 12 sequences from the standard MPEG
test set that includes speech and music of different
types. 12 listeners participated in the test and gave
consistent results. Table 2 shows the percentage of
the votes favoring the CRE quantizer for each item.

5. CONCLUSIONS

We present a new quantization procedure that pre-
serves the probability density of the source to a con-
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Fig. 2: Comparison of spectrograms of original and CE/CRE quantized signal.

Table 2: Percentage of votes for CRE quantizer

item content % for CRE
es01 English female speaker 100
es02 German male speaker 100
es03 English female speaker 100
sc01 Trumpet solo & orchestra 100
sc02 Symphonic orchestra 92.7
sc03 Contemporary pop music 100
si01 Harpsichord 100
si02 Castanets 100
si03 Pitch pipe 100
sm01 Bagpipes 75
sm02 Glockenspiel 50
sm03 Plucked strings 100

trollable extent. Only a small modification is re-
quired to include the new quantizer in existing cod-
ing systems.

From our results we conclude that the new quanti-
zation facilitates an inherently scalable audio coding
system that provides state-of-the-art quality over a
large range of bit rates. The quantization method
removes the so-called “birdies” artifact.

6. APPENDIX

Here we prove that the optimal solution to (27) en-
dows Δ(x) constant. If we define

Φ(x) = Δ(x)
√

�(x), (30)

K★(x) andD★(x)�(x) are functions that only depend
on Φ(x).

According to Euler-Lagrange equation, we find one
condition for the solution to (27) is

0 =
∂D★(x)

∂Δ(x)
+ �

∂K★(x)

∂Δ(x)
+ �

∂ logΔ(x)

∂Δ(x)

=
1

�(x)

∂D★(x)�(x)

∂Φ(x)

∂Φ(x)

∂Δ(x)
+ �

∂K★(x)

∂Φ(x)

∂Φ(x)

∂Δ(x)

+
�

Δ(x)

=
∂D★(x)�(x)

∂Φ(x)

1
√

�(x)
+ �

∂K★(x)

∂Φ(x)

√

�(x) +
�

Δ(x)
.

(31)

Multiplying Δ(x) to both sides of (31) we obtain

∂D★(x)�(x)

∂Φ(x)

Δ(x)
√

�(x)
+ �

∂K★(x)

∂Φ(x)
Φ(x) + � = 0. (32)

Another condition for the solution to (27) is

0 =
∂D★(x)

∂�(x)
+ �

∂K★(x)

∂�(x)
+ �

logΔ(x)

�(x)

=
1

�(x)

∂D★(x)�(x)

∂Φ(x)

∂Φ(x)

∂�(x)
− D★(x)

�(x)

+ �
∂K★(x)

∂Φ(x)

∂Φ(x)

∂�(x)

=
∂D★(x)�(x)

∂Φ(x)

Δ(x)

2�
3

2 (x)
− D★(x)

�(x)

+ �
∂K★(x)

∂Φ(x)

Δ(x)

2
√

�(x)
. (33)

Multiplying 2�(x) on both sides of (33) we obtain

∂D★(x)�(x)

∂Φ(x)

Δ(x)
√

�(x)
− 2D★(x) + �

∂K★(x)

∂Φ(x)
Φ(x) = 0.

(34)

AES 127th Convention, New York NY, USA, 2009 October 9–12

Page 7 of 8



Li AND Kleijn Quantization with Constrained Relative Entropy and Its Application to Audio Coding

Comparing (32) and (34), we find that the optimal
D★(x) should be a constant, specifically

D★(x) = −�

2
. (35)

Multiplying �(x) on both sides we see

�(x) = − 2

�
D★(x)�(x). (36)

Multiplying (36) to both sides of (34), we get

∂D★(x)�(x)

∂Φ(x)
Φ(x) − 2D★(x)�(x)

− 2�

�

∂K★(x)

∂Φ(x)
Φ(x)D★(x)�(x) = 0. (37)

As D★(x)�(x) is a function of Φ(x), (37) does not
change with x, which implies that Φ(x) is a con-
stant. Thus D★(x)�(x), which is a function of Φ(x),
is also a constant. Together with the finding that
D★(x) is constant, it is clear that �(x) is constant.
Furthermore, Δ(x) is constant.
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