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Abstract
The purpose of this article is to advocate for local veloc-
ity adaptation of spatio-temporal receptive fields and to
demonstrate advantages of such adaptation when recognis-
ing events in time-dependent image sequences. Based on
a framework of recursive spatio-temporal scale-space, we
first show how a straightforward mechanism for local ve-
locity adaptation can be expressed. We then use such veloc-
ity adapted receptive fields for constructing representations
of spatio-temporal patterns that are independent of the rel-
ative motions between the pattern and the observer. On a
test problem of recognizing spatio-temporal activities, we
demonstrate how the proposed velocity adaptation scheme,
combined with a histogram-based statistical framework, re-
sults in a considerable gain in recognition performance,
compared to a more traditional approach of using space-
time separable filters without velocity adaptation.

1 Introduction

The analysis of spatio-temporal image data has received in-
creased attention in computer vision during recent years,
partly motivated by the increasing computing power and
partly by a growing number of potential applications, in-
cluding surveillance, active vision systems and processing
of video data.

The structure of the temporal image domain has many
similarities with the structure of image data defined over
spatial domains. One observation is that temporal events
can be characterized by their extents over time in a simi-
lar manner as structures in still images are characterized by
their characteristic spatial scales. This motivates and em-
phasizes the need for analysing spatio-temporal data at dif-
ferent scales, both with respect to time and space.

The temporal domain, however, it also has a number
of specific properties, which differ from spatial data, and
which must be taken into explicit account. A basic con-
straint on real-time processing is that the time direction
is causal, and real-time algorithms may only access in-
formation from the past. Another difference concerns the

classes of characteristic transformations that influence the
data. Whereas perspective transformations have a high in-
fluence on the image data in the spatial image domain, one
of the most important sources of changes in the temporal
dimension is due to motion between the observer and the
patterns that are studied. For motion with (locally) con-
stant velocity, such deformations can be described by (lo-
cal) Galilean transformations.

When interpreting spatio-temporal patterns, it is impor-
tant to base the analysis on image representations that are
invariant to the external conditions that influence the image
formation. For example, for a recognition system for mov-
ing objects, the gate of a person should appear in a similar
way for a moving observer as for a stationary one. A main
aim of this work is to define and compute spatio-temporal
descriptors that are invariant to such (local) Galilean mo-
tions. We do this by performing local velocity adaptation
and demonstrate the importance of such a mechanism in the
context of recognizing activities.

1.1 Related works

Velocity adaptation of spatio-temporal receptive fields fol-
lows the idea of shape adaptation mechanisms in the spatial
domain which have previously been considered by [3, 10]
and others. In spatio-temporal domain, adaptive spatio-
temporal filters have previously been studied by [7, 9].
Whereas Nagel et. al. [9] proposed an adaptation scheme
close to ours, they used it for robust estimation of first or-
der descriptors and optic flow computation. The prime aim
of our work, however, is to achieve invariant descriptors of
higher order that are independent of first order motion.

With regard to recognition, this work relates to
histogram-based methods first proposed in spatial domain
by [12] and extended by [11] and others. In the spatio-
temporal domain, histogram-based approaches have been
used for recognition of activities by [2, 13]. In this work
we closely follow the approach by [13] and show that the
performance of recognition can be increased considerably
when using velocity-adapted receptive fields of the pro-
posed type.
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2 Theory: Velocity-adapted spatio-
temporal scale-space

The image data we analyse is a spatio-temporal image
sequence, in the continuous case modeled as a function
f : R2 � R ! R or in the discrete case as f : Z2�Z! R.
From this signal, a separable spatio-temporal signal is com-
puted by separable convolution with a spatial smoothing
kernel g(x; y; �2) with variance �2 and a temporal smooth-
ing kernel h(t; �2) with variance �2. To describe this sep-
arable spatio-temporal scale-space concept, we will hence-
forth use covariance matrix � = diag(�2; �2; �2).

2.1 Transformation properties under motion
A limitation of using a separable scale-space for analysing
motion patterns, however, originates from the fact that this
scale-space concept is not closed under 2-D motions in the
image plane. For a 2-D Galilean motion (vx; vy)

T the co-
variance matrix of the smoothing kernel transforms as [7]
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and spatio-temporal derivatives transform according to

@x0 = @x; @y0 = @y; @t0 = �vx @x � vy @y + @t: (2)

Hence, if we consider separable smoothing kernels only
(corresponding to a diagonal covariance matrix), and if we
do not take the transformation property of spatio-temporal
derivatives into explicit account, it will not be possible to
perfectly match the spatio-temporal scale-space representa-
tions for different amounts of motion.

2.2 Spatio-temporal scale-space with velocity
adaptation

A natural way of defining a scale-space that is closed un-
der Galilean motion in the image plane, is by considering
a scale-space representation that is parameterized by the
full family of (positive definite) covariance matrices [7].
In terms of implementation, there are two basic ways of
computing such a scale-space — either by transforming the
smoothing kernels themselves, or by transforming the input
image prior to smoothing. In this work, the latter approach
will be taken, and for reasons of simplicity and computa-
tional efficiency, we restrict the set of image velocities to
integer multiples of the pixel size.Thus, in combination with
the spatial smoothing step, a set of velocity-adapted recur-
sive smoothing filtering steps is computed according to

L(k+1)(x; y; t)� L(k+1)(x� vx; y � vy ; t� 1) =

=
1

1 + �k
(L(k)(x; y; t)�L(k+1)(x�vx; y�vy; t�1)):

(3)

Such recursive filters have mean �mk = �k and vari-
ance ��2k = �2k + �k [8]. Thus, by coupling k such
filters in cascade, we obtain a filter with temporal mean
mk =

Pk

i=1�mi =
Pk

i=1 �i and temporal variance
�2k =

Pk

i=1��2i =
Pk

i=1 �
2
i + �i. The scale-space con-

cept we make use of, will thus be parameterized by a spatial
scale �2, a temporal scale �2 and a set of image velocities
(vx; vy)

T .

2.3 Mechanism for local velocity adaptation

A basic observation that can be made when studying spatio-
temporal image data, is that the information contained in
the spatio-temporal derivatives is strongly dependent on the
relative motion between the camera and the events that are
observed. This is illustrated in figure 1 where the original
pattern with one spatial and one temporal dimension (fig-
ure 1(a)) has been filtered with a separable spatio-temporal
filter with v = 0 (figure 1(e)). As can be seen, space-
time separable filtering enhances only the stationary pattern
while suppressing most of the structure of the moving pat-
tern.

If we want to interpret events independently of their rela-
tive motion to the camera, one approach is to adapt receptive
fields globally with respect to the velocity of the events in
the field of view. This approach also corresponds to cam-
era stabilization followed by non-adapted filtering. As il-
lustrated in figure 1(d), the result of filtering with globally
adapted receptive fields with v = �1 indeed enhances the
structure of moving pattern. However, the stationary pat-
tern is now suppressed and it follows that global velocity
adaptation is not able to handle multiple motions. More-
over, global velocity adaptation is a subject to failure if the
external velocity information is incorrect (figure 1(f)).

To solve the problem, we propose here local velocity
adaptation of receptive fields with ability to handle multi-
ple motions and not dependent on external velocity estima-
tion. A main idea is to obtain information about motion
in the local neighborhood and to use this information for
velocity adaptation of receptive fields in the same neigh-
borhood. There are relationships between this idea and the
use of steerable filters [4] for computing higher-order spa-
tial derivatives in a preferred coordinated frame, determined
in a rotationally invariant way (e.g., by the local image gra-
dient).A main difference, however, is that we in addition
to adapting the directional derivatives in space-time, also
adapt the shapes of the underlying smoothing kernels. The
mechanism we will use for accomplishing local velocity
adaptation is inspired by related work on automatic scale
selection [6] extended to a multi-parameter scale-space [7]
as well as by motion energy approaches for computing optic
flow [1, 5]. Given a set of image velocities, the normalized
Laplacian response is for each image velocity computed in a
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Figure 1: Illustration of the effect of local vs. global velocity
adaptation for a synthetic spatio-temporal pattern in (a). (b): re-
sults of filtering with Laplacian spatio-temporal filters using the
proposed local velocity adaptation; (c) orientation of ellipses
showing the chosen velocity at each point of the pattern; (d)-
(f): convolution of (a) with Laplacian filters with velocity param-
eters v = �1; 0; 1, respectively. Note that filtering with local ve-
locity adaptation preserves the details of the pattern while global
velocity adaptation partially suppresses details.

motion compensated frame (3) in the spatio-temporal scale-
space. Then, for each scale, a motion estimate is computed
from the velocity (vx; vy)

T that maximizes the normalized
derivative response

(v̂x; v̂y)
T (x; y; t)(k) =

= argmaxvx;vy

�
r2

normL
(k)(x; y; t; �2; vx; vy)

�2
; (4)

wherer2
norm = �2(@xx+@yy) is a scale-normalized Lapla-

cian operator in space. Figs. 1(b)–(c) show the result of
performing such local velocity adaptation on the spatio-
temporal image pattern in figure 1(a). From the results,
shown as velocity-adapted receptive field outputs as well
as ellipses displaying the selected orientation in space-time,
it is apparent that the velocity-adaptation scheme enhances
both the structures on the moving object and for the static
background.

3 Histogram based recognition

In this section we evaluate the advantages of the proposed
velocity adaptation and demonstrate that velocity-adapted
receptive fields lead to a considerable increase of recog-
nition performance when compared to non-adapted spatio-
temporal filters. Following [11, 13], we represent image
patterns by histograms of receptive field responses. For this
purpose we use mixed spatio-temporal derivative operators
up to order four and collect histograms of these at differ-
ent spatial and temporal scales. For simplicity, we restrict

ourselves to 1-D histograms for each type of filter response.
Moreover, to achieve independence with respect to the di-
rection of motion (left/right or up/down) and the sign of the
spatial grey-level variations, we only consider the absolute
values of the filter responses.

For comparison of two spatio-temporal patterns repre-
sented by histograms h1 and h2, we use the �2-divergence
and measure the distance between histograms according to

D(h1; h2) =
X
i

(h1(i)� h2(i))
2

h1(i) + h2(i)
; (5)

where i indexes the histogram bins. To compute a distance
measure between a pair of sequences, we then accumulate
differences of histograms over different spatial and tempo-
ral scales as well as over different derivatives according to
d(h1; h2) =

P
l;�;� D(h1; h2), where l denotes the type of

the spatio-temporal filters, �2 the spatial scale and �2 the
temporal scale.

3.1 Performance analysis

Methodology. To investigate the discrimination of spatio-
temporal events using the proposed approach, we have
chosen a data set with image sequences containing peo-
ple performing actions of type walking W1:::W4 and ex-
ercise E1:::E4 as illustrated in figure 2. Each of these
4 sec. long sequences were subsampled to a spatio-temporal
resolution 80 � 60 � 50 pixels and convolved with a set
of spatio-temporal smoothing kernels with all combina-
tions of seven velocities vx = �3:::3, five spatial scales
�2 = f2; 4; 8; 16; 32g and five temporal scales �2 =
f2; 4; 8; 12; 16g.

For each combination of scales and each type of deriva-
tive, we then accumulated histograms using (i) responses of
spatio-temporal derivatives for adapted velocity values and
(ii) responses of derivatives for v = 0.

Discriminability of histograms. The expected advantage
of velocity adapted filters can be seen in the histograms
plots in figure 2. In the left column (figures 2(a),(c)), a com-
parison is made between the histograms of the derivative
jLxyttj for a stabilized walking sequence and a stabilized
exercise sequence. From the graphs, it is apparent that dis-
crimination is obtained for both adapted filters (figure 2(a))
and non-adapted filters (figure 2(c)). For a corresponding
comparison without stabilization (figures 2(b),(d)), how-
ever, we observe that the histograms separate clearly only
when velocity adaptation is used (figure 2(b)), and that they
are much harder to discriminate without velocity adaptation
(figure 2(d)) when there is a motion between the person and
the camera.

To measure the degree of discrimination between differ-
ent actions, we also compared the distances between pairs
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Figure 2: Top: test sequences of people walking W1–W4 and people performing an exercise E1–E4. Bottom: discrim-
ination of test sequences by histograms collected from responses of the spatio-temporal filter jLxyttj using (a)–(b) local
velocity adaptation (c)-(d) no velocity adaptation. For the sequences W1, E1, where the camera follows the object, both
the velocity-adapted and the non-adapted filter responses give rise to distinctive histograms ((a)–(c)). However, if the object
is not stabilized, the histograms over the velocity-adapted filters remain distinctive for different actions (b), while robust
discrimination is no longer possible when using the non-adapted filters (d).

of sequences of the same class dsame with distances be-
tween sequences of different classes ddiff . Then, to mea-
sure the average performance of the velocity adaptation al-
gorithm, we computed mean distances �dsame, �ddiff for all
valid pairs of examples and defined a distance ratio ac-
cording to r = �dsame= �ddiff . Thus, a low value of the
distance ratio indicates good discriminability, while a dis-
tance ratio equal to one corresponds to a performance that is
not better than chance. By computing the distances �dsame

and �ddiff for all different scales and all types of deriva-
tives, we obtained a distance ratio equal to radapt = 0:64
when using velocity adaptation and a distance ratio equal to
rnon�adapt = 0:91 without velocity adaptation.

4 Summary and conclusions
We have presented a method for local velocity adaptation
based on spatio-temporal recursive filters, and demonstrated
the advantages of using such a velocity adaptation mecha-
nisms with respect to a test problem of recognizing human
activities. The experiments show that for this data set local
velocity adaptation results in a clear improvement in dis-
criminability compared to non-adapted spatio-temporal re-
ceptive fields, and that this result holds over a large range
of spatio-temporal scales as well as for different orders of
derivatives. The underlying theoretical explanation for this
increase in performance is that due to the properties of the
velocity adaptation scheme, the image descriptors are in the
ideal case invariant under Galilean motion, and therefore
less sensitive to local image deformations as well as rela-
tive motion to the observer.
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