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Abstract 
 
The INSPIRE Directive describes how geographical data should be structured and distributed 
among and within all European Union countries. With the implementation of the INSPIRE 
Directive there are several implementation rules that need to be followed. There is a section of 
implementation rules specified for viewing services where a certain demand on how good the 
performance for the viewing services that distributes the geographical information over the 
internet should be. The ESDIN project has done an interpretation of the INSPIRE Directive 
for viewing services and delivered a performance test plan for the viewing services to test 
whether or not a service fulfills the INSPIRE Directive. The test plan specifies seven different 
tests with different amount of request rate and image sizes of the request. The viewing service 
fulfil the INSPIRE Directive if the response time for all the request for all the different tests 
are under 5 second 90 percent of time. 
 
Since the test plan seems rather optimistic the main purpose of this study is to install and 
configure two web caches (GeoWebCache and MapProxy) between the client and the Web 
Map Service in an attempt to improve the performance with the given test plan. The test plan 
does not include a specification on what resolution or level the test should be performed at 
and since the caches can both be dynamically filled and pre-generated (seeded) the tests were 
performed on two different levels which would give two different scenarios. 
  
The results indicate that none of the cache structures could completely fulfil the INSPIRE 
Directive. The seeded MapProxy fulfilled the INSPIRE Directive and scaled better than the 
Web Map Service when it was seeded for different request rate up to around 22 requests per 
Second. GeoWebCache gave worse results for the test comparing to MapProxy and the WMS.  
   
The results shows that the WMS in this case was fast enough to fulfil the INSPIRE Directive 
more than half of the test cases. In this case the usage of cache is not relevant. MapProxy 
scaled better when it was seeded and more load was put on it than the WMS. GeoWebCache 
was not developed as acting as WMS and the reason for this inferior performance of the 
cache-based solutions is conjectured to be mechanism that handles the gluing of the tiles.  
For larger images the cache mechanism need to glue together a lot of tiles and it seemed like 
this was the bottle neck of both the caches.  
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1 Introduction 
 
The introduction is stating the problem, the objectives and goals and the outline of the paper.  

 
1.1 Problem statement 

 
The aim of the INSPIRE Directive is to create a common spatial data infrastructure within the 
European Union. This will enable the sharing of spatial information among public sector 
organizations and ease public access to spatial information across Europe.With the 
implementation of the INSPIRE Directive there is several implementation rules that need to 
be followed. One of these rules is concerning viewing services, where geographical data need 
to be fast access from a Web Map Service (WMS) to the clients.  The demands of the rules in 
order to fulfil the INSPIRE Directive seems to be hard to achieve. A web cache installed 
between the Web Map Service and the clients could be a solution to meet the demands of the 
viewing services in order to fulfil the INSPIRE Directive.There are a few open source cache 
implementations available and most of them are designed for web applications such as 
OpenLayers and not for desktop GIS applications. The cache implementation of MapProxy 
and GeoWebCache has the ability of acting as a WMS together with the caching mechanism 
(caching on demand over the WMS) that saves the images divided into tiles on a proxy 
computer.From the client perspective, the request is a regular WMS request even though the 
request is directed to the cache structure that enables the usage of any client that has 
implemented OGC WMS standards. The implementation rules for viewing services point out 
that the WMS should render and deliver geographical data within a random extent at a 
random zoom-level (or detail) as a map image in certain amount of time. This is when the 
servers are loaded with a pre-defined number of requests per seconds and different specified 
image sizes. The implementation rules are rather fuzzy and the ESDIN project has done an 
interpretation of the performance demand and prepared a test plan for the viewing services in 
able to fulfil the performance demands of the implementation rules. The performance test plan 
seems quite optimistic considering the load the servers will get during these period.  

 
1.2 Objectives  

 
This thesis focuses on the ability to gain better performance with the two web caches 
configured between the WMS and the client. The two caches are configured in order to 
receive and process ordinary WMS requests and the tests from the ESDIN test plan can 
therefore be followed. 
 

Objectives: 
 

• To configure two web caches and run the ESDIN test plan on the WMS and when the 
caches are activated. 

• Investigate how the two caches react to the load of the ESDIN test when they are 
dynamically populated and when they are pre-generated (seeded). 

• Compare the results with the WMS and caches and analyse the results if they 
improved the performance and meet the demands of rules of the viewing services in 
order to fulfill the INSPIRE directive. 
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• Comprehend which of the caches that is more suitable for acting as WMS considering 
the tests cases when the caches are dynamically filled and when seeded. 
 

1.3 Outline of sections/organization of the thesis 

 
This thesis begins with an introduction in chapter 1. Chapter 2 is a background where the 
information about directives, standards and caching architecture is gathered from mainly 
internet sources.Chapter 3 shortly describes the study area and data. Chapter 4 which is the 
methodology includes explanation of the cache configurations and how the tests are arranged 
and the assumptions that were made. Chapter 5 is a presentation of experiment displayed in 
graphs and chapter 6 is a discussion and analysis of these results. Chapter 7 is presenting 
possible future work and chapter 8 is a conclusion of the work. 
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2 Background  
 
The background section explains the directives and standards that provide an understanding of 
the thesis. 

2.1 The INSPIRE Directive and implementation rules for viewing 
services 

 
The Infrastructure for spatial information in European community (INSPIRE Directive) was 
formed from a decision of the European parliament, that state that every country member of 
the European Union should have a common infrastructure for spatial information. The main 
purpose of this kind of infrastructure is to structure geographical information in order to ease 
activities that are based on decisions that could have an impact on the environment. The 
INSPIRE Directive was firstly implemented 15th of May 2007 and should be fully 
implemented by 2019. The directive includes three annexes with a total of 34 different spatial 
themes of data (INSPIRE DIRECTIVE, 2010). 
 
The specification of the implementation of the directive are called implementation rules and 
its purpose are mainly to be a ground for how the INSPIRE Directive can be prescribed by 
law in every country of the European Union. The implementation rules are supported with  
several guidelines on how the different implementation rules technically can be implemented.  
The documentation of the directive and the implementation rules are binding and can not be 
changed but the guidelines for the implementation rules may change during the process of the 
implementation. 
 
The INSPIRE Directive includes five different categories. 

 
• Metadata 
• Data specification 
• Network service and Spatial data service 
• Data and service sharing 
• Monitoring and reporting 

 
Metadata rules specify information of every data of the spatial themes that are included in the 
directive. This metadata should be created and structured for every spatial theme that is 
included in the directive. The themes are divided into three annexes to ease the 
implementation process. 
 
Data specification rules specify the implementation rules for the three annexes. Before these 
implementation rules are applied, they need to be translated in to 22 different languages due 
to different languages in the European Union. The implementation rule for annex 1 where 
decided the 14th of September 2009. The annexes 2 and 3 will be applied during 2010 to 2012. 
 
Network service and spatial data service rules specify that every European Union state should 
establish search, viewing, downloading and transformation services organised and accessed in 
a web based portal.  
 
Data and service sharing describes the implementation rules under what circumstances the 
commission with its institutions can access every states data and services. 
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The INSPIRE Directive include a part that concerns monitoring and reporting of the structure 
and exploitation of the other implementation rules. The results are reported    
For e.g. the implementation rules should satisfy the specifications and standards of ISO for 
metadata and open geospatial consortium (OGC) for network services (Lantmäteriet, 2010). 
 
The expected result of the implementation of the INSPIRE Directive is that the public sector 
(authorities, municipalities and other organisations) in every country should: 
 

• Create metadata and information seeking services 
• Make spatial information in electronic form available 
• Cooperate with other authorities among countries 

 
Further goals of the INSPIRE Directive is that the data should only be collected and 
administrated on the level where it is used most effective. The implementation enables the 
combination of geographical data from different sources and to provide unified view of spatial 
data. The directive also states that every country will assign one organisation working as a 
point of contact for the country’s national geo data strategy. The organisation is responsible 
for the reporting and monitoring part but is also responsible for an INSPIRE-portal where the 
actual data sharing takes part. In Sweden Lantmäteriet (Swedish land measurement 
organisation) are responsible for the INSPIRE portal which is called “Geodata portalen” 
(Gerland Susanne, 2010).    
 
The implementation rules for viewing services are of interest in the study, therefore a further 
explanation of these implementation rules. Every member state, as mentioned, should 
implement a network services including metadata for the necessary spatial data and a viewing 
service where the data can be displayed. As a lower requirement, the viewing services should 
be able to display, zoom in/out, pan and visually overlay different layers of cartographic data. 
More specific requirements for the viewing services are different criteria such as performance 
criteria (performance and capacity), service maintenance criteria (availability and reliability) 
and other criteria (security and compliance). 
 
The performance criteria signify a viewing service response time from the outgoing OGC 
GetMap request to a response of a valid map that returns to the source. The performance is 
well connected to capacity that specifies how many requests that are sent simultaneously 
during a given time frame. The availability of the services maintenance criteria specifies that 
the system should be up and running 99 % of the case. The reliability criteria specifies the 
ability of the services perform the functions that are specified in the INSPIRE requirements 
for a viewing service during a specified time frame. Security specifies a control of 
confidentially and accessibility of the services and compliance specifies that the services 
accord with laws and conforms to standards (Team, 2008). 

 
2.2 ESDIN project 

 
The European spatial data infrastructure with a best practice network, is a project founded by 
the European commission that aims on interpret the INSPIRE Directive to implementation of 
a national data structure in every member state. A main goal of ESDIN is to provide testing 
environments and development of the INSPIRE implementation rules (ESDIN's mission, 
2010).There were five cathegories that were tested in ESDIN project: 
 

• WMS (WebMapServices)  
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• WFS  (WebFeatureServices) 
• CTS (Coordinates Transformation Services)  
• View and download services via shibboleth based authentication services 
• INSPIRE and ExM data sets 

 
In order to achieve a good structure and prestentation, each cathegory of the ESDIN testing 
report has its own: 
 

• List of criteria 
• List of tested items 
• Description of the results 
• Recomendations 

 
The list of criteria describes the testplan and what the achive from the testplan benchmark. 
List of tested items describes the INSPIRE themes of which the each cathegory should be 
tested with. Description of the results are discussing the results for each cathegory. The 
recomendations describes if the tests are failing what can be done in order to pass the tests or 
other alternative approaches to analize test results (ESDIN test report,2011). 
 

2.3 Open Geospatial Consortium 

 
Open geospatial consortium (OGC) contains of 403 different companies, organisations, 
universities and government agencies worldwide. OCGs main goals are standardization of the 
exiting geospatial and location based services. Examples of OGC standards are Web Map 
Service (WMS), Web Feature Service (WFS) and Web Coverage Service (WCS) (OCG 
standards and specifiacations, 2010). 
 

2.4 Open Source Geospatial Foundation 

 
The Open Source Geospatial Foundation (OSgeo) is a non-profitable organization and their 
main goal is to support and develop geospatial software’s and data. The data and software are 
open source and the members can contribute with code or other resources for the development 
of the products. Examples of some of the projects and products developed by OSgeo are 
Openlayers, Quantum GIS and PostGIS (About the Open Source Geospatial Foundation, 
2010). 
 

2.5 Web Map Service 

 
A Web Map Service (WMS), is an OGC standard and describes how the interaction of a map 
rendering service should work, meaning how to request a map image and how the web service 
should response. The main function of a Web Map Service is to access an external database 
with geographical reference data through an URL request at the client side. The WMS can 
perform three different operations, GetCapabilites, GetMap and Get feature. GetCapabilities 
operation fetches the metadata of the WMS and presents its parameters through a XML sheet 
which is both human and computer readable. The GetMap operation returns the map image 
corresponding to specified parameters according to the WMS protocol.The GetFeature is an 
optional operation according to OGC and its operation query attributes of different features in 
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the map image (de la Beaujardiere, 2006). The HTTP request has different characters to 
separate the request.  
 

Character Reserved Usage 

? Separator indicating start of query string. 

& Separator between parameters in query 

string. 

= Separator between name and value of 

parameter. 

/ Separator between MIME type and subtype in 

format parameter value. 

: Separator between Namespace and Identifier 

in SRS parameter value. 

, Separator between individual values in list-

oriented parameters. 

 

Table 1: Reserved Characters in HTTP GET Query 

 

 

This is an example of a GetMap request to a WMS-server and a description of the name value 
parameter pairs of the same example (Basic WMS request, 2010). 
 
http://porter.pmel.noaa.gov:8922/WMS/WMS_servlet?VERSION=1.1.1&REQUEST=GetMap

&LAYERS=coads_climatology_cdf:airt&STYLES=ferret_default&WIDTH=640&HEIGHT=

320&FORMAT=image/png&SRS=EPSG:4326&BBOX=-180.0,-

90.0,180.0,90.0&EXCEPTION=application/vnd.ogc.se_xml 

 

VERSION=1.1.1 is the WMS request version 
 

REQUEST=GetMap is the request name 
 

LAYER= coads_climatology_cdf:airt is the layer request in the service, 
i.e., variable airt' in dataset 
'coads_climatology_cdf' 

STYLES=ferret_default is the style reference, another option 
is ferret_contour 
 

WIDTH=640&HEIGHT=320 are the width and height of the 
requested image in pixels 
 

FORMAT=image/png is the requested image format 
 

SRS=EPSG:4326 is the spatial reference value 
 

BBOX=-180.0,-90.0,180.0,90.0 is the bounding box in SRS 
coordinates of the map 
 

EXCEPTION=application/vnd.ogc.se_xml is the format in which exceptions are 
to be reported by the WMS 
 

 

Table 2: Explanation of parameters of a WMS request 
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2.6 Map servers 

 
Geoserver is an open source java based server with an implementation of the standards of 
OGC services such as WMS, WFS and WCS for viewing, distributing, and editing spatial 
data.The server is can deliver data to several mapping API: s such as Googlemaps, Google 
Earth, Yahoo maps and Microsoft Virtual Earth. The integration with regular GIS products 
such as ESRI ArcGIS is also available (What is Geoserver, 2010). 

 

2.7 Caching 

 
The general purpose of caching is to temporally store a copy of the original data into the 
cache, enabling a faster access for future use of this data. When the dataset is rather large the 
use of a cache can substantially improve the performance of accessing the data. 
The cache memory has a structure which tags the copied data with a label so it will be 
recognised if the same data is requested. This scenario is called a cache hit and the data is 
easily fetched from the cache. If the request cannot be traced in the cache structure it's called a 
cache miss and the data have to firstly be derived and then put into the cache structure.  
 
 
 
 

 
Figure 1: A Cache hit 

 

 

 
 
 

Figure 2: A Cache miss 
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There exists several different cache techniques, a few examples on these are cache directly on 
the computers CPU, on the disk or as a network cache. The last mentioned is used when the 
data is accessed through a request on internet through a web server such as a Web Map 
Service.The network cache can either be stored on the client side, on a proxy server or 
Gateway cache (Cache, 2010). 

 

2.8 Web Map Service and the cache infrastructure: proxy server 

 
The proxy server architecture concludes of a proxy server that acts as a middleman between 
clients and other servers. The clients send a request for example a file or a webpage to a 
server but it first passes through the proxy server where the evaluation of the request is done.  
The proxies managing internet traffic are called web proxies. The web proxies can have 
several different tasks. Two main tasks are filtering the request and improving the 
performance of the requests. In the first task the proxy is configured in a way that some of the 
request that the client ask for cannot be accessed. The configuration can disable access to a 
webpage which the clients later might ask for. This implementation works for security 
reasons.  The second task the proxy can improve is the performance of the request by having a 
web cache installed. If the proxy server is connected to many different clients one client might 
access a webpage at one point. The request is saved in the web cache and will speed up the 
process the next time the same request is performed.  That particular request can be performed 
from another client connected to the same network (Proxy server, 2010). 
 

2.9 Tile cache services / tile servers 

 
The tile caching server’s architecture is following the same scheme as for web proxies with a 
cache on the proxy server between the clients and in this case the WMS-server. When a client 
performs a request to the WMS-server, specifying layer/layers, the map is rendered on the 
WMS server and split into tiles. The tiles are aligned with a pre-defined zoom level 
(resolution) which has been configured in the web cache. Indicating the tiles specific location, 
each tiles is given a row and a column name and are then saved in that particular zoom level 
folder in the cache. The next time the client performs the same request it’s not directed to the 
WMS server. Instead it is directed to the cache where the tiles requested already exist, leading 
to a cache hit (lei Fang, xian-zhi huang, ning pan, jung-feng kang, 2009). 
 
With the tile service the cache can either, pre-generate tiles (seeding) or dynamically produce 
tiles. The seeding procedure fetches and caches all the tiles at a pre-defined start time and put 
a large load on the WMS server over the time of seeding. This kind of caching needs a lot of 
disk space because of the large amount of tiles it needs to store. Dynamical tiling distributes 
the workload over longer time. Dynamical tiling populates the cache whenever a user is 
requesting for a new tile, that doesn’t exist in the cache. In an application there is possible to 
seed some layers and resolution but have other resolutions set to dynamical caching 
(Weskamm, 2010). 
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Figure 3: Communication between clients and servers 
 

 
2.9.1 Web Map Service Cached 

 
Web Map Service Cached (WMS-C) is not an OGC standard but a recommendation from 
OSgeo that was concluded at the Foss 4g 2006 conference. The WMS-C scheme can be 
implemented into different cache services and it describes how WMS requests can be cached 
using a predefined grid with a fixed origin in the lower left corner.In the specification of the 
WMS-C other parameters such as tile size, layer names, output format projection and 
bounding box are all fixed. The resolutions or zoom levels for the tile cache are also set as 
fixed.  Normally the resolution is set to half of the previous level (WMS tile caching, 2011). 

 
2.9.2 Tile Map Service 

 
Tile map service (TMS) is a specification from OSgeo that is based on the WMS-C 
recommendation with the same fixed grid as the origin in the lower left corner. A TMS differs 
from a WMS-c in that way that the user is able to make a request a specific tile with the 
indicator of and x and y coordinate and specify on which zoom level the tile should be fetched 
at (Tile Map service Specification, 2011). 
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Figure 4: Tile indexing for TMS 

 
 
 
 
This is an example of a TMS request and a description of the name value parameter pairs of 
the same example: 
http://tms.osgeo.org/1.0.0/vmap0/leveltwo/3/4.jpg 

Where vmap0 is the layer request in the service, leveltwo indicates that the request are on 
zoom level two and the number of 3 indicates the third row and the number 4 indicates the 
fourth column for the tile. 

 
2.9.3 Web Map Tile Service 

 
The OGC standard Web Map Tile Service (WMTS) is based on the TMS specification 
dividing the map layers into tiles to improve performance and scalability of the WMTS over 
the performance of requesting a WMS directly. The WMTS serves spatial referenced data in 
form of tile images that have predefined its content, extent and resolution. A difference from 
WMS-C and TMS specification, except it is an OGC standard, is that WMTS has its origin at 
the top left corner. 
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Figure 5: Tile indexing for WMTS 

 
The WMTS standards are similar of the other OGC standards such as WMS, WFS and WCS. 
The standards define operations such as GetCapabilities, GetTile and GetFeatureInfo. The tile 
resource in contradiction to WMS operation GetMap (which fetch the whole requested map) 
only fetches the particular requested tile. The operation can only handle one layer of the map 
and are not able to combine different layers from the same or a different source. The standard 
implies that the combination of tiles should be done in clients that support the WMTS 
specifications. An overlay of individual tiles of different layers can be performed into a 
desired combination of tiles. The technique of using WMTS instead of WMS is basically 
moving the workload from the servers to the clients. Even though WMS is a lot more flexible 
it does not have that good caching possibilities for a desktop GIS and therefore an 
implementation of WMTS in the clients can lead to more flexible web cartography (Open GIS 
Web Map Tile Serivce Implementation standard, 2010). 
 

 
 

Figure 6: Tile division from high to low scales 
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2.10 Cache implementations 

 
This sub section describes three cache implementations. These are TileCache, GeoWebCache 
and MapProxy. 
 

 

2.10.1 TileCache 
 
The Metacarta tile cache application is a middleware solution installed between the WMS and 
the client side. The tiles are rendered on regular map servers such as Geoserver, Mapserver 
etc. or fetched from a remote WMS and then stored in a disk cache or a memory cache. 
TileCache complies with the programming langue Python with CGI scripts and use WMS-c or 
TMS as a tile reference system. Tile cache complies with clients for WMS and TMS that 
supports fixed scales i.e. Worldwind and Openlayers. The services that tile cache offers are 
WMS, Worldwind service and TMS version 1.0.0. Tilecache does not support a 
GetFeatureInfo requests or a Getlegend requests. An implementation of WMTS is planned in 
the near future (Web Map Tile Caching, 2010). 

2.10.2 GeoWebCache 

 
GeoWebCache (GWC) is developed by OpenGEO and it’s an open source tile map service. 
GWC can be read by any TMS and WMS client and it complies with various services i.e. 
WMTS, WMS-c, TMS and KML, Google maps and Microsoft Bing Maps.  

 

 

Figure 7: GeoWebCache architecture 

 
Like TileCache, GWC typically runs in a standalone configuration, reading WMS files served 
by various WMS compliant servers enabling different data sources. GWC can also be run 
through an extension to Geoserver which automatically read all the layers and perform the tile 
division automatically (it allows by default the two different spatial reference systems 
configured in Geoserver).GWC can be configured to enable WMS requests for every 
GISclient. This feature is called caching on demand over the WMS. The image format that it 
supports this feature is PNG. GWC is both implemented as a Java application in Java Run 
time and as a Java Servlet named Apache Tomcat. Unlike tilecache, GWC enables 
GetFeatureInfo and GetLegend requests. The metadata of the tiles are stored in a H2 database 
which is Java based relation database management system (Introduction GeoWebCache, 
2010). 



 
 

19 

2.10.3 MapProxy 
 

MapProxy is an open source web cache proxy and can be run on unix/linux or windows. It is 
configured by Yet Another Markup Language (YAML) which use the programming concepts 
from Python, C and Perl and the sheet idea from XML. MapProxy supports OGCs WMS 
standards, OSGEO TMS and OGC KML standard. 
 
Like GWC, MapProxy can recombine tiles in that way that the output format can be read by 
any WMS client. In this way MapProxy act as a WMS and therefore enables any GIS client 
(desktop and web) to read the response of the request even though if the client not support the 
tiling specification such as WMS-c or WMTS.  Another feature of MapProxy is that when a 
request does not fit any resolution in the configuration, it can stretch the image in order for it 
to fit the requested resolution and then returns the WMS request to the client. MapProxy can 
also re project several different coordinate systems and combine individual map layers from 
different WMS sources. MapProxy does not support a GetLegend request but it can be 
configured to handle a GetFeatureInfo request (Features of MapProxy, 2010). 

 

 
 

Figure 8: MapProxy architecture 
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Figure 9: Comparison chart between the caches 

 

 

 

2.11 Meta tiling  

 
Meta tiling is a cache configuration that requests a larger tile when a request is performed. 
The Meta tile option is active when the request are covering tiles that are not in the cache on 
the proxy computer and therefore forwards the request as a Metatile to backend WMS. 
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Figure 10: Request overlapping two Meta tiles 

 

 

 
 
The image shows the request (blue line) that covers 20 tiles. The meta tile (thick black lines) 
are set to 4 by 4 and in this case the request fetch this two meta tiles from the backend WMS 
instead of the 20 smaller tiles. The meta tiles are rendered and divided into smaller tiles and 
stored on the proxy computer. The main reason for using meta tiling is reducing the risk of 
labels that are placed between the border between two tiles to be duplicated or displaced. In 
this case there is only one boarder between the meta tiles instead of 31 boarders between 
every individual tile (MapProxy 1.0.0 docs, 2011). The disadvantage of meta tiling is that for 
every incoming request a larger area need to be rendered and lead to more rendering time for 
the individual request.  This can lead to larger memory consumption on the CPU (Metatiles, 
2011). 
 

2.12 Load and performance test tools 

 
Developed by Apache Jakarta project, the open source software Jmeter is a java desktop client 
developed mainly for test web application. It can with advantage be used for simulation of 
different load and testing performance of servers and networks (Apache Jmeter, 2011). 
LoadUI is another open source performance test tool developed by Eviware. LoadUI is 
interactive real time software meaning that test parameters may be updated and change during 
the testing. LoadUI is well integrated with the other Eviware software Soap UI where 
predefined functions can be created and run in LoadUI. The components in LoadUI are based 
on the programming languages groovy script which enables further creation or configuration 
of new or existing components (What is LoadUI, 2011). 
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3 Study area and data description 
 
This section describes the study are and data discription of the thesis. 

 
3.1 Description of the study area 

 
The study area is Järfälla municipality which is located in the northwest part of Stockholm. 
The municipality has a total area of 63 km² and the area distribution is 54 km² land and 9 km² 
water. The population is 65 763 and the population density is 1 217 inhabitants/ area which 
makes it the sixth most population dense municipality in Sweden (Järfälla kommun,2010). 
 
 
 

 
 

Figure 11: A Map of Järfälla Munipality 
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3.2 Data description 

 
The WMS at Järfälla municipality is installed locally and configured with the map server 
MapXtreme (MapXtreme 2008, 2010) which distributes geographical layers from DAT. Files.  
The WMS at Järfälla municipality concludes of two layer groups. The first is an orto photo 
and the second is a combined base map with an urban map and a parcel map within the spatial 
extent of Järfälla municipality. The base map are furthermore divided into an urban map 
which is visible from high scales down to 600 meters and a parcel map which is visible from 
less than 600 meters down to lower scales. 
 
When testing the WMS at Järfälla municipality a few times, the conclusion was drawn that 
the performance testing could not be performed at the municipality. The reason was due to the 
unstable WMS. The performance was not measurable and the configuration of the WMS was 
not properly done. For example, when a WMS-request with the image size of 400 pixels for 
the height and 300 pixels for the width were performed, the response of the request did not 
match the image proportions. The .TAB files that the WMS was distributing were available 
and a WMS that was configured with Geoserver was set up at the office at SWECO. The 
configured WMS distributed 34 layers order into one layer group which represented the base 
map of the municipality.  
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4 Methodology  
 
This section describes the methodology such as system architecture, components 
configurations, test description and evolution measurements and critera.  

 

 
 

Figure 12: Flowchart of the Method 

 

4.1 System architecture 

  
The following procedure is done to create the WMS at Sweco similar to the one at Järfälla: 
 

• Converting the .TAB files to ESRI shape files using FME (Fme Desktop, 2011).  
• Load the shape files into a PostGIS database.  
• Load the layer from the database to Geoserver and putting the layers into on layer 

group. 
• Style each layer with help from Järfälla municipality’s online web map. This step 

includes styling the layers with colour, setting the extent and visibility for each layer.   
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Figure 13: The Geoserver WMS over Järfälla municipality 
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Figure 14: The WMS zoomed in to the parcelmap 
 

 

 
The spatial extents for the Geoserver WMS, which are defined in SWEREF 99 1800 (Two-
dimensional systems-Sweref 99 projections, 2011) is: 
 

56599402,02Y Maximum

144280,901X Maximum

76585116,23Y Minimum

134767,155X Minimum

=

=

=

=

 

 

4.2 Component configuration 

 
A set up of three computers is used for the testing. The first computer with the WMS installed 
the second computer (web proxy computer) with the caches installed and the third computer 
(client computer) with Load UI installed. 
 

 
Figure 15: The computer set up for the tests 
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MapProxy version 1.0.1 is installed and configured on the proxy computer with the Operative 
System Linux. The installation is done under an httpd server (apache2 webserver) and with a 
python application called mod_wsgi with multiple daemon processes (wgsiDeamonProcess, 
2011).GWC version 1.2.6 is installed and configured on the same Linux computer as 
MapProxy and run with an Apache Tomcat. Unlike MapProxy, GWC does not by default act 
as a WMS server. In order for GWC to support regular WMS request the following 
configuration change is performed in the geowebcache-servlet.xml.   
 
<propertyname="fullWMS"><value>TRUE</value></property> 

 
 
The configuration parameters are set to the same for both of the cache implementations. The 
parameters in the cache configurations are as follows: 

 
• Image format: PNG  
• Layers: The combined map layer named Järfälla_tätort 
• URL of the WMS: http://pc-sth-5594:8080/geoserver/WMS? 
• Tile size:  default to 256  
• Resolutions: Values explained in section 4.4 
• Bounding Box: Values explained in section 4.4 
• SRS: ESPG:3011 
• Storage of the tiles: In a folder on the disk 
• Meta tile size: default to  3 by 3 

 
4.3 Test description 

  
This section is describing the tests plan from the ESDIN project and some assumptions that 
are done. Future Position X (FPX) is an initiative from national Geodatarådet (The geodata 
advisory board, 2010) which provides testing and verification environment for the spatial data 
infrastructure (About FXP, 2010). The following table for the performance criteria tests is 
provided by FPX and are the test plan of the ESDIN performance tests. The tests are executed 
on the client side of the viewing service and Valid GetMap request are send continuously 
during a period of 10 minutes. 
 
 
 

Computer WMS- server Proxy-

computer 

Client-

computer 

Type Dell 

Precision 

M90 

Dell 

Precision 

M65 

Dell 

Precision 

M90 

OS Windows 2003 Linux Windows 2003 

CPU Centrino Duo Centrino Duo Centrino Duo 

Memory 2,0 GB Ram 2,0 GB Ram 2,0 GB Ram 

Table 3: The computer set up 
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Test Request Benchmark 

Performance 

test 

GetMap The frequency of the request 

shall be 10 requests / second. 

The request parameters are 

selected randomly except the 

image size which is set to 

800x600 pixels.  

The service conforms to the 

inspire performance test 

criteria if 90 % of the 

responses are faster than 5 

seconds during the testing 

period. 

Performance 

scaling test 

GetMap The performance test are 

repeated but for image size of 

400x300 pixels, 1200x900 

pixels and 1600x1200 pixels 

Capacity test GetMap The performance test is 

repeated but for a frequency 

of 20 request / second. 

Capacity 

scaling test 

GetMap The performance test are 

repeated but for 50 and 100 

request/ second 

 

Table 4: ESDIN project testing 

 
The ESDIN project does not specify on which resolution or level the test are performed at and 
it does not include the implementation of a cache structure for the tests. The uncertainty of 
which level to perform the test on and the fact that a cache structure is included in this thesis 
the decision of performing the tests on two different resolutions is motivated with the usage of 
two different scenarios for the cache implementation. In the lower level of the two 
resolutions, the cache is set to dynamic, which means the cache is empty in start of the test 
and gets populated whenever a cache miss occurs. The caches are manually emptied between 
every part of the test. For the higher resolution of the two levels, the cache is seeded meaning 
that the cache is already populated and the tiles are stored on the proxy server before the tests. 
For both resolutions a performance-, performance scaling-, capacity-and capacity scaling tests 
are performed directly to the WMS, to MapProxy and to GWC. 
 
The performance and the performance scaling tests issuing requests for different image sizes 
of 10 requests per second for an interval of 10 minutes which equals to a total of 6000 
executed requests. The image size for the performance test is 800x600 pixels and for the 
performance scaling tests the image sizes are 400x300, 1200x900 and 1600x1200 pixels 
respectively. The capacity and the capacity scaling test issuing request for the same image 
size of 800x600 the request rate are set to 20, 50 and 100 requests per second. For a ten 
minute interval this request rate equals to and execution of 12000, 30000 and 60000 request 
respectively. Like mentioned the ESDIN project specifies the request rates for the different 
tests but it does not specify how many requests that can be processed simultaneously. In 
LoadUI this is called max concurrent requests and it specifies the maximum of request that 
the server simultaneously are allow to process. The executed requests are put on a queue if the 
maximum concurrent request is over the limit that is allowed. With the lack of information 
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concerning this matter, the decision is to set for every test the value of the maximum 
concurrent requests to the value of the request rate of the test. 
For the test with request rate of 10 requests per second the test is to 10 maximum concurrent 
requests and so forth.  
  

4.4 Evaluation measurements and criteria 

 
This section is describing the calculation of tile division, which levels the test are being 
performed at and how the execution of the tests are done. 
The understanding of how the cache structures deal with tile division is important for defining 
on what levels the tests are performed at. The tile division is set to 2 meaning that the next 
resolution will be half of the previous one and there will be 4 times more tiles as the previous 
resolution. The tile size is set to the default value of 256 pixels by 256 pixels and the 
following relation defines the image resolution Rn at level n.  
 

Rn 
pixels

m
=   

 
The first resolution which fit the whole spatial extent in one tile 0R , are: 

 

80385938,55
256

788,14285

256

),(
0 ===

dydxMax
R  m / pixel where: 

 
dx =144228,901 - 134767,155 = 9513,746  m  
dy = 6599402,025 – 6585116,237 = 14285, 788 m  
 
With the above formulas, the resolutions for 13 levels are calculated. Table 4 shows how 
many tiles and what resolution each of the levels will have. 
 
 
 
 
 

 

 
 

 
 
 
 
 
 
 
 

 
 
 
 
 
 

Resolution (m/pixel) Amount of 

tiles 

R0 = 55.80385938 1 

R1 = 27.90192969 4 

R2 = 13.95096484 16 

R3 = 6.965482422 64 

R4 = 3.487741211 256 

R5 = 1.743870606 1024 

R6 = 0.8719353028 4096 

R7 = 0.4359676514 16384 

R8 = 0.21798382257 65536 

R9 = 0.1089919129 262144 

R10 = 0.05449695643 1048576 

R11 = 0.02724792821 4194304 

R12 = 0.01362398911 16777216 

Table 5: The calculation of resolution and amount of tiles 
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The decision on which levels to perform the tests is based on the cumulative time it takes to 
seed every tile in every level and the amount of disk space these tiles would be. 
100 randomly pre-generated requests of the resolution R4 to R12 are executed to the WMS and 
the average time and bytes size of these are measured with the software Jmeter. The pre-
generated requests have adjusted bounding boxes to the resolutions of every level and an 
image size of 256 by 256 pixels, which represent the tile size. The WMS distributes areas 
with non-trivial information content. These areas are located outside the outer polygon of 
Järfälla municipality and are excluded from the calculation of the cumulative time and byte 
size. The bounding box of the WMS is an area which is calculated with the dx and dy of its 
extent. 
 
Area 132869514 ⋅=  = 135917004 m2  
 
The area of outer polygon of the municipality is 63394990m2   and the ratio between these 
two is resulting in the percentage of the WMS that cover the areas with information. 
 

Ratio   46%0.4664 
004 917 135 

 990 394 63 
≈==  

 
The ratio is multiplied by the amount of tiles on each level that covers the bounding box of 
Järfälla municipality represent the tiles that are covering the outer polygon of Järfälla. The 
amount of tiles that are covering Järfälla are furthermore multiplied with the average time of 
seeding and average bytes size of each level and from the result the cumulative size and time 
to seed every level is calculated and shown in table 5. Since no measurement are done on 
level 0 to level 3 the seeding time and average bytes for these level are interpolations of 
response time and bytes size of level 4 to level 12. 
 

 
Figure 16: Size and time to seed all the levels 

 

 
 
The graphs of figure 14 reveals that amount of disk space is not of concern in this application 
but rather the time it would take to seed the tiles. The cumulative time to seed down to level 9 
would be around 8 hours. Level 10 would have a cumulative seeding time of around 30 hours. 
With the constraint that the cache should update every night, the cache can effectively be 
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seeded up to level 9. As the results indicates the test is performed at level 9 as seeded cache 
and level 10 set to dynamic cache. 
 
The test is performed with the execution of random bounding boxes within the spatial extent 
of the WMS. Since the WMS distribute areas with no information and in order to avoid 
requesting these areas the spatial extent was decreased to an area were information were 
available. An arbitrary spatial extent of the WMS defined by the parameters is chosen for test 
queries as shown I figure 15. 
 
Minimum X = 137100 
Minimum Y = 6587500 
Maximum X = 142700 
Maximum Y = 6592000 
 
 
 

 
 

Figure 17: The spatial area used in the tests 

 

 

 
In order to generate the random bounding boxes within the spatial extent defined above a 
python programme is used. The programme attached these bounding boxes on to the URLs of 
the WMS, GWC and MapProxy. Seven tests for one resolution with the three different 
directions to GWC, to MapProxy and WMS resulting in 21 set of tests per level. The ESDIN 
tests are as mentioned divided in two different resolutions due to the two different caches 
scenarios resulted in twice as many tests a total of 42 tests is executed. The programme writes 
out to text file which is imported and executed in the software LOAD UI. A summary of the 
tests that is executed are shown in the table 5. 
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Test level 9 

Res= 0.1089 

m/pixel 

Image size Executed 

Requests 

Execution 

rate 

(Req/s) 

Max 

Concurrent 

requests 

1 WMS  400x300 6000 10  10 

2 WMS 800x600 6000 10 10 

3 WMS 1200x900 6000 10 10 

4 WMS 1600x1200 6000 10 10 

5 WMS 800x600 12000 20 20 

6 WMS 800x600 30000 50 50 

7 WMS 800x600 60000 100 100 

8 MapProxy  400x300 6000 10 10 

9 MapProxy  800x600 6000 10 10 

10 MapProxy  1200x900 6000 10 10 

11 MapProxy  1600x1200 6000 10 10 

12 MapProxy  800x600 12000 20 20 

13 MapProxy  800x600 30000 50 50 

14 MapProxy   800x600 60000 100 100 

15 GWC  400x300 6000 10 10 

16 GWC  800x600 6000 10 10 

17 GWC  1200x900 6000 10 10 

18 GWC  1600x1200 6000 10 10 

19 GWC  800x600 12000 20 20 

20 GWC  800x600 30000 50 50 

21 GWC 800x600 60000 100 100 

Test level 10 

Res=0.0544 

m/pixel 

Image size Executed 

Requests 

Execution 

rate 

(Req/s) 

Max 

concurrent 

requests 

22 WMS 400x300 6000 10  10 

23 WMS 800x600 6000 10 10 

24 WMS 1200x900 6000 10 10 

25 WMS 1600x1200 6000 10 10 

26 WMS 800x600 12000 20 20 

27 WMS 800x600 30000 50 50 

28 WMS 800x600 60000 100 100 

29 MapProxy  400x300 6000 10 10 

30 MapProxy  800x600 6000 10 10 

31 MapProxy  1200x900 6000 10 10 

32 MapProxy 1600x1200 6000 10 10 

33 MapProxy 800x600 12000 20 20 

34 MapProxy 800x600 30000 50 50 

35 MapProxy 800x600 60000 100 100 

36 GWC  400x300 6000 10 10 

37 GWC  800x600 6000 10 10 

38 GWC 1200x900 6000 10 10 

39 GWC 1600x1200 6000 10 10 

41 GWC 800x600 30000 50 50 

42 GWC 800x600 60000 100 100 

 

Table 6: A summary of the executed ESDIN test on level 9 and level 10 
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5 Results  
 
The section is showing the results of the tests displayed in graphs and text. 
 

5.1 The effect of dynamical caching 

 
The effects of populating the cache dynamically are displayed in the figures 16-18. The 
curves represent different image sizes with the same request rate which is 10 requests per 
second executed during a period of 10 minutes. The figures images visualize the performance 
and performance scaling tests for MapProxy, GWC and the WMS. The average response time 
for the requests within a minute of execution which are the average of 600 requests are plotted 
against the equivalent executed minute.  
 
 

 
                  

           Figure 18: GWC level 10               Figure 19: MapProxy level 10        Figure 20: WMS level 10 

 

 
 

The GWC and MapProxy (figures 16-17) show as expected a dropping average response time 
for every average minute of the test. For the first average minute all the GWC curves prove a 
higher average response time compared to the MapProxy curves. During the tests the requests 
populate the caches and all four GWC curves drops more rapidly compared to the MapProxy 
curves. In the last average minute the difference between the GWC and MapProxy curves are 
a lot less compared to the first average minute. The results prove that for larger image size 
tests both MapProxy and GWC prove curves that are steeper compared to smaller image sizes. 
This means that the average response time for these image size tests decrease more rapidly 
than for smaller image size tests. The larger image sizes populates the cache with more tiles 
for every request that are executed and therefore prove more cache hits for the later average 
minutes. The WMS (figure 18) prove the same average response time for the whole 10 
minutes and shows a lower average response time for all the image sizes compared to the 
dynamically filled caches.  If a cache miss occurs the request directed to the cache need to 
transfer the data two times, first from the WMS server to the cache and then from the cache to 
the client. The requests directed to the WMS the data is transfer only once from the WMS-
server. 
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5.2 The effect of seeded caching 

 
The effect of performing the tests with the caches seeded is shown in the figures 19-21. The 
results of the different image sizes with the same request rate which is 10 requests per second 
executed during a period of 10 minutes. The images visualize the performance and 
performance scaling tests for the three testing scenarios. The average response time for the 
requests within a minute of execution which are the average of 600 requests are plotted 
against the equivalent executed minute. 
  
 

 
           

          Figure 21:GWC Level 9                 Figure 22 MapProxy Level 9          Figure 23: WMS Level 9 
 

 
 
The results of the performance and performance scaling tests according to the average 
response time per minute show that the variation of the response time is small between every 
average minute when the caches are seeded. The WMS curves also only show small variations 
of response time between every average minute of response. The GWC and MapProxy prove 
a smaller average response time for the smallest image size 400x300 compared to the WMS. 
The WMS have a better performance than the GWC for the rest of the image sizes. MapProxy 
have a better performance than the WMS except for the largest image size. 

 
5.3 Evaluation of the ESDIN tests 

 
The visualization of the seven ESDIN tests is displayed as two graphs of the two test levels 
and are called performance scaling and capacity scaling for level 9 and level 10. 
The performance scaling graph displays four test results which are the results from the 
performance and performance scaling tests that have the same execution rate but with 
different image sizes. The relation between the sizes of the images and the amount of pixels 
they include is not linear. Therefore the X-axis shows the amount of mega pixels of every 
image size instead of the images actual extent. The Y-axis represents the percentage of the 
requests that is less than 5 seconds of response time for each test. The figures 22-25 show the 
performance and capacity scaling the results of four tests with the same image size but with 
different execution rates which are the performance, capacity and capacity scaling tests. The 
X-axis shows the four different request rates and the Y-axis represents the results of 
percentage less than 5 seconds. 
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5.3.1 ESDIN tests with the dynamical caching on level 10 

 
 

 
 

Figure 24: Perfomance, performance scaling Level 10      Figure 25: Capacaticy, capacity scaling Level 10 

 
 
Figure 22 is displaying the results of the performance- and performance scaling tests at level 
10 when the caches are dynamically populated. MapProxy proves to deliver response timeless 
than 5 seconds 90 percent of the time for the first and second tests which are the image sizes 
of 400x300 and 800x600. The WMS can deliver response time under 5 seconds 90 percent of 
the time for all image sizes except the largest image size which is 1600x1200 pixels. GWC 
are not able to pass the 90 percent line for any of the image sizes. 
 
Figure 23 is showing the performance, capacity and capacity scaling tests of level 10 when 
the two caches are dynamically filled. The WMS passes the 90 percent line for the request 
rates of 10 and 20, but the curve drops rapidly when the load is increased to 50 requests per 
seconds.GWC indicates a worse capacity scaling compared to both the WMS and MapProxy 
for all request rates except for the request rate of 20 where GWC has a higher percentage less 
than 5 seconds than MapProxy. When the request rate increases to 50 and up to 100 requests 
per second, MapProxy prove a higher percentage less than 5 seconds compared to both the 
WMS and GWC.  
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5.3.2 ESDIN tests with seeded cache on level 9 
 

 
 
Figure 26: Performance, performance scaling Level 9      Figure 27: Capacity, capatiy scaling Level 9 

 
 
Figure 24 is showing the performance and performance scaling of level 9 when the caches are 
seeded. The WMS and MapProxy are performing almost equally and the results of the curves 
are similar. MapProxy slightly increases the performance on the image size of 1200x900and 
the WMS has a slightly better performance on the image 1600x1200. Both the WMS and 
MapProxy pass the 90 percent the tests except for the largest image size. GWC are over the 
90 percent line for the top two smallest image sizes 400x300and 800x600but dramatically 
drops in percentage point for larger image sizes.  
 
Figure 25 is showing the performance, capacity and capacity scaling tests of level 9 when the 
caches are seeded. The seeded MapProxy is over the 90 percent line the request rates of 10 
and 20 requests per second. The MapProxy proves a better performance than either the WMS 
or GWC at all request rates except for the tests with 100 requests per second where the WMS 
has a slightly better percentage less than 5 seconds of responses. The curve of MapProxy cuts 
the 90 percent line at around 22 requests per second and meaning it would be able to handle 
this amount of request rate and still fulfill the INSPIRE Directive. The WMS cut the 90 
percent line at around 14 concurrent requests per second and GWC at around 12 concurrent 
requests per second. The largest improvement in percentage between MapProxy and WMS 
considering the percentage less than 5 seconds are for the request rate of 20 where the 
improvement are 24 percent and for the request rate of 50 where the improvements are 252 
percent. The actual percentage points are around 15 percent point improvement for both the 
tests with the request rate of 20 and 50. 
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5.4 Average response time for the WMS and the seeded caches 

 
 

 
 

Figure 28: Average response time, image sizes                  Figure 29: Average response time, request rates 
 

 
 
Figure 26 is showing the average response time for the performance and performance scaling 
tests for level 9 when the caches are seeded. Compared to the WMS, MapProxy have a lower 
average response time for the all the tests except for the tests with the image size 1600x1200. 
GWC proves to have a lower average response time than the WMS for the image size tests of 
400x300, but higher response for the rest of the image size tests.  The largest improvement of 
the average response time for both the caches is for the test with the image size of 400x300. 
MapProxy proves an average response time that is 20 percent of the average response time of 
the WMS. The GWC average response time for the same image size tests is 25 percent of the 
average response time of the WMS.  
 
Figure 27 is showing the average response time for the performance, capacity and capacity 
scaling tests for level 9 when the caches are seeded. Compared to the WMS, MapProxy 
proves a lower average response time and GWC prove a higher response time for all the tests. 
A linear relation are discovered when the request rate is increased. Double the request rate has 
a doubled average response time. This is true for all tests cases of the WMS and GWC. 
MapProxy also proves the relation between the request rates of 10, 20 and 50 but not for 100 
requests per second. The relation between the request rate of 50 and 100 was around three 
times the average response time.  
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5.5 Average byte size level 9 

 

 

 
 

Figure 30: Average byte size performance and performance scaling tests 

 

 
Figure 28 is showing the average bytes size of the responses performance and performance 
scaling for the WMS, MapProxy and GWC.  The diagrams indicate that the average byte size 
of the responses decreases for the caches. The response in bytes of MapProxy is in average 60 
percent and GWC is 89 percent the average bytes size of the WMS response.  

 

6 Analysis and discussion   
 
The purpose of this thesis is to perform a test plan from the ESDIN project, which is an 
interpretation of the INSPIRE Directive for viewing services and its demands on the 
performance. According to the INSPIRE Directive a WMS should be able to render and send 
images through a network from the request to the response in less than 5 seconds 90 percent 
of the time. The first objective of the thesis are to comprehend if two cache structures 
configured to act as a WMS installed on a proxy computer between the WMS and a client 
could deliver the images with better performance than the WMS. Furthermore be able to meet 
the INSPIRE Directive for viewing services. The second objective is to comprehend which of 
the caches is more suited to act as a WMS when the caches were dynamically filled with tiles 
and when they already were seeded. 
 
The results of the performance and performance scaling tests test prove that the WMS is only 
able to fulfill the INSPIRE Directive for image sizes up to 1200x900pixels for both testing 
level 9 and 10. The capacity test fulfill  the directive on level 10 but not for level 9. This is 
due to less detailed images on level 10 leading to shorter rendering and response time for the 
WMS. The capacity scaling tests was not close to fulfill the INSPIRE Directive, the amount 
of load on the server seem to be too high for the WMS to be able to conform to the INSPIRE 
Directive.    
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The main performance improvements for the tests are for the capacity and capacity scaling 
test when MapProxy is seeded. The most concrete evidence is the capacity scaling curve that 
compares the results of the WMS, MapProxy and GWC. MapProxy scales better than the 
WMS and GWC and according to the results it would be able to fulfill the INSPIRE Directive 
with a higher request rate. Seemingly the MapProxy curve cuts the 90 percent line at around 
the request rate of 22 requests per second and the equivalent WMS curve cut the 90 percent 
line at request rate of 14 requests per second. The major improvement of the capacity scaling 
test are when the request rates are 20 and 50 requests per second, where MapProxy improves 
the results by 15 percent point for both the tests compared to the WMS.  According to the 
average response time the seeded MapProxy improves the performance for all the ESDIN 
tests except the performance scaling test with an image size of 1600x1200 pixels where the 
WMS proves a lower average response time. The result reveals that for larger image sizes the 
caches do not perform any good and this might be due to the default configuration with a tile 
size of 256 pixels. A possible solution for reducing the cache mechanism bottleneck and gain 
better performance for larger image sizes could be to increase the tile size of the cache. The 
example of the test with image size 1600x1200 pixels and a tile size of 256, the cache has to 
fetch and glue together in worst case 48 tiles, which adds up latency and negates the 
advantage of cache the images as tiles on a proxy. If configuring the caches with a larger tile 
size for example 512 pixels , the cache only has to fetch in worst case of 20 tiles, which in 
theory should reduce the latency and provide better performance. For the smaller image sizes 
the effect of a larger tile size would not affect the performance too much when the tiles are 
already in the cache structure. For dynamical filling the cache the larger tiles size can actually 
lead to worse performance because of the amount of data will be in average larger than for 
smaller tiles. 
 
The major improvement in percentage considering the average response time for the seeded 
caches compared to the WMS are the tests with the image sizes of 400x300 pixels. MapProxy 
proves an average response time that is five times lower than the WMS and GWC prove an 
average response time that was four times lower than the WMS.  A reason of this large 
improvement of performance is due to the amount of tiles of every request is a maximum of 9 
tiles. The amount of work for the caches is fetching the tiles from the disk, glue them together 
and send away the responses are therefore rather small.  
 
A comparison between the performance, capacity and capacity scaling tests (request rate of 
10, 20, 50 and 100 request per second) a pattern for the average response time is discovered. 
The different request rates are proportional to the average response time for the tests. This 
pattern is valid for both the caches and the WMS. An outlier in this pattern is the result of 
MapProxy that for 100 requests per second had an average response time that is three times 
more than the for 50 requests per second. The explanation of the outlier is that MapProxy 
seems to decrease in the ability of delivering the images when the load is high as 100 requests 
per second.  
 
On level 10, where the caches were empty from the start and populated by the requests, the 
results of the different tests were expected to be a little worse comparing to the same request 
directed to WMS. The results indicated that the expected results were true for the performance 
and performance scaling where the execution rate was 10 requests per second and the total 
amount of request were 6000. For the capacity scaling test where the request rate were 50 and 
100  requests per second and the total amount of executed request are 30000 and 60000,  
MapProxy proved a better performance than the WMS. An explanation for the results is that 
when the caches get populated the frequency of cache hits were increased leading to a higher 
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percentage less than 5 seconds of response time.The reason of testing the dynamical cache 
scenario was to investigate the caching mechanism between the two caches and how they act 
to the amount of load of the ESDIN tests. Comparing the results of the two caches prove that 
MapProxy, except for one test case, proves to have a better performance and a lower average 
response time for all the test cases. In general the performance for dynamical populating the 
cache are depending on several factors which are the performance of the backend WMS, the 
spatial extent ,the resolutions configured in the cache and the amount of total requests that are 
executed to fill the cache. The backend WMS performance influences the performance for the 
dynamical populating the cache and can be a bottleneck for the performance when the 
backend WMS is slow. Decreasing the spatial extent and increasing the resolution of the 
caches will increase the chance of a cache hit and therefore the performance will be improved. 
The reverse scenario is when the spatial extent is increased or/if the request are directed to 
higher levels (lower resolutions) the cache-hit probability will decrease, leading to worse 
overall performance. The spatial extent in the tests were not too large and as indicated in the 
results for cache hits, the average response time as indicated in the average by minute graph 
for the caches did drop for every minute of running time. 
 
The curves of the dynamical filled caches proved to be steeper for larger image sizes. The 
explanation is that the cost of performance is large in the start of the test since several meta 
tiles are fetched and cut up to the original tiles size and put in the cache structure. Since the 
meta tiles for larger images is populating the cache with more tiles than for smaller images, 
this enables a higher possibility for a cache-hit for the requests that executed later on. This is 
resulting in greater difference between the large images and smaller image concerning 
response time and time of execution.  
 
The average image byte sizes were lower for the caches than for the WMS.  Since the 
different caches use different image rendering libraries with different compression settings the 
actual image size differs between all services. The MapProxy responses are in average 
approximately 60 percent of the WMS responses and GWC scales down to approximately 89 
percent of WMS response. The MapProxy compress the image from PNG24 to PNG8 based 
on the Octree algorithm which reduces the image size of the PNG image. GWC is apparently 
using some sort of compressing algorithm also which is unknown.The amount of effect this 
had on the average response time relative the WMS was not further analyzed.  
 
The queuing of the requests in the tests can be of importance for the performance of the 
services. The LOAD UI software uses a FIFO (First In First Out) queue, which implies that 
the first requests that hit the server are processed and the rest of the requests are queued and 
processed when the first requests are done. Given a certain amount of request to be processed 
in the same time this queue can grow large and after some time resulting in high average 
response times for the queued requests. An alternative to the FIFO queue is a LIFO (Last In 
First Out) queue, which stacks the requests and process the first request that is on top in the 
stack. Considering the execution rate of the tests the LIFO queue could give a lower average 
response time for the tests, even though some of the requests in the bottom of the stack would 
get higher response time than for a FIFO queue. The average time of the requests can be 
approved and therefore give higher percentage of successful requests. 
 
The uncertainties of the testing are divided into three parts. Firstly the time of day when the 
tests are performed can influence the results. The different usage of the network day and night 
time provides different performance for the test if they would be executed during low network 
usage hours. Secondly only one test was performed of each test plan and the uncertainty of 
this result may be eliminated with running the test plan more than once. An average of these 
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test plans can eliminate the uncertainties in performance. Lastly the location of the testing can 
give different performance due to different network setting of the different locations and 
furthermore affect the results. 
 

7 Conclusions and recommendations 
 
The study proves that for the given WMS environment that none of the caches were able to 
completely fulfill the INSPIRE Directive for viewing services. GWC when seeded, only 
perform well for the test with the smallest image size and are seemingly not designed to fully 
act as a WMS and deliver good performance. MapProxy on the other hand obviously has a 
more developed underlying system for caching and is therefore more suitable for acting as a 
WMS and still deliver good performance. The seeded MapProxy did improve the performance 
for most of the tests cases and scaled better than the WMS for the tests cases with an 
increased request rate.  
 
The performance of the WMS seems to be dependent on the level of detail of the images and 
for slow WMS that delivers data which can be rich in information, can be time-consuming to 
render. The bottleneck of the caches when seeded does not seem to be concerning the level of 
detail in the images, but rather the amount of tiles the caches requires gluing together. Clearly 
the cache configuration needs to be suited to fit the application of the GIS environment and 
further investigation on how to optimize the configuring of the cache will need some addition 
work in order to possibly achieve results that conforms to the INSPIRE Directive. 
 
A more rather obvious conclusion is when the WMS is fast enough and can meet the 
INSPIRE Directive there is no need for a cache implementation. The seeded caches are not 
affected by the WMS and are affective even though WMS server is not running. With a slow 
WMS as the one at Järfälla municipality the seeded MapProxy can truly speed up the 
performance relatively to the WMS. The test plan of ESDIN was applied in a local 
environment with the client and the servers installed on the same local network with a normal 
bandwidth 100 megabits per second. In a larger system where the cache, clients and WMS 
might be at different locations and networks the bandwidth might be of great importance. The 
amount of load on the servers and the request for a WMS locally installed at a municipality 
will most likely never receive this much load on the servers, if a municipality or some other 
organization wants to share its data in the INSPIRE portal the viewing service need to 
conform to the INSPIRE requirements anyhow. 
 
The investigation of an implementation of the OCG standard of Web Map Tile Service 
(WMTS) could be of interests especially since it only been implemented into a few GIS 
platforms. The WMTS standard was presented in early 2010 and should prove a general 
performance improvement of the map service. The investigation can be based on how the 
implementation of the standard can be done. A test of the performance compared to a regular 
WMS would prove a gain of performance.  The exact same test plan as the ESDIN project 
cannot be performed as for WMS since the WMTS is requesting a tile instead of bounding 
box of a layer or layers. The WMTS tiled request does not have to glue and cut request in 
order to fit the grid. In this case the WMTS could better improve the performance compared 
to a WMS. 
 
Another suggestion for future work is developing a realistic browsing model compared to the 
randomized model in the ESDIN tests. The browsing model would be based on a more 
realistic map browsing behavior. The options of browsing is panning, zooming in and out and 
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browsing areas of interest based on the probability of searching in these areas. When reaching 
the lower resolutions in the WMS the amount of tiles to cache can be huge and time 
consuming to seed. Instead basing the seeding on different levels, MapProxy offer a 
configuration of seeding those select areas, polygons or bounding boxes in a level to be 
seeded and leave the areas of less importance as empty. Together with the development of a 
probabilistic browsing model this feature can ease the configuration and the model can for 
example be used when implementing a system that is designed for providing geographical 
information in crisis situation. In the case of a crisis situation a lot of user will be browsing 
the viewing service in the areas where the possible crisis situations occur. If the areas that are 
of interest can easily be seeded in a cache structure the response time can be decreased. 
 
A last suggestion for future work would be to implement a combination FIFO and LIFO 
queue, which use the fairness of the FIFO queue and the performance improvement of the 
LIFO queue. This particular queue could set a time out for the requests when the particular 
request do not conform to the INSPIRE directive and then resubmit this request.   
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