
Exploring DNA Methylation:

A Fast Approximative Singer-Engström-Schönhuth-Pachter
Optimization Algorithm

Erik Sjöland

May 9, 2011

1



Acknowledgements

I owe my deepest gratitude to my supervisor, Alexander Engström, for giv-

ing me the opportunity to go to California and to do my thesis at University

of California, Berkeley. With his guidance, I have been able to develop a

deeper understanding of a broad variety of subjects in both mathematics

and biology. Alexander has supported me when the progress has been slow

and encouraged me to work even harder when I got great results. If it was

not for Alexander, a similar project would not have been possible for me.

I would like to thank Meromit Singer for her assistance with biological soft-

ware programs, and for all her help and guidance throughout.

I would also like to thank Amol Sasane and Ulf Jönsson. They supported

me and gave me great feedback when I was in Sweden and unable to go to

California.

Finally I would also like to thank my Mom, Dad and two brothers for

their assistance and support. Not only have they encouraged me to do this

project, but they have been there for me throughout my entire education.

2



Abstract

Today, the most commonly used set of CpG islands was detected using

methods that are neither statistically nor biologically optimal. Al-

though several attempts to improve these methods have been made,

researches have continued to rely on the old classified CpG islands.

More recent methods to classify the islands have used an algebraic

framework and developed methods using hidden Markov models or

5th order Markov chains to find the most statistically significant is-

lands. Previously, after the islands had been sorted according to their

significance, different sliding window methods were used in order to

find the most significant set of islands. By using a greedy algorithm

instead, the islands that were found were shown to be more significant.

The most recent methods have been carefully assessed together in an

attempt to derive a new method to find the most significant set of

islands. Using the methods derived in this paper that are based on a

binomial distribution, only two parameters need to be found statisti-

cally; after that, every possible CpG island candidate will be given a

statistical significance score using simple calculations. The most signif-

icant islands are then chosen by trying to maximize the total score of

non overlapping islands. The islands found are both tested and proven

to be a lot like the most relevant, biologically and statistically, islands

previously found. While keeping the accuracy intact, the new method

outperforms previous methods in speed.
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1 Introduction

There have been interactions between biology and mathematics for centuries,

but in the last decades an explosion of new problems in biology have required

both applied and pure mathematics to develop quickly. One can look at an

essay by Cohen [6] to get an historical overview of the interdisciplinary work.

Algebraic statistics, an emerging field used for computational biology,

has been on the rise during the last decade [9]. Tools from algebraic geometry

[7] are also extremely useful in studying statistical models which can be

described as algebraic varieties [30].

We will consider statistical models with two random variables in Section

2, and then try to understand what has been done on additional variables in

Section 2.4. We will consider independence models and their interpretation

in algebraic geometry.

A famous open problem is the Salmon problem [1], which asks for the

ideal defining Sec4(P3 × P3 × P3), that is the 3-dimensional planes that are

tangent at 4 points to P3×P3×P3. The problem is still unsolved, but recent

work has been made towards a proof [2, 14].

Another interesting result is a theorem which was proved by Raicu in

2010 [23]. It was originally conjectured by Garcia, Stillman and Sturmfels in

2005 [15]. The theorem states that 3× 3 minors of flattenings will generate

the ideal for the first secant variety of the Segre variety. We will focus more

on this in Section 2.4.

1.1 CpG islands

A CpG site is where a cytosine, C, is immediately followed by a guanine,

G, in a DNA sequence. In many cases a methyl group is attached to a C

when it is followed by a G, and the CpG site is then said to be methylated.
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When CpG sites are methylated, over time, the cytosines will turn into

thymines due to spontaneous deamination, forming TpG sites instead. As

a consequence of the deamination, there is a low content of CpGs in most

of the DNA. The subsequences of the DNA with higher content of CpGs

are called CpG islands. CpG islands often occur where the CpG sites have

not been methylated; this occurs to protect functional regions from CpG

depletion [5].

Providing a satisfactory definition of CpG islands is non-trivial. A pop-

ular definition was provided over twenty years ago, known as the Gardiner-

Garden-Frommer criteria [16]. The definition states that CpG islands should

be defined as regions of at least 200 base pairs, with a proportion of C and G

over 50%, and with an observed to expected CpG ratio (O/E-ratio) greater

than 0.6. The O/E-ratio is a measure of how many CpG sites there are,

compared to how many CpG sites that are expected when looking at the

numbers of nucleotides C and G. For a sequence of length n the O/E-ratio

is defined as #(n,CG)
#(n,C)×#(n,G) , where #(n,m) denotes the how many times a

subsequence m occurs in n (ex. #(ACTATGTCTACT,ACT ) = 2). More

recent studies [11, 20, 25, 27, 34, 36] have shown that the Gardiner-Garden-

Frommer criteria is not ideal and that it has to be adjusted.

Several other algorithms to find CpG islands have thereafter been con-

sidered [17, 18, 19, 21, 22, 27, 29, 32, 33, 35], but still researchers use the

CpG islands predicted using the Gardiner-Garden-Frommer criteria.

If a CpG island is fully contained in an exon, it is called a Coding CpG

island. A new algorithm [26] for finding Coding CpG islands has recently

been derived. It outperforms earlier methods when it comes to finding CpG

islands in regions where they are expected to be found. The method is

purely statistical, and easy to implement. Throughout, the set of islands
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found using this algorithm will be denoted CCGIs.

The need of a purely statistical model is apparent when one wants to

apply the model to find CpG islands in other genomes. It is not known what

the islands look like in other genomes. They might be shorter or longer and

they might have more or less significant proportion of CpG sites. With a

correct statistical approach, one gets the most significant islands regardless

of how they look. The approach also has to be easy to implement and

computationally fast in order to find longer islands in larger genomes.

Therefore, the goal of this paper is to look at the current framework,

take the most recent method with the best results known today, try to

approximate its results, and try to find underlying mathematical tools that

back up the approximations.
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1.2 The most significant islands

We have a long DNA sequence of length N , with a corresponding interval

[1, N ] = {1, 2, . . . , N}, and we can pick out subsequences of the DNA se-

quence of length 1 to N . A subsequence of length n spans an interval of the

form Ii = {k, k + 1, . . . , k + n− 1}.

All these intervals are assigned a score Si, depending on the length of the

interval and on how many CG-dinucleotides there are in it. For the scoring

purpose, a slightly modified binomial distribution is used. This approach

outperforms earlier methods in terms of simplicity and computational speed,

without any considerable accuracy losses which will be indicated in Section

5 and proved in Theorem 4.

After assigning scores comes the problem of picking out the most signif-

icant intervals, which is hard because there are so many possible intervals;

N+(N−1)+ · · ·+1 = N(N−1)
2 where, for example, N for the human genome

is about 3× 109.

The problem of finding CpG islands translates to a well studied opti-

mization problem, the maximum-weight independent set problem. Let us

consider a graph G(V,E), in which the vertice vi ∈ V corresponds to inter-

val Ii and has the weight Si . There will be an edge e ∈ E between two

vertices v1, v2 ∈ V if their corresponding intervals I1 and I2 overlap, that is if

I1 ∩ I2 6= ∅. Let us furthermore introduce a set of intervals J = {I1, . . . , Ik},

and let the graph G(VJ , EJ) be the induced subgraph corresponding to that

set of intervals. We are interested in finding the set of intervals J that
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satisfies

max
∑
j∈J

Sj

subject to EJ = ∅.
(1)

Since the number of vertices is of size (3×109)2

2 = 4.5 × 1018, even a linear

time algorithm would be too time consuming. Given that the maximum-

weight independent set problem is NP hard, we are out of hope to find the

optimal solution.

Yet this optimization problem alone cannot solve the given problem with

a satisfactory result; using this approach we will pick islands until the entire

DNA sequence is divided into CpG islands. We need to have a stopping

criterion, and we must use sophisticated statistical methods for this purpose

in order to get satisfactory results. A threshold will be set according to

the Benjamini-Hochberg criterion [3] making sure that we have a stopping

criterion so that not too many islands will be taken. After the number of

islands has been reduced we apply a greedy algorithm. The found set of

islands is far more significant than islands found using other methods and

the computation is fast.

The method we use is closely related to [26] and the given binomial

distribution approach approximates the p-values obtained using a fifth order

Markov chain. To find p-values recursively using a fifth order Markov chain

is rather time consuming, that is why an approximation is needed. We get

almost the same set of islands as can be seen in Figure 14.

Furthermore, the algorithm is tested on fictional sequences generated

using a hidden Markov model. A typical result of this can be found in

Figure 13. The last contribution of this paper is Theorem 4, proving that a
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binomial approach will be succesful under valid biological assumptions.

1.3 Methylation and functional regions

The end goal is to find functional regions in the genomes of different species.

To find functional regions directly is an impossible task. Instead, we look

for unmethylated regions because of their known correlation with functional

regions [5]. Unmethylated regions are regions in which the cytosines do not

have an attached methyl group as is the case in most of the DNA. The

methylation is maintained during cell division so we expect the methylated

regions to be the same throughout the genome in all cells in the studied

individual. We also expect it to be closely related between individuals from

the same species. When the cytosine has an attached methyl group, it

will eventually turn into thymine because of spontaneous deamination. The

deamination makes methylated regions CpG poor, and thus unmethylated

regions will be CpG rich in comparison.

Unmethylated regions can be found directly by looking at DNA one

nucleotide at the time. To do this is rather time consuming and expensive.

Therefore, other methods to find methylated regions are necessary. Today,

it is cheap to sequence genomes, and it is possible to find CpG rich islands

in the genome. Finding CpG rich regions will help us locate unmethylated

regions, and consequently functional regions, which are of great importance

in biology.
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2 Methods

This section will combine results from algebraic geometry and algebraic

statistics. For an introduction to Algebraic geometry there are many text-

books, including one by Cox, Little and O’shea [7], and one can read about

algebraic statistics in a book by Drton, Sturmfels and Sullivant [9]. A con-

nection between the two subjects is available thanks to Sullivant [30].

2.1 Algebraic statistics and algebraic geometry in computa-

tional biology

Introduce an alphabet on the four letters Σ = {A,C,G, T}, and let Σk de-

note all sequences, or words, on k letters. As an example, Σ3 will denote the

set of three letter long words, such as ’ACA’, ’CCC’ and ’CTG’. A sub-

sequence is a sequence that is contained within another sequence, meaning

that ’AC’ is a subsequence of ’ACA’, and that ’ATCAG’ is a subsequence

of ’TACATCAGGT ’. All these different sequences are examples of DNA

sequences. Another way to look at it is through using random variables Xi

taking values among the different states {A,C,G, T}.

In a DNA sequence, there will be different probabilities corresponding

to encountering the different letters. We will have a probability distribution

[PA, PC , PG, PT ] corresponding to the probabilities of encountering an A,C,G

or T respectively. To have [PA, PC , PG, PT ] = [0.25, 0.25, 0.25, 0.25] would

correspond to all the letters being equally frequent. Note also that PA +

PC + PG + PT = 1 must hold.

Instead of limiting ourselves to the alphabet Σ with four letters, we

can let the random variables Xi take values from the state space [ni] =

{1, 2, . . . , ni}, where ni is a positive integer. This gives us a probability

distribution of the form [P1, P2, . . . , Pni ] for the random variable Xi. To have
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a general approach is good for many reasons; we can consider alphabets with

less than four letters when the full analysis on four letters is too difficult.

Also, from a biological perspective, it is also interesting to study protein

sequences, so we might as well have a general framework from the start, so

as not to have to redefine everything when we find similar properties for

protein sequences.

Having two random variables with different alphabets X1 ∈ [n1] =

{1, 2, . . . , n1} and X2 ∈ [n2] = {1, 2, . . . , n2} there will be a probability

to get each combination of the two, let us introduce the notation Pij =

P [X1 = i,X2 = j]. Furthermore, all the probabilities must satisfy

0 ≤ Pij ≤ 1, ∀i ∈ [n], j ∈ [m]

∑
i∈[n],j∈[m]

Pij = 1.

(2)

Geometrically speaking the probability matrix,

P =


P11 · · · P1m

...
. . .

Pn1 Pnm

 ∈ Rn×m,

can be represented by an (n×m− 1)-simplex ∆nm−1.

If the random variables X1 and X2 are independent it holds that

P [X1 = i,X2 = j] = P [X1 = i]P [X2 = j]

or, equivalently, that

Pij = Pi∗P∗j (3)
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where Pi∗ =

n∑
α=1

Piα and P∗j =

m∑
β=1

Pβj . Proposition 1 proves that these

independence constraints are equivalent to saying that P has rank one.

Proposition 1. X1 and X2 are independent if and only if their joint m×n

probability matrix P has rank one.

Proof. Starting from Equation 3, the definition of independence, we see that

P is a product of the column vector Pi∗ with the row vector P∗j , thus P

must be of rank one.

On the other hand, suppose P is a rank one matrix. Then it can be

factorized into P = uvT for u ∈ Rm, v ∈ Rn and since P has positive entries

it also holds that u, v � 0. Now let
∑m

i=1 ui = u∗ and
∑n

i=1 vi = v∗. It holds

that u∗ = v∗ = u∗v∗ = 1, and by setting Pi∗ = uiv∗ and P∗j = u∗vj we get

Pij = uivj = uiv∗u∗vj = Pi∗P∗j .

Since P is a rank one matrix, all 2 × 2 minors of P equals zero, which

gives rise to the following formulation of independence, equivalent to the

one given in Equation 3:

PijPkl − PilPkj = 0, ∀i, k ∈ [a], ∀j, k ∈ [b]. (4)

The probability simplex ∆nm−1 intersected with Equation 4 is a statistical

model M, called the independence model on two variables.

Using our four letter alphabet for both random variables, n1 = n2 =

{A,C,G, T}, the independence model is equivalent to saying that the prob-

ability of finding a specific letter does not depend on the letter in front

of it. For example, the probability to find an A after a C is equal to the

probability of finding an A after a G using this model.
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Geometrically, the independence model is a curve in the probability sim-

plex, described by Equation 4.

2.2 Algebraic geometry

Let us begin this subsection by introducing a couple of concepts from alge-

braic geometry.

Definition 1. Let f1, . . . , fs be polynomials in C[Pij ], and let the set

V (f1, . . . , fs) = {(c1, . . . , cn) ∈ Cn : fi(c1, . . . , cn) = 0, ∀ 1 ≤ i ≤ s}

denote the affine variety of the functions f1, . . . fs.

Definition 2. Another object we will need is the ideal. For a subset I ⊂

C[Pij ] to be an ideal it must satisfy the following equations:

(i) 0 ∈ I.

(ii) If f, g ∈ I, then also f + g ∈ I.

(iii) If f ∈ I, and h ∈ C[Pij ], then hf ∈ I.

Definition 3. Let S ⊂ Cn, it can be easily verified that the set

I(S) = {f ∈ C[Pij ] : f(c1, . . . , cn) = 0, ∀(c1, . . . , cn) ∈ S}

is an ideal. It is the ideal of S.

Definition 4. The Zariski closure of C, denoted C̄, lives in the projective

space CPn. This is the smallest affine algebraic variety that contains C, that

is C̄ = V (I(C)).
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Let C∗ denote the dual variety to C̄ in the dual projective space (CPn)∨.

Furthermore, for an integer k, let C [k] denote the Zariski closure in (CPn)∨

of the set consisting of (k − 1)-dimensional hyperplanes that are tangent to

C̄ in k points. We see that by definition we have C [1] = C∗.

By taking the dual variety (C [k])∗ we will get the k-th secant variety of

X. This variety will live back in CPn. For k = 1 we get the special case

(C∗)∗ = C̄.

Now we are ready to introduce some properties for the algebraic bound-

ary that has been found by Ranestad and Sturmfels [24].

Theorem 1. Let C be the smooth and compact algebraic variety defined as

above by Equation 2 and Equation 4. Introducing r(C) to be the algebraic

boundary of its convex hull P = conv(C), can be computed by biduality as

follows:

∂aP ⊆
n⋃

k=r(C)

(C [k])∗.

2.3 Algebraic statistics for two random variables

We are interested in finding the convex hull of Equation 2 intersected with

Equation 4. To get another representation of this, let us consider mixtures.

Definition 5. Let V and W be two statistical models, that are subsets of

Cn. Then a mixture of the two is given by the set

Mixt(V,W ) = {λv + (1− λ)w : v ∈ V,w ∈W,λ ∈ [0, 1]}.

We want to generalize this for higher order of mixtures of one specific

statistical model; this is defined as follows:

Definition 6. Let us consider a statistical model P ⊂ ∆nm−1. The s-th
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mixture model of P is defined as

Mixts(P) =


s∑
j=1

λjp
(j) : λ ∈ ∆nm−1, p

(j) ∈ P ∀j ∈ [s]


The Zariski closure of the s-th mixture model is called the Secant model

and is denoted Secs(P).

In the independence model, the s-th mixture model will be the sum of

s nonnegative matrices of rank one that are contained in the probability

simplex and the corresponding secant model will consist of all matrices in

the probability simplex of rank s. These two sets are usually different, and

it holds that

Mixs(P) ⊂ Secs(P)

since all matrices that are a sum of s nonnegative matrices of rank one

cannot have rank more than s.

If, without loss of generality, n ≥ m and we have s ≥ m, then we will

have

Mixs(P) = Secs(P) = ∆nm−1.

This is because all nonnegative m× n matrices can be written as a sum of

m nonnegative rank one matrices. This is the convex hull of our statistical

model P. When s = 2 the equality between the mixture model and the

secant model will also hold:

Theorem 2. Mix2(P) = Sec2(P), or in other words, the sum of two non-

negative matrices of rank one is the same as a nonnegative matrix of rank

two.

Proof. Let us denote the rank one matrices A and B and the rank two matrix

C. The row space of C is spanned by two positive vectors, ~c1 and ~c2; that
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is, all rows of C can be written as a linear combination of ~c1 and ~c2, where

we accept negative coefficients as long as the entries of C are positive. Now

look for the largest negative coefficient in front of ~c1 among the rows, and

let us denote it αi. Suppose that we have αi~c1 + βi~c2 in that row. Both βi

and the total sum must be positive, thus let us introduce ~c3 = αi~c1 + βi~c2.

~c3 have positive entries, and we can substitute ~c2 = 1
βi
~c3− αi

βi~c1 in C. When

we are done with the substitution, we will have positive coefficients in front

of ~c1 in every row. Now repeat the procedure, by looking for the most

negative coefficient δj , and by introducing ~c4 = γj~c1 + δj~c3 where γ, δ are

the new coefficients after the substitution. Hence we have γj ≥ 0 for all j.

Substituting ~c1 = 1
γj
~c4 − δj

γj
~c3 will now yield positive coefficients for both ~c3

and ~c4 in all rows. Let us denote this last pair of coefficients by u and v.

We now have Cij = uic3j + vic4j = Aij +Bij

If 2 < s < m equality will in general not hold and the rank will be less

or equal to the non-negative rank.

As an example, consider the matrix

A =
1
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1 1 0 0

0 1 1 0

0 0 1 1

1 0 0 1


which has rank 3 and non-negative rank 4. To decide the rank of a

matrix can be done in polynomial time, whereas deciding the non-negative

rank is an NP-hard problem [31].
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2.4 Independence models for three or more random variables

Thus far the focus has been on subsequences with two random variables, let

us introduce notation for subsequences with more random variables.

When working with n random variables we have more possibilities of

independence. Introduce three sets A, B and C that are pairwise disjoint

subsets of {X1, . . . , Xn} where Xi is a discrete random variable, taking value

from a finite set [di] = {1, . . . di} for all i. Also, let D = [d1]× · · · × [dn].

A Conditional independence statement means that A is independent of

B, given C and is denoted A ⊥⊥ B | C. It is known [28] that a conditional

independence statement is translated into a set of homogeneous quadratic

polynomials.

If C is the empty set, this simply states that A is independent of B. If

we have A = X1, B = X2 and C = ∅ we will get the independence model

for two variables discussed above. If for three random variables X1, X2, X3

we have {X1 ⊥⊥ {X2, X3}, X2 ⊥⊥ {X1, X3}, X3 ⊥⊥ {X1, X2}}, that means

that all the three random variables are independent of each other. The ideal

generated from this model, Iseg, is the Segre embedding of P1× P1× P1 into

P7, and its variety is known as a Segre variety.

An independence model is a combination of independence conditions,

M = {A(1) ⊥⊥ B(1)|C(1), . . . , A(m) ⊥⊥ B(m)|C(m)},

and its corresponding ideal is given as the sum

IM = IA(1)⊥⊥B(1)|C(1) + · · ·+ IA(m)⊥⊥B(m)|C(m) .

The variety of this ideal, V (IM) ∈ CD, is the set where all the polyno-

mials of IM vanish. In other terms, the variety is the set of n − tensors
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with complex entries that satisfy the conditional independence statements

of the statistical model we are working with. We are interested in a certain

subset of this variety, namely, the subset within the probability simplex. If

we are within the probability simplex we will have tensors with non-negative

entries that sum to one. If p is the sum of the unknowns we can denote this

variety by V≥(IM+ < p− 1 >).

Definition 7. A flattening of a an n-tensor

V = X1 ⊗ · · · ⊗Xn

is a decomposition

C = (Xi1 ⊗ · · · ⊗Xik)⊗ (Xj1 ⊗ · · · ⊗Xjn−k
) = XI ⊗XJ

Where I and J are two disjoint index sets such that I + J = {1, . . . , n}.

Now we are ready to introduce an recently proven theorem, proved by

Raicu [23], after being conjectured by Garcia, Stillman and Sturmfels [15].

Theorem 3. If we have n discrete random variables X1, . . . , Xn taking

states [d1], . . . , [dn], we can introduce the probability Pi1,...,in = P [X1 =

i1, . . . , Xn = in]. We will get the prime ideal of the first mixture by looking

at the 3× 3 minors of the flattening of the D = [d1]× · · ·× [dn] tensor to an

XI ×XJ tensor.

Looking at three variables, this will be to take the three dimensional table

[d1]× [d2]× [d3] and flatten it to a (d1d2)× d3, (d1d3)× d2 or a (d2d3)× d1

matrix. Then look at the 3×3 minors to get the prime ideal of the mixture,

and then examine where all these minors vanish to get the corresponding

variety. Let us consider a small example.

19



Example 1. Let X1 ∈ {1, 2}, X2 ∈ {1, 2}, X3 ∈ {1, 2, 3}. We can flatten

the probability tensor Pijk to a 3× (2 · 2) matrix in the following manner:

A =


P111 P211 P121 P221

P112 P212 P122 P222

P113 P213 P123 P223


The prime ideal of the first mixture will be the four possible 3×3 subdetermi-

nants, and its corresponding variety will be the set where these polynomials

vanish.

2.5 Independence models in computational biology

It would be desirable to give a purely algebraic description for the model

used to find CpG islands using the methods in algebraic geometry and alge-

braic statistics introduced earlier in this section. This is still not done in a

satisfactory fashion due to its complexity as we will see in this subsection.

The first model to be considered is the first order Markov chain, which

in terms of conditional independence statements would be

M = {(X3 ⊥⊥ X1|X2), . . . , (Xn ⊥⊥ {X1, . . . , Xn−2}|Xn−1)},

giving us the ideal

IM = I(X3⊥⊥X1|X2) + · · ·+ I(Xn⊥⊥{X1,...,Xn−2}|Xn−1).

A fifth order Markov chain would similarly have the conditional inde-
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pendence statements

M = {(X7 ⊥⊥ X1|X2, . . . , X6), . . . , (Xn ⊥⊥ {X1, . . . , Xn−6}|Xn−1, . . . , Xn−5)},

with the corresponding ideal

IM = I(X7⊥⊥X1|X2,...,X6) + · · ·+ I(Xn⊥⊥{X1,...,Xn−6}|Xn−1,...,Xn−5).

We could also think of a hidden Markov model. A model that describes

a DNA sequence in a satisfactory way is a specific hidden Markov model

in which a random variable has a correlation with the five previous random

variables and a hidden random variable that can take two different states.

Already the equations for a fifth order Markov chain would be complex, and

the equations from the hidden Markov model would be even more difficult

to work with. To work on the connections between biology and algebra is of

major importance though. To develop new algebraic models for biological

purposes, and to apply known algebraic models in biology is something that

should be done in order to get a deeper understanding of our genome.
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3 Markov models for DNA sequences

Sequencing a genome would be futile if we could not decipher what charac-

teristics are associated with a particular sequence. Nevertheless, this task is

not always easy.

Trinucleotide pairs are of certain interest in biology since they directly

translate into proteins. DNA sequences get transcribed into messenger

RNA (mRNA), which is simply single-stranded DNA but with the alphabet

A,C,G,U instead of A,C,G, T . The U in the new alphabet denotes uracil.

There are 64 different combinations of three base pair long sequences; these

are called codons because every three letter combination codes for a protein.

The codons are partitioned into groups; each group contains a maximum of

four different codons which get translated into the same protein. There are

20 total proteins, one of which, AUG, is known as the start-codon. There are

also codons that have been assigned to stop translation into protein; they are

called stop-codons. A protein sequence starts with a start-codon, and ends

when it gets to one of the stop-codons. One can analyze protein sequences

just as one can analyze DNA sequences by using a 20-letter alphabet, which

represents each protein, instead of A,C,G, T .

The easiest piece of statistics one can get from a DNA sequence is the

probability of encountering the different nucleotides A,C,G, T . By inspect-

ing the human genome it is possible to achieve desired statistical data. The

learnt statistics from the DNA can then be used to generate fictional se-

quences. But such a model is not realistic, because if a sequence is gen-

erated using this model all nucleotides will be independent of each other,

which is not the case in real biological sequences. We have already seen

that proteins consist of three nucleotides, which affects the statistics when

looking at three-letter sequences. If we did use this model though, we could
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apply all methods from the independence model and Segre varieties derived

in earlier sections.

An easy assumption to make that would bring in some dependence would

be that DNA sequences can be described using a first order Markov chain.

That is, the probability that a nucleotide takes a certain letter depends

on the letter in front of it, and no other letters. This means that if we

try to figure out which letter will follow the sequence ACCTACCCCTAC,

only the C in the end will be of interest. We are interested in all the

transitions from any nucleotide to any other nucleotide, which is easy to

learn statistically from the genome. For example, to get the probability

that a C will be followed by a G it is just to take

(number of CG in the genome)/(number of C in the genome).

All the transitions can be summarized in a transition matrix,

T =



θAA θAC θAG θAT

θCA θCC θCG θCT

θGA θGC θGG θGT

θTA θTC θTG θTT


,

where for example θAC denotes the probability that an A is followed by a

C. The transition matrix and the stationary distribution for the nucleotides

can easily be learnt by inspecting a genome. After the parameters have been

found statistically it is possible to generate sequences that are more realistic

than the sequences generated by just a stationary distribution. To generate a

sequence it is just to start with a nucleotide randomized from the stationary

distribution and then generate one letter at the time in accordance with the
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Markov chain probabilities.

Already with such an easy model one encounters distinguishable data.

The probability that a C is followed by a G, θCG is much lower than all the

other transition probabilities. This is to be expected for biological reasons.

When a C is immediately followed by a G in a DNA sequence it forms

a dinucleotide pair, called a CpG site. In many cases a methyl group is

attached to a C when it is followed by a G, and the CpG site is then said

to be methylated. When CpG sites are methylated, over time, the cytosines

will turn into thymines due to spontaneous deamination, forming TpG sites

instead. As a consequence of the deamination there is a low content of CpGs

in most of the DNA, and that is the reason θCG will be significantly lower

than the other transition probabilities.

The subsequences of the DNA with higher content of CpGs than expected

are called CpG island. CpG islands often occur where the CpG sites have

not been methylated, which often occurs in functional regions to protect

from CpG depletion [5]. The functional regions give us a hint as to where

the sequences might be unmethylated; we do not know exactly where the

DNA is unmethylated, but we know that the probability to encounter G

after C is much greater in these regions than in the rest of the genome. We

can give an approximate transition matrix for these regions, in which θCG is

significantly larger than in the transition matrix for the methylated regions.

With the transition matrices for methylated and unmethylated DNA and

with the probabilities to switch back an forth from methylated to unmethy-

lated regions one can generate fictional sequences that is even closer to the

actual genome than a first order Markov chain. With this in mind, since

all the methylated regions are not known, a model can be made in order

to find them. Such model is called a hidden Markov model. The model is
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called hidden due to the hidden variable, that can be either methylated or

unmethylated. The state of the hidden variable affects which Markov chain

to use in the specific region in order to know which frequency of CpG-sites

to expect.

To get an even more accurate model, higher order Markov chains is the

way to go. To assume that a nucleotide just depends on one other nucleotide

is not realistic when a protein consists of three nucleotides. By assuming a

fifth-order Markov chain, a nucleotide is assumed to depend on the previous

five nucleotides, which makes sure the dependence of the entire previous

protein will be taken into account.

3.1 Selecting the CpG islands

The most recent method to select CpG islands [26] is carried out in the

following steps:

(Step 1) Take all the exon sequences from the human genome, and use them to

generate a transition matrix for a 5th order Markov chain.

(Step 2) Use the transition matrix to calculate a table of values pn,m = P (#(n,CG) ≥

m), the probability that a subsequence of length n contains more or

equal to m CGs.

(Step 3) Go through all possible CpG islands, and sort them according to their

p-value.

(Step 4) A threshold is set according to Benjamini-Hochberg theory [3, 4], and

a greedy algorithm is used to pick out the CpG islands of highest

significance.

The p-values are biologically and statistically satisfactory, and the use of

the greedy algorithm is proven optimal under certain constraints, but the
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computational time for generating the p-values in (Step 2) is not satisfactory

to use on longer sequences since the running time is of order O(N2).

The major contribution will be to derive an approximation for (Step 2)

so that the algorithm can be used to find CpG islands for the entire human

genome and on even longer genomes.

3.2 Approximating the p-value

A transition matrix is given by

T =



θAA θAC θAG θAT

θCA θCC θCG θCT

θGA θGC θGG θGT

θTA θTC θTG θTT


,

where θij = P (Xk = j|Xk−1 = i) is the probability that an i is followed by a

j. All entries are between zero and one, and the entries in each row sums to

one. The stationary distribution π = [PA PC PG PT ], that is the probability

that a random letter in the sequence will equal A, C, G or T respectively,

will be a left eigenvector to the transition matrix, that is π = πT . The

entries of π sum to one, and the eigenvalue of π equals one.

N transition matrices have been randomized, satisfying the above con-

ditions and, for fixed m and n, p-values pn,m have been calculated for all

these matrices. A threshold ε is set, separating the matrices with a p-value

lower than ε from the matrices with a higher p-value. An example of this

can be found in the left plot of Figure 1.

We can see indications from Figure 1 that we have some kind of rela-
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Figure 1: An example of matrices satisfying a set threshold.

tionship between PC and θCG of the form

PCθCG
a(n,m,ε) = b(n,m, ε). (5)

By taking the logarithm we get

log10(PC) + a(n,m, ε)log10(θCG) = log10(b(n,m, ε)) (6)

Thus, when we plot log10(θCG) against log10(PC) we get indication of a line

with slope a(n,m, ε), as seen in the right plot of Figure 1.

Instead of setting a threshold, let us partition the transition matrices

into twenty parts sorted by their p-values. The transition matrices in each

part will have similar p-values, and thus the transition matrices in the same

part will lie close to a line of the form of Equation 6.

In Figure 2, pn,m have been calculated, sorted and partitioned for m =

10, 20, 30, 40 and n = 10m for 1,000 randomized transition matrices. Lines

have been fitted to every part, and the average slope for the 18 centermost

lines have been calculated in each case. When n
m is held constant, the slope
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Figure 2: Lines fitted to the different parts of the partition.

barely changes as seen in Figure 2. This is always the case except when the

CG content is so high that it certainly is a CpG island, or so low that it

certainly is not. The more extreme the values are, the more arbitrary the

slopes of the lines are going to be.

Since the lines in each plot of Figure 2 are parallel, we get a strong

indication that a(n,m, ε) = a(n,m). We can also observe that the slope

does not change if the ratio is kept constant; thus, the plot indicates that

a(n,m, ε) = a(n,m) = a( nm). We get the following new formulation of
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Figure 3: Slope variation against n
m .

Equation 6:

log10(PC) + a(
n

m
)log10(θCG) = log10(b(n,m, ε)). (7)

To find an actual formula for a( nm), one has to vary n
m and look how

the slope varies. This is done, and a curve has been fitted, in Figure 3.

a( nm) = 1

1−2−
n
m

is a satisfactory approximation for whenever the R2 value is

acceptable. Now substituting a in Equation 5 yields

PCθCG
1

1−2−n/m = b(n,m, ε). (8)

To have θCGPC on the left hand side would be equivalent to the indepen-

dence model introduced in Section 2.1. Thus when n is much bigger than m

this is a good approximation. For all sequences that are not CpG islands in

the human genome, n will be so much larger than m so that this is a valid

approximation. It will also be a good approximation for all those islands

that barely pass a set threshold.
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Figure 4: How b varies with ε for n = 10m.

To find b(n,m, ε) in Equation 8, let us first fix n and m and vary ε. If

we do this for various n and m we will get plots such as Figure 4, where the

green curves are fitted to the points according to each value of m. The points

where ε > 10−0.5 have been neglected, since they cannot be determined

with precision. Since b(n,m, ε) can be approximated with a line, it can be

determined by

log10(b(n,m, ε)) = f(n,m) + g(n,m)log10(ε). (9)

First let us calculate g(n,m). We see in the left plot of Figure 5 that we

have the relation log10(g) = −0.9log10(m) + α(n,m). The right plot is for

m = 10, that is for log10(m) = 1. Shifting it to the log10(g)-axis in the left
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Figure 5: g(n,m) as a function of m for various n.

plot gives us log10(g) = −0.9log10(m)− 0.08 + 0.014 n
m , or

g = 0.83m−0.9100.014 n
m . (10)

Now to get a good approximation of f(n,m) takes some steps. First let us

fix n/m and vary m, now repeat this procedure for various n/m, see Figure

6. A line can be fitted to the set of points for every ratio n/m, and since

the lines approximately are parallel we get f(n,m) = c1(n,m) + c2log10(m).

c2 = −0.1651 from the left plot, and c1 = −0.79log10(n/m)− 0.05 from the

right plot. We get

f(n,m) = −0.1651log10(m)− 0.79log10(n/m)− 0.05 (11)
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Figure 6: Left: Fitted line for each ratio n/m when m is varied Right: Fitted
line for when the lines in the left plot hits the y-axis.

Now, putting Equations 8, 9, 10 and 11 together we get

log10(PCθCG
1

1−2−n/m ) =

− 0.1651log10(m)− 0.79log10(n/m)− 0.05 + (0.83m−0.9100.014 n
m )log10(ε).

Giving us the final formula for calculating ε as follows

ε = [PCθCG
1

1−2−n/mm0.1651(n/m)0.79100.05]
(0.83m−0.9100.014

n
m )−1

= [PCθCG
1

1−2−n/mm0.1651(n/m)0.79100.05]
1.2m0.910

−0.014n
m

(12)

3.3 Weighed model for p-value in the human genome

Equation 12 is valid for most transition matrices, but in the case of the

human genome the transition matrix is far from the average transition ma-
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Figure 7: Lines fitted to the different parts of the partition for weighted
randomized matrices, the pink dot denotes the transition matrix for the
human genome.

trix since the probability to encounter a G after a C is really low. To get

a model that is more accurate for this particular matrix, one has to make

the randomization such that the transition matrix for the human genome

becomes the average. By implementing this weighted model, matrices are

spread out as in Figure 7.

The same procedure as in 3.2 is repeated, Let us summarize the approach

in four steps:

Step 1) We assume that we have a relation of the form PCθCG
aweighted(n,m,ε) =

bweighted(n,m, ε), and we calculate aweighted by looking at the slopes

in Figure 7 for varying n
m .

Step 2) We look at the values for when the different lines in Figure 7 cross the

vertical axis, and asses how these points vary. The first step is to look
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Figure 8: How bweighted varies with ε for n = 10m.

at what average ε each box has and then where the line for each box

crosses the vertical axis in the logarithm plot.

Step 3) With the ansatz log10(bweighted) = fw(n,m) + gw(n,m)log10(ε) we can

derive bweighted. We approximate fw by first looking at the slopes in

Figure 8 when we vary m for fixed n and n
m . After we have approx-

imated fw we approximate gw by looking at its intersection with the

vertical axis for various m, fixed n, followed by various n
m . Lines have

been fitted to approximate fw and gw in Figure 9 and Figure 10.

Step 4) All that is left to do is to combine all the results to get an equation

for ε(n,m, θCG, PC).
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Figure 9: Left: Fitted line for each ratio n/m when m is varied Right: Fitted
line for when the lines in the left plot hits the y-axis.

Figure 10: gw(n,m) as a function of m for various n.
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Figure 11: The Markov model, and the human-approximation for n = 500.

Going through these steps we arrive at the equations

f(n,m) = −0.1477log10(m)− log10(n/m) + 0.095 (13)

g(n,m) = 10−0.03m−0.95100.0035 n
m (14)

ε = [PCθCG
1

1−1.6−n/mm0.1477(n/m)10−0.095]
1.07m0.9510

−0.0035n
m

. (15)

We have now derived a formula for ε valid for the human genome. Figure

11 and Table 1 shows how accurate the approximation is, especially for when

0.1 < ε < 10−10 where we need it to be because those are the islands that

are not obvious whether they should be considered CpG islands or not.

3.4 A binomial approach

Consider a sequence of length n. We will have n − 1 different spots in

that sequence where a CG could be. To assume that those sites are in-
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Table 1: Ratio is given by pMarkov
n,m /phumann,m , and p-value denotes the approx-

imated p-value for every respective m. n = 100 is held fixed.

m max(ratio, 1/ratio) phumann,m pMarkov
n,m

1 1.4232 0.89437 0.62842
2 1.2552 0.32018 0.25509
3 1.1072 0.066053 0.073132
4 1.6052 0.0098539 0.015817
5 2.2938 0.0011771 0.0027001
6 3.1546 0.00011905 0.00037557
7 4.1274 1.0554e-05 4.3561e-05
8 5.1042 8.3996e-07 4.2873e-06
9 5.9393 6.1097e-08 3.6287e-07
10 6.4782 4.1203e-09 2.6692e-08
11 6.5996 2.6074e-10 1.7208e-09
12 6.2569 1.5644e-11 9.7883e-11
13 5.5011 8.98e-13 4.94e-12
14 4.47 4.9705e-14 2.2218e-13
15 3.346 2.6712e-15 8.938e-15
16 2.3003 1.4021e-16 3.2253e-16
17 1.4484 7.2249e-18 1.0465e-17
18 1.2003 3.6707e-19 3.0581e-19
19 2.2897 1.8456e-20 8.0603e-21
20 4.8032 9.2115e-22 1.9178e-22
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Figure 12: p-values for Markov chain model and binomial model for n = 500.

dependent leads to a binomial distribution with the probability parameter

p = P (XiXi+1 = CG) = PCθCG. But since a CG takes up two spots, it will

be as if we look at a binomial distribution with n − m random variables.

Thus, given the cumulative distribution function for n random variables

with probability parameter p,

P (X ≤ m) =

m∑
i=0

(
n

i

)
pi(1− p)n−i,

we can see that what we are interested in would be:

P (X ≥ m) =

n−m∑
i=m

(
n−m
i

)
pi(1− p)n−m−i.

A result using this approach compared to a first order Markov chain can

be seen in Figure 12. As can be seen, this is a great approximation, which

indicates that this might be an easier way of finding CpG islands.

The binomial distribution is good, but it is hard to calculate with accu-

racy for high values of n and m because of the factor
(
n
m

)
which gets huge.
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Therefore, we have to use the gamma function definition of the binomial

distribution.

We have, using a probability parameter p = PCθCG,

pn,m = P (#(n,CG) ≥ m) = 1− P (#(n,CG) < m) =

=
n−m∑
i=m

(
n−m
i

)
pi(1− p)n−m−i =

=
n−m∑
i=m

Γ(n−m+ 1)

Γ(i+ 1)Γ(n−m− i+ 1)
pi(1− p)n−m−i

=

n−m∑
i=m

e(ln(Γ(n−m+1))−ln(Γ(i+1))−ln(Γ(n−m−i+1))+i ln(p)+(n−m−i) ln(1−p)),

where the last step is due to computational complications with small and

large numbers in MATLAB.

Comparing this result with a Markov chain, we see that we get very

similar results for long islands, but different results for short islands. This

is because the assumption that the sites are independent is not a good

approximation for very short islands with just a few dinucleotide sites.
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4 Three new ways to find CpG islands

In this section we will look into the three different p-value formulations

derived in Section 3, and the greedy algorithm to pick out which islands

to keep will be presented. The reason why three different approximations

are presented is because the approximations complement each other. When

one is not valid, another one will be. In this section, let us present three

different CpG island estimations and their results

1 – General estimation

The general estimation is derived for general transition matrices for a

first order Markov chain. This p-value estimation should be applies

when one is working with sequences where we have 0.1 < θCG < 0.5.

2 – Low θCG estimation

An estimation customized for transition matrices with low θCG, which

works better for the human genome, or other sequences with θCG <

0.1.

3 – Binomial estimation

A statistically motivated method, which will be investigated further in

Sections 5 and 6. This estimation outperforms the other two in terms

of accuracy, but with slightly slower calculations.

4.1 The algorithm

(Step 1) Calculate PC and θCG from the genome or sequence of interest.

(Step 2) Make a list of all subsequences that starts and ends with CG.

(Step 3) Assign a p-value to all candidates from the previous step, depending

on which estimation that best fits your model
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pGeneraln,m = [θCGPC
1−2−n/m

m0.1651(n/m)0.79100.05]
1.2m0.910

−0.014n
m

pLowθCG
n,m = [θCGPC

1−2−n/m
m0.1477(n/m)10−0.095]

1.07m0.9510
−0.0035n

m

pBinomialn,m =
m+M∑
i=m

eln(Γ(n+1))−ln(Γ(i+1))−ln(Γ(n−i+1))+i ln(p)+(n−i) ln(1−p)

(Step 4) Sort the islands according to p-value, and set a threshold q∗, and

remove islands such that we have k∗ = argmax
k
{pi ≤ k

K q
∗} islands left

to consider.

(Step 5) Apply the greedy algorithm explained in Section 4.2 to find an optimal

set of non-overlapping candidates among the candidates left after the

set threshold.

4.2 The greedy algorithm

We want to find the set of islands that maximizes the objective function

of Equation 1. To find the maximum is impossible because of the long

sequences, and as we suggested in Section 1.2 a good approach to find a

significant set of islands is to use a greedy algorithm.

After figuring out how many candidate islands are left that satisfy the

Benjamini-Hochberg criterion, we see that the set we have left contains a

lot of overlaps. We are interested in removing candidates so that we just

have non-overlapping set left, but we want the set we have left to be as

significant as possible. Thus, it is imperative to not remove any significant

islands. This problem translates into an optimization problem. We want to

pick n out of N candidates to maximize a significance score S =
∑n

i=1 si

where the islands corresponding to each significance score, Ii, do not overlap.
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n will not be fixed, since we do not know how many islands to pick, which

makes the computations much harder. We have:

max
∑n

i=1 si

Subject to
⋂n
i=1 Ii = ∅

(16)

Previously sliding window algorithms have been used to get as high score

as possible [22, 32, 33], but recently the use of a greedy algorithm has been

proven optimal under certain biologically motivated constraints [26].

The greedy algorithm gives the most significant set of CpG islands out

of a given collection of candidate islands {Island1, . . . , Islandk∗} with cor-

responding p-values pvalue1 ≤ · · · ≤ pvaluek∗ . The lower the p-value, the

more significant the island is, thus in order for Equation 16 to be a max-

imization problem we have to take si = −log10(pvaluei). The algorithm

proceeds as follows:

INPUT: CandidateIslands = [(Island1, pvalue1), . . . , (Islandk∗ , pvaluek∗)]

WHILE CandidateIslands 6= ∅:

i∗ = argmin
i
{pvaluei : (Islandi, pvaluei) ∈ CandidateIslands}

NonOverlappingIslands = NonOverlappingIslands
⋃

(Islandi∗ , pvaluei∗)

OverlappingSet = {(Islandj , pvaluej)|Islandsj
⋂
Islandi∗ 6= ∅}

CandidateIslands = CandidateIslands r OverlappingSet

OUTPUT: NonOverlappingIslands
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5 Results

First, to see how well the different p-value estimates are, let us use a hidden

Markov model to generate DNA sequences where we know where the islands

are.

We will have two different hidden states, ’+’ and ’-’, and which state we

are in at a certain time depends on the methylation of the DNA sequence

in that certain region. If we are in an unmethylated region there will be a

high CpG content, which will correspond to being in state ’+’. If we are

in a methylated region there will be a low CpG content, and we will be in

state ’-’.

Let us assume that we have two different transition matrices for the tran-

sition probabilities between different nucleotides depending on the methy-

lasation. Let us denote the transition matrix in unmethylated regions T+,

and the transition matrix in methylated regions T− . Let us also assume

that we have a transition matrix S with the transition probabilities to go

from one state to another.

Let us assume we have the same transition matrices for the different

states as given in [10], and let us choose S so that we get islands of desired

length, that is
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Figure 13: Predicted CpG islands in a 10,000 long fictional sequence with
known CpG islands.

T+ =



0.180 0.274 0.426 0.120

0.171 0.368 0.274 0.188

0.161 0.339 0.375 0.125

0.079 0.355 0.384 0.182


T− =



0.300 0.205 0.285 0.210

0.322 0.298 0.078 0.302

0.248 0.246 0.298 0.208

0.177 0.239 0.292 0.292



S =

 P+→+ P+→−

P−→+ P−→−

 =

 0.995 0.005

0.002 0.998

 .
Our three ways of calculating p-values have been compared and used to

find the CpG islands generated using the transition matrices above. We get

a great result, the predicted islands overlap a great deal of the generated

islands, as can be seen in Figure 13.

If we consider exon sequences in chromosome 1, the three methods in-

troduced to calculate p-values are all more or less approximations of the

coding CpG islands (CCGIs) from [26]. Thus we should look at how well

our islands, found using merely the parameters PCθCG and ε, overlap with

the islands found using a fifth order Markov chain. Let Ne be the num-

ber of nucleotides in our estimated CpG islands, and ne the nucleotides of
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Figure 14: False positive and false negative rate for the binomial estimation.

Ne that does not overlap any islands from CCGIs. Furthermore, let Nc be

the number of nucleotides in CCGIs for the first chromosome, and nc those

sites of Nc that do not overlap with any of the Ne sites. The false positive

rate is then defined as ne/Nc, and the false negative rate as nc/Ne, and

they are good measures for how well our estimate overlaps the CCGIs. We

have calculated the false positive rate and the false negative rate for the

exon sequences in the first chromosome. The results for the binomial p-

value estimations can be found in Figure 14. By using the correct threshold

less than 10% of the nucleotides in our predicted islands will be different

from the nucleotides in CCGIs. This great overlap even though we have

not omitted really short sequences, and certain repetitive islands which has

been removed when deriving the CCGIs.

We expect CpG islands to be close to functional regions where the DNA

is less likely to be methylated. Figure 15 shows an example island in a

region that is likely to be a functional region that is not found in [26] using

a fifth order Markov chain or in [16] using observed to expected CpG ratio,

but found using either the binomial estimation of p-value or the low-θCG
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Figure 15: New probable island found using binomial or low-θCG estimation.

estimation. This island is found in the KCNQ4 gene, coding for the protein

potassium voltage-gated channel subfamily KQT member 4. The protein is

probably vital for the regulation of neuronal excitability, and a mutation

might cause autosomal dominant hearing loss [8].

Figure 16 shows another example of an island found using the binomial

or low-θCG estimation but not using the other methods. This CpG island

is found in the USH2A gene that codes for the protein usherin. Defects in

this gene can cause the generic disorder Usher syndrome [13].

Another functional region, that was also predicted by the fifth order

Markov chain is found in Figure 17. This island is found in the NGF gene

in chromosome 1. NGF is short for nerve growth factor, and the name is

given because of its importance for the nervous system. A mutation in this

gene can, for example, cause loss of pain perception [12].

How often our predicted islands overlaps with certain islands has been

considered; regions of open chromatin, regions of the UCSC 17-way Conser-

vation track [21], and first exons of RefSeq genes. Also regions within 500

base pairs from alternative transition start sites, that is sites within an exon

where transition can start instead of from the start of the exon, has been

considered. All these regions are shown to be related to functional regions,
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Figure 16: Island found in the USH2A gene, correlated with Ushers syn-
drome.

Figure 17: CpG islands in the NGF gene.
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Total Open Chromatin 17-Cons Track First Exon Near A-TSS

CCGIs 1100 257(0.23) 975(0.89) 230(0.21) 639(0.58)

Binomial 2477 446(0.18) 2031(0.82) 340(0.14) 1254(0.51)

Binomial2 1100 268(0.24) 949(0.86) 244(0.22) 664(0.60)

Table 2: How many of the islands that overlap Open Chromatin, the 17
most conserved tracks and the first exon. Near A-TSS stands for near an al-
ternative transitions start site, and the number of overlaps shows how many
islands that overlap a 500 base pair range around a transition start site. The
corresponding ratio is calculated and shown in the paranthesis. Binomial is
calculated for the same threshold, 0.01, as CCGIs whereas Binomial2 has the
same amount of islands (the 1100 most significant islands from Binomial).

which are regions where nucleotides are less likely to be methylated [5]. In

unmethylated regions, less cytosines will have turned into thymines, and

thus more CpG sites than in the rest of the genome are expected. There-

fore, a way to justify that the CpG islands that are found are relevant is to

look at how large the ratio of found CpG islands that overlaps these regions

is. The islands found using the binomial estimation have been compared

to the CCGIs, and the result is to be found in Table 2. We can conclude

that the islands found using the binomial approach are as functional as the

CCGIs.
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6 Discussion

The question one should ask is how good are these estimates? How much

do we lose, first when we go from a hidden Markov model to a fifth order

Markov chain, then to a first order Markov chain, then when we just use PC

and θCG?

Not much is actually lost on the way, we almost get the same results as

in [26] simply because most of the transition probabilities do not affect the

result. Which intermediate nucleotides we pass by from one CG to the next

does not really matter; we are just interested in how often we get to a C,

and how often the Cs we get to are followed by Gs. Theorem 4 proves that

binomial based calculations of CpG island significance gets approximately

the same results as Markov chain based calculations. Before the theorem,

let us introduce a lemma that will help us in the proof.

Lemma 1. Given a transition matrix

T =



θAA θAC θAG θAT

θCA θCC θCG θCT

θGA θGC θGG θGT

θTA θTC θTG θTT


,

it will hold that

min
j∈Σ

θjC ≤ T i(k,C) ≤ max
j∈Σ

θjC

for all k ∈ Σ.

Proof. Let us prove Lemma 1 by induction.

If i = 1 we will have T 1(k,C) = θkC , and both inequalities clearly holds.
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Assume that

min
j∈Σ

θjC ≤ T i(k,C) ≤ max
j∈Σ

θjC .

Since it holds that

T i+1(k,C) = T (k,A)T i(A,C)+T (k,C)T i(C,C)+T (k,G)T i(G,C)+T (k, T )T i(T,C),

and since T (k,A), T (k,C), T (k,G) and T (k, T ) are positive reals that sum

to one it will hold that

min
h∈Σ

T i(h,C) ≤ T i+1(k,C) ≤ max
h∈Σ

T i(h,C).

This result combined with the induction assumption implies that

min
j∈Σ

θjC ≤ min
h∈Σ

T i(h,C) ≤ T i+1(k,C) ≤ max
h∈Σ

T i(h,C) ≤ max
j∈Σ

θjC

and the lemma follows.

Theorem 4. Let us fix integers N and m. Assume we are given a Markov

chain, with transition matrix,

T =



θAA θAC θAG θAT

θCA θCC θCG θCT

θGA θGC θGG θGT

θTA θTC θTG θTT


,

in which we have

max
j∈Σ
|PC − θjC | =:

Q

θCG
≤ PC .

Furthermore, we have calculated a probability table corresponding to T , de-
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noted pMarkov
n,m , it will hold that

max(
pbinomialn,m

pMarkov
n,m

,
pMarkov
n,m

pbinomialn,m

) ≤ 1 +
1

(1− (PCθCG +Q))n−2m

for all sequences of length n.

Proof. We will have

T (i, j) = θij

T 2(i, j) =
∑
k1∈Σ

θik1θk1j

T 3(i, j) =
∑
k1∈Σ

∑
k2∈Σ

θik1θk1k2θk2j

Tm(i, j) =
∑

k1,...,km−1∈Σ

θik1θk1k2 . . . θkm−1j

We also know that if we let m→∞ we will get

T∞(i, j) = Pj

With i = G and j = C we see that after a given CG, we will have

different probabilities to get back to a C depending on how many spots

after the G we are looking.

Note that if T (G,C) = T 2(G,C) = · · · = T∞(G,C) all the positions

after G will be equally likely to be a C, which is equivalent to that the

probability of finding C would be independent of where we find G. If this

was the case, we would in the Markov model have independence for where

we find C, and for the letter following the different Cs, and thus we would
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have

pbinomialn,m = pMarkov
n,m .

Now, this is generally not the case, but we do know that powers of the

transition matrix give us entries converging towards the stationary distribu-

tion. We do not know that we will get closer in every step, but we can give

a worst approximation. It follows from Lemma 1 that |T i(G,C) − PC | ≤

max
j∈Σ

(|θjC − PC |) = Q
θCG

for all i.

Let p1, . . . , pbn/2c−m be probabilities bound in this range around PC , and

let p = PCθCG. We have

pMarkov
n,m = P (#(n,CG) ≥ m) =

bn/2c∑
i=m

P (#(n,CG) = i) =

=

bn/2c∑
i=m

(
n− i
i

)
pii−m+1(1− pi−m+1)n−2i =

=

(
n−m
m

)
pm(1− p)n−2m + · · ·+

(
n−m
n−m

)
pn−m(1− p)0 + ε =

= pbinomialn,m + ε

where we have, since |
(
n−m
m+i

)
| ≤ |

(
n−m−i
m+i

)
−
(
n−m
m+i

)
| for all i,

|ε| ≤
(
n−m
m

)
Qm + · · ·+

(
n−m
bn/2c

)
Qn−m+

+

(
n−m
bn/2 + 1c

)
pbn/2+1c(1− p)n−m−bn/2+1c + · · ·+

(
n−m
n−m

)
pn−m

The second half of ε is the tail probability of a binomial distribution of

n−m Bernoulli trials with probability parameter p = PCθCG,

P (
n−m∑
i=1

Xi ≥ bn/2c+ 1).

52



Since p is small, this sum can be neglected, and we have, since Q ≤ p,

|ε| ≤
(
n−m
m

)
Qm + · · ·+

(
n−m
bn/2c

)
Qn−m ≤

≤ 1

(1− p)n−2m

n−m∑
i=m

(
n−m
i

)
pi(1− p)n−m−i =

1

(1− p)n−2m
pbinomialn,m .

Putting things together we get

pMarkov
n,m ≤ pbinomialn,m (1 +

1

(1− p)n−2m
)

Which gives us pMarkov
n,m /pbinomialn,m ≤ 1 + 1

(1−p)n−2m ≤ 1 + 1
(1−(p+Q))n−2m .

We also have, given i∗ = argmax
i

(pm1 , . . . , p
m+i−1
i , . . . , p

bn/2c
bn/2c−m), and

that Q ≤ pi for all 1 ≤ i ≤ bn/2c, that

|ε| ≤
(
n−m
m

)
Qm + · · ·+

(
n−m
bn/2c

)
Qn−m ≤

≤ 1

(1− pi∗)m+i∗−1

bn/2c∑
i=m

(
n− i
i

)
pii−m+1(1− pi−m+1)n−m−i

=
1

(1− pi∗)m+i∗−1
pMarkov
n,m

Giving us that pMarkov
n,m (1 + 1

(1−pi∗ )m+i∗−1 ) ≥ pbinomialn,m , or that

pbinomialn,m /pMarkov
n,m ≤ 1 +

1

(1− pi∗)m+i∗−1
≤ 1 +

1

(1− (p+Q))n−2m

Keep in mind that Theorem 4 is a limit for the worst possible case; when

working with a genome, our result will be even better because of the fast
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convergence towards the stationary distribution when taking powers of the

transition matrix.

Although Theorem 4 is general its statement is of importance. Bio-

logically we expect all nucleotides to be about equally common, and we

expect the transition θCG to be lower than the other transitions due to the

methylation. This means that generally for DNA sequences we will expect

PCθCG < 0.25× 0.25 = 0.0625. Thus, for example, looking at a sequence of

length 200, Theorem 4 tells us that for sequences of length 200, the p-value

will at worst be about a factor 4 × 105 wrong, which is a small factor in

comparison to the most significant islands that will have a p-value smaller

than 10−15, and thus still pass a given significance threshold. The combina-

tion of these theoretical results with the computational results for fictional

sequences and sequences in the first chromosome shows the validity of the

binomial model. It shows that the predicted islands are as probable to be

CpG islands as the islands predicted by the most recent methods, but with

a model that has great computational advantages.

Using the binomial estimation, one gets a lot of short islands as short

as 4-10 nucleotides. Some of them are in functional regions, some are not.

It would be interesting to see if these islands occur because of functional

regions, or if there are other biological reasons that result in having a few

CpG-sites together. For the set of islands CCGIs, these islands have been

omitted. This is because a functional region must have at least a certain

length. These short islands might give indications of islands though, and

future work could be to look at certain combinations of proteins laying next

to each other. Some might be common in functional regions, whereas they

might never occur in the rest of the genome. A study like this would be useful

for specific islands in specific species. Although it might be of importance,
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the pure statistics would be lost and we would have ad hoc hypothesis that

might give false results if we apply the model to other genomes.
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7 Conclusions

An easier way to classify CpG islands than looking at high order Markov

chains and hidden Markov models is needed for computational reasons. More

important is that the islands found using an easier method coincide with the

islands found using more sophisticated methods, and that the islands found

are correlated with functional, methylated regions.

Using a binomial distribution and by applying the algorithm in Section

4 one achieves the desired result. The algorithm has been tested on fictional

sequences with known islands, and on the first chromosome in the human

genome, with satisfactory results. Furthermore Theorem 4 proves that our

given algorithm finds similar islands as a Markov chain model under biolog-

ically valid assumptions. More than 90 % of the nucleotides in the islands

found using a binomial distribution overlap with nucleotides found using a

fifth order Markov chain, and plenty of the last 10 % nucleotides are to be

found in regions likely to be methylated.

A fifth order Markov chain based model finds the most significant CpG

islands in shorter DNA sequences. By applying the derived approximations

CpG islands can also be found in longer DNA sequences in a computationally

acceptable amount of time.
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