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Abstract

This thesis examines the role of function in representations of space by
robots – that is, dealing directly and explicitly with those aspects of space
and objects in space that serve some purpose for the robot. It is suggested
that taking function into account helps increase the generality and robustness
of solutions in an unpredictable and complex world, and the suggestion is
affirmed by several instantiations of functionally conceived spatial models.
These include perceptual models for the “on” and “in” relations based on
support and containment; context-sensitive segmentation of 2-D maps into
regions distinguished by functional criteria; and, learned predictive models
of the causal relationships between objects in physics simulation. Practical
application of these models is also demonstrated in the context of object
search on a mobile robotic platform.
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Chapter 1

Introduction

Robotics has come a long way. Since its inception some 50 years ago, the field
has gone from strength to strength, making inroads into an ever widening array of
disciplines. All over the world, industrial robots do a major portion of assembly-line
tasks, with increased efficiency and quality as a result; telepresence robots extend
the reach and capabilities of humans in surgery, disaster response, and surveillance;
mobile robots roll across the surface of Mars or mow our lawns.

At the same time, in the laboratories of robotics researchers everywhere, robots
and computers are performing ever more advanced feats of perception, cognition
and action, and at an accelerating pace.

But there is a disconnect. In a science such as robotics, which aims toward
the development of new systems and artifacts, it could be argued that the most
relevant measure of progress lies in those resulting systems that are actually ap-
plied – that come to be used to the benefit to society, as opposed to merely being
demonstrated in laboratory settings. And by this standard, robots – while prolific
– are surprisingly restricted in where and how they have come to be used in “the
real world.”

Industrial robots, on the one hand, work in tightly controlled settings, under
precisely specified constraints and highly limited in the range of situations they
are expected to deal with. Teleoperated robots, on the other hand, are used in
far more complex environments but always rely on humans being “in the loop,”
making decisions – whether on a high or a low level – and taking the responsibility.
Those robots, finally, that are actually autonomous to a considerable degree in un-
structured environments, such as robotic vacuum cleaners or lawn mowers, display
a very limited degree of flexibility and capability of either adapting to or modifying
their own environment.

The common factor is limited autonomy, which in turn stems from the complex-
ity of the environment. As soon as a robot finds itself outside a precisely set-up
laboratory or industrial setting and is instead confronted with “the real world,” be
it a family home or the surface of another planet, the unpredictability, richness and
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2 CHAPTER 1. INTRODUCTION

sheer size of such environments introduce challenges that no robotic system has yet
been able to handle.

1.1 Spatial understanding

To move forward, then, roboticists need to find ways of reducing that complexity
to a manageable level. Fortunately, no environment – at least none that a robot
is likely to encounter – is completely random in its complexity. Order is imposed
by different influences: by gravity, by nature, by the actions of humans and the
conventions of society. Through enabling our systems to relate to these orderly
patterns we imbue them with understanding, specifically spatial understanding,
and it is by directing their resources toward those patterns that we will enable
them to deal with the complexity of the world.

What is “understanding”? The Oxford English Dictionary [91] has it as “To
perceive and comprehend the nature and significance of, grasp.” This is perforce
a vague and elusive definition – as is the case with all really important words.
“Significance” – but for whom, and in what way? In this thesis, I will adopt a
somewhat stricter concept of understanding, arguing that it is more practically
applicable in evaluating and designing “intelligent” systems than the one above –
and by describing the research I have done in several fields using this concept as
applied to space, attempt to demonstrate its merit as an approach to knowledge
representation in robotics.

1.2 Outline

The following describes the general structure of the thesis.
In Chapter 2, I explain the basic view of understanding in terms of function,

first in general terms, and then as regards the subject of space specifically. I explain
the reasons why this view is of importance for research into intelligent systems.

Chapters 3 and 4 detail the deliberate construction of models for spatial under-
standing, on the basis of a functional conceptualization. Because of this foundation
the models correspond to human intuitions about space and possess the capacity for
generalizing. Chapter 3 deals with perceiving topological spatial relations between
3-D objects, specifically proposing models for the relations “in” and “on,” together
with an axiomatic system for qualitative reasoning using these terms. Chapter 4
describes a method for subdividing 2-D space in a map into semantic regions, such
as “office,” “kitchen” or “corridor” according to functional properties.

In Chapter 5, rather than designer-constructed models, it is shown how a system
can learn from experience to judge functionally significant distinctions in a perceived
scene – for example, whether an object is supporting another – thus taking a further
step away from a “human-imposed” understanding and toward an “autonomous”
understanding of space.
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A practical application of my proposed concepts is demonstrated in Chapter 6,
in the form of an autonomous mobile robot that uses spatial relations to aid it in
carrying out visual search tasks in an indoor environment.

Chapter 7, finally, summarizes the work presented in the thesis and discusses
future avenues of inquiry, concerning both the specific topics I have investigated,
and the wider implications of taking a view on spatial understanding such as is put
forth in these pages.

1.3 Contribution

The contribution of this thesis lies, on the one hand, in the notion of using function
as a guiding principle in the design of spatial knowledge representations for robots;
and, on the other, in instantiations of this principle that illustrate its practicability
(as well as being useful in their own right). Parts of the results presented come
from research which has been published or submitted for publication in the following
papers:

• Kristoffer Sjöö, Alper Aydemir, Thomas Mörwald, Kai Zhou, and Patric Jens-
felt. 2010. Mechanical support as a spatial abstraction for mobile robots. In
Proc. of the IEEE/RSJ International Conference on Intelligent Robots and
Systems (IROS), Taipei, Taiwan, October 2010. [114]

Summary: This paper describes the model for the On relation (Chapter 3).

Contribution: All theory and implementation, except those parts that are
concerned with vision; part of the experimental effort.

• Kristoffer Sjöö, Andrzej Pronobis, and Patric Jensfelt. 2011. Functional
topological relations for qualitative spatial representation. In Proc. of the
15th IEEE International Conference on Advanced Robotics (ICAR), Tallinn,
Estonia, June 2011. [117]

Summary: This paper introduces the model for the In relation, as well as
the axiomatic system for On and In (Chapter 3).

Contributions: Theory for In; axiomatic system; implementation except as
regards vision and probabilistic graphical inference.

• Kristoffer Sjöö. Semantic map segmentation using function-based energy
maximization. (Under review)

Summary: This paper introduces the 2-D function-based map segmentation
(Chapter 4).

Contribution: Everything (although I acknowledge inspiration from my col-
leagues and especially from Dr. Hendrik Zender).

• Kristoffer Sjöö and Patric Jensfelt. 2011. Learning spatial relations from
functional simulation. In Proc. of the IEEE/RSJ International Conference on
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Intelligent Robots and Systems (IROS), San Francisco, CA, USA, September
2011. [116]

Summary: This paper deals with learning of models for functional spatial
relationships using physics simulation (Chapter 5).

Contribution: All theory and implementation.

• Alper Aydemir, Moritz Göbelbecker, Andrzej Pronobis, Kristoffer Sjöö, and
Patric Jensfelt. 2011. Plan-based object search and exploration using seman-
tic spatial knowledge in the real world. In Proc. of the European Conference
on Mobile Robotics (ECMR), Örebro, Sweden, September 2011. [3]

and

Kristoffer Sjöö, Alper Aydemir, David Schlyter, and Patric Jensfelt. Topo-
logical spatial relations for active visual search. (Under review)

Summary: These papers describe visual search on a robotic platform utiliz-
ing information about spatial relations (Chapter 6).

Contribution: Computational models for relations and probability densities
from relations, both for known and unknown landmarks; part of experimental
effort.

Other publications

The following are publications produced during the course of my Ph.D. studies.1

Chiefly concerned with visual search on mobile robots and with representing seman-
tics in large-scale space they have provided some of the foundation for the work
presented herein; however, they are not directly treated in this thesis.

• Dorian Gálvez López, Kristoffer Sjö, Chandana Paul, and Patric Jensfelt.
2008. Hybrid laser and vision based object search and localization. In
Proc. of the 2008 IEEE International Conference on Robotics and Automation
(ICRA), Pasadena, CA, USA, May 2008. [41]

• Kristoffer Sjö, Chandana Paul, and Patric Jensfelt. Object localization us-
ing bearing only visual detection. In Proc. of the 10th International Con-
ference on Intelligent Autonomous Systems (IAS), Baden-Baden, Germany,
July 2008. [113]

• Kristoffer Sjö, Dorian Gálvez López, Chandana Paul, Patric Jensfelt, and
Danica Kragic. 2009. Object search and localization for an indoor mobile
robot. Journal of computing and information technology (CIT), 17(1):67–80.
[112]

1In 2009 I changed the official spelling of my surname from “Sjö” to “Sjöö”; my earlier publi-
cations use the older spelling.
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• Nick Hawes, Hendrik Zender, Kristoffer Sjöö, Michael Brenner, Geert-Jan M.
Kruijff, and Patric Jensfelt. Planning and acting with an integrated sense
of space. In Proc. of the 1st International Workshop on Hybrid Control
of Autonomous Systems – Integrating Learning, Deliberation and Reactive
Control (HYCAS), Pasadena, CA, USA, July 2009. [46]

• Andrzej Pronobis, Kristoffer Sjöö, Alper Aydemir, Adrian N. Bishop, and
Patric Jensfelt. 2009. A framework for robust cognitive spatial mapping.
In Proc. of the 14th IEEE International Conference on Advanced Robotics
(ICAR), Munich, Germany, June 2009. [98]

• Andrzej Pronobis, Patric Jensfelt, Kristoffer Sjöö, Hendrik Zender, Geert-
Jan M. Kruijff, and Oscar Martinez Mozos. 2010. Semantic modeling of
space. In Henrik I. Christensen, Geert-Jan M. Kruijff, and Jeremy L. Wy-
att, editors, Cognitive Systems, volume 8 of Cognitive Systems Monographs.
Springer-Verlag Berlin/Heidelberg. [96]

• Kristoffer Sjöö, Alper Aydemir, David Schlyter, and Patric Jensfelt. 2010.
Topological spatial relations for active visual search. Technical Report -
TRITA-CSC-CV 2010:2 CVAP317, Centre for Autonomous Systems, KTH,
Stockholm. http://www.csc.kth.se/∼patric/publications/cvap317-avs.pdf.
[115]

• Alper Aydemir, Kristoffer Sjöö, and Patric Jensfelt. 2010. Object search
on a mobile robot using relational spatial information. In Proc. of the 11th
International Conference on Intelligent Autonomous Systems (IAS), Ottawa,
Canada, August 2010. [4]

• Andrzej Pronobis, Kristoffer Sjöö, Alper Aydemir, Adrian N. Bishop, and
Patric Jensfelt. 2010. Representing spatial knowledge in mobile cognitive
systems. In Proc. of the 11th International Conference on Intelligent Au-
tonomous Systems (IAS), Ottawa, Canada, August 2010. [99]

• Alper Aydemir, Moritz Göbelbecker, Andrzej Pronobis, Kristoffer Sjöö, and
Patric Jensfelt. 2011. Plan-based object search and exploration using seman-
tic spatial knowledge in the real world. In Proc. of the European Conference
on Mobile Robotics (ECMR), Örebro, Sweden, September 2011. [2]





Chapter 2

Functional aspects to spatial
understanding

What is the challenge that needs to be overcome, that motivates the research pre-
sented in this thesis? The answer is that in order to achieve an increase in the
autonomy displayed by our robots sufficient to permit them to roam our surround-
ings, their flexibility and adaptiveness must be greatly enhanced. While humans
cannot do everything – in fact we start life out largely incapable of any useful ac-
tivities – we do have the capacity to extend our own abilities as we are presented
with new situations and problems. It is this adaptability that has allowed us to
become such a dominant life form on this planet, and is a faculty that would be
highly desirable to achieve – or perhaps even exceed – in robots.

It is possible for a human to enter an unfamiliar environment and carry out
an unfamiliar task after receiving only minimal verbal instruction (or none): siz-
ing up the situation, applying knowledge gained elsewhere, all the while learning
and adapting. The utility of this cannot be overstated – contrast this with work-
ing animals who, although sometimes endowed with extraordinary abilities, must
nevertheless be painstakingly trained to perform each task and still typically need
human handlers to be present. Robots are currently similar to trained animals in
that they cannot be expected to be successful at anything they were not explic-
itly “trained” for, and that “training” (carried out by engineers and programmers)
is time-consuming and costly. Unlike animals, though, robots have no natural
instincts to protect them from harm and no innate abilities to build on for the
engineer, who must construct them all from the bottom up.

Humans are not the only organism that exhibits astounding adaptability; what
is unique about humans is that the source of their powers of adaptation are mental
in nature. It is the capacity to not only act based on the immediate stimuli affecting
our bodies at the present time, but also to make use of what experience has taught
us – and others before us – and act with the expectation of a specific outcome,
and to learn from our mistakes; it is that trait we call intelligence. It allows us to

7
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take in the world around us in all its complexity, and reduce that complexity to
the point at which it is possible to find patterns and to recognize similarities and
differences between the present and the recalled, so that we may choose the most
beneficial course of action at all times. In other words, it allows us to construct
an understanding of those aspects of the world that are important to us. Applying
this understanding in new situations, to new problems, is the capability that has
made humans the masters of the planet – and the reason why one is more likely to
hire a person to do a job, than to train a dog or a monkey or, as yet, program a
robot to do it. In order to change this last fact it thus behooves us to explore how
we can go about endowing robotic systems with an understanding of the world that
is like the one which we hold ourselves.

2.1 Understanding and the real world

This work embraces the – not uncontroversial – view, of late growing in size and
scope within the robotics and artificial intelligence communities, that the study of
thought, knowledge and intelligence must take into account embodiment, situation,
action et cetera; not only purely mental concepts. Vernon et al. [129] provide a
comprehensive survey as well as explanation of the differences between this view and
the “cognitivist” view it opposes. It is a broad paradigm composed of (overlapping)
fields such as “situated cognition,” “embodied cognition” and “enactive systems.”
The main thrust of all these is that intelligence is impossible and/or meaningless
unless it has the ability to interact with the world through a real body, and that
the intelligence of a system itself resides as much in that body and that interaction
as in the brain or control system itself.

Figure 2.1, from Nolfi [86], illustrates the principle: the behavior of the agent
is not simply dictated by the brain or control system; rather, it is a product of the
dynamics of control system, body and environment together, affecting each other in
a two-way fashion while also subject to feedback loops. In addition to this “layered”
conception of how behaviors arise, Nolfi also points out that behaviors themselves
can be seen as layered, with higher-level behaviors building upon lower-level ones.
This view has been explored by Brooks (see e.g. [13]), whose “subsumption architec-
ture” for agent design emphasizes parallel and decentralized modules that explicitly
support various behaviors and that coexist and interact within an embodied agent.

One early and influential statement of the central role of interaction is Gibson’s
work on ecological vision [44]. According to Gibson, vision is to be understood in
terms of how it aids organisms in their struggle for survival, and he coins the term
affordance for this:

The affordances of the environment are what it offers the animal, what
it provides or furnishes, either for good or ill [...] It implies the com-
plementarity of the animal and the environment.

In other words, vision in animals has evolved for a purpose, that purpose being
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Body

Environment

Behavior

Control
System

Figure 2.1: Layered view of behavior as arising through dynamic interactions be-
tween control system, embodiment and environment [From Nolfi [86], with permis-
sion]

detection of affordances at a distance. Gibson’s research field was vision, but the
concept of affordance and the basic claim apply equally for the other senses and
likewise for higher level internal representations of the outside world. In this thesis
I look at such high-level representations of space, based on notions of function –
that is, essentially, affordance.

The embodied cognition approach to robotics has been espoused eloquently by
Pfeifer et al. [92] who examine the principles that should guide roboticists under
this paradigm, and show how the principles can even be applied to other, quite
different fields such as management. Of the principles Pfeifer lists the following are
of the greatest relevance here:1

• Three-constituents principle – that besides the design of the agent itself (1),
an intelligent agent designer must also determine the “ecological niche” (2)
and the purpose or desired behaviors (3) of the agent.

• Complete agent – the necessity to take into account the entire embodied agent
behaving in the real world

1The remaining principles are: Parallel, loosely coupled processes; redundancy and cheap
design. See Pfeifer et al. [92] for further details.
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• Sensory-motor coordination – i.e. to use the body for the express purpose of
gaining information through the senses, as opposed to only sensing in order
to act

• Ecological balance – the notion that the complexity levels of an agent’s senses,
control system, and actuation should be comparable

• Value – the need for a concrete measure of the success of an agent which can
be maximized (analogous to the fitness concept in evolutionary theory)

The approach propounded in this thesis is inspired by and in line with these prin-
ciples, though with a somewhat different focus; namely, the functional properties
of an agent’s spatial setting. I will elucidate this further in the following.

2.2 Understanding and evolution

If one regards human intelligence together with the fact that it is housed in biolog-
ical brains, one thing at least seems clear: whatever its present nature, intelligence
has arisen together with all our other traits as part of the evolution of our species.
Like our eyes, our posture or our hand shape, the force that has been most powerful
in driving the emergence of the trait of intelligence is the force of natural selection.
Natural selection strengthens those traits that help an organism get along in the
world: being able to find sustenance, protecting itself from harm, procreating. To
the simplest organisms, this entails nothing more than biochemistry at the cellu-
lar level: taking in nutrients, keeping out or expelling toxic material, and growing
and dividing. More and more complex creatures exhibit more and more complex
means for gaining an advantage: locomotion to approach food and escape danger,
multi-cellularity for protection, cellular differentiation for increased efficiency; sex-
ual reproduction, circulatory system, organs, et cetera, with increasingly involved
organization, but building always on the previous steps (although they too are
constantly being modified) – and always in the direction that tends to benefit the
organism and its genes.

Human-level intelligence is very much a new arrival within the scope of the
emergence of species, having been around only on the order of a million years – yet
it did not arise out of nothing, but built on ancient traits that have been present in
animals for a hundred times longer: the central nervous system, perceptual organs,
and muscles, which have allowed animals to react to their environments in increas-
ingly complex ways through the eons. Animals have, on the whole, astounding
capabilities for perception and action in those areas that count for success in their
natural surroundings – detecting predators and prey, recognizing family members,
evaluating potential partners and finding their way around.

It is never possible to predict the precise path evolution will take in advance
– nature is too chaotic for that – but it is typically possible to explain, after the
fact, what has led to an observed development. Thus, although humans didn’t
necessarily have to become intelligent, the fact that they did must be grounded in



2.3. UNDERSTANDING AND FUNCTION 11

some advantage to survival at the time. It is not hard to imagine one: the mental
adaptability I mentioned earlier will have provided an immense benefit to humans
in settling new environments, and using new experiences to enhance their lives in
any number of ways; and, if evidence is required, one has but to look at the way
we have prospered as a result.

The evolution of knowledge

The study of how the mental properties of humans have arisen through evolution
is termed evolutionary psychology ; see for example Buss [16]. The specific notion
that the manner in which we know about the world is also a product of evolution
is termed evolutionary epistemology, and has important implications for anyone
trying to create intelligent systems. Vollmer [130] states it well (translation quoted
from Bunge [14]):

Our cognitive apparatus is a result of evolution. The subjective cogni-
tive structures are adapted to the world because they have evolved, in
the course of evolution, in adaptation to that world. And they match
(partially) the real structures because only such matching has made such
survival possible.

The term “evolutionary epistemology” has a double meaning, however (see Bradie
[12]): it also signifies the idea that the development of the content of human knowl-
edge (such as science) is also a process of selection, analogous to biological evolution
– a view propounded by e.g. Popper [95]. Although more contentious, this latter
perspective is likewise worth consideration by roboticists. Another related idea is
that of Edelman [30], that processes of natural selection actually proceed inside our
brains as we learn and develop. In the following section, I will attempt to explain
what consequences these theories about the evolutionary foundation of cognition
have for robotic cognition.

2.3 Understanding and function

In order to even begin to attack the problem of imbuing artificial systems with an
understanding of space, I must first make clear what is meant by the term “under-
standing.” It is crucial to get the terms straight from the outset; McDermott [78]
has pointed out with eloquence that it is hazardous to use terms like understanding
without a clear consciousness of its intended meaning. He decries the tendency
for robot programmers to give names to functions, variables or modules in their
programs that give a false impression of their role; examples include “understand,”
“is a...”, “concept” etc., which in the program typically merely stand for some low-
level code that the programmer intends to produce output commensurate with the
words’ usual interpretation, under strict limitations.

To avoid such self-deception I wish to adopt a definition, or at least an idea,
that allows me to answer questions such as “Does a pocket calculator understand
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math?” or “Does the Chinese Room understand Chinese?” (see Searle [107]) in
a consistent manner. That definition must conform to some constraints; I do not,
for example, want to conclude that possessing data is the same as understanding
– computers and robots already excel in that regard yet still lack the qualities of
adaptability described above.

Definition of “function”

The evolutionary perspective given above suggests that understanding in intelligent
systems should be connected with what is “useful” to the organism or robot, that
which furthers its purpose, whatever it may be – this is what is termed function. For
a living organism the “purpose” is simply survival and reproduction in a competitive
environment. For a robotic system, which typically includes not just the robot itself
but also some user or users, the purpose is generally benefit to those users. Wimsatt
[132] explores in depth the concept of function; I will use his terminology here. In
Wimsatt’s terms, consider the following given: a system S, an environment E, and
a purpose P . Then, performing some behavior B in E leads to certain consequences,
and those consequences that contribute to P being fulfilled for S are the function
of B in this context2. “Behavior” is to be interpreted broadly here; the term can
be applied even to “internal” activities, such as perceptual judgements – as long as
they have an eventual effect on outward behavior that in turn serves the purpose.

Definition of “understanding”

Simply equating function and understanding might seem an obvious choice, but
probably leads to too wide an interpretation. Riegler [105] puts it thus, paraphras-
ing Lorenz [71]:

The horse’s hoof is a representation (Abbild) of the steppe, the body
form of the dolphin is the incarnation of knowledge about laws of hydro-
dynamics in water, etc.

Although this view is very much in tune with the embodied cognition paradigm
described earlier, and although the mind cannot be divorced from the body in
which it resides and with which it cooperates in interacting with the world – still,
such a broad concept of understanding seems at odds with intuitions: Does an
amoeba understand bacteria just because it can engulf them for food? Does a fish
understand water?

I will narrow the notion of understanding thus: understanding is the ability to
select behavior in a functional way ; i.e. to choose among behaviors the one that best
contributes to the purpose of the system. In Wimsatt’s terms, above, the system

2Wimsatt also includes a theory term, which denotes the fact that the consequences and thus
the function are merely modeled according to some theory of how the world works; here, I am
leaving this term out, wishing rather to define function with respect to how the world actually
works, whether one is aware of it or not.
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S corresponds to an animal or evolutionary unit in biology; in robotics, to a robot
or – more typically – robot and user(s) together.

The set of environments E (or situations) in which the agent is able to make
the right choice determine “what” it is understanding, and the breadth of that
understanding: a female stickleback reacts the “correct” way to male’s mating
signals – for instance, a red belly – and so can be said to understand the concept
of stickleback males – but it is a very narrow sort of understanding, as she can
easily be tricked by an experimenter using a crude dummy. A student working at a
physics problem may “understand” an equation in the sense that he can produce the
correct answer when given explicitly the operands that go into it – whereas another
student, who knows how to find those operands or the circumstances under which
the equation holds, is able to use it successfully in a wider set of contexts and so
has a broader “understanding” of it.

Again, the gold standard of “correct” behavior is the functional outcome of the
choice vis-à-vis the purpose of the agent (system). For a system with no purpose
and/or no embodiment, there is no behavior and no outcomes, and the concept does
not apply. Does the aforementioned pocked calculator understand mathematics?
No, it does not – because it has no way to act on its outputs; a human equipped
with the same calculator, by contrast, may understand math and may even have
its understanding enhanced by that calculator – even though she may well grow
so dependent on it that her understanding without it is lessened.3 A machine that
passes the Turing test, such as the Chinese room, similarly does not by that fact
demonstrate any understanding of the words and concepts it uses. If, on the other
hand, it is able to act on them purposefully, it could be said to have a degree of
understanding; if its purposes were similar to humans’, that understanding might
even be considered “human-like.”

It is easy to see the close relationship between this notion of understanding
and Gibson’s affordances, mentioned previously. If an agent is able to perceive an
affordance as such, then by definition it has information allowing functional benefit
from the object (or other phenomenon) in question.

Human understanding

What is particular about humans, and to a lesser extent other higher animals,
is that our behavioral responses to – understanding of – things in the world, are
subject to change and refinement during the lifetime of the individual. We learn
increasingly refined models of the world, of items, places, situations, procedures,
that let us act more and more aptly and to our advantage. The kinds of things we
learn depend on the tasks for which the distinctions are critical – the functional
contexts we find ourselves in. For example, a car mechanic would be expected to

3This is a complaint one may sometimes hear voiced by educators. However, if it were the
case that the environment students face invariably would contain such aids, their understanding,
by these standards, would not be impacted in actuality – no more than a gibbon’s long arms are
a regrettable development because they give it a reliance on tree branches to swing from!
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learn finer distinctions between car parts or between engine sounds than the average
person, because those distinctions affect the performance of the tasks he is involved
in, and being able to tell e.g. one engine flaw from another by sound rewards his
learning effort more than an ordinary driver, for whom engine sounds are limited
to “good” versus “bad” and car parts are all categorized as “thingamajig.”

For humans, the concepts for which there can be an understanding of a greater
or lesser degree is not limited to physical entities or stimuli. We are capable of
constructing higher-level, abstract concepts, which is one large part of the reason
for our success. But utility is no less crucial here. A concept arises because people
at some point find that distinguishing between that concept and its absence makes a
difference as regards some train of thought, some problem solving, some argument.
Concepts are not discovered, but constructed, and they’re constructed because
they’re useful.4

On functionalism and behaviorism

Having spoken much about function in conjunction with intelligence in the above,
I will here touch briefly upon the subject of functionalism. As the name implies,
functionalism too is concerned with function; it is a theory in the philosophy of
mind, and roughly states that mental phenomena are the same thing as the various
relationships that hold between inputs and outputs to a mind or parts of a mind
– meaning that, if two systems have the same input/output mapping, then any
mental states possessed by the one are also present in the other.

Dealing as it does with what mental states are, this issue is beyond the scope of
this work, which is merely about systems that do things based on functionality. I
make no argument either for or against functionalism, nor any of its variants here.
Nor am I propounding behaviorism; the focus on behavior in the above definition
of understanding is merely intended to ground the concept in an ecological, em-
bodied framework. No “black-box” model of the system of cognition is implied; in
fact, most of this thesis is dedicated to trying to find internal models that encode
functional understanding.

2.4 Functional spatial understanding for robots

The main contribution of this thesis is a new way of looking at spatial understanding
in robots and at how to properly create models for such understanding – based on
the considerations already touched upon in this chapter.

In the most general sense, “space” is indistinguishable from “environment,”
which would imply that all understanding is “spatial understanding.” This work,
however, considers a more specific kind of spatial knowledge: the significance of the
location of objects and of the agent itself, in the world and relative each other.

4This holds no less true for concepts that are “a priori” to learning, i.e. that arise over
evolutionary time – see Lorenz [72].
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I espouse a fundamentally function-based view on spatial understanding, where
– though exact methods may vary – the guiding star remains the idea that what
should be represented is determined by the purpose of the system and the decisions
the system needs to make in pursuit of that purpose. Every part of any repre-
sentation used should contribute to the capability of the system to discriminate
between that which furthers the purpose and that which does not, and accomplish
this discrimination in the most efficient way. I might well have termed the princi-
ple “affordance-based” rather than function-based but opted not to as the term is
mostly associated with vision and with properties of individual objects, more than
with relations, spaces and other broader concepts.

Existing approaches to building spatial representations usually rely on the de-
signer inventing a formalism, usually an extension of some existing formalism, after
which he may apply some machine learning method in order to adjust the param-
eters; the result hopefully exhibits a high level of functionality relative to some
purpose. By contrast, I suggest the functional aspect be explicitly integrated into
the process of creating the formalism in the first place. This stricture helps narrow
down the space of formalisms that are worth looking at, and also serves to prevent
“over-fitting” when engineering solutions to a problem: a method that explicitly
accounts for the agent’s overall purpose will generalize better, compared to one that
has been designed to optimize performance on some data set that merely represents
that purpose implicitly.

Example: semantic segmentation

Take the concrete problem of dividing a 2-dimensional map into separate regions,
each assigned a semantic label (this is discussed in more detail in Chapter 4), and
consider two systems designed to be able to find which parts of a map should
be labeled “kitchen”: the first system uses a training set consisting of labeled
instances of kitchens with accompanying features (appearance, shape, objects, etc.);
the second attempts to model the uses of the kitchen that are relevant to the agent:
the ability to prepare food, for example. Whereas the first system may do very
well at labeling novel kitchens and non-kitchens which conform to the type or types
present in the training data, it is likely to fail to extrapolate to examples that have
radically different features. With the second, on the other hand, to the extent it has
captured the functional features of a kitchen, it will be able to label even unfamiliar
kitchen types according to the agent’s capability to use them as kitchens – which
is what ultimately matters.

Note the importance of the agent’s purpose in the above reasoning. If the
purpose is truly simply to label kitchens in the dataset then the first system is a
perfectly proper solution from a functional perspective. But that is (hopefully!) not
the case: we wish to build robots in order to have them perform useful tasks. The
function of the robot’s knowledge that a region is a kitchen is either to interact with
it as a kitchen, making use of its specific affordances – or, at least, to communicate
with humans on the basis of the affordances the kitchen holds for them, or to use
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knowledge of humans’ interactions with kitchens in some other way. In other words,
we wish to give our robots an understanding of kitchens – by the above definition,
the ability to select different behaviors on the basis of knowing that a region is a
kitchen: “where should I go in order to prepare that sandwich for the human?” or
“what objects belong in this room?”

Finding spatial functionality

One advantage of the “standard” approach to building spatial representations might
seem to be precisely that one does not need to worry about the purpose of some
agent that is to use that representation. The scope of the problem can be limited
arbitrarily, as long as the output can be evaluated by some performance criterion –
such as the success rate on some classification dataset, or the quality of a map the
system produces. The evaluation remains dependent on human judgement – either
directly (inspection of the map) or indirectly (annotations in the dataset) – and it
is relative to a purpose; that purpose is merely implicit, residing in the minds of
the humans that are doing the evaluation. Obviously a poor-quality map will not
support functions such as navigation, but why is this relevant? It is because people
have some purpose in mind that is dependent on that function, such as a robot
that can perform tasks involving navigation – or a human performing a task that
uses the map the robot created. If there is no possible purpose implied, there is no
criterion for evaluating the approach. Thus the inclusion of function and purpose
per se is nothing new; I merely suggest the need to explicitly acknowledge them
even at the conceptualization phase, rather than leaving them implicit and “fuzzy.”

This leads, however, to the question of how to determine the function to exam-
ine. Even something as simple as navigation on a map is not quite so straightforward
once the purpose is explicitly introduced, because depending on that purpose, not
all instances of navigation may be equally functional. Not all locations in the map
may be equally relevant to the agent’s purpose, and a map may also leave out large
portions of the information that is necessary for effectively achieving the purpose.
For example, even a centimeter-perfect 3-dimensional map of a building may be a
poorer support for a navigation function than a coarser, 2-dimensional map with
annotations for place categories, if the purpose of the agent requires that it be able
to go to places based on category. Addition of non-metric information, such as
place categories, to maps is often termed “semantic mapping” (e.g. Galindo et al.
[40]) – but I deem this merely one instance of accommodating different implicit
purposes than are ordinarily – implicitly – assumed.

In this thesis, I provide examples of two different ways to creating function-
based spatial understanding. In Chapters 3 and 4 the cue is taken from humans by
modeling functional concepts that humans show interest in, according to findings
in psycholinguistics as well as accepted common-sense English concept definitions.
The rationale here is that the distinctions present in spatial language will tend to
arise from spatial distinctions that are functional in nature, since such are useful to
convey (see Coventry et al. [23], Levinson [65], Logan [70], Tversky and Lee [126]),
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and so language can provide hints to what functions humans find relevant to their
varying purposes in interacting with space – and assuming robots will share similar
purposes (or serve them), modeling those functional distinctions will contribute to
fulfilling them.5 The assumption is investigated in Chapter 6, where some of the
models are put to the test in a framework for visual search on a mobile robot.

The second way is to let a robot learn its models itself. This corresponds more
closely to the fields of evolutionary psychology and evolutionary epistemology cited
earlier: The agent in this case acquires its own understanding from the feedback it
gets from the real world, adapting to further its purpose better through adjusting its
behaviors according to functional distinctions. I investigate this path in Chapter 5.
There, based on indications from psycholinguistics, models for several functionally
distinct relationships are learned through observations made in physics simulation.
Although not fully instantiating the ideal of finding functional concepts directly
from the purpose of an agent, this constitutes a first foray into a vast but highly
promising field.

2.5 Summary

To recapitulate, I am proposing a new view on how to imbue robots with spatial
understanding. The main tenets of this view are:

• Robots are, as is all intelligence, essentially embodied and their intelligence
cannot be dissociated from their “ecological niche,” or role.

• Design of robots’ spatial knowledge representation and processing needs to
take into account, implicitly or (preferably) explicitly, the purpose of the robot
or system of which it is part.

• Given a purpose, and an environment, some aspect of space is functional
or functionally relevant if it affects the attainment of the purpose in that
environment.

• An agent understands an aspect if it is able to select behaviors vis-à-vis that
aspect so as to optimize the behaviors’ functional outcome. The more reliably
it can do this (within its environment), the broader the understanding can be
said to be.

• Designers of robot systems should strive to take into account a system’s pur-
pose as explicitly as possible, and to not only evaluate representations in
terms of how functionally relevant they are with respect to that purpose, but
also actually construct or learn those representations with function an integral
part.

5Many researchers advocate a view where language actually determines (to a greater or lesser
extent) which distinctions a person will internalize in their thinking; see e.g. Bowerman [11].





Chapter 3

Constructing functional models for
spatial relations

In the previous chapter, I made a strong statement about the necessity of basing
spatial knowledge representations for use in robotics on the functional properties of
the environment. The argument was made on a quite general and abstract level; in
this chapter and the next I will concretize it by presenting two separate instances
of spatial representations created with functionality as an explicit component.

The first example, treated in this chapter, is a model for the spatial relations
“on” and “in,” where mechanical relationships between two bodies in a visual scene
are seen as the defining functional properties. I explain how quantitative, compu-
tational models are designed on the basis of qualitative, abstract first principles
of function; and, I present evaluative experiments that demonstrate the outputs
produced by the resulting models.

Motivation

Spatial concepts are of great importance to robotic agents, especially mobile ones.
The following are some of the reasons why this must be considered the case:

• They are a necessary part of linguistic interaction with human beings, both
when interpreting utterances with a spatial content and when formulating
such utterances. Humans communicate using words, not streams of data,
and to be understandable a robot needs to likewise package its data using
distinct concepts.

• They allow knowledge transfer between systems, whether different robots,
or databases such as the Open Mind Indoor Common Sense database or
OMICS [90] (which contains “commonsense” information, provided by hu-
mans, about indoor environments, such as where objects may be found), as
long as those concepts are shared.

19
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• They provide qualitative abstractions that facilitate learning and reasoning, as
they will tend to correspond to distinctions that are consequential in the real
world, and these distinctions can be leveraged; this will be even more true the
greater the functional content of the concept – for example, function-relative
concepts such as “office” and “bedroom” are a better basis for learning where
different objects will occur than merely perceptual concepts like “red room”
or “big room.”

• They can be used to guide top-down processes; i.e. processes where some
high-level, abstract, symbolic representation needs to inform more low-level,
sensory-motor activities – for example directing visual attention as prompted
by language, or translating a plan expressed in symbolic terms into concrete
physical action. The visual search procedure described in Chapter 6 is one
more instance of this.

3.1 Modeling spatial relations

The way humans conceptualize space shows itself to some extent in the language we
use (see e.g. Coventry and Garrod [22], Levinson [66]) and so examining linguistic
expressions is one way to get hints on how to construct models for spatial knowledge,
that encode useful functional relationships between objects. Coventry and Garrod
emphasize this functional aspect:

Describing where an object is located goes beyond the description of a
geometric position of objects as a snapshot in time. Understanding spa-
tial language is also about the purpose that location serves for the users
of that language.

This section examines spatial relations specifically; that is, concepts that de-
scribe the configuration of two or more objects in space (as opposed to concepts
relating to the properties of individual objects themselves), especially the functional
properties of those configurations.

A spatial relation generally refers to two spatial entities, for which I will use the
terms trajector and landmark. The trajector is the entity whose location (and/or
motion) is being denoted, and the landmark the entity it is being related to. Thus,
in the sentence “A is above B,” A is the trajector and B the landmark.

Related work

Other work has examined ways to quantify spatial relations. Inspired by findings on
spatial information encoded in the hippocampus, O’Keefe [88] suggests a number
of geometrical factors, e.g. coordinate inequalities, that play a part in defining
relations such as “below,” “near,” or “behind,” but does not attempt to provide
exact formulas that could be used in an implementation.
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Gapp [42] defines models in 3 dimensions including “at,” “near,” “in front of,”
“behind,” “right/left of,” “above,” “below,” “beside,” and “between,” by combining
different geometrical primitives such as distances and angles. The models produce
a measure of which 3-D positions of the trajector the relation applies for, where
this measure of applicability drops off in a gradual manner from an ideal point.

A similar approach, but closer to a functional viewpoint, can be found in Regier
and Carlson [101]. Here, spatial relations are conceived as being concerned with
attention, in other words the focusing of perception on specific points and objects
in order to support an agent’s tasks and functions. The Attention Vector Sum is
proposed as a practical numerical measure of how acceptable a particular spatial
relation is for describing a scene, and this model is compared to actual human re-
sponses. The scenes used are 2-dimensional, although the model could be extended
to work in three dimensions. The trajector is treated as a single point.

Lockwood et al. [69] present a system where a user can sketch images of basic
figures, and which learns to distinguish between examples of “in,” “on,” “above,”
“below,” and “left.” However, the domain used in the work is strictly 2-dimensional.

Topological relations specifically are surveyed in Cohn and Hazarika [19]. Re-
gion connection calculus (RCC) and its variants provide a language for expressing
qualitative relationships between regions, such as containment, tangential contact
etc. Here relations are of an all-or nothing nature; and they represent objective,
geometrical as opposed to perceptual or functional attributes.

The aforementioned work, because of its emphasis on pure geometry – typically
in 2 dimensions – is not directly suited for applications in a practical mobile robotic
scenario. By contrast, in the following I take a functional approach in line with
the program set out in Chapter 2, by basing relations on fundamental, objective
mechanical properties. Another contribution lies in treating all the objects as entire
bodies rather than simplifying them into points, a simplification which ignores the
physical interaction (actual or potential) that gives meaning to the relationship
between them.

Siskind [111] has also presented a system of spatial representation based on the
physical interactions between objects. There, however, the interactions are inferred
from 2-dimensional polygons extracted from video sequences, and are of a binary
nature rather than having degrees of applicability.

Topological spatial relations

The spatial relations that occur in language can be classified along several different
lines. One important division is the one into projective and topological relations,
respectively. Projective spatial relations constrain the trajector’s location within
an essentially directed region relative to the landmark. Levinson [67] divides these
relations into three groups, depending on the frame of reference they use: absolute,
for example “north” or “above”; relative to some observer, for example “to the left
of”; and intrinsic to the landmark, for example “at the rear of” or “ahead of.” In
many cases, English is ambiguous between relative and intrinsic, such as with “in
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front of the bus” which can mean either “ahead of the bus” (intrinsic) or “between
me and the bus” (relative).

Projective spatial relations have various types of functional significance. Abso-
lute frames of reference are functional when agents have access to large-scale maps
and can orient themselves using them (“north,” “east”) or when the reference frame
is universally available (as in the case of “above,” which relies on gravity). Intrinsic
frames often tie directly into affordances, as in “in front of the building,” which is
the side where you can enter it, or “behind the man” which is the region he cannot
see or affect. Relative frames are especially useful for conveying information related
to perception and attention (again, Regier and Carlson [101] is an example); “left”
and “right” correspond to turning the head or body, while “behind” often relates
to a partial or total occlusion of vision.

These multifarious functional interpretations make the treatment of projective
relations complex (though no less worthwhile). Topological relations are compara-
tively more clear-cut, and locate the trajector in some manner that is independent
of direction, especially in terms of overlaps and contact or contiguity. Typical ex-
amples are “on,” “near,” and “inside.” Topological concepts seem to be among
the first to be learned in humans (see Piaget and Inhelder [94]), and topological
relations form around “kernels” of fundamental functional criteria, such as “attach-
ment,” “superposition” or “containment” (Levinson and Meira [68]).

This section examines in particular two functional spatial relations of a func-
tional nature: “support” and “containment.” I am going to refer to them in short
as ON and IN, respectively. Note, however, that I am not attempting to model
the semantics of the English prepositions “on” and “in” in their full richness. I’m
deliberately restricting myself to a core component of the meaning of those words,
in order to be able to create a practical implementation and also in order that
the representation be language-independent; most languages will probably have a
corresponding marker for both ON and IN (though the division of labor between the
two may vary, and in some cases the subdivision may be either finer or more coarse
– see Bowerman [11]).

3.2 The On relation

As has been noted by e.g. Herskovits [47] and Talmy [119], the word “on” in English
carries a central meaning also represented in many other languages: that of support
against gravity; i.e., a trajector is “on” a landmark if it would, were the landmark to
be removed, begin to fall or move under the influence of gravity. This sense of “on”
is an idealized cognitive model or ICM (see Lakoff [63]), around which other, less
central and more idiomatic senses of “on” form in a way specific to each language.

The importance of support in robotics

I observe that the notion of support is highly related to the functional aspects of
space as designed, constructed and lived in by human beings. Such space is full of
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entities specifically made to support others, both statically – such as tables, shelves,
counters, chairs, hooks and desks – and dynamically – such as trays, trolleys, and
dishes.

As for “on,” it is the 14th most common English word [1] which illustrates the
importance that humans attach to support in representing the spatial location of
an object.1

Apart from the evidence given by its prominent role in language (and thus in
the minds of people), support is an intuitively useful abstraction in the following
way: If a support is moved, then supported objects will tend to move with it,
maintaining the relation (Coventry and Garrod refer to this as “Location control”
[22]), and it makes the relation inherently hierarchical, which is a useful property
in spatial organization.

Also, the fact that artifacts in the environment are explicitly designed to provide
support surfaces for objects means that often, when an object is “on” another, it
belongs there functionally to some degree and is therefore likely to be replaced
on the same surface even after a human picks up, manipulates, or moves it –
notwithstanding that the exact position may have changed. For example, a desk
may be shifted or moved, or worked at by its owner, and its set of supported objects
yet be unchanged. In addition, every object needs to be supported by something
meaning this relation will have a role in describing every situation a realistic agent
is likely to encounter.

It thus is of interest to robotics to use a spatial representation that encodes this
functional relationship between objects. Although the models used in this chapter
are inspired by linguistic clues, giving a robot additional linguistic capabilities is
only an incidental outcome. It is also worth reiterating that the word “on” spans far
more meanings than the core physical support relation: it may entail indirect rather
than direct support; adhesion or suspension, as well as metaphorical meanings. In
the following I deal only with the core “support” sense of the word.

Computational model for On

The “support” relation proposed above constitutes an idealized model, but is as
such not possible to evaluate directly from perceptual data. Neither robots nor
humans can ascertain degree of mechanical support merely by visually regarding a
scene, and so it becomes necessary to introduce a computational, perceptual model
to estimate the ideal relation.

Humans use context, experience with specific objects and generalizations, as well
as schemata, to decide whether an object is “on” another. For robots, I introduce
a simplified 3-dimensional geometric predicate, termed On, such that On(A,B)

1Though many usages of “on” in English are not about support directly, or even about physical
space, the fact that “on” is the word used still underscores the cognitive centrality of its core
meaning. The role of spatial expressions in metaphor is explored in detail in e.g. Kuhn [57], Lakoff
[63], Talmy [120]
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Figure 3.1: Key features used in computation of On: Separation d, center-of-mass
offset l, contact angle θ and contact threshold δ. The gray area represents the
contact.

corresponds to “A is supported by B.” The predicate is allowed to take values in
the range [0, 1].

On makes use of the following quantitative criteria. O denotes the trajector
object, and S the support object or landmark. The criteria are illustrated in Fig-
ure 3.1.

1. Separation between objects, d. In order for an object to mechanically support
another, they must be in contact. Due to imperfect visual input and other
errors, however, contact may be difficult to ascertain precisely. Hence, for the
sake of error tolerance contact is not treated as a binary value; instead, the
apparent separation is used as a penalty.

d can be positive or negative, negative values meaning that objects seem to be
interpenetrating – this case, though physically implausible, may nevertheless
seem to be occurring because of noise.

2. Horizontal distance between center-of-mass and contact, l. It is well known
that a body O is statically stable if its center of mass (COM) is above its area
of contact with another (static) object S; the latter object can then take up
the full weight of the former. Conversely, the greater the horizontal distance
between the COM and the contact, the less of the weight can be accounted
for by S, as the torque gravity imposes on O increases, and this torque must
be countered by contact with some other object.

To reflect this, a penalty is imposed on On(O,S) that increases with the
horizontal distance from the contact to the COM of O; this is the distance
marked l in Fig. 3.1. The contact is taken to be that portion of S’s surface
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that is within a threshold distance δ of O – the gray area in the figure; δ
allows the model to deal with the uncertainties mentioned above. If d > δ
(so that the contact becomes the empty set), the point on S closest to O is
used instead. If the COM falls outside the contact area when projected on
the horizontal plane (as in the figure), l is the positive distance to its outer
edge; otherwise, l is negative.

3. Inclination of normal force, θ – the angle between the normal of the contact
between O and S on the one hand, and the vertical on the other. The reason
for including this is that – all other things being equal – the normal force
decreases as the cosine of θ, meaning the weight of O must be either supported
by another object or by friction (or adhesion).

All these values can in principle be computed from visual perception. The
3-dimensional geometry of the involved objects is assumed to be known; unless
otherwise known in advance, the position of the COM is taken as the geometrical
centroid of the object (since density cannot be determined by vision).

In order to allow a measurable value to be computed, the agreement with each
of the three above criteria is represented as a continuous function, with a maximum
at the point of best agreement with the criterion. This helps provide robustness
against error. Criterion 1 is represented by an exponential distance factor :

Ondistance(O,S) = exp

(
− d

d0(d)
ln 2

)
(3.1)

where d0 is the falloff distance at which On drops by half. d0 takes one constant
value for d > 0 and another for d < 0:

d0 =

{
−d−0 , d < 0
d+0 , d >= 0

The constants d−0 and d+0 are both greater than 0 and represent the penalty for the
penetrating and non-penetrating cases, respectively.

Criteria 2 and 3 make up the sigmoid-shaped contact factor :

Oncontact(O,S) = cos θ · 1 + exp(−(1− b))

1 + exp
(
−
(
−l
lmax
− b
)) (3.2)

Here, b is an offset parameter, and lmax is the maximum possible distance an internal
point can have within the contact area – i.e. when the COM is aligned with the
center of the contact area, l = −lmax, yielding a value of Oncontact = 1. lmax

will depend on the geometries involved. Figure 3.2 shows the shape of the three
components of the On function, with the specific parameter values used in the
experiments in Section 3.4.

The values are combined by choosing whichever factor is smaller, indicating the
greater violation of the conditions for support:

On(O,S) = min(Oncontact,Ondistance) (3.3)
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(a) Criterion 1 as a function of d (cm)
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(c) Criterion 3 as a function of θ (degrees)

Figure 3.2: The three component factors of On, based on the parameter values
used in Section 3.4. “Real” and “Simulation” refer to the different values used
under the headings “Real-world evaluation” and “Simulation,” respectively.

Note that the resultant value of On, although in the range [0, 1], is not a prob-
ability. Rather, it represents the degree of resemblance of the visual scene to the
prototypical On case. It can be thresholded to produce a true/false judgement,
which may in turn be utilized in a qualitative reasoning framework, or for learning
– such as learning relationships between object types in an environment. Alterna-
tively, the On measure could be compared with similar measures for other relations
or other objects, to determine which linguistic description of the scene is the most
apt. It can also be used to weight samples for the purpose of producing a probabil-
ity distribution over poses of O; this is illustrated in Section 3.4 and also utilized
in Chapter 6.

3.3 The In relation

“In” as a word has a wider variety of connotations than “on” does. Besides location
control and object persistence, “in” often entails aspects of concealment, protec-
tion, confinement among others. This variety of meanings is difficult to pin down
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precisely, but a robust approximation can be found in the idea of containment.
Containment signifies the inclusion of most or all of an object within the interior

of another object or group of objects. “Interior” is not itself unambiguous, but even
with a simple interpretation such as the convex hull, many if not most situations
represented by the word “in” can be covered; Fig. 3.3 shows two examples of this
(though the illustrations are in 2-D, the In relation is defined for 3 dimensions).

(a) Shape “in” box (b) Circle “in” group

Figure 3.3: Convex hull defining “in”

Computational model for In

Containment is computed directly as the proportion of an object O that falls within
the convex hull of the landmark container object C (see Fig. 3.4a). This proportion
is termed Incon ∈ [0, 1].

However, if this were the only factor determining degree of containment, cases
where O and C overlap in space – which are not physically plausible (Figure 3.4b)
– would be evaluated the same as realistic configurations. Because such cases are
poor examples of the relation, the model is supplemented with a penalty function
on apparent object interpenetration:

Inpen =

{
1 d ≥ 0

exp
(
d
d0

ln 2
)

d < 0
(3.4)

where d is the separation (which will be negative if objects are penetrating), just
as in Eq. 3.1, and d0 is the penetration depth at which the measure of fit drops by
half.

The overall measure of containment, then, is defined as:

In = Incon · Inpen (3.5)
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(a) Shape partly “in” box (b) Shape and box interpenetrating

Figure 3.4: Penalties on “in” estimate

As with “on,” “in” carries a plethora of additional, metaphorical and indirect
meanings that transfer some of the concrete aspects mentioned above into other
domains than space by analogy: “in good time,” “in theory.” Although these are
illustrative of the thought processes that support spatial relations and interesting
in their own right, the present work shall restrict itself to concrete, spatial usage.

3.4 Experiments: Spatial relation models

To test the feasibility of the concepts described in the preceding section, they have
been implemented on a robotic system and tested in a real-world setting. I also
present a series of simulations that illustrate the potential of the approach using
random sampling to synthesize a distribution over positions in space.

Experimental setup

The robot used in the experiments is a red Pioneer III wheeled robot, equipped
with a stereo camera mounted on a pan-tilt unit at 1.4 m above the ground.

Three different box-shaped objects were used for the tests: A, B and C, as
seen in Fig. 3.7. Using a system described in Richtsfeld et al. [103], objects were
first detected by means of SIFT features (see Lowe [73]), yielding an initial pose
estimate; the poses were subsequently refined and tracked using a particle filter
based on edge information. Furthermore, horizontal plane patches were extracted
from stereo depth information and assembled into planar objects (table surfaces).

The resulting object poses, along with their known geometries, were then pro-
cessed by the On computation described in Section 3.2, using the parameter settings
δ = 3 cm, d+0 = 2 cm, d−0 = 1.4 cm and b = 0.5. The center-of-mass of each object



3.4. EXPERIMENTS: SPATIAL RELATION MODELS 29

On(A, x) On(B, x)
x = A — 0%
x = B 93% —

x = Table 2% 92%

Figure 3.5: Typical case: A On B, B On table

was assumed to be located at its geometrical center. For examples of real-world
scenes similarly evaluated in terms of the In model, I refer to Section 3.8.

Real-world evaluation

Figure 3.5 shows a simple case (The wireframe contours show the estimated object
poses output by the tracking algorithm), along with the values for the support
function in this scene. The support relation is unambiguous in this case: A is
supported by B, and B by the table. The measurements do not reach 100% because
of errors in the estimated pose, which make objects seem to be either slightly
penetrating or floating slightly above their support.

In Figure 3.6, the situation is more ambiguous, with B resting partly on the
table, and also leaning on A. The ambiguity leads to a low, but non-zero, On mea-
sure for both support objects. The low value of On(A, x), 74%, is due to a an error
in the position of A that lies along the viewing axis, making it hard to see in the
image. Figure 3.7 shows another double support example; the object C is held up
approximately equally by A and B, which is reflected in the computed function.

Finally, Figure 3.8 depicts a situation that is seemingly physically implausible.
The On measure here is low, and even though there is no other object with which
to compare it, the low value means the configuration is far from prototypical and
not one that would be expected by the robot, given only the information that “A is
on B.” The problem here is that the COM has been modified with an extra weight
so that it is not at the geometrical center of A; the robot doesn’t know this, and as
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On(A, x) On(B, x)
x = A — 25%
x = B 0% —

x = Table 74% 47%

Figure 3.6: Ambiguous case: B partly On A, B partly On table

On(A, x) On(B, x) On(C, x)
x = A — 1% 28%
x = B 0% — 30%
x = C 0% 0% —

x = Table 91% 93% 3%

Figure 3.7: Ambiguous case: C partly On each of A and B
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On(A, x) On(B, x)
x = A — 0%
x = B 22% —

x = Table 4% 84%

Figure 3.8: An anomalous case

stated earlier it cannot be gleaned from vision alone. The unexpectedness of this
configuration could be used by the robot to either adjust its assumption about the
location of the COM, or to hypothesize the existence of an undetected object which
would in turn suggest possible exploratory actions.

Simulation

In order to provide an illustration of what is represented by the On and In models,
distributions of the respective function were obtained by random sampling and
thresholding. The pose of a trajector object (i.e. both position and orientation)
was permitted to vary randomly within a region around the landmark, and the
position was recorded if the estimated value of the relation function was above
0.5. The figures below show firstly a small selection of trajector poses that passed
the threshold (selected for illustrativeness and non-overlap), and then 2 500 such
thresholded poses with only the position of the trajector’s COM visible.

For the simulated experiments, the same object geometry models were used
as in the real-life experiments. One or more objects were fixed to one position in
space (considered “known”), and one object was assigned variable poses (considered
“unknown”). Because of the lack of noise compared to the vision-based experiments
above, it was possible to use stricter parameter settings, yielding a more crisp
sampled distribution: δ = 2 cm, d+0 = 0.7 cm, d−0 = 0.4 cm and b = 0.5.
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(a) 9 examples of sampled poses that pass the
threshold

(b) 2 500 sampled positions

Figure 3.9: Sampling “A On Table”; A is blue, Table green.

On

Two basic cases for On are shown in Figures 3.9 and 3.10. The former shows
samples of A’s position, given the information that it is On the table; the latter,
given the information that it is On B. The stratification that can be observed
corresponds to A standing up, and lying on its side or back, respectively. This arises
directly from the On function and shows how On can encapsulate complex modes
of configurations implicitly. Automatic clustering might allow for the extraction
of these modes, which could then be used in high-level qualitative reasoning or
learning.

Two other configurations of the object B are shown in Figure 3.11. These
illustrate how the inclination of the support object is taken into account in the
On computation. Not all points “above” B are valued equally, as might be the
case in an approach that treated the trajector, as a single point; rather, points
corresponding to a largely vertical contact normal are considered more feasible. In
the second image, the distribution is concentrated to a narrow region corresponding
to A balancing on the topmost edge of B (which translates to a low On value in
absolute terms, despite being the global maximum).
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(a) 2 examples of sampled poses that pass the
threshold

(b) 2 500 sampled positions

Figure 3.10: Sampling “A On B”; A is blue, B red.

Figure 3.11: Effect of landmark orientation. “A On B,” sampled positions.
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(a) 4 examples of sampled poses that pass
the threshold

(b) 2 500 sampled positions (A shown for
comparison)

(c) 2 500 sampled positions: Side views

Figure 3.12: “A In B”; A is blue, B green.

In

The same procedure as above was performed for the In relation, using the model
for a large cardboard box and the object A above. Figure 3.12 shows the outcome
of the sampling process. There are no modes visible in this case, as the In function
only regards containment and non-collision, and not support. The distribution is
centered at the part of the interior that has the greatest clearance, which means
that the object fits no matter which orientation is sampled. Towards the walls of
the box A becomes more restricted and so the samples taper off. The sharp upper
edge of the sample set is due to the threshold being 0.5: as soon as the COM of A
moves outside the convex hull, Incon drops below 0.5 irrespective of the orientation.
Nevertheless, as a continuous function In has a smooth falloff at these points as
well.

Chained sampling

The potential uses of this distribution are many. As will be detailed in Chapter 6,
it can be translated into a probability distribution, which represents the agent’s
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expectations on the metric location of the trajector A, if it is known that it has
a certain qualitative relation to a given landmark B. The probability distribution
can then be used in any number of ways, for example computing the information
gain of different possible sensing actions for locating A; in Chapter 6 it is used to
guide visual search.

If B’s location is precisely known, the probability distribution can be sampled
as above. If it is not known precisely, but is in turn related to some other landmark
which is known, one can approximate the joint distribution of B and A by perform-
ing “chained” sampling, that is randomizing both the pose of B and A and rejecting
all combinations except where both objects pass the threshold on its relation with
its landmark.

Figure 3.13 contains an example of such chained sampling, where both objects
A and B were allowed to vary randomly. Only when both B On Table and A
On B were greater than 0.5 was the position of A plotted. In other words, what
is represented is the distribution over A’s position, given that A On B and B
On Table, but with B’s exact pose unknown.

This type of chained inference allows the agent to get some information on the
location of A, without first needing to know B’s location. In addition, examining
the properties of the resulting distribution, such as how concentrated it is in space,
will allow an agent to e.g. evaluate the information gain it would achieve through
localizing B.

The qualitative, simulated and real results presented above indicate that the
models for the On and In relations proposed in this section produce intuitively
acceptable outputs; Chapter 6 sees them integrated into an applied system to prove
their usefulness to robotics in practice.

3.5 Qualitative spatial inference

Sections 3.1-3.4 have dealt with creating models for spatial relations. One of the
reasons why spatial relations are so useful is that they provide abstractions; that is,
they represent a reduction in complexity, boiling a detailed description of the world
down into one that is more succinct, while preserving that which is functionally
important. In other words, they constitute a mapping from the more quantitative
to the more qualitative.

A qualitative description of space in turn opens up the possibility of using a
wide array of methods for qualitative knowledge processing: symbolic planning
and communication, reasoning, as well as different types of learning. In this section
I will describe an axiomatic system, which defines abstract symbols that correspond
to the quantitative models introduced previously. By means of such a system of
axioms it is possible to infer relations that have not been observed directly, and to
reason qualitatively.
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(a) 3 examples of jointly sampled poses that
pass the threshold both for A On B and
B On Table

(b) 2 500 samples of A’s position

Figure 3.13: Chained sampling: “A On B, B On Table.” A is blue, B red, and
Table green.

Related work

Qualitative reasoning about space and time is a well-established field. One of
the best-known systems of abstract spatial reasoning is the Region Connection
Calculus (Cohn and Hazarika [19]). It describes spatial regions in terms of contact
and overlap and may be used with several different sets of topological relations;
the one most often referred to is RCC-8 which has 8 possible relations between two
regions: Disconnected, externally connected, overlapping (with 5 subcategories),
and equal. RCC deals with abstract geometrical relationships, in contrast to the
functional perspective of this thesis. Still, cognitive experiments carried out by Renz
[102] indicate that these mathematically conceived topological relations are indeed
significant to humans. This is no surprise; even between real physical objects, it
is reasonable to assume that whether they touch or not, or whether one of them
is located inside or outside the other, has considerable functional implications.
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Bennett et al. [8] move from static relationships between regions, to representing
rigid-body motion in two dimensions and the configurations that afford, or do not
afford, certain movements as well as objects pushing each other. Their theory
is rich and expressive, though restricted to assemblages of primitives of circular
shape. Even more intricate, as well as highly specific, is the work of Davis [24],
which presents a theory for reasoning about a scenario where a box is used to
transport other objects.

Lakoff [63] examines how metaphorical language and thought allows humans to
transfer knowledge between domains, and to carry out reasoning and inference in a
paradigm with which one has more experience. The spatial domain is an extremely
common target for such transferrals; for example, if person A is “above” you in a
company hierarchy, and person B is “above” A, then analogously to the concrete
spatial case, you can deduce that B is “above” you as well. In general, the ability
to reason with spatial facts has a wide range of applications; wider than might first
be supposed.

3.6 Axiomatic system

One of the main uses for a model that can translate a geometrical relationship
between perceived objects into qualitative spatial relations (and back) is to perform
high-level inference. In order to permit that, a set of rules, or axioms, for the
relational predicates is required.

Here follows a suggestion for such an axiomatic system, involving the predicates
On(x, y) and In(x, y), which are first-order symbols corresponding to the support
and containment relations described in Section 3.1. As is inevitable with abstract
reasoning, the axioms represent an idealization that will not always apply to the real
world. They are reasonable approximations, however, and any one of the axioms
may be included selectively depending on the application.

Support tends to be transitive: if z supports y and y supports x, then z supports
x as well. This is not covered by the computational model in Sec. 3.2; therefore, a
third relation symbol is introduced, termed Ont (for “transitive On”), the properties
of which are derived from the axioms. Ont approximates the transitive closure of
On, but due to interactions with In it is not exactly the same.

Basic axioms

Support is antisymmetric – if A is supported by B then B cannot be supported by
A; the same applies to containment:

Ont(x, y) → ¬Ont(y, x) (3.6)

In(x, y) → ¬In(y, x) (3.7)

These axioms are eminently common-sense; their negation would imply a breach of
causality. Antisymmetry also entails irreflexivity: ¬Ont(x, x), ¬In(x, x).



38 CHAPTER 3. CONSTRUCTING MODELS FOR SPATIAL RELATIONS

Transitivity axioms

Direct support implies transitive support – this is part of the basic definition of
ONt:

On(x, y)→ Ont(x, y) (3.8)

Support is transitive – if y takes the weight of x, and z the weight of y, then
that will include x as well. The same holds analogously for containment; this is a
reasonable statement given simple geometry and the definition of In (the convex
hull of z contains the convex hull of y if y In z):

Ont(x, y) ∧Ont(y, z) → Ont(x, z) (3.9)

In(x, y) ∧ In(y, z) → In(x, z) (3.10)

Interchangeability axioms

These axioms are less absolute than the above, and might be left out in a given
application; they describe the interplay between the In and On relations.

Typically containment will physically prevent objects from sticking out. This
means supported objects will also be contained. This is termed the axiom of “gen-
erous containment”:

Ont(x, y) ∧ In(y, z)→ In(x, z) (3.11)

One consequence of this axiom is that geometrical containment may be violated
for In in some cases. Figure 3.14a illustrates, however, that we tend to extend the
use of the word “in” to these cases as well, because they largely preserve functional
relationships such as location control, confinement and so forth; hence the axiom
is intuitively justifiable.

The converse of the above is the axiom that states that “containment provides
support.” When an object is contained by another, as a rule it is prevented from
contact with outside objects and so must receive its supporting force directly or
indirectly from whatever is supporting the container, as illustrated in Figure 3.14b.

In(x, y) ∧Ont(y, z)→ Ont(x, z) (3.12)

An object must be supported directly by some object in order to be indirectly
supported. This is the necessary condition that corresponds to the sufficient con-
ditions in Eqs. (3.8), (3.9) and (3.12):

Ont(x, z)→
On(x, z)

∨ ∃y. (On(x, y) ∧Ont(y, z))
∨ ∃y. (In(x, y) ∧Ont(y, z))

(3.13)

Furthermore, every object must be supported by some other object:

∃y. (Ont(x, y) ∨ In(x, y)) (3.14)
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(a) The ball is “in” the bowl (b) The balls are “on” the table

Figure 3.14: Effect of interchangeability axioms

Hierarchy axioms

The hierarchy axioms ensure that the spatial relations form a tree-like structure,
which is useful for representation and reasoning.

The first axiom asserts uniqueness of (direct) support, i.e. an object can only
be directly supported by 1 other object:

On(x, y) ∧ (y 6= z)→ ¬On(x, z) (3.15)

The intuitive justification for this assumption is that an object most often is sub-
stantially supported by only one other object, and the majority of its support
nearly always comes from a single source. Applied to an atypical situation such as
in Figure 3.7, this would lead to one of the supporting objects being rejected as a
support. The following extends the unique-support assumption (3.15) to Ont:

Ont(x, y) ∧Ont(x, z)→ Ont(y, z) ∨Ont(z, y) (3.16)

Analogously, uniqueness can be stipulated for containment – in other words,
an object cannot be inside two other objects simultaneously, unless one of those
objects is also inside the other:

In(x, y) ∧ In(x, z)→ In(y, z) ∨ In(z, y) (3.17)

Although situations can be contrived wherein two containers overlap such that each
contains an object, while neither contains the other, such situations are uncommon
in practice. Functional relationships such as location control are also unlikely to be
present in such cases.

Using the relational axioms

The axioms proposed in the preceding sections are summarized in Table 3.1. They
are valuable when processing spatial knowledge on a qualitative level; a few exam-
ples are:
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Axiom Reference
Ont(x, y) → ¬Ont(y, x) 3.6

In(x, y) → ¬In(y, x) 3.7
On(x, y) → Ont(x, y) 3.8

Ont(x, y) ∧Ont(y, z) → Ont(x, z) 3.9
In(x, y) ∧ In(y, z) → In(x, z) 3.10

Ont(x, y) ∧ In(y, z) → In(x, z) 3.11
In(x, y) ∧Ont(y, z) → Ont(x, z) 3.12

Ont(x, z)→
On(x, z)

∨ ∃y. (On(x, y) ∧Ont(y, z))
∨ ∃y. (In(x, y) ∧Ont(y, z))

3.13

∃y. (Ont(x, y) ∨ In(x, y)) 3.14
On(x, y) ∧ (y 6= z) → ¬On(x, z) 3.15

Ont(x, y) ∧Ont(x, z) → Ont(y, z) ∨Ont(z, y) 3.16
In(x, y) ∧ In(x, z) → In(y, z) ∨ In(z, y) 3.17

Table 3.1: Summary of axioms for On, Ont, and In

• Transitivity and interchangeability axioms allow for deducing In and Ont
relations even where not directly given by the computational models.

• Incomplete and qualitative knowledge can be used to quantify the expected
location of objects and thus guide attention; for example, learning from dif-
ferent sources that “the bowl is on the table” and that “the apple is in the
bowl,” the robot might search for the table in order to help find the apple.

• Base-requirement (3.14) and hierarchy constraints provide the possibility of
learning about spatial relations through the process of elimination, given a
closed-world assumption – e.g., given an inexact observation of scene, it is
possible to find the most likely qualitative explanation for that observation
in terms of On and In (see Section 3.7).

• Hierarchy constraints furthermore ensure that relations form a tree-like struc-
ture and thus make for compact storage (only a few relations need be stored
whereas the rest can be deduced), as well as the potential for effectivizing
algorithms operating on this knowledge.

In a practical application, obviously a great deal of instance knowledge will
apply in addition to the axioms. Many pairs of objects will be patently impossible
in the context of On and In; a room cannot be “in” a desk, and that desk can
probably not be “on” an apple. Such commonsense knowledge can be added to the
knowledge base to reduce the space of possibilities. Also, for practical applications
some objects (such as the floor or the room) must be exempt from Eqs. 3.13 and
3.14, as an infinite number of objects would be required otherwise.
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on(o1, o2) on(o2, o3)

on(o1, o3)

f1 f2

f3

Figure 3.15: Factor graph representing “on” object relations connected through a
transitivity axiom

3.7 Probabilistic inference

In real-world scenarios, the information about objects perceived by a robot is in-
herently uncertain. This makes it important to provide the ability to transform the
axioms defining object relations into a form that permits probabilistic reasoning and
integration with probabilistic models such as directed or undirected probabilistic
graphs – see Bishop [10]. Here a probabilistic representation of axioms is intro-
duced, and it is shown that such a representation can be automatically generated
in accordance with the uncertain perception of a scene.

Factor-based Representation of Axioms

There is no straightforward way of defining a probabilistic interpretation of the
axiomatic system presented above. Except for the fact that configurations con-
tradicting the axioms perforce must have probability 0, nothing is said about the
relative likelihoods of permitted configurations. Expressing the axioms through con-
ditional probabilities as in e.g. a Bayes Net [10] will be non-trivial and potentially
inefficient, since the relationships expressed are not causal in nature and introduce
a great deal of circular cross-dependencies. Instead, the problem is better modeled
using undirected graphical models, such as Markov Random Fields (MRFs), which
place fewer constraints on how the axioms are represented and permit circular de-
pendencies. It is a common strategy to convert MRFs to factor graphs (Ksischang
et al. [56]) for the purpose of performing inference. Therefore, for simplicity, here
the representation of a scene is converted directly into factor graphs.

Factor graphs are bipartite graphical models, where random variables are rep-
resented using variable nodes, connected to each other not directly but via factor
nodes – see Fig. 3.15. Each factor node j defines a function on its connected vari-
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ables: fj(Xj); the joint probability is expressed as

p(x1, . . . , xn) =
∏
j

fj(Xj)

This factorization makes it easy to encode the various constraints provided by the
axioms. For example, if O is the set of objects, Eq. (3.8) becomes

∀〈o1, o2〉 ∈ {O ×O} : f(5) =

 0,
Ont(o1, o2)
∧¬On(o1, o2)

1, otherwise

Each axiom can similarly be modeled as a factor on every applicable tuple with a
value of 0 or 1. The tuples may prove intractable in some cases, such as Eq. (3.13).
Here, it may be necessary to reduce the set of tuples by heuristically excluding
combinations that are impossible, depending on the domain. One example of such
a heuristic, used in the following, is to divide objects into a group of base objects
(e.g. a table) and mobile objects (e.g. a book) and exclude from the model those
factors representing a base object being On or In any of the mobile objects.

Apart from these axiomatic factors, “probabilistic” factors can be introduced
on relations and tuples of relations for which probability needs to be modeled. An
example:

∀〈o1, o2〉 ∈ {O ×O} : f? =

 α1,
In(o1, o2)

∧ Book(o1)
∧ Library(o2)

α2, . . .

(3.18)

The above encodes the likelihood, all other things being equal, that objects of
various categories are inside containers of various other categories. Note that the
α:s are not probabilities per se; rather they are parameters that, in conjunction with
other factors, influence the probabilities of their associated tuples in a systematic
way. These parameters are prime candidates for learning. They might also be
influenced by other sources of knowledge such as commonsense knowledge about
typical man-made environments.

Automatic Generation of the Factor-based Representation

The above shows how to establish a direct correspondence between object relations
and factor graph variables as well as relation axioms and factor graph factors. This
can be used to design an automatic procedure converting an uncertain perception
of a visual scene into a probabilistic model that can reason on that scene.

The method takes as input the set of objects, enumerates all object pairs and
posits a relation for each pair and relation type. The algorithm subsequently in-
corporates observations of given object relations, obtained by analyzing the visual
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Figure 3.16: Data flow through the scene description estimation system

Figure 3.17: The uncertain observation of an object relation is included in the
factor graph as a unary factor on the variable observed.

input as outlined in Section 3.1. Those observations are provided in the form of
values in the range [0, 1] quantifying each of the perceived relations. The data flow
through the system is presented in Fig. 3.16.

The algorithm iterates over the possible relations and generates factor graph
variables accordingly. Then, it analyzes all relation sets matching any of the ax-
ioms specified in Section 3.6 and introduces an axiom factor for each of them. Fi-
nally, factors representing observations are generated for those relations for which
observations are available (Fig. 3.17). The following section demonstrates that the
resulting representation may be successfully applied to the problem of estimating
real-world scenes in the presence of uncertain perception.

3.8 Experiments: Spatial inference

In order to show how the system proposed in the preceding sections could be used
in robotics applications it was implemented on the same mobile robotic system as
that used in Section 3.4. The geometries of the objects were assumed to be known
in advance, but not their positions nor the qualitative relations between them.

Given the estimated poses and the known geometries of the detected objects, the
perceived values for the functions On and In were computed as described in Sec-
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(a) Example 1 – “A on B on C”

(b) Example 2 – “A on B in C”

Figure 3.18: Examples of consistent scene evaluation (Evaluations in Table 3.2)

tion 3.1. Because of noise in the pose estimates, the values obtained varied within
the continuous range [0, 1]. Figure 3.18 shows examples of scenes and Table 3.2 the
extracted relation values.

Using the set of detected objects and their perceived relation values, the scene
was instantiated as a factor graph (Section 3.7), with each possible relation pair
In(x, y), On(x, y), Ont(x, y) instantiated as a node in the graph, along with the
axioms – except that the box “C” was considered a “base object,” exempting it
from appearing as the first argument in any relation and from needing a support.

The observed values of On and In were included as well, as unary factors
working on the corresponding nodes. In all, up to 40 factors connecting 12 variable
nodes were instantiated for each scene. Using the inference engine from the libDAI
package by Mooij [82], a maximum a posteriori (MAP) estimate was then obtained.
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Results

Figure 3.18 shows two examples of scenes for which visual processing and inference
were performed. The wireframe boxes indicate the object tracker’s estimated pose
of each object. Table 3.2 shows the perceived as well as the inferred values for the
relations.

Example 1 Example 2
Perc. Inferred Perc. Inferred

On(A,B) 92.5% True 98.9% True
Ont(A,B) True1 True1

In(A,B) 0% False 0% False
On(A,C) 4.4% False 95.2% False4

Ont(A,C) True2 False
In(A,C) 0% False 16.2% True3

On(B,A) 0% False 2.1% False
Ont(B,A) False False
In(B,A) 0% False 0% False
On(B,C) 96.4% True 1.7% False
Ont(B,C) True1 False
In(B,C) 0% False 99.9% True

Table 3.2: Example 1, 2 evaluation. “Perc.” signifies perceived value, “Inferred”
the truth value produced by the inference process.

1Using Eq. 3.8. 2Using Eq. 3.9. 3Using Eq. 3.11. 4Using Eq. 3.16.

Note that the resulting MAP solutions obey the axioms. In Example 1, it can
be seen that Ont is deduced in accordance with Eqs. 3.8, 3.9. Example 2 shows
the effect of the interchangeability and hierarchy axioms. Here, both On(A,B) and
On(A,C) are indicated by vision, but Eq. 3.16 forbids them to be true simultane-
ously, unless Ont(B,C). Since A already has a support, B, On(A,C) is inferred to
be false rather than setting On(B,C) to true. Note also that In(A,C) is made true
by Eq. 3.11.

In Example 3 (Figure 3.19), failure to recognize an object means that the object
B is seemingly without a proper support. Nevertheless, Eq. 3.14 causes On(B,C)
to be inferred as the only consistent explanation.

It is seen that the proposed method does indeed produce consistent qualitative
descriptions of a scene, even in the presence of uncertainty, helping to bridge the
gap between sensors and metric representations on the one hand and high-level
reasoning on the other.
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Per Inf
On(B,C) 36.9% True
Ont(B,C) True
In(B,C) 0% False

Figure 3.19: Example 3 – an ambiguous scene

3.9 Discussion

In this chapter I have constructed models for spatial knowledge from first princi-
ples of functionality. Firstly, the topological spatial relations “on” and “in” were
modeled based on results from psycholinguistics that point to support and contain-
ment as determinants for those concepts. Secondly, an axiomatic system for the
spatial relations was suggested, which can be used to infer spatial information that
is not directly observed. Both representations were evaluated on real-world scenes
and yield intuitively acceptable results. The former is put to the test in a more
thorough way as a component of the object search system presented in Chapter 6.

There are many obvious extensions to this work. One avenue of inquiry is
integrating the concepts with computational linguistics, which is appropriate since
the this work draws inspiration from language. Spatial relations are important
for giving instructions or asking questions about objects; this work should help a
robot determine which questions to ask and how to incorporate the answers into
its knowledge. As for the axioms, a natural next step is to use them to infer the
relations likely to hold in a scene and thus create priors for unseen objects, or to
aid in tracking.

The precise behavior of the spatial relation models presented in this chapter
depends on a set of numerical parameters. In the above, they have been selected
by hand so as to yield outputs that are acceptable in human terms – however, this
is something that should in general be avoided. Hand- tuned models require extra
work by the designer, and they entail a rigidity and a potential for over-fitting that
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make the approach less reliable and generalizable. Hence, it is highly desirable to
consider how models for functional spatial knowledge might be learned by an agent
through experience with the world and the way it responds to its actions as it tries
to carry out its various tasks. Chapter 5 focuses on this exact problem.

Obviously, this chapter has only scratched the surface of the rich repertoire of
spatial relations that humans use. Although the schemata of support and con-
tainment are doubtless very crucial, many others as important remain unmodeled.
The treatment of “on” and “in” should be applied to a wider selection of spatial
relations, with no restriction to topological relations, and using any psycholinguis-
tic and other evidence on human functional conceptualization that is available.
Any reasoning using other spatial relations should take into account their inherent
functional aspects just as has been the case in this work, so as to maintain the
connection between the abstract symbols and their usefulness in the real world.





Chapter 4

Function-based segmentation of
space

The models discussed in the preceding chapter were concerned with small-scale,
perceptually immediate relationships, such as are relevant to an agent manipulating
or examining objects on a table top or similar scenario – in other words, describing
aspects of spatial understanding whose functions relate to tasks that involve using
the arms or perhaps moving the eyes or the head.

For some robots, this is all that is available; however, many intended appli-
cations for autonomous robots perforce involve mobile robots, that is, robots for
which functionality relating to the movement of the whole platform is a priority.
Higher organisms maintain some type of internal representation of the world be-
yond what is perceptible at any one time, and robots too need the same in order
to find objects or people, and to communicate. Just as is the case for small-scale
space, the organization of large-scale space has a profound effect on its functional
properties as experienced by agents within it. This chapter, then, is dedicated to
the representation of functional structure in large-scale space.

Related work

Mapping for robotics purposes is a well-researched field. This is especially true for
metric maps used in exact localization, where research into the combined problem of
simultaneous localization and mapping (SLAM) has seen great progress, producing
solutions that can fuse data from different sensor modalities, build highly accurate
maps of obstacles and free space and use them to pinpoint the robot’s location over
long periods of time and large scales, and in real time.

However, such models do not correspond very well to the way humans seem to
represent space; we are notoriously bad at maintaining exact metric relationships
between points in space, yet we navigate quite well – at least in familiar environ-
ments. Mallot and Franz [75] survey results on the navigation strategies used by
animals and point out that the question seldom is “Where am I?” but rather “How

49
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do I get there?” In other words, movement is the functional crux of large-scale
spatial representation. This observation has led some to approach mapping in ways
that de-emphasize metric accuracy in favor of topological and movement-functional
information. Filliat and Meyer [35] provide an overview of the issues involved and
the requirements placed on maps for navigation in biological as well as robotic
agents.

Kuipers [59] argues that metric maps are not sufficient as cognitive represen-
tations because they need information that is not available to agents, or else too
expensive to compute. Instead he focuses on the representation of topological con-
nections between places, and of the paths that allow travel between them. The
concept is developed in the Spatial Semantic Hierarchy (SSH; Kuipers [60]), where
low-level movement actions implicitly structure the world into distinct states, and
a topological map is built from the experience of moving between those states, with
metrical (or “survey”) information a high-level outcome rather than a fundamental
component.

The RatSLAM system by Milford et al. [80] attempts to imitate the brain struc-
ture that supports basic navigation in rats, by using a neural network where “view
cells,” sensitive to specific vantage points in the world are associated with “pose
cells.” In moving around, associations are formed between pose cells as well, lead-
ing to a map which has topological consistency without necessarily having to be
metrically accurate.

Places

The framework to be described in the sequel relies crucially on the existence of a
subdivision of space into small, discrete portions, or places. Thus it is useful to
consider how previous work has gone about defining discrete places in maps.

Tuan [125] expresses it thus:

Place is a special kind of object. It is a concretion of value, though not
a valued thing that can be handled or carried about easily; it is an object
in which one can dwell.

That is, a place is a unit of space in which an agent has some reason to dwell – a
part of space that is functionally distinct from others. The main variable in how
places are treated in the literature is on which criteria one place is distinguished
from another. Some treatments focus on functional navigational distinctions – i.e.
places are distinct if they offer qualitatively different choices of how to move. The
SSH, mentioned above, subdivides space in terms of the “catchment basins” of
specific control laws; an agent performs “hill-climbing” trying to maximize some
distinctiveness measure, and those points that lead to the same maximum belong
to the same place. In a later version (Jordan et al. [51]), local metric maps are used
instead: constriction points are designated as gateways, and a places is character-
ized by having more than 2 gateways – that is, allowing the agent a choice of path
(a functional distinction).
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In a similar approach, Simhon and Dudek [109] also represent places locally as
metric maps, termed “islands of reliability” but here the places are created on the
basis of a quantitative measure of how well the local features support some given
task, i.e. function.

Others take a view of places as mainly distinguished by perceptual differenti-
ation. The PLAN framework by Chown et al. [18] groups space according to the
sets of landmarks that are salient, forming regions, which in turn are connected to
form “region maps”; similarly, Balkenius [5] describes navigation by view-fields as-
sembled into place-fields, which are in turn combined into a topological map, while
Langley et al. [64] use similarity classes between evidence grids built from sonar
data.

Pronobis et al. [98] describe a general framework where “scenes” are defined as
regions of space that are perceptually distinguishable, and places are scenes which
can further be distinguished by their spatial relationships.

Finally, some take more pragmatic engineering-oriented, rather than function-
ally motivated, approaches to the subdivision of space. In these cases, the word
“node” is often substituted for “place.” Friedman et al. [39] create a graph from the
Voronoi diagram of a 2-D metric map. This encapsulates the fact that junctions
in the Voronoi diagram correspond to intersections – in other words, choice points.
However not all nodes in this graph correspond to junctions. Mart́ınez Mozos et
al. [85] present a system where a topological map is created through subdividing
space at gateway nodes, corresponding to doorways detected by laser scanner, and
classifying individual regions using statistical features of laser scans. The system
can then interact with a human using the information in the map together with
hard-coded common-sense ontology.

For the following I have also chosen a node-based graphical representation as a
foundation. In this case the graph represents the movements of a robot through
space as it builds the map, similar to Rocha et al. [106]. In this way, each place is
implicitly representing the fact that it is navigable for the robot – but no explicit
functional distinction exists between them. The task, then, is to group this “pre-
segmentation” of places into larger units that are separated by functional criteria.
Other types of units might have been used, such as cells in an occupancy grid (large
or small), but navigation nodes have a more straightforward functional interpreta-
tion – being “objects where the robot can dwell” in Tuan’s terms, above1 – as well
as being relatively few in number which is a useful property in practice.

Function and maps

This work is especially oriented towards functional aspects of spatial representation.
Compared to the field of exact metric mapping, as well as semantic mapping using
human-imposed semantics, this has received relatively little attention. One notable
exception is Kuhn [58], who examines conceptual integration; that is, how different

1Or, at least, that the robot can visit
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concepts are combined into new ones by combining their constituent properties,
some of them functional. As an example he uses “boathouse” and “houseboat,”
both of which are created by bringing together the concepts of “house” and “boat,”
but where the functional properties (affordances) derive mostly from “house” in
“boathouse” and from “boat” in “houseboat.” In the following I also attempt to
combine such properties into concepts, although in a more pragmatic fashion.

In Dornhege and Kleiner [29] one functional property, navigability, is used to
segment out and classify regions of a map, producing a high-level “behavior map.”
A planner can then use this map to create a plan of action for a mobile robot,
taking into account its movement skills.

Fedrizzi et al. [33] use “Action-related places,” a place concept tied to success
or failure at performing object grasping, to make efficient plans for object manipu-
lation on a mobile-robot. Zender et al. [136] describe a robot programmed to follow
a user around, without getting in their way, and use information about places’
functional role – specifically, doors and corridors – to anticipate the human’s likely
actions.

Language and maps

Part of the following is also concerned with finding the referent of spatial expres-
sions in language. Here there is considerable prior work, especially regarding route
description – e.g. by Kollar et al. [55], who also use an energy optimization method
to determine referents for an expression, and Mandel et al. [76], who choose the
referent from among Voronoi nodes using fuzzy functions. A third example is Shi et
al. [108] where “qualitative spatial actions” – such as turning in place or traveling
until some condition is met – are used as primitives that are assembled into a tree
structure which represents a route description and can be evaluated quantitatively
to find the best fit in the map. Being concerned with route descriptions, the above
work does not deal with the labeling or segmentation of maps.

Zender et al. [138] likewise deal with determining spatial entities referred to by
a speaker. Here too, the set of potential referents is assumed to be given. An
expression is divided into “discriminative” and “attention-directing” parts, where
the former serves to separate out a referent from among similar entities, while
the latter helps locate a referent in the first place. “Topological abstraction” is
suggested as a solution for when a reference can’t be found in the current context, by
moving up step by step through a spatial scale hierarchy until a context encompasses
the referent. In Kelleher and Kruijff [52] referring expressions are generated in
context, by selecting the smallest set of properties that discriminate the object
from any distractors in the context (treating topological relations as “cheaper” to
include than projective relations).

Interactive systems for interfacing with map representations, using descriptions
similar to those used herein, have also been put forth. In Egenhofer [31] a system
is presented that allows a user to make sketches and use them to query a map
database. Abstract spatial relations are evaluated between the sketched entities
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and the database is searched for a match. Similarly but in the opposite direction,
as it were, DeVault and Stone [27] demonstrate a drawing application which can
make context-dependent interpretations of vague words like “long” or “small” and
realize them graphically.

Segmentation methods

Segmentation has seen its largest amount of interest within the field of image pro-
cessing and computer vision, where pixels – each without any distinctive meaning
in itself – are grouped into clusters that hopefully correspond to objects to which
a semantic class can be assigned. The problem is summarized by Ladický et al.
[62] who give an overview of the use of Conditional random fields (CRFs) in seg-
mentation. Inspired by statistical physics, a “Gibbs energy” is assigned to every
possible configuration, such that the lower the energy the more probable that con-
figuration is. The segmentation problem then becomes a matter of minimizing the
energy. The energy is a sum of independent contributions from single pixels (for
example, assigning a red-colored pixel an “apple” label might carry a low energy
cost, whereas a blue pixel has a high cost for the same assignment) as well as pairs
of pixels and even larger groups or “cliques.”

Often, higher-order potentials than unary or binary are shown to increase the
quality of segmentations, because they can encode large-scale or global information
that does not apply locally. For example, Nowozin and Lampert [87] improve
segmentation outcomes by adding the global constraint that a labeling should be
connected. Delong et al. [26] similarly introduce a high-level penalty energy on the
number of active labels, in order to keep the number of segments small. Some, such
as Kohli et al. [53] also use hierarchical methods, where many pixels are grouped
together into “superpixels” which impose their own unary and binary costs. The
superpixels, and thus the potentials defined on them, do as a rule have to be fixed
at the outset, however. An attempt to get around this is proposed by Kumar and
Koller [61], who add a degree of flexibility by combining different overlapping sets
of superpixels; nevertheless, the higher-order potentials are still restricted in the
regions they are able to be computed on.

Because of the restrictions on high-level potentials present in standard CRF
methods, in this work I have eschewed the CRF formalism for a more stochastic
approach using simulated annealing; however, the energy optimization formulation
remains.

Semantic segmentation in maps

I am not the first to attempt to group small parts of a map into larger semantic
units. Diosi et al. [28] use the watershed algorithm to segment grid maps, guided
by markers set at points where person speaks to the robot, thus producing a seg-
mentation according to an externally imposed semantics. Vasudevan et al. [128]
perform place classification, then place recognition, using semantic and spatial re-
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(a) Initial node set (b) Segmented regions

Figure 4.1: Results of segmentation by Friedman et al. [39] [With permission]

lations between objects (including doors). Pronobis et al. [97] use laser scanner
features and different kinds of visual cues to categorize space but rely on detected
doors for the segmentation itself.

Perhaps the most closely related previous work to that presented here is by
Friedman et al. [39]. In it, as mentioned above, Voronoi diagrams are used to
produce a node graph from a 2-D map. These nodes are then used in a CRF
segmentation algorithm to produce separate regions of space. Many different po-
tentials are used: unary ones, such as shape features, distance to closest obstacle,
local curvature; and binary ones, including the degree of spatial compatibility be-
tween assigned place types. Even quaternary potentials are used for junction nodes.
Inference is performed using loopy belief propagation, and the model as a whole
is trained on labelings performed by humans. The results are impressive (see Fig-
ure 4.1); however, the approach is sensitive to the locations of junctions, tends to
over-segment the corridor, and does not allow for the easy addition of new dis-
tinctive functional criteria. By contrast, the framework I propose is very flexible
and capable of incorporating arbitrary functional constraints, to produce a map
segmentation that is context-sensitive.

4.1 Framework for functional labeling of space

The problem is the following: given a 2-dimensional map of an environment, in-
cluding a pre-segmentation of that map into a number of small units, “places,” find
a combination of clusters of places and labels for these clusters such that each label
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appropriately describes the functional features of the associated place cluster. The
map that is given may contain various additional information, such as occupancy
data, paths existing between places, and objects associated with places.

Basic definitions

The set of all places in the map is termed P. A region R is a set of places:
R = {p ∈ P}.

A label L is a linguistic symbol corresponding to a region’s perceived purpose.
Labels used in the following are “room,” “corridor,” “entrance,” “kitchen,” “office.”

A relational label is a label that additionally refers to another region by its
definition. Of the above, “entrance” is relational; an entrance is always an entrance
to something.

A labeling L is a set of 3-tuples, each consisting of a region Ri, a label for that
region Li, and a relational index ki indicating which other region the label relates
to if it is relational. The regions are subject to the constraint that each place in P
is in exactly one region:

L = {〈Ri, Li, ki〉},


⋃
Ri = P

Ri ∩Rj = ∅,∀i 6= j
1 ≤ ki ≤ |L|

The number of regions (and hence tuples) is variable (but cannot exceed |P|). Note
that it is quite possible that many regions in a labeling are assigned the same label;
hence a labeling can differentiate between e.g. one corridor and another in the same
map – which is not usually the case with graphical models for segmentation.

Energy function

Every 3-tuple in a labeling has an associated energy, representing how well that
particular label describes that particular group of places. A higher energy means a
better fit (that is, the labeling is formulated as an energy maximization problem).

E (〈Ri, Li, ki〉) = f(Ri, Li, ki,L) ∈ [0, |Ri|] (4.1)

Note that the energy depends on the entire labeling in general. It also depends on
the map; however, that is considered a constant here and left out of the notation.
Because the number and size of regions can vary arbitrarily, in order to avoid any
bias either for large or for small regions the label energies should be proportional
to the size of the region, |R|, other things being equal, and the average energy per
place be within [0, 1].

The energy function is the sum of the energies of each region in the labeling:

E(L) =
∑
i

E (〈Ri, Li, ki〉) (4.2)
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The energies assigned to a label for a given region should correspond to the
degree to which that region possesses the functional features that define that label.
Features are combined in a weighted sum, where the weights may be negative:

E(〈Ri, Li, ki〉) =

= max

{
0,
∑
l

wl(Li)φl(〈Ri, Li, ki〉)

}
(4.3)

where φl is the value of the lth feature, and wl(Li) is the weight assigned that
feature for label Li. For example, the feature of allowing food preparation has a
positive weight for the kitchen label. The label energy is bounded from below to 0,
and the weights and features must be such that the per-place energy is in [0, 1] as
mentioned previously.

Labels

Below is a list of the labels used for the experiments in this work, followed by the
formulation of the functional features used. The description is headed by a com-
monsense definition taken from The Oxford English Dictionary (OED) Online [91].

Room: “A compartment within a building enclosed by walls or partitions, floor
and ceiling, esp. (freq. with distinguishing word) one set aside for a speci-
fied purpose; (with possessive) a person’s private chamber or office within a
house, workplace, etc. [. . . ]” The functional aspects focused on in the follow-
ing are the enclosure of a room and the specified purpose associated with it
(the ownership angle is beyond the scope of this thesis as it entails social con-
siderations besides purely spatial ones). Enclosure affords a room protection
from outside disturbances and influences, and helps an agent form a definite
boundary when speaking or thinking about a region.

The room also supports some purpose or task for agents who are in it, which
it will typically do through some object or set of objects located in the room,
with which an agent interacts. If a portion of the room is obscured from
the rest then any objects in that portion will not contribute to the perceived
function (affordance) of the room; thus regions which are mutually visible
will tend to belong to the same room and vice versa. This is encapsulated in
a feature that will be referred to as perceptual convexity, meaning that each
place in the room is visible from the others.

Corridor: “A main passage in a large building, upon which in its course many
apartments open.” Here, the functional aspect implied is connecting, i.e. a
corridor serves as a main route of communication between different parts of
the map.

Kitchen: “That room or part of a house in which food is cooked; a place fitted with
the apparatus for cooking.” The focus is here on the function of cooking, as
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supported by specific objects. Having room-like features is also of relevance,
although not stated as an absolute requirement.

Office: “A room, set of rooms, or building used as a place of business for non-
manual work; a room or department for clerical or administrative work. [. . . ]”
In this case the function is that of work, specifically non-manual work. Again,
room attributes appear as non-essential aspects of the term.

Entrance: “That by which anything is entered, whether open or closed; a door,
gate, avenue, passage; the mouth (of a river). Also, the point at which any-
thing enters or is entered.” Evidently entering is the key aspect here.

Features

The above labels make use of the following set of function-related features:

Enclosed: The “enclosed” feature rewards labelings where room-labeled regions
are compact and largely delineated by walls. It is defined as a function of the
region’s total outer boundary length, Btotal, and the length Bexternal of any
boundaries it shares with other regions:

φencl = |R|
(

1− Bexternal(R)

Btotal(R)

)
(4.4)

The |R| factor ensures the energy grows as the size of the region. An example
illustrating this computation can be found in Figure 4.4c.

Perceptually convex: The measure of perceptual convexity within a region is

φperc =

∑
〈p,p′〉∈R×R V is(p, p

′)

|R| − 1
(4.5)

where

V is(p, p′) =

{
1, if p and p′ are visible from each other
0, otherwise

Again, the |R| − 1 term is in order to normalize the energy to the order of
the size of the region.

Connecting: The connecting function of corridors is evaluated in the following
way: For each place in the prospective corridor, count the number of paths in
the map that pass through that place, and sum this number over all places in
the region. “Path” here means the shortest path between any pair of places
in the map as a whole. This way, places that are crossed by many paths in the
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map contribute strongly to the connecting function of a region, while “dead
ends” do not contribute at all. The feature can be expressed:

φconn =
∑
p∈R

〈pfrom,pto〉∈P×P

C(p, pfrom, pto)

Cmax
(4.6)

where

C(p, pfrom, pto) =


1,

if p 6= pfrom, p 6= pto

and p is on the shortest
path between pfrom and pto

0, otherwise

Cmax is a normalizing constant equal to the highest value, for any single
p, of

∑
〈pfrom,pto〉 C(p, pfrom, pto). Note that this formulation makes φconn

independent of the labeling, and so it does not need to be recalculated during
the energy maximization process.

Entering: The entering feature is similarly defined to the connecting feature, but
focuses on a specific “entered” region, i.e. the region specified by the relational
index ki. Only paths leading from elsewhere in the map and ending inside
that region are counted, and each path only counts once for the whole region
(not once per place it passes):

φent,ki =
∑

pto∈Rki

pfrom∈P\Ri

C(Ri, pfrom, pto)
|Rki ||P \ Ri|

(4.7)

where C(Ri, pfrom, pto) is 1 if any place in Ri is on the shortest path between
pfrom and pto, and 0 otherwise.

Food-preparing: The potential of food preparation is here modeled as a function
of the distance to objects needed for the task. Two objects are taken as
determinants: “refrigerator” and “stove.”2 The value falls off as a sigmoid
with the navigation distance (the number of nodes an agent would need to
move):

φfood =
∑
p∈R

1

1 + α

(
1 + C

ed1(p)/B + C
+ α

1 + C

ed2(p)/B + C

)
(4.8)

2This should only be regarded as an illustration; which objects support the “food-preparing”
and “working” functionalities, and others, should properly be grounded in either the robot’s or
humans’ actual food-preparing activities and the requirements thereof; this is future work.
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where B and C are constants determining the shape of the sigmoid, and d1
is whichever distance (stove or refrigerator) is smaller, d2 the larger. This
formulation allows a non-zero value even if one object is missing entirely. The
parameter α determines the relative influence of d1 and d2; α = 1 means the
average is used, 0 that the most distant object determines the value entirely.
Below α = 0.3 is used.

Working: The working feature is treated analogously to the food-preparing feature,
except that there is only one object, “desk” and so only one corresponding
term in Eq. 4.8.

Penalty features: As was noted above, the “office” and “kitchen” labels may
optionally have the features of a room as well. However, merely adding the
room-like features (Enclosed and Perceptually convex) with positive weights
to e.g. the office label will have the undesirable result that a region that is
very room-like will, as a result, seem substantially office-like even if it has no
Working feature whatsoever.

Therefore I introduce two “penalty features,” “Not enclosed” and “Not per-
ceptually convex.” Whereas the φ encode “goodness of fit,” these penalty
features represent “mismatch” and are simply |R|−φencl and |R|−φperc, re-
spectively (recall that φ ∈ [0, |R|]). By adding these penalty features with a
negative weight, regions that are not room-like merely incur a limited penalty
to their energy, while room-like regions do not receive any undue “bonus” to
their “office” or “kitchen” energy.

Label energy functions

The energy functions for each of the 5 labels is the sum of the relevant feature values
(as in Eq. 4.2), with attached weights. The weights are values between -1 and 1;
the functional criteria defining a label have weights that sum to 1, and functions
that conflict with them have weights below zero. If the label’s energy sums to less
than 0, it is set to 0. Table 4.1 shows the weights used in the following experiments.

In addition a constant energy penalty is added for each region, depending on
label; below, all labels use a penalty of 0 except the corridor label, for which it
is 0.1 per region – this small bias causes corridors to preferentially cluster many
places into a single corridor rather than several smaller ones (otherwise the total
energy is indifferent to size).

The above values were selected manually, though no fine-tuning was performed.
The weights would be a suitable object for learning in future work.

4.2 Referring expression matching

Maximizing the energy described above serves to produce a context-less labeling of
the map. In the following it is explained how a spatial referring expression, such
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Room Corridor Kitchen Office Entrance
Enclosed 3/4
Perc. convex 1/4
Not enclosed −3/8 −3/8
Not perc. convex −1/8 −1/8
Connecting -1 1 -1 -1 -1/5
Entering 1
Food -1 1 -1 -1/5
Working -1 -1 1 -1/5

Table 4.1: Label feature weights used in segmentation experiments

as “the room next to the corridor,” can be matched to a part of the map using the
same framework.

A description D consists of a set of attributes and an n-tuple of regions taken
from a labeling, each called an operand. n is called the arity of the description.
Attributes are similar to labels, but may be defined on more than one region. Each
attribute is associated with some subset of the descriptions’ n-tuple.

The example “the room next to the corridor” is of arity 2 and has 3 attributes:

1. Region 1 should be labeled “Corridor” (unary)

2. Region 1 and region 2 should be neighbors (binary)

3. Region 2 should be labeled “Room” (unary)

Attributes each evaluate to a number ai ∈ [0, 1], and their geometric mean is
taken as the “fit” of the description:

F (D) = m
√
a1 . . . am ∈ [0, 1] (4.9)

where m is the number of attributes. The energy of the description is the product
of its fit and the energy of the corresponding labeling:

E (D) = ηF (D)E (L) (4.10)

where η is a weight constant that determines how strongly the description influences
the labeling. This energy is added to that of the labeling itself, and when this sum
is maximized it will tend to assign the n-tuple to regions from the labeling which
possess all the attributes – which may change the labeling such that there exists a
match, by for example reinterpreting two otherwise separate rooms as a single large
room. This effect is desirable, because the description implicitly injects information
that the context-free labeling does not have access to about e.g. how a human user
conceptualizes different parts of the map. The value of the weight constant η will
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in general depend on the application and the linguistic context; η = 0.1 is used
here.

Attributes implemented for the experiments below include:

• Operand region A should have a specific label

• Operand region A should contain a specific place p∗ in the map

• Operand region A should be large

• Operand region A should be located toward a given direction in the map

• Operand region A should be located in a given direction relative to operand
region B

• Operand region A should have its relational index k set to operand region B

4.3 Experiments

This section describes experiments done using the above framework, operating on
three grid maps, based on publicly available datasets obtained from the Robotics
Data Set Repository (Radish) [48]: FR079, Intel and SDR (see Figure 4.2). The
FR07 and Intel maps were obtained from Burgard et al. [15]. The maps were orig-
inally of a probabilistic format, where each cell was associated with a probability-
of-occupancy between 0 and 1. For the purposes of these experiments, the maps
were thresholded so as to yield a purely binary grid, and a morphological closure
operation performed to eliminate spurious holes in walls.

(a) FR079 (b) Intel (c) SDR

Figure 4.2: Maps used in experiments, after thresholding and morphological closure
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In order to obtain the initial pre-segmentation of places P that the framework
needs, a set of nodes and connections were added manually in the manner of an
exploring robot to produce a graph similar to e.g. Mozos et al. [85]; see Figure 4.3.

(a) FR079 (b) Intel (c) SDR

Figure 4.3: Maps with navigation nodes added. Lines indicate navigable connec-
tions. Object annotations are shown as well: A circle represents a refrigerator
object; an x, a stove; a black square, a desk.

Each free grid cell was then assigned to the closest node; “closest” here was
defined in terms of the number of 4-connected steps through unoccupied space;
thus the region associated with a node was constrained by walls in the grid map,
except where the original data left holes. Each node, together with its associated
set of grid cells was considered a place. A maximum distance (50 cells) was used,
meaning some cells were left unassigned. These were treated as occupied.

This representation was then used to compute the boundary lengths used in
Sec. 4.1, by counting the number of cells adjacent to cells that were in other places
or occupied. The process of assigning grid cells to nodes and computing boundaries
is illustrated in Figure 4.4. Note the cells left unassigned (white) through being
more than 50 cells distant from a node. Figure 4.5 shows the result of the initial
pre-segmentation for the three maps.

In addition to the places’ associated cells, objects were also assigned manually
to places in two of the three maps, for the purpose of illustrating their effect on the
segmentation (no object annotation data was available for the maps). The SDR
map was left without objects. The locations chosen can be found in Figure 4.3.
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(a) Detail of grid map with
nodes

(b) Assignment of cells to
closest node

(c) Edge lengths (computed
for the blue place)

Figure 4.4: Process of assigning cells to closest node, and computing edge lengths
for use with the enclosed feature (Eq. 4.4): for the blue-colored place, the high-
lighted cells (yellow) contribute to Bexternal, while all edge cells (yellow and violet)
contribute to Btotal. Note that the yellow cells only count wherever that border
separates two regions, not just two places.

(a) FR079 (b) Intel (c) SDR

Figure 4.5: Grid map initial pre-segmentation, with cells assigned to places
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Energy maximization

The high-level features making up the energy function, with variable-sized cliques
and energies that are not local but depend on the entire labeling, mean that stan-
dard graphical solving methods cannot be used. Instead a stochastic method, sim-
ulated annealing, was found to provide adequate optimization. Simulated annealing
works by making random moves, and may move against the energy gradient – and
so escape local minima – but does so with a probability that decreases as time
passes; see Algorithm 1.

Algorithm 1 Energy maximization procedure

T := Tstart
while T > Tend do
Lnew := perturb(Lcur)
if E(Lnew) > E(Lcur) then
paccept := 1

else
paccept := exp

(
E(Lnew)−E(Lcur)

T

)
end if
if rand() < paccept then
Lcur := Lnew

end if
T := T · κ

end while

All experiments used Tstart = 2 and Tend = 0.001. κ was varied; see Section 4.4.
The perturb procedure changes the labeling using one of the following moves,

picked at random:

1. Transfer : A donor region is picked at random, and a receiver region is picked
from among the donor’s neighbors. Places are transferred from the donor
to the receiver until a random trigger stops it, or there remain no further
candidates to transfer.

2. Split : A seed place is picked at random from the map, and another seed is
picked from the neighbors of that place within the same region. The two
seeds then grow competitively within the region, until a random trigger stops
the process or no further candidates remain. Finally one of the grown seeds
is picked at random to generate a new region with a random label; the rest
of the old region is left unchanged.

3. Relabel : A random region is picked and given a random new label.

4. Reassign index : The relational index ki of a relational label is set to a new
random region
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5. Reassign description: If a description is being used, one of its operands is
changed to a new random region

Note that nothing in these rules keeps a region from becoming disconnected in the
process. Maintaining a region’s integrity comes out of the energy maximization.

After each perturb move above (except #5), additionally the description – if
one is in use – is locally optimized by taking each of the regions that was affected
by the change, and trying it in the place of each current operand in turn, to see
if the description’s value is improved by switching. This is done before paccept is
computed, and permits the description to effectively steer the labeling toward an
optimum for both description and labels. Figure 4.6 shows the progression of energy
values for each of the three maps during one maximization run.
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(b) “Intel”
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(c) “SDR”

Figure 4.6: Progress of energy optimization for a single run. κ = 0.9998.

4.4 Results

For each segmentation or description matching problem, the algorithm was run 5
times with a cooling down rate of κ = 0.999, 5 times with κ = 0.9995 and 5 times
with κ = 0.9998, leading to step counts between 8 000 and 40 000. The output
associated with the highest final energy out of the 15 was chosen for presentation.

Figure 4.7 shows the result of a context-less segmentation of the three maps.
For the most part, the result accords with what a human might come up with.
Some corridors in the upper half of the SDR map are mislabeled as rooms, prob-
ably because the many loops make for many alternative paths that “dilute” the
connecting feature compared to the southern corridor. This might be remedied by
normalizing that feature more locally.

Note that this segmentation comes about purely from commonsense functional
semantics, without the training of perceptual models, heuristics such as detected
doorways or explicit tagging by humans.
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(a) FR079 map (b) SDR map

(c) Intel map

Figure 4.7: Labeling of regions. Grey signifies rooms, blue corridors, purple offices,
and yellow entrances. Arrows indicate the relational indices, i.e. the region an
entrance leads into. Red lines delimit regions.
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In some cases, there are two or more separate entrance regions into the same
region right next to each other. There is no mechanism to enforce the uniqueness of
entrances; in the future it might be interesting to investigate ways of accomplishing
this, while avoiding any reliance on heuristics lacking functional interpretation.

A notable detail is that the kitchen objects in the FR07 map do not give rise to
a “kitchen” label, nor does the office object in the same room lead to the creation
of an “office” – it is “cheaper” to label it as a single room. By contrast, as is shown
in the following section, when a context is imposed that requires a kitchen or an
office, the system splits the room into its two functionally distinct parts.

Description resolution

Below are some examples of reference resolution performed on the maps. They
demonstrate that the functional framework can provide both flexibility and sim-
plicity to spatial reference resolution. The labelings are shown in Figure 4.8.

For expressions like “the eastern corridor,” there is an implication that there
are more corridors than one, and that the intended referent is the easternmost.
This is encoded in an expression with two operands, the first being the intended
referent, the other a “contrast region” (from the more general term “contrast set”
used in e.g. Zender and Kruijff [137]). In matching “the eastern corridor,” both
operands receive the “corridor” label, and in addition there is a binary attribute
for “east of.” This will tend to pick out the easternmost corridor as referent and
the westernmost as contrast.

1. Fig. 4.8a: “The eastern corridor” (Operand B: Labeled “corridor”; operand
A: Labeled “corridor,” large in size, located east of B. B is a contrast region.)

The result is a compromise between size and “easterliness,” and causes the
corridor to be subdivided accordingly (cf. Fig. 4.7c). The contrast region is as
far to the west as possible while staying a corridor; since it has no size bias it
remains small (it is the average “westerliness” of the constituent places that
counts).

2. Fig. 4.8b: “Entrance to a kitchen” (Operand A: labeled “entrance,” relational
index must point to B; Operand B: labeled “kitchen”).

Note how the description enforces the creation of an entrance as well as the
subdivision of the room (cf. Fig. 4.7a) into “kitchen” and “office.”

3. Fig. 4.8c: “A south-easterly room” (Operand A: Labeled “room,” south-east
in the map). Here, no contrast set is used (the article “a” does not imply
any) but instead it is the absolute position in the map that counts.

4. Fig. 4.8d: “The room at place < p∗ >” (Operand A: labeled “room,” contains
p∗ – marked by a red dot in the figure).

Although p∗ was not part of a room in the context-less labeling (Fig. 4.7c),
the closest candidate room was found through extending it into the corridor.
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(a) “The eastern corridor” (b) “Entrance to kitchen”

(c) “A south-easterly room” (d) “The room at place < p∗ >”

Figure 4.8: Fitting descriptions to a map. Grey signifies rooms, blue corridors, pur-
ple offices, green kitchens, and yellow entrances. Large stripes indicate the primary
operand (A) of the description, small ones the secondary (B) where applicable.
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(a) “A big room” (b) “The southern office”

Figure 4.9: Fitting descriptions to a map, continued

5. Fig. 4.9a: “A big room” (Operand A: Labeled “room,” large size).

The procedure picks out the largest room (though the corridor is larger, it
does not match the room attribute).

6. Fig. 4.9b: “The southern office” (Operand B: Labeled “office”; operand A:
Labeled “office,” located south of B. B is a contrast region.)

As with “the entrance to a kitchen” above, the room is partitioned into a
kitchen and an office due to the context imposed by the description.

The above illustrates that this method allows descriptions to be quite freely com-
posed and that the algorithm can find a match that accords with intuitive inter-
pretations of the corresponding expression, while adjusting the segmentation itself
to take the description into account.

Not all runs produce perfect results however, as is seen in Figure 4.10. Here are
shown two cases where the search got stuck in local search optima. In the first case
(4.10a), the potential seeking to increase the size of the referred room has caused
too many separate rooms to merge. In the second (4.10b), the search has settled
for a moderate-sized room even though the large rooms in the middle or top of
the map would make for a higher energy. Improvements to the solution method –
especially the way it perturbs the operands of the description – will help eliminate
these sorts of errors. Context-dependent feedback, such as suppressing solutions
that don’t make sense in the current linguistic setting, would also probably be of
help.
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I am being
held captive in a

thesis factory
Send help

(a) “A big room” (b) “Entrance to a big room”

Figure 4.10: Examples of description fitting failures

4.5 Discussion

This chapter has seen models for spatial regions built using functional components
taken from commonsense functional definitions. The models were used to segment
a 2-D map into distinct, labeled regions. I have shown that this approach yields
labelings that are acceptable to human intuitions, arguing also that such models
are apt to exhibit better generalization than ones based directly on e.g. appearance.

The models of functional spatial regions developed here are only a prototype,
and they need to be added to in order to create a system that can be applied in
practice: more labels are required, and as noted earlier the precise objects providing
functionality for rooms should be grounded in a more consistent fashion. Other,
practical, future work includes improving the solution method for the region poten-
tials, by using heuristics or by switching to a more well-tailored solving paradigm
than simulated annealing, if possible with optimality guarantees.

Additionally, as was pointed out for the models in Chapter 3, there are parame-
ters in this chapter, especially the weights, that play a crucial role in the definitions
of labels and descriptions. In this work they were set by hand, and although no ex-
tensive tuning was necessary, still any claim to having truly functionally grounded
models requires that these parameters be learned – either from training data, such
as maps annotated by humans; or, preferably, through experience in actual envi-
ronments where the functions of regions have direct relevance for the robot’s tasks.
Learning would also serve to improve the quality of the outputs.



Chapter 5

Learning functional spatial models

In Chapter 2 I stressed the importance of function to the concept formation of
a robotic agent. Unless the concepts used by the agent are grounded in its own
experiences in the world and their significance to the robot in its ecological situa-
tion, those concepts do not represent true autonomous understanding by the agent
– its understanding is “borrowed,” merely an extension of the conceptualizations
possessed by the human designer. For this reason alone it is desirable that robots
should be able to autonomously construct, or learn, their own concepts from expe-
rience.

There are more pragmatic reasons for why learning is an important capability,
however. For an agent to learn its concepts will be cheaper in the long run than
hand-designing them, in terms of human labor; furthermore, learning can contin-
ually optimize the quality of a concept – that is, its power to divide the world up
along lines that aid the agent in the tasks it undertakes. Consequently, in this chap-
ter I investigate the means to learn spatial concepts from experience – specifically,
functional spatial relations, in the sense of an affordance as discussed in Chapter 2
and summarized by Cos-Aguilera et al. [20] as

the relationship between the regularities in the sensory flow of an agent
and the action potentials these offer to that particular agent

However, here I deal not with an affordance of a specific object but rather of the
configuration of objects relative each other. The affordance applies with respect to
some action that the agent might attempt with those objects. The configuration
might hinder the action, such as when an object that the agent is trying to grasp
is blocked by another; or, it might help it, as when the agent moves a number of
cups by moving the tray they are standing on.

Related work

The problem of determining how to divide the world up in a useful way is often
termed “chunking.” Psychologists have long studied how humans perform chunking;

71



72 CHAPTER 5. LEARNING FUNCTIONAL SPATIAL MODELS

for example, Chase and Simon [17] examine the way chess players at different levels
of competence conceptualize chess boards. Skilled players are shown to use larger
and more complex chunks (i.e. involving more pieces), and a larger number of them.
In this way, they can quickly and surely assess a situation, relate it to earlier games
and their outcomes, and so decide on a proper course of action.

For an agent operating in the real world, chunking is intimately connected with
organizing low-level, sub-symbolic information, such as raw sensory or other con-
tinuous data, into a high-level representation – where the high-level concepts have
functionally relevant interpretations. To do this, connectionist structures are often
used – that is, methods where simple units which individually have little or no
“meaning” generate emergent complex properties through their interactions (the
principles are elucidated in e.g. Smolensky [118]). Artificial neural networks (ANN)
are an especially popular class of approach. Regier [100] uses ANNs with a neu-
ropsychologically motivated structure to learn to recognize spatial relations and
associate them with linguistic terms. In Tani et al. [121], recurrent neural networks
(RNN) learn robot behaviors in the form of dynamic attractors. The attractors
include imitative movement, cyclic movement patterns, and linguistic binding, and
constitute an implicit chunking of the robot’s behavior space, though there is no
corresponding higher level symbolic representation. Jacobsson et al. [50] similarly
describe a method for extracting finite state machines from RNNs, thus providing a
symbolic grounding for e.g. actions, and Modayil and Kuipers [81] explore how the
concept of distinct objects and actions can emerge from sensor-motor associations
as a robot interacts with the world.

Besides the general problem of chunking, this chapter is related more specifically
to learning affordances. Affordance learning has received some attention, although
mostly in terms of the affordances of individual objects, rather than the relations
between them. In Fitzpatrick et al. [36], a robot pushes and taps different objects
to learn affordances – here, directional histograms over movement propensities –
as a function of visual features such as “pointiness.” A similar system is put forth
in Ridge et al. [104]: a robot is experimenting with prodding objects on a table,
and sliding and rolling affordances of different objects are discovered and associated
with visual features, using Kohonen learning vector quantization (LVQ).

Learning that involves spatial relations is not wholly novel, either; Fern et al.
[34] present an extensive system that learns qualitative descriptions of event chains
in terms of spatial relations, including support, attachment, containment. In this
case, the perceptual chunking (the spatial relation models) is hard-coded; only the
way events are combined is learned. By contrast, in the following I aim to learn
the way to chunk perception (in the form of a number of continuous features of
3-dimensional space) into qualitative spatial relations.
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5.1 Learning spatial relations

Humans have access to a cornucopia of data from which to build their understanding
of the world: they spend all their waking time interacting with and (potentially at
least) learning from it. Young children start by exploring the way their own head
and limbs move and what sensations this produces; they then go on to experiment
with touching, grasping and putting things in their mouths, and in doing so create
associations between the appearance and feel (and taste) of objects and shapes. As
they get slightly older and their understanding of individual objects is perfected
they proceed to interactions between objects, banging them together or stacking
them or fitting one into another; they begin to “look in order to act, that is to say,
in order to assimilate the new object to the schemata of weighing, friction, falling
etc.” (Piaget [93]). In the process they start to form notions of the general physical
principles that inform their environment, as well as specifics of individual objects.
This process continues throughout life.

In the following, I consider a system that is in a position analogous to that
of an infant playing around with objects in its surroundings, trying out different
manipulative actions and in the process building an understanding of how those
objects interact. The analogy is not perfect; the problem of developing skills and
knowledge from scratch is extremely hard and has its own entire subfield in robotics
– developmental robotics (see e.g. Lungarella et al. [74]). I simplify the problem by
disregarding the “sensory flow” of senses other than vision – this being the main
sense by which we apprehend spatial relationships – and also by assuming vision is
“solved” in the sense of being able to extract the full geometry of a scene (though
no other properties), with some error.

In addition, experiments with a full robotic system entail a great deal of extrane-
ous difficulties of e.g. mechanics, sensing and control. For this reason I concentrate
on just one stage of the learning process – the learning of models for spatial relations,
based on observations of functional outcomes – and I use simulated experiments.

Problem formulation

The aim of this work is to learn models for functional spatial relations from experi-
ence. I will limit the discussion to pairwise relations, i.e. relations between exactly
two objects (as was the case in Chapter 3).

The purpose of the model, once trained, is to predict the outcome – success or
failure – of the action in question, based only on the following inputs:

• Action being attempted

• Geometry of the involved objects

• Pose of the involved objects before the action (static state)

This obviously excludes mechanical properties such as mass, friction and elasticity
which are also important for action outcomes, yet largely impossible to determine
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visually. Moreover, an static snapshot of a scene hides powerful dynamical cues
that a human would use in order to reassess actions, such as objects wobbling or
sliding. Nevertheless, humans readily make judgements regarding spatial relations
even for static scenes, for example in photographs; thus this simplification is not
unreasonable.

Another assumption implicit above is that the relationship between the two
objects is independent of any other objects in the scene. This will clearly not always
be the case; other objects might block or otherwise disrupt the action attempted
by the agent. Nevertheless, this effect might be expected to average out when
taken over large numbers of independent examples. The good predictive results
demonstrated below lend credence to this point.

Chapter 3 presented hand-coded models for the relations “on” and “in”; the
choice of these particular relations stemmed from their commonness and their strong
functional connotations. Here, in order to obtain a ground truth that can be ob-
jectively evaluated in a physics simulation, I will take the words apart into their
constituent functional connotations. In functional terms, “On” represents attach-
ment and support ; “in” protection, concealment, constraint (Vandeloise [127]). Both
words also hold a connotation of location control ; i.e. the tendency for one object
to cause another to move as it moves itself.

These aspects of the relationships between objects are of obvious use to agents
as they interact with the sort of objects and facilities that abound in our everyday
surroundings. Accordingly, I have chosen from among them the concepts for which
to attempt to learn models in this chapter.

5.2 Experimental setup

As explained above, although performing experiments on a real robot is the best
way to obtain data on real-world functional spatial relations, such experiments
entail a host of practical problems of their own. Simulations on the other hand
allow full control over experimental conditions – including perfect reproducibility
of any experiment – and are ideal for testing new methods, which is why simulated
experiments are used here.

Simulation environment

The simulation contains a square “table” which is immovable. A random set of rigid
body objects is generated and inserted into the simulation at random positions and
orientations above the table, at a height that is as small as possible while avoiding
collisions with the table or other objects. The simulation is started, allowing the
objects to drop and settle onto the table and each other. Objects that fall off the
table are automatically replaced above it and let fall again. The process continues
until the scene has become static.

Figure 5.1 shows an example of a random scene. The objects generated are of
the following classes (with random dimensions):
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Figure 5.1: Example of scene with randomized objects

• Solid block (cyan)

• Solid cylinder (green)

• Solid sphere (blue)

• Solid random convex polyhedron (red)

• Hollow box, one face removed (orange)

• Hollow random convex polyhedron, faces removed on one side (pink)

The cylinder and sphere shapes are approximated by convex polyhedra (with high
polygon counts) in the simulation. The training procedure follows the scheme:

1. Create random objects

2. Wait until scene becomes static

3. Record features of static scene

4. Perform “micro-experiment” and observe outcome, defining the ground truth
to be learned

5. Repeat until sufficient data is collected

6. Train predictor
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Functional micro-experiments

Five different functionally distinctive relations are examined, each defined by a
micro-experiment that is carried out out in the randomly generated physical scenes.
The relations are taken from the connotations of “in” and “on” suggested in Sec. 5.1:

1. Support (2 variants)

2. Location control

3. Protection

4. Constraint

Attachment is disregarded because it cannot be modeled without considerably in-
creasing the complexity of the physics simulation; moreover the function of attach-
ment is largely overlapping with location control. Concealment is also left out as
it requires explicitly simulating an agent’s perception in addition to the physics.
Apart from difficulties in simulating these functions there is no particular reason
why the learning process should not work for them as well and future works should
investigate means of effectively learning these and other similar relations.

“Support” is split into two separate connotations that I term “supporting force”
and “causal support,” explained below.

Supporting force

One object, o′, supporting another, o, implies that the former is inhibiting the
natural tendency of the latter to fall down under the influence of gravity. Countering
the force of gravity in this way means that o must, directly or indirectly, affect o′

with a force that has the opposite direction from the force of gravity. The support
force is relevant to task outcomes such as whether an object will damage another
or prevent its movement by weighing it down.

I define the support force relation ground truth in the following way:

For(o, o′) =

∑
c∈Co,o′

max(0, fc · −ĝ)∑
o′′ 6=o

∑
c∈Co,o′′

max(0, fc · −ĝ)
(5.1)

where Co,o′ is the set of contacts between objects o and o′, each contact applying
the force fc on o, and ĝ is the direction of gravity. In other words, For(o, o′) is the
proportion of all the upward-directed (i.e. supporting) forces acting on o that come
from o′.

This formulation is somewhat at odds with the one put forth in Sec. 5.1: there
is no “action” involved (although actions might be contrived for testing the ground
truth, such as attempting to lift the objects and measuring the forces) and the
target function is not a true/false value but rather a number in the [0, 1] range.
The reason for including For in the set of models to learn is that it most closely
corresponds the On-relation in Chapter 3.
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Causal support

By “causal support” I mean simply the fact that removing object o′ causes object
o to fall down or be otherwise disturbed. This relationship is important to tasks
concerned with the stability of objects, including both stacking and tearing down.

It is tested through simply removing individual objects from the physics simu-
lation and observing which of the remaining objects move more than a threshold
distance as a result. The causal support relation ground truth is defined:

Sup(o, o′) =

{
1, if o moves
0, otherwise

(5.2)

Location control

As mentioned above, location control signifies the relationship where object o′ mov-
ing causes object o to move along with it. This is significant when the task requires
moving several objects simultaneously, or conversely when trying to separate ob-
jects from each other.

The micro-experiment used to evaluate location control consists in selecting a
mover object o′ and moving it away kinematically (irresistibly) along a straight line.
The mover follows a smooth “minimum jerk” velocity profile, modeling the way a
robot or human hand might move in an actual task (see e.g. Flash and Hogan [37]).
At the end of the movement, location control is considered to hold for any object
o that has moved at the same velocity as o′ during most of the micro-experiment.1

To obtain a ground truth multiple movements are performed in random direc-
tions, resetting the scene each time, and the result averaged.

Loc(o, o′) =
1

N

N∑
i=1

loco,o′(i) (5.3)

where loco,o′(i) is 1 if o’s velocity is equal to that of o′ to within a threshold t, for
at least 90% of the duration of trial i; otherwise, it is 0. For these experiments,
N = 10.

Protection

Protection refers to an object o′ preventing contact between object o and other
external objects or agents. This relation has task relevance when o is fragile or
valuable or otherwise prone to external interference as well as, more commonly,
when the agent itself needs to manipulate an object without obstruction.

In simulation outside disturbance is represented by physically throwing a small
sphere in a trajectory that will hit o unless obstructed by o′. All objects in the

1Comparing velocities instead of positions makes the test more forgiving of objects that fall
off the mover at the very end of the movement, or that fall over on top of it.
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scene except o′ and o are made permeable to the sphere. The result is averaged
over a series of trials to yield the ground truth:

Pro(o, o′) =
1

N

N∑
i=1

proo,o′(i) (5.4)

where proo,o′(i) is 1 if the sphere contacts o′ and subsequently fails to hit o. N
is set to 20 in this experiment to allow sufficient coverage of different trajectory
directions.

Constraint

The relationship of constraint holds if one object o′ prevents another object o from
moving freely. Constraint is a relevant aspect of a scene when o has motive power,
or when movements or vibrations of the reference frame may cause o to roll or slide
around.

Constraint is tested for by applying a constant force on o in a random (hor-
izontal) direction, which will tend to cause it to start moving. If it escapes the
static scene, falling off the table, it is not constrained; if it fails to escape the scene
is reset and the micro-experiment repeated, removing one of the objects o′ that o
contacted in the first iteration. If o can escape when o′ is missing, o′ is considered
to be constraining o. Again, this is repeated several times and the result averaged.

Con(o, o′) =
1

N

N∑
i=1

cono,o′(i) (5.5)

where cono,o′(i) is 1 if o escapes with o′ absent but not with it present. N is set to
20, so that an adequate number of directions of movement are tested.

5.3 Learning method

The purpose of the learning procedure is to find a mapping from the robot’s (sim-
ulated) perception to a prediction – as accurate as possible – of the functional
outcome of a micro-experiment. Instead of an actual vision system, features of the
geometrical layout of the simulated scene are extracted from the physics engine;
in a real system, this will require knowing or conjecturing the geometries of the
objects, as well as determining their 3-D poses (as was done in Chapter 3).

Features

Because the intention of the proposed training procedure is to create models au-
tonomously, it is desirable that the learning be biased as little as possible. Accord-
ingly, a large number of features are recorded from the static scene for each pair of
objects. The features are numerical, more or less obvious encodings of the absolute
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Feature Comp. #
[Constant term] 0
Pose of o (x, y, z + rotation matrix) 1-12
Pose of o′ (x, y, z + rotation matrix) 13-24
ro − ro′ 25-32
|ro − ro′ | 33
AVS between body of o′ and ro 34-39
Closest separation 40
Contact normal of closest contact 41-45
Total contact patch area on o 46
Total contact patch area on o′ 47
Weighted1 average z-component of contact patch normals on o 48
Weighted1 average z-component of contact patch normals on o′ 49
AVS between contact patches on o and ro 50-55
AVS between contact patches on o′ and ro 56-61
Weighted average dot product of contact patch normals 62
Vector between closest contact point and ro 63-71
Vector between closest contact point and ro′ 72-80
Containment of o within o′ 81
Vector sum from contact patches on o to ro 82-87
Vector sum from contact patches on o′ to ro 88-93
1 Weighted by contact patch area

Table 5.1: Components of feature vector

and relative positions of the objects and of their points of contact, avoiding features
that make explicit assumptions about the classes of shapes involved. Vector-valued
features are represented in both Cartesian and spherical coordinates and thus many
of the degrees of freedom in the feature space encode the same information and are
redundant, leaving it up to the learning process to determine what information to
keep and what to discard.2

The full feature vector used below has 93 dimensions and contains the compo-
nents listed in Table 5.1. ro denotes the geometrical centroid of o. “Vector sum”
signifies a vector-valued integral over the area of each contact patch. AVS or “At-
tention vector sum” (Regier and Carlson [101]) is similarly a vector-valued integral
but weighted with an exponential falloff that assigns more importance to space near
the point of least separation between the bodies. “Containment” signifies the per-
centage of o’s volume that falls within the convex hull of o′, just as for In (Sec. 3.3).
A constant term is also included to allow the model to compensate for any bias in
the features’ overall values.

2A few occur in cylindrical representation as well: 31-32, 69-71, 78-80, 85-87, 91-93.
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Learning framework

The objective of the learning process is to produce, for each of the functional
relations defined in Sec. 5.2,

• A subset of the features, that is sufficient to predict whether the relation will
obtain for a pair of objects in a novel scene

• A set of weights for the chosen features that gives rise to the best predictor

To this end, a logistic regression classifier is trained, using the Sparse Bayesian
approach of Tipping and Faul [122]. The ground truth measures from training are
thresholded to produce a binary-valued target vector t. These target values are
considered binomially distributed given a logistic weighting together of the feature
values φ:

p(t | φ,w) =

N∏
n=1

σ(φTnw)tn
[
1− σ(φTnw)

]1−tn
(5.6)

where N is the number of training examples. That is, the learning consists in
finding values of w such that the above model predicts the observed tn as reliably
as possible from the observed φn.

The algorithm performs an iterative Bayesian update on the weights, which
drives some of them to 0, leaving only those that carry significant predictive in-
formation. This makes for a sparse model. Using these weights, prediction can be
performed by inserting a novel vector φ (containing only the selected features) into
Eq. 5.6 and thresholding the result. Alternatively, the unthresholded value may be
used as a measure of confidence.

5.4 Experiments

Simulation and learning were carried out separately for each of the 5 functional
relations described in Sec. 5.2. For each, 5000 random scenes were generated,
consisting of 2-10 rigid bodies; this set of bodies was replaced by a new random
set every 5 scenes. The Bullet physics engine [21] was used for the experiments.
The friction coefficient was set randomly for each object; density was uniform and
restitution (elasticity) was set to 0 for optimal simulation quality.

In total, around 200 000 pairs of bodies were processed, each including the
feature values from the static scene as well as the ground truth for the relation, as
evaluated in simulation (Sec. 5.2). Before features were computed, the objects’ true
poses were perturbed by a small Gaussian-distributed positional error, simulating
sensor error, for increased realism as well as robustness of the learned model.

K-fold cross-validation was used, with K=10. For each fold, the Sparse Bayes
learning algorithm was used to learn a set of weights as explained above. 50 000
training examples were used in the training set in each fold, with the (relatively



5.5. RESULTS 81

sparse) positive examples distributed equally across folds. The algorithm some-
times failed to converge; in these cases learning was re-run with randomized initial
weights.

Although the training procedure permits real-valued targets in principle, in
the following experiments the training targets were thresholded at 0.5, making
the problem one of two-label classification. After training, the features for each
validation data point was input to the model, the output of the sigmoid thresholded,
and the result compared to the target for that data point. The proportions of true
positives and false positives were computed; this was repeated for a number of
different threshold values yielding a Receiver operating characteristic (ROC) curve
that indicates the quality of the model.

5.5 Results

The ROC curves of the learned models are shown in Fig. 5.2. Each of the 10
cross-validation folds is displayed with its own curve, giving an indication of the
variability of the trained models’ quality – the curves are, for the most part, essen-
tially identical; that is, the quality of the learned models show very little variation
in terms of quality depending on the set of examples used for training. Note that
the aforementioned division of positive examples between training sets is crucial
for this result; if the training sets are chosen entirely at random, because of the
sparseness of positive examples some folds will receive too little positive data and
produce models of greatly reduced quality.

The ROC curves display very good performance on the validation data, showing
the essential learnability of the relations using these features. It is apparent that
the Loc, Sup and For models are more distinctive; For especially is extremely
successful (probably due in large part to the predictive power that the separation
between objects has for this relation). In general, the ease with which these three
relations are learned is most likely due to the higher degree of dichotomy in the
training data, with strong clusters – even before thresholding – at both 0 and 1.
Pro and Con, on the other hand, have a more indistinct distribution with fewer
clearly positive examples, making them less readily learned; nevertheless, the ROCs
indicate the models are still able to predict the relations correctly in most cases.

Generalization

As a test of the capacity for generalization of the models that are learned by this
method – a desirable property – an additional round of simulations was performed
wherein one object type was left out. I chose to eliminate solid convex polyhedra,
as they include the other convex shapes as special cases. New models were trained
on these depleted data sets and subsequently tested on data sets with all object
types present.

Figure 5.2f shows the results (only 1 validation data set was used in this case).
The performance is essentially identical to the original results for each of the five
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(a) For (b) Sup

(c) Loc (d) Pro

(e) Con (f) ROC, trained without 1 type

Figure 5.2: ROC curves for trained models: false positive rates are shown on the
x-axes, true positive rates on y. The 10 cross-validation folds are superimposed. (f)
shows models trained without one object type, validated on scenes with all types.
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relations; this indicates that the models learned using this procedure do possess
some capacity for generalizing to novel object types. A wider selection of features
and more complex combinations of features would further improve this, although
care has to be taken to avoid over-fitting to this particular experimental setup.

Feature selection

Figure 5.3 shows the feature weights attained for each of the relations, along with
the standard deviation across the cross-validation sets. Numbers indicate indices
into the feature vector, as specified in Table 5.1. Note the considerable stability of
features used, both across cross-validation sets and between the different relations.
Some patterns can be seen, as to the features that emerge as significant (where
“significant” roughly means that they’re more than a standard deviation away from
zero); they can be argued to be intuitively reasonable:

• A negative bias term (#0) tends to classify a relation negatively unless strong
positive indications exist.

• As might be expected, features encoding directions in the horizontal plane
– i.e., x, y components in Cartesian coordinates or φ in spherical/cylindrical
– carry no discriminative power because of symmetry and are generally dis-
carded. This is evidence that the learning process is capable of selecting those
features that help it evaluate the functional properties of the scene.

• Mostly, the absolute positions and orientations of the bodies (#1-24) have
little influence; this supports the intuition that relative, not absolute features
are central.

• Separation (#40) and distance between COMs (#28): A functional relation
is more likely to hold if objects are contacting or at least close. For For, a
separation near or equal to zero is crucial.

• Properties of contact patches – size (#46 47), inclination (#43, 45, 48, 49)
– carry information about the physical interaction between bodies. Substan-
tial contacts with horizontal orientations are likely to indicate support, for
example – recall that this intuition was used in Chapter 3.

• Vertical alignment of bodies and contact points (#30, 31, 58, 62, 68, 69, 74,
77, 78, 84, 87) entails stability of a configuration (cf. Sec. 3.2) which is relevant
to Loc and Sup; because of gravity, vertical alignment overall is connected
with the possibility of interaction.

• Containment (#81), like separation, is a strong cue about the interaction
between bodies in general; as foreshadowed in Chapter 3, being related to
In it is especially important for Pro and Con.
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Figure 5.3: Average weights per feature, with standard deviations. Features with
consistently large weights are marked (see Table 5.1).
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• Distances from contacts to object COMs (#66, 69, 75, 78) are an indication
of how a contact might influence the movement of an object as the contacted
object moves (e.g. Loc, Sup, Con).

Example

Figure 5.4 shows qualitatively how the learned models classify a novel, randomly-
generated scene. All object pairs are listed, along with the (unthresholded) outputs
from the logistic function (Eq. 5.6).

It can be seen that For and Sup predict nearly without unambiguity those
relationships between each pair that might be expected: A is supported by B and
by D, but directly only by B (For). C has the same support relations as A,
while B is supported by D only. There is some tendency to error on Sup(A,C)
and Sup(C,D), but it is slight. Pro and Con are likewise classified in a clear-cut
manner, likely due to the information carried by the containment feature: C is
protected and confined by B.

With location control, finally, there is a firm estimation that Loc(B,D) and
Loc(C,B) hold, whereas A is in the region of uncertainty with regard to being
location controlled by B and D; similarly, C is only marginally location controlled
by D according to the model. These outputs are intuitive if the rounded shape of
A and C are considered; they will tend to roll off the top of any flat object that
begins moving horizontally.

Note that Loc(C,D) is relatively low while Loc(C,B) and Loc(B,D) are both
high. If D were to move, B would secure C and keep it from rolling off; obviously,
the models do not take this fact into account. If the transitive nature of location
control (cf. Section 3.6) were learnable, the power of generalization of the models
would likely be greatly enhanced and they would be able to judge situations such
as this correctly; here I have considered only independent, pairwise relationships.

5.6 Discussion

This chapter has described the step away from using spatial models that are im-
posed by a human designer – i.e., a “borrowed” understanding of the world –
toward models that are learned by the robot itself as it interacts with the world –
i.e. “autonomous” understanding. Five functional distinctions were learned: causal
support, support force, location control, confinement and protection. The learned
predictive models are highly accurate within the context of the simulated environ-
ment, and shown to yield intuitively reasonable outputs on sample pairs of novel
objects; furthermore, they are sparse, which shows that the method is capable of
extracting those features that are of functional relevance.

One question that may occur to the reader is “why not just use physics simula-
tion?” – that is, what is the use of learning a simplified model that is often going
to be wrong in its predictions, when an agent might just as well run an actual
physics simulation to determine what will happen to a set of objects. Others have



86 CHAPTER 5. LEARNING FUNCTIONAL SPATIAL MODELS

Pair Loc For Sup Pro Con
A,B 33 % 100 % 100 % 0 % 1 %
A,C 0 % 0 % 15 % 0 % 0 %
A,D 51 % 0 % 95 % 0 % 0 %
B,A 0 % 0 % 0 % 0 % 1 %
B,C 1 % 0 % 0 % 4 % 0 %
B,D 100 % 100 % 100 % 0 % 0 %
C,A 0 % 0 % 0 % 1 % 0 %
C,B 100 % 100 % 99 % 99 % 98 %
C,D 74 % 0 % 88 % 1 % 0 %
D,A 0 % 0 % 0 % 0 % 0 %
D,B 0 % 0 % 0 % 2 % 0 %
D,C 0 % 0 % 0 % 0 % 0 %

Figure 5.4: Example scene evaluation using trained models
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taken this approach (Grundmann et al. [45], Mösenlechner and Beetz [84]). There
are two reasons: Firstly, physics simulation may prove impractical in real-world
settings. Getting an accurate starting state requires more perceptual information
than is likely to be available; also, simulation is computationally expensive – espe-
cially if multiple simulations must be run in order to deal with the uncertainties of
perception (and this may be necessary since simulation typically does not provide
any error bounds on its outputs). Secondly, on a more fundamental level, I believe
that the understanding of physics itself is something a robot should be able to learn
from experience and refine over time, rather than having to rely on the external
expertise of human programmers. The simulator will inevitably be inaccurate in
some respects (for example, material properties) and unnecessarily exact in others;
by contrast an autonomously constructed understanding of space, such as I am try-
ing to move towards, would adapt to the needs of the agent and model the physical
world in the most efficient manner for its purposes.

Future work

The above work represents only one first step in the direction of autonomous un-
derstanding. Firstly, the simulated physics scenes and the physics simulation itself
impose a great deal of artificial simplicity on the problem. In one way, they make
the learning “too easy” through idealizations such as the rigidity of bodies and
perfect “vision,” avoiding difficulties that will inevitably have to be tackled for a
real robotic system. At the same time, the learning is “not hard enough” in the
sense that there are complexities left unmodeled which are crucial to a real-world
agent; for example, in order for many other spatial relations like “in front of” to be
functionally meaningful, visual occlusion must be a factor, which in turn requires
a located observer, something that is missing from the described setup. Thus, in-
creasing the complexity of the simulation, and/or moving to a real-world learning
scenario, will not only reveal new difficulties that must be overcome but also open
up possibilities for acquiring understanding that simply do not apply in a simpler
setting. The models learned in this chapter, even though their applicability in a
real-world scenario will be limited due to the simplifications mentioned above, may
still function as initial estimates to speed up learning in some more realistic, but
also more expensive, subsequent step.

The “micro-experiments” used above are functional in the sense that they can
easily be seen to reflect significant distinctions in many practical tasks. However,
they do not arise in the context of the performance of actual tasks; the models carry
no benefit to the agent, except hypothetically. The loop is still not closed and the
understanding is not yet completely autonomous. It is important that the learning
be performed in a continual manner by a system that is simultaneously making
use of it as it carries out tasks and activities as directed by higher motivations and
goals. This constitutes the most crucial future extension to the work presented in
this chapter.





Chapter 6

Application of functional spatial
understanding: Visual search

In Chapter 2, I stated that understanding – spatial or otherwise – is fundamentally
relative to function for an agent. Usefulness is not merely a desirable by-effect of a
good knowledge representation; it is the very measure of what constitutes a “good”
representation to begin with. This being the case, it falls to anyone who proposes
a particular approach to demonstrate the link between it and a functional advan-
tage to the agent, in some environment and relative some purpose, as explicitly as
possible.

In principle, it is possible to demonstrate that link theoretically, by convinc-
ingly presenting a possible scenario, the representation’s use in that scenario, and
the reasons why it will support the attainment of the purpose in that scenario.
Partly, this is what I have done in Chapters 3 through 5. However, the more robust
and powerful way to prove the functional justification of a proposed approach is
to actually put it to the test in an application. If the claim to functional rele-
vance is true, then by definition a real-world system will be materially improved by
implementation of the approach.

This chapter provides such empirical evidence, specifically as regards the models
for the spatial relations In and On described in Chapter 3, by way of a robot
implementation that performs visual search for objects in a real-world environment.
The spatial relations are used as a cue to the likely location of objects; the functional
link here is the fact that the models for In and On correspond to the interpretation
of the words “in” and “on” assumed by the human test subjects that were tasked
with the placement of the target object for the search.

Visual search

Visual search entails actively directing the robot and its perceptual powers so as to
detect and localize some specific object. This is a very important item on a mobile
robot’s skill repertoire. In realistic settings, it’s unreasonable to assume that a

89
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given object of interest to the robot will be immediately visible to it; furthermore,
näıve approaches such as scanning all available space quickly become prohibitively
expensive as the scale of a robot’s surroundings grows beyond the trivial. Therefore,
different means will become necessary of directing a robot’s attention to regions
which are more likely to house the sought object. As was noted in Chapter 2, the
world is not wholly random; rather, objects occur in various locations for various
reasons, as a result of natural processes or humans moving them around in the
course of performing various tasks. By modeling these tendencies in different ways,
one can inform the search process so that objects are found faster. Spatial relation
information, specifically, encodes functional locational information about objects
that is often highly predictive of their positions in human-inhabited environments.

Related work

Active search has been investigated formally by above all Tsotsos [124], who has
shown that the problem of determining the optimal series of observations for locat-
ing an object, given a probability distribution, is an NP-hard problem. Therefore,
different types of approximations and simplifications must be applied. This work
is not primarily about the process of finding optimal solutions, however, but rather
concerns how to model the probability distribution so that it can inform the search
in the first place.

This is an attentional problem; the issue is to determine the most beneficial
focus for the robot’s perceptual resources. Humans can be very parsimonious in
the way they allocate their attention, depending on what task they are engaged in;
a vivid example can be found in Simons and Chabris [110]. The reason for this is
simply that perception is expensive in time and resources, and wasting it on what
is not of importance in the current situation is detrimental to survival. There is
thus a close link between attention and function.

Attentional mechanisms are typically classified as either bottom-up or top-down.
In the bottom-up case, the direct sensory stimulus itself draws the attention of the
agent; examples might be loud noise, movement, a striking color differential or a
large depth disparity. The most well-known example of a computational model for
bottom-up attention is probably that of Itti et al. [49], where an array of low-level
visual features are used to create a saliency map; the system then directs attention
at the points of maximum saliency in sequence. Westelius [131] provides another
example, where edges and circular features are used to direct attention. Masuzawa
and Miura [77] equip a mobile robot with a color-based attention system that
generates object hypotheses, which are then verified as it searches for an object;
the robot is simultaneously exploring unknown space as well and has to trade the
two off in the presence of deadlines.

Top-down attentional mechanisms, on the other hand, incorporate an agent’s
expectations and context to direct attention. Human vision is known to make heavy
use of context information (Bar [6], Bar and Ullman [7]). This includes models for
the appearance of the specific object or objects that the agent is searching for,
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such as in Ekvall and Kragic [32] where the system evaluates a scene in terms of
receptive field cooccurrence histograms (RFCH), a statistical representation of the
appearance of the object sought; attention is directed at parts of the scene where
the RFCH match is high, ignoring the rest. Other top-down methods take into
account the expected location of the sought object, such as the people-detection
in Oliva et al. [89], which expects people in the image to be smaller at greater
distances, and located preferentially in certain parts of the image; and, Torralba
et al. [123], where human test subjects’ search behavior is investigated and scene
context is combined with bottom-up saliency to guide search.

Directing attention is also one part of the functional content of spatial language.
Regier and Carlson [101] have shown that an attentional model can characterize
certain spatial relations, or certain uses of spatial relations, in terms of attention.
When such expressions are used in communication this implies that their purpose
is to direct the attention of the listener, so that he can locate the object referred
to or tell it apart from other possible referents.

In this way, spatial relations can provide one attentional mechanism that makes
visual search more efficient. The information doesn’t have to come from language,
but it needs to encode the region that should be attended in order to detect the
object sought – given the landmark. The landmark, thus, must first be attended;
if it is not already, this means another instance of visual search has to take place
first. This is known as indirect search, a term coined by Garvey [43]. Indirect
search consists in first looking for an intermediate object in order to find the target
object by exploiting the relation between the former and the latter. In Garvey’s
original work, a system looking for a phone in a room is first tasked with finding
the table that the phone is resting on. In general, indirect search is useful if the
landmark is easier to detect at the outset than the target; this can be because it is
larger, because it occludes the target, or because its prior probability distribution
is more localized for whatever reason. Wixson and Ballard [133] re-visited the idea
of indirect search in the context of mobile robotics; however, there is little prior
work on exploiting spatial relations to guide the visual search progress on mobile
robots.

6.1 Search framework

The goal of the active visual search process performed by a mobile robot is to
calculate a set of sensing actions which brings the target object, in whole or partly,
into the sensor field of view so as to maximize the target object detection probability,
while minimizing the cost.

Here is a brief description of the active visual search problem, following the
formulation of Ye [135]. Let the search region Ψ be a 3-D occupancy map of the en-
vironment whose configuration is known a priori . To discretized the search region,
Ψ is tessellated into identically sized cells, c1...cn. The area outside of the search
region is represented by a single cell c0. A sensing action s consists of obtaining an
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image of Ψ from a view point v and running a recognition algorithm to determine
whether the target object o is present or not. In the general case, s is associated
with a parameter set consisting of the camera position (xc, yc, zc), pan/tilt angles
(p, t), focal length f and a recognition algorithm a; thus, s = s(xc, yc, zc, p, t, f, a).

An agent starts out with an initial probability distribution over Ψ for the target
object’s location. Assume that there is exactly one target object in the environment
either inside or outside the search region, and that it can be treated as a point (i.e.
located in at most 1 cell). This means that all cells will be dependent and every
sensing action will influence the values of all cells. Let β be a successful detection
event and αi the event that o is in ci. The probability update rule after each s with
a non-detection result is then:1

p(αi | ¬β) =
p(αi)(1− p(β | αi))

p(α0) +
∑n
j=1 p(αj)(1− p(β | αj))

(6.1)

p(β | αi) will be non-zero for i such that ci falls within the current field of
view of the agent, and zero elsewhere. Note that for i = 0 , p(β | αi) = 0, i.e. a
successful detection is impossible if the object is wholly outside the search region.
In accordance with this formula, after each sensing action with a non-detection
result the probability mass inside Ψ shifts towards c0 and the rest of Ψ which was
not in the field of view.

Next best view selection

The next step is to define how to select the best view to acquire next, given a
probability distribution. First, candidate robot positions are generated by randomly
picking samples from the traversable portion of Ψ. This results in several candidate
robot poses, each with associated view cones. A view cone is defined as the region
of space that lies in the field of view of robot’s camera when it is at a specific pose
in space. For a given camera, the length of the view cone is determined by the
greatest distance at which the object can reliably be detected, which depends on
the size of the object (amongst other things).

The next best view point is then defined as:

argmax
j=1..N

n∑
i=1

p(αi)V (ci, j) (6.2)

Where N is the number of candidate view points and V is defined as:

V =

 1, if ci is inside of the sensing volume
of the jth sensing action

0, otherwise

1For clarity, all observations prior to the current are left out. It is assumed that observations
are independent, given {αi}.
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The greedy approach followed here aims to prioritize regions of the environment
with the highest probability of containing the target object. As noted above, opti-
mal selection of the next view is an NP-hard problem; this formulation simplifies
it. The factor that influences the search the most is determining and updating the
object probability distribution, which is where the focus lies in the following.

Spatial relations and Active Visual Search

Spatial relations can be highly useful in the context of search. In many scenarios,
while the exact position of an object O may be uncertain or unknown, it may be
known or presumable that it is e.g. On some other object S. This information can
have several sources: O may have been seen On S at an earlier time, and location
control implies the relation will still hold even if S has moved. A human may have
verbally provided the qualitative location of O.

The connection may also be statistical in nature, learned through experience
from many analyzed scenes (“this type of object is usually located On that type”)
– or it may originate from a commonsense knowledge database. Symbolic reasoning,
for example of the type presented in Section 3.6 could infer spatial relation between
objects from other information sources as well.

The reason why relations are helpful to search is their functional foundation:
For the case of On, the fact that every object must be supported by something, and
that that there must be contact between it and its support (and, usually, the object
will be above the support) makes it a highly relevant fact to an agent performing
search. In similarly restricts the search space, its connotation of concealment being
especially pertinent. Other spatial relations such as projective ones (though not
dealt with in this chapter) can serve to direct the attention of an agent (“to the left
of X,” “below Y ”) and so again reduce the expected search effort. Grundmann et
al. [45] use a similar idea to refine the pose estimate of detected objects, although
they use physics simulation rather than spatial relations. Relationships between
objects are also utilized for search in Kollar and Roy [54] although these are rough
and statistical in nature, without functional interpretation.

Indirect search

Locating an object that has a known relation to some landmark, when the location
of that landmark is already known is easy (how easy depends on the preciseness of
the relation and the size of the landmark). The challenge lies in searching for an
object when the landmark’s position is unknown as well.

Indirect search, as stated earlier, means to actively search for the landmark prior
to looking for the target object. The assumption is that the landmark is easier to
detect, by virtue of being e.g. larger or more prominent. The principle proposed
here for indirect search is the following: given a target object (e.g. “book”), and a
topological relation hierarchy (e.g. “book In box On desk”), begin by searching for
the “base” object, and once that has been found compute a posterior distribution
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for the next higher object and search for it, etc. Details are provided in the following
section.

An alternative to indirect search is not to search for the landmark, but instead
use the prior probability distribution of the landmark’s location together with the
spatial relation to produce an informed prior for the target object (the principle
is the same as for the “chained sampling” demonstrated in Section 3.4), and then
search for it directly. This may be useful if the landmark is not easier to detect
than the target, but has a prior that carries significant information. For example, if
an object is known to be on top of a bookcase but the appearance of the bookcase
is uncertain, the robot will still know to look up, not down, for the object, since
bookcases tend to be tall. This approach is termed “direct, informed search” below.

6.2 Implementation

The principles set out in the preceding sections are of an idealized nature and not
immediately amenable to practical application. This section details a software im-
plementation of the theory and explains the further considerations and assumptions
necessary.

Grid map

The intrinsically three-dimensional nature of both the proposed spatial relation
concepts and the visual search task itself means that the way space is represented
is crucial. There are many different approaches commonly used, each suitable for
certain applications. Voxel representations use a 3-dimensional Cartesian grid, usu-
ally of uniform resolution along each axis. They are conceptually simple and easy
to implement, but can be costly in terms of memory and processing requirements.
Tree representations, including KD-trees and octrees (see Bentley [9]), tackle the
problems of voxel grids by dynamically dividing up space into smaller subcompo-
nents as needed. These representations are efficient for storage, but less suited for
dynamic modification.

This work elects to use a two-and-a-half-dimension representation, which at-
tempts to combine the advantages of a fixed-resolution grid with those of dynamic
resolution representations. It is similar to the system used in Morris et al. [83].
The choice is based on the assumption that the way space is actually organized
within an indoor environment is different in the vertical and the horizontal. Within
a room or one floor of a building, the number of distinct objects occurring on the
same (x, y), i.e. horizontal, location is typically not large. Therefore, a dynamical
aspect is introduced in the vertical dimension only.

The horizontal plane is divided up into a Cartesian grid. Each cell in the
grid is associated with a column, representing the extrusion of that cell along the
z-axis. Columns are subdivided into an arbitrary number of segments, which are
termed bloxels. In other words, bloxels resemble voxels in that they are box-shaped,
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generally small, and regularly spaced along the x and y axes. They differ in that
they have a dynamical extent along the z-axis.

Each column can have a different bloxel subdivision. No bloxels overlap, and
they together exhaustively cover the column from the minimum to the maximum
vertical coordinate defined for the map. Bloxels have a given minimum size; bloxels
smaller than this are absorbed within their neighbors.

Every bloxel is associated with two values: occupancy and probability density.
The former is a three-state variable that can take on the values Occupied, Free
and Unknown. Occupancy is used when evaluating possible view cones and when
performing probability updates (see below). The probability density corresponds to
the current estimate of the probability of the currently sought object being located
at any point within the bloxel. In this sense, the spatial probability density function
(PDF) is defined over the search space, Ψ, represented in bloxels. The probability
mass associated with each bloxel is equal to its PDF value multiplied by the volume
of the bloxel.

The grid map is initialized with one bloxel for each 2-D position, which extends
from the minimum to the maximum z-value, with values 〈Unknown, 0.0〉. This
bloxel is split as information is acquired. Also, bloxels with similar values are
merged along the vertical – similar in spirit to what is done in for example Wurm
et al. [134] – to compact the tree.

View cone evaluation

The main task of the visual search algorithm is figuring out where to point the
camera next. A tilting camera mounted at a fixed height is used, which entails
determining four parameters: camera position in x and y; camera pan, and camera
tilt. To make the search faster, it is treated in two steps. First, a set of 2-D candi-
date views are obtained: Free space in the map (i.e. not Unknown or Occupied)
is sampled randomly together with a random bearing. Each 2-D view is evaluated
on the basis of the total probability mass of all columns that it encompasses. This
constitutes an optimistic estimate of the probability mass of any one 3-dimensional
view cone with those same parameters.

To select an actual 3-D view, the best 5% of the 2-D views are kept, and 5 tilt
angles are sampled for each. The resulting 3-D candidate view cones are overlaid
on the bloxel map, and the probability mass extracted. The cone with the highest
mass is selected as the next view, as described in Sec. 6.1.

When evaluating a 3-D view cone, only bloxels that are within a certain range
of the camera are considered. This range is based on the size of the object:

rmin = l/

(
2 tan

(
1

2
αmin

))
(6.3)

where l is the largest dimension of the object, and αmin is the smaller of the
horizontal and vertical view angles. This formula picks a minimum distance to
an object such that the object will fit within the camera image. Any closer and
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the chance of successful detection drops sharply. A maximum range is selected
as a multiple of the minimum range: rmax = k · rmin. The proper setting of k
depends on the sensitivity of the detection algorithm to increasing distance. In the
sequel, the value k = 4 is used. rmax is capped at 5 m for reasons of computational
performance of the view planning.

If any obstacles lie within the view cone, the space beyond them is occluded
and does not count when evaluating a view cone’s covered probability mass, nor is
it changed by view updates.

Heuristic priors

For the cases when an object’s pose cannot be derived from another, such as for the
base object in a hierarchy, or when no relational information is available, an unin-
formed prior must be used. A completely uniform prior over all space is the most
obvious option. However, this makes no use at all of whatever sensory information
is available and leads to highly inefficient searches.

If a dense obstacle point cloud were available, these might be profitably used
to create priors – see Meger et al. [79]. In this work, however, the only available
data is in the form of 2-D laser scans, and so the system can only know about
obstacles at a fixed z height. Still, things do not hang suspended in mid-air, and
most objects will – directly or indirectly – be supported by some contact with the
ground. Therefore, it is reasonable to take obstacles at ground level as a cue to the
potential of objects existing above them. Similar approaches have been used in e.g.
Sjö et al. [112], Gálvez López et al. [41]. (There are atypical exceptions, such as
objects suspended from the ceiling, for which this approach will not work.)

Accordingly, uninformed priors heuristically ascribe probability mass to map
columns that have Occupied neighbors. Some objects, such as pieces of furniture,
can be assumed to be standing on the floor, and thus to have a known z-coordinate,
meaning the prior is concentrated at that height. Other objects have entirely un-
known poses and their priors are consequently assigned over the entire height range
of the column. Fig. 6.1a shows an example where the object is located at a known
height; fig. 6.1b shows an example of a case where no height information is provided.

Point cloud sampling

Given the geometry of the landmark L, and of the trajector O, each possible pose
combination π for O and L yields a value of Rel(Oπ, Lπ) for those poses. One can
introduce a true/false event Rel(O,L), which signifies e.g. that a human describes
the configuration using the relation in question. By making the assumption

p(Rel(O,L)) ∝ Rel(O,L)
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(a) Prior distribution, given height

(b) Prior distribution, unknown height

Figure 6.1: Prior probability distributions. In (a), the height of the object is known
a priori and so the probability mass is distributed in a strip at a certain height, just
next to the obstacles; in (b) the position is wholly unknown and the probability is
spread across all heights.
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extracting a probability density becomes simply a matter of normalizing Rel over
the space of configurations:

p(π | Rel(O,L)) =
p(Rel(O,L) | π)p(π)

p(Rel(O,L))
(6.4)

= α ·Rel(Oπ, Lπ)p(π)

where α is a normalizing factor. In practice, though, it is necessary to sample the
probability distribution, as the above function is not analytical and as the grid map
representation is discrete.

For the case when a landmark L has a known pose, the space to sample is the
space of poses of the trajector O, which has 6 degrees of freedom. This space is
sampled using a 3-dimensional grid centered on the landmark for the position of O,
and a uniform partition of SO(3) (the space of 3-D orientations) for its orientation
– i.e. the sampling is systematic, not stochastic.

To populate the grid map – even away from the sample points – kernel density
estimation (KDE) is performed, using a triweight kernel:

K(u) = (1− u2)3 |u| ≤ 1 (6.5)

The kernel is placed at each sample point, weighted by the value of the relation
there (u being the distance to that sample point). The result is then normalized.
An example of the resulting discretized distribution can be seen in Figs. 6.7d and
6.7e.

When the pose of L is also unknown, but a prior probability for the position
is given, the space to be sampled becomes 12-dimensional in principle and the
cost becomes quite high. This problem is ameliorated here by caching sample
point clouds so that they need not be recomputed each time. In addition, the
implementation makes use of the fact that the relations’ values are invariant to any
translation of both objects by equal amounts. Furthermore it takes advantage of
the relative sparseness of the priors (as seen in Figure 6.1).

Sometimes a distribution is desired for an object that is more than one step
removed from the prior in the topological hierarchy, e.g. “book In box On table.”
It is then possible to compose together the results from sampling “book In box”
and “box On table,” before performing the KDE, by convolving them in the spa-
tial dimension and summing out the intermediate object (the box, here). This
allows for performing visual search using topological relational information without
necessarily performing indirect search (see Section 6.4).

Object detection

Once a view has been selected and the robot has moved to the designated location
and turned the camera in the designated direction, a monocular image is captured.
SIFT recognition is then run on the image for each object being sought.
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On detecting an object, its pose is estimated from the matching key points using
the system described in Richtsfeld et al. [103], and the object’s model is inserted
into the grid map as an obstacle, so that it will occlude future views properly.

If the object which is currently being searched for (the target object, except in
the case of indirect search, where it may be a container or support object) is not
detected in a view, a probability update is performed on the space encompassed
by that view cone, less any parts that are occluded – see Eq. 6.1. This reduces
the posterior probability density within the cone, and increases it elsewhere in the
map, while the total probability that the object is in the search region decreases.

6.3 Visual search algorithm

The following schematically summarizes the procedure used by the robot to find a
target object given by the user:

1. Select current object depending on search mode:

• If indirect search mode, select base object in hierarchy.

• Otherwise, select the target object.

2. Generate a prior for the current object:

• If the current object is In or On another object with known pose, use
KDE to create a prior at that location.

• If In or On another object with unknown pose, use KDE around a
sampled set of possible locations (where there are obstacles).

• Otherwise, use a prior based on obstacles.

3. Sample view cones randomly in accessible space.

4. Go to the best view point and perform object detection.

• The detector is run for all objects, not just the current.

5. Insert any objects detected into the map.

6. If the current object was not detected, adjust the probability density inside
the view cone accordingly.

7. For indirect search, check if the current or any object higher in the hierarchy
than the current has been detected. If so, make the next higher object the
current, and repeat from step 2.

8. If too many views have been processed already, or the posterior probability
that the object is actually not in the room at all (p(α0)) is too high, terminate.

9. If the target object is not yet detected, repeat from step 3.
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6.4 Experiments: Fixed search strategy

The robot used in the following experiments is a red Pioneer III wheeled robot,
equipped with a Hokuyo URG laser range finder and a stereo camera (with no zoom
capability) mounted on a pan-tilt unit at 1.4 m above the ground (see Fig. 6.2).
The system uses a SLAM implementation (Folkesson et al. [38]) for localization
and mapping and builds an occupancy grid map based on laser data. A map was
prepared in advance and used in all experiments so that they would have the same
preconditions.

The experiments were carried out in a room with dimensions 6 m × 5 m fur-
nished as a living room, with two couches, a low table, a desk, and three bookcases
– two large and one small. Figure 6.4 shows the different objects used.

JAG ÄR PLaSmatRoN
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Figure 6.2: The robot platform
used in the experiments is a Pi-
oneer III with laser range finder
and stereo camera.

Figure 6.3: The initial map provided to the
robot. The tall parts are walls; the low parts
are non-wall obstacles. In the middle is a low
table.

Experimental layouts

In every experiment the robot was tasked with locating a specific book (see Fig. 6.4).
The qualitative location of the book was one of six alternatives:

1. In the box

2. On the table

3. In box, on the table

4. In the small bookcase



6.4. EXPERIMENTS: FIXED SEARCH STRATEGY 101

(a) Book (b) Table

(c) Box (d) Small bookcase

(e) Large bookcase

Figure 6.4: Objects on which the detector was trained. The book (a) was the target
object in all searches.
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5. On the small bookcase

6. In the large bookcase

Scene setup

The above list of spatial relations were intended to be the qualitative “ground truth”
with which the robot was to be provided. In order to make this “ground truth”
correspond to reality, scenes needed to be set up that agreed with each respective
description. In order to minimize the experimental bias in the positioning of the
objects, a number of human test subjects were asked to each set the objects up
according to the following script:

Now we will ask you to perform a few tasks involving moving some
objects, and between the tasks we will take a picture of the result.

1. Put this box on top of either of the couches and then put the book
in the box.

2. Put the book on top of the table.

3. Put this box on top of the table and then put the book in the box.

4. Put the book in that bookcase. [Indicating the smaller bookcase]

5. Put the book on top of that bookcase. [Indicating the smaller
bookcase]

6. Put the book in that bookcase. [Indicating the larger bookcase]

Note that layout #1 corresponds to an unknown location for the box, as far as
the robot is concerned, as it was not provided for a model of the couch, either for
recognition or modeling the spatial relations.

The gestures used to indicate the objects and pieces of furniture were kept as
sweeping as possible so as to remove any influence on the precise positioning of the
objects. In all but a few instances, the subjects placed the objects without any
further exchange. On some occasions a subject asked for confirmation or further
feedback; this was restricted to “Anywhere is fine” or silent nods to the same effect.

The subjects were 10 in number, of which 6 were male and 4 female. All were
fellow researchers or students, not connected with the present work, and all were
proficient in English although none were native speakers. Figure 6.5 illustrates
some of the resulting object layouts.

The results were in many respects similar across subjects, with some predictable
tendencies: All subjects placed the cardboard box with the opening facing upward.
Nearly all laid the book down on the table and on top of the bookcase, while they
in contrast stood it up inside the bookcases. No one placed the book standing up
inside the box. These observations, though anecdotal, point at the importance of
functional aspects, as well as schemata, to spatial language and cognition: books
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(a) “In box, on table” (b) “In large bookcase”

(c) “On small bookcase”

Figure 6.5: Three of the object layouts set up by the test subjects

are “supposed” to stand up in bookcases (as this makes retrieval easier), but no
such tendency affects the other situations, where it is instead general stability that
takes precedence. Similarly, the role of the box as container is typically one of
location control, and so the configuration most suitable for this purpose is chosen
(if it were on its side, objects would be more likely to fall out).

To make repeated test runs possible, photographs of the object setups created
by the subjects were used to recreate them as exactly as possible.

Search modes

For each qualitative object setup, three experimental runs were performed:

Uninformed search (U) The first mode ignores spatial relation information
entirely, using only the obstacle-based heuristic prior described in Sec. 6.2. Given
no additional information, the robot assumes that the book might be located at
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Figure 6.6: Informed prior: “book On table”; merges the prior on the table’s
position (see Fig. 6.7a) with the conditional distribution of “book On table”

any point in the map where there is an obstacle (as provided by the laser scanner),
and at any point between floor and ceiling (see Fig. 6.1b).

Informed direct search (D) In the second mode, the robot also searches di-
rectly for the book; however, it uses a prior based on the given qualitative spatial
information. For example, with the book “in” the box and the box “on” the table,
it utilizes the information that the table will be located at a given height above
the floor (illustrated in Figure 6.7a), as well as the cumulative uncertainty of the
book’s position within the box and of the box’ position on the table. Figure 6.6
shows an example of the prior obtained from “book on table.” Note that the robot
does not actually look for the intermediate objects in this case; they are simply
used to narrow down the search space. The height of the table is known, and hence
the robot knows, approximately, at what height to look for the book, but not its
(x, y)-position.

Indirect search (I) The final search mode searches for objects in the order given
by their spatial hierarchy: a support before its supported object, and a container
before its contents. Provided that they are larger and thus more easily detectable by
the robot, this allows it to cover the room in fewer views. Containers, furthermore,
often obscure their contents and a good pose estimate of the container may be
crucial in selecting a good view angle for acquiring the contents.

Although views were selected for the next object in the hierarchy, detection
was executed for each object at all times. If the target object was ever detected
prematurely the search would terminate successfully. Similarly, if in the “book
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Symbol Parameter Value Refer
used Section

d+0 Contact penalty, outside 35 mm 3.2

d−0 Contact penalty, inside (On) 23 mm 3.2
δ Patch threshold 30 mm 3.2
b Center-of-mass offset -0.05 3.2
— % 3-D views evaluated 5% 6.2
— # sampled 3-D views per 5 6.2

2-D view
p(β | αi) Sensor model 0.8 6.1

(detection likelihood)
p(α0) Initial prob. object is 0.3 6.1

not in room
— # of sampled 2-D views 100 6.2
— Max allowed # of views 15 6.3
— Max allowed p(α0) 0.7 6.3

Table 6.1: Parameter settings for visual search experiments

In box On table” setup the box is found before the table, search moves immediately
into the final search phase using the box’ location.

Initial knowledge

To begin with, the robot was provided with a database of the objects and their ap-
pearance. It did not know their pose in the room, although the table and bookcases
were restricted to being in an upright position and standing on the floor.

The robot was also given a map of the room, as recorded in a previous run
using the laser scanner. The occupied cells that correspond to actual walls were
manually labeled, and for these cells the whole column was marked Occupied from
floor to ceiling; for the rest, only the portion at the height of the laser scanner was
Occupied while the rest was unknown. Figure 6.3 shows the initial map. Note
that laser data is not used for object detection. Finally, the true2 object relations
were given to the robot. In other words, perfect knowledge is assumed about the
spatial relations that hold between objects. In practice such knowledge may come
from various sources: a human’s description, qualitative reasoning, an intelligent
environment et cetera. The termination conditions were: number of views acquired
= 15 or p(α0) = 0.7. All parameter settings used during the experiments are shown
in Table 6.1; see the relevant previous sections for details.

2As conceived by the test subjects
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(a) Initial map, with prior for table (line near
floor)

(b) A first view is selected

(c) Table detected and inserted into map (d) Posterior distribution for “book On table”

(e) Next best view obtained (f) Book detected

Figure 6.7: A successful indirect object search procedure
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Example run

An example of a successful indirect search run is shown in Figure 6.7. Looking for
the book, and given that “book On table,” the robot first searches for the table,
by selecting a view cone that covers as much as possible of the prior distribution
(6.7b). In this case, it detects the table successfully, and projects the model of
the table into the map in order to model its occlusion properly (6.7c). Given the
pose of the table, samples are acquired for the On function and KDE is used to
populate the region with probability mass (6.7d). Again, a view cone – this time
with a range corresponding to the book – is selected so as to cover the maximum
probability mass. With this view, the book is located successfully.

6.5 Results: Fixed search strategy

For each of the 10 subjects and each of the object layouts set up by those subjects,
the system was run once using each of the three strategies outlined above. The
exception was that type “D” search was not carried out for layout #1.3 In total,
thus, 170 runs were performed, each taking between 2 and 10 minutes.

Reliability

Figure 6.8a summarizes the outcomes across all the subjects and locations. It is
very clear that indirect search performs considerably better in these tests in terms
of actually locating the object within the allotted number of views (15). This is
due to three factors:

• The relational information restricts the possible positions of the trajector,
reducing the space that needs to be searched.

• The fact that the table, box, and bookcases are all larger than the book means
that detection can take place at a greater range, and that the robot can place
itself so as to capture a larger portion of the room with each view.

• Detecting the container before looking for the trajector means that the robot
can take into account the occlusion that the container imposes, and select
views that are not blocked by e.g. the sides of a bookcase.

By contrast, direct informed search can leverage only the first of the above. Still,
the reduced search space suffices to make a difference in these tests. It should also be
noted that the advantages of indirect search are dependent on the reliable detection
of the support or container objects; if these are hard to see, direct informed search
may outperform indirect search.

3This is because there was not yet any way of incorporating a prior without a fixed z-coordinate
in the chained sampling algorithm. As “In box” provides next to no information when the ori-
entation is unknown, results for these tests would be expected to be no better than uninformed
search.
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(a) Overall success rate (b) Success rate by location

Figure 6.8: Success rate for all experiments (B = Box, SM = Small bookcase, LG
= Large bookcase, T = table)

Figure 6.8b shows the success rate as a function of the location of the trajector.
Although the data is not extensive enough for far-reaching conclusions, a trend can
be discerned: direct informed search is most helped by the On relation. This might
be expected, as that relation places a sharp restriction on the z-coordinate of the
trajector, which is not the case with In.

Indirect search does exhibit a somewhat higher false positive rate than the
other methods. I hypothesize that this is because in our test environment, larger
observation distances often mean that more interest points occur in each image,
raising the risk of false positive SIFT returns.

Number of views

The average number of views obtained before search terminated is presented in
Figure 6.9a; Figure 6.9b shows the same for successful outcomes only.

Indirect search, despite potentially “wasting” views looking for other objects,
shows a marked advantage in view count, especially if failed searches are taken into
account. Again, this is a result of the greater size of the view cones (due to larger
objects) used in indirect search.

It is worth adding that indirect search was the only strategy to ever terminate
because the posterior probability was too low, rather than because the maximum
number of views was achieved. These were cases when the robot, though having a
precise estimate of where the book should be located, failed to detect it visually,
and was in effect forced to conclude that it was not there at all. The uninformed
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(a) All outcomes (b) Successful detection

Figure 6.9: Number of views obtained per run. Black bars represent standard
deviations.

and direct strategies in contrast were never able to cover sufficiently the prior
distribution before the view limit was reached. Far from reaching the limit of
p(α0) = 70%, after 15 views, D-search never got farther than just over 40% (from
a starting value of 30%), and U-search barely even reached 35%. The problem
is illustrated in Figure 6.10: After 15 view cones, because of their short range
when searching for the small book, the robot’s views have hardly covered any
amount of space at all. By contrast, the large view cones used in the first stage of
indirect search, when trying to locate a landmark, mean that p(α0) will increase
much more quickly and terminate faster if the landmark isn’t there; likewise, when
the landmark is found and the robot is searching for the target, its concentrated
posterior distribution is also quick to process.

The results in this section represent a “best-case” scenario in one sense, since
the robot is supplied with perfect knowledge of what spatial relation holds for the
target object. This is an optimistic assumption, but the results serve to illustrate
the potential efficiency of indirect search in principle, as well as a method for
carrying it out. The following section will outline an algorithm that relaxes some
of these assumptions.

6.6 Adaptive strategy search

This chapter so far has made the assumption that the relations that hold between
objects are all known with certainty. Furthermore, the experiments above select
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Figure 6.10: Distribution change after 15 views of uninformed search. The spots
signify space where the robot had looked but not found the target object, hence
the probability has decreased.

one fixed search strategy – uninformed, direct informed, or indirect – and compare
the result of carrying it out from start to finish to the others.

This is not reflective of most real-world search scenarios, however. At any given
time, an agent has to choose which strategy to adopt in order to locate an object,
and furthermore the spatial relations that hold between objects will not be perfectly
known in advance. There may also be more than one possible region (or room) to
search. Below is described a method for dynamically selecting the strategy that
minimizes the expected cost to find the target object. A strategy consists of a
sequence of steps, each of which is a search procedure in its own right: a “simple”
search, looking for an object given some specific prior probability distribution.

For example, one strategy might be composed of the steps

1. Go to room 1

2. Search for the table (which could be anywhere in the room)

3. Search for the box on top of the table

4. Search for the book inside the box

while another consists of the following:

1. Go to room 1
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2. Search for the box, which could be anywhere in the room but at a height
compatible with being on the table

3. Search for the book inside the box

Note that these are both indirect strategies, but they differ in the sequences of
objects to search for. Both rely on a high prior of “book IN box” and “box ON
table,” but the former may be optimal when the table is easy to detect (carries a
low expected cost) and vice versa.

The objective, then, is to find the most efficient sequence of steps, out of all
sequences that lead to the detection of the target object. Each strategy step – such
as “the box on the table” – consists in first obtaining a 3-D distribution, such as
the ones shown in Figs. 6.6 and 6.7e, then generating a set of potential view cones,
and exploring them on a best-first basis as described in Sec. 6.2. The process is
continued until the object is found, or the remaining probability is lower than a
threshold (30% is used here), in which case the strategy step is deemed to have
failed.

The cost of a strategy step is estimated ahead of execution by simulating the
above process: First the 3-D distribution corresponding to the strategy step is
calculated; then the set of next best view points covering 70% of this distribution
is generated. Finally the total distance is computed that needs to be travelled in
order to visit all the view points in the set. The cost thus is based on the total
amount of movement until a certain proportion of the initial probability is covered.

Strategy selection

The object search strategy selection is modeled as a Markov decision process, MDP,
over the belief state. The target object location is represented by an n-tuple of
booleans s. Each element corresponds to a relational description of the object lo-
cation such as: “book ON table IN livingroom.” These descriptions are termed
configurations for the object. An element of s is true if the object has the con-
figuration in question. The configurations are not mutually exclusive, though the
treatment below is restricted to configurations that involve one specific room. s is
a discrete random variable, whose probability evolves as the robot searches for the
object. This probability is the belief state of the MDP.

A single configuration will always be associated with one direct search strategy,
which is to search for the object with the a priori distribution of object loca-
tions dependent on the configuration as a whole (this corresponds to the “direct
informed” search strategy in the preceding Section). Some configurations will also
have indirect search strategies with several steps, as in the example above.

Each action, a, corresponds to carrying out a specific strategy, and has a set of
possible final states and costs. The state transitions consist of either finding the
object or failing at some step. Finding the object changes the belief to certainty and
ends the search; failing at some step changes the probabilities of the configurations
and the costs of future actions.
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A step will fail if either the posterior probability of the current search target
being in the search region has gone below a threshold, or too many views have been
acquired. Failing a step causes the probabilities of configurations to change change
according to Bayes rule:

p(s|z) = p(z|s)p(s)/p(z) (6.6)

where z is the observation of failing the current step. The probability of successfully
finding the object in a step given a specific configuration (p(¬z|s)) is the sum of
the probability mass covered by all the view cones selected to be searched during
that step. After a failed step, costs for subsequent actions may be decreased, if the
search located objects that are intermediate steps in those actions.

Note that the similar update in Eq. 6.1 concerns the specific metric location
of a single object and is carried out repeatedly as part of each search step in the
strategy, whereas Eq. 6.6 updates the probabilities of qualitative configurations and
is performed once an entire strategy has failed.

The Bellman equation without discount for this system is:

V (x) = max
a

(
R(x, a) +

∑
x′

p(x′|x, a)V (x′)

)
(6.7)

where x and x′ are belief states and V is the value function which here is the negative
expected cost. The maximum is taken over all actions (i.e. search strategies) and
the sum is over the various possible states x′ reachable from x under action a. The
optimal action would be the argument of the maximum. The search terminates
when the probability of the object being in a room is below a threshold (30%) for
every room; this stopping criterion keeps the expected cost from becoming infinite.

For the purpose of the experiments below, a simplified algorithm was used in
order to determine the optimal next action (strategy), making the following as-
sumptions:

• Independence is assumed between separate rooms (allowing efficient subdivi-
sion of the problem).

• Success of a strategy is deemed dependent only on the success of its final step
(i.e. locating intermediate objects in indirect search is assumed to always
succeed).

• Only a limited number of successive strategies n are considered in the calcu-
lation of the value of the next one.

More details on the mechanisms of the strategy evaluation can be found in Aydemir
et al. [3], along with simulated experiments evaluating the impact of the n term.

6.7 Experiments: Adaptive search strategy

Experiments took place in two different rooms, connected by a corridor that the
robot could traverse whenever it decided to search the other room. The first room
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was the same as the one used in Section 6.4, the other a laboratory room of com-
parable size and configuration. As before, a SLAM map was provided the system
a priori.

(a) Robot in room 1 searching “book in box on
table”

(b) Robot in room 2 searching “book in crate”

Figure 6.11: The robot in two different rooms performing search actions

Room 1 contained the following identifiable objects with fixed positions: One
small and one large bookcase, and one table; room 2 contained another table and
a set of shelves. Although these objects were always to be found in the same
location, that location was unknown to the robot at the beginning of each run.
Mobile objects used were a cardboard box, a metal crate and a book (the target
object).

Configuration Probability

book IN room1 0.55

book ON table1 IN room1 0.05

book ON small bookcase IN room1 0.30

book IN small bookcase IN room1 0.05

book IN large bookcase IN room1 0.05

book IN box ON table1 IN room1 0.05

book IN box IN room1 0.15

book IN room2 0.40

book ON table2 IN room2 0.05

book IN crate IN room2 0.30

book IN shelves IN room2 0.05

Table 6.2: Initial configuration probabilities used in experiments

The given initial belief state across configurations is presented in Table 6.2.
Note that the probabilities do not sum to 1; rather, configurations subsume each
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Go to room1

↓
Search for small bookcase

↓
Search for book ON small bookcase

↓
Search for box

↓
Search for book IN box

↓
Go to room2

↓
Search for crate

↓
Search for book IN crate

↓
Object not found

Table 6.3: Search plan generated during experiments

other; for example, book ON table IN room1 contains book IN box ON table

IN room1 as a special case. (In other words, the probability that the book is
on the table but not in the box is zero.)

Selected plan

The search plan the system produces is deterministic given the same initial belief
state, maps and object geometries; for the above state, the plan chosen is presented
in Table 6.3. The robot performs indirect search on the most likely landmarks in
the first room: the small bookcase, then – if that fails – the box; if that too results
in failure it moves on to the second room to attempt indirect search via the crate.
The search is aborted if it fails all three strategies, the cost-to-probability ratio for
the remaining possibilities falling below the threshold.

Results: Accurate probabilities

The system was run 20 times, with the target object placed at each configuration
a number of times commensurate with the configuration probabilities provided the
robot. The results were as follows:
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Configuration Freq. Success Avg. views
ON small bookcase IN room1 6 6 2.67
IN small bookcase IN room1 1 1 5
ON large bookcase IN room1 1 0 20
IN box ON table1 IN room1 1 1 7
IN box IN room1 3 2 10
ON table2 IN room2 1 0 22
IN crate IN room2 6 5 11.17
IN shelves IN room2 1 0 19
Overall 20 15 9.6

The results show that the plan selected for the given probabilities performs
well, catching most of the configurations whose cost-to-probability ratio are not
below the threshold. A different threshold would naturally mean more strategies
attempted, and thus longer searches, but also fewer failures.

Results: Inaccurate probabilities

To confirm that the proposed strategy selection algorithm makes proper use of
the probabilities it is given, two tests were also performed in which the robot was
provided different configuration probabilities from those listed above, producing
different search policies accordingly. It was then estimated, based on this and the
previous runs, how successful and costly those policies would be, given that the
reality (i.e. the actual configurations) were the same as originally.

Case 1 : The following changes were made to the probabilities given the robot:

Configuration Probability
book ON small bookcase IN room1 0.10
book IN large bookcase IN room1 0.25
book ON table2 IN room2 0.30
book IN crate IN room2 0.05

This led to a plan that tries strategies in this order: First “book IN box IN

room1,” then “book IN large bookcase IN room1,” and lastly “book ON table2

IN room2.”
Case 2 : In this test the modifications (with respect to the original experiment)

were:

Configuration Probability
book ON small bookcase IN room1 0.05
book ON table1 IN room1 0.30
book ON table2 IN room2 0.30
book IN crate IN room2 0.05

This yields strategies in the sequence: “book ON table1 IN room1,” “book IN

box IN room1” and “book ON table2 IN room2.”
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When these two plans, based on modified probabilities, are applied to the set of
configurations drawn from the probabilities in Table 6.2, (simulated) success rates
and view counts worsen considerably:

Run Approx. avg. views Approx. success rate
Accurate 9.6 75%
Inaccurate, Case 1 19.7 25%
Inaccurate, Case 2 12.1 20%

These results indicate that the strategy selection algorithm does indeed make
proper use of the probabilistic information it is provided.

6.8 Discussion

This chapter has demonstrated two different visual search algorithms utilizing spa-
tial relations, implemented on a practical robotic system, and has shown that such
relational models have great potential for boosting the performance of that search.
This fulfills my requirement that the functional relevance of any spatial represen-
tation be demonstrated in actuality.

The utility in practice of the “on” and “in” relations for purposes of search
obviously relies on the robot having access to data in terms of those relations.
As I have pointed out earlier, this assumption is not unreasonable since so many
entities in human-made environments are designed to support or contain objects,
and information that reaches the robot about the locations of objects, both through
language and through symbolic common-sense knowledge databases, tends to be in
relational form.

The methods presented have been developed further in Aydemir et al. [2], where
search is interleaved with spatial exploration. Results are promising and provide
further evidence that functionally conceived spatial relations are of practical use
besides being theoretically and intuitively reasonable.

Nevertheless, the circle is not entirely closed by this demonstration. The link
between the purpose of the agent – locating objects – and the spatial representa-
tion’s functional aspects – support and containment – is merely made plausible, not
indisputable, by the reasoning and the results presented herein. Only a system with
feedback, where the outcomes of the tasks causally affect its representation (through
learning, evolution, or otherwise), so that the robot “grows into” its purpose by
adapting its information processing, has an unassailable claim to functionality in
its spatial representation – to understanding space, by definition.



Chapter 7

Conclusions

This thesis has focused on function in spatial representation; that is, grounding
elements of representation in the uses those elements have for a robot or its users
in an explicit fashion. I have explained what function means in the context of
autonomous robotic systems and have argued that, if one desires the robot to
“understand” space, it is necessary to deliberately incorporate function into the
spatial concepts it is equipped with (though the reasoning is not limited to space)
and to ground any representation introduced firmly and expressly in the purpose
of the robotic system, whether it is actually designed to fulfill that purpose or it is
merely implicit.

This is not the same thing as the “trivial” observation that anything on which
money and hard work are spent should be able to do what it’s supposed to, but
something more; it’s the claim that every component of the system, whether hard-
ware or software, should be conceived in functional terms.

For much of robotics, this is an uncomplicated matter: these are the application-
oriented subfields where actual, working robotic systems already exist as products
and are being used by industry, public or military services or private individuals.
Here, there exists a clear feedback link between purpose on the one hand and re-
search and design on the other, in the form of profitability – what works, gets
bought (or, at the very least, the potential for creating a system that sells drives
research). Within these fields not much attention is given to intelligence or under-
standing; no benefit to the various purposes can be seen thereby. The criticism I
make here does not apply to them, for they already fulfill the criteria.

On the other hand, the subfield of “intelligent,” or “cognitive” robotics is prob-
lematic from this perspective. To be sure, there are many problems that seem
to require human-level intelligence, but their very difficulty means there are no
systems that deal with them in the real world – only more or less drastic labora-
tory simplifications of them. This makes evaluation of contributions arbitrary and
progress hard to gauge.

By way of illustration: considering two different robot arms, one cannot say that
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either is inherently better than the other; their relative merit depends on the way
they each support some task or purpose, and either might be “best” for a given
purpose. Not only a single task, but the entire intended “ecology” of the robot
should be considered – just as in nature, the arm of a monkey cannot be said to be
either superior or inferior to that of an octopus, because they live in entirely different
conditions and use their limbs in ways specific to their respective niches. The same
holds for information processing and knowledge representation: the measure of how
appropriate some approach is should not be inspection or annotation by humans
– which is what is most often done – but rather a demonstration of the way the
approach furthers the purpose of the system. Such motivations are often present in
the introductory sections of scientific publications, but do not typically make it into
the technical portions. The reasons for this are obvious: it is easier to work on small
modules where one does not have to care about the behavior and performance of an
entire, embodied, situated system and complex dynamic interactions. But limiting
the scope in this way leads to short-sightedness and a risk of stagnation: without
a clear real-world purpose informing the process, the community as a whole risks
over-fitting to artificially limited data, mistaking performance on some canonical
dataset for the purpose of an actual system – or else, where no such canonical
standards exist, diverging into disparate solutions (one for each research team, as
it were), each free to choose its own standard of evaluation and hence with no
incentive to merge with any of the others, and so the field grows less and less
likely, not more, to be brought together into a functioning whole as time passes.
In analogy to evolution producing diverging species when groups compete, so too
without a uniting purpose (of the system, not the scientists!) research efforts will
tend to diverge, not converge. Instead the entire loop, from perception and action
through behavior to purpose and back must be present the entire time – preferable
in the form of an actual, purposive robot system continually maintained, but if
this is impracticable, at least each incremental contribution should state what is
the functional link between it and the purpose in as explicit and technically sound
fashion as possible, not merely consign it to a token passage in the introduction
of a conference paper. Otherwise, researchers are placing themselves in a situation
where they are, in effect, attempting to build a brain by building self-contained
parts of a brain and putting them together at the end – a futile endeavor.

My contribution

The above raises the obvious question: How do the contributions in these pages
measure up to my own high standards of functionality?

The ideas in this doctorate thesis, as is the case with most such works, did
not spring up instantaneously, ready to be implemented and tested – but rather
developed over time. Starting with my modeling of “on” and “in,” inspired by
Coventry and Garrod [22], the idea of function as a fundamental consideration for
spatial representations began to take shape gradually. This being the case, the
research presented in Chapters 3 through 6 was not carried out on the basis of the
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whole framework put forth in Chapter 2 (although the basic idea did inform all
those efforts to some extent). Therefore, the work as presented is not a perfect
example of the functional treatment of spatial understanding – rather it is a first
essay, an exploration into several aspects of that treatment, which can be extended
in future work. Note that this is not to say the work is not already of use to
practical robotics – far from it, as was shown in Chapter 6.

The models for the spatial relations In and On in Chapter 3 possess a functional
link between purpose and representation, although it is rather tenuous. It is based
on findings from psycholinguistics which show that aspects of function are key in the
way humans classify spatial relations, together with the intuition that robots will
be generally aided in their purposes by the same representations that aid humans
in theirs. This is still an uncertain foundation by my own standard, as it is not
explicit about the nature of the purpose served and the mechanisms by which
the representation aids in that purpose. Nevertheless, it is preferable to other
approaches that entirely ignore the question of function and purpose, and the results
of the application in Chapter 6 lend credence to the models by dint of real-world
experiments.

In Chapter 4, I proposed a method for subdividing space along functional lines.
The main contribution here was the idea of doing so in the first place, and show-
ing that it is possible to do in practice as well, yielding reasonable results. The
exact form of the model, its set of labels, features, parameters etc. is not as im-
portant by comparison, as I pointed out at the conclusion of that chapter; that
must necessarily be subject to the specific purpose of the system. The chapter does
provide a straightforward way of linking a given purpose (performance of tasks in
an environment) with the representation.

Chapter 5 moves toward a more open, adaptive representation where experience
– feedback from “micro-experiments – has a part in determining what data will be
considered functional and what will be discarded. Still, any understanding that is
being learned by that system is not “autonomous.” The link between functional
relations (location control, protection and so on) on the one hand, and a purpose
for the system on the other, must be taken on faith – for example in the suggestion
that location control will aid a robot whose purpose involves carrying out tasks that
entail moving objects about. Though quite believable, these claims would carry a
great deal more weight if the circle were closed by means of an implementation on
the target real-world platform.

All these caveats aside, I believe that in this thesis I have shown the way forward
by placing emphasis on the critical nature of function and purpose to robotics re-
search in general and spatial representation in particular. In addition, the proposed
and learned models are themselves arguably already of sufficient sophistication to
be of use to robotics, and the methods and approaches I have used suggest plentiful
extensions and extrapolations.
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Future work

Here I will give a brief summary of the main points at which the present work can
be extended. More details are included at the end of the respective chapters.

Firstly, all of the investigations I have carried out can be vastly broadened. I
have directly modeled only two spatial relations – “on” and “in,” and dozens remain
to be treated in similar ways in English alone. (Although many others have been
already, generally it has not been done in a function-oriented framework.) Other
languages will provide even more material; there will be overlaps, of course, but in
these overlaps it may be possible to find the ways in which spatial relations break
down into functional components (cf. Bowerman [11]). The number of models for
functional units of large-scale space in Chapter 4, too, is quite small but may easily
be increased (because of their commonsense functional formulation).

Another way of finding more relational models, as opposed to modeling them
manually based on functional criteria, is learning them from simulation or real-
world experiments, as in Chapter 5. Other sources of data for learning could also
be imagined, especially with the growing amount of information available online.

However even more interesting and urgent is the deepening of each of the re-
search efforts described – in other words, strengthening the links between purpose,
robot, function, representation and behavior and making them more explicit com-
pared to what is currently there. The theory needs to be brought closer to the
physical reality of the robot and its intended environment and task, its soundness
demonstrated not through intuitive and reasonable outputs, but on actual perfor-
mance – and means must be devised by which the robot’s experiences in that real
world can feed back and inform its representation. Learning spatial relations would
be preferable to constructing them; learning on a real robot would be preferable
to learning in simulation; reinforcement learning would be preferable to supervised
learning. The feedback loops should be enlarged in scope until they encompass the
final purpose of the robot together with all the parts that are to bring that purpose
about – just as is the case in nature. These are exciting challenges which must
ultimately be met but which are, sadly, beyond the scope of this thesis.

Where are we headed?

What, then, would be the “proper” or ideal implementation of the main ideas in
this thesis? It may be illustrative to consider once more the way space comes to be
represented in human beings, as a product of evolution, ontogenesis, sensory-motor
learning, social learning, and cultural development. How does a term like “on,”
which has recurred repeatedly in the preceding chapters, arise?

Perhaps the process resembled the following (though conjectural, this still il-
lustrates the argument I am making): Long ago, in our hunter-gatherer days, it
would have been beneficial to understand (i.e. be able to act on) certain instances
of attachment, such as babies clinging to their mothers, burrs to hair, or fruit to
a broken-off branch as it is dragged off for consumption elsewhere. Whether these
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concepts were innate or learned, individuals capable of utilizing them would have
benefitted. Generalization of the concepts, too, would have aided survival in an
unpredictable and complex environment; with generalization, concepts that were
originally separate may have begun to overlap, and so bring forth new concepts
that could generalize even more efficiently. Thus out of disparate, specific instances
of attachment could arise a general concept of attachment, or location control, or
support etc. Armed with increased generality, humans would have been able to ex-
plore novel uses of their functional understanding: stacking items or attaching them
to each other in order to carry them; attaching items to themselves for transport
or, eventually, as clothing.

With the emergence of language, use for abstract concepts will have exploded:
now, the capability of transmitting useful spatial information contributed to sur-
vival, and conversely those relationships that could be transmitted also will have
been selected for. Mechanical functions such as location control, protection or sup-
port would soon have words or expressions to convey them; likewise terms would
arise that directed a listener’s attention effectively – such as the projective spatial
relations. Language and culture, changing at a far greater rate than the body and
brain of the species, will have begun to grow more complex and to diversify, in a
more or less random fashion, ultimately yielding the massive variety we see around
us today; yet always subject to two restrictive forces: firstly, that any element of
language, culture and thought must be possible to internalize for the human brain,
such as it is; and secondly, that what is useful is kept and what is useless is jetti-
soned. Though this second principle is not an absolute by any means, it is to be
expected that those elements that are most persistent and pervasive are functional
to humans in some way, whether physically or socially.1

There is obviously no way we, as roboticists, could reproduce this long, arduous
process in order to allow artificial systems to achieve human-level understanding of
the world. Even if such a process were recreated somehow, the end result wouldn’t
correspond to anything recognizably human, because of the chaotic nature of evo-
lutionary processes. We will have to search for compromises, between autonomy on
the one hand and human-orientedness on the other. Some portion of the robots’ un-
derstanding must be imposed by humans, and some emergent (through evolution,
ontogenesis and learning). After all, even humans receive much of their understand-
ing of the world from other humans – how much of it is a matter of scholarly debate
– through active teaching or passively as we infer knowledge from the behavior and
language use of others. It behooves researchers to be aware of this trade-off, and the
fact that, in a very real sense, the more of our own intelligence and understanding
we labor to imbue into our systems, the less room there is for them to possess their
own.

One approach to this compromise is developmental robotics, which assumes a

1Not all information that is passed on culturally or socially is either beneficial or random;
Dawkins [25] introduced the term “meme” for ideas that are self-propagating, with humans merely
a “substrate” to the process. The capacity to propagate memes itself is surely tied to some useful
function in humans, however.
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human body and a mind that is still developing, trying to find means to allow that
mind to autonomously increase its complexity in an adaptive way. Evolutionary
robotics, by comparison, start “farther back,” assuming simple bodies and little or
no mind to begin with, whereas most mainstream robotics research is to be found
at the opposite end of the spectrum, providing nearly all of a robot’s understanding
at design-time. I believe it is important to work at all levels, but as stated above
there is a great risk that all the efforts put into these investigations will diverge,
finally trickling into the sand and evaporating without having done any good –
unless there is one, or at least some limited number of explicit, clear purposes for
the final robot system, that can serve to draw research at all levels together instead
of apart, hopefully gradually to join into a powerful mainstream of progress. And
function is – by definition – the gradient that leads toward that purpose; it is the
guidepost that says to the researcher: “you’re on the right track.”
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[23] Kenny R. Coventry, Mercè Prat-Sala, and Lynn Richards. 2001. The interplay
between geometry and function in the comprehension of over, under, above,
and below. Journal of Memory and Language, 44(3):376–398.

[24] Ernest Davis. 2011. How does a box work? A study in the qualitative dy-
namics of solid objects. Artificial Intelligence, 175(1):299 – 345.

[25] Richard Dawkins. 2006. The Selfish Gene (30th anniversary edition). Oxford
University Press.

[26] Andrew Delong, Anton Osokin, Hossam N. Isack, and Yuri Boykov. 2010.
Fast approximate energy minimization. In Proc. of the Twenty-Third IEEE
Conference on Computer Vision and Pattern Recognition (CVPR), San Fran-
cisco, CA, USA, June 2010.

[27] David DeVault and Matthew Stone. 2004. Interpreting vague utterances in
context. In Proc. of the 20th International conference on Computational Lin-
guistics (COLING), Geneva, Switzerland, August 2004.

[28] Albert Diosi, Geoffrey Taylor, and Lindsay Kleeman. 2005. Interactive SLAM
using laser and advanced sonar. In Proc. of the 2005 IEEE International
Conference on Robotics and Automation (ICRA), Barcelona, Spain, April
2005.

[29] Christian Dornhege and Alexander Kleiner. 2007. Behavior maps for online
planning of obstacle negotiation and climbing on rough terrain. In Proc. of
the IEEE/RSJ International Conference on Intelligent Robots and Systems
(IROS), San Diego, CA, October 2007.

[30] Gerald Edelman. 1989. Neural Darwinism: The theory of group neuronal
selection. Oxford University Press.

[31] Max J. Egenhofer. 1997. Query processing in spatial-query-by-sketch. Journal
of Visual Languages and Computing, 8(4):403–424.

[32] Staffan Ekvall and Danica Kragic. 2005. Receptive field cooccurrence his-
tograms for object detection. In Proc. of the IEEE/RSJ International Confer-
ence on Intelligent Robots and Systems (IROS), Edmonton, Canada, August
2005.
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2008. Hybrid laser and vision based object search and localization. In
Proc. of the 2008 IEEE International Conference on Robotics and Automa-
tion (ICRA), Pasadena, CA, USA, May 2008.

[42] Klaus-Peter Gapp. 1994. Basic meanings of spatial relations: computation
and evaluation in 3D space. In Proc. of the 12th National Conference on
Artificial intelligence (AAAI), Seattle, WA, USA, July 1994.

[43] Thomas David Garvey. 1976. Perceptual strategies for purposive vision. PhD
thesis, Stanford University, Stanford, CA, USA.

[44] James J. Gibson. 1979. The Ecological Approach to Visual Perception.
Lawrence Erlbaum Associates.

[45] Thilo Grundmann, Michael Fiegert, and Wolfram Burgard. 2010. Proba-
bilistic rule set joint state update as approximation to the full joint state
estimation applied to multi object scene analysis. In Proc. of the IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROS), Taipei,
Taiwan, October 2010.



BIBLIOGRAPHY 127

[46] Nick Hawes, Hendrik Zender, Kristoffer Sjöö, Michael Brenner, Geert-Jan M.
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