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Abstract

This work contains two separate but related parts: one on spectrally
accurate and fast Ewald methods for electrostatics and viscous flow, and one
on micro- and complex fluid interface problems.

In Part I we are concerned with fast and spectrally accurate methods to
compute sums of slowly decaying potentials over periodic lattices. We con-
sider two PDEs: Laplace (electrostatics, the Coulomb potential) and Stokes
(viscous flow, the “Stokeslet” potential). Moreover, we consider both full and
planar periodicity, the latter meaning that periodicity applies in two dimen-
sions and the third is “free”. These are major simulation tasks in current
molecular dynamics simulations and in many areas of computational fluid
mechanics involving e.g. particle suspensions.

For each of the four combinations of PDE and periodic structure, we give
spectrally accurate and O(N logN) fast methods based on Ewald’s or Ewald-
like decompositions of the underlying potential sums. In the plane-periodic
cases we derive the decompositions in a manner that lets us develop fast
methods. Associated error estimates are developed as needed throughout.
All four methods can be placed in the P3M/PME (Particle Mesh Ewald)
family. We argue that they have certain novel and attractive features: first,
they are spectral accurate; secondly, they use the minimal amount of memory
possible within the PME family; third, each has a clear and reliable view
of numerical errors, such that parameters can be chosen wisely. Analytical
and numerical results are given to support these propositions. We benchmark
accuracy and performance versus an established (S)PME method.

Part II deals with free boundary problems, specifically numerical meth-
ods for multiphase flow. We give an interface tracking method based on a
domain-decomposition idea that lets us split the interface into overlapping
patches. Each patch is discretized on a uniform grid, and accurate and ef-
ficient numerical methods are given for the equations that govern interface
transport. We demonstrate that the method is accurate and how it’s used
in immersed boundary, and interface, Navier-Stokes methods, as well as in a
boundary integral Stokes setting.

Finally, we consider a problem in complex fluidics where there is a con-
centration of surfactants on the interface and the interface itself is in contact
with a solid boundary (the contact line problem). We argue that the domain-
decomposition framework is attractive for formulating and treating complex
models (e.g. involving PDEs on a dynamic interface) and proceed with de-
veloping various aspects of such a method.
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Preface

This thesis contains a two-part introduction and seven separate papers. Part one
deals with spectrally accurate and fast Ewald summation methods for Stokes and
Laplace, giving an introduction to papers I-IV. The second part deals with interface
dynamics in the realm of microfluidics, and gives an introduction to papers V-VII.
The included papers are:

Paper I.

D. Lindbo, A.-K. Tornberg, Spectral accuracy in fast Ewald-based methods for
particle simulations, J. Comput. Phys. 230:24 (2011), pp. 8744-8761.

Paper II.

D. Lindbo, A.-K. Tornberg, Spectrally accurate fast summation for periodic Stokes
potentials, J. Comput. Phys. 229:23 (2010), pp. 8994-9010.

Paper III.

D. Lindbo, A.-K. Tornberg, Fast and spectrally accurate Ewald summation for
2-periodic electrostatic systems, arXiv:1109.1667 (2011). Submitted to J. Chem.
Phys. 2011, under review.

Paper IV.

D. Lindbo, A.-K. Tornberg, Fast and spectrally accurate summation of 2-periodic
Stokes potentials, arXiv:1111.1815 (2011). To be submitted.

Regarding papers I-IV: The author of this thesis drafted the manuscripts, imple-
mented the methods and performed all numerical experiments. The ideas, proofs
and derivations were developed in close collaboration between the two authors.
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Paper V.

D. Lindbo, A.-K. Tornberg, Interface tracking using patches, To be submitted
(2010).

This paper presents a numerical method which is a generalization of previous
work by the second author. The author of this thesis developed this method in
close collaboration with the second author, implemented it, performed all numerical
evaluations of it, and drafted the manuscript.

Paper VI.

L. af Klinteberg, D. Lindbo, A.-K. Tornberg, An explicit Eulerian method for multi-
phase flow with contact line dynamics and insoluble surfactant, Manuscript (2011).

The author of this thesis contributed to the ideas, methods and their implemen-
tation, and drafted a portion of the manuscript.

Paper VII.

P. Gottschling, D. Lindbo, Generic compressed sparse matrix insertion: algorithms
and implementations in MTL4 and FEniCS, Proceeding POOSC ’09 Proceedings of
the 8th workshop on Parallel/High-Performance Object-Oriented Scientific Com-
puting, ACM (2009).

The author of this thesis developed, implemented and performed the bench-
marks presented, and contributed Sections 1.2, 2.5 and 3 to the manuscript.

The context of these papers is as follows: Our research efforts have primarily been
directed towards numerical methods in micro- and complex fluidics – this is where
the work started and this is the main area where we hope to put the tools developed
in this thesis to use. The author of this thesis has actively participated in the Linné
Flow Center at KTH since 2007. Paper II predates Paper I, which, together with
paper III, was born out of a desire to put the ideas of paper II before a larger
audience. Our work that relates to molecular simulation fits neatly into the newly-
formed Swedish e-Science Research Center (SeRC), and has been put forth as a
promising activity to further pursue within that center. The author of this thesis
was actively involved in the finite element community, contributing code to the
open-source project FeniCS from 2006 through 2008. This interest and the effort
directed towards this project is not accurately reflected in this thesis, though it can
be glimpsed via paper VII.
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Chapter 1

Introduction

Currently, a very large scientific effort is directed towards understanding biomolec-
ular systems, such as how DNA and proteins behave. A major component in these
and many related investigations is computational: one wants to simulate very large
and complex molecular systems. The challenges here stem from the long-range
nature of the (electrostatic) interactions that have to be accounted for.

At the same time, viscous flow systems have also enjoyed much attention, such
as the widespread study of passive and motile suspensions and other applications
in bio-, micro- and complex fluidics. There is a large body of work that involves
the study of locomotion of small organisms, including the collective dynamics of
such systems. Another area where there has been much activity is in simulation of
suspensions of various particles in viscous flows, motivated, for instance, by a desire
to understand paper-making and the formation of other microstructures. Again,
the computational challenge is that long-range (hydrodynamic) interactions govern
such systems.

It is perhaps unsurprising, then, that these two problems are closely related
– they both involve summing fundamental solutions that decay as 1/r. Ewald
summation is a well-established formalism in physics that deals with how to sum
long-range potentials over infinite lattices. It has come to play a major part in
many areas of current interest, both in molecular and flow simulations.

The molecular dynamics problem is the easiest one to explain by way of an
example. Figure 1.1 shows a rendering of a protein [38], which is used here as
an entirely hypothetical illustration. A simulation of how such a protein behaves
involves computing all short-range forces due to molecular bonds (shown as bars
connecting neighboring atoms), plus (non-bond) electrostatic interactions between
all ions. Computing the former is an expansive topic in itself, see e.g. [46], entirely
omitted in this work. Making matters more complex, the protein is not isolated
in vacuum – it is well known that the presence of e.g. water and other solvent
ions must be accounted for. So, in Figure 1.1, imagine all the white space to be
filled with water molecules. This adds a large number of non-bond interactions.

3
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Figure 1.1. Rendering of the 1B08 lung surfactant protein [38].

Moreover, the system must, in most cases, be sampled very many times.
What is meant by long-range interactions is that they decay slow enough that

the influence of any one charge is felt by all others. By making the system larger,
i.e. including more macromolecules and solvent ions, the computational task can
easily be made infeasible even on the largest supercomputer systems of the present
day and the foreseeable future.

Nonetheless, a remarkable amount of progress has been made in this area during
the last three decades. To proceed, instead of considering the essentially infinite
system one confines interest to a suitable region in space containing a suitable num-
ber of solvent ions and macromolecules. This region is referred to as the primary
cell. The primary cell is then replicated infinitely, thereby constructing an approx-
imation of the original system, as illustrated in Figure 1.2. Having done this, the
system becomes periodic and the amount of mathematical firepower available to
attack the system expands vastly.

It should be noted in this context that there are subtle arguments regarding
what kind of errors, so called finite size effects, that are introduced by periodizing
the system. We shall return to this in Section 2.5. That said, the we proceed with
humility and the assumption that periodic systems will continue to be the dominant
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computational framework for a large class of problems. This thesis focuses not on
the investigation of molecular systems per se, but on the numerical methods that
are employed within such investigations.

To make this more precise, let xn ∈ Ω = [0, L)3, n = 1, . . . , N , be the location of
N particles in the primary cell and let qn be the charge of each particle. Moreover,
we assume charge neutrality

∑
n qn = 0. The long-range potential sum to compute

takes the form

ϕ(x) =
∑
p∈Zd

N∑
n=1

qn
‖x− xn + τ(p)‖ , (1.1)

where d is the dimension of periodicity and τ(p) is a translation into the periodic
image p. We recognize 1/‖x‖ as the free-space Green’s function for Laplace’s
equation. Papers I and III discuss the fast and accurate computation of (1.1)
under full (d = 3, Figure 1.2, bottom panel) and planar (d = 2, Figure 1.2, middle
panel) periodicity respectively.

To offer an example within the realm of complex flow simulations, consider a
system of fibers, sedimenting due to gravity, as illustrated in Figure 1.3. Here, each
fiber feels the force of gravity and also the hydrodynamic force, mediated by the
viscous fluid, generated by all other fibers. For the same reasons as above, it is
inherently interesting to scale such simulations to very large systems, and, again, a
tractable approach is to construct a periodic problem. The complete formulation
of such models involves boundary integrals – the disturbance velocity at a point is
obtained by integrating over all fibers – and other approximations enter. We shall
return to this topic in Section 6.1.1.

As it turns out, one has to compute sums of the form

u(x) =
∑
p∈Zd

N∑
n=1

S(x− xn + τ(p))fn, (1.2)

where S is a free-space Green’s function to the Stokes equations and fn ∈ R3 are
vector valued “charge” strengths. Henceforth we shall assume that S is the so called
Stokeslet,

S(x) :=
1

8πµ

(
I

‖x‖ +
x⊗ x

‖x‖3
)
,

also known as the Oseen tensor. Moreover, it is natural to attach constraints on
fn, such as

∑
n fn = 0, though this will depend on the periodic structure of the

problem. Papers II and IV discuss the fast and accurate computation of (1.2)
under full and planar periodicity respectively.

Both the electrostatics- and flow setting shall be surveyed in more detail shortly.
Before we can start discussing more precisely the contribution of this thesis, we need
to conceptually outline Ewald summation.
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Figure 1.2. Constructing periodicity: Primary cell (heavy lines) repeated infinitely.
Top: one-dimensional, Middle: planar (2P), Bottom: full (3P) periodicity.
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Figure 1.3. Fibers sedimenting due to gravity, and forming clusters because of
hydrodynamic interactions [175].

Neither (1.1) nor (1.2) is feasible to compute. Assume, say, L = 1, d = 3,
N = 10 and qn ± 1, and consider the number of terms in (1.1) that are larger than
ε = 10−10 in magnitude: roughly 4 × 1031 terms. Relevant systems today are, of
course, very much larger, and the potential, ϕ, is required at all xn. With N = 105,
that would entail summing 4×1040 terms. Assuming ten billion terms are summed
per second, the time to carry the calculations would almost equal the age of the
universe – squared. Moreover, neither (1.1) nor (1.2) is immediately seen to be
summable (they are known to be conditionally convergent, meaning that the order
of summation has to be prescribed before they can be shown to have a finite limit),
see the appropriately named paper by Takemoto et al. [169].

In the 1920’s the eponymous Paul P. Ewald worked on computing lattice sums,
culminating in his seminal paper [43], where a decomposition is proposed that
takes the potential sums into the realm of computational feasibility. In essence the
following identity is used:

1

r
=

erfc(r)

r
+

erf(r)

r
, r > 0, (1.3)
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Laplace
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D

Figure 1.4. A cycle of algorithmic development, from Stokes under full periodicity
(A) to Stokes under planar periodicity (D) via Laplace (B,C).

where erf(·) is the error function and erfc(·) its complement. Evidently, the first
term goes rapidly and smoothly to zero as r grows. Being smooth for all r ≥ 0,
the second term converges rapidly in reciprocal space. In Section 2.1 we derive the
classical result, namely that

ϕ(xm) =

∗∑
p∈Z3

N∑
n=1

qn
erfc(ξ‖xm − xn + τ(p)‖)
‖xm − xn + τ(p)‖ +

+
4π

L3

∑
k6=0

e−k
2/4ξ2

k2

N∑
n=1

qne
−ik·(xm−xn) − 2ξqm√

π
, (1.4)

where k ∈ {2πZ3/L} and ξ is a parameter that plays a pivotal role throughout. For
now, note that the two sums in (1.4) are exponentially convergent, but evaluating
them is still prohibitively expensive for systems of practical interest. Faster methods
have been developed, as we survey in Section 2.3.

1.1 Overview of thesis contribution

The introduction described two areas, molecular simulation and complex fluidics,
where Ewald summation method have become important. Furthermore, it was
alluded to that we will distinguish between different periodic structures – whether
periodic boundary conditions apply to all three direction or just two, see Figure
1.2. This makes for four combinations of PDE and boundary conditions, illustrated
in Figure 1.4, and papers I-IV neatly treats one of these problem each.

However, the contribution in each of these papers is different, reflecting the
vastly unequal amount of prior research on each of the problems. The four problems
under consideration each contain two distinct parts:
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i) The Ewald sum itself: Is it known? Are error estimates available to guide
us in parameter selection? Does it suggest how faster methods (next item)
might be developed?

ii) A method that reduces the O(N2) complexity of evaluating the Ewald sums1
to O(N logN) or better. How much extra memory will such methods require?
What magnitude of errors are introduced, and can those errors be controlled
in practice? Additional parameters enter – how should they be selected?

Starting with the most established problem, that of summing electrostatic po-
tentials under full periodicity (box “B” in Figure 1.4), the Ewald sum (1.4) has
been known since 1921 and how to compute it in practice (i.e. how to choose
the parameter ξ and how many terms to include in each sum) is well understood
[88]. Moreover, fast methods, pertaining to item (ii), have existed for roughly 30
years and are among the algorithms of modern computational physics that see the
most use (Section 2.3). The papers where the dominating algorithms (P3M, PME,
SPME) were proposed each have several thousand citations, and these methods
have served the application community well for decades.

Our intention in Paper I is not to pronounce these methods obsolete, but rather
to engage in a scientific discussion regarding some of the numerics involved. We
derive a method with spectral accuracy, set out to demonstrate its practical utility
vis-a-vis established methods, and argue that the proposed method offers three
attractive properties: it is accurate; it uses the minimal amount of memory that
a method in this class can use; and the task of selecting parameters is simple. Of
these, the last two points appear to garner more interest than the former, though
this may vary between application domains. Additionally, exploiting these potential
benefits will not be easy in the major software packages that implement fast Ewald
methods, because of a large number of non-trivial constraints on parameters that
have evolved over the years. Ultimately, merit in this mature field is measured in
terms of clock-cycles (for a given accuracy), and we hope to participate in such
debates in future.

Paper II (item “A” in Figure 1.4, it is chronologically prior to paper I) deals
with the analogous problem in the viscous flow realm: summing the Stokeslet in
full periodicity. Here, there are alternatives regarding the “Stokeslet Ewald sums”
with the same structure as (1.4). We introduce these sums and survey related work
in Section 4.1. Compared to the electrostatics problem, less is known regarding
error estimates. As far as fast methods go (item (ii)), two methods are known to
us that predate Paper II. The case here is similar to that of Paper I (especially
at the time of writing this thesis): higher accuracy, smaller grids and better a-
priori error control. Note that some of the nuances that are hotly debated in the
hyper-competitive electrostatics community mean little in the context of boundary
integral methods for Stokes flow.

1Under some conditions, Ewald sums have been shown to attain O(N3/2) complexity, see the
seminal paper by Kolafa & Perram [88].
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In paper III (box “C” in Figure 1.4) we move in the orthogonal direction – from
the “base case” (Laplace, full periodicity) to the 2-periodic setting. A 2P Ewald
sum is known (Section 2.6), but contested by various non-Ewald methods. We
argue that existing fast methods are less satisfactory than their 3P cousins. The
method that we derive enjoys a very close relationship to 3P methods, and appears
to succeed where certain related methods have demonstrated their limited utility.
Here, we argue, spectral accuracy matters more than in 3P. Again, we provide
clarity regarding parameter selection to an extent that does not appear to have
been reported before.

Finally, paper IV (box “D” in Figure 1.4) deals with the problem which has seen
the least amount of prior work. To the extent that Stokeslet Ewald sums under
planar periodicity exist at all in the literature, none have, to our knowledge, been
written down in explicit form. Naturally, then, no fast methods exist, and Paper
IV presents a method that appears to be the first of its kind. The main thrust here
is to find the actual Ewald sum – interestingly, the fast method is in some ways
easier to derive, analyze and compute than the underlying Ewald sum.

There is substantial overlap between papers I-IV – the construction of a spec-
trally accurate method follows the same lines of reasoning in the four cases; a basic
result regarding separation of errors and a few algorithmic components are also
recurring. The chapters that follow aim to introduce the work in a more unified
manner than what is afforded in the individual papers.



Chapter 2

Classical Ewald summation

The existing results for Ewald summation, naturally, form the basis for the remain-
der of this thesis. We shall survey these and highlight some features that we will
make use of later.

2.1 Deriving the classical Ewald sum

To start with, we derive the classical Ewald sum (1.4). This derivation is referenced
in papers II and IV.

Let xn ∈ Ω = [0, L)3, n = 1, . . . , N , and
∑
n qn = 0. The objective is to

compute

ϕ(x) =
∑
p∈Z3

N∑
n=1

qn
‖x− xn + τ(p)‖ ,

where τ(p) = Lp. As noted earlier, some ambiguity surrounds this sum in its
current form, as it isn’t absolutely summable. However, it does have a well-defined
limit if the summation over images, p, is taken in shells. This notion is made precise
in a classical derivation by de Leeuw et al. [35]. Here, ϕ is computed by solving
the Poisson problem

−∆ϕ(x) = 4π

N∑
n=1

σn(x), σn(x) =
∑
p∈Z3

qnδ(x− xn + τ(p)), (2.1)

where δ is the usual Dirac measure on R3. Let (a ∗ b)(x) denote the convolution of
a and b over R3, and introduce a charge screening function, γ(ξ,x), that splits the
source terms as indicated in (1.3),

σn(x) = σn(x)− (σn ∗ γ)(x)︸ ︷︷ ︸
:=σn,R(x)

+ (σn ∗ γ)(x)︸ ︷︷ ︸
:=σn,F (x)

.

11



12 CHAPTER 2. CLASSICAL EWALD SUMMATION

One then builds ϕ from

ϕ =

N∑
n=1

(ϕn,R + ϕn,F ) (2.2)

after solving

−∆ϕn,R(x) = 4πσn,R(x)︸ ︷︷ ︸
(a)

and −∆ϕn,F (x) = 4πσn,F (x)︸ ︷︷ ︸
(b)

.

The screening function, γ, is required to go from γ(ξ, 0) = 1 to γ(ξ, ‖x‖ → ∞) = 0
with sufficient regularity and be normalized, ‖γ(ξ,x)‖L2 = 1. The classical result
follows by choosing a Gaussian,

γ(x) = ξ3π−3/2e−ξ
2‖x‖2 
 γ̂(k) = e−k

2/4ξ2 . (2.3)

Solving (a) is a straight-forward exercise of integrating σn,R(x) against the funda-
mental solution 1/(4π‖x‖),

ϕn,R(x) =

∫
R3

qn
‖y − xn‖

∑
p∈Z3

(δ(y − xn + τ(p))− γ(y − xn + τ(p)))dy

=
∑
p∈Z3

qn
erfc(ξ‖x− xn + τ(p)‖)
‖x− xn + τ(p)‖ , x 6= xn.

In the limit x → xn we wish to remove the self-interaction, which, under the
screening, γ, has partly been incorporated into (b),

lim
‖x‖→0

(
erfc(ξ‖x‖)
‖x‖ − 1

‖x‖

)
= lim
‖x‖→0

−erf(ξ‖x‖)
‖x‖ = − 2ξ√

π
.

Summing, in light of (2.2), gives
∑N
n=1 ϕ

n,R(xm) = ϕR(xm) + ϕS(xm), with

ϕR(xm) = ϕRm =

N∑
n=1

∗∑
p∈Z3

qn
erfc(ξ‖xm − xn + τ(p)‖)
‖xm − xn + τ(p)‖

ϕR(xm) = ϕSm = −qm
2ξ√
π
,

where ∗ denotes that the term p = 0 is excluded when n = m. The last term, ϕS ,
is usually referred to as “self interaction”, though it is nothing of the sort; rather,
it is the removal of self interaction from (b).

The second part (b) will be solved in frequency domain. For conventions regard-
ing Fourier sums and series, see Section 7.1. We let

ϕn,F (x) =
∑
k

ϕ̂n,F (k)eik·(x−xn),
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so that

−∆ϕn,F =
∑
k

k2ϕ̂n,F (k)eik·(x−xn). (2.4)

On the other hand, using Poisson summation (Lemma 7.2.2) we get

4πσn,F = 4π
∑
p∈Z3

qnγ(x− xn + τ(p)) =
4πqn
L3

∑
k

γ̂(k)eik·(x−xn)

=
4πqn
L3

∑
k

e−k
2/4ξ2eik·(x−xn). (2.5)

Equating (2.4) and (2.5) gives that ϕ̂n,F = 4πqne
−k2/4ξ2/(L3k2), and hence,

ϕn,F (x) =
4πqn
L3

∑
k

e−k
2/4ξ2

k2
eik·(x−xn).

Note that if ϕ is satisfies a the Poisson equation (2.1), then so does ϕ + C where
C is an arbitrary constant that we choose such that

∫
R3 ϕ(x)dx = 0. As we have

seen, ϕR(x)→ 0 as x→∞. It follows that we must require ϕ̂F (k = 0) = 0, hence
we drop the term k = 0 in the sum above. This is sometimes referred to as “tin foil
boundary conditions”. With that, we have arrived at the desired result,

ϕ(xm) =

∗∑
p∈Z3

N∑
n=1

qn
erfc(ξ‖xm − xn + τ(p)‖)
‖xm − xn + τ(p)‖ +

+
4π

L3

∑
k6=0

e−k
2/4ξ2

k2

N∑
n=1

qne
−ik·(xm−xn) − 2ξqm√

π
.

The key step is the introduction of the screening function (2.3) the decay of
which depends on the parameter ξ. Known as the Ewald parameter, it controls the
convergence of the two sums in the Ewald sum. Take ξ large and the first term
(the real-space sum) converges rapidly, at the expense of slower convergence in the
second sum (the k-space sum), and vice versa. This device is one of the things that
subsequent fast methods depend on.

2.2 Truncation error estimates

In what follows, errors shall be measured either in a point-wise,

e∞ := max
n
|ϕ(xn)− ϕ∗(xn)|, (2.6)
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or RMS (root mean squares),

erms :=

√
1

N

∑
n

(ϕ(xn)− ϕ∗(xn))2, (2.7)

sense, where, ϕ∗ denotes an exact, or well converged reference, solution. The RMS
measure is the most common one in the context of molecular simulation [36].

Turning to the question of truncation errors for the Ewald sums; both sums in
(1.4) are exponentially convergent. That is, the terms in the k-space sum decay as
e−αk

2

/k2 for some α > 0 as k grows (and analogously in the real space sum). For
a fixed truncation of the k-space sum in (1.4), e.g. ‖k‖ ≤ 2πk∞/L with k∞ ∈ Z+,
error estimates are forthcoming. In fact, strict bounds are possible to compute on
a per-particle basis – Strain [164, p. 253], for instance, shows that one commits a
truncation error bounded by

|EF | < ξ4e−π
2k2∞/(ξL)2

50k3∞
. (2.8)

A bound for N particles would then naturally be of the form |EF |∑m |qm| ∼
N |EF |. This, it is frequently argued in the literature of computational chemistry, is
too pessimistic for scattered particles. Instead, error estimates have been developed,
such as the well-known RMS (root means squares) estimate by Kolafa & Perram
[88],

eFrms ≈ ξπ−2k−3/2
∞

√
Q exp

(
−
(
πk∞
ξL

)2
)
, (2.9)

where Q :=
∑
n q

2
n.

One may, of course, apply a similar logic to the real space sum in (1.4). Including
only interactions between particles (including periodic images) within a distance rc
from each other, one can ask what truncation error is committed. Strain [164]
suggests, for one particle feeling the influence from all periodic images of itself
within a radius rc, the following real space truncation error bound:

|ER| ≤
√

1

ξ2

e−r
2
cξ

2

π3/2r2
c

.

Kolafa & Perram [88] give an N -particle RMS error estimate also for the real space
sum,

eRrms =

√
Q

2L3
(ξrc)

−2e−r
2
cξ

2

. (2.10)

The RMS truncation error estimates, (2.10) and (2.9), have real predictive
power, see Figure 2.1. However, the underlying assumption is that the coordinates
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Figure 2.1. Truncation errors in classical Ewald summation, RMS norm. Left:
Real-space sum, where (top to bottom) ξ = 4, 8, 12. Error estimate (2.10) as solid
line. Right: k-space sum, for (left to right) ξ = 4, 6, 8, 10 and the error estimate
(2.9) in dashed.

xn are uncorrelated. The RMS measure will underestimate errors otherwise. In that
case, it becomes appropriate to consider∞-norm estimates. The essential property,
that the sums converge at least as fast as exp(−r2

cξ
2) and exp(−(πk∞/(ξL))2) re-

spectively, still holds, though obtaining reliable estimates with detailed constants,
as in the RMS case, is bound to provide a challenge.

Spectral convergence estimates for the Ewald sum are important for several rea-
sons – not least for the practical (non-trivial) task of choosing parameters. Suppose
we would like to keep these truncation errors below some small ε and suppose rc is
known. We may solve (2.10) for ξ,

ξ =
1

rc

√√√√W

(
1

ε

√
Q

2L3

)
, (2.11)

where W (·) is the Lambert W function [27]. It is defined as the defined as the
inverse of f(W ) = WeW , and is available in e.g. Maple, Mathematica and Matlab.
Here we have discarded several uninteresting branches. Similarly, we solve (2.9) for
k∞,

k∞ =

√
3Lξ

2π

√
W

(
4Q2/3

3π2/3L2ξ2/3ε4/3

)
. (2.12)

We have not found the Kolafa & Perram estimates written in this form elsewhere.
That is somewhat surprising, as we pick up on in Section 3.1.3.
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2.3 Fast Ewald methods

Evaluating either of the sums in (1.4) for all xm has O(N2) complexity with a
constant that grows very fast as higher accuracy is demanded, so computing the
Ewald sum directly is only feasible for small systems. However, by increasing the
Ewald parameter, ξ, the real-space sum in (1.4) can be made cheap to compute
(see Section 2.4). This comes at the expense of more work in the k-space part,

ϕF (xm) =
4π

L3

∑
k6=0

e−k
2/4ξ2

k2

N∑
n=1

qne
−ik·(xm−xn),

but methods with O(N logN) complexity (or even O(N)) exist for that problem.
Having derived the Ewald sum in Section 2.1, it is clear that the k-space sum

corresponds to the solution of a Poisson problem. Instead of taking the screening
function, γ, into the right hand side by defining σn,F = σn ∗ γ, we can associate it
with the Green’s function and keep the right hand side in terms of Dirac functions.
That is, let

g(x) :=

(
γ ∗ 1

4π‖x‖

)
(x),

so that ϕF (xm) = 4π
∑N
n=1(g ∗ σn)(xm). Recall that we wish to evaluate ϕF (xm)

for all xm. This suggests that we should look for a way of decoupling the summation
over n from the convolution.

This can be done by replacing σn with a suitably chosen “smeared” σ̃n, for which
it makes sense to evaluate

∑N
n=1 σ̃

n(x) over a uniform grid. The Poisson problem
is solved by computing the convolution with some new g̃ (the screened Green’s
function, g, modified to take the to-grid smearing into account) as a multiplication
in reciprocal space after an FFT. Another FFT takes us back to real-space, i.e.
giving us ϕF (x) on a uniform grid, from where we can recover ϕF (xm) at all points
of interest. This, very brief, conceptual overview of FFT-based Ewald methods
follows Shan et al. [149].

Such fast Ewald summation methods play an important role in molecular dy-
namics simulations. The leading algorithms are variations of the original Particle-
Particle Particle-Mesh (P3M) and Particle Mesh Ewald (PME) methods due to
Hockney and Eastwood [64] and Darden et al. [30] respectively, such as the SPME
method due to Essmann et al. [42]. Major software packages in computational
molecular dynamics, such as Gromacs [103], Amber [19] and NAMD [128], in-
clude various PME/P3M methods (henceforth referred to simply as PME methods,
though some debate surrounds this convention). The works cited above each have
several thousand citations, which is a testament to their importance and success.

In these, to-grid smearing and the from-grid recovery is treated as polynomial
interpolation problems in various ways. This has benefits, but also consequences,
that we shall relate to throughout.
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Several important developments of the original PME methods are surveyed by
Shan et al. [149]. Recent additions include the work by Cerutti et al. [22, 21].
Recent alternatives to FFT-based Ewald methods include the multi-grid methods by
Sagui and Darden [141] and Skeel et al. [155], the real-space GSE method by Shan
et al. [149], and related work by Tsukerman [178], to name a few. Conceptually,
these methods apply a mult-grid method to solve the Poisson problem instead of
solving it using FFTs. One obtains formal complexity O(N), but the size of the
constant is a concern, meaning that real-space methods are generally not thought
to be competitive with FFT-methods for typical systems.

Parallel scalability of PME methods was surveyed by Patra et al. [122] and
discussed in a broader context by Hess et al. [59]. It is noted repeatedly that
FFT-computations require global communication on parallel systems, which can
easily lead to scalability being less than ideal. None the less, FFT-based Ewald
methods still seem to out-perform competing algorithms for all but the biggest
parallel systems [21]. Furthermore, developing FFT-based Ewald methods capable
of scaling to hundreds of thousands of processors is an area of active research.

As has been amply surveyed in the works cited, Ewald methods are used in a
very broad range of applications and the demands placed on said methods vary.
However, it is a basic fact of PME methods that the grids used for FFTs will grow
as more challenging systems are considered. Cerutti and collaborators (including
Tom Darden, an early pioneer in the field) pick up on the issue of grid size in their
Staggered Mesh Ewald (StME) [22] method, arguing that the number of grid points
can be reduced by about a third vis-a-vis the SPME method and errors reduced
by up to an order of magnitude. It is emphasized that further developments which
permit the use of coarser grids are of great interest [22, Sec. 6.3]. Paper I relates
directly to this.

Two notable references are the surveys by Deserno & Holm [36] and Koehl [85].
The latter is particularly helpful as a starting point.

2.4 Evaluating the real-space sum

As it stands, computing the real space sum in (1.4)

ϕR(xm) =

N∑
n=1

∗∑
p∈Z3

qn
erfc(ξ‖xm − xn + τ(p)‖)
‖xm − xn + τ(p)‖ , (2.13)

for all xm has complexity O(N2), but the standard way to remedy this is quite
satisfactory [36, 42, 142, 5]. One enforces a truncation radius, rc, such that any
single particle interacts with a particular number of nearest neighbors that is kept
fixed as the system is scaled up to larger N .

This can happen in two ways, as illustrated in Figure 2.2. If the particle density
is constant as N grows then, naturally, the size of the primary cell, L, increases. On
the other hand, if the domain is fixed, then one needs to decrease rc (to maintain
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xnrc xnrc

xnrc

rc smaller, ξ larger

rc, ξ fixed

Figure 2.2. Scaling system from N to 2N particles at constant cost to real-space
sum. The base case is the top left box, scaled to a systems with twice the density
and twice the volume respectively, as indicated.

a fixed number of near neighbors as the systems is now denser) and increase the
Ewald parameter, ξ (to maintain a fixed accuracy). In both situations, the number
of k-space modes, k∞, needs to grow – witness e.g. the RMS k-space truncation
estimate (2.9), where the product ξL occurs in the exponent.

In either case, the task becomes to construct a list of near neighbors, for which a
standard reference is the textbook by Allen & Tildesley [5] (cf. Welling & Germano
[182] for more recent references). We proceed as follows: (i) divide the domain,
[0, L)3, into s3 sections, corresponding to rV = L/s, where rV > rc

1; (ii) for
each particle it is trivial to find to which section it belongs, and, consequently,
all particles in adjacent sections (26 sections, counting periodicity); (iii) “prune”
the interactions with all particles in adjacent boxes, keeping only neighbors within
a distance ‖xm − xn‖ < rV ; (iv) evaluate truncated Ewald sum over all near
neighbors. This is essentially the computation of a linked cell list (LCL), from

1The parameter rV , known as the Verlet radius [182], is slightly larger than the truncation
radius, rc, and helps us amortize the overhead of computing the neighbor list. In Gromacs the
list is updated, typically, every ten steps.



2.4. EVALUATING THE REAL-SPACE SUM 19

0 2000 4000 6000 8000 10000 12000 14000
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

N

ti
m

e
 (

s)

Case 1 (+): Average number of neighbors ≈ 34.
L = 1 1.25 1.5 1.75 2 2.25 2.5 2.75 3
N = 500 977 1688 2680 4000 5695 7813 10398 13500

Case 2 (∗): Average number of neighbors ≈ 99.
L = 1 1.25 1.5 1.75 2
N = 1500 2930 5063 8039 12000

Figure 2.3. Run time to compute real-space sum (2.14) ∀xm, as N grows at two
different concentrations: N = 500 (+), N = 1500 (∗), and s = 4 (tiles) initially.

which a neighbor (Verlet) list is constructed, see [46, Appendix F].
To clarify step (iv), let 1rc(r) denote the indicator function which is one if r ≤ rc

and zero otherwise, and let NLm denote the set of near neighbors to xm. We then
write (2.13) as

ϕRrc(xm) =

N∑
n=1

∗∑
p∈Z3

qn
erfc(ξ‖xm − xn + τ(p)‖)
‖xm − xn + τ(p)‖ 1rc(‖xm − xn + τ(p)‖)

=
∑

y∈NLm

q(y)
erfc(ξ‖xm − y‖)
‖xm − y‖ . (2.14)

Under the present assumptions, i.e. that |NLm| is independent of N , it is clear that
the right complexity is attained, see results Figure 2.3.

In this context it is interesting to note that each neighbor list NLm can be seen
as the non-zero pattern of a row in a sparse matrix. If ARS is this matrix, where
the matrix elements correspond to the factor erfc(ξr)/r, the summation in (2.14)
for all xm is simply obtained as vec(ϕ) = ARS ∗ vec(q). Nothing is gained if this is
done just once – but if ϕ is required for many q, and the particles are fixed in space
(all xn constant), a large amount of redundant arithmetic is avoided because the
evaluation of erfc(·) is taken into the matrix elements. This opportunity for reuse
does not typically arise in the context of molecular simulation, but enters naturally
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when the task is to (iteratively) solve a boundary integral equation in the Stokes
setting. That topic is briefly discussed in Section 6.1.1.

2.5 Non-Ewald methods

Alternatives to Ewald sums fall into two categories: those that (like Ewald methods)
work on the periodic problem, and those that eschew periodicity altogether.

On the periodic side, one notable non-Ewald method is the so called MMM
method by Sperb and Strebel [158, 159, 166], which has inspired the MMM2D
method by Arnold et al. [8] for the 2-periodic problem. The MMM method is
similar to earlier work by Lekner [98]; sums that converge faster than Ewald sums
are obtained, when applicable. However, accelerating Lekner/MMM methods, in
the sense that PME methods accelerate the computation of Ewald sums, does not
appear to be straight-forward. Another major non-Ewald approach is to include
periodicity in the fast multipole method (FMM) by Greengard & Rokhlin [54].
These methods – see e.g. Kudin & Scuseria [90], Challacombe et al. [23], and the
references therein – appear to be quite useful in quantum chemistry applications.
As usual with FMM’s, these methods are a substantial challenge to implement
efficiently, in contrast with PME methods that rely on highly tuned libraries for
FFT’s.

It is clear that treating a large molecular system, say a single protein in a solvent,
as periodic, with respect to some unit cell, is an approximation. Controversy sur-
rounds the nature of this error (a so called finite-size effect), see e.g. Hunenberger
& McCammon [68] and Tobias [171]. Methods that avoid periodicity truncate the
pairwise long-range interactions in ways of varying sophistication, see e.g. Wolf et
al. [183] and Fennell & Gezelter [44]. Such truncations, however, have been shown
to introduce disastrous artefacts themselves, as surveyed by Koehl [85]. Handled
with care though, good results can be obtained, such as [12]. This is a subtle
matter, where expert knowledge of the underlying physical systems appears to be
a prerequisite. Koehl argues, summarizing the state of this debate, that Ewald
methods have been so successful that periodicity is largely vindicated ipso facto.

2.6 Ewald summation in planar periodicity

Having introduced Ewald summation in full periodicity and surveyed associated
methods, we now turn to the case of planar periodicity (2P, cf. middle panel of
Figure 1.2) – the subject of Paper III.

At the outset, it should be emphasized that removing one periodic dimension
changes the mathematical landscape substantially. It is not the case, as one might
be forgiven for initially hoping, that 2P Ewald sums can easily be obtained by
manipulating the familiar 3P result (1.4).

The result which we shall refer to as the 2P Ewald sum was derived by Grzy-
bowski et al. in [55] using lattice sums in an approach similar to [35]. Here, the
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potential sum, which again should be seen in the disambiguating light of [169] or
[35],

ψ(x) =

N∑
n=1

∑
p∈Z2

qn
‖x− xn + τ(p)‖ ,

with τ(p) = L[p1, p2, 0], is shown to become

ψ(xm) =

N∑
n=1

∗∑
p∈Z2

qn
erfc(ξ‖xm − xn + τ(p)‖)
‖xm − xn + τ(p)‖ +

+
π

L2

N∑
n=1

∑
k 6=0

eik·ρmn

k

[
ekzmnerfc

(
k

2ξ
+ ξzmn

)
+ e−kzmnerfc

(
k

2ξ
− ξzmn

)]
+

− 2
√
π

L2

N∑
n=1

qn

(
e−ξ

2z2mn/ξ +
√
πzmnerf(ξzmn)

)
− qm

2ξ√
π
. (2.15)

Here, ρ ∈ R2 is the (x, y)-component of x, i.e. x = (ρ, z) by definition. Moreover,
for notational convenience, zmn := zm − zn and correspondingly regarding ρ. The
discrete transform variable, k is now two-dimensional, k ∈ {2πn/L : n ∈ Z2}.
When clarity demands it, we will subscript k as k2 to set it apart from the (three-
dimensional) k of the fully periodic case.

As previously, it is assumed that
∑
n qn = 0. This constraint plays a more

immediate role in the 2P setting. The term zmn in the last sum of (2.15), might look
like it would cause the potential to become large for very separated particles. As it
transpires, and we dwell extensively on this in Paper III, the neutrality constraint
endows that sum with a finite limit.

Rather than the condition that
∫
R3 ϕ(x)dx = 0, the 2P potential is expected to

have a jump proportional to the dipole moment with respect to the non-periodic
direction,

lim
z→±∞

ψ(x) = ±2π

L2

N∑
n=1

qnzn. (2.16)

In Paper III we derive (2.15) along the same lines as the 3P derivation of Section
2.1. This is by no means new, but tracing the lineage of (2.15) turns out to be
surprisingly thorny. It is variously attributed to Bertaut [14], Heyes et al. [62, 60,
63, 61], de Leeuw and Perram [34], Rhee et al. [138]. This matters for the historical
record, but the reader looking for a modern an accessible reference should consult
Grzybowski et al. [55].

2.6.1 Key observations regarding the 2P Ewald sum
We present a derivation of (2.15) in Paper III because we believe it offers a measure
of clarity that is probably not entirely wasted. Our starting point is to represent
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2-periodic functions in a mixed sense, as follows: Let f(x) = f(ρ, z) be periodic
with respect to ρ ∈ Ω2 = [0, L)2, and suppose that f , and all its derivatives with
respect to z, decay faster than any inverse power of z as z → ±∞. Then,

f(ρ, z) =
1

2π

∫
R

∑
k

f̂(k, κ)eik·ρeiκzdκ (2.17)

exists. The strong assumptions on f – essentially that f belongs to the Schwartz
class – permit what we have in mind.

Carrying out the steps of the derivation as in Section 2.1 results in the real
space and “self interaction” contributions, as expected,

ψR(xm) =

N∑
n=1

∗∑
p∈Z2

qn
erfc(ξ‖xm − xn + τ(p)‖)
‖xm − xn + τ(p)‖ (2.18)

ψSm = −qm
2ξ√
π
.

For the k-space part, using (2.17) and Poisson summation in the mixed setting, one
finds

ψn,F (ρ, z) =
2qn
L2

∫
R

∑
k 6=0

e−(k2+κ2)/4ξ2

k2 + κ2
eik·(ρ−ρn)eiκ(z−zn)dκ+ ψn,F,k=0,

where the last term is related to the exclusion of k = 0 from the integral in the first
term (which would otherwise be unbounded). It is shown that

ψF,k=0
m :=

N∑
n=1

ψn,F,k=0
m = −2

√
π

L2

N∑
n=1

qn

(
e−ξ

2z2mn/ξ +
√
πzmnerf(ξzmn)

)
, (2.19)

which is the last term in (2.15). This term is ensures that the dipole constraint
(2.16) is satisfied.

Furthermore, using known integrals, e.g. Erdélyi (ed.) [41, Ch. 1.4, (15), p.
15], or more the more recent Zwillinger (ed.) [192, 3.954 (2), p. 504], one finds the
second term in (2.15),

ψFm =
2

L2

N∑
n=1

∫
R

∑
k6=0

qn
e−(k2+κ2)/4ξ2

k2 + κ2
eik·ρmneiκzmndκ (2.20)

=
π

L2

N∑
n=1

∑
k6=0

qn
eik·ρmn

k

[
ekzmnerfc

(
k

2ξ
+ ξzmn

)
+ e−kzmnerfc

(
k

2ξ
− ξzmn

)]
.

(2.21)

The choice of computing ψF either via (2.20) or (2.21) is the subject of some sharply
worded correspondence [78, 79, 109]. As presented in Paper III, the matter should
be entirely uncontroversial.
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What is more interesting than the sometimes underwhelming sources the reader
is confronted with – the mixed integral/sum for of ψF (2.20) is strikingly similar to
the 3P k-space Ewald sum in (1.4). This begs the the question if a fast PME-type
method can be developed using the formalism of the mixed Fourier representation
(2.17). That, happily, turns out to be the case, but is the topic for Section 3.2.

Finally, the same principles as in 3P apply regarding the computation of the
real-space sum (2.18), see Section 2.4.

2.6.2 Truncation errors for 2P
In Section 2.2 we discussed truncation of the 3P Ewald sums, and the same prin-
ciples apply here: All (infinite) sums in (2.15) converge at an exponential rate and
accurate results can be obtained for small systems if the parameters are chosen
wisely.

Given the almost reverentially high regard in which the Kolafa & Perram esti-
mates, (2.9) and (2.10), are held [36], it is surprising that similar results take no
prominent place in the 2P literature.

It should be immediately obvious that the real-space estimate (2.10) applies in
the 2P case as well. Looking at the 2P k-space sum (2.21), the reader familiar with
the derivation of the k-space estimate in [88] may suffer a loss of inspiration re-
garding the prospects of reconstructing that derivation in the 2P setting. However,
the mixed integral/sum (2.20) speaks more clearly in this regard: The close corre-
spondence with the 3P k-space sum tells us that the two periodic dimensions must
converge as predicted by the 3P estimate (2.9) – and the integral in the non-periodic
dimension was computed exactly.

Hence, we conclude that the Kolafa & Perram estimates apply also to the 2P
Ewald sums, as demonstrated in Paper III. It is not obvious to the author of this
thesis whether this observation is so elementary that it goes unstated in the works
cited, or if it’s novel. Regardless, it’s important as we proceed.

2.6.3 Associated fast- and non-Ewald methods
As mature as fast methods for the fully periodic case are, corresponding 2P methods
are not. A SPME-like method has been proposed by Kawata and collaborators
[80, 77], which shares some foundations with the method we propose in Paper
III. However, even the determined reader may struggle to gain clarity from these
sources (see the aforementioned correspondence) – and the practical accuracy of
their methods appears to be low and hard to control. This is regrettable, as we
believe that their basic premises are quite useful.

Recent work includes Ewald-related methods due to Goedecker and collabora-
tors, such as the mixed Ewald-finite element method by Ghasemi et al. [50] and
related work [49, 115].

There are several alternatives to the 2P Ewald sum (2.15). An interesting non-
Ewald method is known as Lekner summation, due to J. Lekner [97, 98], which
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obtains series that converge faster than the Ewald sum. The reader is referred
to the excellent survey by Mazars [110] for more details, including comparisons
between Lekner and Ewald sums, and appropriate caveats. Arnold and Holm [8]
suggest another approach – obtaining a non-Ewald method that goes by the name
MMM2D, and is related to the Lekner sum. They show a priori error bounds for
the 2P problem.

Another important alternative to (2.15) is, somewhat brazenly, to use the 3P
Ewald sum (1.4) instead. The idea here is to extend the unit cell in the z-direction,
creating a gap that separates sheets of charged particles (periodicity in all three
directions is implied). Convergence is expected because the artificial sheets have
no net charge. This was investigated by Spohr [160], where it is indicated, com-
putationally for a simple system, that (1.4) converges to (2.15) as the gap widens.
Various methods have been proposed that introduce correction terms to the 3P
sum, such as the method due to Yeh and Berkowitz [186] (see also Crozier et al.
[29]). Present in these references (and in the works cited therein) are, to a varying
extent, additional assumptions and physically motivated simplifications that do not
immediately generalize. The level of accuracy attained by these methods must be
seen as inadequate by present standards.

Moreover, the errors introduced by extending the problem to 3D periodicity turn
out to be quite subtle. In a pair of papers [7, 33], Arnold, Holm and de Joannis
show that, by formally summing in a planar fashion, additional terms emerge. This
lets them formulate a correction term which enables high accuracy and good error
control when used in conjunction with their MMM2D method [8]. They also apply
established PME methods to the extended problem, obtaining a fast method. The
work by Holm et al. deserves much credit for clarity, appropriate rigor, and a level
of general applicability which is lacking in much of the preceding work.

Of the available methods, the work by Holm et al. appears to be the one most
widely used. This might well be a consequence of their proximity to established 3P
methods – which would explain why other recent work enjoys less attention. For
instance, the idea that Ghasemi et al. purse [50] (using a tailored finite element
method in the z-direction) adds significantly to the mathematical and practical
complexity of the problem at hand vis-a-vis 3P methods.



Chapter 3

Spectrally accurate fast Ewald methods

In Chapter 2 we gave an overview of the classical results for Ewald summation of
Coulomb potentials. Of particular interest was the exponentially fast convergence
of the sums in (1.4) and (2.15). As we move into the original contribution of this
thesis, spectral properties shall be something we pay close attention to. Henceforth
we shall refer to (1.4), or more frequently the k-space part of that sum, as the
underlying Ewald sum. By direct summation we mean summing (1.4), or part
thereof, to some particular point of truncation.

In this chapter we derive a PME-type method to compute (3.1), much in the
same spirit as established PME methods surveyed in Section 2.3, that we call Spec-
tral Ewald (SE). We then reconnect with the discussion on 2P Ewald methods, and
easily obtain what we denote the SE2P method – a spectrally accurate PME-type
method for planar periodicity.

3.1 The Spectral Ewald (SE) method

The task is to compute k-space Ewald sum from (1.4),

ϕF (xm) :=
4π

V

∑
k 6=0

e−k
2/4ξ2

k2

∑
n

qne
−ik·(xm−xn), (3.1)

for all xm in linear time complexity.
The fast method that we propose follows the structure of established PME

methods: the charge distribution is regularized (using Gaussians in our case) and
evaluated on a regular grid; Fourier transforms are applied; structure factor calcu-
lations are done in k-space; and a convolution (again with a Gaussian) is computed
to arrive at the final result. The following derivation appears in Paper I.

25
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First, introduce a parameter η to split the factor e−k
2/4ξ2 ,

ϕF (xm) =
4π

V

∑
k 6=0

e−k
2/4ξ2

k2
e−ik·xm

∑
n

qne
ik·xn =

=
4π

V

∑
k 6=0

e−(1−η)k2/4ξ2

k2
e−ik·xm

∑
n

qne
−ηk2/4ξ2eik·xn . (3.2)

Define

Ĥk :=
∑
n

qne
−ηk2/8ξ2e−ik·xn , s.t.

ϕF (xm) =
4π

V

∑
k 6=0

e−(1−η)k2/4ξ2

k2
e−ik·xme−ηk

2/8ξ2Ĥ−k.

Note that a factor e−ηk
2/8ξ2 from (3.2) went into Ĥk, leaving another factor e−ηk

2/8ξ2

for later use. The expression for Ĥk is in the form of a product in Fourier space,
Ĥk =

∑
n qnûkv̂k, with

ûk = e−ηk
2/8ξ2 , v̂k = e−ik·xn .

Here, the inverse transforms are available:

u =

(
2ξ2

πη

)3/2

e−2ξ2r2/η, v = δ(x− xn).

This implies that H(x) is given by the following convolution:

H(x) =
∑
n

qn

∫
Ω

δ(y − xn)

(
2ξ2

πη

)3/2

e−2ξ2‖y−x‖2∗/ηdy

=
∑
n

qn

(
2ξ2

πη

)3/2

e−2ξ2‖x−xn‖2∗/η, (3.3)

where ‖ · ‖∗ denotes that periodicity is implied, i.e. formally that a periodization
is generated by box-size translations e−α‖x−xn‖

2
∗ =

∑
p∈Z3 e−α‖x−xn+τ(p)‖2 . The

issue of how periodicity is constructed in practice is related to how the Gaussians
are truncated and is made precise shortly. At this point it is instructive to not
make any approximation, such as the common “nearest image convention”.

The expression (3.3) provides a representation of the source particles as a smooth
function – in essence a superposition of appropriately scaled Gaussians. Further,
define

̂̃Hk :=
e−(1−η)k2/4ξ2

k2
Ĥk, (3.4)
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so that

ϕF (xm) =
4π

V

∑
k6=0

̂̃H−ke−ηk2/8ξ2e−ik·xm .
For periodic functions we have that

∑
k f̂kĝ−k = V

∫
Ω
f(x)g(x)dx (often referred

to as a Parseval formula, cf. Lemma 7.2.3 in Section 7.2). Identifying g = ̂̃H
and f = e−ηk

2/8ξ2e−ik·xm above gives, via the convolution/multiplication (Lemma
7.2.1) argument again, that

ϕF (xm) = 4π

∫
Ω

H̃(x)

[∫
Ω

δ(y − xm)

(
2ξ2

πη

)3/2

e−2ξ2‖y−x‖2∗/ηdy

]
dx

= 4π

∫
Ω

H̃(x)

(
2ξ2

πη

)3/2

e−2ξ2‖x−xm‖2∗/ηdx, (3.5)

where H̃(x) is the inverse transform of ̂̃H.
Expressions (3.3-3.5) provide the foundation for a fast method to compute the

frequency domain part of the Ewald sum (1.4). The steps are as follows:

1. Construct a uniform grid over the rectangular domain [0, L)3, and evaluate
H(x) on this grid using (3.3), see Section 3.1.1.

2. Since the grid is equidistant, Ĥ can be efficiently computed via a FFT in
three dimensions.

3. Apply the scaling (3.4) to get ̂̃H.

4. An inverse FFT yields H̃(x).

5. Evaluate the integral (3.5) with the trapezoidal rule to arrive at the final
result, ϕF (xm).

3.1.1 Parameters, periodicity and truncation
There is a free parameter, η, that can be used to control the width, denoted w, of
the Gaussian used for the convolutions in (3.3) and (3.5), see Figure 3.1. A basic
analogy between (3.3) and the bell curve from statistics suggest that we should let

η =

(
2wξ

m

)2

, (3.6)

where m lets us control how fast the Gaussian decays, see Figure 3.1 (top).
Aside from the half-width, w, we can control how quickly the Gaussians decay

in the interval ±w with the parameter m, see Figure 3.1 (top).
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H
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m2

m3
H
(x

)

x1 x2

Gaussian with supp P points on x2 ± w

Figure 3.1. Top: Gaussians with different shape parameters, m1 < m2 < m3.
Bottom: Gaussian with support on P grid points around xj

We shall let the domain Ω = [0, L)3 be discretized with M points in each
direction and let h = L/M denote the grid size. It is implied throughout that L
and M can be different in each direction.

Gaussians lack compact support, but they are highly localized. It is natural to
truncate them, as is done in the non-uniform FFT [53, 39]. We let P ≤M denote
the number of grid points within the support of each Gaussian, as seen in Figure
3.1 (bottom). For clarity and convenience in the later discussion, we assume that
P is odd; a Gaussian centered at xm is taken to have support on the closest grid
point to xm and the adjacent (P−1)/2 grid points in each direction. This naturally
implies that we let w = hP/2. We shall also see later (after developing an error
estimate that takes the truncation into account) that the shape parameter, m, can
be chosen as m ∼

√
P . This leaves us with a single parameter, P .

It is common in the present context to use the so called “nearest image conven-
tion” when evaluating periodic functions on a grid. Our view is slightly different:
Extend the domain to [−w,L+w)3 to accommodate the support of the truncated
Gaussians; evaluate (3.3) on this domain, taking simply the Euclidean distance
between particles and grid points; and then additively wrap the extended domain
into the original one.
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3.1.2 Error analysis
The basic thing to recognize regarding the numerical errors present in PME calcu-
lations is that there are two sources of errors present:

a) Spectrum truncation occurs due to the finite grid used for computations.

b) Approximation errors enter due to the quadrature used to compute the inte-
gral (3.5) and the truncation of Gaussians.

The distinction between between spectrum truncation- and approximation errors,
noted e.g. in [36], may seem semantic, but is actually central to our argument on
the merits of a spectral PME method. To make the distinction between (a) and (b)
precise, note that (3.3) can be evaluated to arbitrary accuracy on a (uniform) grid,
and suppose (for now) that the integral in (3.5) can be evaluated numerically to
arbitrarily high precision on the same grid. If this grid is finite, one still commits
an error – referred to as spectrum truncation.

As for the first point (a), recall from e.g. (2.8) that a truncation error of the order
e−π

2k2∞/(ξL)2 is committed if a finite number, ‖k‖ ≤ 2πk∞/L, of terms are included
in the k-space Ewald sum (3.1). By properties of discrete Fourier transforms it is
clear that a uniform grid with M (odd) points corresponds to a frequency domain
k ∈ 2π

L {−(M − 1)/2, . . . , 0, . . . , (M − 1)/2}. This inspires a fundamental question
for PME methods: What, if anything, does the k-space truncation estimate for the
underlying Ewald sum imply for the choice of grid in the PME method? We now
claim the following:

Remark 3.1.1. A grid with M points corresponds to a maximal wave number
k∞ = (M − 1)/2. The truncation error in the SE method due to this (finite) grid
satisfies the same estimates, (2.9), as the k-space Ewald sum (3.1) does.

To see this, note that no approximations were introduced in the derivation
above, so (3.5) is just another representation of (3.1). Hence, a finite truncation
in both expressions captures the same information. Thus, the truncation of the
underlying Ewald sum, with respect to a prescribed tolerance, e.g. eF (k∞) < ε,
implies the appropriate grid size, M = 2k∞ + 1, to be used in the SE method. A
great deal of clarity is gained from this, as e.g. the Kolafa & Perram error estimate
(2.9) is known to be sharp and reliable from decades of use.

In paper I we extensively discuss the conditions under which the approximation
errors (b) can be controlled (no larger than ε) on this grid. It turns out that as
soon as M is about 25 the approximation errors can be taken down to machine
precision (ε ≈ 10−15), independently of other parameters. We prove the following
theorem, characterizing the approximation error at the level of detail afforded by
the parameters introduced in Section 3.1.1:

Theorem 3.1.2 (Error estimate). Given ξ > 0, h > 0 and an odd integer P > 0,
let w = hP/2, and define η according to (3.6). The error incurred in evaluating
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(3.5) by truncating the Gaussian at ‖x−xm‖ = w and applying the trapezoidal rule
Tp can be estimated by

|TP − ϕF | ≤ C
(
e−π

2P 2/(2m2) + erfc
(
m/
√

2
))

. (3.7)

The proof is given in Paper I.

3.1.3 Parameters, balance, complexity
Much has been said on the topic of parameter selection for PME methods – see
e.g. general discussions in [85, 36] and a P3M-specific discussion in [37] that amply
illustrates the non-trivial nature of controlling errors in PME calculations. There
is even a separate optimization package, called MDSimAid, developed by Crocker
et al. [28], for parameter selection. For the major codes (Amber, NAMD, Gromacs
etc) parameter recommendations are handed down, see remarks by Cerutti et al.
[22, Sec. 4.2]. The reader should be aware that sophisticated frameworks for MD
simulations in the major codes place constraints on PME parameters in intricate
ways (e.g. due to the parameterization of force fields).

In the present work, parameter liberty is asserted. What we propose here is akin
to parameter selection in the pre-PME era, as epitomized by Kolafa & Perram [88],
owing to grid-selection properties that the SE method enjoys (cf. Section 3.1.2).

The two objectives to keep in mind are: (i) balancing the work between the real-
and k-space sums (by choosing ξ), and (ii) attaining a desired accuracy (selecting
e.g. an appropriate PME grid, M). The first concern is inherently implementation-
dependent, but can be reasonably laid to rest within specific application domains.
However, the present work aims to be broader in scope (cf. Figure 1.4). Therefore,
we propose the following approach:

Remark 3.1.3 (Parameter selection). Naturally, one starts with a desired toler-
ance ε. A truncation radius, rc, is selected such that the real-space sum (2.13), as
discussed in Section 2.4, is reasonably cheap to compute. With that, the estimate
(2.10) can be solved for ξ in terms of ε and rc (2.11). Correspondingly, the k-space
estimate then yields a number of modes, k∞, via (2.12). By the grid-selection prop-
erty discussed in Section 3.1.2, we select the size of the FFT-grid as M = 2k∞
points (in each direction). The approximation errors that enter are controlled by
choosing the on-grid support of Gaussians, P , and their shape, m, as characterized
by Theorem 3.1.2 – see Figure 3.3. Note that Theorem (3.1.2) suggest that we shall
take m ∼

√
P , unless considerations other than minimizing approximation errors

take precedence.

Finally, regarding complexity, the cost of the SE method is naturally broken
down into two parts:

O(NP 3)︸ ︷︷ ︸
(a)

+O(M3 logM3) +O(M3)︸ ︷︷ ︸
(b)

, (3.8)
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where (a) represents the to- and from-grid operations (i.e. evaluating (3.3) and
(3.5) ∀m), and (b) represents the cost of Fourier transforms and (3.4). Why are
PME methods said to have complexity O(N logN)? The reason is that the real-
space sum is required to scale as O(N) – cf. Section 2.4. As noted there, and
illustrated in Figure 2.2, attaining a fixed accuracy in the real-space sum, while
simultaneously keeping the number of near neighbors fixed, requires k∞ (and hence
M) to grow. Ergo, M depends on N when the real-space computation enters the
picture.

3.1.4 Fast Gaussian gridding
A natural concern regarding the SE method is that the discrete support, P , of the
Gaussians is too wide for the method to be competitive against established PME
methods.

The expressions (3.3) and (3.5) involve computing N exponential functions for
each point x on the grid. If the grid has M3 points this naively suggests NM3

evaluations of exp(·), which drops to NP 3 with the truncation from Section 3.1.1.
This, as it turns out, is still many more than are needed. We use the Gaussian
gridding approach suggested by Greengard and Lee [53] for the non-uniform FFT
(see e.g. [39, 145]).

The grid-representation of our source distribution (3.3), is a sum on the form

H(x) =
(α
π

)3/2∑
n

qne
−α‖x−xn‖2 .

For clarity we shall for the time being suppose that the Gaussians are not truncated
(details laid out in Paper I). The key observation is that we wish to evaluate H(x)
on an equidistant grid, i.e. x = [ih, jh, kh], where (i, j, k) are integer index triplets
in the range 0, 1, . . . ,M−1. To see how we can reduce the number of computations
of exp(·), take the analogous 1D Gaussian,

e−α(x−xn)2 = e−α(ih−xn)2 = e−α((ih)2−2ihxn+x2
n)

= e−α(ih)2︸ ︷︷ ︸
(a)

(
e2αhxn︸ ︷︷ ︸

(b)

)i
e−αx

2
n︸ ︷︷ ︸

(c)

. (3.9)

Note that the term (a) is independent of xn, so those M evaluations of exp(·) are
done once, stored and reused for each of the N sources xn. The terms (b) and
(c) each incur one exp(·) for each xn. The same procedure is then applied for
e−α(y−yn)2 and ditto for z. Then, for x = [ih, jh, kh], we obtain

H(x) = (α/π)3/2e−α((ih)2+(jh)2+(kh)2)∑
n

qn
(
e2αhxn

)i(
e2αhyn

)j(
e2αhzn

)k
e−α(x2

n+y2n+z2n), (3.10)
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j = 0

tn

e−α(x−xn)2 := e−αt2

Figure 3.2. Centering to ensure stable computation of fast Gaussian griding
method.

which exposes the same structure as above. Instead of M3 evaluations of exp(·)
for each xn we get four exp(·) plus O(M3) multiplications. The situation changes
subtly when the Gaussians are truncated to have support on P points – detailed
algorithms for this computation can be found in Paper I.

The essence of this is that we trade NP 3 evaluations of exp(·) for roughly
O(NP ) evaluations of exp(·) plus O(NP 3) multiplications. The spread between
the time it takes to compute exp vs. the multiplication constitutes the potential
speed-up. This is highly compiler-dependent. Results in Paper I show that, in our
environment, the FGG procedure is upwards of 20 times faster than “plain vanilla”
gridding.

A bit of nomenclature is needed for future reference. The three terms in (3.10) of
the form (e2αhζn)λ, for ζ = x, y, z and λ = i, j, k, are referred to as FGG expansion
vectors; they are each a vector of length P for each point xn, and the outer product
of these three vectors comprises the “inner loop” of the FGG calculation.

We propose to use the fast gridding approach as a direct replacement to the
computation (3.3), and it is clear that no approximation has been introduced to
arrive at (3.10). There are, however, reasons to be careful when the fast gridding
computation is carried out in finite precision arithmetic. This is evident in the term
(b) in the 1D illustration (3.9).

From (3.3) we identify α = 2ξ2/η. The natural choice of η (cf. Section 3.1.1)
yields η > 0 and typically, but not necessarily, η < 1. Hence, α > 0 so we are at
risk of the term (e2αhx)i becoming very large, leading to a loss of precision due to
overflow (particularly if η is close to zero).

To alleviate this risk we restate (3.10) in a shifted reference frame. Let t :=

x− xn, such that we evaluate e−αt
2

at points t = jh− tn, see Figure 3.2. Suppose
the Gaussian is truncated with support on P points (see Section 3.1.1); then the
enumeration j goes from −(P − 1)/2 to (P − 1)/2. The shift tn enters due to the
fact that t = 0 is not on a grid point. We proceed as before,

e−αt
2

= e−α(jh−tn)2 = e−α(jh)2(e2αhtn)je−αt
2
n . (3.11)
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It is important to note here that tn is O(h) and can be chosen to either be in
the range (−h/2, h/2) or (−h, 0). The latter case makes the problematic exponent
negative, though in practice there is no discernible difference between these choices.
In Paper I, we give quantitative results surrounding this.

3.1.5 Related work
The classical PME methods [64, 30, 42] treat the to-grid “assignment”, similar to
(3.3), and from-grid (3.5) “recovery” steps as polynomial interpolation problems.
In the P3M [64] and SPME methods [42], the order of this scheme is a parameter,
p. They argue that the central trade-off is between the error, roughly O(hp), and
the on-grid support of the scheme, p + 1 points in each direction. Support equals
arithmetic, and the focus has been on getting results fast.

In the derivation of the SE method we make no approximations. As the method
is discretized there naturally enters approximations (quadrature in (3.5) and trun-
cation of Gaussians), but these are more benign than the approximation errors
introduced by PME/SPME/P3M. This is most clearly seen by noting that those
methods suffer a reduction of regularity – the charge assignment step is Cp(Ω) with
the SPME method – and that translates to polynomial convergence in k-space
rather than the Gaussian kind of the underlying Ewald sum (and SE method, see
Section 3.1.6).

The support, P , is typically larger with the SE method than with e.g. SPME.
A charge assignment scheme using Gaussians is found in the GSE method by Shan
et al. [149]. They use a two-step spreading scheme, and appear to focus on making
the support as narrow as possible, and their numerical results suggest that their
method behaves qualitatively as P3M/SPME.

Cerutti et al. [22, 21] argue, as they introduce their StME method, that grid
sizes can be reduced by about a third. We demonstrate that the SE method uses
the minimal grid possible for PME calculations – the grid implied by the truncation
of the underlying Ewald sum (for equal accuracy). As seen in Paper I, and Section
3.1.6, the number of grid points can be reduced by orders of magnitude.

At a basic level, the concept of a PME in terms of Gaussians is not new. On the
other hand, details are important. Leveraging the fast Gaussian gridding procedure
by Greengard and Lee [53] goes a long way towards making such a method fast,
and the way Gaussians are parametrized and truncated gives a significant amount
of error control. The theoretical justification given here does seem novel. The
separation of approximation errors, meaning that the PME grid size can be selected
based on the established error estimates by Kolafa & Perram [88], addresses a
longstanding concern [37, 181].

3.1.6 Selected numerical results
A generous measure of numerical results are given in Paper I. Here we highlight
a few important points. First, focusing on approximation errors, the assertion in
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Figure 3.3. Accuracy of SE method. Left: ∞-norm error vs. support, P , for
ξ = 8, M = 55. Right: Run-time vs. rms error as P increases, for ξ = 13, M = 51,
N = 10000.

Theorem 3.1.2 is easily verified by a numerical experiment – see Figure 3.3. Here the
grid size,M , was selected to make spectrum truncation errors negligible (additional
details in caption).

Secondly, in Figure 3.4 we recapitulate a small numerical experiment that sup-
ports the idea that the SE method converges under grid refinement as the underly-
ing Ewald sum (3.1) converges with respect to the number of modes, k∞, included.
Here we have also included results obtained with the SPME [42] method (full de-
scription in Paper I). As noted above, the cardinal B-splines used in the SPME
method are p times continuously differentiable, suggesting that their k-space rep-
resentation converges no faster than k−p. Moreover, the constants present are seen
(Figure 3.4, right panel) to depend on the Ewald parameter, ξ.

Finally, in Figure 3.5 we give a comparison with the SPME method in the mea-
sure of RMS error as a function of computing time (both measured). These com-
parisons are subject to significant caveats regarding the quality of implementation
of the two methods. This is extensively discussed in Paper I. Our implementation
of the SPME method was guided by a Fortran code provided to us by David Sain-
tillan [142]. In these comparisons, the grid size for the SE method is fixed, and the
error is decreased by increasing the support, P , of Gaussians. By contrast, with the
SPME method, the grid size is increased to decrease the error. Our intent here is
mainly to illustrate the effect of polynomial vs. spectral accuracy for various levels
of accuracy. The general trend here is that the SPME method suffers relative to our
method as ξ increases (i.e. cheaper real-space computation), because FFTs take a
large fraction of the run-time. The machine used for all run-time measurements in
this thesis was a modest commodity workstation (Intel E6600, 2.4 GHz, Core2Duo)
running single-thread.
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Figure 3.4. Accuracy (RMS error) of SE (∗) and SPME (·) methods versus number
of grid points. Left: ξ = 7, and, for SPME, interpolation orders p = 3, 5, 7. Right:
ξ = 8, 16, 32, where, for SPME, p = 5. To clarify, the top pair of curves marked (∗)
and (·) correspond to the hardest problem, ξ = 32, for the two methods; the middle
corresponds to ξ = 16 for the two methods, etc.

3.2 Planar periodicity (SE2P)

We left the discussion of the 2-periodic problem with an open question in Section
2.6.1, namely if the mixed Fourier sum/integral form (2.17),

ψ(ρ, z) =
1

2π

∫
R

∑
k

ψ̂(k, κ)eik·ρeiκzdκ

can play a role in constructing an efficient PME-type method. Also, recall that the
2P counterpart of the 3P k-space Ewald sum (3.1), which is typically given in the
form (2.21), can be written as

ψFm =
2

L2

N∑
n=1

∫
R

∑
k 6=0

qn
e−(k2+κ2)/4ξ2

k2 + κ2
eik·ρmneiκzmndκ.

Again, in contrast to the 3P-discussion of the preceding sections, the k-vector here
is understood to be two-dimensional, k ∈ {2πZ2/L}, and κ ∈ R the transform
variable corresponding to the non-periodic dimension.

In Section 2.6 we remarked (details in Paper III) that the 2P Ewald sum (2.15)
is obtained naturally by following the elementary derivation of the 3P sum (Section
2.1) while utilizing the mixed representation (2.17) and associated results from
Fourier analysis. Using the same approach, in Paper III we follow the derivation
of the SE method (cf. Section 3.1) and obtain the corresponding method for the
2-periodic problem. The SE2P algorithm is as follows:
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Figure 3.5. Accuracy (RMS) as a function of computational time, SE (dashed)
vs. SPME (solid, red). For SE: P = 6, 7, . . . , 25; For SPME: different series
are for interpolation orders p = 3, 5, 7. By row, top to bottom: ξ = 6, 12, and
MSE = 25L, 42L, 64L. Left column: N = 10000, L = 1 and SPME grid refined with
MSPME = 20, 21, . . . , 100. Right column: N = 80000, L = 2 and SPME grid refined
with MSPME = 20, 21, . . . , 180. A moving average was applied to the SPME times
to mollify the non-uniformity in the time to compute the FFT.
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The charge distribution {xn, qn} is regularized using Gaussians, i.e.

H(ρ, z) = C

N∑
n=1

qne
−β‖ρ−ρn‖2∗e−β(z−zn)2 , C = (2ξ2/πη)3/2, β = 2ξ2/η, (3.12)

where ‖ · ‖∗ denotes that periodicity is implied (in the (x, y)-plane, nota bene),
and is evaluated on a uniform grid. The step corresponding to formally solving a
Poisson problem (3.4) takes the form

̂̃H(k, κ) =

{
0, k = 0

e−(1−η)(k2+κ2)/4ξ2

(k2+κ2) Ĥ(k, κ), otherwise
. (3.13)

Note that in the 3P case removing k = 0 was just removing the average of ϕF .
Here, we remove more: the entire contribution from “integrating” over κ for k = 0
is taken into the term ψF,k=0 (to be discussed shortly).

The final step is again to convolve the on-grid solution with a Gaussian to
recover the desired result in all points xm,

ψF (xm) =
4π

L2

∫
R

∫
Ω

H̃(ρ, z)Ce−β‖ρ−ρm‖
2
∗e−β(z−zm)2dρdz. (3.14)

Moreover – and this is a critical point – the transforms implied here, i.e.
H(ρ, z) → Ĥ(k, κ) and ̂̃H(k, κ) → H̃(ρ, z), are mixed in the sense of (2.17).
Discretely, each such transform contains two regular discrete Fourier transforms
(computed via the FFT) plus an approximation of the Fourier integral in (2.17).

The entire discussion relating to parameters (Section 3.1.1) and fast Gaussian
gridding (Section 3.1.4) apply to the SE2P method without modification. The two
main points of the error analysis – the decoupling of truncation and approxima-
tion errors, and the characterization of the approximation errors stemming from a
trapezoidal rule applied to (3.14) and the truncation of Gaussians (Theorem 3.1.2)
– also directly apply. As discussed in Section 2.6.2, the error estimates of Kolafa
& Perram [88] apply and can be used for selection the appropriate grid size (cf.
Remark 3.1.3). All of this is discussed in more detail in Paper III.

There remains to discuss two 2P-specific points. First, we have to clarify the
computation of the Fourier integral of the discrete transforms. Secondly, the term
ψF,k=0 (2.19) also needs a method that relieves us of O(N2) complexity.

3.2.1 Computation of Fourier integrals via FFT
Recall that we have two transforms to compute: (i) from the gridded charge distri-
bution H(ρ, z) to Ĥ(k, κ), and (ii) from ̂̃H(k, κ) to the real-space function H̃(ρ, z).

Furthermore, we require that the integral transforms can be computed in the
same complexity as the corresponding DFT in the 3P method, so as to stay relevant
for large-scale calculations.
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We now outline how this is done, based on remarks by Press et al. [134, pp.
692-693]. Let f(x) ∈ C∞ decay sufficiently fast in the the interval (a, b) that it’s
Fourier integral transform can be truncated

f̂a,b(k) :=

∫ b

a

f(x) exp(ikx)dx, |f̂(k)− f̂a,b(k)| < ε, (3.15)

for some small ε. Discretize the interval in real space with M subintervals of size
h = (b− a)/M . We approximate the integral in a midpoint fashion,

f̂a,b(k) ≈ TM (k) :=h

M∑
j=1

f(xj) exp(ikxj)

=h exp(ik(a− h/2))

M∑
j=1

f(xj) exp(ikhj) (3.16)

with

xj = h(j − 1) + a+ h/2 = hj + a− h/2.

Suppose we want to evaluate f̂(k) on a reciprocal grid 2π
L {−M/2, . . . ,M/2} 3 k.

Then the remaining sum can be identified with the discrete Fourier transform, so
that f̂(k) is obtained on the entire reciprocal grid by a single FFT.

The task of computing Fourier integral transforms numerically is well studied
in a broader context – for instance there are the famous Filon-type quadratures
(named after L. N. G. Filon who worked on predecessors to current methods in the
1920’s [45]). A modern starting point is Iserles and Nörsett [69, 70], where matched
asymptotic expansions are used to formulate accurate numerical methods for highly
oscillatory integrals. They aim to compute f̂a,b(k) for a single (very large) k with
relatively few evaluations of f , under much weaker assumptions on f than we have
here. Furthermore, we need to compute the Fourier integral for all points k on a
reciprocal space grid, and Iserles [69, p. 367] indicates that an FFT-based method
is the appropriate choice (cf. earlier work by Narasimhan [114]).

That said, we return to the midpoint quadrature (3.16). Press et al. offer appro-
priate caution over this quadrature method: Again, the integral (3.15) is oscillatory
for large k, and, since the maximal k is proportional toM , it is not obvious in what
sense TM converges to f̂a,b(k) as M grows. Of course, the corresponding inverse
Fourier transform may be treated similarly, and the same caution applies.

In paper III we carefully study two 1D-examples to characterize the numerical
difficulty further. As it turns out, the “forward” transform H(ρ, z) → Ĥ(k, κ),
via the trivial FFT-based quadrature method outlined here converges spectrally
without any complications. On the other hand, transform ̂̃H(k, κ)→ H̃(ρ, z) poses
a more substantial challenge. However, it is satisfactory to compute this transform
on a oversampled grid, ∆κ{−sfM/2, . . . , sfM/2}, sf ∈ Z+, ∆κ = 2π/(sfL).
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Figure 3.6. Approximation error of SE2P method in ∞-norm, for ξ = 12, Mxy =
50, Ω = [0, 1)2 × (−1/2, 3/2) and N = 20 for various oversampling factors.

The ultimate accuracy of the SE2P method depends on this oversampling pa-
rameter, but the convergence rate (cf. Theorem 3.1.2) does not. This is briefly seen
in Figure 3.6 – see Paper III for more results.

Furthermore, we suggest that for this simple quadrature strategy works well only
because the underlying problem is has high, C∞, regularity. It is demonstrated
numerically that the same rule applied to the forward transform of a Cardianal
B-spline (as in SPME methods) sees the expected reduction in convergence.

3.2.2 Fast method for ψF,k=0

Turning now to an efficient and accurate method for evaluating the singular part
of the reciprocal space 2P Ewald sum: The computation of (2.19),

ψF,k=0
m = ψF,k=0(zm) = −2

√
π

L2

N∑
n=1

qnf(zm − zn)

f(z) = e−ξ
2z2/ξ +

√
πzerf(ξz),

is much less complex than the fast computation of (2.20) – it is a finite sum over
terms that only depend on z. The obvious approach to avoid O(N2) complexity
is an appropriate interpolation method (sometimes imprecisely referred to as table
lookup), and the natural choice is to use Chebyshev polynomials. This method
is close to optimal in ∞-norm and cheap to compute (even though there is no
periodicity in ψF k=0(z)). More precisely, we have zn ∈ [0, Lz], and let pk, k =
1, 2, . . . ,M0 � N , be the set Chebyshev-Gauss points cos(π(2k− 1)/(2M0)) scaled
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to the interval [0, Lz]. We expand ψF,k=0 in terms of Chebyshev polynomials

ψF,k=0(z) ≈ T (z) =

M0∑
j=1

cjT
[0,Lz ]
j (z), ψF,k=0(pk) = T (pk),

where T [0,Lz ]
j (z) is the j:th Chebyshev polynomial scaled to the relevant interval.

The coefficients cj are easily computed after evaluating ψF,k=0(pk), and M0 is in
essence an accuracy parameter – so the complexity of this task is O(N). We are
dealing with interpolation in 1D, which is trivial in this context. Note that the
well-known Clenshaw formula should, for reasons of numerical stability, be used
when evaluating the orthogonal basis

∑
cjTj(z).

Very strong error bounds exist for Chebyshev interpolation (see e.g. the classical
references Rivlin [139, 140]), or Paper III). In their method, Kawata and Mikami [77]
propose a similar approach based on B-splines. These, of course, have polynomial
accuracy order.

3.2.3 Related work (SE2P)
With respect to related work (cf. Section 2.6.3), the closest method known to
us is the SPME-variant by Kawata et al. [77, 80]. We suggest that the B-spline
procedure struggles to deliver the integrals they discuss to acceptable accuracy. In
their discussions relating to parameters, grid sizes up to 2563 and B-spline orders
up to p = 36 (typically, p = 3, 4, 5 for SPME in 3P) feature, even for very small
systems. In contrast, Paper III demonstrates that the spectrally accurate SE2P
method uses the minimal grid with respect to (x, y), as implied by the truncation
of (2.21), which means that transforms are small and fast even after an oversampling
of FFTs in the z-direction by a factor two to (maximum) six is taken into account.

As of yet, we have not in detail compared the SE2P method to the method by
Holm et al. [7, 8, 33], wherein a correction term is applied to a the 3P problem
computed in a padded box. At this point, it will have to suffice that the SE2P
method offers (in addition to the stated accuracy) a close relationship to established
3P methods and a clear view of the numerical errors that enter.



Chapter 4

Ewald summation for Stokes

With Ewald sums and methods for electrostatics behind us, we move on to a related
setting in the realm of fluid mechanics. This corresponds to the bottom row in the
overview matrix, Figure 1.4. As we shall see, the most notable change when moving
from Laplace’s to Stokes’ equations is that less is known about the underlying
(Stokeslet) Ewald sums, especially in the 2-periodic case.

Under investigation is how to efficiently compute (two- or fully) periodic solu-
tions to the Stokes equation

−∇p(x) + µ∆u(x) + f(x) = 0 (4.1)
∇ · u(x) = 0, (4.2)

where x ∈ Ω = [0, L)3, µ is a viscosity parameter. These equations express the
linearized force balance and incompressibility of a fluid in the viscous limit, i.e.
where inertial forces are negligible compare to viscous forces.

As alluded to in the introduction, Stokesian systems garner much interest. For
instance, several recent studies investigate how microorganisms propel themselves,
the basics of which are illustrated in a classic article by Purcell [135], with further
developments in e.g. Koiller et al. [86]. Theoretical understanding of various
modes of propulsion, including work by Spagniole, Lauga and collaborators [157,
156, 51, 24] and Ishikawa et al. [73, 72], is rapidly progressing apace with simulation
methods [75, 143]. The large-scale dynamics of such systems are being investigated
by e.g. Saintillan and Shelley [144].

In the related area of simulations of viscous particulate flows, one finds detailed
computational studies of rigid or flexible fiber suspensions, such as the work by
Saintillan et al. [142] and Tornberg, Shelley and collaborators [176, 174, 150], as
well as large body of work concerning suspensions of various spheroids [18, 154]
and related particles [92]. The Stokesian Dynamics framework [17, 154] is worth
emphasizing in this context. Complex structure formation is observed, based on
accurate modeling of hydrodynamical interactions, in these, and many other, com-
putational investigations. One application, which has been a focus in various fora

41
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where the present author has participated, is paper-making – see the recent survey
by Lundell et al. [105].

Periodicity features prominently in the works cited here. The planar variety
enters naturally in e.g. wall-confined systems and applications in biology, such as
beating of flagella [26, 81, 87]. Ewald methods already play an important role in
several of these areas. Further developments are as much in demand as the desire
for accurate numerical results for ever larger systems is insatiable.

Returning to the scope of the present work, we let f represent a set of point
potentials, f(x) =

∑N
n=1 fnδ(x − xn). Of the various Green’s functions (cf. the

textbook by Pozrikidis [131]) for Stokes flow, we focus on the Stokeslet,

S(x) =
1

8πµ

(
I

‖x‖ +
x⊗ x

‖x‖3
)
,

and hence on the computation of the periodized Stokeslet sum

u(x) =

N∑
n=1

∑
p∈Zd

S(x− xn + τ(p))fn.

This sum has the same drawbacks as the Coulomb potential sum (1.1): the terms go
to zero very slowly – as 1/‖x‖ – making it infeasible to compute, and the ambiguity
regarding summability recurs.

4.1 Stokeslet Ewald sums in full periodicity

An Ewald method for the Stokeslet was first proposed by Hasimoto [57], who demon-
strated that the Stokeslet sum can be computed as

u(xm) =

N∑
n=1

∗∑
p∈Z3

A(ξ,xm − xn + τ(p))fn+

+
1

V

∑
k6=0

B(ξ,k)e−k
2/4ξ2

N∑
n=1

fne
ik·(xm−xn) − uself(xm), (4.3)

where

A(ξ,x) = 2

(
ξe−ξ

2r2

√
πr2

+
erfc(ξr)

2r3

)
(r2I + xx)− 4ξ√

π
e−ξ

2r2I, (4.4)

and

B(ξ,k) = 8π

(
1 +

k2

4ξ2

)
1

k4
(k2I− k⊗ k), (4.5)
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with r := ‖x‖, k := ‖k‖, k ∈ {2πZ3/L}, and the “self interaction” term is given by
uself(xm) = 4ξ√

π
fm. Again, the notational inconvenience ∗ in the first sum in (4.3)

signifies that the term (n = m,p = 0) is excluded.
Note that (4.3) has the same structure as the classical Ewald sum (1.4): the

first sum is rapidly converging in real-space, the second sum is rapidly converging
in k-space and there is a parameter, ξ, which controls the rate of convergence of
the two sums. The final result is independent of this parameter.

The original derivation [57] is quite terse. Interestingly, in a short paper sparse
on details, Hernandez-Ortiz et al. [58] give a screening function,

γ(r) =
ξ3

√
π3
e−ξ

2r2
(

5

2
− ξ2r2

)
� γ̂(k) =

(
1 +

k2

4ξ2

)
e−k

2/4ξ2 (4.6)

that generates exactly the 3P Hasimoto decomposition (4.3)-(4.5) in much the same
way as a pure Gaussian generated the classical Ewald sum in Section 2.1:

u(x) =

N∑
n=1

∑
p∈Z3

(S ∗ [δ − γ])(x− xn + τ(p))fn+

+

N∑
n=1

∑
p∈Z3

(S ∗ γ)(x− xn + τ(p))fn. (4.7)

Directly computing the terms of the first sum yields the Hasimoto real-space oper-
ator, A (4.5), and the second term is treated in k-space. For the 2-periodic case, we
carry out this derivation in full detail (as the result is not found in the literature) –
see Paper IV. Adapting the same argument to the present case is straight-forward,
but the calculations are somewhat laborious and space-consuming.

There are at least two other Ewald-like decompositions of the Stokeslet. Both –
one of which is typically attributed to Beenakker [13] – are given by Pozrikidis [132].
The Beenakker decomposition is similar to (4.4)-(4.5) in structure and convergence
properties, as discussed in Paper II. The third decomposition arises from a screening
function that decays as exp(−r), rather than exp(−r2), which leads to sums with
algebraic decay. For that reason, a spectral PME-method is virtually ruled-out.
The relative merits of the Hasimoto and Beenakker decompositions were shown to
be slight in Paper II.

Another early reference here is Ishii [71], though the modern reader will probably
find Pozrikidis [132] to be a most natural starting point.

4.2 Stokeslet Ewald sums in planar periodicity

Stokeslet Ewald sums in the 2-periodic setting (cf. Figure 1.2) are discussed
by Pozrikidis in [132], based on earlier work by Ishii [71] and others. However,
Pozrikidis is content with giving these formulas as a “generating function” and a
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differential operator. As much as that compactness may be desirable for presenta-
tional purposes, actually having 2P Stokeslet Ewald sums written down explicitly
is desirable. More importantly, the results on offer in Pozrikidis [132] do not, to us,
offer any natural progression towards fast methods.

Recall from Section 2.6 that the 2P Ewald sum for the Coulomb potential took
the form ψ(xm) = ψR + ψF + ψF,k=0 + ψS . What was one term, ϕF (3.1), in the
3P Ewald sum became two terms in 2P: ψF and ψF,k=0 – the latter (2.19) arising
from removal of a singularity in the former. In light of the close correspondence
between the 3P Ewald sums (1.4) and (4.3), we expect a 2P Stokeslet Ewald sum
to be expressible as

v(xm) = vR(ρm, zm) + vF (ρm, zm) + vF,k=0(zm) + vSm. (4.8)

In Paper IV, this decomposition is derived in detail, in a manner which should
be entirely predictable to the reader of this thesis: Utilizing the screening func-
tion (4.6), and the mixed representation (2.17) of 2-periodic function (of sufficient
regularity),

v(ρ, z) =
1

2π

∫
R

∑
k

f̂(k, κ)eik·ρeiκzdκ, k ∈ {2πZ2/L}, x = (ρ, z) (4.9)

we follow the same general strategy as in the derivation of the classical Ewald sum
in Section 2.1. Without much trouble one, as expected, arrives at

vR(ρm) =

N∑
n=1

∗∑
p∈Z2

A(ξ,xm − xn + τ(p))fn (4.10)

vSm =
4ξ√
π
fm (4.11)

and

vF (ρm, zm) =
4

L2

∑
k6=0

∫
R

(
I

‖k‖2 −
k⊗ k
‖k‖4

)(
1 +
‖k‖2
4ξ2

)
×

e−‖k‖
2/4ξ2

N∑
n=1

fne
ik·ρmneiκzmndκ, (4.12)

where k := (k, κ) and A was given in (4.4). For future reference, note that this
mixed sum/integral form of vF will be the basis for a fast method, in analogy with
the SE2P method of Section 3.2.

The integrals over κ in (4.12) are computable. The otherwise substantial task
becomes quite feasible if one exploits the symmetries of the integrand – see Paper
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IV for details. One arrives at

vF (ρm, zm) =
4

L2

∑
k6=0

N∑
n=1

((
QI(k, zmn) + <Qk⊗k(k, zmn)

)
cos(k · ρmn)−

+ =Qk⊗k(k, zmn) sin(k · ρmn)

)
fn, (4.13)

where QI, Qk⊗k ∈ R3×3 and the superscripts correspond to the terms in the first
factor under the integration in (4.12). We express these terms as

QI(k, z) = 2

(
J0

0 (z)

4ξ2
+ J1

0 (z, ‖k‖)
)
I (4.14)

and

Qk⊗k(k, z) = −2


k2

1

(
J0
1

4ξ2 + J0
2

)
k1k2

(
J0
1

4ξ2 + J0
2

)
k1

(
iK1

1

4ξ2 + iK1
2

)
k1k2

(
J0
1

4ξ2 + J0
2

)
k2

2

(
J0
1

4ξ2 + J0
2

)
k2

(
iK1

1

4ξ2 + iK1
2

)
k1

(
iK1

1

4ξ2 + iK1
2

)
k2

(
iK1

1

4ξ2 + iK1
2

)
J2
1

4ξ2 + J2
2

 .
(4.15)

The terms Jpq = Jpq (z, ‖k‖) and Kp
q = Kp

q (z, ‖k‖) are short-hand for the various
scalar integrals that can be identified by studying the integrand above. With

λ := e−k
2/4ξ2−ξ2z2 (4.16)

θ+ := ekzerfc

(
k

2ξ
+ ξz

)
(4.17)

θ− := e−kzerfc

(
k

2ξ
− ξz

)
(4.18)

we can write down the computed integrals as

J0
0 (z, k) =

√
πλξ (4.19)

J0
1 (z, k) =

π (θ− + θ+)

4k
(4.20)

J0
2 (z, k) =

√
πλ

4k2ξ
+ π

(
θ− + θ+

8k3
+

(θ− − θ+) z

8k2
− θ− + θ+

16kξ2

)
(4.21)

J2
1 (z, k) =

1

4
π (−θ− − θ+) k +

√
πλξ (4.22)

J2
2 (z, k) = π

(
(θ− + θ+) k

16ξ2
+
θ− + θ+

8k
+

1

8
(θ+ − θ−) z

)
−
√
πλ

4ξ
(4.23)

K1
1 (z, k) =

π(θ− − θ+)

4
(4.24)

K1
2 (z, k) = π

(
θ+ − θ−

16ξ2
+

(θ− + θ+)z

8k

)
. (4.25)
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Despite some difficulty of notation, the 2P Stokeslet k-space Ewald sum (4.13) is
straight-forward to evaluate.

What is more challenging is to account for the removal of the term k = 0, i.e.
determining the term vF,k=0(zm). This calculation is analogous to the determina-
tion of ψF,k=0 in the Laplace case (Paper III) and probably easiest to understand
in that context. The main thrust is two-fold: (i) determine the corresponding
term had there been no screening function (i.e. no Ewald decomposition) and (ii)
consider the difference between (4.13) and a k-space solution of the unscreened
problem in the limit k→ 0. Doing this argument justice is beyond the capacity of
this introduction – please refer to Paper IV. We conclude that

vF,k=0 = − 4

L2

N∑
n=1

(
π(zm − zn)erf

(
(zm − zn)ξ

)
+

√
π

2ξ
e−(zm−zn)2ξ2

)
I2fn, (4.26)

where (I2)ij = 1 for i = j = 1, 2 and zero otherwise. It is not impossible to infer this
expression (at least its form) from a plain-text discussion in [132]. This concludes
the computation of the 2P Stokeslet Ewald sum (4.8).

4.3 Real-space summation

Regardless of the underlying periodicity, d = 2, 3, computing

uR =

N∑
n=1

∗∑
p∈Zd

A(ξ,xm − xn + τ(p))fn, (4.27)

is in principle equivalent to computing the classical real-space Ewald sum, as dis-
cussed in Section 2.4. In particular, the O(N)-scaling procedure, illustrated in
Figure 2.2, has to be respected.

As in that context, let the real-space sum (4.27) be truncated such that only
interactions between particles (including periodic images) within a distance rc from
each other are included. That is, let

uRrc(xm) :=

N∑
n=1

∗∑
p∈Zd

1rc(‖xm − xn + τ(p)‖)A(ξ,xm − xn + τ(p))fn,

where 1rc(r) denotes the indicator function which is one if r ≤ rc and zero otherwise.
In practice, this sum is implemented as a sum over neighbor lists, NLm (cf. Section
2.4), i.e.

uRrc(xm) =
∑

y∈NLm

A(ξ,xm − y)f(y). (4.28)

In the context of Stokes, we note that the amount of arithmetic in (4.28) much
larger than in (2.14), but the memory overhead to store the neighbor list is the
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same. This becomes interesting when we consider the option of evaluating (4.28)
as a sparse matrix-vector product [142]. Such a matrix, where the matrix elements
would be A(ξ, ·) for all interacting particle pairs, will then have a 3 × 3 block
structure (corresponding to the Cartesian tensor components Aij), but all nine
blocks will have the same sparsity pattern.

4.4 Truncation error estimates (Stokeslet)

It’s noteworthy that the usefulness of Ewald sums rests on the availability of trun-
cation error estimates. Therefore, we need to endow the infinite sums in (4.3)
and (4.8) with such estimates. This section, which is compressed from Paper IV,
improves on the results in Paper II.

In electrostatics, the gold standard is the RMS-norm estimates by Kolafa &
Perram [88]. To our knowledge no analogous result exists for Stokeslet Ewald sums.
Again, we remark that the same estimates are valid in 2P and 3P. The results in
Figure 4.1 support us in this regard.

Estimating ‖uR−uRrc‖ is most tractable in the RMS norm. The diagonal terms
in A are Ajj = erfc(ξr)/r − 2ξ exp(−ξ2r2)/

√
π, whereas in the Laplace case only

the former (and smaller) term is present. Hence, the Kolafa & Perram estimates
are not useful. On the other hand, if we disregard the off-diagonal terms in A, the
key step in [88, Appendix A and Eq. (14)] becomes tractable for the Stokeslet, and
we get estimates for components j = 1, 2, 3,

(eRrms,j)
2 ≈ Qj

L3

∫ 2π

0

∫ π

0

∫ ∞
rc

A2
jjr

2 sin(θ)drdθdϕ

=
Qj
L3

(
4rc

(
e−2ξ2r2c − πerfc(ξrc)

2
)

+

√
2π

ξ
erfc(
√

2ξrc)

)
, (4.29)

where Qj :=
∑N
n=1(fj)

2
n. In what follows, we suppress the vector index j.

The estimate (4.29) is to be treated as such – it does not include the full oper-
ator and it is statistical, the latter meaning that it’s only valid if xm is randomly
distributed. None the less, (4.29) is very predictive within its domain, as we il-
lustrate in Figure 4.1. Here we have N = 10000, xm randomly from a uniform
distribution over Ω = [0, 1)3, fm from a uniform distribution centered at zero and
the RMS average was formed over 30 random xm. Finally, for selecting parameters
one would ideally like to solve eRrms(ξ) = ε for ξ, but this does not appear tractable.
Rather, we series expand (4.29) for large ξrc, obtaining that

eRrms ≈ 2

√
Qrc
L3

e−ξ
2r2c , (4.30)
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Figure 4.1. Left: Real-space sum truncation error for 2P (·) and 3P (×), and
simplified estimate (4.30) (red dashed), as a function of truncation radius. N =
10000, Ω = [0, 1)3, ξ = 8, 12, 16 (top to bottom). Right: Truncation error of k-space
2P (·) and 3P (×) Stokeslet Ewald sum in RMS norm vs. number of modes k∞, i.e.
‖k‖ ≤ 2πk∞/L. Here, L = 1, N = 300, ξ = 8, 12, 16 (left to right), and (dashed red
line) heuristic error estimate (4.31).

and consequently, assuming that rc ≥ L3ε2/(4Q),

ξ(rc, ε) ≈
1

rc

√√√√log

(
2

ε

√
Qrc
L3

)
.

The agreement between computed errors and the simplified estimate (4.30) is illus-
trated in Figure 4.1.

For the k-space sum in (4.3), i.e. (5.1), truncated as ‖k‖ ≤ 2πk∞/L, it’s harder
to follow Kolafa & Perram [88] and derive a corresponding estimate. Rather than
to ignore the issue altogether, we take a heuristic approach. Based on existing
results in the RMS setting, it’s natural to suppose that an estimate of the form
eFrms ≈ C

√
Qka∞ξ

be−(πk∞ξL )2 , for particular a, b, can be of value. A few trial runs
quite clearly suggest that good agreement is obtained if a = −3/2 and b = 3.
Moreover, we let C = L2π−4, obtaining a heuristic, or practical, error estimate for
the truncation error of the k-space sum

eFrms ≈
√
Q

ξ3L2

π4k
3/2
∞

e−(πk∞ξL )2 . (4.31)

In Figure 4.1 we observe satisfying agreement. Again, for selecting parameters, we
solve for k∞, obtaining,

k∞ ≈
√

3Lξ

2π

√
W

(
4L2/3ξ2Q2/3

3π10/3ε4/3

)
. (4.32)

This concludes the introduction of 2- and 3-periodic Ewald sums for the Stokeslet.
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Spectrally accurate PME methods for
Stokes

The fast methods that we propose are conceptually similar to their Laplace coun-
terparts, and complete the circle in Figure 1.4 in a very appealing way.

5.1 Spectral Ewald for the Stokeslet

As with PME methods in the electrostatics setting, the underlying mechanism that
Stokeslet PME methods rely on is the ability to shift computational work from the
real-space sum (4.27) to the k-space sum

uF (xm) =
1

V

∑
k 6=0

B(ξ,k)e−k
2/4ξ2

N∑
n=1

fne
ik·(xm−xn), (5.1)

and devise a fast method for the latter computation. It is instructive to compare
(5.1) to (3.1), i.e. to

ϕF (xm) =
4π

V

∑
k 6=0

e−k
2/4ξ2

k2

N∑
n=1

qne
ik·(xm−xn).

The derivation of the basic SE method in Section 3.1 most obviously relies on the
presence of the Gaussian factor e−k

2/4ξ2 . Since such a factor is present in (5.1),
the derivation in Section 3.1 naturally generalizes to the Stokeslet. In contrast to
other usages of the phrase “naturally generalizes” (from one to three dimensions)
in academic discourse, the matter really is quite straight-forward in this case.

The details are laid out in Paper II. One starts with the regularized represen-
tation of the (now vector-valued) charge distribution {xn, fn},

χ(x) =

N∑
n=1

fn

(
2ξ2

πη

)3/2

e−2ξ2‖x−xn‖2∗/η. (5.2)

49
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After three 3D Fourier transforms (one for each vector component of χ), one for-
mally solves a modified Stokes problem (see Paper IV for clarity in this regard)
via

̂̃χk =

{
0, k = 0

B(ξ,k)e−(1−η)k2/4ξ2 χ̂k, otherwise
. (5.3)

Finally, after inverse Fourier transforms, one recovers the desired values of via the
convolution

uF (xm) =

∫
Ω

χ̃(x)

(
2ξ2

πη

)3/2

e−2ξ2|x−xm|2∗/ηdx. (5.4)

The efficient discretization of (5.2), (5.3), (5.4) is summarized as follows:

1. Gaussians are scaled and truncated as in Section 3.1.1.
2. Evaluate (5.2) on regular grids (one grid for each vector component of χ) over

Ω = [0, L)3 using the fast Gaussian gridding procedure of Section 3.1.4. Note
that the expansion vectors only depend on x (not f).

3. Compute transforms using the FFT, as provided by an optimized library like
FFTW [47].

4. The integral in (5.4) is naturally approximated using the trapezoidal rule, and
the FGG procedure is again used. The FGG expansion vectors are reused from
the computation of (5.2), leading to a five-fold reuse of those vectors.

The error analysis from Section 3.1.2 carries over in the two important regards
that:

5. The grid size, M , is chosen based on the k-space truncation error estimate
(4.31). That is, the spectrum truncation error inherited from the underlying
Ewald sum is controlled by letting M = 2k∞.

6. Approximation errors are controlled by the amount of discrete support, P , of
the Gaussians in (5.2) and (5.4) and their shape, m. It is advantageous to
take m ≈

√
P . These errors are characterized by Theorem 3.1.2, i.e.

‖TP − uF ‖ ≤ C
(
e−π

2P 2/(2m2) + erfc
(
m/
√

2
))

.

Hence, the method is spectrally accurate and uses the minimal grid that a PME
method can use. The two other PME methods for the Stokeslet that we are aware
of are (i) a method due to Sierou and Brady [154], in the spirit of Darden et al. [30],
embedded in the Stokesian Dynamics framework, and (ii) a SPME-type method
by Saintillan et al. [142]. The former is given a very cursory treatment, and (as
expected for a method based on Lagrange interpolation) the method does not seem
particularly accurate. The SPME method for the Stokeslet by Saintillan et el [142]
is certainly done more justice from a numerical point of view. Their method is
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shown to introduce errors that behave as hp, where p is the interpolation order
(Cardinal B-spline).

We believe that the method on offer here (logically referred to as SE-Stokes,
leaving room for the SE2P-Stokes method of the next section) is a competitive
alternative: (much) smaller grids can be used, a clear view is provided over param-
eter selection (cf. Remark 3.1.3), and the method can deliver high accuracy. A
PME for Stokes will require three grid functions of size M ×M ×M to be stored,
so the saving in memory will be more pronounced than it was in the SE method
for electrostatics vis-a-vis its traditional PME cousins. Moreover, (high) accuracy
plays a more prominent role in the Stokes domain than it (historically) has done in
molecular simulations, as we shall return to in Section 6.1.1.

5.2 Planar periodicity (SE2P-Stokes)

The reader of this thesis should find no surprises in this last section, where we
introduce a spectrally accurate PME for the 2-periodic Stokes problem discussed
in Section 4.2. Indeed, this section serves the secondary purpose of summarizing
the preceding results and arguments.

In the preceding sections we have:

(i) Defined a spectrally accurate PME for electrostatics, including error analysis
and refinements to make it fast for practical use (cf. Section 3.1).

(ii) Posed the 2-periodic problem in terms of mixed transforms (2.17) and iden-
tified a mixed sum/integral form of the 2P k-space Ewald sum (2.20) from
which the SE method generalizes to the 2P problem (Section 3.2).

(iii) Explicitly derived the 2P k-space Stokeslet Ewald sum (4.13)-(4.25), and
identified a mixed sum/integral form (4.12).

(iv) Generalized the SE method to Stokes (Section 5.1).

These four components solidify the groundwork to the extent that the construc-
tion of the SE2P-Stokes method becomes almost trivial: Since item (iv) has been
clarified, we can easily start from item (iii), i.e. (4.12),

vF (ρm, zm) =
4

L2

∑
k6=0

∫
R

(
I

‖k‖2 −
k⊗ k
‖k‖4

)(
1 +
‖k‖2
4ξ2

)
×

e−‖k‖
2/4ξ2

N∑
n=1

fne
ik·ρmneiκzmndκ,

and proceed as in Section 3.2 (item (ii)) and use what we know of theory and
practicalities from item (i). As we are in the 2P setting, k ∈ {2πZ2/L} and
k = (k, κ), κ ∈ R. That said, in Paper IV we labor extensively to arrive at (4.12)
and other important components – so the matter is by no means trivial in a broader
context.
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One starts with the regularized representation of the (again, vector-valued)
charge distribution {xn, fn},

χ(ρ, z) =

N∑
n=1

fn

(
2ξ2

πη

)3/2

e−2ξ2(‖ρ−ρn‖2∗+(z−zn)2)/η. (5.5)

After three 3D mixed Fourier transforms (2.17), one computes

̂̃χ(k, κ) =

{
0, k = 0

B(ξ,k, κ)e−(1−η)(k2+κ2)/4ξ2 χ̂(k, κ), otherwise
. (5.6)

Finally, after inverse mixed Fourier transforms, one recovers the desired values of
via the convolution

u(ρm, zm) =

(
2ξ2

πη

)3/2 ∫
Ω2

∫
R
χ̃(ρ, z)e−2ξ2‖ρ−ρm‖2∗/ηe−2ξ2(z−zm)2/ηdzdρ. (5.7)

In addition to items 1 through 6 in Section 5.1, the remarks regarding the com-
putation of Fourier integrals from Section 3.2 apply. That is, the mixed trans-
forms χ(ρ, z)→ χ̂(k, κ) and ̂̃χ(k, κ)→ χ̃(ρ, z), implied above, require a quadrature
method. That method must not have higher complexity than the DFTs of the 3P
method (otherwise the method will be unusable in practice), which leaves us with
the strategy discussed in Section 3.2.1: use the FFT on a oversampled grid.

In light of this, the fast SE2P-Stokes method can be said to be easier to un-
derstand and work with than the underlying Ewald sum (4.13)-(4.25). This is
something to keep in mind for future work.

A final point is that the term (4.26),

vF,k=0(zm) = − 2

L2

N∑
n=1

(
π(zm − zn)erf

(
(zm − zn)ξ

)
+

√
π

2ξ
e−(zm−zn)2ξ2

)
I2fn,

is computed using the Chebyshev interpolation method that was discussed in Sec-
tion 3.2.2. These and other assertions are supported by numerical results in Paper
IV.



Chapter 6

Conclusions and outlook

In this thesis we have presented novel methods for well-established problems in
electrostatics and viscous flow, namely how to calculate long-range potentials under
periodic boundary conditions. We have placed our contribution in the context of
classical results and related research.

More precisely, we consider N -particle sums of electrostatic (Coulomb) and
Stokes (Stokeslet) potentials subject to two- and three dimensional periodicity us-
ing Ewald decompositions. For each of these four problems, we give a spectrally
accurate and N logN -fast Ewald method with three attractive features: high ac-
curacy (spectral, proven to be so), minimal memory overhead (in the class of PME
methods), and clear parameter selection based on new and old error estimates. In
some cases, the underlying Ewald sums are part of the investigation. The nature of
this contrubution varies from incremental in a very competetive field (electrostatics
in full periodicity) to more fundamental (in the Stokes case, particularly under pla-
nar periodicity). We have made certain detailed comparisons to related methods,
which gives tentative grounds for optimism regarding the practical competetiveness
of what we propose.

6.1 Future directions

6.1.1 Towards fast boundary integral methods

Several areas of ongoing research involving boundary integral methods for Stokes
have been noted, and we would like to put the present methods into that context.

As an example, consider a large number of spheres, Γi, i = 1 . . . Ns, in periodic
(2P/3P) Stokes flow. Let f̃i denote the (unknown) Stokeslet density on Γi. Under
the constraint of d-periodicity we write the velocity field generated by all {f̃i,Γi}
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as

u(x) =
∑
p∈Zd

Ns∑
i=1

∫
Γi

S(x− y + τ(p))f̃i(y)dΓ(y). (6.1)

Recall that the periodized Stokeslet sum (1.2) was given a well-defined meaning by
the Stokeslet Ewald decompositions (Sections 4.1 and 4.2). The same logic shall
apply to (6.1). We refer the reader to e.g. [131, 187] regarding which Green’s
functions are required to represent particular flow cases, noting that for an external
flow it suffices to use the Stokeslet.

The boundary integral setting is vastly expanded in comparison to the exposition
hitherto. Issues that arise, as concisely reviewed in Ying et al. [187], include
fast summation methods (to which this work pertains), accurate quadrature rules
(surveyed below) and domain boundary representation (related to Part II of this
thesis).

Let each sphere Γi be discretized with a set of quadrature points, xij , j =
1, . . . , Np, and let Tx denote integration with respect to x by a simple quadrature
rule, T [ζ] :=

∑
j ζ(xj)wj ≈

∫
Γ
ζ(x)dΓ(x). Moreover, let T 0,k denote the so-called

“punctured” rule, where wk ≡ 0.
For x on some Γi, the integral over Γi in (6.1) is singular when p = 0. Dis-

cretizing it in the Nyström fashion, we apply the punctured rule,

ui(xm) ∼
∫

Γi

S(xm − y)f̃(y)dΓ(y)

≈ T 0,m
y [S(xm − y)f̃(y)].

This has one major benefit and one drawback. The benefit is that it renders the
discretization of (6.1) equivalent to a Stokeslet ewald sum (either (4.3) or (4.8)
depending on the periodic structure) – cf. the exclusion of the term {n = m,p = 0}
in the real space sum (2.13). The drawback is that the punctured rule is only first
order accurate.

To obtain higher accuracy, without sacrificing the structure that lets us apply
the Ewald decomposition, one can add a local correction, Υm

loc, to the punctured
rule,

ui(xm) ≈ T 0,m
y [S(xm − y)f̃(y)] + Υm

loc.

This approach – Ewald decomposition plus a local correction – has been advocated
by e.g. Beale & Strain [11].

Such local corrections to simple quadrature rules (that allow integrable singular-
ities to be handled) have been extensively investigated, and are, of course, unrelated
to the periodicity of the present problem. Progress has been on a case-by-case basis,
with different corrections developed depending on the singularity and the geome-
try of the boundary, Γ. Early references here include Lyness [106] and Kapur &
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Rokhlin [76], with subsequent work by e.g. Aguilar & Chen [4] and Marin et al.
[108]. The latter gives formal proofs to the effect, roughly, that on a uniform grid
in d dimensions where the singularity has order q and p is the radius (in terms
of grid points) of the modified quadrature rule, accuracy of order O(h2p+2+q+d)
is attained. Furthermore, Marin et al. in [107] developed such formulas for the
Stokeslet, S, though only of the case of Γ being flat.

An alternative that could be expected to yield local corrections, in a way suit-
able for pairing with fast Ewald methods, is the contour integral formulation of
Bazhlekov, Anderson and Meijer [10]. Other alternatives for quadrature over inte-
grable singularities includes singularity subtraction, as discussed in the rich survey
by Pozrikidis [133], and methods based on carefully selected variable transforma-
tions, as discussed in e.g. Sidi [152, 153] and Ying et al. [187].

Moving on, for xm on Γi, we discretize (6.1) as

u(xm) ≈ T 0,m
y [S(xm − y)f̃ i(y)] + Υm

loc +

Ns∑
j=1

∗∑
p∈Z2

Ty[S(xm − y + τ(p))f̃ j(y)]

= EwdP(x, f) + Υm
loc(S, f).

Here, x denotes the set of N = NsNp discretization points (i.e. x = {xij : i =
1, . . . , Ns, j = 1, . . . , Np}). Correspondingly, f denotes the set of discrete Stokeslet
strengths multiplied by appropriate quadrature weights, f = {f ijwj}.

The mapping f → u, for fixed x, is to be understood as a linear system of di-
mension 3N × 3N ; knowing u, we can solve for f . Such an inversion is by necessity
iterative, as the mapping does not have a closed form. Indeed, the Ewald summa-
tion method is required to make the action of the periodized Stokeslet convergent
(including constraints on f and physical conditions at z → ±∞).

The fast Ewald methods of Section 5.1 and 5.2 act as O(N logN) “matvec”
operators, for use inside an iterative solver (such as GMRES). The ultimate com-
plexity then depends on the convergence of this iterative procedure (whether the
number of GMRES iterations depends on N or not), which leads to the expansive
topic of preconditioning; Ying et al. [187] use a method due to Greengard et al.
[52], wherein additional references are found.

Finally, it should be noted that investigations of physical systems generally pose
the boundary integral problem in a different form. In terms of the present example,
rather than knowing u on all spheres, kinematic conditions (which include boundary
integration) are used and the system is closed using force and torque balances. A
similar formulation is used for sedimenting fibers [176, 142, 174]. Ewald techniques
apply and handle the main computational task in these sedimentation problems,
though additional considerations emerge.

This short review indicates, to the author of the present thesis, a few avenues
for of future work: First, note that a second-kind boundary integral formulation is
expected to be more advantageous with respect to iteration convergence than the
first-kind equation (6.1). This motivates the development of Ewald decompositions,
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and associated fast methods, for the double-layer (“doublet” or “stesslet”) Stokes
potential.

Secondly, the union of an accurate fast Ewald method and high-order local
corrections – as outlined above – warrants further investigation. Presumably, some
kind of local correction is used in conjunction with the SPME method for fiber
suspensions by Saintillan et al. [142] – but it goes unmentioned. The issue is quite
complex – a PME method is used to approximate integrals along fiber centerlines,
which is embedded in a system of equations which is solved iteratively. Again,
a natural concern is that the final result could be sensitive to errors introduced
in “inner loop” components – either the PME method or the (lack of) singularity
correction.

Finally, there are several interesting applications where the methods here could
be useful. For instance, in the method for simulating flexible fibers by Tornberg and
Shelley [176], the computational burden due to periodicity is limiting. Applying
fast methods here could be expected to advance said computations closer to the
experimental work relating to paper-making [105] which is being pursued in our
academic vicinity.

6.1.2 A spectral Ewald method in molecular simulation?
The SE method of Section 3.1 was concerned with computing a potential, ϕ, and
hence the electrostatic energy

E =
1

2

N∑
n=1

qnϕ(xn). (6.2)

In many areas of molecular dynamics, where Newton’s laws of motion are integrated
to obtain particle trajectories, electrostatic forces are also required. While the force
contribution in real space is obviously a sum obtained as in Section 2.4, the k-space
force contribution is most naturally seen as a derivative of the k-space potential
[149],

F(xi) = −∇iEF , where EF =
1

2

N∑
n=1

qnϕ
F (xn). (6.3)

A further extension is to compute the full virial tensor, see Essmann et al. [42].
Finally, a method for non-orthogonal unit cells needs to be formulated. None of
these tasks seem fundamentally challenging, but a substantial amount of work is still
needed to introduce the nascent SE method to the molecular dynamics community
in a credible way.

This line of work also leads to the question of accuracy in (PME) molecular
simulations – what is the actual accuracy of such calculations, particularly when
done casually? What accuracy is desired, and what is an acceptable trade-off? Is it
worth trading larger on-grid support for a smaller grid? When is it so? Do present
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state-of-the-art methods and systems provide sufficient flexibility (numerically and
otherwise) to address future computational challenges well? We would like to pursue
these issues together with experts from the PME- and applications communities.





Chapter 7

Selected results from Fourier analysis

7.1 Conventions for Fourier sums and series

For compactness, we use a non-unitary form of the Fourier transform. For a func-
tion, f(x), x ∈ Rn, which is periodic with respect to Ω ⊂ Rn, we have the Fourier
series defined as

f(x) =
∑
k

f̂ke
ik·x

f̂k =
1

|Ω|

∫
Ω

f(x)e−ik·xdx,

where k ∈ {2πn/L : n ∈ Zn}. The corresponding integral transform for functions
that decay sufficiently fast on Rn is then naturally

f(x) =
1

(2π)n

∫
Rn
f̂(κ̄)eiκ̄·xdκ̄

f̂(κ̄) =

∫
Rn
f(x)e−iκ̄·xdx, κ̄ ∈ Rn.

There are numerous good books on Fourier analysis on various levels. The
author of this thesis would recommend, in order or sophistication, James [74],
Vretblad [180] and (in particular) Pinsky [129]. The more advanced reader should
consult Hörmander [65] and Körner [89].

7.2 A few theorems of interest

The derivations given in this thesis depend on the following properties of Fourier
transforms and series:
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Lemma 7.2.1 (Convolution). Let f(x), g(x) be periodic with respect to x ∈ Ω. The
convolution of f and g, defined as

(f ∗ g)(x) =

∫
Ω

f(x− x′)g(x′)dx′,

satisfies

h(x) = (f ∗ g)(x) ⇐⇒ ĥ(k) = f̂(k)ĝ(k).

Naturally, convolution can be defined over integrable functions on e.g. Rn as
well.

Lemma 7.2.2 (Poisson summation). Let f(x) have Fourier transform f̂ , and let
L 6= 0. Then, ∑

p∈Z3

f(x + Lp) =
1

L3

∑
k

f̂(k)eik·x.

Lemma 7.2.3 (Parseval/Plancherel). Let f(x), g(x) have Fourier transform f̂ and
ĝ respectively. Then, ∫

Ω

f(x)g(x)dx =
∑
k

f̂kĝk.

For functions with mixed periodicity, we have the analogous results:

Definition 7.2.1 (2P functions). Let VΩ denote the set of functions f(x, y, z) that
are periodic in (x, y) ∈ Ω and “free” in z ∈ R. Denote VΩ 3 f(ρ, z), ρ = (x, y) ∈
Ω. We shall refer to these as functions of mixed periodicity. Functions in VΩ

have a discrete spectrum corresponding to the periodic directions, and a continuous
spectrum corresponding to z. We let VΩ 3 f(ρ, z) 
 f̂(k, κ), k ∈ {2πn/L : n ∈
Z2}, κ ∈ R.

Lemma 7.2.4 (Convolution 2P). The convolution of f(x), g(x) ∈ VΩ is defined as

(f ∗ g)(ρ, z) =

∫
R

∫
Ω

f(ρ− ρ′, z − z′)g(ρ′, z′)dρ′dz′,

and satisfies

h(ρ, z) = (f ∗ g)(ρ, z) ⇐⇒ ĥ(k, κ) = f̂(k, κ)ĝ(k, κ).

Lemma 7.2.5 (Poisson summation 2P). Let f(x) ∈ VΩ have Fourier transform f̂ ,
and let L 6= 0. Then,∑

p∈Z2

f(x + p̃) =
1

2πL2

∫
R

∑
k

f̂(k, κ)eik·ρeiκzdκ,

where p̃ = [Lp, 0] and x =: (ρ, z).
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Lemma 7.2.6 (Parseval/Plancherel 2P). Let f(x), g(x) ∈ VΩ have Fourier trans-
form f̂ and ĝ respectively. Then,∫

R

∫
Ω

f(ρ, z)g(ρ, z)dρdz =
1

2π

∫
R

∑
k

f̂(k, κ)ĝ(k, κ)dκ.





Part II

Interface tracking using patches
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Chapter 8

Introduction (II)

Free boundary problems is a wide class in computational mathematics where, roughly
speaking, one wants to solve a differential equation over a domain that is not ini-
tially known or depends on the solution to the equation in a non-trivial way. Such
problems span from the most abstract to industrial simulations and Hollywood
movie special effects.

As a conceptual point of reference, see the photo in Figure 8.1 of water in a glass.
Clearly, a lot is going on in this snapshot – the water and air is flowing rapidly, and
drops are forming and breaking up etc. Such a process is quite obviously governed

Figure 8.1. Typical free-boundary problem: Drops forming and breaking up in a
glass of water [111].
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by the physics of the water and, to a lesser extent, the gas. However, something
interesting is happening at the interface between water and air. Here, an additional
set of physical laws are acting. For instance, surface tension plays a major role in
the formation and break-up of bubbles. The central challenge in simulations of
such systems is therefore to track the interface in space, and to incorporate the
physics that are localized to the interface. Hence the terms interface tracking and
dynamics.

The example in Figure 8.1 looks quite complicated, but simulations of e.g. water
that looks realistic is actually relatively straight-forward [121]. Such simulations
have been incorporated into movie special effects for some time. However, if one
desires more than “eye norm” accuracy, or the simulation concerns a system where
the eye is not a reliable guide to the significance of a numerical result, the situation
is considerably more demanding.

In mathematical terms, an interface may in the present context be thought of as
a boundary between two or more sub-domains – in R2 represented as one or more
curves, and in R3 represented as surfaces. In the language of flow applications, we
let u(·, t) denote a convective field that deforms the interface according to the ODE

dΓ

dt
= u(Γ, t), (8.1)

where Γ denotes the interface. Evaluating u might, as in the example in Figure 8.1
be a substantial numerical challenge per se. That aside, the tasks of any interface
tracking method is to provide: (i) a concrete representation of Γ, (ii) an equation
of time evolution equivalent to (8.1) that lends itself to practical computation, and
(iii) a framework for computations involving quantities defined on the interface.
This thesis concerns such a method.

Existing methods fall into two broad categories: implicit and explicit methods,
referring to interface representation. The methods that we survey here mostly have
their origin in multiphase flow applications, but have found use in other areas, such
as image reconstructions and crystal growth simulations.

The quintessential explicit method is the so called finite-difference/front-tracking
method (FD/FT) by Tryggvason and collaborators [179, 177]. Here the interface,
Γ, is simply discretized as a set of points that are advected according to the ODE
above. This can be seen as a natural descendant of the immersed boundary method
(IBM) due to Peskin [124, 125].

On the implicit side, one represents the interface (as the name suggests) in
some indirect way. Prominent methods here include the level-set method by Osher,
Sethian and others [120, 148, 2, 147], and volume fraction methods, surveyed by
Scardovelli and Zaleski [146]. These methods have the advantage of needing no
special procedures for handling topological changes (i.e. bubbles breaking up or
merging). On the other hand, such changes are directly grid-size dependent, i.e.
induced by the numerics of the problem rather than the physics. Finally, phase-field
methods can also be said to belong to the implicit family – though they are of a
different breed – see e.g. the survey by Anderson et al. [6].
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Many attempts have been made to marry the strengths of two methods (or elim-
inating notable drawbacks) in hybrids, such as the work by Sussman and Puckett
[168, 167], Aulisa et al. [9], Enright and Fedkiw [40], and Gaudlitz and Adams [48].
A mass-conserving level-set method was introduced by Olsson et al. [118, 119].

8.1 Overview of thesis contribution

The method presented in the next section (Paper V) fits neatly between the purely
Lagrangian front-tracking method and the implicit and Eulerian level-set method:
Our method is both Eulerian and explicit. In what may most naturally be thought
of as a domain-decomposition method, we represent the interface as a union of
patches. This approach provides a natural parametrization of the interface; each
patch is essentially a local coordinate system in which the interface location and
other quantities defined on the interface are expressed as functions of a local vari-
able. This shall be clarified shortly. This method is a natural extension of the
segment projection method by Tornberg et al. [172].

Part of the motivation for this work concerns the prospects for more sophis-
ticated modelling of complex fluidics, such as systems involving surfactants (cf.
Khatri & Tornberg [82]) and contact-lines (where the interface is in contact with
e.g. a solid wall, cf. Zahedi et al. [189]). These topics shall be introduced shortly.
The present method provides a natural framework to pose PDE:s on the interface
(as in the surfactant case), by providing what is essentially a manifold structure,
which plays an important role in higher calculus. We contrast this approach to
existing PDE-on-surface methods based on level-set and front-tracking techniques.





Chapter 9

Interface tracking using uniform patches

Here we introduce the interface tracking method proposed in Paper V. Let a simple
plane curve of length L be represented by Γ ⊆ R2. Introduce a parameterization,
s, of Γ at time t,

Γ = Γ(t) = {x(s, t), y(s, t) : s ∈ [0, L)}

and assume x, y ∈ C2[0, L).
Addressing the fundamental issue of interface representation, we suggest the

following: split Γ into a number of segments, γj , such that Γ =
⋃
j γj and each

segment can be represented as a single valued function with respect to a particular
coordinate system as illustrated in Figure 9.1.

γ1

γ2

γ3

γ4

f 1
(ξ
)

0 0.6
ξ

f 3
(ξ
)

0 0.6
ξ

Figure 9.1. Interface split into segments (ends marked with ◦), with two segments
drawn bold, and their local representations.
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To formalize this, we let, for any x ∈ R2,

Mx := T (θ)x + b, (9.1)

Lx :=M−1x = T (−θ)(x− b), (9.2)

where T is the standard unitary rotation operator, θ is an angle and b an offset.
It is clear that one may decompose Γ into a collection of segments γj , and to each
one associate mapping parameters (θ,b), such that

Mj =M(θj ,bj) : γj −→ {ξ, fj(ξ) : ξ ∈ (aj , bj)}.

As clarity permits, we shall omit subscripts, and employ the following notation:

Mγ = (ξ, f(ξ)), and L(ξ, f(ξ)) = γ.

This, with Figure 9.1 in mind, is quite intuitive. The key concept is that each
segment has a local representation (ξ, f(ξ)). We go from the global segment rep-
resentation, γ, to the local frame via the mapping M, and back with the inverse
mapping L.

As we develop this idea, the guiding principle shall be to pose all computations
in the local coordinate setting. Why is this beneficial? In essence, the it’s because
it provides a very natural parametrization of the interface and quantities that are
defined on it. From a practical point of view, it also opens up a vast arsenal of
well-understood numerical methods on uniform grids for differential equations and
other computations. This shall, hopefully, become clear as we proceed to answer
several immediate questions:

1. How do we find a suitable partition of Γ?
2. How do we formulate the dynamics (8.1) in local coordinates (ξ, f(ξ))?
3. How will the segments couple together?

The first task is to add the time-dimension and ask how interface dynamics can
be expressed in terms of segments. Returning to (8.1), where u denotes a convective
field that transports the interface,

dΓ

dt
= u(Γ(t), ·),

that may, possibly, be a something complicated, like an approximate solution oper-
ator for Navier-Stokes equations, or something simple, such as an explicit function,
u = u(Γ(t), t). In paper V, we show that (8.1) is equivalent to solving a PDE

∂

∂t
f(t, ξ) + v

∂

∂ξ
f(ξ, t) = w, (v, w) = T (θ)u(γ(t), ·), (9.3)

for each segment. That is, if we have n segments, the concurrent evolution of n
equations of the form (9.3) – for each fi, i = 1, . . . , n – is equivalent to (8.1). Here
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ξ, η

f3(ξ)

g(η)

0
f4(ξ

′)

M3L4

Figure 9.2. Schematic view of two neighboring segments that overlap (see Figure
9.1, segments γ3 and γ4). The mapping sequence M3L4 takes data from segment
four into the frame of segment three, which can thusly be extended or given consistent
“boundary” data.

we have assumed that θ and b are fixed in time for each segment. The important
question of boundary conditions remains. To answer this, we need to clarify the
relationship between adjacent segments.

For the segment advection PDE (9.3) to be meaningful, and for further mod-
elling to be consistent, we need additional structure. Let there be a finite overlap
between adjacent segments. Then, we may view part of a segment as a single-valued
function from the coordinate frame of it’s neighbor, see Figure 9.2.

In terms of sets we have

(η, g(η)) =MkLj(ξ′j , fj(ξ′j)), (9.4)

where segment j and k are adjacent, and ξ′j denotes the interval on segment j where
they overlap. In this interval, the segments coincide, so

(η, g(η)) = (ξ′k, fk(ξ′k)),

where, naturally, ξ′k denotes the overlap interval of segment k. The operation
of going from one segment to another via a mapping to global coordinates, i.e.
(9.4), is well-defined (it’s an elementary property of differentiable manifolds). Note,
however, that the relation (η, g(η)) = (ξ, f(ξ)) does not express a relationship
between parameterizations. That is, given that f(ξ) = g(η(ξ)) in a point-wise
sense, the map η(ξ) is non-trivial. In the discretized setting, this is a minor issue.

Now we return to the question of boundary conditions for the segment advection
PDE (9.3). The PDEs (9.3) are of first order hyperbolic type, so information will
propagate across segment boundaries. Hence, the situation demands characteristic
boundary conditions on each segment (see e.g. the textbook by LeVeque [99]).
The essence is that incoming characteristics on one segment are determined from
outgoing characteristics on adjacent segments. As illustrated in Figure 9.2, we can
map one segment function into the frame of an adjacent segment, thus providing
the necessary boundary data to make the collective evolution of (9.3) consistent
with (8.1).
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9.1 Discrete method

We discretize the segment functions, f(ξ) on uniform grids in ξ, e.g. ξi = a+ i∆ξ.
This constitutes a simplification over other methods – we can use difference formulas
over 1D uniform grids for our numerical treatment of the segment advection PDE
as well as all invariant interface quantities that we may need (such as curvature,
normals, quadrature formulas etc.).

9.1.1 Lax-Wendroff method for segments
As an explicit method, we give a Lax-Wendroff method with central difference
approximations in space (see e.g. the textbook by LeVeque [99]). The same method
was used by Tornberg et al. in the segment projection method [172]. It is clear that
there are a vast number of numerical methods designed for first-order hyperbolic
equations of the form (9.3).

Consider

ft + v(x(t), t)fξ = w(x(t), t)

and let ∆t represent the time step. Note that at a particular point in time, v and
w are functions of ξ. A Taylor expansion

f(t+ ∆t, ξ) = f(t, ξ) + ∆tft(t, ξ) +
∆t2

2
ftt(t, ξ) + . . .

yields a semi-discrete scheme

f(ξ, t+ ∆t) = f(ξ, t) + ∆t (w(x, t)− v(x, t)fξ) +

+
∆t2

2
v(x, t)

(
− d

dξ
w(x, t) + fξ

d

dξ
v(x, t) + v(x, t)fξξ

)
+

+
∆t2

2

(
d

dt
w(x, t)− fξ

d

dt
v(x, t)

)
. (9.5)

Recall that x corresponds to f via the mappingM.
For the discretization in space we introduce the usual difference operators D0,

D− and D+, i.e. for some grid function qi on the ξ-grid, discrete derivative approx-
imations are obtained via

(D0q)i =
1

2∆ξ
(qi+1 − qi−1), (D−q)i =

1

∆ξ
(qi − qi−1), (D+q)i =

1

∆ξ
(qi+1 − qi).

Despite the use of centered difference approximations to discretize a convective
equation, the Lax-Wendroff method is stable provided that the CFL condition is
satisfied [99, pp. 100-102]. We note that we will maintain formal second order
accuracy even if the time derivatives in the last terms are only approximated to
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first order and, hence, we use a forward approximation here by taking an Euler step
to get an approximate interface location where the coefficients can be reevaluated:

f∗ = fn + ∆t(w(xn, tn) + v(xn, tn)D0f
n)

so that the semi-discrete method (9.5) becomes

fn+1 = f∗+

+
∆t2

2
v(xn, tn) (−D0w(xn, tn) + (D0v(xn, tn))(D0f

n) + v(xn, tn)D+D−f
n) +

−∆t2

2

(
w(x∗, tn+1)− w(xn, tn)

∆t
− v(x∗, tn+1)− v(xn, tn)

∆t
D0f

n

)
. (9.6)

We emphasize that the evaluation of the coefficients are typically done in global
coordinates, i.e. via the mapping and its inverse.

The Lax-Wendroff method above introduces a diffusive term which stabilizes it
(see LeVeque [99, pp. 100-102]), which implies that information will propagate in
both directions at each segment boundary. Thus, in the discrete setting, we add
ghost points at each end of each segment. To evaluate D0 we can exchange ghost
values at time tn. The framework for this was discussed in the previous section (cf.
Figure 9.2).

The truncation error in each of the methods above is O(∆ξ2) + O(∆t2) +
O(Nt∆ξ

p), where p is the order of the interpolation method used to evaluate the
ghost points from adjacent segments and Nt := T/∆t is the number of time steps
taken. One can show, by constructing a partition of unity, that the accuracy order
in the interface itself is equal to the order obtained for each segment (i.e. second
order).

9.1.2 Implicit methods for segment advection
As we shall return to in Section 9.3, methods with enhanced stability properties
are of interest in multiphase flow applications. A Crank-Nicholson/BFGS method
is derived for the concurrent segment advection PDEs (9.3) in Paper V, following
the same approach as e.g. LeVeque & Lee [96] and Le et al. [95]. That method
can be seen to offer a relaxed time-step restriction, though it’s appropriate that we
point out a caveat: In an implicit method, in addition to the segment functions
fi(t + ∆t) that we wish to determine, the partition of the interface into segments
(at time t+∆t) is unknown. In Paper V, we proceed by assuming that the partition
is static. This works, but immediately rules out unconditional stability.

9.1.3 Finding and maintaining segments
An interesting question naturally arises from the assumptions in our method: does
there exist a decomposition of a curve into segments, and if so, how do we find it
and the mapping parameters in (9.1)?
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(xj, yj)

(xj+1, yj+1)

∆θ

Figure 9.3. Winding angle, positive with respect to the orientation indicated.

In a continuous setting it is clear from elementary calculus that this partitioning
exists provided sufficient regularity on Γ. However, the curve may have, or develop,
a interval with arbitrary curvature. This provides a problem in the discrete setting
because it implies an upper bound on the curvature that can be resolved with a
given ∆ξ.

Given a discrete plane curve (xi, yi), i = 1 . . . N , we find an interface partition
by splitting the index space into intervals that are monotonous with respect to
some basis vector. A large body of work exists in the field of image processing that
aims to reconstruct geometric features from image data with robust methods – see
references in Paper V – though a sufficiently attractive method for our purposes
was not found. The method we use works by summing the winding angle, as defined
in Figure 9.3,

θI :=

M∑
i∈I

∆θi.

A sufficient condition for monotonicity of an interval ς = {i = p . . . p+M} is

max θς −min θς < π. (9.7)

In practice it makes sense to have segments that sweep less than the maximal
winding angle, π. So we we iterate over the curve, (xi, yi) from some starting index p
and break to a new segment when we encounter anM such that max θς−min θς ≥ η.
Here η < π is a parameter that affects how many segments we obtain, e.g. η = π/2
gives a partitioning of a circle into four segments.

It is clear that, if the interface deforms sufficiently, the collection of segments
initially constructed may fail to correctly represent the interface. That is, given an
interface, it may not be possible to satisfy the constraint of having single-valued
segment functions with a given number of segments. Hence, to handle cases with
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large deformation, we need to monitor the segment description and recompute the
partition if necessary. We choose to put an upper bound on the variation of the
discrete segment function,

|fn+1 − fn| ≤ K|ξn+1 − ξn|,

where K is a parameter. Also, it is sensible to require that the segments be at least
d grid-points long.

9.1.4 Extensions
We see in a number of interface tracking applications that there often exists large
scale deformations that translate the interface or rotate it as a solid body – physical
flows are often directional. Consider a decomposition of the velocity field, u, into
a translation, utrans, an angular velocity, ω, and a remainder, i.e.

u(x, t) = utrans + ω̄ × (x− b) + urest(x, t),

where ω̄ = ωẑ. With this, the mapping parameters in (9.1) become subject to
dθ
dt = ω and db

dt = utrans. If ω and utrans are chosen properly (e.g. in a least squares
sense), the deformation to be handled at the PDE level (9.3) becomes much smaller.
This can preserve the segment structure in complex scenarios, such as the oft-used
“rotation test” (i.e. where the interface undergoes a solid-body rotation), see Paper
V. Note however, that the PDE (9.3) must be modified to take the moving reference
frame into account; we show that it takes the form

∂f

∂t
+
(
T (θ)urest + utrans + ωT (π/2 + θ)γ

)
·
[
∂f

∂ξ
− 1

]
= 0.

The discretization of this PDE fits naturally into the explicit method summarized
above, see Paper V.

9.2 Stokes boundary integral method

Here we give a boundary integral formulation for Stokes flow in 2D using our
method. This gives ample opportunity to exploit the segment representation in
local coordinates.

For an introduction to the field of boundary integral methods for viscous flow,
see e.g Pozrikids [131] or Kim and Karrila [84], as well as a more recent survey
paper by Pozrikidis [133]. Using the so called single layer formulation, the velocity
at any point, x0 ∈ Ω ⊂ Rn, can be evaluated as

ui(x0) =

∫
Γ

Gij(x, x0)qj(x)dS(x), (9.8)
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where Gij is a Green’s function (fundamental solution) called the Stokeslet, and qj
is a source density on the interface. Here we consider a free space problem in R2.
Then the Stokeslet is given by

Gij(x, x0) = −δij log(r) +
x̂ix̂j
r2

,

where x̂ = x−x0, r = |x̂| and δij is the Kronecker symbol. Computing the densities
qj in general requires solving a (full) linear system. However, in the case where the
viscosity inside is equal to the viscosity outside of the interface, one obtains

qj(s) = − 1

4πµ
fj(s),

where s parametrizes Γ and µ is the viscosity. These results were given in [130].
The force acting on the interface is then simply

fj(s) = σκ(s)n̂j(s),

where σ is the coefficient of surface tension, κ is the curvature and n̂j are the unit
normals.

By definition we have that any integral over the interface can be split into a
sum of integrals over the segments γi,∫

Γ

g(s)ds =
∑
i

∫
γi

g̃(ξ)dξf

=
∑
i

∫
γi

g(s(ξ))
√

1 + f ′(ξ)2dξ.

In order to perform this change of variables in (9.8) from a global parametrization,
s, to local variables (ξ, f(ξ)) we note a few invariant properties of the integrand.
First, the curvature is a geometric invariant, so instead of computing κ(s) we can
compute it in local coordinates directly,

κ(ξ) =
f ′′(ξ)

(1 + f ′(ξ)2)3/2
.

Similarly, for the normal vectors we directly compute

n̂(ξ) = [f ′(ξ) − 1].

As the global-to-local mapping,M (cf. Eq. (9.1)) is distance preserving, we directly
express the Stokeslet in local coordinates

Gij(ξ, f(ξ), x0) = −δij log(r) +
x̃ix̃j
r2

,
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where x̃ := (ξ, f(ξ))−Mx0 and r = ‖x̃‖. For a point x0 away from the interface,
using the inverse mapping (9.2), we have that

u(x0) = − 1

4πµ

∑
k

Lk
∫
γk

κ(ξ)Gij(ξ, f(ξ), x0)n̂j(ξ)dξf

= − 1

4πµ

∑
k

Lk
∫
γk

f ′′(ξ)
1 + f ′(ξ)2

Gij(ξ, f(ξ), x0)n̂j(ξ)dξ. (9.9)

These integrals are naturally discretized on the segment grids, where the start of
the integration interval, denoted ξ′, corresponds to the end of the previous segment,
i.e we compute integrals of the form

∫
γk
g(ξ)dξ =

∫ b
ξ′
g(ξ)dξ. These are discretized

with trapezoidal quadrature over the ξ-grid.
As the point x0 approaches the interface the integrands in (9.9) become singular.

In order to evaluate uj on the interface, we need to provide precisely how to compute
these integrals – showing that they exist and what the relevant limits are. This is
done in detail in Paper V.

The resulting boundary integral method is second order accurate (cf. results
in Paper V), and easy to implement. We directly use the velocity obtained by the
boundary integral (9.8), as computed via (9.9) in the time-discrete method (9.6)
given in Section 9.1.1. An illustrative example of such time-dependent curvature-
driven free-space Stokelset computations can be seen in Figure 9.6.

9.3 Two-phase Navier-Stokes system

The historical record suggests that any self-respecting interface tracking method
must be coupled to the Navier-Stokes equations,

∂u

∂t
+ (u · ∇)u = −∇p+

1

Re
∇2u + F (9.10)

∇ · u = 0 (9.11)
+(Boundary conditions),

and provide a method for two-phase flow problems. This task of solving a multi-
phase Navier-Stokes flow system is complicated for several reasons – indeed, the
author of this thesis would counsel more caution than what appears to be the norm
in many communities.

At a basic level, solving the Navier-Stokes equations is a challenging problem on
its own, encompassing a system of non-linear momentum equations (9.10) coupled
to the constraint on the set of admissible solutions that they must be divergence free
(9.11). We refer the reader to the excellent textbook by Acheson [1] on the topic of
fluid mechanics, though there are many others. Several classes of numerical methods
exist for Navier-Stokes equations, based on finite volume (FV), finite difference (FD)
and finite element (FEM) discretizations, as well as spectral methods. These often
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have high accuracy orders with respect to the spatial discretization. There are,
however, much fewer methods that are fully second order accurate also in time, for
reasons that are quite intricate.

Regardless of the underlying discretization, so called projection methods can
be used to decouple (9.10) from (9.11). The method described in Paper V, also
given by Strang [165, Ch. 6.7], is a variation of a classical method due to Chorin
[25]. It is only first-order accurate. Projection methods were elegantly surveyed by
Guermond et al. [56], wherein the subtleties of this field are discussed and a lot of
lore is dispelled.

For instance, Guermond notes that it’s fundamentally challenging to satisfy both
incompressibility and boundary conditions simultaneously in such methods – one
may have to choose one over the other. Moreover, projection methods are so called
because a Poisson problem is solved to obtain a correction to the time-stepped
momentum equation – projecting it to the space of divergence-free functions. But
it’s not clear what boundary conditions should be imposed on the Poisson equation.

It is suggested that a particular form of projection method handles this problem
well. That method, referred to a consistent projection method by Guermond et al.
[56], is used in Paper VI and presented in detail there. One observes second order
accuracy in both space and time if the boundary of the domain has C∞ regularity,
and convergence of order roughly 1.6 otherwise. In Papers V and VI, a periodic
channel is considered, and the expected second order convergence is seen (in Paper
VI).

9.3.1 Interface-flow coupling

When a dynamic interface is added, e.g. the case of two immiscible liquids, the
picture becomes more complicated still. The physical parameters of the flow may
be different in the different fluids, and a two way coupling is introduced between
the interface and the flow field. That is, the fluid acts upon the free surface which
simultaneously acts upon the fluid. From a mathematical point of view it is clear
that the equations of the two (or more) fluids and the dynamics of the free sur-
face constitute one large, coupled and highly non-linear system. Some manner of
decoupling of the interface tracking and bulk flow problems is typically attempted.

One of the most popular ways forward is the so called immersed boundary
method (IBM) by Peskin and collaborators [124, 126, 127, 125], where the two
fluids are discretized on a single grid and the presence of an interface is taken into
account by adding a singular source term to (9.10), as follows.

It is well known that the surface tension force as a function of Lagrangian
variables on the interface can be formulated as

f(s, t) = σκ(s, t)n̂(s, t), (9.12)

where σ ∈ R+ is the surface tension coefficient, κ is the interface curvature and n̂
is the unit inward normal, see e.g. Brackbill et al. [16]. Recall that the capillary
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number, Ca, is defined as Ca := Uµ
σ . We may then write the non-dimensionalized

force that will enter the momentum equation (9.10) in Eulerian variables as

F(x, t) =
1

ReCa

∫
κ(s, t)n̂(s, t)δΓds, (9.13)

where δΓ is a Dirac measure on the interface, i.e. δΓ(x) = δ(x − Γ(s)). Similarly,
the convective field that transports the interface is recovered from

u(Γ, t) :=

∫
Ω

u(x, t)δΓdx. (9.14)

To complete the discrete IBM, δ-function regularizations are introduced. We refer
the reader to a study by Tornberg and Engquist on the treatment of singular source
terms [173]. We use the piecewise cubic delta function approximation introduced
therein,

δ2h(x) =

{
1
hϕ(x/h), |x| ≤ 2h

0, |x| > 2h
,

with1

ϕ(r) =

{
1− 1

2 |r| − |r|2 + 1
2 |r|3, 0 ≤ r ≤ 1

1− 11
6 |r|+ |r|2 − 1

6 |r|3, 1 < r ≤ 2.

In Paper V, an immersed interface method (IIM) is also discussed, along the
lines of LeVeque and collaborators [100, 101, 96, 102]. The IIM does away with a
regularized singular force generated by the interface, and instead takes the physi-
cally motivated cross-interface jump,

[p](s, t) = f(s, t) · n̂(s, t), (9.15)

into the difference operators that discretize the flow equations. The pressure jump
equals the magnitude of the interfacial force in the normal direction, which is simply
[p](s, t) = σκ(s, t) in our case. Additional jump conditions need to be considered
in settings where there are e.g. tangential stresses on the interface.

It is well known that the IBM introduces an unphysical smearing of e.g. the
pressure pump, [p], around the interface and will therefore be less accurate than
the IIM (which has demonstrated second order accuracy in e.g. [101]).

However, stability is an issue in both methods. Interestingly, there has been
much recent work on the stability of the IBM, despite the many years since it was
introduced. Peskin himself emphasizes stability as one of the outstanding challenges
for the IBM in his Acta Numerica paper [125]. Newren et al. [116, 117] appear to
have resolved this issue by providing a general stability theory for the IBM applied

1There is a typo in this formula in [173]
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to Stokes flow. They show unconditional stability for a Crank-Nicholson method
and backward Euler method. In another recent paper, Hou and Shi [67] also obtain
unconditionally stable discretizations for the Stokes case. Based on earlier work
by Hou, Lowengrub and Shelley [66] and their unconditionally stable method, they
go to great lengths to derive an efficient semi-implicit method with good stability
properties.

Newren et al. point out two conditions as sufficient to prove stability of im-
mersed boundary methods: First, the spreading (9.13) and interpolation (9.14)
must be adjoint operators (in the time-discrete method). Second, the velocity
field needs to be discretely divergence free. Hou and Shi reiterate this conclusion.
Newren et al. [117] also investigate the computational efficiency of various explicit
and implicit solvers, and conclude that unconditional stability comes at a hefty
computational price. A very recent method that presents an interesting step to-
wards fast and robust multiphase flow solvers is given by Ceniceros & Fisher [20].
They use multipole-like expansions in a tree-code structure to obtain an efficient
semi-implicit method, though high orders of accuracy remain to be demonstrated.

Little appears to be known to date about the stability properties of immersed
interface methods. There are several vague comments on stability in the IIM liter-
ature [101, 96, 95, 102]. The authors seem to agree that the explicit methods suffer
from a severe stiffness, which motivates implicit methods.

The instability/stiffness issues discussed here are also seen in other solver fami-
lies. Surface-tension calculations are well-known to generate “spurious currents” in
e.g. level-set methods, see e.g. Zahedi et al. [190]. In light of this new – and, in the
opinion of the author of this thesis, justified – interest in implicit (stable) methods,
it’s with some dissatisfaction we remind the reader that the method presented in
the preceding sections is less than ideally suited for such methods.

9.4 Selected numerical results

In Paper V, a wealth of numerical results are given. The main numerical results
that we contend for the pure interface tracking method are:

1. Second order accuracy in ∞-norm with respect to interface location (Figure
9.4, left).

2. Very little mass loss (Figure 9.4, right).
3. Convergence in curvature (Figure 9.4, middle); close to second order in 2-

norm.

Of these, the curvature convergence results are particularly encouraging. Interface
curvature is known to be difficult to compute, even to “eye norm” accuracy. It is
even the case with many methods that some kind of filtering is needed to get accept-
able results, though this is not generally discussed. In Figure 9.5, a substantially
deformed curve is shown (initially a circle), with the curvature nicely captured.
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Figure 9.4. Explicit (LaxW) method, with u = cos(πt)
(
− cos(xi − π/2) sin(x2 −

π/2), cos(x2−π/2) sin(x1−π/2)
)
,. Left: Convergence of interface in∞-norm as grid

is refined at t = 1. Solid line, ∆ξ−2. Middle: Convergence of interface curvature
in (·) ∞- and (∗) 2-norm. Here we see first order convergence in ‖κ(s, T ) − 1/r‖∞
and close to second order convergence in ‖κ(s, T ) − 1/r‖l2 . Right: Convergence in
relative mass loss (solid line denotes second order convergence). Note second order
convergence with very small constant. See additional details in Paper V.
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Figure 9.6. Interfaces in free space Stokes flow, driven by surface tension, at two
times. The convective field u is obtained by evaluation the (singular) integrals in
(9.9) on the interface. The flow fields shown are evaluations of (9.9) on a grid, used
for visualization only.

The convergence and accuracy of the boundary-integral Stokes method (Section
9.2) is verified in Paper V to be second order. In Figure 9.6 we show computations
of two interfaces in free-space Stokes flow driven by curvature.

The Navier-Stokes IBM was used to simulate a bubble in shear flow (an oft-use
test problem), sample results shown in Figure 9.7. Finally, we validate the Navier-
Stokes IBM method against the boundary-integral Stokes method by showing that
the Navier-Stokes solution converges to the Stokes solution as the Reynolds number
decreases – see Figure 9.8.

9.5 Complex fluidics: surfactants and wetting

Interface tracking methods are well-established, though not necessarily well under-
stood by the standards that numerical analysis has historically set. The trend is
presently towards modelling of more complex physical phenomena, such as flows in
the micro- and nano scale regimes. Paper VI is concerned with such problems.

A well known example is the so-called “Lab-on-a-chip” – a broad term for mi-
crofluidic devices that aim to perform chemical synthesis or analysis. In an notable
review [163], H.A. Stone and collaborators survey the many fluid-mechanical (and,
hence, numerical and modelling) challenges present in such devices: strong capil-
lary forces, mass- and heat transfer, surface active agents (surfactants), mixing (or
not) of phases, fluid/fluid- fluid/gas- and fluid/solid interfaces etc. Several of these
are non-linear phenomena.

Simulation technology plays a large part in fundamental research on micro- and
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complex fluids, as well as in applied research and development. The question that
one may ask as a numerical analyst is how current simulation methods cope with
the vast challenges that arise in this field.

The author of this thesis would counsel caution. Broadly, one might suspect
that a wide class of multi-physics simulation methods would emerge by combin-
ing well understood solvers for the individual systems; however, that is not true.
Several recent advances in computational mechanics, published in leading journals,
are mainly ad hoc combinations of existing methods. Several examples are given in
Paper VI, that disappoint the reader either by severely understating, or even mis-
representing, the actual numerical challenges of the problem under investigation, or
by neglecting to discuss why the proposed method is attractive, let alone sensible,
conceptually.

9.5.1 A numerical method for wetting flows with on-interface
surfactant

In Paper VI we present a numerical method for two-phase flow problems with insol-
uble surfactant on the interface and contact-point dynamics2. We claim (boldly, by
present standards) that the domain-decomposition approach presented in Section
9 (Paper V) is a natural and sensible framework for further modelling of complex
phenomena.

Surfactants on segments

Let ρ denote that concentration of an insoluble3 surfactant defined on the interface
Γ. It has been shown, e.g. in [161], that ρ satisfies the following PDE:

Dρ

Dt
+ ρ(∇s · u) =

1

PeΓ
∇2
sρ, (9.16)

where D/Dt is a material derivative, ∇s the surface gradient, ∇s = (I − n̂⊗ n̂)∇,
and PeΓ the interface Peclet number that governs diffusion of surfactant on the
interface. As with the interface transport equation (8.1) that became (9.3) in local
coordinates, we look upon (9.16) in local coordinates where it takes the form

∂ρ

∂t
+ v

∂ρ

∂ξ
+ ρϕf (

∂v

∂ξ
+
∂w

∂ξ

∂f

∂ξ
) =

ϕf
PeΓ

∂

∂ξ
(
∂ρ

∂ξ
ϕf ), (9.17)

where ϕf := (1 + (∂f∂ξ )2)−1/2. That is, on each segment we now have both the
segment function f(ξ, t) which is governed by the transport equation (9.3), and

2We refer to the contact-point problem as “wetting” for simplicity, though that term strictly
denotes fluid/gas/solid interfaces, rather than the fluid/fluid/solid systems we consider here (cf.
Figure 9.9 and the section below.

3Insoluble in contrast to the soluble case, where there the is an exchange of surfactant between
the interface and the bulk fluid, see e.g. Stone & Leal [162], Booty & Siegel [15] or Khatri [83]
and the references therein.
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Figure 9.9. Contact-point problem, wherein the interface forms an angle θ with
the solid boundary. Associated surface tension and friction forces arise.

the local surfactant concentration ρ(ξ, t) which is governed by (9.17). Again, the
discretization is on a uniform grid in local coordinates, so we have at our disposal
a vast family of well-understood numerical method to attack (9.17).

However, note that (9.3,9.17) are coupled and need to be treated as a system.
We dwell on decomposition methods for this system extensively in Paper VI. The
method that we discuss is a reformulation of the method of Khatri & Tornberg [82]
in terms of the present interface representation. Other methods, which we discuss
in Paper VI, include front-tracking methods [113, 191], level-set methods [184, 185],
Cahn-Hilliard methods [104, 170], a “smooth particle hydrodynamics” method [3]
and boundary-integral methods [188, 15] for the Stokes problem.

Contact point dynamics

Wetting, or contact line/point dynamics deals with describing how a fluid/fluid or
fluid/gas interface behaves when it is attached to a solid wall. This includes the
water/air interface being in contact with the glass in Figure 8.1. The physics of
this problem is rich and expansive; we treat it very superficially in Paper VI and
refer the reader to the famous article by de Gennes [32]. The basics, which we are
concerned with, is that the interface forms an angle θ with the solid wall, as seen
in Figure 9.9.

How the physics of this contact point is to be formulated and introduced in
the computational model is a topic of current research. For instance, Zahedi et
al. [189] formulate it as a diffusion problem, which is natural in their level-set
framework. Ren & E [136, 137] pose it as a θ-dependent boundary condition on
the (Navier-Stokes) flow problem based on observations from molecular simulation.
Other approaches involve reconstructing the interface near the wall to match a
desired contact angle, see e.g. Muradoglu & Tasoglu [112], and the point force
approach used in Lai et al. [93].

In Paper VI we focus on the point-force and flow boundary approaches, and
argue that the latter is preferable. However, there are several open questions here.
The most pressing one arises in the context of an immersed boundary method (IBM)
where the force from the interface is regularized (cf. Section 9.3.1). What should
be done when the discrete support of the δ-function approximations fall outside
of the physical domain? Mistreating this potentially introduces O(1) errors in the
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velocity with which the contact point moves.

Full system, results and outlook

We retain the IBM for coupling the interface to the bulk flow, now augmented with
a tangential component (known as the Marangoni stress),

f(s) = σ(ρ)κ(s)n̂(s) + τ̂(s)
E

1− ρ
dρ

ds
,

where the surface tension magnitude depends on the surfactant concentration via
the equation of state proposed by Langmuir [94, 123], σ(ρ(s)) = 1 +E ln(1− ρ(s)),
and E is a physical parameter.

The overall solver strategy is to split (a) the interface tracking and surfactant
dynamics problem from (b) the Navier-Stokes (Section 9.3) and contact-point prob-
lems. For both (a) and (b) we give second-order accurate methods. However, it
must be emphasized that the coupling between (a) and (b) – the immersed bound-
ary method, where a the force is regularized – is less accurate. Also, as discussed
before, numerical stability issues emerge from this coupling. In the opinion of the
present author, this is a disappointing situation, and one that makes it impossible
to set this work (Paper VI) completely apart form the related (published) articles to
which the criticism in this introduction pertains. This is regrettable but necessary;
one should not hide that fact.

On the other hand, there are many interesting computational problems to inves-
tigate within the capacity of the proposed method. The only other method known
to us that deals with both contact-point dynamics and surfactant is the one by Lai
et al. [93], and we object to their treatment on numerical grounds. The results on
offer in Paper VI are compelling, but deal only with basic problems that we hope
to move beyond in the near future.



Chapter 10

Conclusions and outlook (II)

An interface tracking method which generalizes and simplifies the segment projec-
tion method [172] was introduced. The method is numerically attractive. Moreover,
a connection to higher calculus is provided, which facilitates modelling of quanti-
ties that are defined on the interface itself. Modelling and numerical treatment of
a problem involving surfactants and interface-solid contact was discussed.

10.1 Interface tracking in 3D

Generalizing the method introduced in Section 9 (Paper V) to 3D would be highly
desirable, both in terms of practicality and efficiency vis-a-vis existing methods.

Implicit methods (level-set, phase field) discretize the embedding space rather
than the interface, which means discretizing a volume to represent a discrete 2D
interface (surface). This incurs a substantial computational cost, though there are
mitigating approaches. It is common to use local mesh adaptivity (see e.g. Olsson et
al. [119]), or fast marching methods [147], to address the efficiency issue. Moreover,
recovering the interface location, as may be needed e.g. for on-interface modelling,
is far from trivial in 3D. For these reasons, parallel codes are often used for 3D
interface tracking applications using implicit methods.

The established front tracking method [177] also has an extensive record of
applications in 3D, e.g. simulations of boiling [151]. Surface triangulations are
introduced to complement the set of material (marker) points that represent the
interface. This has been demonstrated to work, and is in principle relatively straight
forward. Working with surface triangulations is complicated by the fact that the
metric (measuring point-to-point distances on the interface) is non-trivial. As the
interface deforms, the triangulation has to be updated – known as the point distri-
bution problem. If a parametrization of the interface is required, one may compute
spline patches a suitable kind [31]. Again, these tasks are not complicated in prin-
ciple, but can be challenging in practice.

Naturally, generalizing the method of Section 9 to handle surfaces would start
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Figure 10.1. Interface in 3D (top, left) represented as union of overlapping patches.
Each patch, γ3j , is represented as a function, fj , in local coordinates (ξ, η) ∈ Ωj ⊂
R2. The three shapes of patches used to describe the top left sphere drawn in the
remaining three panels.
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from decomposing the interface into 2D patches⋃
j

γ3
j = Γ3 ⊂ R3,

such that each patch can be expressed as a function of two local variables (ξ, η),

γ3 ←→ (ξ, η, f(ξ, η)),

as shown in Figure 10.1. The mapping to and from local coordinates can con-
veniently be defined in terms of quaternion algebra (see e.g. Kuipers [91]). A
hyperbolic PDE of the same form as (9.3) arises from (8.1). In local variables, each
patch is discretized on a uniform grid – and a wealth of standard, efficient, numer-
ical methods become available. The same philosophy as in the 2D method applies
with respect to (the lack of) boundary conditions, cf. Figure 9.2, and exchange of
information between neighboring patches.

The main complication that arises over the 2D method is expressing the domain
of definition of each segment in a robust way. In the computations that generated
Figure 10.1, each patch defines a boundary curve in the (ξ, η)-plane. The patches
have to maintain a finite overlap, which means that the boundary curve for each
patch will be dynamic. Experience from the 2D method suggests that one would
prefer not tracking the boundary of each patch separately (as material points).

Should this challenge be negotiated, one would have an efficient, explicit, inter-
face tracking method for the 3D problem. The representation in terms of local co-
ordinates provides a natural parametrization and precludes extensive book-keeping
(merging and splitting of triangles) inherent in methods based on surface triangu-
lations. Likewise, further on-interface modelling of e.g. surfactants would naturally
be formulated as calculus in local coordinates. The author of this thesis has ex-
plored this territory and would like to contribute in this direction in future work.
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