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Abstract— Robot localization using odometry and feature mea-
surements is a nonlinear estimation problem. An efficient solution
is found using the extended Kalman filter, EKF. The EKF
however suffers from divergence and inconsistency when the
nonlinearities are significant. We recently developed a new type
of filter based on an auxiliary variable Gaussian distribution
which we call the antiparticle filter AF as an alternative nonlinear
estimation filter that has improved consistency and stability. The
AF reduces to the iterative EKF, IEKF, when the posterior distri-
bution is well represented by a simple Gaussian. It transitions to a
more complex representation as required. We have implemented
an example of the AF which uses a parameterization of the mean
as a quadratic function of the auxiliary variables which we call
the quadratic antiparticle filter, QAF. We present simulation
of robot feature based localization in which we examine the
robustness to bias, and disturbances with comparison to the EKF.

Index Terms— Localization, Nonlinear Estimation, Robust Es-
timation

I. AF IN RELATION TO THE STATE OF THE ART

Nonlinear estimators are used in many fields. They are an
important part of feedback control. They can be used for
parameter estimation or machine learning. We have developed
a new type of recursive Bayesian estimator based on an
auxiliary variable Gaussian distribution as the posterior. We
call the filter the antiparticle filter, AF. This has properties
that allow it to fill a gap in the current spectrum of existing
nonlinear estimators.

The extended Kalman filter, EKF [17] has been a workhorse
of nonlinear estimation due to its ease of implementation and
efficiency of computation. It is however well known that the
EKF become inconsistent over time due to the linearization
around the estimated state. If the estimated state is very
close to the true state then this inconsistency will be limited.
Inconsistency is often characterized by the state covariance
estimate being too small relative to the true error distribution,
so called overconfidence. This can lead to divergence in the
filter.

Robustness can be improved by adjusting (increasing) the
covariance as in the ’robust EKF’ [20]. This can be done
adaptively [11], [18]. This however can make the filter under-
confident which will lead to suboptimal decisions and esti-
mates.

Our AF is equivalent to the iterative EKF, IEKF [3], while
the uncertainty is low. It then adaptively evolves to use a non-
Gaussian distribution as uncertainty increases, evolving back
if the uncertainty is then reduced.

Problems in the EKF arise due to the linearization of the
nonlinear system in order to then apply the linear Kalman
filter equations. This linearization at a single point in the
state space does not give a picture of the true system at
points away from the linearization point. This is addressed by
approaches such as the unscented Kalman filter, UKF which is
an example of a linear regression Kalman filters LRKF [19, 12]
[13, 10]. These estimation methods are similar to the EKF in
that they represent the posterior distribution as a Gaussian.
They however do not linearize the equations but rather map
a selection of regression points (or sigma points) through the
nonlinearities to estimate how the entire Gaussian should be
mapped.

Our AF is similar to the UKF in that it also maps selected
points1 through the nonlinearity. It however does not then fit
the points to a Gaussian ellipse but rather to a more general
shape.

Particle filters, PF [9, 2], offer a nonparametric approach
to nonlinear state estimation. They represent the posterior
distribution by a set of ’particles’ or samples drawn from
that distribution. By mapping these using the full nonlinear
system equations and sampling the noise one can estimate
arbitrary systems. They do however require that the particles
’fill’ the state space adequately. Thus they need more particles
as the uncertainty increases and as the number of dimensions
increases.

Our AF is more general than Gaussian filters but not as
general as PF. On the other hand the AF does not sample the
distribution and so it does not suffer the limitations of sam-
pling. In particular it is more efficient for many applications.

The need for more particles as the dimension increases is
especially problematic for SLAM. This led to the development
of Rao-Blackwellized PF for SLAM, FastSLAM [14]. These
represent only part of the state by particles while the ’easy’
dimensions are represented by conditional EKF.

Our AF is similar to the Rao-Blackwellized PF in that it
uses a conditional Gaussian distribution solved by the IEKF.
We use a continuous distribution instead of the PF for the
Gaussian parameters distribution. This allows a continous
analytic distribution and avoids particle depletion completely.

Besides the EKF and PF variations there are a few other
techniques. Some of these use a mixture of Gaussians [1, 6].
Others use batch and graphical methods, [4, 15, 16, 8, 5].
These methods give very accurate results but are in general
more complicated to implement and require more calculation

1which we call antiparticles
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than the AF.

II. GAUSSIAN ESTIMATION

Gaussian estimation of the state xk starts with a process
such as:

xk = f(xk−1,uk) + ωk, ωk ∼ G(0, Qk)

zk = h(xk) + νk, νk ∼ G(0, Rk)

Here zk are the measurements, uk are the control signals,
and Q/R are the covariances of the white noise. In general
the functions f and h might be nonlinear. In the EKF one
linearizes these around a good estimate:

f(xk−1,uk) ≈ f(µ,uk) + Jf (µ)(xk−1 − µ),

h(xk) ≈ h(µ) + Jh(xk − µ).

where J represents the Jacobian of the nonlinear vector
function. The linear Kalman filter is then used as an recursive
state estimator which models the posterior distribution as a
Gaussian:

G(x− µ, P ) =
1√

(2π)n|P |
exp
−1

2
(x− µ)TP−1(x− µ)

(1)

III. AUXILARY VARIABLE GAUSSAIN DISTRIBUTION

In [7] we have introduced the antiparticle filter AF and
shown it to be far more consistent than the EKF and IEKF. We
will present the main points of the AF here. We take instead
of eq. (1) a different form for the posterior:

p(x) =

∫ ∞
−∞

G(x−mλ, P )G(λ,C)(dλ)nλ (2)

Here λ is a vector of auxiliary variables. The curves mλ

are the mean state conditional on the auxiliary variable. These
curves only need to be differentiable wrt λ. We will, however,
make a specific choice in this paper of:

mλ = µ+ Λλ+
1

2
λTΓλ (3)

where Γ is an x space vector of symmetric λ space matrices.
We call the antiparticle filter that results from this as the
quadratic antiparticle filter, QAF. For this case we can write
the expectation values:

E[x] =

∫ ∞
−∞

mλG(λ,C)(dλ)nλ = µ+
1

2

∑
i,j

ΓijCij (4)

E[xxT ]−E[x]E[xT ] = P+ΛCΛT+
1

2

∑
i,j,k,l

ΓijCikCjl(Γkl)
T

(5)
E[λλT ]− E[λ]E[λT ] = C (6)

Fig. 1. The left figure shows how one can shift uncertainty (cov x) from P
to (P ′CΛ). The right figure is a schematic of the predict phase.

IV. GROWING AND SHRINKING AUXILIARY VARIABLES

The Gaussian distribution (as when nλ = 0) will work fine
as long as the uncertainty (modeled by P ) is small. We will
adaptively change the number of auxiliary dimensions, nλ,
based on the size of the P eigenvalues.

Eq. (5) and fig. (1) show how one can shift uncertainty
from P to the auxiliary variables and back. If the eigenvector
decomposition of P is

P = UΣUT (7)

We can choose to grow a new auxiliary dimension, λq , when
Σrr > Lg for some threshold Lg

2. This is done using the
eigen vector u

Λiq = Uir = ui (8)
Cqq = Σrr(1− δ) (9)

P = P − uCqqu
T (10)

P−1 = P−1 + Cqq
(P−1u)(P−1u)T

1− CqquTP−1u
(11)

where δ is a small number to maintain a positive definite P .
We see from Eq. (5) that the covariance will not change from
introducing the auxiliary variable.3

We can similarly eliminate auxiliary dimension q. We first
diagonalize the C matrix. Then we have no change to the
mean or covariance by making these changes to µ and P

µ← µ+
1

2
ΓqqCqq

Pij ← Pij + ∆Pij = Pij + ΛiqCqqΛjq

+
∑
k

ΓiqkCqqCkkΓjqk −
1

2
ΓiqqCqqCqqΓ

j
qq

We make the above changes if trace∆P < Ls and also shrink
C, Λ, and Γ by deleting the q rows and columns.4

V. PREDICT

We will use the common double subscript notation to
distinguish parameters, such as P , estimated before the kth

prediction, Pk−1|k−1, after prediction, Pk|k−1, and after up-
dating, Pk|k. Fig. (1) describes the predict step. We predict

2Lg = 1.0 in our experiments.
3We can add auxiliary dimension for any unit vector direction u by

substituting (uTP−1u)−1 for Σrr .
4Ls = 0.8 for our experiments
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the new mean and P exactly as in the EKF. The C parameter
is unchanged by prediction while the predicted mλ is inter-
polated based on mapping selected points, called antiparticles,
through the nonlinear function f . The antiparticles correspond
to mλ

k−1|k−1 evaluated at λ = ϕi, chosen as

ϕ0 = 0, ϕi = (0, ...,
√
Ck|k−1,ii, ..., 0)T , ϕ−i = −ϕi,

ϕij = (ϕi + ϕj)/
√

2, i, j ∈ {1, 2, ...nλ}, j < i.

where we have first diagonalized C. The antiparticles are:

xik−1|k−1 = mϕi
k−1|k−1, xijk−1|k−1 = m

ϕij
k−1|k−1

This gives us:

xik|k−1 = f(xik−1|k−1, uk)

Pk|k−1 ≡ Qk + Jf (xk−1)Pk−1|k−1(Jf )T (xk−1) |xk−1=m0
k−1|k−1

.

We then fit the predicted curve parameters to the predicted
antiparticles.

µk|k−1 = x0 (12)

Λk|k−1,i =
xi − x−i

2|ϕi|
(13)

Γ
k|k−1
ii =

xi + x−i − 2x0

ϕ2
i

(14)

Γ
k|k−1
ij =

2xij − γ+(xi + xj)− γ−(x−i + x−j)

|ϕi||ϕj |
(15)

where γ± = (1 ±
√

2)/2 and the subscripts on xik|k−1
are suppressed. We see that we can parameterize the mλ

either by (µ,Λ,Γ) or by the antiparticle set {xi,xij}. For
repeated prediction there is no need to fit the (µ,Λ,Γ) as the
antiparticle set can be used for the next prediction.

VI. UPDATE

Fig. 2. The update is done in 3 phases, first move along the curves mλ
k|k−1

,
then find the new MLE by varying both x and λ, then find the updated
interpolation points to fit mλ

k|k to.

The update starts after converting from the antiparticle set
to (µ,Λ,Γ). There are three phases to the update each of

which use a Gauss-Newton minimization of the -log of the
posterior distribution. Fig. (2) describes the 3 phase update.
The maximum likelihood estimate MLE is given by:

(xMLE , λMLE) = arg min
xk,λ

g(xk, λ) (16)

g(xk, λ) = [(xk −mλ
k|k−1)TP−1k|k−1(xk −mλ

k|k−1)

+ ∆z(xk)TR−1∆z(xk) + λTC−1k|k−1λ]/2.

where ∆z(xk) = zk − h(xk). During phase 1 we hold xk =
mλ
k|k−1 while minimizing g wrt λ. Then in phase 2 we allow

both to vary. In phase 3 we hold λ = ϕi during minimization
of g leading to a new set of antiparticles to be used in the
following predict.

Phase 1 is needed when making large changes to the
mean. Attempting to vary both xk and λ is not stable. The
minimization is done using Gauss-Newton minimization:

λ0 = arg min
λ
g(mλ

k|k−1, λ) (17)

We can then move λ0 iteratively starting from λ0 = 0:

5g = (C−1k|k−1λ0 − (JhJm)TR−1k ∆z) |
x=m

λ0
k|k−1

Ω ≡ (C−1k|k−1 + (JhJm)TR−1k JhJm)−1 |
x=m

λ0
k|k−1

∆λ0 = −Ω5 g (18)

where Jm denotes the Jacobian of mλ
k|k−1 wrt. λ.

Phase 2 is very similar except that the composite state of
both λ and x is used:

wλ ≡ (Jm)TP−1k|k−1(xk −mλ
k|k−1)− C−1k|k−1λ (19)

wx ≡ (Jh)TR−1k ∆z(xk)− P−1k|k−1(xk −mλ
k|k−1) (20)

Wλλ ≡ (Jm)TP−1k|k−1J
m + C−1k|k−1 (21)

Wxλ ≡ P−1k|k−1J
m (22)

Wxx ≡ (Jh)TR−1k Jh + P−1k|k−1 (23)

So now the iteration starts at λ = λ0 and xk = mλ0

k|k−1 using:(
∆λ
∆xk

)
= W−1w =

(
Wλλ WT

xλ

Wxλ Wxx

)−1(
wλ

wx

)
(24)

Before we can do phase 3 we need to update the C matrix
in order to find the new ϕi points. We do this by first shifting
the definition of λ so that λ = 0 at the MLE.

m̃λ ≡mλ+λMLE
k|k−1 (25)

We match the covariance of the new λ by updating C by,

Ck|k =

∫ ∞
−∞

λ2G((λ,x− xMLE),W−1)(dx)n(dλ)nλ

C−1k|k =[Wλλ −WT
xλW

−1
xx Wxλ] |xk,λ=MLE

=C−1k|k−1

+ (JhJm)T (JhPk|k−1J
hT +R)−1JhJm |MLE

=C−1k|k−1 + (JhΛ̃)T (JhPk|k−1J
hT +R)−1JhΛ̃
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where we used the fact that Λ̃ = Jm |xk,λ=MLE for our
particular choice of mλ. We also can set

Pk|k = W−1xx |MLE (26)

Phase 3 then uses the updated Ck|k to define ϕi as we
did during predict. Then another Gauss-Newton iterative min-
imization is done for each to find the updated antiparticles
starting from xik|k = m̃ϕi using

xik|k = arg min
xk

g(xk, ϕi) (27)

∆xik|k = W−1xx wx |xk=xi
k|k,λ=ϕi

(28)

We then use exactly the same interpolation formula to give
the updated curves mλ

k|k.
The three update phases all require Gauss-Newton min-

imization. If the system were linear one iteration of this
would take one to the global minimum. In general neither
the direction nor the distance along that direction is correct.
We therefore do Ni iterations for each Gauss-Newton step
and move a distance given by a line search along the given
direction.

The line search is done by evaluating g at Ns equally
spaced points from distance 0 to distance 2 times the indicated
distance. We then fit the minimum of these Ns points and the
two points to either side of it to a quadratic polynomial in
the distance along the line. Minimizing this polynomial then
gives the starting point for the next iteration. We stop after Ni
iterations or when the change is small.5

VII. EXPERIMENTS

In the first 3 experiments we studied the robustness of the
QAF estimates wrt unmodeled noise. We compared the EKF,
IEKF and QAF in robot localization experiments. For each
experiment we did simulations where the true path was the
same each time with noise added to the odometry. The map
had 4 point features on the corners of a square and the path
is shown in fig. (3) For these experiments the main source of
nonlinear error was the motion model.

f(x,u) =

 x
y
θ

+

 cos θ 0
sin θ 0

0 1

( ∆s
∆θ

)
(29)

We set Qk = JuQJ
T
u + 10−10I where Ju is the Jacobian of

f wrt u and Q is a 2x2 diagonal matrix. The measurements
were of the range and bearing to point features.

In experiment 1 we modeled the covariance correctly but
introduced θ bias in the odometry. figs. (3) we show an
example of the paths. Even with no bias the EKF diverges
badly in this example. The QAF manages to make the correct
adjustment at all four feature observations for all levels bias.

In figs. (4) and (5) we summarize the errors over all 12
cases. We see that the QAF while degraded by the bias had
fewer instances of divergence even at the highest bias and none
at the lower biases. The EKF and IEKF had divergences on all
their eight cases even if it is not possible to see all the IEKF
outliers in fig. (4) due to the resolution.

5Ni = 20, and Ns = 21 for our experirments.

In experiment 2 we modeled the steady state noise correctly
but introduced a random heading disturbance at four points
along the trajectory in the middle of each straight section.
In the three right plots of (5) we summarize the errors. The
results were similar to those for adding bias except that the
highest disturbance did not effect the IEKF and QAF as much
as the highest bias did. That is of course dependent on just the
amount of disturbance and bias we chose. Again the EKF and
IEKF had divergent runs for all values of the disturbance while
the QAF never diverged. So one can state that the behavior of
the filters with disturbance or bias is similar.

]

Fig. 3. Here is an example of one of the 1000 simulations for Experiment 1
where we add no bias. The EKF is shown on the right while the QAF is in th
center. The 4 point features are arranged on the corners of a square and the
true path is a counter-clockwise circuit around this map. The first leg along
the bottom edge has a relatively small error and both the EKF (left) and QAF
(right) handle this error well. At the start of the fourth leg the EKF amplifies
its heading error while the QAF manages to almost eliminate its heading error
completely. The final pose of the EKF is even worse with it heading along
the x-axis while the true heading is in the negative y. The right shows the
QAF with large bias just before updating with the forth feature. The fact the
the estimate is still consistent with the QAF distribution is why the QAF is
able to correct the heading. The EKF and IEKF were not consistent at this
same point.

Fig. 4. We show the error histogram for θ with the amount of theta bias
added shown along the left edge of each row. The few divergent runs for the
IEKF each row do not show up at this resolution, but we can note that EKF
and IEKF had runs with heading errors of π on all series while the QAF
never had errors that high (although the angle may have wrapped past π on
the last row). For right column the θ errors were in (-0.8, 0.9), (-0.8, 0.9),
(-0.66, 1.10), and (-3.10, 3.12) top to bottom.

In experiment 3 we tested the robustness wrt the model’s Q
value was investigated by estimating using Q/10 and 10Q. In
fig. (6) we show the root mean square errors in the pose that
resulted from 500 simulations. The QAF did not diverge as a
result of the modeling error in Q. The EKF and IEKF diverged
on some simulations for each of the cases. We conclude that
the shape matters more than the size of the estimated posterior
distribution.

In experiment 4 we changed the map. The odometry path
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Fig. 5. Here we show the 1000 simulation’s root mean square errors in x, y,
and θ for Experiments 1 and 2. The bars are in groups of 3 for EKF, IEKF
and QAF. For the three exp. 1 plots on the left bars 1-3 have no bias, 4-6
have 0.00002 per iteration, 7-9 have 0.0002, and 10-12 have 0.002. We see
that the EKF gave very poor estimates regardless of the bias. The IEKF had
about double the mean errors of the QAF until series 11 in which it diverged
often. The QAF degraded with the highest bias but only to the level of the
IEKF with the lower biases. The three left most plots shoe Exp. 2: bars 1-3
have no disturbances, 4-6 have 0.02 rads, 7-9 have 0.08, and 10-12 have 0.16.
We see that the EKF gave very poor estimates regardless of the disturbance.
The IEKF had about double the mean errors of the QAF until series 11 in
which it diverged often. The QAF showed little degradation in the mean from
the disturbances.

Fig. 6. Here we see the summarized 500 simulations root mean square errors
in (x, y, θ) for the nine trials of Experiment 3. The estimators are grouped by
threes for the modeled noise Qm = (Q,Q/10, 10Q) respectively. Estimators
1, 4, 7 are the EKF, 2, 5,and 8 are the IEKF and 3, 6, and 9 are the QAF.

was a straight line along the x axis starting from the origin
and moving 0.2 distance units per iteration. The true path
was this with noise added as a diagonal Q matrix giving the
Gaussian variance in u = (∆s,∆θ)T . The robot went with
no measurements for about 500 time steps after which it got
a measurement of one of the features that were placed in a
large ring around the origin. An example is shown in fig. (7).

In order to evaluate the need of the iteration and interpola-
tion procedure in update phases 1-3, we did some trials (QAF
1 and 2)where we left these out, (ie. set the max iterations to
1 and use the default Gauss-Newton distance).

We also evaluated the sufficiency of the pre-update step,
phase 1, by preceding it with a random sampling step (for
QAF 2 and 4) when the following criteria was met:

∆z(m0
k|k−1)TR−1k ∆z(m0

k|k−1) > 5dim(z). (30)

We sampled the G(λ,C) distribution after the predict step
to generate many points at which to evaluate g(mλ, λ). We
then started our phase 1 pre-update at the point that gave
the minimum g. This did not help further when we used 20
iterations and interpolation (QAF 3 vs. 4). It did help quite a
bit when we did only one iteration and no interpolation (QAF
1 vs 2). Besides the EKF and IEKF we compared 4 different

versions of the QAF.
In QAF 1 we use the simplest update with only one iteration

and no line search. This is done for all three phases of the
update.

In QAF 2 we add to algorithm QAF 1 only for the
updates where criteria eq. (30) was true (for example the first
measurement), a random sampling step to find a good starting
point for update phase 1.

In QAF 3 we increase the number of iterations in QAF 1
from 1 to a maximum of 20 and also search along the line
defined by the Gauss-Newton update. We do this for the update
phases 1, 2, and 3.

In QAF 4 we add to QAF 3 the random sampling as in
QAF 2. This turns out to not help QAF 3 further indicating that
the iterative Gauss-Newton method updates with line search
are sufficient to find the minimum.

In fig. (8) we plotted the results of 1000 trials for each of 6
algorithms. The test statistic here is based on the mahalanobis
distance after the first feature measurement update:

d2 = (x− xtrue)
T (Covx)−1(x− xtrue) (31)

Where xtrue is the true pose and Covx is the estimated
covariance according to eq. (5). If the errors were Gaussain
as the EKF assumes then d2 would follow a chi-square
distribution. The cumulative chi-square distribution of d2 is
computed for each of the 1000 trials and then this list is sorted
and the values plotted. If the EKF estimator were consistent the
test statistic would be uniformly distributed and its cumulative
distribution would be a line from 0 to 1.

We varied the ∆θ uncertainty in the Q value to see how the
various estimators performed. We see in left fig. (8) that for
relatively low uncertainty the plots for the QAF 2-4 seem to
tend towards the hypothetical straight line. They show some
over confidence but not as much as the IEKF. The EKF and
QAF 1 algorithms already here are very overconfident.

In right fig. (8) we have increased the uncertainty to the
point that the QAF is just beginning to ’break down’. We
know from looking at the shapes of the distribution that the
QAF are becoming inconsistent but as they do not assume that
errors are Gaussian, they can be consistent even off the straight
line. QAF 3 and 4 are still able to stay near the hypothetical
line for most of the trials but seem overconfident on about a
quarter of them.

The reason that the QAF outperforms the EKF is easily
seen by comparing the EKF and QAF in fig. (7). We see
that the distribution of the EKF model simply can not follow
the crescent shape of the true distribution while the QAF
comes a lot closer. Fig. (7) shows the result of the first feature
measurement update. The EKF has the robot outside the circle
of features and heading into it. The QAF on the other hand
gives a pose that while not exactly correct is a reasonable
one given the information. The true pose is within the the
distribution of likely poses for the QAF.

VIII. CONCLUSIONS

The improved posterior distribution of the QAF as compared
to the (I)EKF leads both to better accuracy and less sensitivity
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Fig. 7. We show an example of one trial of the QAF algorithm. For this
estimate the noise was relatively high. The estimated path here is based on the
odometry which gives a path along the x axis starting from the origin. The true
path includes simulated noise. This is the distribution just before getting the
first feature measurement. Therefore all four QAF variations looked the same
at this point. There are 13 auxiliary dimensions and the resulting distribution
of poses is displayed by plotting points sampled from it. As one can see the
true path is within the point cloud and thus the estimate is approximately
consistent in this regard. The distribution is beginning to become inconsistent
as can be seen by the fact that the point cloud has points outside the circle of
features, (a circle can not be represented by quadratic mλ). In the midle and
right figures we show the QAF 3 algorithm one step after the iteration shown
on the left. This is the distribution just after updating with the first feature
measurement. There are 4 auxiliary dimensions and the resulting distribution
of poses is displayed by plotting points sampled from it. As one can see for
the QAF on the left, the true path is within the point cloud and thus the
estimate is still approximately consistent in this regard. For the EKF on the
right, the distribution is displayed by plotting the 2σ ellipse around the mean
of the Gaussian xy distribution. As one can see the true path is not near this
ellipse and thus the estimate is certainly inconsistent. The feature observation
is not very close to the actual point feature location either.

to modeling errors. On the other hand we note that the unmod-
eled errors lead to inconsistency for all the filters including
the QAF. It is not surprising that the estimator can not be
consistent when the model is inconsistent. The inconsistency
just seemed to lead to divergence of the filter more often for
the EKF and IEKF than for the QAF.

The QAF is a new type of nonlinear recursive Bayesian
estimator that is not much like the EKF and nothing like a PF.
It has been shown to be superior to the EKF and IEKF when
the nonlinearities become significant.
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