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Abstract

Using the Internet as an infrastructure for mobile personal communication is
an attractive goal as well as a challenging task. Adding wireless access points to
private and public data networks will affect the quality as well as the price of wire-
less communication services. Although most handovers between access points will
be performed without involving the IP layer, handover across IP subnets (macro
handover) is still likely to be frequent in such a heterogeneous environment. The
Mobile IP protocol [15] allows the use of either a foreign agent care-of address or a
co-located care-of address. This study concerns the latency related to the retrieval
of a co-located care-of address by use of the Dynamic Host Configuration Protocol
(DHCP) [9]. Our main result is that the address conflict checking mechanism rec-
ommended for DHCP significantly adds to the handover delay. We suggest that it
should be left out of the care-of address retrieval process, and be performed by the
DHCP server as a background process. Without address conflict checking, measure-
ments in an Ethernet environment resulted in an address retrieval delay of 103 ms
on average.

1 Introduction

User mobility and real-time multimedia applications are two expanding areas within com-
munication systems. The concept of combining these two areas, thereby providing mobile
users with networked multimedia services, contains several challenging problems. Wireless
access to telecommunication services has traditionally been provided through wide area
cellular systems, which in turn have been connected to public telecommunication net-
works. One possible trend is that future wireless communications systems will be more
heterogeneous, where companies, organisations as well as private persons will attach wire-
less access points (APs) to their private computer networks, and use the Internet as their
backbone infrastructure. This will enable for high-quality services to be provided to mo-
bile users in a cost efficient way. Despite all its attractive characteristics, the Internet was
originally neither designed to support real-time services or for user mobility.

Interactive real-time applications such as audio and video conferencing, make high
demands on bounding the end-to-end delay (Tend−to−end). Lost packets will result in
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gaps in the data flow at the receiver, as there is generally not enough time to wait for
retransmissions from the sender (the bound for Tend−to−end is often considered to be around
150 ms, but may be stretched up to 400 ms for trained users [11]). Valid packets arriving
later than the end-to-end delay bound are discarded. In a network supporting roaming,
the issue of providing low latency data delivery to mobile nodes (MNs) could be viewed
as consisting of two separate subtasks:

• As long as an MN stays within range of a given AP, the problem will be similar to
the (non-trivial) task of providing real-time, interactive services to fixed nodes in
a packet network. The route between the MN and the correspondent node (CN)
has to be selected carefully so that Tend−to−end can be kept within acceptable limits.
Some mobility support schemes put additional constraints on the choice of route, as
they send the packets to an MN via an agent, which in turn forwards them to the
current location of the MN.

• When an MN is roaming between two APs, it is desirable to perform the handover
quickly, as otherwise there may be unacceptable packet loss. If the handover latency
is large relative to the cell overlap (see section 1.1), the user will perceive gaps in
the data stream even though Tend−to−end may be low.

This study is related to the latter of these two tasks, i.e., limiting the handover la-
tency. Our interest concerns the kind of handover that occurs when an MN performs a
handover between APs located on different IP subnets, i.e., a macro handover. The macro
handover latency can be seen as consisting of three different components; the movement
detection delay (Tmove−detect), the care-of address retrieval delay (Tco−retrieval), and the
path redirection delay (Tredirect). Each of these three cases are explained further below.

1.1 Movement Detection Delay

A cell can be defined as the area surrounding a wireless AP, within which MNs and the
AP can establish connectivity. To avoid gaps in the data stream, it is desirable if the
MN can detect that it has entered a new cell and initiate a handover to be performed
before it loses connectivity with its previous AP1. This can be achieved by monitoring
signal and noise power levels at the wireless interface. When the signal-to-noise ratio
(SNR) drops below some predefined threshold, a handover procedure is started [13] (with
appropriate hysteresis). Measurements can be performed on link level beacons, or any
other packets sent from the AP. If the wireless interface is put in promiscuous mode,
the receipt of link level packets belonging to neighbouring cells could also be a used to
indicate movement [15, 18].

There are other methods to detect movement, which are based on the detection of the
loss of expected traffic. This can be done, e.g., by monitoring link level beacons, network
level router advertisements [15, 18], or even higher up in the protocol stack by monitoring
an incoming data stream. A problem with these approaches is that they do not take
advantage of any existing cell overlap, as they may not be applied until the MN has lost
connectivity with its previous AP.

1A requirement to perform this kind of handover, also known as soft handover, is that the area
where the cells overlap is large enough with respect to the handover latency and the velocity of the
MN. It is beneficial if the wireless interface can connect to multiple APs concurrently, e.g., by using
DS-SS techniques (Direct Sequence-Spread Spectrum) with support for multiple spreading codes [12].
An alternative would of course be to use multiple wireless interfaces [27].



1.2 Care-of Address Retrieval Delay

In most Internet mobility support schemes, each MN is assigned a permanent home IP
address, related to a (possibly virtual) home network. When an MN visits a foreign
IP subnetwork, it will be identified by an additional, temporary address on the visited
network, a care-of IP address. This care-of address can either be assigned directly to the
wireless interface of the MN (a co-located care-of address), or it could be the address of
a dedicated agent on the foreign network, which serves multiple visiting MNs. To avoid
routing loops, such a foreign agent (FA) will bypass its normal IP routing mechanism
when forwarding the data the last hop to the MN. As the MN and the FA are located on
the same subnet, the FA can address the underlying link-layer packets to the link-layer
address of the MN.

There are several ways in which a co-located care-of address can be assigned:

static If the set of possibly visited networks is known in advance and if IP addresses
are not considered to be a scarce resource, then each MN could be preassigned
a fixed set of IP addresses for use on these frequently visited networks.

stateless In IPv6 [25] the concept of stateless IP address autoconfiguration is intro-
duced. Each interface of a node in an IPv6 network will first generate an
interface token that uniquely identifies the interface on the attached link.
This token can be appended to the well-known link-local prefix (FE80::0) to
form a link-local address that will be sufficient to communicate between nodes
attached to the same link. Furthermore, the interface can be autoconfigured
with an address of global scope, by appending the token to a network prefix
announced by any router on this subnetwork.

stateful An MN could be assigned an IP address on a visited network in a more
controlled way, e.g., by leasing an IP address from a DHCP server [9] (or
via a DHCP relay agent) on the visited network. In IPv6 this is known as
stateful IP address autoconfiguration [4, 25]. Other mechanisms to control the
assignment of IP address are also possible, e.g., BOOTP [8, 26]. In contrast
to BOOTP servers, DHCP servers are able to hand out addresses with finite
lease times, thus enabling dynamic reuse of addresses.

Using foreign agent care-of addresses allows multiple MNs to share the same care-of
address (the address of the FA). This saves IP addresses compared to the co-located care-
of address approach, where a pool of addresses on the foreign subnet must be reserved for
visiting MNs.

On the other hand, if co-located care-of addresses are used, each MN will have more
control of implementing its own routing policy [2]. Depending on application (long or
short lived) the MN can itself decide whether it needs mobility support or if normal IP
routing is preferred. In case the MN visits a domain were there are security-conscious
routers that filter out packets with a non-local source address, the MN will encapsulate
each outgoing data packet in another IP packet2, using the care-of address as the source
address. Using co-located care-of addresses, the need for FAs is removed, but instead
there may be a need to deploy DHCP servers (or relay agents) in approximate the same
numbers. However, it should be noted that DHCP servers may already be in place to
reduce the need for addresses for fixed hosts attached to the same subnet.

2This procedure is also known as tunnelling [16], and requires that the sending/receiving node is able
to encapsulate/decapsulate IP packets.



1.3 Path Redirection Delay

Some steps have to be taken to redirect the data flow to the MN to the acquired care-of
address. The way this is done depends on what mobility support scheme is used. In
Mobile IPv4 [15] mobility is supported by a directory agent, called a home agent (HA),
residing on the MN’s home network (see figure 1). The HA intercepts packets destined
to the MN and tunnels them to the MN’s care-of address. On the reverse path (from the
MN to the CN) normal IP routing is used3. To redirect the data flow, the MN sends a
Mobile IP Registration Request packet (also referred to as a Binding Update packet) to
the HA to update its binding cache.
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Figure 1: Packets are forwarded by the home agent to the mobile node either via a foreign
agent (a) or directly to the mobile node (b). (FA/R = Foreign Agent and Router, R =
Router.)

Other schemes to support mobility in the Internet have also been suggested, e.g., to
decrease Tredirect or Tend−to−end:

• If the MN is roaming far away from home, the Registration Request message will
experience more delay, thus increasing Tredirect. In case the handover is performed
between APs that are relatively close to each other, mechanisms based on hierar-
chical foreign agents [17] can be useful to decrease Tredirect. A Registration Request
will not necessarily have to travel all the way back to the HA in this scheme, only
to the “lowest” common node in the paths from the HA to the prior and new APs.

• To reduce Tend−to−end, enhancements to Mobile IPv4 to support route optimization
have been suggested [19]. Ordinary IPv4 nodes [5] will communicate with MNs
via their HAs as in the basic Mobile IPv4 protocol, but those CNs, that have
implemented a binding cache, may tunnel the data directly to the MN’s care-of
address. In case of a handover, the previous FA as well as the HA will be notified.
The previous FA will send Binding Warning messages to the HA if it continues to
receive data destined to the MN from CNs with stale binding caches. The HA will in
turn be responsible for sending Binding Update messages to these CNs, so that they
can update their binding caches. Although this scheme will improve Tend−to−end as

3This assumes that routing is performed based on the destination IP address. The MN will continue to
use its home IP address as its source address so that ongoing (high-level) connections will not be broken.



long as MN stays within a cell, it may very well have a bad influence on Tredirect.
It should be noted that packets in flight from the HA to the previous FA while the
handover is being performed can be forwarded to the new care-of address.

• In Mobile IPv6 [18], route optimization can be implemented more easily, as each
mobile IPv6 node is assumed to have a binding cache. In case of a handover, the
MN sends Binding Update messages to its HA, its previous default router, and to
all of its CNs.

The aim of this paper has been to study the part of the handover delay caused by
the care-of address retrieval process. Its main focus has been to study the time it takes
to acquire an co-located care-of address (Tco−address). Only the stateful case when using
DHCP to retrieve a co-located care-of address has been studied, although an interesting
alternative would have been to study the stateless address autoconfiguration scheme in
IPv6. One reason why DHCP was chosen was that a corresponding measurement with
foreign agent care-of addresses could be performed more easily, allowing for a direct com-
parision between the two. In addition, Mobile IPv6 (currently) only deals with co-located
care-of addresses.

Measurements of Tredirect were also performed, but only in a simple testbed where the
home network and foreign network were one hop away from each other. Tmove−detect is not
covered further in this study.

The outline of this paper is as follows. Section 2 gives more details of the Mobile IP
binding update and DHCP address acquisition processes. Section 3 presents the testbed.
Measurement results are given in section 4. Section 5 covers related and future work,
while conclusions are presented in section 6.

2 Care-of address retrieval and registration process

In the basic Mobile IPv4 scheme, the MN will start a care-of address acquisition process
as soon has it has decided that a handover should be performed. Once it has an address,
it will send a Binding Update message to its HA to inform it about its current location. It
does not matter to the HA if the MN registers with an FA or co-located care-of address,
however, the MN itself will proceed differently in the two cases.

2.1 Registration of a co-located care-of address

The MN can acquire a care-of address by any of the mechanisms described in section 1.2,
but the rest of this study concerns only the stateful approach using DHCP. As a simplifi-
cation, a DHCP server is assumed to be present on each subnet, i.e., DHCP relay agents
are not considered here, as they can only increase the delay. Figure 2 shows the messages
exchanged to register a co-located care-of address.

To acquire an IP address lease, four different DHCP messages are necessary: DHCP
Discover, DHCP Offer, DHCP Request, and DHCP Acknowledge, which are all UDP[21]
packets. The MN starts by broadcasting a Discover to locate present DHCP servers. Any
DHCP server that receives the Discover may respond with an Offer message. The DHCP
client will continue by broadcasting a Request, which states which offer it has selected
(it may have received multiple offers). The DHCP server will update its list of leased
addresses and respond with an Acknowledge message (this is when the address is actually
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Figure 2: Messages exchanged when a mobile node retrieves and registers a co-located
care-of address. In this example, the DHCP server is also the default router of the mobile
node.

handed to the DHCP client).

The care-of address retrieval procedure is now finished, but before the Binding Update
message can be sent, the MN will generally have to resolve the link-level address of its
new default router. In figure 2, the DHCP server is located in the same node as the
default router. If the DHCP and Mobile IP clients were more tightly integrated, it would
be possible to learn the link-layer address of the default router from the source address
fields of the Acknowledge message. Avoiding the ARP Request/Reply4 exchange would be
desirable as it decreases the number of “round-trips” over the wireless link.

The Binding Update message will be routed to the HA, which in turn will update its
binding cache and send back a Mobile IP Registration Reply message. Subsequent packets
to the MN will be forwarded by the HA to the new care-of address.

2.1.1 Address conflict checking

Figure 2 only shows the DHCP specific messages in the DHCP address retrieval process. It
is also recommended [9] that the DHCP server and client perform address conflict checking
to make sure that no-one else is already using the address (malicously, by mistake, or for
some other reason). A DHCP server could send out an ICMP Echo Request [22] to the
address in question before responding to a Discover message. Unless a corresponding
ICMP Echo Reply is received within some reasonable time interval, the DHCP server will
send the Offer message.

Similarly, the DHCP client can perform address conflict checking either between the

4This assumes that IP to link-layer address conversion is perform as on Ethernets[20]. Different address
resolution mechanism may exist depending on what link-layer technology is used.



Offer and Request messages, or after it has received the Acknowledge. To check for dupli-
cates, it is suggested [9] that the DHCP client sends out an ARP Request and wait some
reasonable time interval to check that no corresponding ARP Reply is received. Before
the DHCP client starts to utilize the acquired address, it is also recommended that it
sends out an ARP Reply message to announce its new IP address and to update any stale
ARP caches on the subnet.

It should be noted that address conflict checking is also performed in the stateless
address autoconfiguration mechanism in IPv6[25]. Some of the results reported in our
paper may therefore be valid for a similar test scenario, in which stateless address auto-
configuration is used to retrieve co-located care-of addresses.

2.2 Registration of a foreign agent care-of address
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Figure 3: Messages exchanged when a mobile node retrieves and registers a foreign agent
care-of address. In this example, the foreign agent is also the default router of the mobile
node. (To broadcast an ARP Request to resolve the link-level address of the FA is not
necessary (according to [15] it is not even allowed). Instead the MN learns the link-level
address of the FA from the source fields of the Agent Advertisement [15].)

The procedure when registering via an FA is shown in figure 3. Once the MN has
detected that it has moved to a new subnet, it will send a Mobile IP Agent Solicitation
message (this is actually an ICMP Router Discovery message). This will prompt any
present FAs to respond with a Mobile IP Agent Advertisement5 message (an ICMP Router
Advertisement) containing a foreign agent care-of address that the MN can register with
its HA. The registration message is sent to the FA, which processes and relays it to the
HA. The HA will update its binding cache and send back a Registration Reply message to
the FA. The FA will update its list of visiting MNs and thereafter relay the Registration
Reply to the MN.

5Additionally, an FA will usually send unsolicited Agent Advertisements messages not more frequently
than once a second. As the advertisement interval may be to long, unsolicited Agent Advertisements
are not considered in this study. This will also simplify the comparison with the measurements using
co-located care-of addresses.



3 Testbed

The model of a wireless system is shown in figure 4a. To simplify the measurements,
all links in the testbed consisted of Ethernet links (see figure 4b). All machines were
PCs running the Linux 2.0.x operating system (the kernel version varied for the different
machines and test runs, as the diverse DHCP and Mobile IP implementations tested
had different requirements). MN, R1, and R2 were HP Omnibook 800 laptop PCs with
100 MHz Pentium processors and 32 MB RAM. HA was a stationary PC with 200 MHz
Pentium Pro processor and 64 MB RAM.

HA
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MN

HA

R1 R2

MN

a) b)

Figure 4: The modelled system (a) and the used testbed (b).

To emulate mobility, R1, R2, and MN were connected to an HP J3203A Ethernet
Hub. The ports on this particular hub can be separated into isolated broadcast segments.
The ports to which R1 and R2 were attached were configured to be on different segments.
A “handover” was triggered by sending an SNMP Set-Request message [7] to the man-
agement module of the hub, making it move the port to which the MN was attached,
between these two segments.

The chosen testbed setup was attractive as it was simple and enabled easy reproduction
of the test scenarios. However, using an Ethernet when modelling wireless links affects
the result in several ways, which should be kept in mind when analysing the measurement
results:

• The transmission rate of Ethernet is 10 Mbit/s, while 1-2 Mbit/s may be a more
realistic transmission rate on the wireless LANs; although 10 Mbit/s wireless LANs
are starting to appear.

• Ethernet uses a contention based MAC (medium access control) protocol, known
as CSMA/CD (Carrier Sense Multiple Access with Collision Detection). Con-
tention based wireless networks exists, but they commonly utilize collision avoidance
rather than collision detection mechanisms. Each message is preceded by RTS/CTS
(Ready/Clear To Send) handshake between the sender and receiver. This handshake
is not performed in Ethernet, and would imply additional delay in a real wireless
system. It should also be mentioned that there exist wireless networks that are not
contention based, e.g., DECT, which is reservation based.



• In the tests performed, the observed MN did not have to compete for the media as
no other users existed. In a real system there will in general be several users per cell
competing for the network capacity. However, the trend towards smaller cell sizes
is likely to keep the number of users per cell small.

• Wired and wireless networks have different transmission error characteristics. Pack-
ets sent over wireless links are more likely to be corrupted, e.g., due to multipath
fading or radio interference.

A more advanced approach to emulate wireless links, based on packet tracing, is sug-
gested in [14]. A straight forward alternative would of course be to run the test over a
real wireless network.

Another limitation with the testbed is that the MN, in a general scenario, will roam
into cells that it may never have visited before. Here it will only move back and forth be-
tween the same two cells. This will have little or no effect on the MN in the measurements
performed, but has some impact on the DHCP servers, as a DHCP server will commonly
treat a new and a prior DHCP client differently. It will usually try to assign the prior
client the same address that the client was assigned in an earlier (possibly expired) lease.

3.1 Implementations tested

The DHCP and Mobile IP implementations used for the tests were all freely available,
and limited to those implementations running on Linux. Two different DHCP servers
were tested, both from the Internet Software Consortium (ISC)6. The ISC DHCP version
1 distribution contains a DHCP server (dhcpdv1), while version 2, in addition to a server
(dhcpdv2), contains a DHCP client (dhclientv2) and also a DHCP relay agent (not used
in this study).

Another DHCP client, written by Yoichi Hariguchi7 (dhcpcdv0.6), was also used in the
measurements.

To measure Tredirect the Mosquitonet8 Mobile IP implementation (mosqv1.0.2) was used
for the co-located care-of address scenario. For the foreign agent case, the Binghamton9

Mobile IP implementation (bingv1.00) was chosen. In bingv1.00, the FA was modified to
only send Agent Advertisements when prompted by an Agent Solicitation, and to send
them to “the all systems on this link” multicast address (224.0.0.1).

3.2 Measurement Method

To measure the involved latencies, the traffic on the links connecting the MN and the
machines R1 and R2 were monitored by a dedicated machine running tcpdump. This
machine was a stationary PC (133 MHz Pentium processor 32 MB RAM) running a
Linux 2.0.30 kernel with some patches10 to get higher resolution on the tcpdump time
stamps.

For the measurements regarding co-located care-of addresses, Tco−retrieval was divided
into DHCP client and DHCP server related delays. The DHCP server related delays were

6See http://www.isc.com/ for more information.
7See http://sunsite.unc.edu/LDP/HOWTO/mini/DHCP.html for more information.
8See http://mosquitonet.stanford.edu.
9See http://anchor.cs.binghamton.edu/˜mobileip/.

10The patches were made by the Mosquitonet research group, see http://mosquitonet.stanford.edu.



measured as the intervals Toffer − Tdiscover and Tack − Trequest (see figure 2). The DHCP
client related delays were measured as the intervals Trequest−Toffer and Tend−Tack, where
Tend was the time when the MN was able to utilize the acquired address. The DHCP
clients were configured to trigger a Registration Request to be sent, upon a successful
address retrieval11. Tend was approximated with the time the ARP Request, preceding the
Registration Request, was monitored. This led to a slight over estimation of the DHCP
client related latencies, but that is to some extent out weighted by the fact that we have
neglected the time from when the MN decides that a care-of address should be acquired
until the Discover message is sent. Tco−retrieval and Tredirect were approximated by the
intervals Tarprequest − Tdiscover and Tregreply − Tarprequest respectively.

Similar measurements were performed using foreign agents. As shown in figure 3,
the MN sends a Registration Request message to the FA after having received the Agent
Advertisement. To do this, bingv1.00 first sent an ARP Request to resolve the link-layer of
the FA12. Tco−retrieval was approximated by the interval Tarprequest−Tsolicit, where Tarprequest

is the time this ARP Request is monitored (not shown in figure 3). Accordingly, Tredirect

was approximated as the interval Tregreply − Tarprequest.

4 Measurement results

Six different test runs were performed, each including 20 handovers. In five of the tests, dif-
ferent combinations of the DHCP clients and servers were tested together with mosqv1.0.2,
and the last test concerned bingv1.00.

4.1 Co-located Care-of Address Measurements

4.1.1 DHCP server delays

Table 1 presents the measured delays, which were related to the DHCP servers.

Interval Minimum Average Maximum

dhcpdv1 Toffer − Tdiscover 3.3/2.1 3.3/3.2 3.9/4.0
Tack − Trequest 51.9/28.5 74.7/55.8 150.5/97.3

dhcpdv2 Toffer − Tdiscover 1005.6/1005.2 1010.0/1009.6 1014.8/1014.5
Tack − Trequest 53.8/34.3 69.8/56.2 135.4/96.5

Table 1: Measured delays in DHCP servers (time in ms). The left and right values are
the results when interacting with dhcpcdv0.6 and dhclientv2 respectively.

The most significant difference between the DHCP servers is that dhcpdv2 requires
about 1 second to respond to the Discover message with an Offer message, while dhcpdv1

replies in about 2.7 ms on average. The reason is that dhcpdv2 performs an address

11mosqv1.0.2 was triggered to send Registration Request by a “kill -USR1 pid”, where pid was the process
id of the running MN process. For dhcpcdv0.6 this was done in a shell-script, which dhcpcdv0.6 can be
configured to invoke upon a successful address retrieval. For dhclientv2 it was invoked from inside one of
the existing dhclientv2 scripts (/etc/dhclient-script)

12As already mentioned, this is not allowed, but bingv1.00 does not claim to be fully compatible with
the Mobile IP standard.



conflict check before sending an Offer message, while dhcpdv1 does not implement such a
mechanism. dhcpdv2 utilizes the ICMP Echo Request/Reply mechanism described earlier,
with a waiting timeout of 1 second. The question is what timeout period to choose and
how many times the request should be repeated in a wireless environment. An attractive
solution would be to remove the address conflict checking from the address retrieval
process, and instead let the DHCP server perform this task in the “background”. It could
regularly go through its list of unused addresses, or a subset thereof, and abandon any
address that is already in use. This would give the DHCP server more time to perform
a thorough address conflict check. What is even more important is that this mechanism
can be removed from the time critical procedure of acquiring a co-located care-of address.
There is of course a tradeoff between the amount of overhead traffic that can be tolerated,
and the possibility for an address conflict situation to occur.

The other interesting result in table 1 is that the time to respond to a DHCP Request
is relatively large (if we disregard the 1 second timeout for dhcpdv2) and that it varies a
lot. This response time also seems to depend more on which of the two DHCP clients was
used. Both DHCP clients were using their respective default settings, which may lead to
a faster response for one client than for another. This does not explain the large variation
in the response times for a fix DHCP client/server configuration, though. Except for the
1 second timeout for dhcpdv2 all of these measured delays are likely to decrease as the
hardware performance (higher processor speeds, larger cache, and larger internal memory)
increases.

4.1.2 DHCP client delays

The results regarding the DHCP client related delays are shown in table 2.

Interval Minimum Average Maximum

dhclientv2 Trequest − Toffer 2341.4/2218.8 2353.40/2231.2 2363.7/2366.8
Tend − Tack 207.6/208.2 208.6/209.7 210.1/211.0

dhcpcdv0.6 Trequest − Toffer 1.2/1.2 1.2/1.2 1.2/1.3
Tend − Tack 15043.1/15042.3 15347.2/15198.2 16049.6/16052.5

Table 2: Delays in DHCP clients (time in ms). The left and right values are the results
when interacting with dhcpdv1 and dhcpdv2 respectively.

dhcpcdv0.6 will respond to an incoming Offer much faster than dhclientv2. This is
because dhclientv2 performs an ARP Request/Reply address conflict check, with a timeout
of 2 seconds, before sending a DHCP Request. This is possible since the Offer message in
DHCP for IPv4[9] contains the address that the server intends to assign. An advantage
of putting the conflict check here instead of after the Acknowledge message is received,
is that the DHCP client can wait for multiple Offers (if more than one DHCP server is
present) to choose between. This may be useful if the DHCP server that responds first, for
some reason, tries to assign an already occupied address. In our tests, however, dhclientv2

was configured to always select the first Offer given.
dhcpcdv0.6 instead performs an address conflict check after it receives the Acknowledge

message. It uses the same mechanism as dhclientv2, but waits for 15 seconds to see that
no ARP Reply is received. Neither the 2 second timeout of dhclientv2 nor the 15 second
timeout of dhcpcdv0.6 are acceptable for low latency handovers. Instead we propose to



leave the responsibility for address conflict checking to DHCP server and to let the server
perform this task in the background, see section 4.1.1.

After the address conflict check, but before utilizing the leased address, dhcpcdv0.6

sends out an ARP Reply as recommended[9]. The time between this ARP Reply and Tend

is not shown in table 2, but was measured to be in the range from 32.9 to 34.3 ms. The
overestimation of Tend − Tack (or the underestimation of Tredirect) will therefore be in the
range from 0 to about 34 ms. It should also be noted that a part of this time is due to
the context switch between the DHCP and Mobile IP processes. To reduce the handover
delay even further, the DHCP and Mobile IP processes should be integrated to run as a
single process.

Tend − Tack is much shorter for dhclientv2 (about 210 ms), but this still contributes
significantly to Tco−retrieval. The reason for this delay might be that dhclientv2 performs
part of its processing in a shell-script. Using shell-scripts enhances portability (the ISC
DHCP distributions run on a variety of operating systems), but will add to the handover
delay.

4.1.3 Aggregated DHCP latencys and Redirection latency

Table 3 presents measurements results concerning Tredirect and the aggregation of the
DHCP client and server latencies, i.e., Tco−retrieval. The results from two test runs are
shown; one using mosqv1.0.2, dhcpdv1, and dhclientv2, as this was the fastest combination
of the configurations already presented, and another using a modified version of dhcpcdv0.6

(dhcpcdv0.6,opt) instead of dhclientv2. In dhcpcdv0.6,opt the address conflict checking code
was excluded, but it still announced its new IP address with an ARP Reply message before
utilizing it.

Interval Minimum Average Maximum

mosqv1.0.2, dhcpdv1, Tco−retrieval 2593.6 2621.1 2662.8
dhclientv2 Tredirect 2.3 2.4 2.4
mosqv1.0.2, dhcpdv1, Tco−retrieval 83.1 103.0 176.2
dhcpcdv0.6,opt Tredirect 2.4 2.5 2.8

Table 3: Tco−retrieval and Tredirect when using co-located care-of addresses (time in ms).

As can be seen in table 3, using dhcpcdv0.6,opt results in a Tco−retrieval of 103 seconds
on average, which is a vast improvement. The reason that Tco−retrieval varies is due to the
DHCP server processing of the DHCP Request.

The Tredirect was measured to about 2.5 ms on average, which is almost insignificant
compared to Tco−retrieval, but one should keep in mind that Tco−retrieval is overestimated,
thus reducing Tredirect. (In a test by Baker et al., a delay of about 5 ms for what we refer
to as Tredirect was reported [2].)

4.2 Foreign Agent Care-of Address Measurements

The results of the measurements concerning foreign agent care-of addresses are shown in
table 4. Comparing these to the results presented in table 3, it can be seen that FAs
perform better (in total) than when using the standard DHCP clients and server, but a
lot worse than when using optimized version of dhcpcdv0.6.



Interval Minimum Average Maximum

bingv1.00 Tco−retrieval 1018.6 1019.3 1020.7
Tredirect 464.6 736.9 976.2

Table 4: Tco−retrieval and Tredirect when using foreign agent care-of addresses (time in ms).

Not shown in table 4 is how Tco−retrieval is shared among the FA and the MN. In the
tests, the FA required 328 ms on average to respond to the Agent Solicitation message, and
the MN required 691 ms on average to respond to the corresponding Agent Advertisement
message. How Tredirect is shared between the FA and the HA was not covered in the
measurements, but its likely that the processing at both entities added significantly to
Tredirect.

It may be surprising that bingv1.00 did not perform better, but the main reason is that
the processes in bingv1.00 run in user space. If it had been implemented in the kernel, a
great performance enhancement would be expected. Latencies around 10 ms to acquire
and register a foreign agent care-of address do not seem impossible in an environment
similar to our testbed, however, this remains to be proved.

5 Related and Future Work

Measurements on handover delays using co-located care-of addresses were reported in [2].
In that study, however, the time to acquire a co-located care-of address was not included.
Thus these earlier results only applies to the case when the MN is preassigned a set of IP
addresses, associated with the networks it is likely to visit.

There exists a number of proposals to reduce the handover latency within one IP sub-
net [6, 13]. These schemes exploit the fact that a Registration Request will not have to
be sent to the HA if a handover is performed between APs within a subnet, as the MN
will be able to keep the same care-of address. The handover can therefore be carried out
locally.

Various suggestions to improve the macro handover latency, with respect to Mobile
IP, have also been proposed. The hierarchical foreign agent[17] scheme will decrease the
handover delay when moving between subnets within an administrative domain, such as
a campus.

In [10] a scheme is introduced where the packets are multicasted to neighbouring APs
(in addition to the AP where the MN is currently located) from a common node, called a
supervisory host (SH). This is interesting as the path redirection process starts before an
MN has even initiated a handover. This scheme will also only apply to the case when the
MN moves within one administrative domain, as other mechanisms have to be invoked
when moving between domains controlled by different SHs.

In [3, 24] a scheme is suggested that applies to handover between close as well as
distant APs. Each MN is permanently assigned a multicast address in addition to its
home address. The HA intercepts packets destined to the MN just as in the basic Mobile
IP scheme, but will encapsulate them into multicast packets when forwarding them. The
MN will ask the APs in its vicinity to setup the multicast distribution tree in advance of



a handover. This scheme has several attractive properties, but also some problems, e.g.,
regarding increased traffic load in the backbone and increased multicast processing load
in the routers.

[1] suggests a scheme where the MN can prepare resource reservations for subnets in
its vicinity in advance of a handover. Capacity will not be wasted, as the reservation
will not become active until the handover occurs. A drawback with this scheme is that it
requires the MN to specify its moving pattern in advance. Issues when providing quality
of service to mobile Internet users are also addressed in [23].

In our future work we aim to study the redirection delay for some of the existing
mobility support schemes, and if necessary, develop new ones in order to support low
latency macro handover between distant APs.

6 Conclusions

This study has concerned the delay involved when retrieving a co-located care-of address,
by use of DHCP. Measurements have been performed in an Ethernet environment, using
freely available DHCP and Mobile IP implementations. Our main result is that the
address conflict checking mechanism recommended for DHCP significantly adds to the
handover delay. We suggest that address conflict checking should be left out of the time
critical address retrieval process, and that the DHCP server alone performs this task
as a background process. Doing so, an address retrieval delay of 103 ms on average
was measured, which is a vast improvement over the 2.6 seconds that was the best result
achieved otherwise. More than half of the 103 ms was used by the DHCP server to process
the DHCP Request message. If the server could be enhanced and if the DHCP and Mobile
IP implementations were integrated to run as a single process, then the address retrieval
delay would decrease even further.

As hardware performance develops, we would expect even shorter response times.
Performing a handover in a real wireless environment, however, would increase the delay
as the link characteristics differ and more users will compete for the network capacity. We
conclude that the time to retrieve a care-of address using DHCP is non-negligible and will
remain so, and therefore should be taken into account when designing mobility support
schemes for real-time Internet applications.
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