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Abstract

The spectral-element method (SEM) is used to study wall-bounded turbulent
flows in moderately complex geometries. The first part of the thesis is devoted
to simulations of canonical flow cases, such as temporal K-type transition and
turbulent channel flow, to investigate general resolution requirements and com-
putational efficiency of the numerical code nek5000. Large-eddy simulation
(LES) is further performed of a plane asymmetric diffuser flow with an open-
ing angle of 8.5◦, featuring turbulent flow separation. Good agreement with
numerical studies of Herbst et al. (2007) is obtained, and it is concluded that
the use of a high-order method is advantageous for flows featuring pressure-
induced separation. Moreover, it is shown, both a priori on simpler model
problems and a posteriori using the full Navier–Stokes equations, that the nu-
merical instability associated with SEM at high Reynolds numbers is cured
either by employing over-integration (dealiasing) or a filter-based stabilisation,
thus rendering simulations of moderate to high Reynolds number flows possible.

The second part of the thesis is devoted to the first direct numerical simula-
tion (DNS) of a truly three-dimensional, turbulent and separated diffuser flow
at Re = 10 000 (based on bulk velocity and inflow-duct height), experimen-
tally investigated by Cherry et al. (2008). The massively parallel capabilities
of the spectral-element method are exploited by running the simulations on
up to 32 768 processors. Very good agreement with experimental mean flow
data is obtained and it is thus shown that well-resolved simulations of complex
turbulent flows with high accuracy are possible at realistic Reynolds numbers
even in complicated geometries. An explanation for the discovered asymmetry
of the mean separated flow is provided and it is demonstrated that a large-scale
quasi-periodic motion is present in the diffuser.

In addition, a new diagnostic measure, based on the maximum vorticity
stretching component in every spatial point, is designed and tested in a num-
ber of turbulent and transitional flows. Finally, Koopman mode decomposition
is performed of a minimal channel flow and compared to classical proper or-
thogonal decomposition (POD).

Descriptors: spectral-element method, direct numerical simulation (DNS),
large-eddy simulation (LES), turbulence, transition, over-integration, three-
dimensional separation, massively parallel simulations, proper orthogonal de-
composition (POD), Koopman modes, vorticity stretching, coherence.
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Preface

This doctoral thesis is concerned with the topic of fluid mechanics, which has
been studied through numerical simulations. It is divided into two parts, where
the first one is an introduction to the field and a summary of the present work.
This summary makes no pretension to be complete, but is instead intended to
make the material in the papers accessible to a wider audience by putting the
work into a historic perspective. The second part is a collection of the papers
listed below. Please note that ‘Ohlsson’ was my previous name before year
2010, and therefore refers to me. A summary of the papers together with a list
of the conferences where the work was presented is given at the end of Part
I, where also the division of work among the authors is stated. Note that the
published papers have been adjusted to comply with the present thesis format
for consistency, but their content is unchanged except for minor corrections.

The research project was initiated by Dr. Philipp Schlatter who has acted
as co-advisor and Prof. Dan S. Henningson who has been the main supervisor.
The following collaborators have moreover contributed to the work: Prof. Paul
F. Fischer, Prof. Catherine Mavriplis, Prof. Neil D. Sandham and Dr. Shervin
Bagheri.

Stockholm, November 2011
Johan Malm
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study. Spectral and High Order Methods for Partial Differential Equations,
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“The whole of science is nothing more than a refinement
of everyday thinking.”

Albert Einstein (1879–1955)
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Part I

Summary





CHAPTER 1

Introduction

1.1. The unsolved problem of classical physics

The intricate nature of turbulent fluid1 flows has for centuries puzzled re-
searchers. In times when modern physics successfully discovered new areas
such as relativity theory and quantum mechanics, the influential fluid mechan-
ics researcher Sir Horace Lamb (1849–1934) stated that,

“I am an old man now, and when I die and go to heaven
there are two matters on which I hope for enlightenment.
One is quantum electrodynamics, and the other is the
turbulent motion of fluids. And about the former I am
rather optimistic.”

Almost a century later, a complete theory to predict the motion of a tur-
bulent flow is still lacking. It is considered to be one of the unsolved problems
of physics2 of the same dignity as the existence of dark matter and the un-
known future of our universe. For a novice in the field, it may indeed seem
a bit odd that it is possible to develop a theory for the motion on scales of
10−35 m and determine the compound of stars in distant galaxies, whereas it is
impossible to determine the exact path of a bark boat on a river or a hurricane
over the Atlantic ocean. It appears even more surprising given that the equa-
tions governing the fluid motion have been known for more than two centuries.
These are based on classical, elementary mechanics and are obtained by apply-
ing Newton’s second law of motion to a fluid element, thereby arriving at the
Navier–Stokes equations, independently derived by G. G. Stokes and M. Navier
in the early 1800’s (see Chapter 2.1). The Navier–Stokes equations constitute
a set of non-linear, time dependent, partial differential equations (PDEs), to
which analytical solutions exist in rare special cases but most commonly are
out of reach. Not only solutions are difficult to find. The Clay Mathematics
Institute offers $1,000,000 to the mathematician who can prove the existence

1A fluid is a substance which will deform under infinitely small shear stresses. Typical fluids

include gases, liquids and plasmas.
2Richard Feynman, the winner of the Nobel Prize in physics 1965 (quantum electrodynamics),
once said that turbulence is“the most important unsolved problem of classical physics”, which
indeed gives some justice to the statement by Sir Horace Lamb.

1



2 1. INTRODUCTION

of a smooth and unique solution to the Navier–Stokes equations in three di-
mensions3. One of the main source of difficulties is the non-linearity of the
equations, which makes them chaotic under certain conditions. While still de-
terministic, this means that the solution is highly sensitive to initial conditions.
In other words, a disturbed initial condition (no matter how little) will after
a sufficiently long time change the solution completely. Therefore, trying to
predict the weather next year is (and will most likely continue to be) an im-
possible task. Another problem is the non-locality of the equations, which is
due to the fact that the pressure in one point in space depends on the velocity
field in all other points. The implication is that all scales in a turbulent flow
depends on each other — from the largest (which can be of, say, the size of
an entire airplane) down to the smallest (on the order of millimetres). This
poses difficulties, not only for the analytical, but also for the numerical treat-
ment of the equations (these issues are further discussed in Chapter 2.2). Many
peculiarities are hidden in the equations, of which one is the occurrence of tur-
bulence itself. Although described by the same set of equations, a fluid flow in
general can be classified either as laminar (ordered and regular) or turbulent
(random, chaotic and highly time dependent). The transition between these
two states depends principally on the dimensionless Reynolds number (Re) re-
lating the amount of inertia to the viscous forces in the flow, but also on the
amplitude of disturbances active in the flow and the flow geometry. For every
flow, there exist a critical Reynolds number, Rec, above which the flow is likely
to be turbulent.

Although being an unresolved problem, turbulence is of major importance
for engineering and geophysical applications. Eliminating turbulence on air-
plane wings could save up to 15 % fuel consumption (Schrauf 2005), since tur-
bulence leads to a larger friction drag. Increasing turbulence in engines would
enhance the mixing of fuel and oxygen and therefore lead to a more efficient
combustion process. The reason for both phenomena above is simply that tur-
bulence is a consequence of the fundamental principle, in which nature wants
to reduce gradients (i.e. even out and mix). It follows that the transport heat,
contaminants and momentum in a turbulent flow occurs at a much higher rate
than for the laminar counterpart where transport relies on diffusion, which is
a slow process on the molecular level. Typically, this difference is 1010 times in
the oceans (see e.g. Pond & Pickard 1983). Finally, understanding turbulence
per se could for instance help to predict severe weather events more accurately
(at least in the short term) and thus save lives and property to a larger extent.

1.2. Numerics as a promising tool to study turbulence

So what can we do to in order to gain further knowledge of the dynamics of
turbulent flows? As we have seen, we are still far from a theoretical solution
to the turbulence problem. Asymptotic analysis, in which one studies the
limiting behaviour of a flow when a parameter (e.g. the Reynolds number)

3See rules and problem description at http://www.claymath.org/millennium/



1.2. NUMERICS AS A PROMISING TOOL TO STUDY TURBULENCE 3

becomes very large (or small), can in some cases provide useful information
(see e.g. Cousteix & Mauss 2007). Experiments in a controlled environment
such as a wind tunnel was for a long time the only option, and continues to be
of major importance. Its advantages consist in the obvious fact that a ‘real’
flow is observed. Moreover, relatively high Reynolds numbers can be reached.
However, precautions must be taken. For instance, since the viscosity of a
fluid is temperature dependent4, the temperature of the working fluid must
be accurately controlled, such that the Reynolds number is not modified. In
addition, the disturbances within and around the wind tunnel (e.g. noise from
the engine driving the flow or traffic outside the laboratory) or unexpected
roughness at the walls need to be controlled. Beside that, there are problems
related to the measurements. In particular, there are difficulties involved in
measuring the flow velocity sufficiently close (typically a few micrometers) to
a solid wall. It is even hard to know where the wall is (see Örlü et al. 2010, for
an excellent review). In addition, the measurement devices need to be small
enough to be able to measure the velocity field without disturbing the flow
and to truly respond to scales smaller than its own dimensions (see e.g. Örlü
& Alfredsson 2010). Measuring pressure fluctuations is another problem (see
Tsuji et al. 2007). A more general review regarding issues in experimental fluid
mechanics can be found in Tropea et al. (2007).

With the advent of faster computers it has become feasible to solve the
Navier–Stokes equations numerically in a discretized form, thereby finding so-
lutions to the equations in cases where analytical solutions do not exist. The
study of fluid mechanics by numerical means is usually referred to as compu-
tational fluid dynamics (CFD), and is considered to be a science in its own
right. Assuming that (i) the Navier–Stokes equations constitute a good model
for fluid flows (which they generally do given that the fluid is considered to
be a continuum and not a rarefied gas5, and that relativistic velocities are
not reached); (ii) proper boundary conditions are imposed (this is usually the
most difficult part), and (iii) high enough spatial and temporal resolutions are
used, this approach compares very well to experimental data. A fourth point
to consider is the numerical discretization errors, to be discussed further in
Chapter 2.3. One of the key attractions of a numerical simulation is that it
produces well-resolved data in time and space. The data do not only need to be
velocity or pressure fields, since all kinds of exotic quantities can be computed
on the fly or in successive post-processing steps. Especially quantities based on
pressure are notoriously difficult to obtain via experiments. Moreover, when
dealing with high temperatures and pressures (such as the environment in a
combustion chamber) experiments can be cumbersome, while simulations have
no difficulties. Finally, the ability to simulate ‘wrong’ physics should not be
underestimated as a great tool to understand flow physics. For instance, this

4For ideal gases, µ ∼
√

T , where µ is the dynamic viscosity and T is the temperature (Kundu
& Cohen 2008).
5Formally, this is true if the Knudsen number, Kn ≪ 1 (see e.g. Gombosi 1994).
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can be accomplished by studying the effects of imposing artificial boundary and
initial conditions on the flow. An example is the concept of ‘minimal flow unit’
introduced by Jiménez & Moin (1991). The basic idea is to simulate a turbulent
flow in a channel (or any other canonical flow) and successively decrease the do-
main size until the point just before the flow relaminarises, but turbulence still
can be sustained. The observed turbulence in such a small domain contains less
degrees of freedom and thus facilitates understanding of the basic dynamics.
The same idea is used in Paper 5 to investigate the basic properties of vorticity
stretching in near-wall turbulence, and in Paper 4 to investigate the Koopman
mode decomposition (see Chapter 4). Another example by Jiménez & Pinelli
(1999) is to explicitly filter the turbulent scales above a certain distance from
the wall in order to examine the dependence of the near-wall turbulence on the
outer flow structures.

Solving the Navier–Stokes equations numerically without averaging and
modelling is referred to as direct numerical simulation (DNS) (used in Papers
1, 2, 4, 5, 6 and 7.). As point (iii) above suggests (and which holds true for
all numerical techniques solving PDEs in general) enough resolution in time
as well as space has to be used. The implication for a turbulent flow simu-
lation, where the spatial resolution scales as Re3/4 in each direction and the
temporal resolution scales as Re1/2 (e.g. Pope 2000; Moin & Kim 1997), is that
this leads to a computational impossibility for high Reynolds numbers. As a
consequence, DNS has traditionally been obliged to reside in the low Reynolds
number regime, far from the ones at which experiments are performed. The
early numerical flow simulations focused on weather prediction, where simpler
forms of the Navier–Stokes equations where solved. In a first attempt by L. F.
Richardson around 1922, the result of a 6 hours weather forecast took 6 weeks
to compute by hand and did not give very realistic results (see the historical
review by Lynch 2008). Around 25 years later Charney et al. (1950) performed
the first correct weather forecast on ENIAC (Electronic Numerical Integrator
And Computer), one of the very first electronic computers. The early simula-
tions of the full Navier–Stokes equations were mainly focused on the laminar
flow regime (Fromm & Harlow 1963). The first direct computation of turbu-
lence was performed by Orszag & Patterson (1972), who studied homogeneous
isotropic turbulence. A milestone in the simulation of wall-bounded turbulence
and the most cited paper6 in the Journal of Fluid Mechanics was performed by
Kim et al. (1987), involving a computer engineer to change broken processors
during the simulation! The achieved Reynolds number of that simulation is
today considered to be relatively low, but nevertheless it greatly contributed to
understanding some properties of wall-bounded turbulence. More importantly,
it made numerical simulations qualify as an equally valid option to study fluid
mechanics besides experiments and theory. An example showing the possibility

6Most-cited ranking at Cambridge Journals Online - Journal of Fluid Mechanics, as given
in November 2011.
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Figure 1.1. Two equally valid ways to study flow dynamics:
(a) through experiments (cigarette smoke) and (b) by solv-
ing the Navier–Stokes equations numerically (reaction flame,
courtesy of Stefan Kerkemeier).

of simulations to mimic real flows can be seen in figure 1.1, where two transi-
tional flows are depicted. In (a) an instantaneous picture of cigarette smoke
(i.e. the ‘experiment’) is shown, whereas (b) shows a reaction flame obtained
by solving the Navier–Stokes equations numerically.

From the 1970’s until the present, computing hardware has followed the
so-called Moore’s law (Moore 1965), which states that the number of transistors
that can be placed on a chip doubles every two years, i.e. featuring exponential
growth. For many years, this could be directly related to an increase in proces-
sor clock-frequency and thus the number of floating point operations (FLOPS)
that could be completed in every second. In recent years, the clock frequency
for a given processor has almost reached its limit, and due to cooling issues ven-
dors instead favour multi-core chip design in order to keep up with Moore’s law.
Nevertheless, these rapid developments in computer hardware (and software)
have made simulations of turbulence, by means of DNS, approach experiments
in terms of Reynolds number. In this context, the term ‘numerical experiment’
has recently been adopted, see e.g. Schlatter et al. (2011b); Kasagi (1998). One
such example is the turbulent diffuser flow, which constitutes the main topic
of the present thesis (Chapter 5 and Papers 6, 7), where the Reynolds number
of Re = 10 000 exactly matched the experiment conducted by Cherry et al.
(2008). For this, a spatial resolution of approximately 220 million grid points
was employed.

For yet higher Reynolds number flows, large-eddy simulation (LES) (used
in Paper 3) has in recent years evolved into a promising tool for flow predic-
tions. Here, the evolution of the large scale structures of the flow (i.e. the large
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eddies) are solved for, whereas the smaller structures, not resolved by the nu-
merical grid, are modelled. Consequently, compared to DNS, LES reduces the
computational burden significantly. The drawback, however, is that the models
involved in LES are at the present not universal, and special care has to be
taken as new flow cases are being studied (see e.g. Sagaut 2006). Finally, the nu-
merical technique which can seriously deal with really high Reynolds numbers
are the so-called Reynolds-averaged Navier–Stokes equations (RANS), where
an ensemble average of the Navier–Stokes equations is solved for. The averag-
ing process gives rise to unclosed terms which have to be modelled. Although
RANS may be a rather crude way to describe a highly time-dependent flow, it
may in many situations be sufficient to compute the mean flow characteristics,
e.g. to get approximations of mean lift and drag forces on an airplane wing.
The drawback is that the validity of the results strongly depends on the given
closure term and that the fluctuating flow is small compared to the mean flow.
In particular, flows experiencing adverse pressure gradients and separation are
very hard to predict due to rapid changes in mean flow properties (Jakirlić et al.
2010b). Still, it is the most widely used approach for complex engineering flows,
where typical Reynolds numbers can be on the order of millions. Due to its
dependence on the modelling, this technique is of limited value for fundamental
studies in fluid mechanics and not considered within this thesis. The interested
reader is referred to e.g. Wilcox (1998).

1.3. Aim and outline of the present thesis

This thesis deals with the numerical solution of turbulent wall-bounded flows
including transition and separation. ‘Wall-bounded’ means that the flow is
close to a solid surface, at which the fluid velocity is zero (a so-called ‘no-slip’7

boundary condition). In fact, all flows considered are internal, meaning that
the flow is either surrounded by walls or an infinite direction is assumed to ex-
ist by introducing periodic boundary conditions. These two types of boundary
conditions are generally better defined than the ones used for open or exter-
nal flows, such as the flow around a golf ball or an airplane wing, where the
computational domain has to be artificially truncated. The ‘transitional’ flows,
i.e. flows that during the course of the simulation go through laminar-turbulent
transition, have mainly served as validation cases and no new physics has been
investigated (see Chapter 3.2). ‘Separation’ relates to the phenomenon when
a flow departures from the surface, leading to reversed flow, which is com-
monly occurring behind blunt bodies (as opposed to streamlined bodies), such
as a football. A brief background concerning this topic and some results are
contained in Chapter 3.3 and 5. The tool used to solve the flow equations
numerically in a discretized form is the spectral-element method (SEM). It is
a high-order and accurate numerical method suited to solve non-linear, time-
dependent PDEs such as the Navier–Stokes equations. Its ability to build more

7Mathematically speaking, this means u = w = 0, where u, w denote the streamwise and
spanwise velocities, respectively. In addition, v = 0, where v is the wall-normal velocity, if

the walls are impermeable.
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complex geometries than traditional spectral methods and still maintain high
accuracy makes the spectral-element method attractive to research purposes
and, perhaps later on, industry.

The main goal throughout the work has been to accurately simulate ‘real’
turbulent flows on massively parallel computers, thereby matching the Rey-
nolds numbers employed in experiments. For this, work regarding numerical
stability and computational efficiency as well as detailed validations has been
an important part.

The thesis is organised as follows. The rest of Part I continues to introduce
concepts used in the present research project, with the help of some illustrative
results. Thus, Chapter 2 introduces the governing equations and how to solve
them using the spectral-element method. In Chapter 3 simulations of turbu-
lence, transition and separation using the spectral-element method are briefly
discussed. Chapter 4 deals with a few techniques used for the flow analysis,
whereas Chapter 5 is devoted to the physics of a complex three-dimensional
separated flow. Chapter 6 contains the conclusions and outlook. Finally, in
Chapter 7, one finds summaries of the papers together with author contribu-
tions and a list of conferences where the work was presented. Part II contains
seven papers on numerical stability, turbulent separation, vortex stretching and
Koopman mode decomposition.



CHAPTER 2

Flow simulations using high-order methods

Continuing the route embarked in the last chapter, where we introduced the
concept of numerically solving the equations of motion governing a fluid flow,
we will here on a more technical level outline how to proceed. We will start by
introducing the equations which are solved when we deal with direct numerical
simulations (DNS) and how to arrive at a slightly different set of equations
when using large-eddy simulation (LES). Then, in section 2.2, some of the
difficulties in solving these equations will be recapitulated and the concept of
high-order numerical methods (section 2.3) is introduced. In particular, we
will advocate for the use of these in flow simulations. The pseudo-spectral and
the spectral-element methods, which are the high-order methods used in this
thesis, are mentioned. The rest of the chapter (sections 2.4–2.6) is devoted to
the spectral-element method, which is the method responsible for the bulk of
the results in this thesis. In particular, the discretization and implementation
are outlined as well as some central issues regarding the stability of the method.

2.1. Governing equations

The governing equations for an incompressible and Newtonian1 fluid flow are
given by the Navier–Stokes equations, here written in non-dimensional form,

∂u

∂t
+ u · ∇u = −∇p +

1

Re
∇2u (2.1a)

∇ · u = 0, (2.1b)

where u(x, t) = (u1, u2, u3)
T = (u, v, w)T is the velocity field and p(x, t) is the

pressure field in space, x = (x1, x2, x3)
T = (x, y, z)T, and time, t. Through-

out the thesis the convention will be used that x denotes the streamwise, y
the wall-normal and z the spanwise directions, respectively. The incompress-
ibility of the considered flow reduces the continuity equation (conservation of
mass), equation (2.1b), to the constraint that the velocity field is solenoidal.
The Reynolds number, Re = UL/ν, governing the state of the flow (laminar,
transitional or turbulent) is based on characteristic velocity and length scales,
U and L respectively, together with the kinematic viscosity ν. These character-
istic scales are used to non-dimensionalise the variables appearing in equation

1In a Newtonian fluid (such as most gases and liquids), the shear stress, τ , is proportional to

the strain rate, ∂u/∂y, with the proportionality constant being the fluid’s dynamic viscosity,

µ, i.e. for a simple shear flow τ = µ ∂u
∂y

.

8



2.2. NUMERICAL AND COMPUTATIONAL CHALLENGES 9

(2.1). In this process, the time is normalised by L/U , whereas the pressure is
normalised by ρU2/2, where ρ is the constant density. The evolution of the
large-scale structures, denoted by ū(x, t) and p̄(x, t), are obtained by spatially
filtering the Navier–Stokes equations, thereby giving the governing equations
for LES,

∂ū

∂t
+ ū · ∇ū = −∇p̄ +

1

Re
∇2ū−∇τ (2.2a)

∇ · ū = 0. (2.2b)

The filtering procedure gives rise to the so-called subgrid stresses (SGS) τ =
uu− ūū, which have to be modelled, since they cannot be expressed solely in
the known field, ū. However, there exist several procedures where the subgrid
stresses are estimated from the resolved field, thus closing equation (2.2). The
simplest but also one of the most successful and widely used closure is the
Smagorinsky eddy-viscosity model, where the subgrid stress depends on the
resolved strain rate as

τ = −2νtS̄. (2.3)

S̄ = 1

2
(∇ū + ∇ūT) is here the strain rate tensor and the eddy viscosity is

computed by
νt = C∆2|S̄|, (2.4)

(Smagorinsky 1963) where |S̄| is defined as |S̄| =
√

2S̄S̄ and ∆ is the filter
width, usually computed from the local grid spacing. In the case of the dynamic
Smagorinsky model, the model coefficient, C, is computed according to the
dynamic procedure proposed by Germano et al. (1991) and Lilly (1992), where
a test filter is used to model the behaviour of the largest unresolved scales.
In the framework of SEM, the test filter is implemented in Legendre space
(see also Blackburn & Schmidt 2003). To limit the fluctuation of the model
coefficient, spatial averaging is used along the homogeneous spanwise direction
(see Lilly 1992) together with clipping of the model coefficient (negative values
are discarded).

2.2. Numerical and computational challenges

When we discuss numerical solutions to PDEs, such as the Navier–Stokes equa-
tions in the previous section, we are concerned with finding an appropriate dis-
cretization in time and space. In one space dimension this amounts to partition
the continuous domain x ∈ [x0, xend] and t ∈ [t0, T ] to a set of points {xj}, {ti}
and solve the governing discretized equations on these points. This leads to a
discretization error (which is usually much larger than the round-off error due
to finite precision). Depending on the method of choice (the numerical analysis
part) and the given resolution (the computing part), the difference between the
numerical solution and the true solution will vary2.

2However, due to Lax equivalence theorem, for a well-posed problem and a consistent and
stable numerical method, the numerical solution is guaranteed to converge to the true solution
— at least for linear problems (see e.g. Leveque 2002).
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Over the last decades, much research has been devoted to the numerical
solution of the Navier–Stokes equations. There are three main difficulties which
contribute to make the problem one of the most challenging in numerical anal-
ysis. First, the importance of accurate discretizations is particularly evident
due to the non-linearity. Discretization errors are easily amplified and will lead
to inaccurate results or even numerical instabilities. From a given initial condi-
tion of some typical spatial scale, a non-linear term has the ability to produce
smaller and smaller scales (depending on the given forcing and boundary con-
ditions), which easily can lead to regions in the flow with insufficient spatial
resolution.

Secondly, the nature of the equations are singularly-perturbed, which means
that they are governed by a small parameter which cannot be set to zero. This
parameter is nothing but the inverse of the Reynolds number multiplying the
second derivative term. Thus, setting it to zero would change the number of
boundary conditions and therefore drastically the dynamics of the system. In
that case, we would arrive at the Euler equations, which is a purely hyperbolic
system. The implication of this parameter being nonzero is the presence of
boundary layers, which get thinner with increasing Re. The solution will there-
fore contain dynamics simultaneously present at several different scales, which
calls for demanding resolution requirements.

Thirdly, the incompressible Navier–Stokes equations are of a mixed
parabolic-hyperbolic type, which implies that efficient numerical methods for
purely parabolic problems (e.g. explicit marching methods) or hyperbolic prob-
lems (e.g. based on characteristics) are excluded. Conversely, in the case of a
pure parabolic or hyperbolic problem, the algorithms employed can be more
specialised and thus more efficient.

The two first points above lead to the presence of small scales in time and
space. The major challenge for simulations of flows by means of DNS is there-
fore that the total resolution requirements scale as n ∼ Re11/4 (e.g. Pope 2000;
Moin & Kim 1997). The use of parallel computers is thus unavoidable. One
of the advantages of the incompressible formulation of the Navier–Stokes equa-
tions in equation (2.1) is that the equation governing the internal energy, e, of
the fluid is decoupled from the system of equations. This approach enables the
internal energy to be converted into temperature3, which can then be treated as
a passive scalar. In that case, one solves the heat equation as a complementary
equation, which is not needed to advance the flow. While this approach re-
duces the number of independent variables from 6 (u, p, e, ρ) to 4 (u, p), it also
leads to the second challenge in flow simulations, namely the necessity to solve
an elliptic problem for the pressure (see section 2.5 for further details). Since
elliptic problems involve a global coupling, i.e. a dependence of one variable
(in this case the pressure) on another variable (velocity) and vice versa in the
entire domain, this will complicate the parallelisation of the numerical method.

3This is accomplished through the relation T = e/Cv , where Cv is the specific heat at
constant volume and T is the temperature.
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From a physical point of view this means that pressure waves, i.e. the speed
of sound, travel with infinite speed throughout the domain and are therefore
‘sensed’ in all other points. This is in contrast to compressible flows, where the
speed of sound has a finite value. Practically, the processors involved in the
computation need to communicate with each other in every time step.

Facing the above challenges seems indeed as a difficult task. A promising
approach, which has gained interest in the past few years, are the lattice Boltz-
mann methods (LBM), which instead of solving the discrete Navier–Stokes
equations solve a discrete variant of the more general Boltzmann equation.
Their main strengths are computational speed, due to good parallel efficiency,
together with their ability to handle complex geometries. There are however
open issues regarding the accuracy at high Reynolds and Mach numbers. Fur-
ther, most of the LBMs require the lattice structure to be uniform throughout
the domain and therefore unnecessary resolution in certain regions is a conse-
quence (Succi 2001). Holding on to the discrete Navier–Stokes equations, the
best we can do is to choose a high-order numerical method — to be investigated
in the next section.

2.3. High-order numerical methods

When solving a PDE, the solution is typically approximated by continuous
functions, often polynomials, whose derivatives need to satisfy the governing
equations at discrete (grid) points. The notion of ‘order’ for a numerical method
refers to the order of these polynomials. This applies both to time and space
discretizations, but in the following we shall focus on the space discretization.
Let us for the sake of illustration consider an arbitrary (smooth) function f(x)

in one space dimension, approximated by f̃(x). Based on the approximated

solution, we can define the derivative, f ′(x) ≈ f̃ ′(x). Local methods, such
as most finite difference- (FD), finite volume- (FV), and finite element (FE)
methods used in commercial CFD packages are of low order and approximate
the derivatives based on the local solution, i.e. data values in the immediate
neighbourhood. To be more specific, for a finite difference approximation,
where the derivative and corresponding discretization error are derived from a
Taylor expansion around point xi, this implies

f̃ ′(xi) =
f̃(xi + h) − f̃(xi)

h
+ O(h), (2.5)

where h defines the distance between two adjacent grid points. Equation (2.5)
thus states that the discretization error is proportional to the grid size, and
by doubling the number of points, the error is reduced by a factor two. If the
polynomial is of higher order, we can use not only neighbouring points to define
the derivative at point xi, but also points further away, which will enhance the
accuracy and decrease the error of the approximation. Indeed, if we instead of
the above one-sided finite difference employ a central finite difference, we get

f̃ ′(xi) =
f̃(xi + h) − f̃(xi − h)

2h
+ O(h2), (2.6)
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which means that the error decreases quadratically with the grid size and we
would arrive at the same error as before by using

√
2 (instead of 2) times

more grid points. Thus, the order of the approximated solution will be directly
related to the number of grid points needed for a certain numerical error.

If we take this idea one step further, we can define derivatives based on
polynomials that live on the entire interval. Consequently, they are not any-
more local but instead we denote them as global. Such polynomials can be
interpolants based on equidistant points, as in the finite difference example
above, or more exotic polynomials such as Chebyshev or Legendre polynomials
with a non-equidistant point distribution. The latter category is the preferred
choice in problems with inhomogeneous boundary conditions, where the former
has problems4. In fact, the global functions do not need to be polynomials at
all. Perhaps the most obvious option one may think of are the trigonometric
functions. By using these, we will arrive at Fourier spectral methods, further
discussed below.

For sufficiently smooth problems, numerical methods based on global func-
tions display a so-called spectral convergence or spectral accuracy, which is no
longer an algebraic error decay as O(hm), where m = 1, 2, ... depending on the
order of the method, but rather an exponential one, O(cN ), where N is the
total number of points and 0 < c < 1. Having such a rapid convergence of the
solution implies that the discretization (or truncation) error in principle goes
to zero and one is left with the round-off error, which is on the order of 10−16.
Other desirable properties, which are connected to the high level of accuracy,
are the low amounts of numerical (i.e. artificial) viscosity and dispersion errors
which yield particularly satisfactory results at high Re, where flow structures
are not easily dissipated but rather convected for long distances and times.
Coincidentally, the lack of numerical viscosity could also be a source of trou-
bles. Especially at high Re, when the actual viscosity contributes with little
damping in the system, high-order methods might suffer from stability issues.
This is further discussed in section 2.6.

As the previous examples have shown, the resolution requirements for
a given discretization error relaxes when employing higher-order methods.
Clearly, this is computationally beneficial. However, the solution strategies
used do also play a crucial role (see e.g. Vos et al. 2010, for an in-depth anal-
ysis of the issue). This will be further touched upon in section 2.5. A final
reason to choose a high-order method, which may seem trivial but is becom-
ing increasingly important, is the saving, transferring and post-processing of
simulation data. As a high-order method can suffice to use much less resolu-
tion for a given accuracy compared to a low-order method, the data files will
consequently be much smaller.

While the key to success for high-order methods is the global representation
of the approximated functions, it is also their limitation. Troubles appear

4The Runge phenomenon (Runge 1901) will cause large oscillations of the approximated
solution near the edge of the interval when an equidistant point distribution is employed.
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whenever the geometrical complexity increases. Local methods, on the other
hand, can be made geometrically very flexible, which is of particular importance
when considering engineering applications. As we will soon see, the spectral-
element method can handle moderately complex geometries, while maintaining
high order.

Finally, a remark regarding the time discretization. The so-called CFL con-
dition, which defines the maximum allowed time step given a particular grid size
(C ≡ umax∆t/∆x, C . 1) usually gives a time step so small that a relatively
low order (typically 2 − 3) is sufficient for the solution to be well converged in
time. Note, however, that care must be taken in order to perform the time dis-
cretization accurately. For the Navier–Stokes equations, usually a semi-implicit
time advancement is employed, with explicit treatment of the non-linear terms
and implicit treatment of the viscous and pressure/incompressibility terms, see
e.g. the review by Moin & Mahesh (1998).

In the following, we will review the two high-order methods used in the
present thesis.

2.3.1. The pseudo-spectral method

As mentioned above, a (Fourier) spectral method is obtained when we wish to
approximate the solution to the governing equations by a sum of trigonometric
functions, i.e.

u(x, t) =
∑

κ

eiκ·xû(κ, t), (2.7)

where κ are the wavenumbers and û are the Fourier modes. The lowest
wavenumber (in the x-direction) is |κ0| = 2π/Lx, assuming Lx is the size of
the domain in the x-direction; whereas the highest is given by |κmax| = 2π/∆x,
where x is the grid spacing. Upon substituting equation (2.7) into the govern-
ing equations, this amounts to a transformation of the Navier–Stokes equations
into Fourier spectral space. Hence, the unknowns are the Fourier modes. The
non-linear terms in the Navier–Stokes equations turns into a convolution sum
when transformed into spectral space. To avoid the large number of opera-
tions involved in evaluating this sum, Orszag (1972) introduced the pseudo-
spectral methods, where the solution is transformed into physical space prior
to evaluating the non-linear terms, which then consists in performing simple
multiplications. This reduces the cost from ∼ N6 operations in each time step,
where N is the total resolution, to ∼ N3logN , given that the fast Fourier
transform (FFT) is used. Virtually no method can compete with a pseudo-
spectral method regarding accuracy and speed in canonical flow cases, such as
channel flows (shown in Paper 1) or boundary layers. Thus, the largest direct
numerical simulations so far have made use of pseudo-spectral methods; for in-
stance the simulation of homogeneous isotropic turbulence in a triple-periodic
box using ∼ 69 billion points by Kaneda et al. (2003), or the boundary-layer
simulation using ∼ 7.5 billion points by Schlatter & Örlü (2010). However,
their superiority also leads to the restriction that they only work efficiently for
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these very simple geometries (Canuto et al. 1988). For instance, the expansion
in Fourier series requires the solution to be periodic. For a growing boundary
layer this can be circumvented by the use of a ‘fringe’ (Nordström et al. 1999)
in the streamwise direction and expansion in Chebyshev polynomials in the
wall-normal direction. This is however, at the limit of its complexity. Further
details about the particular spectral code simson used in this thesis can be
found in Chevalier et al. (2007).

2.3.2. The spectral-element method

A method that is capable of combining the accuracy of the Fourier spectral
methods and the flexibility of methods based on low-order local approaches
is the spectral-element method (SEM), introduced by Patera (1984). It is a
high-order weighted residual technique similar to FEM, but based on orthog-
onal polynomials and highly accurate numerical quadrature. The original im-
plementation by Patera (1984) was based on Chebyshev polynomials, but later
implementations have rather been utilising Legendre polynomials. The method
exhibits several favourable computational properties, such as the use of tensor
products and naturally diagonal mass matrices, which makes it suitable for
parallel implementations and large calculations.

In the following section, we will discuss how the discretization by the
spectral-element method can be accomplished. Whereas the main steps are
outlined here, the reader is referred to Fischer (1997); Tufo & Fischer (2001);
Deville et al. (2002) for a more detailed description of the spatial discretization
and time integration. Key concepts are the ‘weak form’ and ‘Galerkin pro-
jection’ together with ‘high-order basis functions’. Then, in section (2.5), the
practical implementation is sketched and the importance of efficient solution
techniques by means of scalable coarse-grid solvers is highlighted.

2.4. Discretization by the spectral-element method

Assuming we are solving equation (2.1) in a domain Ω, the starting point
for a SEM discretization, as in the case for FEM, is to cast the problem in
the weak formulation, in which equation (2.1) is multiplied by a test function
(v, q) ∈ H1

0 (Ω) and integrated over Ω. Here, H1
0 (Ω) denotes the space of

functions in L2(Ω) (the space of square integrable functions defined on Ω)
vanishing on the boundaries and whose first derivative is also in L2(Ω). The
viscous term is integrated by parts, such that the highest existent derivative is
of first order. The problem (2.1) then becomes: Find (u, p) ∈ H 1

0
, such that

d

dt
(v,u)+(v,u ·∇u) = (p,∇·v)− 1

Re
(∇v,∇u), (∇·u, q) = 0, ∀(v, q) ∈ H1

0

(2.8)
where the inner products (·, ·) are defined as

(v, u) :=

∫

Ω

vu dx. (2.9)
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The discretization proceeds by the Galerkin approximation, where the test and
trial spaces are restricted to the velocity and pressure spaces XN ⊂ H1

0 and
Y N ⊂ L2 respectively following the PN −PN−2 SEM discretization by Maday &
Patera (1989), where the pressure is associated with polynomials of two degrees
lower than the velocities. This staggered approach was originally reasoned to
avoid spurious pressure modes. However, more recent discretizations of SEM
utilising PN − PN shows that this does not have to be the case (Tomboulides
et al. 1997). The FEM and SEM differ by the choice of XN . While linear
functions are commonly employed in FEM, for SEM this is typically a space of
Nth-order Lagrange polynomial interpolants, hN

i (x), based on tensor-product
arrays of Gauss-Lobatto-Legendre (GLL) quadrature points in a local element,
Ωe, e = 1, ..., E, satisfying hN

i (ξN
j ) = δij . Here, ξN

j ∈ [−1, 1] denotes one of
the N + 1 GLL quadrature points and δij is the Kronecker delta. For a single
element in R

3 the representation of u ∈ XN is

u(xe(r, s, t))|Ωe =

N
∑

i=0

N
∑

j=0

N
∑

k=0

ue
ijkhN

i (r)hN
j (s)hN

k (t), (2.10)

where xe is the coordinate mapping from the reference element Ω̂ to the local
element Ωe and ue

ijk is the nodal basis coefficient. Inserting the SEM approxi-

mation equation (2.10) into equation (2.8) and employing Gaussian quadrature
for the integrals, yields the semi-discretized equation

B
du

dt
= DTp − C(u)u− 1

Re
Ku, Du = 0, (2.11)

where B and K are the spectral-element mass and stiffness matrices respec-
tively, C(u) denotes the non-linear operator and D, DT are the discrete diver-
gence and gradient operators, respectively. Temporal discretization of equation
(2.11) is based on high-order splitting techniques, described in Maday et al.
(1990). In this way, the non-linear convective terms are allowed to be treated
explicitly by second or third-order extrapolation (EXT2/3), in order to re-
duce computational cost, whereas the viscous terms are treated implicitly by
a second or third-order backward differentiation scheme (BDF2/3) to ensure
stability. This eventually leads to a linear symmetric Stokes system for the
basis coefficient vectors un and pn to be solved at every time step, n,

Hun − DTpn = Bfn, Dun = 0. (2.12)

Here, H = (1/Re)K + (3/2∆t)B is the discrete equivalent of the Helmholtz
operator −(1/Re)∇2 + 3/2∆t (in the case EXT2/BDF2 is used). In the RHS,
fn accounts for the non-linear terms and for the cases we have external forcing
in the Navier–Stokes equations.

2.5. Implementation

To be able to solve large flow problems involving millions of unknowns on thou-
sands of processors, the final problem, equation (2.12), has to be treated with
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special care. A detailed description of the linear solvers used in the spectral-
element code nek5000, developed and maintained by Fischer et al. (2008b)
and employed for the Navier–Stokes simulations in this thesis, can be found in
Lottes & Fischer (2005) and Tufo & Fischer (2001). Here, the main steps are
sketched.

The general idea is to decouple velocity and pressure by the operator split-
ting technique described in Maday et al. (1990) and Perot (1993), where first a
Helmholtz equation is solved based on the pressure field from the previous time
step, thereby giving an approximate, non-divergence free velocity field, ûn,

Hûn = Bfn + DTpn−1, (2.13)

followed by a pressure correction step

Eδpn = −Dûn, (2.14)

where E := (2∆t/3)DB−1DT (assuming BDF2) is the Stokes Schur comple-
ment and consistent Poisson operator for the pressure (Couzy 1995; Fischer
1997), introduced to avoid the slow convergence associated with the Uzawa
algorithm (Arrow et al. 1958). The splitting error is of O(∆t2) (Deville et al.
2002), i.e. not larger than the temporal discretization errors. Finally, the ve-
locities and the pressure are updated

un = ûn +
2∆t

3
B−1DTδpn, (2.15)

pn = pn−1 + δpn. (2.16)

For large Re and small ∆t, the Helmholtz operator is symmetric and strongly
diagonally dominant, thus the d Helmholtz problems (equation 2.13), where
d denotes the space dimension, are well conditioned and solved iteratively us-
ing conjugate gradients with a Jacobi preconditioner. In contrary, the Poisson
problem, equation (2.14), is stiff, and the operator E is ill-conditioned. The
reason for the stiffness is the infinite wave speed of the pressure caused by
incompressibility, as discussed in Chapter (2.2). Thus, the bulk of the com-
putational effort is spent here. Equation (2.14) is solved via spectral-element
multigrid (SEMG) methods, where GMRES is accelerated by a preconditioner
based on two overlapping Schwarz solves, typically on levels N and N/2 (Lottes
& Fischer 2005) and a coarse grid solution. The global coarse-grid problem is
based on linear finite elements on the element vertices and solved either using
the direct and highly parallel so-called XXT-solver or by using the iterative
AMG (algebraic multigrid) approach, which is more communication intensive
but gets relatively more efficient for larger problems (see Tufo & Fischer 2001;
Lottes & Fischer 2005, respectively). The scalability of these solvers is a key
issue in an efficient and massively parallel implementation, as this step intro-
duces the global communication. The local problems (on element level) are
solved using the fast diagnonalisation method (Lynch et al. 1964), which is
based on decomposing the local operator as

Ee = Êy ⊗ I + I ⊗ Êx = D̂yB−1D̂T
y ⊗ I + I ⊗ D̂xB−1D̂T

x , (2.17)
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where I is the identity matrix and using the definition of E above (except
for 2∆t/3). Theˆdenotes the one-dimensional matrix operators defined on a

reference element, in particular D̂y and D̂x denote the derivative matrices, re-
spectively; and ⊗ is the Kronecker product. For simplicity we ignore boundary
conditions and different meshes associated with the Schwarz procedure. If Êx

and Êy are diagonalisable with

Êx = SxΛxST
x , Êy = SyΛyST

y , (2.18)

where Sx and Sy consists (columnwise) of the eigenvectors of Êx and Êy respec-
tively, and Λx and Λy are diagonal matrices with the respective eigenvalues,
then Ee may be diagonalised as

Ee = (Sy ⊗ Sx)(Λy ⊗ I + I ⊗ Λx)(ST
y ⊗ ST

x ), (2.19)

giving the inverse as

E−1
e = (Sy ⊗ Sx)(Λy ⊗ I + I ⊗ Λx)−1(ST

y ⊗ ST
x ), (2.20)

which can be easily computed since (Λy ⊗ I + I ⊗ Λx) is diagonal.

It is the tensor-product structure of the approximation (2.10), which gives
rise to the expressions above, e.g. equation (2.19), for the local operators. To ac-
tually evaluate these operators, the naive approach for a matrix of size n, would
mean a total of O(n4) operations in 2D and large amount of memory storage.
However, by employing matrix-matrix products the evaluation can be done in
an order of magnitude fewer operations and in a much more cache efficient way.
In essence, it exploits the following relationships (see e.g. Deville et al. 2002, for
more details): Assuming we want to apply the combined operator C = AB to a
two-dimensional field, u of size N ×M , where u = (u00, u10, ..., uN0, ..., uNM )T.
Then, the usual matrix-vector product would be

v = Cu, (2.21)

where C = AB = (A ⊗ I)(I ⊗ B) = (AI ⊗ IB) = (A ⊗ B). By instead putting
the entries of uij and vij into a rectangular matrix Uij and Vij of size N ×M it
can easily be verified that the following form is equivalent to equation (2.21),

V = BUAT, (2.22)

which consists of two matrix multiplications with complexity O(n3), assuming
M ∼ N = n. Thus, factorisations of tensor products of this kind reduces the
total number of operations from O(n2d) to O(nd+1) in d dimensions and also
reduces memory usage since no large matrices are explicitly formed. Last but
not least, it enables the use of highly optimised matrix-matrix routines (mxm)
to solve the final system of equations (see e.g. Fischer 1997).

In order to further speed up the convergence of the Poisson problem (2.14),
the fact that the pressure field is unlikely to change abruptly over a series of
successive time steps is utilised. The current solution is projected onto a space
of previous solutions (over the last ∼ 20 time steps), and used as an initial
guess for the iterative solution of the equation (2.14), further outlined in Fischer
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(1998). Utilising all these methodologies altogether have resulted in very good
scaling properties on several different architectures, of which some are briefly
discussed below.

2.5.1. Scaling of the numerical code nek5000

This section provides some information about the efficiency and scaling prop-
erties of the spectral-element code nek5000. The specific hardwares utilised for
the various computations in this thesis were the Cray XE6, the AMD Opteron
cluster ‘Ekman’ at PDC (Stockholm) and the Blue Gene/P at ALCF (Argonne
National Laboratory, ANL). As outlined below, the machines have rather dif-
ferent architectures. The Cray XE6 computer has dual 12-core nodes connected
by a 3D-torus Gemini network. The actual CPUs are 2.1 GHz AMD Opteron
6100 series. Theoretical peak performance (TPP) on the maximum number of
cores (32 768) used is 275.2 TFlop/s and the total amount of memory is 42.6
TByte. ‘Ekman’ is a distributed memory cluster, where each node consists of
two AMD Opteron 2.2 GHz quad-cores, such that each node has effectively 8
cores. The interconnect is a full bisection bandwidth (FBB) InfiniBand fabric
with a multiple root tree structure. All links are 4xDDR making the per-link
bandwidth 2 GB/s. The Blue Gene/P has quad-core 450 PowerPC nodes at
a clock frequency of 850 MHz. The network consists of both a torus network
(6 GB/s) and a global collective network (2 GB/s). Here, the TPP is 222.8
TFlop/s and the memory is 65.5 TByte on the maximum number of cores used
(65 536). The curves in figure 2.1 show strong scaling on the Cray XE6 (×),
‘Ekman’ (◦) and the Blue Gene/P (+) for exactly the flow case used for the
production runs presented in Papers 6 and 7, where a total resolution of ap-
proximately 220 million grid points was utilised by employing 127 750 spectral
elements with a polynomial order of 11, respectively. Ideal (linear) scaling is
included for reference (thin solid). In particular, we show the mean wall time
per time step, tw, in seconds averaged over 200 time steps for increasing number
of cores. On all machines, we can observe a very good usage of the hardware
provided. More specifically, the scaling is essentially linear up to 16 384 cores
on the Cray XE6 and up to 32 768 cores on the Blue Gene/P, with a speedup
of 91 % and 84 %, respectively. It should be pointed out that for this large
number of cores (32 768) there are less than 4 elements (∼ 6700 grid points)
present on each core, which puts high requirements on the efficiency of the
global communication. After this point, the curves departure from the linear
scaling, and we measure a speedup of 70 % on the Cray on 32 768 cores and 77
% on 65 536 cores. We note that the simulation on Blue Gene/P is in general
approximately a factor 2 times slower for the same number of cores, which is
mainly due to its ∼ 2 times slower processors. On the other hand, the linear
scaling for Blue Gene/P is levelling off at a later point compared to Cray XE6.

2.6. Stabilisation at high Re

Due to the non-linearity of the advective term in the Navier–Stokes equations,
the numerical quadrature employed for the integrals in equation (2.8) cannot
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Figure 2.1. Wall time per time step for a fixed problem size
(i.e. strong scaling) involving ∼ 220 million grid points, as a
function of numbers of cores on Cray XE6, PDC (×), Blue
Gene/P, ANL (+) and the AMD Opteron cluster ‘Ekman’,
PDC (◦). Ideal scaling is included for reference ( ).

be integrated exactly. These numerical errors – similar to aliasing errors in
pseudo-spectral methods – are enhanced in turbulent flow simulations where
sharper gradients are present leading to more excited modes in the polynomial
expansion. At high Re, when little dissipation is provided, these errors are
known to affect the stability of the method (see e.g. Fischer & Mullen 2001;
Xu 2006; Wasberg et al. 2009) and some kind of stabilisation technique has
to be used, where e.g. over-integration (see e.g. Kirby & Karniadakis 2003;
Maday & Rønquist 1990; Canuto et al. 1988), filter-based stabilisation (Fischer
& Mullen 2001) or the spectral vanishing viscosity (SVV) technique (Tadmor
1989; Pasquetti 2006; Karamanos & Karniadakis 2000) have been proposed.
Among these, the two former techniques are further investigated in Paper 2.
Over-integration is a way of performing dealiasing, where over-sampling is made
by a factor 3/2 in order to exactly evaluate the quadrature of the inner products
for the advective term. The other two techniques rather aim at reducing aliasing
errors by filtering and dissipation. The inaccuracy of the integration arising
from the weak form is realised by noting that Gaussian quadrature on the GLL
points, defined by

∫ 1

−1

u(x)dx =

N
∑

k=0

ρku(ξk), (2.23)

holds as long as the integrand u(x) is a polynomial of order 2N − 1. In SEM,
where the Galerkin projection is employed, the integration of a polynomial
u ∈ PN is accompanied with the multiplication of a test function v ∈ PN as
given by equation (2.9). This amounts to integrate q = uv ∈ P2N , which
can be done almost exactly with the resulting error being exponentially small.
This is e.g. the case for the ∂ui/∂t terms in the Navier–Stokes equations. The
viscous term in the Navier–Stokes equations is always treated correctly since
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here, q = u′v′ ∈ P2N−2, where prime denotes the differentiation. On the
other hand, the quadratic term in the Navier–Stokes equations gives rise to a
polynomial q = vuu′ ∈ P3N−1, which exceeds the critical order and will fail to
be integrated correctly. However, if the original grid is extended with a factor of
3/2 times more points in each direction, such that the quadrature order is M =
3(N +1)/2−1, all polynomials up to order 2M−1 = 2(3(N +1)/2−1)−1 = 3N
— and hence q — can be integrated exactly, and no errors are created.

The idea behind over-integration is to recover a true Galerkin method,
which amounts to do the following (here shown by a 1D example):

(v, u
∂u

∂x
)N → (v, u

∂u

∂x
)M , (2.24)

where (·, ·)M denotes the inner product on the fine grid, which in practice is
accomplished by interpolating the functions involved to the fine grid by the
Lagrangian interpolation operator J defined as Jij = hM

i (ξN
j ), which, by use

of equation (2.23) gives

(v, u
∂u

∂x
)M =

M
∑

k=0

v(ξk)ρku(ξk)DMu(ξk) =

M
∑

k=0

(Jv)kρk(Ju)kDM (Ju)k =

= (Jv)TBMdiag(Ju)DMJu = vTJTBMdiag(Ju)DMJu =

= vTCMu, (2.25)

where BM = diag(ρk) is the diagonal mass matrix with integration weights on
the fine grid, DM denotes the derivative matrix on the fine grid, and CM =
JTBMdiag(Ju)DMJ finally denotes the N ×N convective operator. This way
of removing aliasing errors was employed in the scalar transport equation in
Paper 2 as well as in the turbulent and transitional flow simulations throughout
this thesis.

Alternatively, the removal of aliasing errors could be done in the following
way, where the non-linear product is interpolated and collocated on the fine grid
and then projected back with a spectral cut-off operator to the coarse grid prior
to doing the integration. This method was considered for the Burgers’ equation
in Paper 2, where it indeed proved to remove aliasing errors. Symbolically, this
would read

(v, u
∂u

∂x
)N =

N
∑

k=0

vkρkPNdiag(Ju)kDM (Ju)k =

= vTBNPNdiag(Ju)DMJu = vTC̃Nu, (2.26)

where PN is the N × M projection operator transforming a function into Le-
gendre spectral space, setting the M − N last modes to zero and then trans-
forming back to physical space. BN = diag(ρk) is the diagonal mass matrix
with integration weights on the coarse grid, DM is again the derivative matrix
on the fine grid, and C̃N = BNPNdiag(Ju)DMJ finally denotes the N × N
convective operator. For either method, setting equation (2.25) or equation
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(2.26) equal to some RHS (v, f) and testing with vi = hN
i (ξN

j ) gives finally a
linear system of equations to solve.

The filter-based stabilisation for SEM was first proposed by Fischer &
Mullen (2001), where also the efficiency and its good stabilisation properties
were shown. The filter works in the following way: By defining an explicit filter
operator, Fα = αΠN−1 + (1 − α)I, and ΠN−1 : PN (Ω) → PN−1(Ω) → PN (Ω),
where PN (Ω) is the space of polynomials of maximum degree N defined on Ω,
α is a relaxation parameter such that 0 < α < 1 and I is the identity matrix,
one acts on the velocity vector at each time step, such that

un+1 = Fαũn+1, (2.27)

where ũn+1 is the unfiltered field at the current time step. This allows for a
smooth damping of the highest mode with effectively no changes to the ex-
isting solver. The result is that spurious oscillations are removed and hence
the stability of the method is enhanced. In Paper 2, we show that turbulent
flow simulations, which are otherwise unstable, can be efficiently stabilised by
employing one of the tools described above.
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CHAPTER 3

Spectral-element simulations of turbulence,

transition and separation

Having introduced the high-order spectral-element method in the previous
chapter, we now turn to some of the flows studied in this work. This chap-
ter aims at placing the spectral-element method in relation to other methods,
which is put into practice by applying it to some well-known turbulent, transi-
tional and separated flow cases. In addition, we will investigate how to generate
realistic turbulent inflow conditions. As soon as this is done, we will explore
a more recent flow in Chapter 5. Again, it should be stressed that it is not
a complete overview. Rather, it is intended to be an essay introducing some
important concepts together with some interesting results encountered during
the course of this work.

3.1. Turbulence

3.1.1. Fundamentals

Over the past years, the spectral-element method has mainly been applied
to laminar and transitional flows (e.g. Tufo & Fischer 2001; Sherwin & Kar-
niadakis 1995; Tomboulides & Orszag 2000), but has in recent years gained
attention also for turbulent flow simulations (Wasberg et al. 2009; Blackburn
& Schmidt 2003; Iliescu & Fischer 2003; Bouffanais et al. 2006; Fischer et al.
2008a; Kirby & Karniadakis 2003), thanks to the stabilisation tools described
in section 2.6. Advantages, among others, are the method’s low numerical dis-
sipation and dispersion errors, which benefit investigation of individual flow
structures, and its parallel efficiency, as turbulent flow simulations tend to be
computationally challenging. Finally, the geometrical flexibility enables studies
of flow cases, which traditionally have been out of reach for high-order meth-
ods, e.g. the turbulent diffuser flow at Re = 10 000 (based on bulk velocity and
inflow-duct height) shown in figure 3.1(b).

In turbulent flows, one usually applies the Reynolds decomposition over
homogeneous directions, denoted by

uj = 〈uj〉hom + u′
j = Uj + u′

j (3.1)

such that 〈u′
j〉 = 0, with uj being the velocity in direction j for j = 1, 2, 3

and u1 = u, u2 = v, u3 = w and 〈·〉 denoting an ensemble average. One of
the very first simulations of wall-bounded turbulence by Kim et al. (1987) was

23
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Figure 3.1. (a) Sketch of the plane channel flow configuration
used as a reference case in this thesis. The coordinates x1 = x
denote the streamwise, x2 = y the wall-normal and x3 = z
the spanwise directions, respectively. (b) High-order numerical
simulation of a turbulent diffuser flow at Re = 10 000 studied
in the present work.

performed in a channel geometry, i.e. a flow between two walls and with periodic
boundary conditions in the spanwise and streamwise directions, here sketched
in figure 3.1(a). This case will frequently appear throughout this thesis (Papers
1, 2, 4, 5), both when considering turbulent and transitional flows. When we are
interested in turbulent statistics, the channel has dimensions Lx × Ly × Lz =
4πh × 2h × 2πh and Lx × Ly × Lz = 2πh × 2h × πh for the different Reynolds
numbers considered, inspired by Moser et al. (1999). Here, h is the channel half
width. When we investigate the properties of a ‘minimal flow unit’ (Chapter
4), a considerably smaller domain is chosen: Lx ×Ly ×Lz = πh× 2h× 0.3πh,
similar to Webber et al. (1997). The channel flow’s main attraction is that it
is the most fundamental of all wall-bounded flows. It exhibits two statistically
homogeneous directions in space given by x, z along with time, t, which enables
good averaging of turbulent statistics. As time is a homogeneous direction, the
simulation is said to be temporal as opposed to spatial, i.e. the flow evolves
in time rather than in space. The fact that the flow is symmetric around
the channel centre is additionally exploited to increase the convergence rate
of the statistics. The rich homogeneity results in a sole dependence of all
turbulent quantities on the wall-normal direction in one channel half. During
the simulations, the mass flux is held constant by introducing a constant non-
dimensional bulk velocity in the streamwise direction as

ub =
1

Ly

∫ Ly/2

−Ly/2

U(y)dy = 1. (3.2)

The corresponding fixed Reynolds number is defined as

Reb =
ubh

ν
=

2

3
ReCL|lam, (3.3)
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Figure 3.2. Computed Reτ as a function of number of de-
grees of freedom in each spatial direction for the pseudo-
spectral code (black) and different polynomial orders for the
spectral-element code (blue: 11th order, red: 7th order).
( ) DNS of Moser et al. (1999).

where uCL|lam = u(y = 0) = 3/2 for the laminar flow, h again being the
channel half width and ν the viscosity. For simulations based on a fixed mass
flux, the skin-friction Reynolds number, defined as (written in non-dimensional
variables)

Reτ =
uτh

ν
=

√

Reb

∣

∣

∣

∣

∂U(y)

∂y

∣

∣

∣

∣

wall

, (3.4)

where the ‘friction velocity’ in an incompressible flow is given by

uτ =
√

τw, (3.5)

and the wall shear stress,

τw =
1

Reb

∣

∣

∣

∣

∂U(y)

∂y

∣

∣

∣

∣

wall

, (3.6)

is not given a priori as would be the case in a simulation driven by a fixed
pressure gradient. Instead, it is computed and used to control the validity of a
turbulent channel flow simulation or to track when or where transition occurs
in a transitional flow simulation. An example of the former is shown in figure
3.2, where we compare the performance of the spectral-element method for two
different polynomial orders (blue: 11th order, red: 7th order) to the pseudo-
spectral method described in the previous section (black). The bulk Reynolds
number is prescribed to be Reb = 2800, which should give a Reτ ≈ 180 for
an accurate numerical simulation. The black horizontal line shows published
spectral DNS data by Moser et al. (1999). We note that the actual skin-friction
Reynolds number converges to the target Reynolds number with increased res-
olution. Here, dof = ‘degrees of freedom’ is defined as the resolution in one
spatial direction. Clearly, the underresolved simulations overpredict the skin-
friction. This well-known fact simply stems from a too steep velocity profile
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Figure 3.3. Turbulent channel flow simulations at Reτ = 590
with polynomial order 15 (a resolution of 288 in the homoge-
neous directions and 192 in the wall-normal direction) show-
ing (a) mean velocity profile, (b) Reynolds stresses. ( )
Fourier pseudo-spectral DNS data by Moser et al. (1999),
( ) log law, ( ) SEM with filtering (5 %), ( ) SEM
with over-integration + filtering (5 %).

close to the wall. We further observe that the convergence rate is similar for
all cases, which indicate that 7th order basis functions are sufficient to capture
one of the essential features in a turbulent flow.

Two other typical examples of flow quantities that need to be accurately
captured in a turbulent flow simulation are shown in figure 3.3 for a channel
flow conducted at the considerably higher Reynolds number Reτ = 590. In
figure 3.3(a) the turbulent mean velocity profile is shown, whereas the mean
fluctuations (around this mean flow) are reported in figure 3.3(b). We observe
very good agreement between the results computed with the spectral-element
code to results pertaining to the Fourier pseudo-spectral DNS by Moser et al.
(1999) and the so-called ‘log law’ (see e.g. Pope 2000), given by

u+ = y+ (3.7)

u+ =
1

κ
log(y+) + B, (3.8)

where κ = 0.41 and B = 5.2. The two spectral-element simulations differ
in the way they are stabilised. One of them makes use of the spectral filter
described in Chapter 2.6, whereas the other uses over-integration together with
the filtering. The difference can be seen to be minute. Note that quantities in
wall-bounded turbulent flows are conveniently expressed in ‘plus-units’, which
denotes a scaling in viscous units (see the axes in figure 3.3). Thus, based
on the friction velocity given by equation (3.5) one can define a length scale
as l⋆ = ν/uτ . By applying this scaling, the wall-normal coordinate and the
velocity become y+ = y/l⋆ and u+ = U/uτ , respectively.

In practice, the time average is computed during the simulation, whereas
the spatial average is performed in a post-processing step. By saving not only
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〈uj〉 but also 〈u2
j 〉, the root-mean-square (r.m.s) can easily be computed as

(here shown for the streamwise component),

urms =
√

〈u′2〉 =
√

〈u2〉 − 〈u〉2 =
√

〈u2〉 − U2. (3.9)

In a similar fashion, the rest of the terms in the Reynolds stress budget are
computed.

3.1.2. Turbulent inflow conditions

This section is closed with a remark on boundary conditions for turbulent flow
simulations. In most practical applications, turbulent flows evolve spatially
rather than temporally, i.e. the statistics of the flow exhibit streamwise de-
pendence. This poses a greater challenge due to the requirement of specifying
proper turbulent inflow conditions, which strongly determine the downstream
evolution of the flow. Much work has been devoted to finding inflow conditions
that minimise the computational cost but still ensure a physically correct, fully
developed turbulent flow.

A popular class of methods for the generation of turbulent inflow data
consists of the so-called recycling techniques. One example are methods mak-
ing use of an auxiliary, statistically homogeneous temporal simulation from
which crossflow planes are extracted and transferred to the inlet boundary of
the main simulation. This technique was employed e.g. by Kaltenbach (1993);
Kaltenbach et al. (1999). In order to account for spatial growth of a boundary
layer, Spalart & Leonard (1985) proposed a method based on re-scaling of the
turbulent field at a certain downstream position and re-introducing the result
at the inflow plane. Lund et al. (1998) proposes a modification of this method,
which does not require periodic streamwise boundary conditions. Recently, this
technique was used for large boundary-layer simulations by Simens et al. (2009).
The advantage of the recycling methods is that they provide an accurate tur-
bulent field at the inlet at a relatively low cost. A severe disadvantage is, how-
ever, the introduction of low temporal frequencies correlated to the frequency
whereby the inflow planes are fed at the inlet, as pointed out by e.g. Spille-
Kohoff & Kaltenbach (2001) and Lygren & Andersson (1999). This may not be
noticeable in flows with favourable or zero pressure gradient. However, in flows
subject to an adverse pressure gradient exhibiting pressure-induced separation,
a certain periodicity of the inflow signal can trigger unsteady behaviour of the
detachment point of a separation bubble, noted by e.g. Herbst et al. (2007) and
Adams (2000).

The second class of methods aims at producing ‘synthetic turbulence’.
Here, the low-frequency correlations appearing for the recycling methods are
avoided by introducing some kind of randomness to the inflow signal. The
simplest approach is the superposition of random (white) noise on a desired
mean velocity profile. Apart from its randomness, white noise has little in
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common with natural turbulence regarding the Reynolds stresses and the en-
ergy spectrum. Moreover, the lack of mass conservation in the random fluc-
tuations will increase the computational burden for numerical codes based on
iterative techniques for continuity. The Reynolds stresses can be satisfied by
locally modifying the amplitudes of the fluctuations, as described in Lund et al.
(1998). Still, the fluctuations lack energy in the low wave number range, and it
is well-known and noted by several authors, e.g. Kempf et al. (2005) and Lund
et al. (1998), that these fluctuations will eventually be damped out by viscosity.
Lee et al. (1992) solve this problem by applying an inverse Fourier transform
to a natural turbulent energy spectrum with random phase angles between the
different modes. The method has been tested by Le & Moin (1994) in a direct
numerical simulation (DNS) of turbulent flow over a backward-facing step and
by Stanley et al. (2002) in a DNS of a planar turbulent jet. A drawback of
this technique is e.g. the need of knowing a priori the three-dimensional en-
ergy spectra of the turbulent flow under consideration. Kempf et al. (2005)
propose the use of so-called digital filters for the generation of synthetic tur-
bulence. These authors claim that their approach is more applicable than the
inverse Fourier-transform method by Lee et al. (1992), as it allows for the local
specification of a separate turbulent length scale for each coordinate direction.
They have later proposed a method being similar to the digital-filter technique,
but filtering of the random fluctuations is instead performed through diffusion
of the small scales, resulting in increasing applicability and simplicity. Even
though many of the methods based on random fluctuations have been claimed
to mimic true and physically correct turbulence, experience tells another story.
Rather long development sections are often needed for the flow to converge to
a correct state. It is reported by Le & Moin (1994) that a development section
corresponding to 20 boundary-layer thicknesses is required to recover the cor-
rect skin friction of the turbulent flow. Moreover, since non-physical transient
behaviour may take place in the development section, the parameters specifying
the synthetic turbulence at the inflow plane must be tuned to provide correct
values for skin friction, momentum thickness and other quantities of interest
in the downstream region of the development section. Keating et al. (2004)
compared the previous reviewed methods using LES in a spatially developing
channel at Reτ = 400 and concluded, similar to Kempf et al. (2005) and Lund
et al. (1998), that synthetic turbulence generation methods that introduce re-
alistic length scales are more suitable than uncorrelated random noise but even
so, a fairly long development section is needed, compared to recycling methods
based on auxiliary simulations.

A third class of methods circumventing the shortcomings of the previously
listed methods builds on the introduction of an upstream extension of the inlet
section, which allows for a natural transition process. This approach is seem-
ingly the simplest and cleanest of all methods, but it is surprisingly discarded
by most researchers due to the common opinion that it is computationally too
expensive. It is often claimed that extending the inlet section in the upstream
direction would not generally be feasible for turbulent simulations, since the
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Figure 3.4. (a) Snapshot showing the evolution of a laminar
plane Poiseuille inflow profile, leading to turbulent breakdown.
The flow is from left to right, with the maximum amplitude
of the force being located one channel-height downstream of
the computational inlet. (b) The same snapshot as in (a) high-
lighting the formation of hairpin vortices in the forcing region.
Isosurfaces of λ2 (Jeong & Hussain 1995) (red) and streamwise
velocity u/ub = 1 (blue) are shown in the lower half of the
domain.

natural transition process is slow, which would make the full simulation includ-
ing the downstream flow of interest prohibitively expensive. This may be true
for small set-ups where the inlet section constitutes a significant fraction of the
total computational domain. However, for large simulations where the length
of the inlet section is small in comparison with the total size of the set-up, trig-
gering natural transition can very well be considered as an alternative. For the
spatially evolving flow simulations in this thesis — except for Paper 3 where
synthetic turbulence is used — a trip-forcing technique is employed. The tech-
nique is documented in Chevalier et al. (2007) and has been used with success
in e.g. Ohlsson et al. (2010); Schlatter et al. (2009); Schlatter & Örlü (2010).
The idea behind this forcing is the same as that behind experimental devices
such as vibrating ribbons, unsteady blowing/suction slits or trip wires. It is
based on randomness in time and space with prescribed length and time scales,
thus avoiding spurious frequencies and artificial turbulence. The force, applied
as a Gaussian in both the streamwise and wall-normal directions, points normal
to the wall to promote the lift-up effect and thereby create streaks, depicted for
a spatial channel flow simulation in figure 3.4. Note the formation of ‘hairpin
vortices’ (see next section), which indicates a natural transition scenario. In
figure 3.5 we display the skin-friction Reynolds number as a function of the
downstream coordinate x. The development of a turbulent (thin solid) and a
laminar Poiseuille (thick solid, thick dashed, thin dashed) velocity profile are
investigated. In the laminar case we are varying the temporal and spatial fre-
quency of the force, respectively. It can be concluded that irrespectively of the



30 3. SPECTRAL-ELEMENT SIMULATIONS

x

R
e τ

0 10 20 30 40
100

150

200

250

300

Figure 3.5. Streamwise evolution of Reτ . ( ) develop-
ment of the turbulent mean velocity profile, ( ), ( ),
( ) development of the laminar velocity profile for differ-
ent length and time scales of the trip force. Horizontal line
indicates the target value, Reτ = 180.

velocity profile chosen, fully developed turbulence is obtained around 40 chan-
nel half-heights downstream of the inflow plane. Furthermore, the trip force
seems relatively robust with respect to the prescribed time and length scales.

3.2. Laminar-turbulent transition

The numerical simulation of transition to turbulence in moderately complex
geometries (Tufo & Fischer 2001; Tomboulides & Orszag 2000; Lee et al. 2008)
is particularly well-suited for the spectral-element method, where accuracy may
be the most important feature. Initial disturbances are very sensitive and need
correct treatment in order to break down to turbulence at the correct physical
time or location. The diffuser geometry shown in figure 3.6 gives an example of
a transitional flow in 2D at a low Reynolds number (Reb = 1000 based on bulk
velocity and channel half height). The laminar inflow profile becomes unstable
and a shear layer instability occurs around x = 15. The shear layer then rolls up
into vortices which are convected downstream. Since this simulation is strictly
two-dimensional, no real turbulence will appear since turbulence is inherently
three-dimensional. This particular geometry, where the opening angle is given
by 8.5◦, is further discussed in a three-dimensional setting in the next section.
In order to facilitate comparison to other numerical schemes, however, a more
generic flow configuration is chosen for the study of transitional flow. Here, we
study so-called K-type transition at Reb = 3333 in a plane channel geometry
as the one in figure 3.1(a). This is a well-known transition scenario (see e.g.
Kachanov 1994), first studied numerically by Gilbert & Kleiser (1990). It
has turned into a canonical test case for transitional flow simulations (see e.g.
Schlatter et al. 2004). The initial disturbances consist of a two-dimensional
Tollmien-Schlichting (TS) wave with a streamwise wave number of α = 1.12
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Figure 3.6. Shear layer instability occurring at x = 15 in
a 2D diffuser flow at Reb = 1000 based on bulk velocity, ub,
and channel half-height, h. Pseudocolour of spanwise vorticity
ωz = (∇× u) · ez is shown.
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Figure 3.7. (a) Snapshot showing the hairpin vortex emerge
at t = 135, shortly before the turbulent breakdown. Isosur-
faces show λ2 (green) (Jeong & Hussain 1995) and u = 0.3
(blue). Pseudocolours indicate streamwise velocity, ranging
from blue (low) to red (high). (b) Evolution of the skin-friction
Reynolds number, Reτ , computed for a range of different reso-
lutions by the spectral-element code (nek1-nek5) and pseudo-
spectral code (sim1-sim5).

and an amplitude of 3 % of the laminar centre-line velocity; together with two
three-dimensional oblique waves with wave numbers α = 1.12 and β = 2.1 and
amplitudes of 0.05 % each. This wave, superimposed on a laminar Poiseuille
channel flow, experiences an exponential growth eventually leading to turbulent
breakdown. Around t = 120 a so-called Λ-vortex appears, which develops into
a hairpin vortex at t ≈ 135 (Sandham & Kleiser 1992), depicted by green
isosurfaces (λ2) in figure 3.7(a). The particular flow shown here was computed
by the pseudo-spectral code discussed earlier. Shortly thereafter (t ≈ 160),
the highly fluctuating transitional phase sets in; and finally, at t ≈ 220, the
flow has reached a fully developed turbulent state. As mentioned above, of
primary importance for a numerical method when it comes to transitional flow
simulations is to predict the point (in time or space) where laminar-turbulent
transition occurs. Since the friction drag increases in turbulent flows, a suitable
quantity to demonstrate transition is the skin-friction Reynolds number, Reτ ,
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Figure 3.8. K-type transition at Reb = 3333 showing wall-
normal velocity in a wall-parallel plane at y = 0.4 at t =
155 close to the skin-friction peak and a partial breakdown is
observed. The initial disturbance is shifted (b) one fourth and
(c) one half element width compared to the unshifted case in
(a).

shown in figure 3.7(b) as a function of time. The different curves correspond to
various spatial resolutions for the spectral-element code (nek1-nek5) and the
pseudo-spectral code (sim1-sim5), ranging from the lowest (1) to the highest
(5) resolution. We note that the most underresolved cases lead to a premature
transition, also noted by other authors. This is followed by an overprediction
of the skin-friction in the fully turbulent phase. In line with the turbulent
channel flow results, the two methods converge to a correct skin-friction peak
(and corresponding time) for a similar degree of freedom (∼ 1283 points).

Since the grid-point distribution is non-equidistant in the spectral-element
method, simulations of localised flow structures may evolve differently depend-
ing on where they happen to be located in the computational domain. Here,
we investigate this in the K-type transition described above. Figure 3.8 shows
three cases where the same initial disturbance is shifted one fourth (figure 3.8b)
and one half (figure 3.8c) element width in the spanwise direction, and com-
pared to the unshifted case (figure 3.8a). What we see is a snapshot at t = 155
close to the skin-friction peak (see figure 3.7b), showing the wall-normal veloc-
ity component in a wall-parallel plane at y = 0.4. Since the initial TS wave is
symmetric, symmetry should be preserved up until the turbulent breakdown.
This is observed to be the case in (a) and (c), whereas the structure is slightly
perturbed in (b). Indeed, the grid-point distributions for (a) and (c) are sym-
metric around the centre of the structure, save that the resolution where the
structure is present is slightly higher in (a) compared to (c). This, however,
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does not seem to have an impact on the solution, since the flow structures are
more or less identically up to the turbulent phase. In contrast, we see that the
symmetry is slightly broken in figure 3.8(b). Here, the surrounding grid is no
longer symmetric with respect to the disturbance, and the resolution on one
side is higher than on the other. However, with an increased resolution this
slight asymmetry will disappear. Statistical quantities, such as the skin-friction
Reynolds number in figure 3.7 are unaffected by this minor asymmetry seen in
figure 3.8(b). At last, note in figure 3.8, that the spectral-element method, due
to its non-dissipative nature, is capable of keeping the turbulent core clearly
distinguished from the laminar co-flow on both sides.

The two last sections are closed with a final remark on p and h-refinement,
referring to an increase of polynomial order or number of elements, respec-
tively. As we have seen so far, a polynomial order of 7 for the basis functions
is enough to capture integral quantities as well as instantaneous structures
correctly. Two reasons contribute to make a lower order (but not too low)
advantageous over a higher order. First, the CFL condition is less restrictive,
which may be an important factor in convection dominated flows. Secondly,
the work for the matrix-matrix products scale as O(KNd+1) (see previous sec-
tion or Tufo & Fischer 1999), advocating a lower order. On the other hand,
since the numerical error decreases as O(hp), choosing p too low would destroy
the exponential convergence rate, thereby increasing the iteration count for the
linear solvers and thus the total work. In addition, the fact that p-refinement
is controlled by a single parameter makes it easy to change the resolution with-
out re-building the mesh (as would be the case for h-refinement). This can be
exploited in turbulent flow simulations, where the first few flow-throughs typi-
cally are performed at a lower resolution and then used as an initial condition
when continuing the simulation at the p-refined target resolution.

3.3. Separation

Flow separation may be one of the most important problems in fluid mechanics,
due to its large impact on the performance of engineering applications, but also
since satisfactory understanding is still lacking. In three-dimensional, unsteady
flows even the definition of separation is disputed.

3.3.1. Geometry- and pressure-induced separation

According to Prandtl (1924) two necessary conditions have to be met in order
to encounter flow separation: A positive (adverse) pressure gradient in the di-
rection of the flow, e.g. due to a sudden expansion of a channel or deceleration
of the flow over the trailing edge of an airplane wing; together with viscosity
effects due to the presence of a boundary layer. If either of these two conditions
are eliminated (e.g. by accelerating the flow or removing the boundary layer by
suction at the wall, respectively), no separation will occur. The adverse pres-
sure gradient can be achieved in two different ways, thereby marking the border
between two important classes of separated flows. If the flow separates from
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Figure 3.9. Sketch of (a) geometry-induced and (b) pressure-
induced separation in typical two-dimensional configurations.

a sharp geometrical obstacle present in the flow, one generally speaks about
‘geometry-induced’ separation, schematically sketched in figure 3.9(a). Here,
the separation is fixed to the point of highest curvature. The discontinuous de-
rivative of the surface forces the flow to an infinite acceleration, which cannot be
met and hence a low pressure is created at the sharp corner, thereby inducing
backflow. An example of this flow is the backward facing step, where numerous
studies have been conducted e.g. experimentally by Etheridge & Kemp (1978)
and numerically by Le et al. (1997). When the adverse pressure gradient in-
creases slowly, e.g. due to a mildly diverging channel, such as in a diffuser, the
separation may take place (depending on the pressure gradient) over a smooth
surface, often called ‘pressure-induced’ separation. This scenario is shown in
figure 3.9(b). For an unsteady and turbulent flow, the latter case is the most
challenging, both numerically and experimentally, since the point of separa-
tion can vary in both time and space, which puts high requirements on the
experimental set-up and measurement technique as well as accurate numerical
discretizations. Correspondingly, this type of separation has been less studied
in the past but has recently gained some attention, e.g. experimentally by Obi
et al. (1993); Buice & Eaton (2000); Törnblom et al. (2009) and numerically
by Herbst et al. (2007); Kaltenbach et al. (1999); Na & Moin (1998); Skote &
Henningson (2002). In the former case, the point of separation is always fixed,
thus facilitating the treatment of the point of separation. However, the main
task in these studies is to predict the point of attachment correctly, which for
a turbulent flow may vary in time and space.

3.3.2. Two-dimensional separation

In a two-dimensional, laminar and steady flow, the point of separation may be
defined as the point at the wall where the shear stress vanishes, such that

τw = µ
∂u

∂y

∣

∣

∣

∣

∣

y=0

= 0, (3.10)

assuming u being in the streamwise direction and y in the wall-normal direction
(i.e. non-curved geometry). This leads to flow reversal near the wall and break-
ing away of the boundary layer from the surface. Purely two-dimensional and
steady separation is of limited practical interest, since separation is strongly
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Figure 3.10. LES of a turbulent diffuser flow at Reb = 9000
based on inflow channel half-height, h, and bulk velocity,
ub, (see Paper 3). (a) Mean velocity profiles 10 · 〈u〉 + x
where ( ) indicates the present spectral-element code and
( ) are results from Herbst et al. (2007). (b) Contours of
the stream function. Thick white contour levels indicate the
value 10−5 of the stream function, thin white contours range
from −0.1 to 2.0 with spacing 0.2.

connected to unsteadiness which is likely to be of three-dimensional charac-
ter. However, for a steady two-dimensional freestream but an unsteady and
turbulent boundary layer, some definitions based on the flow reversal at some
fraction of the total time, γpu, have been proposed (Simpson 1981). Here,
incipient detachment is defined as the point where γpu = 0.99 and the flow
moves upstream 1 % of the time. Further, γpu = 0.50 means that instanta-
neous backflow occurs 50 % of the time, which in most investigations coincides
with the time averaged wall shear stress, 〈τw〉, being zero. In a turbulent but
statistically two-dimensional internal flow, such as in a plane asymmetric dif-
fuser in figure 3.10 and further discussed in Paper 3, there is a possibility to
compute the stream function, Ψ(x, y)1, (figure 3.10b) from the mean velocity
field (averaged over time and in one statistically homogeneous direction). The
geometry and a few selected velocity profiles are shown in figure 3.10(a), where
a comparison to Herbst et al. (2007) is included. They used a 2nd order finite
difference code for the same computation. The inflow channel (not shown) con-
sists of fully developed turbulence at Reb = 9000 based on bulk velocity and
inflow channel half-height. Given the stream function, one may then define
the mean separated region, often called the ‘separation-bubble’, as the region
bounded by the mean dividing streamline. This is found by searching for the
regions where the stream function is zero, indicated by the thick white line in
figure 3.10(b). As mentioned previously, the instantaneous field within the sep-
arated region is highly three-dimensional and characterised by large energetic

1Defined such that u ≡ ∂Ψ/∂y, v ≡ −∂Ψ/∂x.
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Figure 3.11. Snapshot showing isosurfaces of streamwise ve-
locity with magnitude u/ub = −0.01 and a plane with pseudo-
colours of streamwise velocity.

structures (much larger than the turbulent eddies upstream of the separation
point), exemplified by a snapshot in figure 3.11 of the same plane asymmet-
ric diffuser at Reb = 9000. Isosurfaces of streamwise velocity with magnitude
u/ub = −0.01 are shown.

The topic of three-dimensional separation, i.e. when the time-averaged
mean flow possesses no spatial homogeneous directions, will be dealt with in
Chapter 5. First, in Chapter 4, we will introduce analysis tools that can cope
with such complex flows.



CHAPTER 4

Flow analysis

When observing a turbulent and complex flow, one is faced with an immense
amount of information in time and space. To be able to grasp this informa-
tion and understand the fundamental dynamics, some kind of data reduction
procedure is needed. In some communities, the prevailing view point is that
no coherence or order is associated to turbulence. Hence, turbulence is to such
extent random that tools from statistical physics can be used. Probability dis-
tribution functions are commonly studied and enlightenment is sought via the
study of mean quantities. This field has contributed with important concepts,
such as the ‘eddy viscosity’, nowadays used in turbulence modelling. In other,
more dynamical systems-oriented communities, the belief is that there are ‘at-
tractors’ in a turbulent flow, to which the flow tends to return. More specif-
ically, the flow is thought to be composed of typical or ‘coherent’ structures,
which can be observed instantaneously. Experimental evidence of such struc-
tures, among which the turbulent near-wall streaks and the quasi-streamwise
vortices are the most prominent ones in wall-bounded turbulence, have been
reported in numerous studies (e.g. Kline et al. 1967; Blackwelder & Eckelmann
1979, respectively). The idea of coherence has proven to be applicable when
constructing reduced-order systems. Compared to the full Navier–Stokes sys-
tem, which typically contains millions or even billions of degrees of freedom,
these systems consist of relatively few degrees of freedom, while retaining simi-
lar dynamics. Here, we shall adopt the latter of these two view points. First, in
Chapter 4.1, the concept of modal decompositions — one of the corner stones
in studies of coherence — is introduced. In particular, the proper orthogonal
decomposition (POD) and the Koopman mode decomposition are considered.
Then, in Chapter 4.2, we will define coherence simply by means of a scalar
measure, which locates high concentrations of vorticity stretching.

4.1. Modal decompositions

Generally speaking, considering the flow field u(x, t) with velocity vector
u = (u, v, w), defined in physical space x = (x, y, z) and time t, a modal
decomposition attempts to split the space and time dependence, such that

u(x, t) =
∞
∑

j=0

aj(t)φj(x). (4.1)

37
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Since we are dealing with numerical simulations of flows, our velocity fields are
naturally truncated by the numerical simulation and the sum can without loss
of generality be taken up to some m ≪ ∞. The spatial modes φj(x) and the
temporal coefficients aj(t) remain to be determined. The decomposition (4.1)
is however not at all unique and depending on the flow and aim of the analy-
sis, different choices regarding φj(x) and aj(t) may be appropriate. For linear
problems, where u̇ = Au, a natural choice for the modes are the eigenfunc-
tions of the linear operator A, referred to as linear global eigenmodes. These
modes have traditionally been used in linear stability analysis (see e.g. Huerre

& Monkewitz 1990; Theofilis 2011; Henningson & Åkervik 2008, for a review).
Here, the growth of small perturbations around a laminar base flow solution
are studied, and the modes are exponentially growing or decaying depending on
the sign of the imaginary part of the corresponding eigenvalue. For laminar and
transitional flows, which are dominated by self-sustained oscillations, e.g. the
shedding of a two-dimensional cylinder wake or a laminar separation bubble,
the linear unstable global eigenmode can in most cases capture the structure
responsible for the shedding (Åkervik et al. 2007), and the flow can accordingly
be classified as globally unstable. However, self-sustained oscillations are also
frequently appearing in turbulent flows in which the flow state is far from the
laminar base flow. In those cases, it is not obvious how to quantify the insta-
bilities. In particular, if a a linear stability analysis is employed, which base
flow is to be chosen: the laminar steady-state solution or the time-averaged
mean flow? The former of these two was employed by Schlatter et al. (2011a)
for a linear stability analysis of a highly non-linear jet in crossflow. It was
concluded that the frequencies obtained from the global eigenvalue spectrum
approximately matches the ones directly observed in the non-linear DNS simu-
lation. Barkley (2006) instead used a weakly turbulent mean flow as base flow
for the stability analysis of a two-dimensional cylinder wake and was able to
match the documented shedding frequency very well. Pujals et al. (2009); del

Álamo & Jiménez (2006) even used a fully turbulent mean velocity profile in a
channel flow to predict the large scale structures with good precision. While the
first of these two choices is mathematically well-founded, it can be argued that
the laminar base flow is rather far from the turbulent flow under consideration
is rather, and hence that the obtained structures ought be more of academic
than practical interest. On the other hand, studying linear perturbations in a
highly non-linear flow around a turbulent mean flow, which is never realizable,
may be questionable.

This thesis considers two modal decompositions: the proper orthogonal
decomposition (Lumley 1967; Holmes et al. 1996) and the Koopman mode de-
composition (Rowley et al. 2009). Both circumvent the issue of which base flow
to use and therefore works for linear and non-linear flows. In addition, an eigen-
value decomposition of the full Navier–Stokes system is never performed, which
makes the techniques suitable also for experiments, where the full system is not
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known. Dominant frequencies in a flow can be detected using these approaches:
Schlatter et al. (2011a) matched approximately the dominant frequencies seen
in the DNS by employing POD, and Rowley et al. (2009) used Koopman mode
decomposition for the same flow to get good agreement between the obtained
frequencies and the ones observed in the DNS.

More specifically, given a sequence of flow fields or ‘snapshots’, saved at
m discrete times {u(t1), ...,u(tm)}T, both approaches find modes spanning
this particular space. The POD is concerned with finding eigenfunctions of the
two-point spatial correlation tensor, which will give modes corresponding to the
most energetic structures in the flow. Koopman modes are eigenfunctions of
the approximated linear evolution operator between two successive snapshots,
and will provide modes that are clearly separated in spectral space, i.e. each
mode contains one specific frequency. More detailed discussions regarding the
two decompositions follow below.

Among other modal decompositions used in fluid mechanics are the so-
called balanced modes. They are used when constructing low-dimensional mod-
els for control purposes, e.g. transition delay (see Rowley 2005; Bagheri et al.
2009, and the references therein).

4.1.1. Proper orthogonal decomposition (POD)

Lumley (1967) outlined a mathematical technique, in which the flow is de-
composed into empirical eigenfunctions (i.e. ‘modes’) with random coefficients,
based on the two-point spatial correlation tensor. Hence, no assumption about
the nature of the flow state (linear or non-linear) or any a priori knowledge of
the flow is needed — only observations of the flow itself. Lumley’s idea, which
went under the name ‘proper orthogonal decomposition’ (POD), was however
not new and had existed for sixty years in data analysis of stochastic processes
under different names, such as principal component analysis (PCA) (Pearson
1901), Karhunen-Loève transform (KLT) Karhunen (1946); Loève (1955), em-
pirical orthogonal function (EOF) analysis (Lorenz 1956) and empirical eigen-
function analysis (EEF) (Sirovich 1987) to mention a few. The procedure is
widely used in data analysis in many fields, and the great achievement by
Lumley was to apply it in the field of fluid mechanics. POD has been applied
to numerous flows, e.g. Moin & Moser (1989); Sirovich (1989); Sirovich et al.
(1990) to name a few pioneering studies. It has also frequently been used for
model reduction, see Rowley et al. (2004); Ma & Karniadakis (2002); Noack
et al. (2010). It is often claimed that the main strength of the technique is
that the most energetic flow structures are provided, which are thought to be
the most relevant ones. In laminar, transitional and weakly turbulent flows,
a few dominant well-converged and smooth structures are typically obtained,
given that enough snapshots are used. In high Reynolds number turbulent
flows, where the energy spectrum is flatter, the modes are usually degenerate,
with no distinguished modes. However, as soon as some large-scale dynamics is
present, e.g. shedding, it will usually show up as a mode. No clear separation
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in spectral space is obtained using POD, i.e. the coefficient pertaining to one
specific mode contains a broad range of frequencies. Such a separation is in-
stead obtained using the Koopman mode decomposition, discussed in Chapter
4.1.2.

Mathematical background

Generally, the procedure is based on a given data, generated by some
known (as in the case of the Navier–Stokes equations) or unknown process.
Based on this data, the two-point spatial correlation matrix R(x,x′) =
1

T

∫

T
u(x, t)u(x′, t)T dt, where T denotes the total time over which the flow

is observed, can be constructed. The proper orthogonal decomposition will
decompose this matrix into eigenvectors and eigenvalues, which correspond to
orthogonal directions in the data where most of the variance is found. In other
words, the POD procedure finds deterministic, bi-orthogonal functions, φj(x),
which maximise the energy in the field u. A necessary condition for this to
hold is that φj(x) is an eigenfunction of the two-point spatial correlation ma-
trix (rigorously shown in Holmes et al. 1996). Finding the eigenvalues, λj , and
corresponding eigenfunctions, φj , of R(x,x′) amounts to solving,

∫∫∫

V

R(x,x′)φj(x
′) dx′ = λjφj(x). (4.2)

Equation (4.2) is the continuous and original definition of POD. In practice,
however, the discrete formulation is used. Therefore, the rest of this chapter is
devoted to the discrete derivation. For the continuous counterpart, the reader
is referred to Paper 7 or Manhart & Wengle (1993).

By letting Um = [u0 u1 u2 ... um]T be the sequence of m snapshots, the
discrete equivalent of the two-point spatial correlation matrix is now defined as
R = 1

mUTUG, where G is a matrix containing the spatial integration weights.
Now, the analogy of equation (4.2) reads,

RΦT = ΦTΛ, (4.3)

where Φ = [φ0 φ1 φ2 ... φm]T is the matrix of the spatial modes in equa-
tion (4.1), and Λ is the diagonal matrix with the corresponding eigenvalues
λ1, λ2, ..., λm. The m temporal coefficients at m discrete times in equation
(4.1), written in matrix form as A = [a0 a1 a2 ... am], can then in a successive
step be solved for by projecting the spatial modes onto the snapshots,

A = UGΦT. (4.4)

where we have used the bi-orthogonality in space, ΦGΦT = I. Note that R
will be of size n×n, where n = 3×nx ×ny ×nz and nx, ny, nz are the number
of grid points in the spatial directions, respectively. Therefore, for high spatial
resolutions, R can be very large and equation (4.3) is usually intractable to
solve. However, using the snapshot method (Sirovich 1987), equation (4.3)
can be circumvented by solving an eigenvalue problem of the generally smaller
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temporal two-point correlation matrix C = 1

mUGUT of size n × m1. Hence,
we are now instead solving

CA = AΛ. (4.5)

Then, as a second step, the spatial eigenfunctions are constructed as

Φ =
1

m
Λ−1ATU. (4.6)

Here, the division by the respective eigenvalue ensures that the modes are
normalised to unit energy. Once this is done, the temporal coefficients can be
computed according to equation (4.4), and the ones obtained from equation
(4.5) are disregarded.

In the following section, we will apply the procedure described above to a
minimal channel flow, briefly mentioned in Chapter 3.1.

Example: POD of a minimal channel flow

Let us for simplicity consider the minimal channel flow, also exploited for this
purpose by Webber et al. (1997). Despite being fully turbulent and thus dis-
playing correct turbulent statistics (see Jiménez & Moin 1991), it contains less
degrees of freedom than a high Reynolds number flow. Therefore, as mentioned
above, POD is likely to deliver well converged structures pertaining to the most
energetic events in the flow. In this case, the mean flow — being the first mode
in the decomposition — takes up as much as 98.5 % of the total energy. Even
though being a small fraction of the total energy, the modes constituting the
fluctuating part of the flow may give important information about the dynam-
ics. In agreement with Webber et al. (1997), the most energetic POD modes
consist of structures with no streamwise dependence, shown by positive and
negative surfaces of constant streamwise velocity in figure 4.1(a). As men-
tioned earlier, this is one of the coherent structures observed in wall-bounded
turbulence, namely the near-wall streaks. The next type of structure provided
by the POD displays streamwise dependence and is tilted from the wall at an
angle, shown in figure 4.1(b). These can be identified as the quasi-streamwise
vortices, which together with the streaks play a crucial role in the self-sustained
turbulent ‘near-wall cycle’ (see Waleffe 1997).

As the decomposition (4.1) states, each one of these structures possesses a
time dependence, reported in figures 4.2(a-b). It shows the chaotic nature of
turbulence: one would never be able to predict the exact path of the signal in
figure 4.2(a) a priori. Even so, there exists a characteristic time scale pertaining
to each mode, with the mode in figure 4.1(a) having a much longer typical
period than the one in figure 4.1(b). This is confirmed by the power spectral
density (PSD) of the two signals shown in figure 4.2(c). Each one of the spectra
is normalised with its own maximum. It can be seen that each mode has a
dominant peak in its spectrum, found at a Strouhal number St ≡ fh/ub (h

1Obviously, this is only true if m < n, which is most probably the case for a numerical
simulation. For experiments, however, m > n is the more common situation and hence C

would be larger than R.



42 4. FLOW ANALYSIS

(a) (b)

x
y

zPPq
6�*

Figure 4.1. Isocontours (red: u/ub = 0.3, blue: u/ub = −0.3)
of streamwise velocity of POD mode (a) 1 and (b) 7.

being the channel half-height and ub the bulk velocity) of ∼ 0.0078 and ∼ 0.28,
respectively. A comparison with the PSD of a signal obtained from a probe,
measuring the streamwise velocity component in the flow, shows that these
two frequencies are indeed the two dominant ones in the flow. But whereas
this signal contains both frequencies, they could be separated and identified
with a corresponding structure by the POD. It should be pointed out that each
structure is not assigned a specific, but rather a dominant frequency, since it
indeed contains all frequencies around the peak value.

4.1.2. Koopman mode decomposition

As noted in the example above, the most energetic events in the flow, provided
by the POD, are in general not fully separated in frequency space, i.e. one
spatial structure contains a range of different frequencies. A clear separation in
frequency space is instead provided by a Koopman mode decomposition. Here,
we outline the dynamic mode decomposition (DMD) by Schmid (2010), which
is a numerical technique to compute a discrete approximation to the Koopman
modes.

Mathematical background

As for the POD, our point of departure is the sequence of m snapshots. We
are interested in the properties of the linear operator A, which can propagate
one snapshot forward in time, such that

ui+1 = Aui. (4.7)

If the underlying equation that generated the snapshots were linear, then equa-
tion (4.7) would not involve any assumptions. However, if the snapshots would
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Figure 4.2. Temporal evolution of POD mode (a) 1 and (b)
7. (c) Power spectral density (PSD) of the respective signals in
(a) ( ) and (b) ( ) compared to the PSD of the time
signal probe ( ). Each one of the spectra is normalised
with its own maximum.

stem from a non-linear process, then equation (4.7) would be the linear approx-
imation to this process. We will here investigate the assumed linear mapping
(4.7) by analysing the the eigenvalues and respective eigenvectors of A.

In fluid mechanics, the system matrix A is often very large and hence
iterative methods, such as the Arnoldi algorithm (see e.g. Trefethen & Bau
1997), are the methods of choice in order to find some dominant eigenvalues
and eigenvectors of A. The DMD builds on the Arnoldi algorithm, but the great
advantage of the DMD is that A need not to be known explicitly, as would be
the case for the Arnoldi method. Instead, the eigenvalues and eigenvectors can
be found solely by processing a sequence of snapshots, either velocity fields
generated from a numerical simulation (where the system matrix is in general
known) or measurement data (1D, 2D or 3D) from a physical experiment.
Briefly, the DMD algorithm works as follows, focusing on the procedure based
on the companion matrix, M, below (Ruhe 1984). Further details are found in
Schmid (2010).

Using the snapshots, we shall define two sequences, given by

Um = [u0 u1 u2 ... um−1], (4.8)
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and

Um+1 = [u1 u2 u3 ... um]. (4.9)

Our task is now to find the matrix M such that,

Um+1 = UmM + r, (4.10)

where r is a residual vector. This can be done by solving a least-square prob-
lem. Once M is found, eigenvectors and corresponding eigenvalues to M are
computed, i.e. we are solving

MT = TΛ. (4.11)

As for the Arnoldi algorithm, where the decomposition (4.10) also appear, the
eigenvalues Λ (called Ritz values) approximate some of the eigenvalues of A.
Now, the so-called dynamic modes, Φ = [φ0 φ1 φ2 ... φr−1], are computed
analogous to expression (4.6) for the POD modes,

Φ = UmT. (4.12)

Example: Koopman mode decomposition of a minimal channel flow

Let us use the minimal channel flow also for the Koopman mode decomposition.
The same snapshots used for the POD are processed according to the procedure
above. A few selected dynamic modes are shown in figure 4.3(a-c). As noted
above, they correspond to the finite approximation of the Koopman modes,
rigorously shown by Rowley et al. (2009). In figure 4.3(d), the spectrum is

shown. Each one of the red bars corresponds to the amplitude ||φj || =
√

φj
Tφj

of one particular mode. The eigenvalues come in complex conjugate pairs, but
for simplicity we only show St > 0. The dashed line again shows the PSD
from the time signal probe, which shows close agreement with the Koopman
mode spectrum, in which two dominant peaks can be observed. The first peak
(not fully visible in figure 4.3(d) due to cutting of the y-axis) has a Strouhal
number St1 ≈ 0.0078, which is exactly the same frequency compared to what
is obtained from the time probe and the POD analyses. A closer look at the
second peak in figure 4.3(d) reveals that it is a double peak, of which the
lower frequency is given by St2a = 0.26, corresponding to a time period of
T2a ≡ 1/St2a = 3.8. This frequency matches the second frequency peak from
the POD and analysis of the probe. The higher frequency is located at a
Strouhal number of St2b = 0.33, which gives the slightly shorter time period of
T2b = 3.0.

We observe that similar structures are found by the POD and Koopman
mode decomposition. In particular, the structures corresponding to the first
spectral peak, reported in figure 4.3(a), are similar to the modes obtained
from the POD analysis in figure 4.1(a). Secondly, shown in figure 4.3(c), is the
mode with frequency St2a, i.e. the peak frequency of the inclined POD mode in
figure 4.1(b). They compare well to each other, save that the Koopman mode
is somewhat more noisy. It should be pointed out that this is not a sign of
unconverged numerics, but rather inherent in the way the modes are separated
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Figure 4.3. Isocontours of streamwise velocity of Koopman
mode (a) 4 (red: u/ub = 0.4, blue: u/ub = −0.4), (b) 129 (red:
u/ub = 0.2, blue: u/ub = −0.2) and (c) 140 (red: u/ub = 0.2,
blue: u/ub = −0.2). (d) Amplitudes of the modes as a function
of frequency (red), together with the PSD of the time signal
probe ( ).

in spectral space. The main feature of the mode pertaining to St2a, is that they
are alternating negative and positive and extend all the way from the wall, tilted
at an angle. However, the mode corresponding to St2b, shown in 4.3(b), can
be seen to be located slightly further away from the wall. As the convection
velocity is higher in this region, this explains its higher frequency. The intrinsic
averaging in frequency space present in the POD makes it impossible to observe
this structure, and hence the Koopman mode decomposition adds something
to the analysis of this flow.

4.2. An alternative way to define ‘coherence’

The coherent structures we have encountered so far have been eigenfunctions
of some particular matrix. However, coherent structures can also be defined
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using some ‘measure’ or ‘criterion’, which can localise the structures in a given
instantaneous flow field. The question is, how can one define such a measure?

The term ‘coherence’ is intuitively clear. Loosely, it denotes a flow struc-
ture, where all parts move in a coherent fashion. A strict definition is more
difficult to obtain. Hussain (1986) makes the following: A coherent structure is
a connected turbulent fluid mass with instantaneously phase-correlated vorticity
over its spatial extent. Although, in principle, any quantity could be instan-
taneously phase-correlated over its spatial extent, coherence has traditionally
been connected to vortices in some way or another. For instance, much research
has been devoted to finding measures defining a ‘vortex’, among which the most
widely used are the Π-criterion and the λ2-criterion proposed by Hunt et al.
(1988) and Jeong & Hussain (1995), respectively. For incompressible flow, the
Π-criterion is equivalent to the negative of the second tensor invariant, −Q,
discussed by Chong et al. (1990). Also the ∆-criterion introduced by Chong
et al. (1990) belongs to the same class of vortex identification methods. All
these measures are based on the velocity gradient tensor. Localising low pres-
sure areas in the flow can give a rough estimate of the orientation of vortices
(see e.g. Robinson 1991), but will in general favour larger structures and miss
the small vortices in the flow. A review and more thorough definitions of the
above measures together with an a posteriori analysis in turbulent flows can
be found in Dubief & Delcayre (2000) and Chakraborty et al. (2005).

The developed structures identified by these criteria are not necessarily the
areas in a flow of most dynamical interest, e.g. regions where instabilities are
growing. Generally, a vortex can be created (by some yet unspecified mech-
anism) after which it may be convected away from the active region of the
flow. Thus, locating the vortex itself does not directly help to position the
area of interest. On the other hand, by identifying the production of vorticity
the active region of the flow would instead be pinpointed. Among the vari-
ous production terms in the vorticity transport equation, vorticity stretching
is the one that can provide exponential growth, and is therefore the candidate
for developing dynamics. In Paper 5, a new diagnostic measure based on the
vorticity stretching terms is defined. The procedure is outlined below.

Consider the vorticity transport equation in an incompressible flow,

Dωi

Dt
= ωj

∂ui

∂xj
+

1

Re

∂2ωi

∂xj∂xj
, (4.13)

where the terms (no summation on α)

ωα
∂uα

∂xα
, α = 1, 2, 3, (4.14)

are denoted vorticity stretching terms, in each spatial direction respectively.
Vorticity stretching alone is a three-dimensional vector field, which in general
is difficult to visualise and interpret. A scalar field is more conceivable, since
it tells the observer where high ‘concentrations’ of the quantity in question
can be found. Therefore, we propose our measure as the maximum vorticity



4.2. AN ALTERNATIVE WAY TO DEFINE ‘COHERENCE’ 47

stretching component in every point in space, thus yielding a three-dimensional
scalar field.

In order to locate the largest occurrence of vorticity stretching in the flow,
we will formally define the scalar measure as:

Γp(x, y, z, t) = max{α|ωα|, β|ωβ |, γ|ωγ |}, (4.15)

where α, β and γ are the eigenvalues of the strain tensor Sij = 1

2
( ∂ui

∂uj
+

∂uj

∂ui
) and

ωα, ωβ and ωγ are the vorticity components along the principal axes given by
the eigenvectors of Sij . The subscript ‘p’ indicates that we are in a principal axis
system, aligned with the direction of strain. Thus, this measure is a true scalar
quantity, since it is indeed independent of coordinate system. The procedure
of decomposing the strain tensor into its eigenvectors is commonly adopted in
studies of homogeneous turbulence where the usual spatial coordinate directions
have a subordinated meaning, (see e.g. She et al. 1991; Nomura & Post 1998).
We will compare this measure to the following definition:

Γc(x, y, z, t) = max{|ωx|
∂u

∂x
, |ωy|

∂v

∂y
, |ωz|

∂w

∂z
}, (4.16)

where the subscript ‘c’ denotes ‘Cartesian’. Note that this measure, in contrast
to definition (4.15), is formally not a scalar quantity, since it is dependent on
the fixed Cartesian coordinate directions. However, the actual differences may
not be very large for simple wall-bounded flows where the streamwise, spanwise
and wall-normal directions are clearly defined and the flow is generally aligned
with one coordinate axis. In those cases, for the sake of implementation and
computational effort (since (4.15) involves solving an eigenvalue problem in
every point in space), definition (4.16) might be preferable, provided that the
corresponding results agree well with the more rigorous measure (4.15). To our
knowledge, this is generally the case. In some cases when the flow structures
are inclined, Γc can miss and artificially cut the structures.

A sample result of Γc (red) together with λ2 (green) in an asymptotic
suction boundary layer (ASBL) at Re = U∞δ∗/ν = U∞/V∞ = 750 (U∞ being
the free-stream velocity, δ∗ the displacement thickness and V∞ the imposed
vertical velocity) is shown in figure 4.4. The combination of Re, box size
and amplitude of (random) initial condition are tuned such that a so-called
‘edge state’ is obtained, in which the flow neither becomes turbulent nor goes
laminar (Schneider et al. 2007). The result is a time-periodic orbit with a
period of T = 3347. Under certain parts of the period, the flow consists of a
laminar low-speed streak (gray isosurface in figure 4.4a-b). This streak soon
goes unstable and breaks down (figure 4.4c-d). In this fashion, the procedure
repeats itself. The edge state in the ASBL flow was first computed and studied
by Madré (2011) and discussed by B. Eckhardt (ETC-12, 2009, Marburg). The
aim of the present case is however not to study its state-space properties, in
the style of Schneider et al. (2007) and the references therein, but merely to
use the case as an alternative to minimal channel flows in an effort to simplify
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Figure 4.4. Evolution of Γc (red) and λ2 (green) shown at
(a) t = t0, (b) t = t0 + 0.16T , (c) t = t0 + 0.30T and (d)
t = t0 + 0.39T , where T denotes the period of the periodic
orbit. The levels of the corresponding isosurfaces are fixed.
The isosurface of streamwise velocity, u = 0.5 (gray), indicates
streaks and the crossflow plane is coloured by Γc.

turbulent dynamics as much as possible2. We note, in figure 4.4, that during
the laminar phase of the cycle, Γc is present as flat ‘pancake’ structures in
the high-speed streak, where the highest occurrence is alternating from side to
side. Then, as the instability starts to grow on the low-speed streak, the highest
concentration of Γc can be found on top of the streak, still alternating from
side to side, such that the highest values are always found on the convex side
of the streak. The vortices identified with λ2 are instead found on the concave
side of the streak (also noted in e.g. Jeong et al. 1997). An explanation for
this behaviour regarding Γc is given in figure 4.5. Due to the mean shear,
there are always high values of spanwise vorticity, ωz, present close to the wall
(A). In the case of a straight streak (figure 4.5a) this vorticity is lifted by the

2For the relatively low Reynolds numbers studied, the turbulent structures on the two walls
of a minimal channel flow interact and will therefore complicate the dynamics.
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Figure 4.5. Explanation for the behaviour seen in figure
4.4(b): (a) straight streak, where high values of ωz are lifted
from A and multiplied by spanwise strain in B. (b) Similar
mechanism for a bent streak in one of its outer positions. Thick
lines denote a contour of constant streamwise velocity, thin
lines show streamlines of in-plane flow and the dashed line
shows the opposite outer position of the streak.

streamwise vortices, due to the well-known lift-up effect (Landahl 1980). In the
braid region above the streak (B) the highest values of ∂w/∂z are found, which
together with the lifted vorticity creates large spanwise vorticity stretching,
ωz∂w/∂z. A similar situation is found to be present when the streak is bent
(figure 4.5b). Since the braid region has moved over to the convex side of the
streak (left in figure 4.5b), this is where we find high values of Γc. Similarly,
high values of Γc are found to the right as soon as the streak ‘wiggles’ over to
this side (the dashed line). It should be pointed out that the same mechanism
is responsible for the high values of spanwise stretching alternating from side
to side below the high-speed streak, given that the sketch in figure 4.5 in that
case would be upside down.

When approaching the turbulent breakdown in figure 4.4(c), the structures
provided by Γc and λ2 are mixed, but still on top of the low-speed streak.
Finally, as the flow reaches its most chaotic state, in figure 4.4(d), high values
of both quantities are found basically everywhere in the flow.



CHAPTER 5

Physics of a turbulent three-dimensional

separated diffuser flow

Now we have reached the point when we are ready to attack a complex flow at
a realistic Reynolds number. Our tool is a high-order, accurate code with good
scaling properties, which has proved to perform very well in turbulent, transi-
tional and separated flow simulations. In addition, we have implemented and
tested an inflow condition free from artificial turbulence and spurious temporal
frequencies.

5.1. Towards more realistic flows: A test case for
three-dimensional separated diffusers

The flow case we have chosen to consider is a diffuser flow, first investigated
by the experimental group at The Center for Turbulence Research (CTR),
Stanford University, under supervision of Prof. John Eaton. This diffuser differs
in one important respect to the many diffusers studied in the literature before:
it is truly three-dimensional, which means that not only the instantaneous
flow is three-dimensional as in the diffuser we have encountered so far, but
also the mean flow. This is achieved by constructing the diffuser such that
the flow is surrounded by walls in an asymmetric fashion, as can be seen in
figure 5.1, where the experimental set-up is shown. The working fluid is water,
which is triggered to turbulence by the use of a grid in the upstream region.
Subsequently, it develops to a fully turbulent state in a long duct of rectangular
cross section and eventually enters the diffuser. There, the flow undergoes
pressure-induced separation due an adverse pressure gradient. The diffuser
walls are deflected 11.3◦ in the y-direction and 2.56◦ in the z-direction, with
the resulting corners being smoothly rounded with a radius of 6.0 cm. The
Reynolds number based on inlet-duct height, h = 1 cm, and bulk velocity, ub ≈
1 m/s, is Re = ubh/ν ≈ 10 000. A pioneering experimental technique (Elkins
et al. 2003) called ‘magnetic resonance velocimetry’ (MRV) is used to collect
three-dimensional velocity data, which means that the entire experimental set-
up is placed into an MRI-tunnel. Experimental mean flow results have been
published in Cherry et al. (2008, 2009).

Originally, Prof. Eaton and his group investigated two three-dimensional
diffusers with the same developed inflow but slightly different diffuser opening
angles. Their motivation for this was threefold: (i) diffuser flows in practical

50
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Figure 5.1. Experimental set-up of one of the geometries
(‘diffuser 1’) in Cherry et al. (2008) showing the develop-
ment region, diffuser expansion, converging section and outlet.
Courtesy of Erica M. Cherry.

applications, such as engines and turbines, are likely to be of three-dimensional
character and good benchmarking cases in the literature are rare; (ii) sepa-
rated flows can be very sensitive to geometrical changes, but this sensitivity
is not often studied; (iii) to facilitate comparison with numerical simulations
the use of walls instead of an assumed infinite spanwise direction is the pre-
ferred choice. For simulations, a periodic spanwise direction often results in an
insufficient spanwise width, which is known to influence the flow (see e.g. the
discussion in Kaltenbach et al. 1999). For experiments, 3D effects are very dif-
ficult to eliminate. Or, as expressed by Prof. Eaton himself: “Separation wants
to be three-dimensional” (14th ERCOFTAC SIG15 Workshop on Turbulence
Modelling, Rome, September 2009). In fact, it is often reported that credible
2D data is lacking due to 3D contamination. Therefore, the strategy to go
for a fully three-dimensional flow appears to be wise. In their examination,
Cherry et al. (2008) noted that the two diffusers (here, denoted by ‘diffuser 1’
and ‘diffuser 2’), although sharing identical inflow properties, experienced very
different separation behaviour.

It is well-known (see e.g. Wang et al. 2004, among others), that RANS clo-
sures have difficulties to predict separation, particularly of the pressure-induced
type, where the point of separation is not given a priori. Prior to separation,
the mean flow slows down and the flow typically experiences large fluctua-
tions and instationarity. Thus, the amplitude of the turbulent kinetic energy
is no longer small compared to the mean flow, and the modelled part becomes
not only more important, but also more difficult to predict. This in combi-
nation with point (i) above, and the fact that RANS is the most widely used
approach for complex engineering flows implies that more research is needed.
Therefore, the two diffuser flows are now selected as benchmarking cases in the
‘ATAAC’ test suite (Advanced Turbulence Simulation for Aerodynamic Ap-
plication Challenges). Likewise, ‘diffuser 1’ was used as test case in the 13th
ERCOFTAC SIG15 Workshop on Turbulence Modelling1. In the forthcoming

1Held at Graz University of Technology, Austria, September 25–26, 2008.
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Figure 5.2. Computational grid of ‘diffuser 1’ in Cherry et al.
(2008) showing the development region, diffuser expansion,
converging section and outlet.

14th ERCOFTAC SIG15 Workshop on Turbulence Modelling2 both ‘diffuser 1’
and ‘diffuser 2’ were studied. It was concluded that many models had difficul-
ties in predicting the separated region, in particular models based on isotropic
eddy-viscosity assumptions. However, models including the anisotropy of the
Reynolds stresses improved the results significantly (Jakirlić et al. 2010b). A
major improvement of the results could be noticed when using eddy-resolving
techniques compared to steady RANS, which proves the difficulties involved
in modelling such a complex, but yet realistic, flow. More specifically, Jakirlić
et al. (2010a) showed promising results employing a hybrid RANS/LES scheme,
whereas Schneider et al. (2009) obtained very good results using LES.

Since the present flow case has turned into an established test case for tur-
bulence modelling, there exist a number of published RANS results e.g. Jeya-
paul & Durbin (2010); Cherry et al. (2006), and LES or hybrid RANS/LES
e.g. Abe & Ohtsuka (2010) in addition to the aforementioned LES and hy-
brid RANS/LES. However, results from a direct numerical simulation (DNS)
have up until now not been presented. Therefore, due to the lack of detailed
analyses of this important test case, we have chosen to perform a DNS of this
flow. Because of the computational expenses (see Chapter 2.2), the focus is on
one of the diffusers (‘diffuser 1’), rather than aiming at quantifying the differ-
ences between the two of them. Our intention is to understand the complex
physics and mechanisms leading to the particular separation behaviour seen in
the experiments. To succeed with this objective, the first step is to reproduce
the experimental results, which is undertaken by mimicking the experimental
set-up as closely as possible. The computational grid employed in the simu-
lations is depicted in figure 5.2. It consists of all the parts which can be seen
in figure 5.1, namely: the inflow development duct with a length of almost 63
duct heights, h, (starting at the non-dimensional coordinate x = −62.9); the

2Held at Università di Roma ‘La Sapienza’, Rome, September 18, 2009.
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Figure 5.3. Instantaneous snapshot showing streamwise ve-
locity in a side view of the entire flow domain, where one ob-
serves: the transitional region (A), the fully turbulent duct re-
gion (B), turbulent duct flow with some downstream influence
(C), initial deceleration and instantaneous separation (D), the
mean separated region (E) and finally the reattachment region
and outflow (F). Velocity ranges from −0.1 (blue) to 1.6 (red).

diffuser expansion located at x = 0; the straight section and finally the con-
verging section upstream of the outlet. The corners resulting from the diffuser
expansion are smoothly rounded with a radius of 6.0h in accordance with the
experimental set-up. The maximum dimensions are Lx = 105.4h, Ly = [h, 4h],
Lz = [3.33h, 4h]. The fixed mass flux in the simulation enables the Reynolds
number based on bulk velocity and inflow-duct height to be kept exactly at Re
= 10 000, which matches the value reported in the experiment. The resolution
of approximately 220 million grid points is obtained by a total of 127 750 local
tensor product domains (elements) with a polynomial order of 11 respectively,
resulting in ∆z+

max ≈ 11.6, ∆y+
max ≈ 13.2 and ∆x+

max ≈ 19.5 in the duct
centre and the first grid point off the wall being located at z+ ≈ 0.074 and
y+ ≈ 0.37 respectively. This resolution is carefully verified to yield accurate re-
sults compared to the experimental findings. Unlike many other studies of this
flow, we have chosen to incorporate the entire inflow duct in the simulation.
Here, laminar flow undergoes natural transition by the use of the unsteady
and random trip force, described in Chapter 3.1. In figure 5.3, the resulting
transitional (A) and fully turbulent regions (B), can be seen in a side view
showing an instantaneous picture of the flow. Here, (C) denotes a region where
the flow starts to sense downstream influence from the separation. One may
argue that many grid points are ‘wasted’ far upstream of the area of interest.
However, when performing such a large simulation one would like to be certain
that no spurious frequencies (discussed in Chapter 3.1 in conjunction with in-
flow recycling methods) influences the separation. Secondly, incorporating the
laminar-turbulent transition in the same computational box as the separation,
further strengthens the similarities between simulation and experiment. The
regions where instantaneous (D) and mean (E) separation dominates the flow,
and where the flow has reattached (F), are further pointed out in figure 5.3.
A ‘sponge region’ is added at the end of the contraction in order to smoothly
damp out turbulent fluctuations by forcing the flow to a turbulent mean pro-
file, thereby eliminating spurious pressure waves back into the domain. It is
followed by a homogeneous Neumann condition for the velocities at the outflow



54 5. PHYSICS OF A TURBULENT 3D SEPARATED DIFFUSER FLOW

boundary.
The simulation was performed on the Blue Gene/P at ALCF, Argonne

National Laboratory (32 768 cores and a total of ∼ 10 million core hours), the
cluster ‘Ekman’ (2048 cores and a total of ∼ 6.0 million core hours) and on the
Cray XE6 at PDC, Stockholm (32 768 cores and a total of ∼ 0.33 million core
hours). The lack of homogeneous directions together with the fact that the
flow involves a wide range of scales, called for long integration time in order to
average the statistics.

5.2. Mean flow results

The quality of the flow in the inflow duct is carefully verified by several means,
such that it can be ensured that the flow is fully turbulent prior to reaching the
diffuser opening. The turbulent mean flow profile in the duct as a function of
both wall distances, reported in figure 5.4, has an established viscous sublayer,
a buffer region and the beginning of a log layer of approximately one decade.
In addition to the time average, the flow in figure 5.4 was averaged in space
over the two duct walls as well as over a streamwise distance of 9h between
x = −13 and x = −4, where it was considered to be fully developed. Besides
the comparison to the standard law of the wall, a comparison to a periodic tur-
bulent duct flow simulation (i.e. a temporal flow configuration) conducted at
the same Reynolds number is included in figure 5.4 as a cross-validation. This
simulation has the same crossflow dimensions as the inflow duct: Ly = h and
Lz = 3.33h. The length is Lx = 20h, based on the findings by Huser & Birin-
gen (1993). The resolution of the temporal duct flow is identical (in all spatial
directions) to the last part of the inflow duct. The initial condition consisted of
random noise, which eventually triggered transition to turbulence. Collection
of statistics started after approximately 55 flow-through times (tub/Lx = 55)
when a fully turbulent state was reached and continued over additionally 36
flow-through times. Spatial averaging was performed in the streamwise direc-
tion over the entire domain length and over the four quadrants. We observe
very good agreement between the temporal and spatial simulations, which gives
a strong indication that the flow in the last part of the inflow duct is in a fully
turbulent state.

Another indicator of the fully developed turbulent state is the presence
of secondary flow in the duct. Among all canonical turbulent wall-bounded
flows (pipes, channels, ducts and boundary layers) duct flows is namely the
only member where a secondary flow (i.e. a flow in the crossflow plane) is
part of the mean flow. The appearance of such secondary mean flow motions
were first documented in experiments by Nikuradse (1926). Numerous studies
of duct flow, e.g. numerically by Huser & Biringen (1993), have subsequently
confirmed that the role of the secondary flow is to drive high-speed fluid from
the centre of the duct towards the corners and thereby enhance mixing of
momentum. As opposed to secondary flow of the first kind, which is most
commonly present whenever there are curvature effects of the main flow, and
appears both in laminar and turbulent flows, secondary flow of the second
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Figure 5.4. Mean velocity profiles u+(y+) ( ) and
u+(z+) ( ) extracted at Ly/2 and Lz/2 in the inflow duct,
respectively. Comparison to the log law ( ) with κ = 0.41
and B = 5.2, and a periodic turbulent duct flow simulation
( and ).

kind occurs due to the presence of gradients in the Reynolds stresses (see e.g.
Piquet 1999). This generates forces in the crossflow plane and thus crossflow
velocities. Being dependent on the Reynolds stresses, this flow can only exist in
turbulent flows. The present flow case consists of turbulent flow in a rectangular
duct which eventually separates in the diffuser. Hence, secondary flow of the
second kind is present. In figure 5.5, it is visualised by means of streamwise
vorticity computed from the mean flow field, i.e. 〈ωx〉 = ∂〈v〉/∂z − ∂〈w〉/∂y.
We compare the secondary flow in the inflow duct (a) to the corresponding
flow in the periodic duct (b). Again, spatial averaging was performed in the
streamwise direction over the domain length of Lx = 20h for the latter case,
while averaging was done over a streamwise distance of 9h between x = −13
and x = −4 in the former case. In both cases, the flow was averaged over the
four quadrants. We observe that the secondary flow in the inflow duct, visible
as positive (red) and negative (blue) streamwise vorticity, is in good agreement
with the temporal periodic duct simulation, which again certifies that the inflow
length is long enough. Since the duct is not a square, the two corner vortices
can be seen to be different in size.

An indication that this secondary flow might have an effect on the sepa-
ration behaviour were given by the several RANS predictions documented in
Steiner et al. (2009); Jakirlić et al. (2010b). There, it was observed that most
eddy-viscosity models, which assume isotropic conditions and hence no sec-
ondary flow in the duct, fail to predict the separation correctly. By contrast,
Reynolds-stress models which were able to compute the secondary flow in the
duct, were in general much better in their predictions. Indeed, as we will soon
see, although very week in magnitude (typically a few per cent of the bulk
velocity), this secondary flow plays an important role in the subsequent flow
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(a)

(b)

Figure 5.5. Crossflow planes of mean streamwise vorticity,
〈ωx〉, in the inflow duct (a) and in a periodic duct (b). In (a)
the flow is averaged over a streamwise distance of 9h between
x = −13 and x = −4, where the flow is in a fully turbulent
state, whereas spatial averaging in (b) is performed over the
domain length of Lx = 20h. Vorticity ranges from −0.5 (blue)
to 0.5 (red). Contour lines of mean streamwise velocity, spaced
0.05 ub apart, as well as velocity vectors of mean crossflow
velocities are superimposed.

separation. This idea has recently been exploited by Schneider et al. (2011) as
an efficient method to control (and decrease) the separation in the diffuser.

The increased complexity of a three-dimensional flow, as compared to the
statistically two-dimensional flow in Chapter 3.3, has implications on the defi-
nition of separation itself. For instance, difficulties arise when we try define a
two-dimensional stream function and a corresponding mean dividing streamline
in a three-dimensional mean flow. Furthermore, in three-dimensional flows the
boundary layer can separate without the surface shear stress necessarily falling
to zero (Simpson 1989), which also rules out the definition given by equation
(3.10). Williams (1977) and Schetz & Fuhs (1999) have collected a few defini-
tions of three-dimensional separation, which are: (i) a line along which some
component of the skin friction vanishes, (ii) a line along which the solution to
the boundary layer equations is singular, (iii) an envelope of limiting stream-
lines, or (iv) a line which divides the flow coming from different regions. Schetz
& Fuhs (1999) further state that none of these definitions appear to be uni-
versally valid, but some of them may have some element of validity. Here, we
will follow Cherry et al. (2008) who used definition (i), since they defined the
separation bubble as the region where the streamwise component of the mean
flow is zero or below. The boundary of this region is the set of all points where
U = 0. A sample result is given by the thick black line in figure 5.6, where
a crossflow plane at x = 8 of mean streamwise velocity is shown. In general,
good agreement with the experimental data can be inferred (cf. figure 5.6a and
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Figure 5.6. Mean streamwise velocity in a crossflow plane 8h
downstream of the diffuser throat given by the present DNS
data (a) and the experimental data by Cherry et al. (2008) (b).
The arrow in (a) indicates the location of the so-called ‘bump’,
whereas the arrow in (b) shows a compression of the velocity
contours visible in the experimental data. The contour lines
are spaced 0.05 ub apart. Note that the coordinate system for
figure (b) is unchanged with respect to the published data base.

figure 5.6b). In the very upstream region of the diffuser (not shown) the flow
first separates in the upper right corner where the adverse pressure gradient is
the strongest. At x ≈ 5 the separated flow suddenly covers the top expanding
wall of the diffuser. Instead of highlighting all similarities, we shall focus on
one of the slight discrepancies found in the two data sets, reported in figure 5.6.
Attention should be pointed towards the position of the arrow in figure 5.6(a),
where the separated region extends somewhat from the top diffuser wall. This
particular shape of the separated region, a feature which we simply have called
the ‘bump’, is at first sight very different from the experimental counterpart in
figure 5.6(b). Here, a similar ‘bump’ is not observed — at least not in the zero
streamwise velocity contour (thick line). A closer look at the experimental data,
however, reveals that the same feature can be noticed in most velocity contours
except the zero velocity contour, pointed out by the arrow in figure 5.6(b) (note
the compression of the velocity contours), indicating that the actual discrep-
ancies between the experiments and our DNS are indeed small. An excellent
cross-validation and another strong verification of the existence of the ‘bump’
was established in Jakirlić et al. (2010b) and in Schneider et al. (2009) where
the latter authors show a strikingly similar ‘bump’ by employing a different
simulation technique (LES and wall-functions), numerical scheme (finite vol-
ume), inflow conditions (recycling) and slightly different domain configuration
(e.g. no converging section and sharp corners at the diffuser inlet).

Since the RANS closures, which are able to capture the secondary flow in
the inflow duct, tend to see a similar ‘bump’, we suspect that the secondary
flow is the main candidate for this phenomenon. Consequently, we investigate
the evolution of the secondary flow into the diffuser, as before, by means of the
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Figure 5.7. (a) Crossflow plane of mean streamwise vorticity,
〈ωx〉, 12h downstream of the diffuser throat, ranging from −0.5
(blue) to 0.5 (red). Contour lines of mean streamwise veloc-
ity, spaced 0.05 ub apart, as well as velocity vectors of mean
crossflow velocities are superimposed. The thick black line
corresponds to the zero velocity contour. (b) Mean streamwise
vorticity 〈ωx〉 at z = 0.368 ( ) and −〈ωx〉 at z = 3.73
( ) along y in the crossflow plane in (a) across the two
primary vortex centres (indicated by black arrows and dashed
lines) responsible for the maximum vorticity magnitude in the
upper left and right corners, respectively.

streamwise vorticity. (Due to slow variation of mean quantities in the stream-
wise direction, all quantities are averaged over a distance h in x. Moreover, a
smoothing in the yz-plane is performed by applying a mean filter over a rec-
tangle of size 2-by-2 points, which basically replaces point i by the mean of
the rectangle centred on i.) As discussed above, when entering the diffuser, the
flow separates first in the upper right corner. As an effect of the separation, the
turbulence intensity increases (values of urms/ub reaching 25 % were observed
by Cherry et al. (2008) and in Paper 6 in the shear layer bounding the separa-
tion bubble). The increased turbulent activity enhances the turbulent diffusion
in this region, and accordingly, the secondary flow is diffused and weakened —
in particular the negative vorticity, visible in a crossflow plane at x = 12 in
figure 5.7(a), to the upper right. In the upper left corner, on the other hand,
the secondary flow has a magnitude similar to that in the duct, as shown by
the similar colours in figures 5.5(a) and 5.7(a). Hence, we can conclude that
this flow persists. The appearance of the ‘bump’ can now be clarified by noting
the imbalance between the positive vorticity to the left and the negative vor-
ticity to the right in figure 5.7(a). The magnitude of the vorticity to the left
is greater than the magnitude of the vorticity to the right, quantified in figure
5.7(b), where the vorticity along y in the crossflow plane at x = 12 is shown.
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Figure 5.8. Positive and negative circulation, Γi, as a func-
tion of x in the four quadrants qi with i = 1, ..., 4 be-
ing numbered clockwise starting from the upper left quad-
rant. Positive and negative circulation are defined as Γi =
∫∫

qi
〈ωx〉H(〈ωx〉) dqi and Γi =

∫∫

qi
〈ωx〉H(−〈ωx〉) dqi, respec-

tively, H being the Heaviside function. (a) Positive and nega-
tive Γ1 ( ), Γ2 ( ), Γ3 ( ), Γ4 ( ), Γ1 + Γ2 +
Γ3 + Γ4 ( ), ‘large vortex’ ( ) and ‘small vortex’ (◦)
in the periodic duct simulation.

Here, z = 0.368 and z = 3.73 denote the spanwise coordinates (indicated in
figure 5.7(a) by the black arrows and dashed lines) where the maximum magni-
tudes of positive vorticity in the upper left and negative vorticity in the upper
right corners are found, respectively. The primary vortices responsible for the
crossflow in the vicinity of the zero streamwise velocity contour are of main
focus, and hence the boundaries — where the vorticity locally can be very high
— are excluded. From figure 5.7(b), it is evident that the left vortex is stronger
(almost a factor two) than the one to the right. This is thought to be the basic
mechanism to create the observed asymmetry in the zero streamwise velocity
contour.

Finally, we perform a quantitative tracking of the individual corner vor-
tices. The axial dependence of the mean streamwise vorticity is examined by
computing the positive and negative circulation, Γi, of the mean streamwise
vorticity as a function of x. Here, i = 1, ..., 4 denote the circulation in the four
quadrants of the duct and the diffuser, numbered clockwise and starting from
the upper left. More specifically, the following integrals are computed:

Γ+
i =

∫∫

qi

〈ωx〉H(〈ωx〉) dqi ; Γ−
i =

∫∫

qi

〈ωx〉H(−〈ωx〉) dqi,

for the positive and negative circulation, respectively. Here, H is the Heaviside
function and qi are the regions of the four quadrants. The results are shown
in figure 5.8. We see that the action of the trip force (x < −60) provides
a strong initial increase of circulation in all four corners. In the following
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transitional region there is first a slight decrease and then a large increase of
circulation, indicating the late stages of transition. After this point, a fairly
extended development region follows, where the secondary flow in the four
corners approaches a fully developed equilibrium state, which is reached around
x = −13. Here, all eight corner vortices have an approximately equal strength.
Specifically, the ‘large’ vortices contain slightly more circulation (|Γ| ≈ 0.04)
than the ‘small’ vortices (|Γ| ≈ 0.03), confirmed by the counterparts computed
in the periodic duct. Interestingly, as the flow enters the diffuser (x = 0) there is
a sudden increase in magnitude of the circulation in all four corners. The peak is
reached where the diffuser stops expanding (x = 15). In the following straight
section, the magnitude of the circulation in the various corners again drops.
The sum of the total circulation (thick black line in figure 5.8) reveals that the
circulation is approximately conserved along the streamwise length of the duct
and the diffuser, i.e. the positive and negative circulation in all four quadrants
add up to zero. The approximate conservation stems from the smoothing and
averaging process prior to computing the circulation. As discussed earlier, the
weak secondary flow created in the inflow duct needs to be represented by
a turbulence model in order to get the correct separation prediction in the
diffuser. Having access to the evolution of the eight individual corner vortices,
provided in figure 5.8, will undoubtedly facilitate the validation of such a model.

5.3. Large-scale dynamics

The literature is sparse when it comes to large-scale quasi-periodic motions
detected in turbulent pressure-induced separated flows. Often a broad spectral
content is observed (Kaltenbach et al. 1999; Herbst et al. 2007; Törnblom et al.
2009; Na & Moin 1998). In geometry-induced separated flows, on the other
hand, dominant low frequencies have been reported in numerous studies (e.g.
Le et al. 1997; Eaton & Johnston 1980; Friedrich & Arnal 1990; Kiya & Sasaki
1985). Clearly, this phenomenon emerges more easily in the latter type of flow.
However, it might not be the pressure-induced separation per se that prevents
quasi-periodic motions to occur. In fact, most studies on pressure-induced sep-
arated flows have been performed in two-dimensional configurations. In such
a set-up, the flow never becomes ‘locked’, but can always move freely in the
homogeneous direction. If some sort of additional confinement is added to the
flow, as in the present set-up, recirculation zones (at least instantaneous) on
two or more sides of the flow will form. They will tend to influence the dynam-
ics to a greater extent than for unconfined flows. Moreover, if the Reynolds
number is high, then the diffuser shares many similarities with ‘confined jets’
which is a class of flows extensively studied. The experimental set-ups in these
studies differ slightly, but in essence they consist of a turbulent jet entering a
rectangular confinement of some variable or fixed size, and exits on the other
side. A generic set-up of such an experiment is shown in figure 5.9, where
the jet and recirculation zones are indicated. In some studies (e.g. Lawson
& Davidson 2001; Maurel et al. 1996; Villermaux & Hopfinger 1994; Moreno
et al. 2004), it has been noted that recirculation zones forming on each side of
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Figure 5.9. A typical flow configuration for a confined jet experiment.

the jet can, under particular circumstances, render the flow globally unstable.
Consequently, the flow is governed by a dominant frequency, which manifests
itself in shedding of some sort.

The first sign of large-scale motions in the present diffuser flow was observed
through instantaneous snapshots, indicating that the flow is subjected to a
motion that resembles the ‘flapping’ or meandering of an unstable jet. An
example is shown in figure 5.10, where the snapshots are separated in time by
∆tub/h = 10. From figure 5.10(a) we can estimate a streamwise wavelength of
roughly 10h. In the subsequent figures 5.10(b) and (c) we can observe this wave
propagating downstream. Quantitatively, this is studied by a set of time signal
probes placed in the flow domain and by proper orthogonal decomposition
(POD) of the flow. Three-dimensional visualisations of the first few fluctuating
POD modes (here 1 and 3) are given in figure 5.11. Their time dependence
(computed as outlined in Chapter 4.1) is shown in figure 5.12. As is often the
case in POD of inhomogeneous turbulent flows (see e.g. Manhart & Wengle
1993), a large fraction, here 86 %, of the energy resides in the mean flow (mode
0). The remaining 14 % belong to the fluctuating modes. Among these, mode
1 and 3 contain 4.8 % and 2.5 % of the fluctuating energy, respectively. Thus,
they do not contain a very large fraction of the total energy, but as we will see
they are important in order to explain the dynamics in the diffuser. From figure
5.11 one can deduce that the modes are large streaky structures with alternating
positive and negative streamwise fluctuation velocity. The combined effect of
these fluctuations is to bend the confined jet and create a wave. For mode 1,
these streaks are indicated by ① (positive) and ② (negative). Mode 3 displays
a very clear wave, whose oscillation mainly goes along z, since negative ③ and
positive ④ fluctuations are located side by side in the z-direction. Note that the
modes here are shown at one specific time and since each mode has a particular
time dependence given by the (nearly) sinusoidal variation in figure 5.12(a),
the wave has at some later time shifted its positive and negative side. We
observe approximately four periods in 5.12(a), whose length can be estimated
by T ∼ 100h/ub, giving a non-dimensional period of T ∗ = Tub/h ∼ 100.
The corresponding Strouhal number (non-dimensional frequency) is therefore
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Figure 5.10. Three snapshots in an xy-plane at z = 1.87
shown at (a) t = t0, (b) t = t0 + 10h/ub, (c) t = t0 + 20h/ub.
Thin contour lines of streamwise velocity are shown for u/ub =
0, 0.2 and 0.3, whereas the thick contour line is shown for
u/ub = 0.4.

St = 1/T ∗ ∼ 0.01. This frequency compares well to the spectral peak in
the power spectral density (PSD) in figure 5.12(b), deduced from time signal
probes placed in the upper part of the flow domain at x = 5, 8, 12, 15. The
structures shown in figure 5.11 resemble POD modes originating from a jet
with inherent low-frequency flapping (see e.g. Moreno et al. 2004), supporting
the fact that there is a sinusoidal motion present in the diffuser. Based on
figure 5.11, the streamwise wavelength is estimated to be λx ≈ 10h, which is
consistent with the meandering visible in the instantaneous snapshots in figure
5.10. In the two cross-stream directions (y and z), the modes span the entire
cross section, such that λy = λz ≈ 4h, since Ly = Lz = 4h in the region
where the modes are active. These structures are thus the largest possible for
the given geometry. This is in agreement with Villermaux & Hopfinger (1994),
who concluded that for confined flapping jets in asymmetric configurations, the
largest confinement dimension will dominate the flow. It is interesting to note
that the modes pass through the mean separated region, which extends from
x ≈ 7 to x ≈ 20, suggesting a coherent movement of the flow inside and outside
the mean separated region. Higher modes (∼ 7–20) have shorter wavelengths,
but still with a high degree of coherence. They do not extend into the mean
separated region as much as the first few mods (1–6), which indicates that
the separated zone shares its frequencies rather with the largest structures in
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Figure 5.11. Isosurfaces (dark gray: 0.1, light gray: −0.1) of
streamwise velocity pertaining to POD mode 1 (a) and 3 (b),
shown at two different angles. The arrows indicate specific
structures of the respective modes, further described in the
text.

the diffuser. At some point (& mode 60) most of the coherence is lost and
small-scale turbulence remains.

Two modes shifted approximately 90 degrees in time are needed to define a
wave that moves downstream, i.e. a travelling wave. Testing for the existence of
such a wave can be undertaken by projecting the flow onto the two-dimensional
phase space spanned by the fluctuating POD modes at hand, i.e. the time
evolution of modes i and j are drawn simultaneously. In the case of a travelling
wave, the two-dimensional phase portraits would correspond to a circle, i.e. a
periodic orbit: r(t) = ai(t)ψi+aj(t)ψj = Acos(t)ex+Asin(t)ey, where A is the
amplitude of the mode and t is the time. If the time axis is included as a third
direction, the resulting parameterised curve would be a helix, mathematically
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Figure 5.12. (a) Temporal evolution of mode 1 ( ) and
3 ( ), (b) power spectral density of time probes placed in
the upper part of the flow domain at x = 5 ( ), x = 8
( ), x = 12 ( ) and x = 15 ( ).

described by r(t) = Acos(t)ex + Asin(t)ey + tez. On the other hand, no
particular coherence would correspond to a joint probability density function
(PDF) of two random variables, uniformly distributed between −A/2 to A/2.
If the time signal were not exactly periodic, i.e. quasi-periodic, then the circle
would not be closed, but rather spiral either inwards or outwards. In figure
5.13(a), the two-dimensional projection for the fluctuating POD modes 1 and
2, i.e. the trajectory in the subspace (ψ1,ψ2), is shown. Time is included as
a third direction and the start and end points of the trajectory are indicated
for clarity. It can be seen that the trajectory completes a bit more than three
revolutions, approximately taking the form of a helix. Considering the high
turbulence levels of the present flow (urms/ub up to 25 %), this phase portrait
show a remarkable clarity. Finally, we study this low-dimensional motion in
terms of flow variables, here streamwise velocity, by following the procedure
previously employed in e.g. Cazemier et al. (1998) and the references therein,
where the most energetic modes are superimposed with their corresponding
temporal weight. Here, we use modes 0–6. Isosurfaces of constant streamwise
velocity are shown in figure 5.13(b) at two specific times (tub/h = 8 and tub/h =
54) in figure 5.12(a). The travelling wave is now clearly seen to propagate
through the domain. In particular, in figure 5.13(b, upper), the sinusoidal shape
of the high-speed core of the flow has one of its minima located at x ≈ 20 ①.
As a consequence of the confinement of the flow, high velocity fluid is pushed
up on the sides, close to the side walls. One half period later, in figure 5.13(b,
lower), the minimum has propagated downstream (not visible anymore), and is
now replaced by a maximum at x = 20 ②. Now, the confinement instead forces
flow in the crossflow plane downwards in the vicinity of the side walls. Another
half period later (not shown), the flow is back to its approximate original state.
It is noteworthy that an effect of this meandering seen in the diffuser is the
strong secondary flow (in the crossflow directions), superimposed on the weak
secondary flow inherent in the mean flow.
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Figure 5.13. (a) Temporal orbit in the subspace (ψ1,ψ2)
showing the quasi-periodic motion of the largest structures
present in the diffuser. Time is increasing along the vertical
axis. (b) Superposition of POD modes 0–6 shown at tub/h = 8
(upper) and tub/h = 54 (lower) in figure 5.12(a). Gray isosur-
face show constant streamwise velocity, u/ub = 0.1. Crossflow
planes show streamwise velocity ranging from −0.1 (blue) to
0.5 (red). The arrows highlight the wave propagating through
the domain, further described in the text.



CHAPTER 6

Conclusions and outlook

Initially, turbulent flows were mainly simulated relying on fully spectral dis-
cretization methods. Also at KTH Mechanics, such a code was developed and
continuously extended (see the manual for the code simson Chevalier et al.
2007). This accurate and efficient code has over the past fifteen years led to an
extensive number of published articles in turbulent and transitional boundary-
layer research. Although there are many complex phenomena appearing in
boundary-layer flows, the time is now mature to proceed to more complex
flows. Four and a half years ago this new era started when Prof. Paul F.
Fischer kindly offered us to use and further develop his spectral-element code
nek5000.

This thesis focuses on turbulent wall-bounded flows in moderately complex
geometries. The work is of purely numerical nature and the tool for the numer-
ical simulations is the spectral-element method (SEM). A thorough validation
of the spectral-element code in canonical flow cases, involving turbulence and
transition in channels, has been carried out. In addition, a slightly more com-
plex case including separation, was used for the benchmarking. For these flows,
long experience and solid expertise concerning e.g. expected results, required
resolution and efficiency exist within our group. Through this, we have not only
been able to quantify the accuracy and resolution requirements, but also re-
alised that fully turbulent flows at moderate Reynolds numbers are well-suited
for the spectral-element method. To support this statement further and dis-
prove the long-standing fear of instability issues of the spectral-element method
in turbulent flow simulations, two stabilisation tools for the spectral-element
method were investigated on simpler test problems in 1D and 2D, with an a
posteriori analysis in transitional and turbulent channel flow simulations. It
was shown that the spectral-element method needs stabilisation as soon as the
flow transitions to turbulence, even in well-resolved simulations. The instabil-
ity is cured either by filter-based stabilisation or over-integration, where it was
found that the full 3/2-rule is not needed for stability.

Strengthened by the excellent outcome of the validation part of the thesis
and prepared with reliable turbulent inflow conditions involving an unsteady
trip-forcing technique, we were able to tackle the problem of three-dimensional
separation and perform the first direct numerical simulation of the experimental
diffuser set-up by Cherry et al. (2008). The problem involved ∼ 220 million
grid points and was running on up to 32 768 processors. The agreement to the
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experimental data was close, in particular the sensitive separated region could
be captured with high accuracy. It also became clear that the presence of the
secondary flow, which arises in the inflow duct, has a profound effect upon
the separation behaviour. Moreover, the diffuser could be seen to share many
similarities with confined jets, where the separated zones under some conditions
can render the flow globally unstable. More specifically, a large-scale motion
with frequency St ≡ fh/ub ∼ 0.01 (h being the inflow-duct height and ub the
bulk velocity) pertaining to the meandering of the incoming flow was detected.

The present thesis also reports some results regarding coherent structures
in canonical wall-bounded turbulent flows. To this extent, so-called Koopman
modes were used for the spectral analysis of a minimal channel flow. For this
particular flow, strongly dominated by two frequencies, it could be concluded
that classical proper orthogonal decomposition (POD) could suffice to pick up
the dominant frequencies. However, since the Koopman modes (as opposed
to the POD modes) are clearly separated in spectral space, a more detailed
analysis of the second peak in the spectrum pertaining to the ‘bursting’
phenomenon could be provided using these modes. Moreover, an alternative
measure used to locate coherent structures in turbulent and transitional flows
was proposed. Contrary to most other identification criterions suggested ear-
lier, the present one focuses on the production of vorticity, rather than vortices.

A natural continuation of the present work is to perform a more ‘classical’ anal-
ysis of the turbulent three-dimensional diffuser flow, focusing on evaluation of
the Reynolds stress budgets. Other than contributing with enhanced under-
standing of the flow itself, it would benefit RANS modellers in the development
of new turbulence closures. For further spectral analysis of the flow, the use of
Koopman modes might be advantageous, as the flow in the diffuser could be
seen to be clearly separated in spectral space.

For the numerical part of this thesis, work on the skew-symmetric proper-
ties of the numerical discretization is ongoing. This is certainly an important
topic and is at the present not fully understood.

These years have shown what the spectral-element method is capable of.
The numerical code nek5000 is already involved in many other research projects
at KTH Mechanics and at other universities and research institutes world wide.
There are countless flows in complex geometries to be discovered, and in fif-
teen years nek5000 has probably generated as many articles in fluid mechanics
research at this department as the old spectral boundary-layer code.



CHAPTER 7

Summary of papers, author contributions

and presented work

Paper 1

Ohlsson, J., Schlatter, P., Mavriplis, C., & Henningson, D. S. 2011
The spectral-element and pseudo-spectral methods: A comparative study.
Spectral and High Order Methods for Partial Differential Equations, LNCSE
76, 459–468.

This paper compares the code nek5000 based on the spectral-element
method with the pseudo-spectral code simson in terms of computational speed
and accuracy in turbulent and transitional wall-bounded flows. It is found
that the pseudo-spectral code is approximately 4–6 times faster per time step
than the spectral-element code in fully developed turbulent flow simulations,
and up to 10–20 times faster when taking into account the more severe CFL
restriction in the spectral-element code. Mesh refinement studies show that
the two methods need similar amount of spatial resolution to capture the
relevant physics.

The simulations were performed by Johan Malm (JM). The paper was
written by JM with input from Dr. Philipp Schlatter (PS) and Prof. Catherine
Mavriplis (CM).

The work was presented at the 8th International Conference On
Spectral and High Order Methods (ICOSAHOM 8), June 22–26, 2009,
Trondheim, Norway.

Paper 2

Ohlsson, J., Schlatter, P., Fischer, P. F. & Henningson, D. S. 2011
Stabilization of the spectral-element method in turbulent flow simulations.
Spectral and High Order Methods for Partial Differential Equations, LNCSE
76, 449–458.

This paper deals with the numerical stability of the spectral-element
method at moderate to high Reynolds numbers. With the use of appropriate
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stabilisation tools (over-integration, i.e. dealiasing, or filter-based stabilisa-
tion), it is shown a priori on simpler model problems and a posteriori using
the full Navier–Stokes equations, that the method can be stabilised without
the need of the full 3/2 dealiasing rule.

A spectral-element solver for Burgers’ equation was implemented by JM
with feedback from PS. The implementation of a spectral-element solver for
the scalar transport equation was provided by Prof. Paul F. Fischer (PF). The
paper was written by JM with input from PF and PS.

The work was presented at the 8th International Conference On
Spectral and High Order Methods (ICOSAHOM 8), June 22–26, 2009,
Trondheim, Norway.

Paper 3

Ohlsson, J., Schlatter, P., Fischer, P. F. & Henningson, D. S. 2010
Large-eddy simulation of turbulent flow in a plane asymmetric diffuser by the
spectral-element method. Direct and Large-Eddy Simulation VII. 197–204.

In this paper, the ability of the spectral-element code to handle moder-
ately complex geometries is investigated by means of a large-eddy simulation
(LES) of a plane asymmetric diffuser with an opening angle of 8.5◦, also
numerically investigated by Herbst et al. (2007). Two different Reynolds
numbers are studied: Reb = 4500, 9000 based on bulk velocity and inflow
channel half-height. A dynamic Smagorinsky model is used as SGS model.
Good results compared to Herbst et al. (2007) are obtained, in particular it is
noticed that less grid points can be used to predict the separated flow with
similar accuracy, leading to the conclusion that the use of a high-order method
is advantageous for flows featuring pressure-induced separation.

The simulations were performed by JM. The SGS model for the LES
was implemented by PF. The paper was written by JM with input from PS.

The work was presented at the

• 7th ERCOFTAC Workshop On Direct and Large-Eddy Simu-
lations (DLES 7), September 8–10, 2008, Trieste, Italy,

• 61st Annual Meeting of the American Physical Society (APS),
Division of Fluid Dynamics, November 23–25, 2008, San Antonio,
Texas.

Paper 4

Malm, J., Bagheri, S., Schlatter, P. & Henningson, D. S. 2010
Koopman mode decomposition of a minimal channel flow. Internal report.
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The recent Koopman mode decomposition (Rowley et al. 2009) is ap-
plied to a turbulent and fully non-linear minimal channel flow. The modes
are computed according to the dynamic mode decomposition (DMD) outlined
in (Schmid 2010). The acquired modes and frequencies are compared to
classical proper orthogonal decomposition (POD) of the same flow. The two
decompositions identify similar structures, associated with the dynamics of
the single low-speed streak present in the flow. However, since the Koopman
mode decomposition provides a clear separation in spectral space, two separate
structures relating to the ‘bursting’ phenomenon could be identified.

The simulations were performed by JM. A snapshot based POD code
building on a code written by Dr. Shervin Bagheri (SB) was re-written by
JM for the present simulation code and extended by JM to account for the
computation of Koopman modes. The paper was written by JM with input
from PS and SB.

Paper 5

Malm, J., Schlatter, P. & Sandham, N. D. 2011 A vorticity stretching
diagnostic for turbulent and transitional flows. Theor. Comput. Fluid Dyn.
Accepted.

A new diagnostic measure, based on the maximum vorticity stretching
component in every spatial point, is designed. It is shown that the structures
associated with intense vorticity stretching in all investigated flow cases have
the shape of flat ‘pancake’ structures in the vicinity of high-speed streaks
and on top of unstable low-speed streaks. The largest occurrence of vorticity
stretching in a fully turbulent wall-bounded flow is present in the transition
between the viscous sublayer and buffer layer, with associated structures
having a streamwise length of ∼ 200–300 wall units.

The simulations were performed by JM and PS. The theory was formu-
lated by JM, PS and Prof. Neil Sandham (NS). Implementations and
post-processing were performed by JM. The paper was written by JM with
input from PS and NS.

Parts of the work were presented at the 7th International Sympo-
sium On Turbulence and Shear Flow Phenomena (TSFP 7), July
28–31, 2011, Ottawa, Canada.

Paper 6

Ohlsson, J., Schlatter, P., Fischer, P. F. & Henningson, D. S. 2010
Direct numerical simulation of separated flow in a three-dimensional diffuser.
J. Fluid Mech. 650, 307–318.
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In this paper we perform the first direct numerical simulation (DNS) of
a truly three-dimensional, turbulent and separated diffuser flow at Re =
10 000 (based on bulk velocity and inflow-duct height), experimentally
investigated by Cherry et al. (2008). The massively parallel capabilities of the
spectral-element method are exploited by running the simulations on up to
32 768 processors. Very good agreement with experimental mean flow data
is obtained. In addition, an explanation for the discovered asymmetry of the
mean separated flow is provided.

The simulations and necessary implementations into the simulation code
were performed by JM with input from PF and PS. The paper was written by
JM with input from PS, Prof. Dan Henningson (DH) and PF.

Parts of the work were presented at the

• 13th ERCOFTAC Nordic Pilot Centre (NPC 13), June 8–9,
2009, Bergen, Norway,

• 12th EUROMECH European Turbulence Conference (ETC
12), September 7–10, 2009, Marburg, Germany,

• 14th ERCOFTAC SIG 15 Workshop on Refined Turbulence
Modelling, September 18, 2009, Rome, Italy.

Paper 7

Malm, J., Schlatter, P., Fischer, P. F. & Henningson, D. S. 2011
Coherent structures and dominant frequencies in a turbulent three-dimensional
diffuser. J. Fluid Mech. Under revision.

This paper is a continuation of Paper 6, focusing on a time-dependent
analysis, where dominant frequencies and coherent structures are investigated
and quantified. It is shown that the flow contains multiple phenomena, well
separated in frequency space. A dominant frequency St ≡ fh/ub ∼ 0.01
(based on bulk velocity and inflow-duct height) is detected by time signal
probes in the flow, and associated structures are identified by POD.

The simulations were performed by JM. A snapshot based POD code
building on a code written by SB was re-written by JM for the present
simulation code. The paper was written by JM with input from PS and DH.

Parts of the work were presented at the 8th EUROMECH Fluid Me-
chanics Conference (EFMC 8), September 13–16, 2010, Bad Reichenhall,
Germany.
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