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Abstract

This thesis has presented a computational model for the combination of
bottom-up and top-down attentional mechanisms. Furthermore, the use for
this model has been demonstrated in a variety of applications of machine and
robotic vision. We have observed that an attentional mechanism is imperative
in any active vision system, machine as well as biological, since it not only
reduces the amount of information that needs to be further processed (for say
recognition, action), but also by only processing the attended image regions,
such tasks become more robust to large amounts of clutter and noise in the
visual field.

Using various feature channels such as color, orientation, texture, depth
and symmetry, as input, the presented model is able with a pre-trained ar-
tificial neural network to modulate a saliency map for a particular top-down
goal, e.g. visual search for a target object. More specifically it dynamically
combines the unmodulated bottom-up saliency with the modulated top-down
saliency, by means of a biologically and psychophysically motivated temporal
differential equation. This way the system is for instance able to detect im-
portant bottom-up cues, even while in visual search mode (top-down) for a
particular object.

All the computational steps for yielding the final attentional map, that
ranks regions in images according to their importance for the system, are
shown to be biologically plausible. It has also been demonstrated that the
presented attentional model facilitates tasks other than visual search. For
instance, using the covert attentional peaks that the model returns, we can
improve scene understanding and segmentation through clustering or scatter-
ing of the 2D/3D components of the scene, depending on the configuration
of these attentional peaks and their relations to other attributes of the scene.
More specifically this is performed by means of entropy optimization of the
scence under varying cluster-configurations, i.e. different groupings of the
various components of the scene.

Qualitative experiments demonstrated the use of this attentional model
on a robotic humanoid platform and in a real-time manner control the overt
attention of the robot by specifying the saccadic movements of the robot
head. These experiments also exposed another highly important aspect of
the model; its temporal variability, as opposed to many other attentional
(saliency) models that exclusively deal with static images. Here the dynamic
aspects of the attentional mechanism proved to allow for a temporally varying
trade-off between top-down and bottom-up influences depending on changes
in the environment of the robot.

The thesis has also lay forward systematic and quantitative large scale
experiments on the actual benefits and uses of this kind of attentional model.
To this end a simulated 2D environment was implemented, where the system
could not “see” the entire environment and needed to perform overt shifts of
attention (a simulated saccade) in order to perfom a visual search task for
a pre-defined sought object. This allowed for a simple and rapid substitu-
tion of the core attentional-model of the system with comparative computa-
tional models designed by other researchers. Nine such contending models
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were tested and compared with the presented model, in a quantitative man-
ner. Given certain asumptions these experiments showed that the attentional
model presented in this work outperforms the other models in simple visual
search tasks.

Keywords: visual attention, saliency map, compter vision, robotics, ac-
tive vision, machine learning
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Chapter 1

Introduction

Since the time of Aristotle, thinkers and investigators of the human mind has sug-
gested that the property of certain (biological) systems called attention, is a crucial
prerequisite for awareness or consciousness. It therefore seems motivated to inves-
tigate this property and its capabilities and limits and how these correlate with
other properties of the human mind.
Considering the complexity of the world surrounding us, it quickly becomes evident
that it is necessary to filter out all except the most important components of any
scenario, be it in vision, in audition, in touch, taste and smell, or any other sen-
sory information. It can therefore seem like a trivial statement by William James
(1890): "Everybody knows what attention is". Nontheless, there is more here than
meets the eye... The literature and historical ideas on what attention is and why
it is needed have been as diverse and contradictory as they have been numerous.
In order to make some sense of this diversity and enormous body of literature we
need to start at the very beginning: we need to observe our world!
Vision is probably the most important of the five human senses, since it provides
over 90 % of the information our brain receives from the external world. The main
purpose of the visual system is to interpret and also to interact with the environ-
ments we are living in. In everyday life, humans are capable of perceiving thousands
of objects, identifying hundreds of faces, recognizing numerous traffic signs, etc. al-
most effortlessly (122; 204). It would be a mistake to assume that the ease with
which humans achieve these tasks is due to the simplicity or triviality of the tasks.
Rather this fluency is a proof of the high degree of development of the human vision
system.
Human vision is usually divided into two main phases, low-level vision and high-
level vision. Although the frontier between the two vision phases is not clearly
defined (as will be seen throughout this thesis), their main roles are quite estab-
lished. Low-level vision is the front-end system that is in contact with the real
world around us. It gathers visual information by means of the retinas in the or-
der of 108 bits/second. This part can be seen as the hardware level of vision (in

1
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neurophysiological contexts often reffered to as "hardwired"). This inormation is
then transmitted to the visual cortex (area in the brain) where information about
motion, depth, color, orientation, and shape is extracted. Next, high-level vision
uses these extracted features to perform the required task(s). The main responsi-
bility of this phase is to recognize scene contents by matching the representative
scene features to a huge database of learned and memorized objects (i.e. object
recognition). It has been estimated that humans can recognize a large number of
objects in less than 200 ms. Considering the combinatorial nature of the recognition
task, and the available computation resources of the human brain, it is impossible
to explain the astonishing performance of humans without some additional opti-
mization mechanism. The existence of such a mechanism seems to be the most
coherent explanation of the high performance of the human visual system. More-
over, the inhomogeneous distribution of the photoreceptors over the retina leads to
a precise sensing of only a reduced part of the visual field, whereas the rest part
is only vaguely perceived. In other words, the anatomical (hardwired) structure of
the visual system supports the existence of a visual attention mechanism. Whether
attention is hardwired (low-level) or if it is a cognitive process (high-level) or both,
remains controversial, and is one of the issues implicitly addressed in this thesis.
Experimental work suggest that this optimization mechanism is not unidirectional;
the high-level attention can in fact modulate the neuronal activity for low-level
attention (122).

1 Motivation

In the real world for many tasks only a small fraction of all available information
is important at any particular time. Every second that we are awake, each of our
retinas is bombarded with enormous amounts of information. Each retina further
transmits on the order of 108 bits/s to the thalamus and other parts of the brain for
central processing (196). Despite this, we are largely unaware of the complexity of
this incoming information. For instance, we can quite effortlessly detect and recog-
nize objects of interest in our surrounding, without minding the many distracting
(irrelevant) stimuli, each with many possible responses that can be made to them.
In computer vision and robotics, however, this is one of the hardest problems.
Today there are indeed several sophisticated systems spcialized versions of these
tasks (e.g. detection of faces or pedestrians (291)). Yet, developing a more general
system, that like the human one can recognize thousands of objects from different
viewpoints, under changing conditions and other conditions, seems to lie in a remote
future. As indicated in the above example, one of the mechanisms that enables us
acting so effective in everyday life is the ability to extract relevant information at
an early stages of processing. This mechanism is called selective attention. Subse-
quently the extracted information is forwarded to higher brain areas where complex
processes (e.g. object recognition) take place. The stimuli we observe are coded in
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various ways in the neural coalitions of our brains. One could say attention inhibits
neural activity in neural codes representing distracter inputs, and at the same time
amplifying neural representations of stimuli relevant to our behaviour. It is impor-
tant here to note that distracters are not fully discarded, but remain at what one
could call "lower level of cortical representation", available for being attended to
later if they are deemed salient (as in visual search) see chapter 4.2.4. We will talk
more about the neurology of vision and attention in later sections. The relation of
these attended cortical coalitions to consciousness is discussed in chapter 2.1.7.
While this attentional selection can be controlled in a voluntary manner, referred
to as "top-down", it is also attracted in a "bottom-up", automatic and often un-
conscious manner to conspicuous salient visual locations. This last property is of
particular behavioral importance, because it constitutes a powerful alerting system
which alows primates to instantly become aware of unexpected predators or other
dangers.

Let us here go back to the issue of relevant information. What is relevant infor-
mation? Obviously, there is no general answer to this question since the relevance
of information depends on many factors. With no special goal except exploring
the environment, certain cues with strong contrast to the surroundings attract the
attention, for example a girl in a black dress against the white background. In
addition to these bottom-up cues, also top-down cues influence the attention, i.e.
cues from higher brain areas like knowledge, motivations and emotions. For ex-
ample, if I wasn’t searching for the redhaired girl maybe I wouldn’t have seen the
red ballon. Or if I wasn’t thirsty in Sydney maybe I wouldn’t have seen the drink
stand camouflaged amongst all the distracting cues. In this latter case other cues,
even if salient, lost their importance. There is an intrasensory competition of task-
relevant stimuli and task-irrelevant stimuli, what we will later call "top-down" and
"bottom-up" stimulli, respectively. This mechanism plays a fundamental role in
human processing of such rich sensory information as a mean of focusing resources
towards the most important inputs of the moment.

2 Contributions

In computer vision the need for attention mechanisms has often been posed in
terms of search and it has been shown that both the use of prior task and context
information - top-down influences - and favoring information that stands out clearly
in the visual field - bottom-up influences - can make such search more efficient.
In a generic scene analysis situation one presumably has a combination of these
influences and a computational model for visual attention should therefore contain
a mechanism for their integration. Such models are abundant for human vision,
but relatively few attempts have been made to define any that apply in computer
vision. In this work we describe a model that performs such a combination in a
principled way. The system learns an optimal representation of the influences of
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task and context and thereby constructs a biased saliency map representing the
top-down information. This map is combined with bottom-up saliency maps in a
process progressing over time as a function over the input. The system is applied
in search tasks to single images as well as real scenes, in the latter case using an
active vision system capable of shifting its gaze. The proposed model is shown to
have desired qualities and to go beyond earlier proposed systems.
Furthermore, this attentional model is integrated into an Active Vision System,
implemented on a robotic platform capable of visual search and active manipulation
of the objects in its environment.



Chapter 2

Background & Related work

The term attention is common in everyday language and familiar to everyone, but
not everyone knows what it means. Therefore it is necessary to clarify and define
the term properly. Since visual attention is a concept of human perception, it is
important to understand the underlying visual processing in the brain and to know
about the psychophysical and neurobiological findings in this field.
This chapter discusses the definition of attention and in particular human visual
attention. It introduces the neurobiological concepts and psychological history of
the field. Also the core concepts of this thesis, i.e. top-down and bottom-up influ-
ences on attention are analyzed and their underlying mechanisms. Computational
modeling of these systems are discussed and existing system implementations of
visual attention systems in compter vision are mentioned.

"It’s not possible to perceive two things in one and the same indivisible time!"
–Aristoteles

What Aristotle suggested in this famous quote of his is that at any given mo-
ment there is a vast amount of perceptual information available to a human, and
only ONE of these entities can occupy the human mind at each moment in time,
i.e. there needs to be a selection mechanism. Attention is the key component for
dealing with this overwhelming amount of information, it is indeed that selection
mechanism. However, the basic essence of attention is perhaps best captured by
James (as in (192)): "Every one knows what attention is. It is the taking possession
by the mind, in clear and vivid form, of one out of what seem several simultaneously
possible objects or trains of thought. Focalization, concentration, of consciousness
are of its essence. It implies withdrawal from some things in order to deal effectively
with others".
This is a very summarizing description of attention and in order to have a more ex-
act description neurobiological aspects of attention must also be taken into acount,
specially for the purposes of this thesis.

5
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The significance of attention arises primarily from limitations in our processing
hardware. Simply said we do not have sufficient brain capacity to analyze all infor-
mation that passes through our senses, and we can impossibly reason exhaustively
all possible courses of action and interpretations of the world. The same limitation
applies to artificial systems. The question of what/which information to chose is
the main priority of attention, whether it be a biological or an artificial system.
(192).
Ever since the field of research on visual attention got initiated, both theoretical
and experimental studies have dealt with the phenomenon of attention. The main
method is exploring attentional effects (psychological as well as neurological) on
subjects in behavioral tasks (38; 273). The main problem here is that it can never
be determined with absolute certainty what a test subject is actually attending
to at any given moment. Therefore it might seem difficult to "measure" attention
(245), but there are ways (more on this later).
Acording to (130), attention is the means by which a particular region of space
and the objects that occupy this region receive further or enhanced processing.
Generally, attention is thought to work in two different modes:

1. Endogenous shifts of attention are slow and largely under volitional control.

2. Exogenous shifts of attention are rapid and thought to occur automatically.

These two modes are central in this thesis.
As the descriptions above may indicate, attention is important for higher-level
(in cognition/understanding) tasks such as detection and recognition. Recently
however, it has been shown by some researchers that attention is important for
even higher level tasks than only recognition, such as social interaction and co-
learning (18).

1 Visual attention in biological systems

The attentional system is a front-end to any kind of incoming (sensory) data. In
other words all our senses are "filtered" by the attentional layer before we become
aware of their responses. However, more than 90% of our sensory information
comes from vision. Having that in mind it is not controversial to assume the most
important type of attention is visual attention. Visual attenion is the mechanism
by which we can rapidly direct our gaze towards objects of interest in our visual
environment. By attention, only a small part of the incoming sensory information
reaches short-term memory and visual awareness, allowing us to break down the
problem of scene understanding into a series of computationally less demanding,
localized visual analysis problems (124).
This section talks about some studies and proofs about the existence of a visual
attention mechanisms in human vision as well as describing some psychophysical
studies about it.
As will be noted later on in this chapter, our visual system is highly non-uniform
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in sampling, coding, processing and understanding. This becomes more clear when
we consider its composition: a high-resolution central fovea and a low resolution
periphery. The visual attention system directs the limited computational resources
to a small subset of sensory information from environment stimuli for visual pro-
cessing. Consequently, the visual system places the fovea (more computational re-
sources) on the interesting parts of the scene (94). Thus through attention, vision
becomes an active process that enables us to have access to relevant information
when it is needed. As mentioned, one can without any difficulty show that it is
not possible for the visual system to process all the information in the visual ar-
ray (142); thus, the existence of mechanisms that guide this selection process is
easily justified. Deployment of gaze is an overt manifestation of this allocation of
attention (202). The visual system accomplishes higher order tasks (such as object
recognition) by selecting a relevant (also called salient) part of the visual image
and operating only on that subset of information, then selecting another part of
the image, operating on that and so forth. By this strategy the complexity of for
example object recognition is reduced since it is limited to only a small number of
elements at a time. Visual attention is the mechanism that performs this selection,
and this chapter is concerned with the details of this mechanism.
A major distinction that has guided research in this area, and one that will provide
an organizing principle for this chapter, is whether attention is goal-driven (con-
trolled in a "top-down" fashion), or stimulus-driven (controlled in a "bottom-up"
fashion). This distinction has existed at least since William James first introduced
it a century ago in his book, The principles of psychology (1890). James char-
acterized this distinction in terms of "active" and "passive" modes of attention,
respectively. Attention is said to be goal-driven (in James’ words, "active") when it
is controlled by the observer’s deliberate strategies and intentions (306). For exam-
ple, if one is looking for a particular cup (Babak’s cup), and that cup is known to be
blue, then blue cups in general (or even other blue objects in some cases) are likely
to be selected by attention. In contrast, attention is said to be stimulus-driven (or
"passive") when it is controlled by some salient (striking) attribute of the image
that is not necessarily relevant to the observer’s perceptual goals. For example, if
a red cup is standing on a green table when I’m doing my search, it might seem to
"pop out" of the background and draw attention automatically.
There is as implied here a distinction between goal-driven and stimulus-driven con-
trol of attention. Nevertheless, for any given act of attention some combination of
the two attentional modes (which are the ones also called Endogenous and Exoge-
nous in the previous section) is always involved. One of the themes of this chapter
is how these two modes are controlled to contruct a fluent and coherent visual per-
formance.

A search for "visual attention" in the title, on Google Scholar on October 7th
2010, yields 6,590 results. Therefore it may not be surprising that enormous
progress has been made in recent years towards understanding and modeling the ba-
sic principles of (visual) attention, and there is mounting experimental evidence that
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attention is far more sophisticated than a simple feed-forward spatially-selective fil-
tering process (29; 40; 41; 99; 122; 196; 265; 271; 274; 280; 292; 310). However, for
all that research some basic questions still remain to be fully answered (related to
awareness, binding and other issues that we’ll try to say something about in this
chapter).
Beyond the motivation to understand how attention works in biological systems,
there are a vast number of potential applications of such a mathematical/computational
model of attention. These applications range from control systems (265), object
detection and recognition in cluttered complex scenes (29; 60; 71; 73; 99; 196; 252;
292), human-machine-interactions (228; 310), robot navigation (78; 206), image re-
trieval in large datasets (176), visual tracking (171; 270), mobility aid for visually
impaired persons (59), predicting human gaze (37; 122), surveillance and many
many more that will be discussed or mentioned in this thesis.
These applications not only give a motivation for the uses of attention in artificial
systems, but re-inforce the understanding of how attention is motivated in nature.
Some argue that attention is hence the control system of the brain. Indeed the
authors in (265) show that certain basic components of the cognitive process can
be created by using attentional control. They claim that attention not only reduces
the complexity of complex scenes to that of attended components, but also to the
preparation of motor responses only to attended response patterns and works as
the control system of the brain. Others like (41) are intrigued by how the human
visual system can recognize tens of thousands of object categories irrespective of
their pose or scale. They argue that attention is a strategy evolved to overcome the
limitation of purely feed forward processing in the presence of clutter and crowding.
Using a Bayesian model of attention along with a hierarchical model of feed for-
ward recognition on a data set of real world images, they show that this two stage
attentive processing can improve recognition in cluttered and crowded conditions.
There are solid demonstrations of the need for such a strategy. For instance, (99)
demonstrate with a formal mathematical model that it is suboptimal to process the
entire visual input given prior information about target locations (which attention
provides). This argues for an attentional strategy independent of computational
savings: no matter how much computational power is available, it is in principle
better to dedicate it preferentially to selected portions of the scene. In artificial sys-
tems, restricting the task of object recognition to these regions allows faster recog-
nition and unsupervised learning of multiple objects in cluttered environments, as
has been shown by numerous rigorous experiments (29; 73; 238; 292; 294). Ar-
guably, attention maximizes the likelihood for detecting targets of interest in those
attended regions (262).
Examples of the uses of attention in machine vision range from the very simple
and low-level to the complex and high-level. For instance, the low-level segmen-
tation of a scene into meaningful segments/portions can be shown to benefit from
attentionally salient locations. In (61) the input image is segmented several times,
each time focussing on a different salient part of the image and to subsequently
merge all obtained results into one composite segmentation. Even for such highly
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specialized tasks as face detection, it has been argued that attention plays a signif-
icant role (17). Nontheless, attention does not limit itself to scene-level processing.
There is motivation for attentional processes also at the object-parts level. It has
been demonstrated that attentional selection of portions of objects indeed is more
common than selection of non-objects (71), even for our modern everyday objects.
Furthermore, using attention one can create a compact representation of objects
that is highly invariant to translation, rotation (image and depth), and scaling, and
offers the locality of representation required for occluded object recognition (252).
Not surprisingly, object tracking too is closely related to attentional tasks, such as
the guidance of eye movements (112; 171; 270). Again, due to the advantages of
tracking accurately, evolution has created biological vision systems extremely effi-
cient in terms of both accuracy and speed. Research suggest that the effectiveness
of these mechanisms, even under the most adverse conditions (e.g. highly cluttered
scenes, low-light, etc), is a consequence of the availability of robust attention mech-
anisms (213).
Some scientists argue that attention has been a crucial factor in the creation of
our collective societies in such fundamental processes as language acquisition (310).
They show that learning the meaning of words is strongly coupled with the process
of attention and its "standardized" principles within the same species. Consider the
following theoretical puzzle put forward by philosopher Quine (1960): Imagine that
you are a stranger in a strange land with no knowledge of the language or customs.
A native says "Gavagai" while pointing at a rabbit running by in the distance. How
can you determine the intended referent? Quine offered this puzzle as an example
of reference uncertainty in mapping language to the physical world (what words in
a language refer to). Quine argued that, given the novel word "Gavagai" and the
object rabbit, there would be an infinite number of possible intended meanings -
ranging from the basic level kind of rabbit, to a subordinate/superordinate kind,
its color, fur, parts, or activity. Quine’s example points up a fundamental prob-
lem in first language lexical acquisition - the ambiguity problem of word-to-world
mapping. Here, attention or rather joint-attention between the instructor and the
instructee is essential for the establishment of common concepts.
Other psychophysical studies suggest that perceptual learning is mediated by an
enhancement in the coding of the signal(64), and physiological studies suggest that
it might be related to the plasticity in the weighting or selection of sensory units
coding task relevant information (learning through attention optimization).
Moreover, the notion of surprise, fundamental for our survival in everyday life, has
its foundation in attention. Studies (96) suggest that preexposure allows you to
construct a long-term memory representation of the scene (based on attention),
and later use this as a basis for discriminating the new object. Thus, when the
scene is familiar, changes may be more readily detectable. The importance of at-
tention for surprise has recently been explored in a Bayesian framework (126).
However, attention is involved with more than just perception (274). There is
evidence (185) for the tight coupling of the oculomotor system with a sensory stim-
ulus representation that is modulated by attention, that is, an integrated saliency
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map (we will talk much more about the concept of saliency maps later in Chap-
ter 3). Tsotsos (278; 280), Koch (140; 141) and many others argue for the more
phenomenological aspects of attention. Tsotsos argues that "where" and "what"
are only two of the possible roles of attention. Attention is also closely linked to
what they call ’binding’ (we will talk more about this later) and it is the triad of
attention, binding and recognition that go hand in hand for visual understanding.
Yet, even these authors conclude that in the vast body of literature the common
denominator is that attention seems to be due to inherent limits in processing ca-
pacity in the brain.
Attention seems to modulate visual processing along at least two dimensions (169):
a spatial dimension (see end of section 2.1.4), which enhances the representation of
stimuli within the focus of attention, and a feature dimension, which is thought to
enhance attended visual features throughout the visual field.
Another aspect of understanding the visual brain that becomes obvious when brows-
ing through the immense litterature is the necessity to combine different approaches
(57). Listing these in an ascending ’complexity scale’ order yields: Biophysical and
biochemical understanding of the various properties of neurons is essential, since
these are computing elements of the brain. We need neurophysiological evidence
of what the different parts of the brain do and why; it is at the level of few or
single neurons that information is exchanged between the computing elements of
the brain. Knowledge of the anatomical and functional architecture of the cortex
is needed to show what types of neuronal networks actually perform the computa-
tions. Neuroimaging is an important tool and approach for observing and mapping
activities of these architectures ’in vivo’ at a (several orders of magnitude) larger
scale. And finally the approach of neural computation is needed to link together
all the empirical evidence under one unified model of how the system actually works.

An illustrative example from (192): Consider the task of recognizing ob-
jects in a visual scene. What sort of processing resources would be required to
identify all objects in parallel, regardless of their positions, orientations, and size in
the scene? If we are familiar with n different objects, and any object can appear in
p different horizontal or vertical positions and r rotations and s scales, the number
of different object instantiations is np2rs. This number would be far larger still if
the objects are not rigid. Regardless of the nature of the recognition process, the
number of possible object instantiations roughly determines the amount of process-
ing resources required.
Ballard (1986) and Tsotsos (1990,1991) have presented computational complexity
analyses of this sort to argue that the combinatorics of vision require some type of
attentional selection to reduce the number of possibilities that need to bo consid-
ered, and that attention can be particulary beneficial when exploiting knowledge
of the particular task being faced by the visual system.
As mentioned in the introduction, nature has devised a strategy for dealing with
the serial bottleneck of human information processing: Select certain portions of
the input to be processed preferentially, shifting the processing focus from one lo-
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cation to another in a serial fashion. This strategy is commonly referred to by
psychologists and neurobiologists as selective visual attention. If information en-
ters short-term memory, it is said to be "attended". But it must also remain there
long enough to be cognitively "detected". Thus, visual attention is closely linked to
visual awareness and introspection. What is known today about visual attention
is the result of decades of psychophysical, neurophysiological and computational
approaches and studies. Psychophysical studies reveal the behavioral consequences
of visual attention by measuring either a speed-up in the observer’s reaction time
or an improvement in discrimination performance in a specific task. Neurophysio-
logical studies, on the other hand, examine the neural mechanisms and brain areas
involved in attention by measurements on single cell firing rate or in activity in a
part of the brain as a function of the attentional state of the subject (140). More
on the computational approaches in section 2.3 and 2.4. An important tool for
understanding the concepts in the two first approaches is cognitive psychology.

1.1 Cognitive psychology

Cognitive psychology is the science of understanding the nature of human intelli-
gence. The inner workings of the human mind are far more complex than the most
complicated systems of modern technology. In the field of artificial intelligence
(AI), researchers attempt to develop programs with intelligent behavior. Although,
for the past 40 years this has been an active field and there have been may notable
successes, AI research still cannot produce a program that matches human intelli-
gence, i.e. recalling facts, solving problems, reasoning, learning with performance
even remotely comparable to humans 1. This lack of success has occurred not be-
cause computers are inferior to human brains, but rather because we do not yet
have sufficient details on how intelligence is organized in the brain.
If cognitive psychology studies the processes by which humans develop and mani-
fest intelligent behavior then Cognitive Perception can be said to be a sub-field in
cognitive psycholgoy dealing with the matter of apprehension and understanding of
sensory information (153; 271). Perhaps the biggest issue in Cognitive Perception
yet to be solved, is the dualistic nature of the ’whole’ versus the ’part’. The contro-
versy between analytic and synthetic theories of perception goes back many years:
the Associationists asserted that the experience of complex wholes is built by com-
bining more elementary sensations, while the Gestalt psychologists claimed that
the whole precedes its parts, that we initially register unitary objects and relation-
ships, and only later, if necessary, analyze these objects into their component parts
or properties. Roughly said this is a contrast between the theories of Top-down
analysis (Gestalt psychologists) and Bottom-up analysis (Associationists) (271).
For humans this controversy lies in the endogeneous and exogeneous aspects of
attention. In order to understand this one must first know about the biological

1The recent "Watson" project of IBM might be the first exception to this
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and pscyhological underpinnings of attention. During the nineteenth century much
of the insight of attention came from introspection, i.e. analysis and inspection
of one’s own thoughts and feelings by one self. This kind of analysis has at least
one evident shortcoming: many relevant aspects of visual attention are processed
unconsciously and are hence not accessible while doing introspection. During the
twentieth century introspection has been questioned and is used with great cau-
tion nowadays. Instead new experimental methods to study attention emerged.
The most promising one turned out to be so called performance methods. These
methods measures the reaction time (RT) in performing a task. A typical such
task is to measure RT when searching for a target among distractors. By varying
the number of distractors (also called set size) the complexity of the search task
can be varied. As expected, the RT increases with the number of distractors (the
higher complexity) and the slope of the RT×set-size function is a function of the
complexity. See Figure 2.1. If that slope is zero (or very small), the reaction time
is independent of number of distractors, the stimulus is said to pop-out (226).

Figure 2.1: Performance experiment, reation time (RT) vs. set-size

In the early thirties Stroop made a famous experiment. He created lists of names
of colors written in conflicting colors. He then let the subjects read the words in
one test and let them name the colors on each word in another test. The result
was striking: people had much more difficulty naming the colors of the words than
reading the words (color names). Try it your self in Figure 2.2.

This was called the Stroop effect. Stroop drew the conclusion that humans are
used to read text of different colors and hence, the word-stimuli has no association
to color. But color-stimuli have been associated to various responses, among these
to identify the object (226).
Garner (1974) gave an explanation to this effect by introducing the concept of
separate and integral features. The light that is recieved by the retina is processed
to a set of features. Some features are separate, meaning that we can attend to one
feature without being distracted by variations of another separate feature; e.g. we
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Figure 2.2: An example of the Stroop effect. Try naming the color of the words! (Taken from
Wikipedia.com)

can attend to the color of a set of objects without being distracted by variations in
their height. Other features are integral, e.g. we cannot attend to the width of a
set of objects witout being distracted by variations in height. Se the two examples
below in Figures 2.3 and 2.4.

Note that we can intentionally percieve difference between objects that differ in
integral features as if they were separable, but that includes cognitive procesing at
a higher level and is therefore slow. Moreover, according to Stroop, there is no clear
cut between integral and separable features, instead there’s a degree of interaction
between features.
Groups of integral features are denoted feature dimensions, e.g. color is a feature
dimension with red, green, blue etc. as features. It turns out that we can search
for a target that is unique in one feature dimension regardless of how many other
distracting items there are in a display. However, if the target is unique only
with respect to a conjunction of two or more features the search time becomes
proportional to the number of distractors (226).
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Figure 2.3: Here the difference is in separable features. The elipses can easily be grouped either in
columns by orientation or in rows by size, since these are separable features.

Figure 2.4: Here the difference is in integral features. Columns are defined by identical width and rows
by identical height which are integrated features and hence grouping into columns and rows is harder.

The theories of Garner led to the Feature Integration Theory of Treisman
& Gelade (271). According to FIT separable feature dimensions are processed
in parallel across the visual field. However, a target defined by a conjunction of
separate feature dimensions take linear time to detect with respect to the number
of distractors. Example of this Conjunctive Search can be seen in Figure 2.5.
Moreover, spatial relations between features do also need linear time with respect
to the number of distractors. With respect to this Treisman and Gelade also found
that illusionary conjunctions may occur for items that have not been attended.
Furthermore, FIT predicts that it is harder to search for targets that are defined by

absence of a feature. This is called search asymmetries. Some search asymmetries
are (226):

• Search for a curved line among straight lines is easier than the opposite.

• Search for an ellipse among circles is easier than the opposite.

• Search for an open circle among closed circles is easier than the opposite.
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Figure 2.5: Conjunctive search: find the white square. (Taken from Treisman)

• Search for a pair of convergent lines among parallel lines is easier than the
opposite.

• Search for magenta, lime or turquoise colored items among red, green and
blue items is easier than the opposite.

In general one could say that the higher an object/item comes in the cognitive
hierarchy, i.e. generalization of conceptualization, the easier it is to find it among
its different instances. A straight line is just a special case of a curved one. So is a
circle to an ellipse or parallel lines to convergent ones.
Another way of looking at this is to say that for example the curved line has an
extra feature as compared to the straigth line, and that extra "feature" is curvature.
Therefore the opposite search would imply a search for absence of a feature (in this
case curvature) which would be more difficult than a search for the presence of that
same feature.
Later studies showed that the FIT wasn’t complete and that there were cases where
the search time for targets discriminated by spatial relations wasn’t linear with re-
spect to number of distractors. So Treisman and Sato (1990) revised the FIT and
acknowledged that different attentional strategies are used dependent of environ-
ment. Search can be improved by grouping non-targets and inhibit such regions
iteratively. Moreover, search for target among distractors with conjunct features
can be faster if one feature is more common than the other (226).

In such tasks as the visual search discussed above, it is useful to distinguish
between the defining attribute of the target and its reported attribute (306). The
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defining attribute is what the observer must search for during the task; it may be
simple, such as the color or orientation of a bar, or complex, such as the conjunction
of two or more features (e.g. small green horizontal bar). The reported attribute is
often simply the target’s presence or absence, but it may also be the name of the
target or some attribute other than the defining one. When an observer is required
to report the orientation of the green bar, the defining attribute is color and the
reported attribute is orientation. For explaining the results of these search tasks,
many theories for attention have been developed in cognitive psychology.
One of the first modern theories of attention was Donald Broadbent’s filter theory
(1958). Broadbent viewed the central nervous system as akin to a single commu-
nication channel with limited capacity. As such, his filter theory was designed to
explain how some of the information processed by our senses is discarded before
reaching the limited capacity channel. To effect this discarding of relevant informa-
tion, Broadbent proposed that certain physical properties of stimuli are analyzed
in parallel, with the products of this analysis then being stored in a short-term
memory buffer called the S system. A selective filter then ensures that only the
behaviorally relevant contents of the S system are subject to further attentive anal-
ysis by the P system. Stimuli not selected for attentive analysis are presumed to
decay within the S system in a matter of seconds.
An important prediction of Broadbent’s filter model is that processing of unat-
tended material will not proceed to the level at which semantic information is ac-
cessed. However, shortly after publication of Broadbent’s model, several research-
groups reported evidence that semantic access is sometimes achieved for unattended
stimuli (181). For example according to Milliken (181), Moray reported in 1959 that
subjects occasionally recognize their own name when inserted in an unattended mes-
sage. These kind of results led to some modifications the notion of a selective filter
and others abandoned it completely (4).
At this point there was a need for an alternative hypothesis to explain how central
processes are protected from information overload.
Such a theory was the one of Walley and Weiden from 1973 (181). It answered the
question: "What prevents irrelevant sources of information from competing for ac-
cess to this encoding process?" In order to achieve such a prevention they suggested
a model that integrated work from both behavioral and neurophysiological studies
of attention. An important property of their model distinguished it from others
that had been proposed up to that time: they suggested that the later stages of
encoding could in fact occur in parallel across a range of inputs. Moreover, they in-
troduced a mechanism to ensure that encoding of one input actively interferes with
the encoding of other similar inputs. This mechanism was called lateral inhibition.
Lateral inhibition is a mechanism by which activity in a neural unit at one level
of a system reduces the activity of neighboring units at the same level of the sys-
tem. The inhibitory effect often varies with distance, such that stronger inhibitory
effects are associated with more closely neighboring units. In early vision, lateral
inhibition is useful because it enhances the neural response in regions of contrast,
thereby providing information concerning, for example, where one object ends and
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another begins (181; 182).

1.2 Perception-Based Knowledge Representation in Visual
Imagery

What the discussions in the previous section implies, is that when observing a visual
environment human beings (and other animals) tend to do a subconscious ranking
of the "interestingness" of the different components of that scene. This ranking de-
pends on two factors: the observer (the subject) and the scene (the object). What
this means in a more pragmatic sense is that our goals and desires interact with
the intrinsic properties of the environment so that the ranking of components in
the scene is done with respect to their (non)correlations with their surroundings
(bottom-up) and to our objectives of visual-search (top-down) (122; 161).
The attended region is then selected through dynamic modifications of cortical
connectivity or through the establishment of specific temporal patterns of activity,
under both top-down (task-dependent) and bottom-up (scene-dependent) control
(203). However, regardless of the system, there is always a limited speed of the
neuronal hardware available for visual tasks. The most logical preventive action to
take is to reduce the complexity of scene analysis (129).
Thus vision appears to rely on sophisticated interactions between coarse, massively
parallel, full-field pre-attentive analysis systems and the more detailed, circum-
scribed and sequential attentional analysis system.
Much evidence has accumulated in favor of such a two-component framework (com-
bining the gestalt-psychologist and the associationist views) for the control of where
in a visual scene attention is deployed: A bottom-up, fast, primitive mechanism
that biases the observer towards selecting stimuli based on their saliency (most
likely encoded in terms of center versus surround mechanisms) and a second slower
(94; 113), top-down mechanism with variable selection criteria, which directs the
’spotlight of attention’ under cognitive, volitional control (271). The idea here is
that volitional control is much slower than stimulus/environment-driven control. In
an intriguing article titled "The Speed of Free Will" (113), Horowitz suggests that
the slower speed of voluntary shifts reflects the "clock speed of free will". Wishing to
attend to something takes more time than shifting attention in response to sensory
input.

Visual context

In many cognitive and perceptual processes, contextual information is a key com-
ponent. For example in language, sentence context removes ambiguity from the
perception and meaning of the words in that sentence. In visual cognition, context
effects are also recurrent (Figure 2.6). It has been demonstrated that in complex
scenes context information guides object recognition and attention. Moreover, the
presence of context effects is consistent with proposals that biological intelligence
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benefits from highly interactive processing (44).

Figure 2.6: Varieties of visual context effects. (a) Word context disambiguates the identity of
embedded letters. (b) The kitchen context facilitates identification for an appropriate object (loaf of
bread in inset a, compared with a visually similar, misleading object (mailbox in inset b) or inappropriate
object (drum in inset c). (c) Objects that violate positional constraints in scenes, such as the fire
hydrant on the mailbox, are difficult to detect. (d) Context influences face recognition. Observers can
readily discriminate the two figures based on contextual cues such as hairstyle and speaking position,
but interestingly, the faces are identical in this digitally altered image. Taken from "Trends in Cognitive
Sciences."

It is not a surprise to most people that items are easier to detect if they are in
an expected context, e.g. a boat is easier to detect in a sea landscape than in a city.
A subject knowing about a search task beforehand aids their search by detecting
the global context of the picture very fast. Studies on the relationship between
detecting and recognizing reveal that we can identify a conceptually meaningful
picture within 100 ms but about 300 ms of further processing is required to store
the picture in long-term memory. Since we normally change gaze direction several
times per second it appears as if much more is seen and understood that is retained.
Friedman (1979) denoted this rapid context detection as gist (44). Later studies
showed that subjects could capture the gist of a scene with one brief glance (<80
ms), which led to a model that matched texton histograms against a memory. It
was concluded that a simple histogram-based approach explains early scene iden-
tification well. This is one of the key issues we later make use of in our modelling
(See section 3.2.7).

1.3 Neurobiology

A fair amount is known about the neural underpinnings of very early visual infor-
mation processing. Figure 2.7 is an illustration of the inner workings of the eye.
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Light is scattered slightly in passing through the vitreous humor, so the image
falling on the back of the retina is not perfectly sharp. One of the functions of
early visual processing is to sharpen that image. The rods and cones in the retina
convert light to neural energy by a photochemical process.

Figure 2.7: A schematic representation of the eye. Light enters through the cornea, passes through the
aqueous humor, pupil, lens, and vitreous humor to strike the retina, which is stimulated by the light.
(Taken from edoctoronline.com)

Figure 2.8: The synaptic chain of receptor cells onto bipolar cells onto ganglion cells to form the optic
nerve. (Taken from hubel.med.harvard.edu)

The receptor cells synapse onto bipolar cells and these onto ganglion cells, whose
axons leave the eye and form the optic nerve, which goes to the brain (see Figure
2.8). There are a total of 800,000 ganglion cells in the optic nerve from each eye.
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It is known that each ganglion cell encodes information from a small region of the
retina. Figure 2.9 illustrates the neural paths from the eyes to the brain. The optic
nerves from both eyes meet at the optic chiasm, and the nerves from the nasal side
of the retina cross over and go to the opposite side of the brain, while the nerves
from the outside of the retina continue to the same side of the brain as the eye.
Thus, information about the left part of the visual field goes to the right brain and
vice versa (4).
Once inside the brain, the fibers from the ganglion cells synapse onto cells in vari-

Figure 2.9: Neural paths from the eyes to the primary visual cortex in the brain. (Taken from
medecineweb.com)

ous subcortical structures. Two of these structures are the lateral geniculate nucleus
(LGN) and the superior colliculus (SC). It is thought that the lateral geniculate
nucleus is part of the neural pathway that is important in perceiving details and
recognizing objects (also refered to as the Ventral Stream), while the superior col-
liculus is involved in the localization of objects in space (also refered to as the
Dorsal Stream) (4). See the more detailed Figure 2.10.

Information coding in visual cells

Acording to Kuffler (1953)(4) the ganglion cells encode visual information in a
specific manner. It turns out that the the activity of these cells is correlated with
the amount of light fallen onto the region of the retina that the particular ganglion
cell corresponds to. If light is presented just around these regions, the activity will
go down. These are known as on-off cells. There are also off-on ganglion cells,
where light at the center suppresses activity response and light in the surrounding
areas increases the activity. It has been suggested that this design work as an early
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Figure 2.10: A more detailed illustration of the neural pathways and their post-striate synapses.
(Taken from Brainmind.com)

low-level intensity detection. See Figure 2.11.

Figure 2.11: The upper row is an illustration of the modes of distinctive stimulation for the on-off
cells. The lower row is the same illustration for the off-on cells. The on-off cells have an increase of
activity when light falls in their center and a decrease of activity when light falls on their edge. For the
off-on cells it’s vice versa. (Taken from BrainConnection.com)

Visual cortical cells, however, respond in a more complex manner than these
lower cells. Four patterns exist in the cortical cells. In contrast to the on-off/off-on
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cells, these receptive fields have an elongated shape. They work as higher-level
detectors of edges and bars (4).
Both edge and bar detectors are specific with respect to position, orientation and
width. In other words they repsond only to stimulation in a small area of the visual
field, to bars and edges with specific orientations and widths. Figure 2.12 illustrates
how a number of on-off and off-on cells might combine to form bar or edge detectors.

Figure 2.12: Hypothetical combinations of on-off and off-on cells to form (a) bar detectors and (b)
edge detectors. Note that their inverses (reversed on and off) also can be constructed.

Visual cortex has something on the order of 1010 cells, organized in a hierarchical
manner. The area V1, also called striate cortex or primary visual cortex, is at the
basis of this hierarchy, since it represents as we have pointed out the major entry
of the visual information coming from the LGN to the visual cortex. Noteworthy
for the importance of attentional guidance is that about 50% of the area of V1 is
devoted to the representation of the visual information gathered by the central part
of the retina, called the fovea (204). Clearly more computational resources are ded-
icated to visual information from this area than the rest of the visual field, making
attentional guidance of visual input to the foveal field of uttermost importance.
Moreover, it is found that the visual cortex is divided into 2 × 2 mm2 regions,
called hypercolumns. Each hypercolumn represents a particular region of the recep-
tive field. Since the organization of the visal cortex is topographic (i.e. adjacent
cells tend to process sensory stimuli that are close to one another) adjacent areas
of the visual field are represented in adjacent hypercolumns. Furthermore, each
hypercolumn is itself organized into a matrix. Along one dimension there are alter-
nating cells receiving input from the left and right eye. Along the other dimension
the cells vary in what orientation they are most sensitive to. Adjacent regions rep-
resent similar orientation(4). See Figure 2.13

In other words there is a tremendous amount of information encoded about the
visual array. We have hundreds of regions of space separately represented for each
eye, and within these regions we have many different orientations represented. Also,
different cells will code for different sizes and widths of lines. Thus an enormous
amount of information has been extracted from the visual signal by the time it
reaches the first cortical areas. In addition to this rich representation of line orien-
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Figure 2.13: Representation of a hypercolumn in the visual cortex. (Taken from Gazzaniga)

tation, size, widht etc., the visual system extracts other information from the visual
signal in a "hardwired" manner. For instance, we can also perceive the color and
motion of objects. It is proposed (4) that these various dimensions (form, color,
movement etc.) are all processed separately and in parallel by the visual system.
What we refer to as low-level vision here is what occurs mostly in the primary
visual cortex (V1) of the brain. In V1 cells are usually classified as simple and
complex cells [Hubel, 1962]. A simple cell has distinct excitatory and inhibitory
regions. These regions have mutual antagonism (excitatory and inhibitory regions
balance themselves out in poor lighting). Complex cells on the other hand show a
degree of spatial invariance. This means that its receptive field cannot be mapped
into fixed excitatory and inhibitory zones. Rather, they will respond to patterns of
light in a certain orientation within a large receptive field, regardless of the exact
location. Complex cells usually take their input signals from simple cells (85).

There are many different visual pathways and many different areas of the cortex
devoted to visual processing. Different pathways have cells that are differentially
sensitive to color, movement, form, orientation etc. Seemingly, the visual system
divides the stimulus into many independent features and represents the locations
of these features. Such spatial representations of features are called feature maps
(298) (see Figure 2.14). Thus, if a vertical red bar is moving at a particular loca-
tion, there are separate feature maps representing that it is red, vertical and moving
in that location, and these maps may be in different visual areas of the brain at
different levels of cognition. Visual processing in the brain is believed to proceed
among two concurrent, yet interconnected streams. The ventral stream ("what")
covers a hierarchy of regions (V1-IT) that process identity of objects and scenes.
The dorsal stream ("where") processes location and motion information from V1
along the occipital lobe forward into the parietal lobe. The ventral stream in the
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primate visual cortex (284), which plays a key role in object recognition, achieves
a difficult tradeoff between selectivity and invariance (tolerance to position and
scale). The complexity of the preferred stimulus for these "specialized" neurons
increases as we go further along the ventral stream: from simple oriented bars in
area V1 [Hubel, 1959], curvature in V2, simple shapes in V4 (58) and finally to
object selective cells in area IT (263). It is by this gradual increase in selectivity
that the brain recognizes complex objects and scenes (40). However, the so called
binding problem lurks in the background here: since this models does not explain
how the brain can do this in a location invariant manner. It is here that atten-
tion might provide a hint as to how the binding is achieved (more on binding later).

Figure 2.14: An illustration of the concept of feature maps in the brain as presented by Wolfe.
Some important areas in the brain are marked: color/form and motion/depth. (Taken from stargazer-
observatory.com)
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As mentioned before, human vision shows strong limitations on how much visual
stimuli that can be processed and identified or classified in parallel. In accordance
to the neurology of vision discussed above, one can conceive of processing of a visual
stimuli as occuring along a certain neural pathway. Parallel processing is possible
when the pathways for two stimuli are nonoverlapping. But if the pathways cross
- i.e. they share common resources or hardware - the stimuli will interfere with
one another. In a neurological sense one could say that one role of attention is to
reduce this interference by restricting the amount of information that is processed
at once (192).
Relating this to the feature maps discussed above, a vast amount of evidence (161)
indicate a central attention-map (combing all other features by these pathways)
may exist in the primary visual cortex . This map, often called a "saliency map",
would therefore be of crucial importance to the neurophysiological understanding
of visual attention.

Single-neuron studies have established that attention modulates neuron re-
sponses in visual cortex (170; 233) such that neurons whose preferred stimulus is
attended to respond more strongly while the activity of neurons coding for nonat-
tended stimuli is inhibited (245). Moreover, an attended stimulus determines a
neuron’s response even in the presence of other stimuli. That is, a stimulus that
by itself produces a weak response will do so even if a more optimal stimulus for
the neuron under study is present in its receptive field, as long as the nonpreferred
stimulus is attended to, and vice versa for preferred stimuli. These effects have
been described mostly for extrastriate areas of the ventral visual stream (which is
considered crucial for the processes of object recognition), namely V2, V4 (233) and
inferotemporal cortex (IT), but they have also been found in primary visual cortex
and in the dorsal stream, usually associated with processing motion information
(245; 272).
Earlier work has hypothesized that the physiological effect of attention on a neuron
might be to shrink its receptive field around the attended stimulus or to sharpen
its tuning curve (188). However, a receptive field remapping, possibly implemented
by way of shifter circuits, would likely only be appropriate for spatial attention,
where the locus of the object of interest is known in advance, and not for early
selection mechanisms of feature attention. A sharpening of tuning curves, on the
other hand, is not observed if cell responses are corrected for baseline firing.
This is done by rapidly increasing the synaptic weight (gain) for the neuron pop-
ulation responding to the attended stimulus, often by direct excitatory top-down
(as assumed in the Biased Competition model of (233)), a mechanism often used
in modeling studies (285), causing increased activity or probably disinhibition in
those cells.
It has been discussed to some extent whether the result of attentional modulation
on a neuron’s firing rate is better described as multiplicative, increasing high fir-
ing rates more than low rates, or by a contrast-gain model, which assumes that
attention causes a shift of a neuron’s contrast-response function, yielding the most
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significant increases in firing rate when the neuron’s activity is close to baseline.
Both have been observed experimentally in different paradigms, however. The two
viewpoints can be reconciled by assuming that a neuron’s tuning curve, i.e., the
function describing its responses to different stimuli at the same contrast, is en-
hanced in a multiplicative way by attention, such that responses to more preferred
stimuli increase more (in absolute terms), while the neuron’s contrast response func-
tion, i.e., the function describing its response to a given stimulus at varying contrast
is shifted to the left, leading to more prominent activity, increases for stimuli at
low and intermediate contrasts (245).

In other words, the sensory effect of a stimulus is not simply determined by
filter models. Rather, the response to the stimulus is modulated by different mech-
anisms that increase or decrease the resulting strength of the neuronal and percep-
tual response. This mechanisms can be task- and/or context-dependent (thereby
the top-down excitation). See chapter 2.1.4. The vast majority of cognitive neuro-
science models in vision adopt an essentially bottom-up perspective. Although an
exciting recent development has been to consider the role of top-down processing
(e.g., Bar et al., 2006), "top down" refers primarily to knowledge, expectations, and
temporal and spatial context (191). It is well known that perceptual judgment is
distracted by concurrent information and that cueing some aspect of a stimulus
enhances the quality of its perception, with measurable changes in its appearance
(Carrasco, Ling, & Read, 2004).
These behavioral observations have found physiological counterparts in studies
where the discharge rate of visual neurons was recorded under different attentional
states in awake animals. Attentional modulation seems to occur in neurons in
several early visual areas, and the amount of modulation grows with the level of
processing (Maunsell & Cook, 2002) (12).
When it comes to context, it has been shown that stimuli outside classical recep-
tive fields exert a significant influence over the activities of neurons in the primary
visual cortex. Li (159) propose that contextual influences are used for pre-attentive
visual segmentation. The neural activities near region boundaries are higher than
elsewhere, making boundaries more salient for perceptual pop-out. According to
her the cortex computes global region boundaries using so called local intra-cortical
interactions. Putting these effects together,the V1 area in the visual cortex, is mod-
elled as a saliency network highlighting the distinguished (salient) image areas in
inputs (159).

1.4 Top-down processing

The earliest reports of so called attentional modulation of sensory signals in ex-
trastriate cortex were made by (188). More recent studies have established such
influences in evermore earlier stages of the visual processing hierarchy. Not only
has attentional effects been demonstrated all the way down to V1, but top-down
influences even as close to the retina as the lateral geniculate nucleus (LGN) have
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been discovered (274).

When you look at Figure 2.15, your attention is probably attracted to the spiky
diamond. Salient items like this are different from their neighbors and tend to
attract attention (49). The information that guided your attention to that item
can be labeled as bottom-up , meaning that it did not depend on the observer’s
knowledge of the stimulus. The stimulus itself provides the guidance. Later in
chapter 2.2.5 we will discuss more on bottom-up processing.

Figure 2.15: The spiky diamond attracts attention because it is salient, but it is easy to guide attention
to other items as a task might demand (e.g., Find white verticals). (Taken from (27))

Now try finding the white vertical lines. You can probably do this without any
difficulty. You can find white verticals by guiding your attention to the intersection
of the set of white items and the set of vertical items, i.e. you will look for something
white and something vertical. This is exactly the conjunction search talked about
in chapter 2.2.1; white and vertical are separable features and therefore the search
will be in linear time. The information that guided your attention in this case can
be labeled top-down meaning that it depended on the observer’s knowledge. The
white verticals would not have attracted attention in the same way without that
knowledge (though there is evidence that the white vertical lines actually become
more salient if you are looking for them; (27)).
Top-down information can come in several other forms. For example position in-
formation can be used to guide attention. Instead of telling the reader explicitly
that the target is white and vertical, we could say that the target is the item in the
lower left corner, see (12) for experiments of this type.

Implicit information can also be considered a form of top-down information.
According to Wolfe et al. (299), Maljkovic and Nakayama (1994) showed that at-
tention was more swiftly deployed to a red item if recent target items had also been
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red. They dubbed this priming of pop-out. This is an implicit form of top-down
guidance (as opposed to task-dependent, which is explicit) since it relies on what is
learned about the prior trials and does not rely solely on the state of the stimulus.
The positional analogue of priming of pop-out is the contextual cuing effect stud-
ied by Chun and Jiang (44). They showed that if observers see a scene multiple
times and if the location of the target is always same in that scene, the observers
learn over time to direct attention to that location more efficiently. This was true
even for observers that never realized that they were seeing the same stimulus on
different trials. As with priming, because this effect relies on the observer’s implicit
knowledge, it can be considered a form of top-down guidance (299). Improvements
of top-down attention with the help of learning has also been reported in more
recent studies (13) where searching for a target amongst distractors is imporved
both in terms of time and accuracy, when training is intensified.
Worth mentioning here is that top-down attention is not solely useful in visual
search for specific targets or guided (volitional) control. In fact studies suggest
that humans typically rely on mechanisms that are initiated top-down to detect
unexpected events (132). Something that one might have intuitively thought to be
a bottom-up event.

Top-down visual attention improves perception of selected stimuli and that im-
provement is reflected in the neural activity at many stages throughout the visual
system. There is a strong relationship between these neural correlates to the neural
mechanisms of spatial working memory (199). Top-down influences such as tasks
and goals can modulate processing in multiple ways. In line with the previous study
on memory, it has been demonstrated that on a slow time scale, practice on a task
leads to learning of new representations, arguing for a principal role of top-down
attention in learning. Attentional modulation primarily yields greater sensitivity
without much change in selectivity (191).

Attention to spatial locations

In 1866, Helmholtz made a claim that observers can direct attention to locations
in space other than their current point of fixation. He performed an experiment in
which a picture was placed in a light-tight box containing a pair of holes through
which the picture could be viewed, and a pair of pinholes on the opposite wall
that served as fixation points. The picture was illuminated briefly by a spark. This
experiment was carried out in a series of studies of depth perception, but Helmholtz
made the following observation in passing:
"It is a curious fact, by the way, that the observer may be gazing steadily at the
two pinholes and holding them in exact coincidence, and yet at the same time he
can concentrate his attention on any part of the dark field he likes, so that when
the spark comes, he will get an impression about objects in that particular region
only. In this experiment the attention is entirely independent of the position and
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accommodation of the eyes, or indeed, of any known variations in or on the organ
of vision. Thus it is possible, simply by a conscious and voluntary effort, to focus
the attention on some definite spot in an absolutely dark and featureless field. In the
development of a theory of the attention, this is one of the most striking experiments
that can be made."
This observation was not pursued with rigorous experimentation until nearly a
century later, and the earliest attempts to do so yielded negative results (306).
Spatial attention can be voluntarily directed. We actively and deliberately select
and focus on what we believe is important, usually aimed at achieving an immediate
visual goal (goal-driven). This is called endogenous attention and is considered
top-down, because higher brain regions are involved at the outset (180), (307).
According to Posner, Snyder and Jonides (308), top-down orienting is resource-
limited, and is affected by expectancies and concurrent memory load.

Deploying top-down attention to the visual hierarchy comes at a cost in reaction
time in fast detection tasks. We use a task switching paradigm to compare task
switches that do with those that do not require re-deployment of top-down attention
and find a cost of 20-28 ms in reaction time for shifting attention from one stimulus
attribute (image content) to another (color of frame) (292).

However, in many subsequent experiments, an attentional advantage was ob-
served. Advantages were found both in how accurately subjects could detect or
identify a briefly-presented object (e.g. Bashinski & Bacharach, 1980; Egly & Homa,
1984; Shaw & Shaw, 1977; Van der Heijden & Eerland, 1973) and in how rapidly
subjects could detect or identify an above-threshold stimulus (e.g. Jonides, 1981;
Posner, 1980; Posner, Snyder, & Davidson, 1980; Shaw, 1978) (306).
The earliest direct studies of the control of visual attention in the modern era
were reported by C. W. Eriksen and his students in the early 1970s. They were
concerned with an issue that remains unresolved today: to what extent are visual
objects identified before attentional selection rather than after? This question is
an extension of a debate that began in the early 1960s concerning the locus of se-
lection in audition, the so-called early- vs lateselection debate. On one side, it was
argued that only very simple stimulus attributes (e.g. pitch of a voice) can be de-
tected preattentively and used to direct attention (Broadbent, 1958); on the other
side, it was argued that stimuli are completely identified preattentively, and that
attentional limitations arise only when a response must be selected (e.g. Deutsch
& Deutsch, 1963). So the question as formulated by Eriksen and colleagues in the
domain of vision was this: if an observer focuses attention on an object with the
goal of identifying that object. to what extent will nearby but to-beignored objects
interfere with the identification process?
Eriksen and Hoffman (1973) made several observations. First, they found that the
identity of the distractor did matter: responses were slower when adjacent distrac-
tors were incompatible with the target than when they were compatible. Second,
the interference produced by incompatible distractors decreased as the distance be-
tween the distractor and the target decreased, and it also decreased as the time
between the onset of the bar marker and the onset of the display decreased. These
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findings suggested that subjects require some time to localize the bar marker so
as to focus attention on the indicated location, and that the attended region was
limited in spatial extent (306).
In recent human studies it has been confirmed that top-down attention to the visual
hierarchy comes at a cost in reaction time in fast detection tasks (292).
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Spatial Distribution of Attention

Subsequent experiments did eventually establish that attention can be directed to
a spatial location, and that this location has a limited spatial extent. Yet other
studies have explored the distribution of attention in space under different condi-
tions. Among the earliest of these experiments was one reported by Engel (1971)
(306). Engel (1971) (306)tried to determine the shape of the attentional area. His
findings gave the very well-defined shape in Figure 5.43.

Figure 2.16: The visibility, conspicuity, and attention areas as conceived by Engel (1971). In the-
conspicuity area, targets can be seen without foreknowledge of location. In the visibility area, targets
can be seen with perfect locational foreknowledge, and the attention area represents a "bulge" in the
conspicuity area when there is imperfect foreknowledge of location. (taken from (306))

There is also evidence for the uneven division of attention across the visual field
when searching for a target amongst distractors, a phenomenon refered to as ’at-
tentional weighting’ (234). In the particular study the bias appears to favor the
inferior visual field, which may arise from the fact that there is more ecologically-
relevant information in this region of space.

Shifts of Attention - the Spotlight metaphor

The work reviewed so far has been concerned with determining how attention is
distributed in space at a given moment in time. This leaves open the question
of how attention is shifted from one location to another. Before reviewing some
of the relevant studies, it will be useful to sketch the space of possibilities. One
of the most controversial questions here is whether the movement of attention is
continuous or discrete (306). A continuous model describes attention as something
like a spotlight: it "illuminates" a specific region of the image, and it only permits
information from that region to pass through to cognition. Also it is assumed that
it moves continuously from one location to the next. In contrast, a "gradient" or
"zoom-lens" model holds that the size and not the location of the attended region
may change continuously but the changes in location occur discontinuously (so that
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as the attention at one location might gradually decrease, the attention at another
location increases). There is evidence that feature-based attention influences visual
cortical responses to stimuli outside the attended location (51; 52), i.e. there is an
interaction of information from within the attentional spotlight to regions ’outside’
the spotlight.
It should be added here that we can move our attention in two different ways!
One is by moving the head or the eyes, this is called overt attention. We can also
move attention without moving any physical part of our body, this is called covert
attention. An example of covert attention is how you can look with your eyes in
one direction but see something in the periphery of your gaze. Covert attention
has been thought of as a spotlight that illuminates a part of the view sphere (306).

Posner, Snyder & Davidson (1980) elaborated the spolight metaphor and atten-
tion at cued locations. From a series of experiments it was concluded that prior
information about the target shape does not improve RT, only information about
location does. At preparation of a (overt shift) saccade the attention is directed as
a spotlight to the target location and after the saccade the attention is diffused to
the surrounding.
Furthermore, it was concluded that for shape detection, and other tasks where the
resolution of foveal vision is demanded, overt attention is applied. However, for
simple tasks, such as detecting a bright or dark spot, the peripheral vision suffices
and covert attention is prefered due to its faster deployment. On the other hand,
when acuity is needed overt attention is issued (225).

These experiments are based on the notion that attention must be directed to a
location in space with a fixed "attentional aperture." Eriksen and St. James (1986)
proposed an alternative "zoom-lens" model of attentional focus. According to the
zoom-lens model, attention is directed to a region of space the size and location of
which changes with task demands. If a subject is required to focus attention on a
single location indicated by a bar marker, the locus of attention begins in a diffuse
state. so that the entire display is attended (in preparation for the appearance of
the bar marker), and then it "zooms in" on the indicated location over time. If
multiple contiguous locations are relevant, attention can be distributed over the
larger region containing those locations, but at some loss in speed. Eriksen and
St. James (1986), using a procedure similar to that of Eriksen and Hoffman (1973)
described earlier, probed the interference produced by incompatible distractors at
various moments in time after the onset of the bar marker, and found that the
spatial extent over which interferences occurred decreased over time as predicted
by the zoom-lens model (306).

In any case, it is clear that human observers can increase their performance
at discriminating visual stimuli according to their orientation or spatial frequency
when they direct attention to the respective stimulus dimension and that focus-
ing attention on a color stimulus is equivalent to an increase in its color saliency
(27). Furthermore, experiments with rapid serial visual presentations (RSVP) have
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shown that subjects perform better at detecting a given target object in a rapid
stream of images when they are informed about what to look for, rather than when
they have to judge after the presentation whether a certain image has been shown
in it or not. Performance improves further with more specific cuing information,
i.e., knowing the basic-level category of a target object (e.g., "dog") in advance
facilitates target detection more than merely knowing the superordinate category
it belongs to (e.g., "animal") (121). It might be asked if these results for more
complex stimuli are also caused by attention directed to certain stimulus features
about which the subject is informed in advance (245).

Although top-down mechanisms are generally considered in high level cognitive
processes, some studies report on the influence of top-down mechanisms (possibly
through the ventral pathways) even at low-level vision (90).

Despite of the existence of the models mentioned above, the majority of the
research related to visual recognition has so far focused on bottom-up analysis.
Gradually more studies emphasize the role of top-down facilitation in cortical anal-
ysis, but it remains somewhat unclear how such processing would be initiated.
After all, top-down facilitation implies that high-level information is activated ear-
lier than some relevant lower-level information.
Bar (18) proposes a specific mechanism for the activation of top-down facilitation
during visual object recognition. He proposes that a partially analyzed version of
the input image (e.g. a blurred image) is projected from early visual areas directly
to the prefrontal cortex (PFC). Once in the PFC, this coarse representation acti-
vates expectations about the most likely interpretations of the input image, which
are then projected back as an "initial guess" to the temporal cortex to be integrated
with the bottom-up analysis. The top-down process facilitates recognition by sub-
stantially limiting the number of object representations that need to be considered.
Imaging and neurophysiological studies have found neural correlates of both types
of attentional mechanisms in the frontal and posterior parietal cortices (34) and al-
though both of these clearly have an influence in the neural activity of these areas,
their respective contributions are not clear.
There are more human data evidence of the top-down attention control from the
PFC. One such study (48) examined Parkinson’s disease patients with deficits sim-
ilar to those in patients with lesions in the PFC. There seemed to be a dispropor-
tionate control by bottom-up attention to dimensional salience during attentional
set shifting. This study was the first direct evidence for a failure of top-down at-
tentional control in Parkinson’s patients, resembling that seen after catecholamine
depletion in the PFC.

With the emergence of new techniques for monitoring cognition in humans (such
as fMRI, accurate eye-tracking devices, virtual reality), the study of attention ih
humans have moved from the computer screen experiments into real-world scenar-
ios. One such study was conducted by Gajewski et al. (83), where they could
conclude that the top-down modulations in voluntary search were in accordance
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with the amount of information provided. Their study also showed a dichotomy
between attention on 2D pictures on a computer screen and spatial attention in
3D real world scenes. Rothkopf (237) also pointed out this discrepancy between
the old school of experiments and the real-world use of attention. In their setup
however, virtual reality scenarios were devised in which the subject equipped with
a VR-goggles, conducted search and avoidance tasks. The saw that gaze distribu-
tion showed large similarity across subjects for a given task. Moreover, the precise
fixation locations on the objects depended on the ongoing task to the point that
the specific tasks could be predicted from the subject’s fixation data.

Jasso and colleagues (131) have made the following coarse categorization of
top-down attention mechanisms:

• Visual search. A stored represenation of the appearance of an object or
object class (my keys, a horse, a red object) is used to direct attention to
locations likely to contain a desired target. Sometimes this is thought of in
terms of higher cortical areas modulating the gain of different feature channels
during the computation of an otherwise bottom-up saliency mechanism.

• Motor Control. The eyes are moved to where they are needed to allow
efficient motor control. For example, when driving a car around a curve, the
driver will usually tend to look at the tangent point of the curve.

• Prediction. The eyes are frequently moved to locations where an interesting
event is predicted to happen. For example, cricket batsmen will predict the
trajectory of the ball when it leaves the pitcher’s hand and fixate the expected
bounce point of the ball.

• Memory of location. Frequently attention is directed towards objects that
were looked at previously but only now have become relevant for the current
task. For example, we may recall that we put down our cup on the table
behind us and turn around to pick it up.

• Social Environment. Last but not least, in humans (and some other social
species) the control of visual attention is in part driven by where other people
are looking. For example, when your conversation partner suddenly turns to
the side to stare at something, you are very likely to turn in the same direction
to identify what your friend standing next to you is looking at. Automatically
fixating eyes or faces of other individuals is another example.

1.5 Bottom-up processing

When William James wrote about attention in his classic ’Principles of Psychology’
a century ago, he noted that certain kinds of events draw attention automatically.
Referring to this variety of attention as passive and immediate (see chapter 2.1.2),
he said that certain stimuli have a "directly exciting quality;" examples include
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"strange things, moving things, wild animals, bright things, pretty things, metallic
things, words, blows, blood, etc., etc., etc." (James, 1890, pp.416-417) (306).
Bottom-up processing can be considered as a function of primitive selective atten-
tion in human vision system since humans selectively attend to such a salient area
according to various stimuli in input scene (216). As we saw in the previous section,
the effectiveness of simple bottom-up information, such as color and illumination,
in attracting attention can be modulated by task influences to yield complex search
patterns (Desimone & Duncan, 1995; Evans & Treisman, 2005; Theeuwes, 1994;
Treisman & Sato, 1990; Underwood & Foulsham, 2006; Wolfe, 1994). It seems
like when no specific search target, no search task, and no particular time or other
constraint are specified to an observer, bottom-up information might play a pre-
dominant role in guiding attention toward potential generically interesting targets
(Itti, 2005). Under such conditions so called "free viewing", bottom-up information
could provide a strong indication of what people might find interesting in a given
scene. Since the bottom-up saliency processing can yield to only a single region,
the binding problem is simplified due to limited features (belonging to one object)
that go to further processing. This then provides an automatic feature binding at
low levels. For example, if a red square is deemed salient and is currently under the
region of interest, then the edges of the square can be dynamically bound with the
color of the square. The success of the feature bindings follows from the assumption
that salient regions would contain multiple salient features (like edges and colors)
that can be bound together for object recognition.(71)

Attentional Capture by Spatial Cues

As we saw earlier in chapter 2.2.4, attention can be directed voluntarily to spatial
locations by informative (top-down) visual cues. However, a salient display change
in the visual periphery can capture attention automatically, regardless of intentions!
Jonides (1981) tested this empirically. The experimental setup was based on central
target cues versus peripheral distractor cues. The results showed that while central
cues are effective only when subjects adopt a strategy to use the cues, peripheral
cues capture attention even when subjects deliberately attempt to ignore the cues
(according to (306)). Even when the cues were explicitly to be ignored, subjects
were unable to do so. It has generally been found that peripheral cues tend to draw
attention rapidly, but release it rather quickly; in contrast, deliberate attentional
deployment based on central or indirect cues takes longer to occur but can persist
for several hundred ms.

Attentional Capture and Visual Salience

As such, certain visual stimuli are independently salient. The most obvious exam-
ples are objects that differ remarkably from their surroundings in some feature(s).
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This is a bit naive explanation of bottom-up salience. For example a unique red
element will not be subjectively salient if the background consists of multicolored
elements, even if none of them is red. Clearly it is not enough that the object differs
from the background elements. So salience requires two conditions: a stimulus that
differs from its immediate surrounding in some dimension, and a surrounding that
is reasonably homogeneous in that dimension. Stimuli that satisfy these criteria are
termed feature singletons. Since the search for feature singletons is quite efficient,
it is reasonable to assume that such stimuli capture attention (306).

Attentional Capture by Abrupt Visual Onsets

There are visual channels specialized for the detection of abrupt luminance change
over time. This is useful for directing attention to regions or events in the im-
age that exhibit change. Why is this useful? One argument is that such events
are likely to be significant for behaving organisms because they may require rapid
identification and response.
The underlying mechanism addressed here is abrupt visual onsets, i.e. rapid/sudden
presentation of a new visual stimuli. The luminance detection is sometimes called
the luminance-increment account. Yantis and Hillstrom (306) considered an alter-
native account for attentional capture by abrupt onsets, motivated by object-based
theories of visual selection. According to object-based theories, the representational
basis for visual selection is not a specific region of space, but a perceptual object.
According to the new-object account, the appearance of a new perceptual object
requires the creation of an object representation and this in turn triggers a shift of
attention to the new object (306).

Moreover, within the bottom-up framework, it is assumed that the visual fea-
tures in the input image are first extracted in lower-level cortical areas (i.e., V1,
V2, V4) and then projected to higher-level regions (i.e., IT), where a visual repre-
sentation of the input image is formed (263). Presumably, recognition is achieved
when the input image is associated with an object representation stored in mem-
ory. Following recognition, the object name may be also activated, depending on
the task at hand, and higher-level processes such as semantic analysis and memory
consolidation may take place (18).
However, according to many experiments only data observations which substantially
affect the observer’s beliefs yield surprise, irrespectively of how rare or informative
in Shannon’s sense these observations are. These observations introduce the notion
of surprise into the discussion of bottom-up attention. Surprise measures how data
affects an observer, in terms of differences between posterior and prior beliefs about
the world (126). Therefore, even for the seemingly isolated and "simple" mechanism
of bottom-up attention, evidently higher cognitive processes matter and hints at
an intricate interaction between bottom-up and top-down influences.
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1.6 Interaction of goal-driven and stimulus-driven attention

When searching for targets among distractor items, we guide attention with a mix of
top-down information - based on observer’s knowledge, her goals, the context - and
bottom-up information - stimulus-based and largely independent of that knowledge
(299).

According to (235) we can describe goal-driven and stimulus-driven attention
as follows:

• Bottom-up methods retrieve their parameters only from the input image.
Example: the input data is filtered by a gradient filter and only regions where
the gradient value is above a certain threshold are used for recognition. Other
features typically used are edges per unit area, entropy or local symmetry.
These mechanisms are frequently characterized as automatic, reflexive, and
fast, requiring only a comparatively simple analysis of the visual scene.

• Top-down methods are driven by knowledge which is available before getting
the input. In our case this will be the importance of pixels for recognition
resp. reconstruction and the relations between pixels considering a training
set of images. These parameters are used to design a process which will be
applied onto an input image. Top-down mechanisms are thought of as more
voluntary and slow, requiring more complex inferences or the use of memory.

Top-down attention mechanisms have a much more diverse nature and their dis-
tinction from bottom-up attention mechanisms may not always be very clear. The
elaborate visual analysis that is often required for top-down attention is performed
by higher visual cortical areas and may draw on long-term and working memory
processes. Since young infants have only very limited capacities for such elaborate
analysis, their attention control is likely to be dominated by bottom-up mecha-
nisms. The same goes with patient with deficits in their PFC and other higher
cortical areas (as we will mention later).

Most studies of attention have in isolation studied the mechanism defined as
bottom-up and top-down separately. This kind of research has yielded great in-
sight into the underpinnings of attention in biological systems. However, having
made this separation a priori biases the observations. For example the relative
strength of contributions from bottom-up information versus top-down informa-
tion in determining what people find interesting remains largely unknown (71).
The control of overt visual attention relies on an interplay of bottom-up and top-
down mechanisms. Purely bottom-up models may provide a reasonable account of
the looking behaviors of young infants, but they cannot accurately account for at-
tention orienting of adults in many natural behaviors. But how do humans learn to
incorporate top-down mechanisms into their control of attention? Studies suggest
that reinforcement learning may be a major driving force behind the incorporation
of top-down cues into the control of visual attention (131).
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There have however been studies on the importance of interactions and infor-
mation sharing between the two types of attentional mechanisms. Walther et al.
(292) show that attentional grouping based on bottom-up processes enables succes-
sive learning and recognition of multiple objects in cluttered natural scenes. They
also demonstrate that pre-selection of potential targets decreases the complexity
of multiple target tracking. Privitera et al. (224) demonstrated that bottom-up
cortical representations of visual conspicuity interact with top-down internal cogni-
tive models of the external world to control eye movements, and the closely linked
attention-shift mechanisms to achieve visual recognition.

When analyzing a scene, humans often base their judgments on selected parts
of the scene, and ignore other parts. Simple stimulus properties, such as spatial
location, color, direction of motion, and spatial frequency, dictate the direction of
our visual attention (235). As mentioned in the discussion about the peripheral
cues above (previous section) this selection is sometimes imperfect: even when we
try to attend only to desired targets, our judgment is nevertheless influenced by
distractors. There are thus two questions as we see it: (1) How do targets and
distractors together determine an observer’s response? (2) How can intermediate
degrees of selective attention be measured?
Simply expressed, the problem is how observers combine information from two or
more sources to arrive at a single response. One hypothesis is a weighted sum of
internal responses to individual sources of information. Such weighted sum models
have been used to describe results in other types of attention as well (235). (The
motivation for such linear combination is given with a Bayesian approach in the
next chapter).
Humans typically rely on mechanisms that are initiated top-down to detect un-
expected events such as potential collisions, surprise and danger (132). For this
to be effective, subjects must learn an appropriate schedule for initiating search
through experience with the probabilities of environmental events. This requires
effective and efficient bottom-up procedures. In other words, we learn the structure
of natural scenes over time, and attention is attracted by deviations from the stored
scene representation (96). Such an interaction between top-down and bottom-up
attention would allow deployment of attention to objects or events that were not
explicitly on the current cognitive agenda.

When attention is voluntarily directed to a location, the cue indicating the to-
be-attended location must be perceived and decoded to determine which location it
indicates. When the stimulus itself captures attention, however, no such decoding
is required; attention is directly and immediately deployed (306). Due to this nec-
essary decoding, stimulus-driven attentional control is both faster and more potent
than goal-driven attentional control.
With respect to this characteristic, another way of characterizing the interactions
between goal-driven and stimulus-driven aspects of attentional control (other than
the linear combinations suggested in the above) is by the notion of attentional con-
trol settings as proposed by Folk et al. (1994) (mentioned in (306)). An observer
viewing a natural scene has a complex preset of goals and expectations (very likely
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held in prefrontal cortex (265)) about what they are about to see. When searching
for a specific object, the attentional set is likely to include properties of the desired
object since the subject will be biased towards that search task. And even when
walking down the street with no particular search goal in mind, the observer will
seek to avoid obstacles and to walk toward his or her destination. In addition, there
appear to be some "default" or "hard-wired" control settings, such as the predispo-
sition to attend to new perceptual objects. Acording to their model (Folk et al.),
these kinds of internal aspects of the observer form a multidimensional attentional
control setting, partly responsible for what aspects of the scene we select for iden-
tification and/or memory storage.
In a noteworthy recent study (65) Einhauser et al. showed that in some cases task-
demands counteract strong sensory signals fully, quickly, and irrespective of bottom-
up features. They recorded eye-movements in human observers, while the subjects
viewed photographs of outdoor scenes. In free-viewing, observers’ eye-positions
were immediately biased toward the high-contrast, i.e., high-saliency, side of the
images. However, this sensory driven bias disappeared entirely when observers
searched for a target embedded with equal probability to either side of the stimulus.
When the target always occurred in the low-contrast side, observers’ eye-positions
were immediately biased towards this low-saliency side, i.e., the sensory-driven bias
reversed. They concluded that task-demands do not only override sensory-driven
saliency but also actively countermand it.
Some evidence from neurophysiological studies indicate that the interaction of
bottom-up sensory information and top-down attentional influences creates an in-
tegrated saliency map, that is, a topographic representation of relative stimulus
strength and behavioral relevance across visual space (203; 274). This map appears
to be distributed across all areas of the visual cortex, and is closely linked to the
oculomotor system that controls eye movements and orients the gaze to locations
in the visual scene characterized by a high salience.
These reports suggest a critical interaction between task and stimulus in shaping
attentional modulation and perceptual learning for many isolated pairings of tasks
and stimuli at same or different visual locations. However, a complete quantitative
understanding of how task-relevant and task-irrelevant features are comparatively
enhanced by attentional modulation remains elusive (169).

Neural interactions

Recent advances in the field of neurobiology has enabled scientists to have a glimpse
at the neural processes underlying such interactions between bottom-up and top-
down attention.
In one example (49) investigators trained monkeys on two top-down behavioral
strategies: color-singleton search and shape-singleton search. The search displays
(Figure 2.17, red and green boxes) always contained six stimuli, including one color
singleton and one shape singleton. At the beginning of the trial, the monkey had to
fix its gaze at the center of the screen. Then the display appeared, and the monkey
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had to saccade (shift its gaze; arrows in Figure 2.17) to the correct target to receive
a reward. In the color search task (the two boxes on the right), the correct target
was the color singleton; in the shape search task (left-hand boxes) the correct target
was the shape singleton. While the monkey performed these tasks, one recorded
the electrical spike activity of individual neurons in area V4, an intermediate stage
in the visual object-processing pathway of the brain where neural activity is known
to be affected by attention (also see Figure 2.10). The display was arranged so that
one stimulus fell inside the V4 neuron’s receptive field (gray circles in Figure 2.17).
On a given trial, the receptive field stimulus could be the shape singleton (red boxes
in Figure 2.17), the color singleton (green boxes) or one of the four non-singleton
stimuli (not shown). Depending on the search condition, a receptive field singleton
stimulus could either be a target (solid outline boxes) or a non-target (dashed out-
line boxes).
The firing rate versus time plots in Figure 2.17 show how an example V4 neuron

Figure 2.17: Responses of a typical monkey area V4 neuron during the shape search and color search
tasks. The left and right plots show the neuron’s firing rate as a function of time following display onset.
The center boxes show four different task conditions. (taken from (49))

responded to a white cross-shaped stimulus during shape search (left) and color
search (right). In both conditions, this neuron’s response to the white cross was
stronger when that stimulus was the color singleton in the display (green lines).
Thus, even when the top-down strategy was to focus on one dimension (shape or
color), singletons in the other dimension evoked enhanced responses from some
neurons.
This obligatory singleton effect at the neural level is neatly consistent with psy-
chophysical evidence. There is a neural response enhancement for color singletons
even during shape search. Response enhancement is the signature for attention at
the neural level, and it is easy to imagine that the enhanced responses to single-
tons could cause or even constitute the bottom-up attentional capture observed in
humans.
Citing his psychophysical evidence, Theeuwes has maintained that bottom-up at-
tention, for example to singletons, can never be overridden by top-down attention.
Do the neurophysiological results of Ogawa and Komatsu support this categorical
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position? Not necessarily.
First, in both the psychophysical experiments of Theeuwes and neurophysiological
experiments of Ogawa and Komatsu , the task itself requires search for singletons
(in a particular dimension). Subjects are deliberately looking for unique stimuli
that pop out from a field of distractors - a top-down cognitive mode that might
permit any singleton to capture bottom-up attention. What if the search target is
not a singleton? Bacon and Egeth tested this by requiring search for a specific shape
embedded in an array of multiple shapes, rendering the target a non-singleton and
discouraging a single- ton search strategy. Under this circumstance, color-singleton
distractors had no apparent effect, indicating that bottom-up effects can be over-
ridden in some cases. It would be fascinating to know whether the neural singleton
effect would likewise disappear under non-singleton search conditions.
Second, while the neural singleton effect is not completely overridden by top-down
strategy in the Ogawa and Komatsu experiment, it is nevertheless strongly modu-
lated, especially at later timepoints. The response to the irrelevant color singleton
(during shape search; Figure 1, dashed green line) falls to near 20 spikes per second
by 200 milliseconds after display onset, while the relevant (color search) color-
singleton response (solid green line) stays up near 50 spikes per second. Thus, the
enhancement of neural responses to color singletons is stronger during color search
and weaker during shape search (49).

These attentional modulations of neural activity in visual cortex enhance the
activity or the synchrony of cell populations responsive to the attended stimulus
attributes, and a simultaneous suppresses the activity of cell populations responsive
to the non-attended attributes. (274) This will create an enhanced representation
of attended relative to unattended stimuli, an effect reminiscent of the selective
enhancement of particular aspects of the visual input by the hardwired bottom-up
coding mechanisms mentioned above. The similarity of the two systems suggests
their integration into a common saliency map, in which the visual input is repre-
sented not by the physical strength of an individual stimulus (such as its luminance)
but by its saliency, that is, its difference in properties compared to the surround-
ing visual input. This bottom-up saliency is then combined with the modulatory
influence of attention, strengthening or weakening the bottom-up saliency on the
basis of the behavioral relevance of a particular location, feature or object. We will
return to this Saliency Map concept later.

Further studies on neural mechnisms of the interactions and discrepancies of
these two types of attentional mechanisms have indicated that top-down and bottom-
up signals arise from the frontal and sensory cortex, respectively, and different
modes of attention may emphasize synchrony at different frequencies (34). In other
words, the bottom-up and top-down signals in the brain are communicating at
different frequency domains.

As noted, the target in a typical feature search could be selected from the dis-
tractors with the help of either top-down or bottom-up information. Consider a
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search for a red target among green distractors. Because the observer knows that
the target is red, he or she could guide attention toward red items (or away from
items that are not red; Friedman-Hill & Wolfe, 1995). That is explicit top-down
guidance. The previous targets have also been red. The history of prior red tar-
gets provides implicit top-down priming for subsequent red targets. Finally, the
observer could deploy attention to the most salient item in the display. This is
bottom-up guidance, requiring no implicit or explicit prior knowledge of target
identity. Given a strong difference between the target and distractors, either top-
down or bottom-up guidance should be adequate to direct attention to the target
before it is deployed to any distractor. The sources of guidance are redundant in
this case. At this point an inevitable question arises: In the simplest of feature
searches, is the response driven by the top-down information, the bottom-up infor-
mation, or both?
Wolfe, Lee, & Hyle (299) argue that priming can be seen as a form of implicit top-
down guidance. Might it be the entirety of top-down guidance, or is it necessary to
propose the existence of explicit top-down guidance as well. Thus, it seems reason-
able to suppose that top-down guidance is not unitary. Whether top-down feature
guidance (explicit and implicit) is meaningfully separated from spatial guidance
(explicit endogenous cuing and implicit contextual cuing) remains to be seen (299).

Several previous theories have promoted the involvement of top-down analysis
in cortical processing. In many of them the search for correspondence between an
input pattern and a stored representations is bidirectional, meaning that the input
activates bottom-up as well as top-down streams that simultaneously explore many
alternatives. According to this model (see (18)), object recognition is accomplished
when the "counter-streams" meet and a match is found. This model also inspired
Bar in his model for a cortical mechanism for triggering top-down facilitation in
object recognition.
Seeing an object once improves its recognition in subsequent encounters, a phe-
nomenon termed "priming" (Schacter & Buckner, 1998; Tulving & Schacter, 1990).
This improvement with experience may entail the strengthening of certain cortical
representations using long-term synaptic modifications (e.g., Bar et al., 2001; Wiggs
& Martin, 1998). In other words, priming starts only after a single representation
from the candidates "suggested" by the top-down process has been selected. This
prediction is consistent with results from studies that used ambiguous words that
have multiple possible interpretations, where only the contextually relevant mean-
ing was primed (Simpson, 1984; Seidenberg et al. 1982).
Several studies (Kovacs, Vogels, & Orban, 1995; Rolls & Tovee, 1994) have demon-
strated that the neural response to even a briefly presented picture lasts for 200-300
msec. Analysis using techniques from information theory (Tovee et al. 1993) sug-
gests that although most of the information that seems to be sufficient for recog-
nition is already present in the first 100 msec of the neural response, the relevant
activation continues for 200-300 msec. This extended interval may reflect the du-
ration that is required for priming of the chosen alternative, which starts only after



1. VISUAL ATTENTION IN BIOLOGICAL SYSTEMS 43

this single alternative has been selected from among the multiple candidates. The
next time we see the same object, the primed connections will facilitate recognition
by promoting the propagation of a single interpretation from among the several
alternatives. Indeed, the reduced activity for familiar objects, termed "repetition
suppression" (Rainer & Miller, 2000; Buckner et al., 1998; Demb et al., 1995; Li
et al 1993), might indicate that fewer alternatives are activated in subsequent en-
counters with familiar stimuli. It can thus be seen as a better "initial guess" due
to a memory that preserves the outcome of the top-down process from previous
encounters with this image (18).
In summary evidence from neuro-physiological studies indicates that two indepen-
dent but interacting brain areas are associated with the two attentional mecha-
nisms. During normal human perception, both mechanisms interact. However, the
bottom-up influence is not voluntary suppressible; a higly salient region "captures"
the focus of attention regardless of the task, but the "degree" of this capture can be
modulated by the interaction with top-down ifluences. Modeling of this interaction
is one of the main interests of this thesis.

1.7 Relation to awareness

There is a close relation between attention and awareness. Modern psychological
and neurophysiological studies can now independently manipulate top-down selec-
tive attention and perceptual awareness. This has led to better understanding of
the neuronal mechanisms and contributions of the two phenomena. According to
Christof Koch, one of the most prominent scientists studying this relationship there
are three main questions that the scientific community is in dissagreement on:

1. Is awareness without attention possible? (i.e. can we see unattended objects
that are within the visual field?)

2. Is attention without awareness possible? (i.e. can we attend to unseen objects
that are within the visual field?)

3. Can top-down selective attention and perceptual consciousness have opposing
effects?

Much research evidence suggests that top-down attention and perceptual aware-
ness are distinct processes with distinct neuronal correlates (141). But what is the
nature of the evident interactions of these two phenomenon? The questions above
can be summarized into whether or not attention is necessary and sufficient for
consciousness? Since both attention and awareness are very complex concepts with
different functional types (i.e. not unitary), this is a very ill-posed problem. In
fact there is evidence that top-down attention and awareness can have opposite
effects in some cases. Based on these seemingly conflicting observations Koch has
compiled a table of a four-fold classification of percepts and behaviors, see Table
2.1. For more details see (141).
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May not yield awareness Yields awareness
Top-down attention
is not required

• Formation of after-
images

• Rapid vision (< 120
msec)

• Accommodation re-
flex

• Pupillary reflex

• Zombie behaviors

• Pop-out

• Iconic memory

• Gist

• Animal & gender de-
tection

Top-down attention
is required

• Priming

• Adaptation

• Processing of ob-
jects

• Visual search

• Thoughts

• Working memory

• Surprise detection

Table 2.1: Different percepts and behaviors are grouped together according to these attention and
awareness (defined psychophysically).

In a study of inattentional blindness (190) Most et al. discovered that he most
influential factor affecting noticing is a person’s own attentional goals. They con-
cluded that conscious percepts require sustained attention and an iterative process
of interpretation and reinterpretation. McCormick (1997) and later Ivanoff (130)
concluded that peripheral cues presented below a threshold of awareness could nev-
ertheless attract attention.

Taylor discusses this relationship in the context of a cognition (265). He begins
with characterizing awareness or consciousness by two main components:

• The presence of content in consciousness/awareness of external stimuli. This
corresponds to the smell of the rose, the taste of the glass of wine, the feel of
the smooth texture of satin or skin, and many, many other sensory experiences
we have of the external world;
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• The presence of an ’owner’ of these experiences, such that the content men-
tioned above is experienced by ’someone’, not by nobody. This leads to the
problem of who that internal being or owner could be, which we will not dwell
on here.

Using a model of an attentive cognitive system Taylor proceeds to show that
much of higher cognition has to be done under attention control, with awareness
directly involved. It therefore seems that awareness arises automatically in much
of cognitive processing by use of the full panoply of the attention control system.

2 Computational models of visual attention

Technologies such as video surveillance systems, miniaturized mobile sensors, and
ambient intelligence systems involves the real-time analysis of enormous quantities
of data. In correspondence with visual feedback the system has to decide what
needs to be attended to, and when, and in what sequence. Consequently, today
there is a broadly recognized need for cognitive vision methodologies. It is almost
mandatory to have methods on attention and control in order to make computer
vision systems more robust. According to cognitive psychology, these kind of atten-
tion mechanisms play a key role in object recognition and scene interpretation(302).
This reduced visual information complexity is as desirable within robotics as it is
necessary for biological vision systems.
Unlike the biological models of visual attention where accuracy, and organic plau-
sibility is of key concern, the object of the vision framework, is to produce vi-
sual attention models for robotics applications. Thus a more general attentional
framework is required, where the attentional models are tailored using constraints
available from specific domains.

There are two main categories of models in vision: (1) In Descriptive models
data obtained from experiments is described via mathematical equations. (2) In
Process models the goal is explaining the the cognitive mechanisms underlying per-
formance in a task. As such, computational models are process models with more
of a quantitative flavour to them (192). Computational models come in many va-
rieties. For spatial attention, the existing models are either abstract mathematical
characterizations of behavior, or algorithmic (describing behavior in a sequence of
steps much like a computer program), or connectionist or neural network models
(large networks of simple, autonomous, neuron-like processing elements attempting
to capture the function of the brain).

Also David Marrs ideas about computational equivalence have had a great im-
pact on this field. According to him cognitive tasks have to be specified precisely
enough that one can write a computer program that demonstrably solves them
(183). Also, when it comes to collection of the neurons that are believed to be
necessary for such a task, they must also be specified in a way so that it possible
to write another computer program simulating their behavior.
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In computational neuroscience the topics of interest are usually focused on a spe-
cial mechanism and networks often incorporate a small number of artificial units.
Thus, it is important that at least in theory the model should be scalable. Ac-
cording to (97; 98), a transfer of knowledge from computational neuroscience to
computer vision requires at least the solution of three constraints: i) Does the
number of cells influence the convergence of the algorithm? ii) Can the precondi-
tions of the proposed solution be embedded into the systems level? iii) Can the
model be demonstrated to operate on natural scenes? .

Most models of the visual front-end, whether involving overt eye movements or
covert shifts of attention, are based on the concept of a saliency map, that is, an
explicit two-dimensional map that encodes the saliency or conspicuity of objects in
the visual environment (127).
Besides the motivating issues raised in the above, modelling attention has a self-
purpose as well: it allows us to comprehend and even quantify the degree of use-
fulness that attention as a early visual processing step, has in an cognitive vision
system. Such a meta-level demonstration is done by Harel and Tsotsos (99). They
develop a simple, formal mathematical model of the advantage of spatial attention
for the purpose of object detection. They define spatial attention as processing a
subset of the visual input. With this model they demonstrate the suboptimality of
processing the entire visual input given prior information about target locations.
This kind of prior knowledge is in practive always available (tracking, saliency, etc.).
Thus, no matter how much computational power is available, it is in principle bet-
ter to dedicate it preferentially to selected portions of the scene. In other words,
their work effectively argues for an attentional mechanism prior to higher cognitive
processes.
Similar reasoning and approach to create a standardized metric in order to com-
pare various computational models of attention was taken by Aziz et al. (9). They
propose metrics that lead to more objective and quantitative evaluation of the at-
tention models.
In the next we will review some of the computational models of attention that have
been proposed over the years and discuss as well as compare them.

2.1 Previous models

The Feature Integration Theory (FIT) of Treisman and Gelade (271) that was de-
rived from visual search experiments has served as a basis for many computational
models of bottom-up attentional deployment. This theory proposed that fairly
simple visual features are computed in a massively parallel manner over the entire
visual field, in early visual perocessing areas including primary visual cortex. There
are still today computational models being proposed based on this theory (276).
The first explicit neurally-plausible bottom-up computational architecture was pro-



2. COMPUTATIONAL MODELS OF VISUAL ATTENTION 47

posed by Koch and Ullman (1985) (142) and is closely related to the FIT. The model
is centered around a saliency map, that is, an explicit 2D topographic map that
encodes for stimulus conspicuity, or salience, at every location in the visual scene.
The saliency map recieves inputs from early visual processing, and provides an ef-
ficient control strategy by which the focus of attention simply scans the saliency
map in order of decreasing saliency (128).
This general architecture has been further developed and implemented, yielding the
computational model depicted in Figure 2.18.

In the model, the early stages of visual processing decompose the incoming vi-

Figure 2.18: From (128) - Model of the Neuromorphic Vision Toolkit (NVT) by Itti & Koch. The
input image is analyzed by a number of early visual filters, sensitive to stimulus properties such as
color, intensity and orientation, at several spatial scales. After competition for salience within each
of the resulting feature maps, input is provided to a single saliency map from all of the feature maps.
The maximum activity in the saliency map (detected by a winner-take-all network, WTA) is the next
attended location. Transient inhibition-of-return at this location in the saliency map allows the system
to shift towards the next most salient location.

sual input through an ensemble of feature-selective filtering processes endowed with
contextual modulatory effects. To control a single attentional focus based on this
multiplicity of features, all feature maps provide input to the saliency map, which
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encodes visual salience as a fucntion of spatio-temporal location. Biasing atten-
tion to focus onto the most salient location is then reduced to drawing attention
towards the locus of highest activity in the saliency map. This is achieved using a
Winner-Take-All (WTA) neural network, which implements a neurally distributed
maximum detector. To allow attention to shift to the next most salient location,
each attended location is transiently inhibited in the saliency map by an Inhibition-
Of-Return (IOR) mechanism, such that the WTA-network naturally converges to-
wards the nect most salient location (128).

Each feature is computed by a set of linear "center-surround" operations very

Figure 2.19: From (128) - Example of operation of the model.

much like visual receptive fields: Typical visual neurons are most sensitive in a
small region of the visual space (the center), while stimuli presented in a broader,
weaker region concentric with the center (the surround) inhibit the neuronal re-
sponse. Center-surround is implemented in the model as the difference between
fine and coarse scales: The center is a pixel at scale c ∈ 2, 3, 4, and the surround is
the corresponding pixel at scale s = c+ δ, with δ ∈ 3, 4. The across-scale difference
between two maps, denoted "⊖" below, is obtained by interpolation to the finer
scale and point-by-point subtraction (129).

With r, g, and b being the red, green, and blue channels of the input image, an
intensity image I is obtained as I = (r + g + b)/3. I is used to create a Gaussian
pyramid I(σ), where σ ∈ [0, 8] is the scale.(The Gaussian Pyramid is a hierarchy
of low-pass filtered versions of the original image, such that successive levels cor-
respond to lower frequencies). The color channels are normalized by I in order
to decouple hue from intensity. Four broadly-tuned color channels are created:
R = r − (g + b)/2 for red, G = g − (r + b)/2 for green, B = b− (r + g)/2 for blue,
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and Y = (r+ g)/2 − |r− g|/2 − b for yellow (negative values are set to zero). Four
Gaussian pyramids R(σ), G(σ), B(σ), and Y (σ) are created from these color chan-
nels. Center-surround differences yield the feature maps. The first set of feature
maps is concerned with intensity contrast in a set of six maps I(c, s):
I(c, s) = |I(c) ⊖ I(s)|
A second set of maps is similarly constructed for the color channels, which are
represented using a so-called "color double-opponent" system: In the center of
their receptive fields, neurons are excited by one color (e.g., red) and inhibited
by another (e.g., green), while the converse is true in the surround. We have al-
ready seen that such spatial and chromatic opponency exists for the red/green,
green/red, blue/yellow, and yellow/blue color pairs in human primary visual cor-
tex. Accordingly, maps RG(c, s) are created in the model to simultaneously account
for red/green and green/red double opponency and BY (c, s) for blue/yellow and
yellow/blue double opponency:

RG(c, s) = |(R(c) −G(c)) ∗ (G(s) −R(s))| (2.1)

BY (c, s) = |(B(c) − Y (c)) ∗ (Y (s) −B(s))| (2.2)

(2.3)

Local orientation information is obtained from I using oriented Gabor pyramids
O(σ, θ), where σ ∈ [0, 8] represents the scale and θ ∈ 0◦, 45◦, 90◦, 135◦ is the pre-
ferred orientation. (Gabor filters are filters that filter bars/edges that are only in
a certain direction. The Gabor pyramid is the same filtering done at a hierarchy
of different scales.). Orientation feature maps, O(c, s, θ), encode local orientation
contrast between the center and surround scales:

O(c, s, q) = |O(c, θ) ⊖O(s, θ)| (2.4)

(2.5)

In total, 42 feature maps are computed: six for intensity, 12 for color, and 24 for
orientation.
One difficulty in combining different feature maps is that they represent a priori not
comparable modalities, with different dynamic ranges and extraction mechanisms.
In the absence of top-down supervision, Itti & Koch propose a map normaliza-
tion operator, N(.), which globally promotes maps in which a small number of
strong peaks of activity (conspicuous locations) is present, while globally suppress-
ing maps which contain numerous comparable peak responses. N(.) consists of
(Figure. 2.20):

1. normalizing the values in the map to a fixed range [0..M ], in order to eliminate
modality-dependent amplitude differences;

2. finding the location of the map’s global maximum M and computing the
average m̂ of all its other local maxima; and



50 CHAPTER 2. BACKGROUND & RELATED WORK

Figure 2.20: From (128) - The normalization operator N(.)

3. globally multiplying the map by (M − m̂)
2
.

(taken from (129))
Only local maxima of activity are considered, such that N(.) compares responses as-
sociated with meaningful "activitation spots" in the map and ignores homogeneous
areas. Comparing the maximum activity in the entire map to the average over-
all activation measures how different the most active location is from the average.
When this difference is large, the most active location stands out, and the map is
strongly promoted. When the difference is small, the map contains nothing unique
and is suppressed. The biological motivation behind the design of N(.) is that
it coarsely replicates cortical lateral inhibition mechanisms, in which neighboring
similar features inhibit each other via specific, anatomically defined connections.
Feature maps are combined into three "conspicuity maps", Î for intensity, Ĉ for
color, and Ô for orientation. They are obtained through across-scale addition, "⊕":

C̄ =
⊕

c

⊕

s

N(RG(c, s)) −N(BY (c, s)) (2.6)

Ō =
∑

θ

N(
⊕

c

⊕

s

N(Oθ(c, s))) (2.7)

Ī =
⊕

c

⊕

s

N(|I(c) ⊖ I(s)|) (2.8)

The three conspicuity maps are normalized and summed into the final input S to
the saliency map:

S =
(

Ī + C̄ + Ō
)

/3 (2.9)

This saliency map is then passed on to the WTA and IOR mechanisms, which to-
gether determine where the focus of attention (FoA) should be directed next.
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Their model was further enhanced by Navalpakkam and Itti (196) in a top-
down biased model for object detection. In their architecture the feature maps are
weighted with a target-dependent set of weights. This approach was adapted by
Frintrop (78) in her VOCUS system and is one of the main ideas behind our model
as well. The differences lie in the way of weighting and the learning of the target
(and in our case also the context). This model has been analyzed and evaluated
very thoroughly by Draper and Lionelle (62). With some modifications they ar-
gue that the model is appropriate as a front end for a general purpose vision system.

Many successful models for the bottom-up control of attention are architectured
around a saliency map. What differentiates the models is the strategy employed to
prune the incomming sensory input and extract salience. In an influential model
mostly aimed at explaining visual search experiments, Wolfe (298) hypothesized
that the selection of relevant features for a given search task could be performed
top-down, through spatially defined and feature dependent weighting of the various
feature maps.

As it could be read in the previous sections, a number of psychophysical elec-
trophysiological studies indicate that we are not entirely blind outside the focus of
attention. At the early stages of procesing, responses are still observed even if the
animal is attending away from the receptive field. Behaviorally, we can also perform
fairly specific spatial judgements on objects not being attended to, though those
judgements are less accurate than in the presence of attention. This is in particular
demonstrated by dual-task psychophysical experiments in which observers are able
to simultaneously discriminate two visual stimuli presented at two distant locations
in the visual field (156).
While attention thus appears not to be mandatory for early vision, it has recently
become clear that it can vigorously modulate, top-down, early visual processing,
both in a spatially defined and in a non-spatial but feature-specific manner (272).
This modulatory effect of attention has been described as enhanced gain, biased
or intensified competition, enhanced spatial resolution or modualted background
activity (123).
Hamkers (97) computational attention system is more of an explanatory model of
the human visual perception, than a pragmatic technical system. The idea is that
all mechanisms act directly on the processed variables and modify their conspicu-
ity. Each feature set is modeled as a continuous space with i ∈ N cells at location
x = (x1, x2) by assigning each cell a conspicuity rd,i,x. From the feature maps we
determine contrast maps according to a measure of stimulus-driven saliency (Figure
2.21). Feature and contrast maps are then combined into feature conspicuity maps
which encode the feature and its initial conspicuity by means of a population code.
The conspicuity of each feature is altered by the target template. In this model
attention emerges by the dynamics of vision (97).
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Hamker et al. later presented an elaborated version of the underlying mechanisms
of attention by fitting the model with data from electrophysiology (98).
The MIT team around the KISMET-project has made a context-dependent atten-
tion system for their social robot (KISMET), based on similar approaches (32).
They also add a motion-map and a face-detector to the feature maps set. They
show that for the desired behavioral control the robot needs an fast-to-implement
attention-system, which is exactly what the saliency-based approach offers.

Lee et al. (157) suggest a spiking Neural Network based computational model
for slective attention in visual search tasks. The model selective attention guided
by top-down visual cues, which are dynmically integrated with the bottom-up in-
formation. See Figure 2.22.
First, the top-down processing module is to construct map and to assign its top-

down input to the integration module on the basis of a cued location that indicates
a possible target near this location. However, the cued location is not directly ob-
tained by an explicit instruction (e.g. right corner of an image or the center of an
image), rather by an attribute cue that is extracted from the original image. For
instance, a particular color such as ’red colored clothes’ that your friend may be
wearing is used as a cue. So, the cued location is obtained from color segmentation
processing. From the cued location, a top-down input value is calculated with a
Gaussian distance measure and is used for the subsequent integration processing.
In contrast, the bottom-up processing module extracts various features such as
color, aspect ratio, symmetry, shape etc. that a target may share, and then con-
structs feature maps.
Finally, the integration processing module is to integrate both maps. For this pur-
pose Lee et al. have developed a new neural network model called Interactive Spike
Neural Network (ISNN). The ISNN shows interesting properties that dynamically
correlate two input streams depending on whether they are consistent or not. Using
this output from ISNN, attentional windows are allocated in ascending order, so
that the shorter the interval in the spike trains generated at a location, the earlier
the attention is allocated (157).

The model lying closest to our approach is the recent VOCUS model, presented
by Frintrop in her PhD-thesis (78). VOCUS is a robust computational attention
system for goal-directed search. It’s a standard bottom-up architecture extended
by a top-down component, enabling the weighting of features depending on previ-
ously learned weights. The weights are derived from both target (excitation) and
background properties (inhibition). A single system is used for bottom-up saliency
computations, learning of feature weights, and goal-directed search. During learn-
ing, it considers not only the properties of the target, but also of the background.
In search mode, bottom-up and top-down influences compete for global saliency
(See Figure 2.23).
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Figure 2.21: From (97) - Model of attentive vision. From the image we obtain 5 feature maps.
For each feature at each location x we compute its conspicuity in the contrast maps and then combine
feature and conspicuity into feature-conspicuity maps. This initial, stimulus-driven conspicuity is now
dynamically updated within a hierarchy of levels. From level I to level II we pool across space to achive
a representation of features with a coarse coding of location. The target template r̂F

d,i holds the to be
searched pattern regardless of its location and enhances the gain of level II cells which match the pattern
of the template. r̂F

d,i,x sends the information about relevant features further downwards to level I cells
to localize objects with the relevant features. In oder to identify candidate objects the perceptual map
integrates across all 5 channels to determine the saliency. The saliency is then used to compute the
expected locations of an object r̂L

x in the movement map, which in turn enhances the conspicuity of all
features at level I and II at these locations. Match detection cells fire, if the encoded features in level
II match with the target template. This information can be used to control the fixation unit. (picture
taken from (97)).
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Figure 2.22: From (157) - The model can be divided into 3 main processing modules; namely,
top-down module, bottom-up module and integration module. (taken from (157))

Choi et al. (42) propose a trainable selective attention model that can inhibit
an unwanted salient area and only focus on an interesting area in a static natural
scene. The proposed model was implemented by the bottom-up saliency map model
in conjunction with the modified adaptive resonance theory (ART) network model
(See Figure 2.27). The bottom-up saliency map model generates a salient area based
on intensity, edge, color, and symmetry feature maps, and a human supervisor
decides whether the selected salient area is important (See Figure 2.24). If the
selected area is not interesting, the ART network trains and memorizes that area,
and also generates an inhibit signal so that the bottom-up saliency map model does
not pay attention to an area with similar characteristic in the subsequent visual
search process.

They later made an extension to this to incorporate face detection (17) and
even later a temporal dimension as well (allowing for motion conspicuity) (16). See
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Figure 2.23: From (78) - The goal-directed visual attention system with a bottom-up part (left) and
a top-down part (right). In learning mode, target weights are learned (blue arrows). These are used in
search mode (red arrows). Right: weights for target name plate.

Figure 2.24: From (42) - Bottom-up saliency map model; (a) The architecture of the bottom-
up saliency map model, (b) Experimental result of proposed saliency map model of a natural image;
generated four feature maps, saliency map and successive salient regions. I: intensity feature, E: edge
feature, Sym: symmetry feature, RG : red-green opponent coding feature, BY: blue-yellow opponent
coding feature, CSD & N : center-surround difference and normalization, Ī: intensity feature map, Ē:
edge feature map, ¯Sym: symmetry feature map, C̄: color feature map, ICA : independent component
analysis, SM : saliency map , Max : max operator. (taken from (42)).
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Figures 2.25 and 2.26.

Figure 2.25: From (17) - The attention model of Ban et al. extended with face detection.

Figure 2.26: From (16) - The temporally extended model of Ban et al.

A model by van de Laar et al. (286; 289) incorporates one of the main ideas in
this thesis. They use an artificial neural network (ANN) as an attentional network
that in a top-down manner modifies a previously static model of feature map com-
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Figure 2.27: From (42) - The architecture of the proposed trainable selective attention model during
training model. The attention area obtained from saliency map inputs to the ART model, and then a
supervisor decides whether it is salient or unwanted. If the selected area is unwanted even though it
has salient features, the ART model trains and memorize that area. However, if the selected area is an
interesting area, then it is not involved in training the ART network. Square blocks 1 and 3 in the SM
are interesting areas, but block 2 is an uninteresting area.

bination for attentional priorities. See Figure 2.28.

Another model that uses ANNs for attention is Leow and Miikkulainens (158)
ANN-based attentional spotlight. Their network is used as a component in a vision
system for image understanding. The system extracts features such as strength and
orientation of intensity contrast and encodes them in maps. Based on top-down
and bottom-up information, the system focuses its attention on different portions
of the maps, performs feature integration, and recognizes objects. It is after decid-
ing where to focus attention, that the selection mechanism passes the information
to the generation mechanism. The generation mechanism produces the appropri-
ate weighting factors which filter the information flow. Their ANN produces the
actual attentional field given its position and various top-down and bottom-up cues.

Baluja and Pomerlau (15) did dynamic relevance assessment using ANNs. They
make predictions on future frames in videostreams in a visual detection task. See
Figure 2.29. In particular the subject is automated road following but in general it
is shown that the principle is scalabe and adaptable to any other type of detection
in videostreams. Of course this could be done with various filtering or tracking
algorithms. For example Kalman filtering would be an excellent option. However,
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Figure 2.28: From (286; 289) - From left to right: the retina, the feature maps and the priority map
(also called saliency map). The information going from feature maps to priority map is influenced by
the attentional network, which receives a task-depending input.

there are also very important differences. The largest difference is the amount of a
priori knowledge that is used. Many approaches that use Kalman Filters require a
large amount of problem specific information for creating the models.

In their approach, the main object is to automatically learn this information
from examples. First, the system must learn what the important features are, since
no top-down information is assumed. The ANN used in the study was able to avoid
distractions by focusing attention on only the relevant portions of a scene. (15).

But there are also yet other approaches; Kersten and Yuille (139) suggest that
advances in Bayesian models of computer vision and in the measurement and mod-
eling of natural image statistics, are providing the tools to test and constrain the-
ories of human object perception. Their Bayesian approach has proven useful for
both designing ideal observer models for psychological experiments and designing
practical computer-vision systems. By taking advantage of the statistical regular-
ities in images and scene structures their approach offers a way to deal with the
ambiguity and complexity of natural images.

A model that combines the idea of feature-maps and Bayesian model for con-
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Figure 2.29: From (15) - Prediction of next inputs, with feedback. The difference between the
predicted and actual inputs is the basis for the saliency map. The background is estimated directly
from the training set. Bold arrows indicate signal transfer connections; these are not trainable.

textual priming in visual attention is the one of Oliva et al. (202). They presented
a computational model of attention guidance that integrates context information
with image saliency to determine regions of interest. In other words top-down
information of both sorts (contextual and task-dependent) can be combined in a
Bayesian framework without loosing the neurobiological plausibility given by fea-
ture maps.
The attention model of Gu et al. (94) automatically generates eye fixations on
2D static scenes, using an activation map similar to a conventional saliency map.
Their goal was to simulate visual search on static images, with generated regions of
interest (ROIs). They measured the effectiveness of their model by comparing the
gaze tracking results of different human subjects and the simulated eye fixations.
Having studied numerous such approaches, Peters et al. argue that most of the
current computational models of attention are predictive of eye movements across
a range of stimuli and of simple, fixed visual tasks, and that there exists today no
computational framework which can reliably mimic human gaze behavior in more
complex environments and tasks, such as driving a vehicle through traffic. There-
fore, they develop a hybrid computational/behavioral framework (219), combining
simple models for bottom-up salience and top-down relevance. They compare their
model to humans in a car driving game. In an attempt to better mimic the human
patterns of fixations on images, Cerf et al. (37) combine the Itti & Koch model
with a face-detection map and show that their predictions on human eye fixations
are improved.
Similarly Borji presents an algorithm (30) for learning top-down visual attention for
controlling robots in interactive environment, focusing on saccades. They use vi-
sual representations and discretization of the visual state space for this (into a tree
structure), and learn the optimal saccade movements for recognizing/classifying
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objects. Although it wasn’t explicitly a work on visual attention, Fritz et al. (81)
proposed an effective and efficient framework where early features were tuned to
selectively respond to task related visual features, i.e., locally discriminative infor-
mation that is useful in object recognition. Using decision trees a rapid mapping
from appearances to discriminative regions i estimated. The focus of attention on
discriminative patterns then enables efficient detection of a searched object, but
also the definition of sparse object representations to respond only to task relevant
information.
Much earlier, Mozer et al. (192) examined role of spatial attention from a com-
putational perspective when performing object recognition. They argued that the
function of attention can be understood only in its relation to visual information
processing, and therefore one must model not only the attentional system itself, but
also the process of object recognition. By doing so they show with their simple but
effective attentional model that they can reduce the interference that prevents the
system from reliably processing multiple, complex stimuli. The Selective Attention
for Identification model (SAIM) (108) was developed to model normal attention
and attentional disorders by implementing translation-invariant object recognition
in multiple object scenes. The CHREST (153) architecture simulates human visual
expertise through a computational model of visual attention. CHREST organises
information acquired by direct experience from the world in the form of chunks.
These chunks are searched for, and verified, by a unique set of heuristics, compris-
ing the attention mechanism. The attention mechanism combines bottom-up and
top-down heuristics from internal and external sources of information. Similarly,
another simulation of human expertise can be found in the he work of Marques et
al. (176), where they apply biologically inspired saliency for the task of content-
based image retrieval.

Other models are purely theoretical frameworks for findings of neurobiology and
psychophysics (154). For example Deco et al. (57) present such a model allowing
the description of the existing experimental data (and the prediction of new re-
sults as well) at all neuroscience levels (psychophysics, functional brain imaging
and single neural cells measurements). Similarly in a much earlier work (203),
Olshausen et al. presented a biologically plausible model of an attentional mech-
anism for forming position- and scale-invariant representations of objects in the
visual world. Using a set of control neurons, their model can dynamically modify
the synaptic strengths of intracortical connections so that information from a win-
dowed region of primary visual cortex (V1) is selectively routed to higher cortical
areas. The dynamics of the control neurons are governed by simple differential
equations (neurobiologically plausible circuits). Yet another such biological model
is proposed by Gao; a decision-theoretic formulation of visual saliency (84; 85),
where saliency of the visual features at a given location of the visual field is de-
fined as the power of those features to discriminate between the stimulus at the
location and background. They show that under the assumption of linear filtering,
the optimal detector consists of a cascade of linear filtering, divisive normalization,
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rectification, and spatial pooling (standard architecture of V1). Using a Bayesian
model of attention, together with a hierarchical model of feed-forward recognition
on a dataset of real-world images, Chikkerur et al. (40; 41) show that a two stage
attentive processing: a pre-attentive parallel processing stage (in which the entire
visual field is processed) and a slow serial attentive processing stage (in which a ROI
is analysed by an attentional spotlight), indeed improves recognition in cluttered
and crowded conditions. Addressing the same issue, the work of Paletta (211; 212)
introduces a framework for learning sequential attention in real-world visual ob-
ject recognition, using an architecture of three processing stages, see Figure 2.30.
The first stage rejects irrelevant local descriptors based on an information theoretic
saliency measure, providing candidates for foci of interest (FOI). The second stage
investigates the information in the FOI using a codebook matcher and providing
weak object hypotheses. The third stage integrates local information via shifts of
attention for object recognition. Using machine learning the model learns shifts
that are highly discriminative with respect to object recognition.

Figure 2.30: From (212) - The cascaded sequential attention of Paletta for object recognition.

The model of Corchs et al. (51) simulates a visual attention experiment in order
to study the role of feature-based attention. They do this by numerically comput-
ing the neural activity of area V4 corresponding to such features and comparing
the results with experimental data on biological systems.
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There are also biologically motivated models specifically for saliency map com-
putation (14). One such is proposed by Park et al. (216). They consider the roles of
cells for edge detection and color opponency, and also reflect the roles of the lateral
geniculate nucleus to find a symmetrical properties. Using independent compo-
nent analysis (ICA) they generate a salient region from feature maps constructed
by edge, color opponency and symmetry information. Other models of saliency
work on visual attributes that are automatically extracted when learning object
specific (top-down) saliency models (296). Using information measures (Kullback
measure) with respect to spatial locations and scales of objects is another approach
to saliency compuation (135; 136; 200). Another similar model to these is that of
Walther et al, where the features are shared between detection tasks and top-down
attention mechanism (60). Based on observation with this model they go on to
propose that by cortical feedback connections, top-down processes can re-use these
same features to bias attention to locations with higher probability of containing
the target object. A similar approach in a probabilistic framework was taken by
Rao et al. (227). Li and Hou (115; 160) propose another visual saliency detection
model inspired by biological vision. Using lossy compression, the saliency of a loca-
tion is measured by the Incremental Coding Length (ICL). They compute the ICL
by presenting the center patch as the sparsest linear combination of its surrounding
patches, see Figure 2.31. The final saliency map is the accumulated coding lengths.

Figure 2.31: From (160) - The center patch and its surrounding patches. The more surrounding
patches that are required to (through linear combination) describe the center patch, the higher the
saliency at the center patch.

Another very similar approach using this kind of "selfresemblance" to measure
saliency (or rather inverse of saliency) is that of Jong et al. (246). They use local
regression kernels to measure the likeness of a pixel to its surroundings. Thus the
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final saliency map indicates the statistical likelihood of saliency of a feature matrix
given its surrounding feature matrices. See Figure 2.32.

Figure 2.32: From (246) - Saliency through local selfresemblance computed with local kernels.

Bruce et al. take this one step further and put forward the premise that localized
saliency computation (in the visual cortex) serves to maximize information sampled
from the environment (33). In their model the likelihood of content within a center
area is estimated as a function of likelihoods in its surroundings. See Figure 2.33
for more details.

They also show that a variety of visual search behaviors appear as emergent
properties of their model as well as predicting fixation patterns.

Probably the earliest information theory based model of Saliency is that of
Kadir and Brady (136). In contrast to many previous approaches, they argued that
saliency, scale selection and content description are intrinsically related aspects of
a visual system. Their saliency metric as a function of scale s and position x is:

SD(s, x) = HD(s, x) × WD(s, x) (2.10)
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Figure 2.33: From (33) - (a) The likelihood for the central patch Ck is estimated on the basis of its
surround Sk. Density Estimation: produces a normalized histogram of the coefficients. Joint Like-
lihood: coefficients are converted to probabilities by looking up its likelihood from the corresponding
histogram. The product of all the individual likelihoods corresponding to a particular local region yields
the joint likelihood. Self-Information: The joint likelihood is translated into Shannon’s measure of
Self-Information. (b) ICA: A large number of local patches are randomly sampled from a set of 3600
natural images. Based on these patches a sparse basis is learned via independent component analysis.
Matrix Pseudoinverse: The pseudoinverse of the mixing matrix provides the unmixing matrix (for
separating the content within any local region into independent components). Matrix Multiplication:
The matrix product of any local neighborhood with the unmixing matrix yields for each local observation
a set of independent coefficients corresponding to the relative contribution of various filters/independent
components.
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where the entropy is defined by

HD(s, x) =

∫

v∈D

pD(s, x, v)log(pD(s, x, v))dv, (2.11)

and the weighting function is defined by

WD(s, x) = s

∫

v∈D
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dv (2.12)

and pD(s, x, v) is the probability density as a function of scale s, position x and
descriptor value v.

Addressing the issue of top-down/bottom-up interaction, there have been stud-
ies demonstrating the importance of reinforcement learning mechanisms (131) in
the incorporation of top-down cues into the control of visual attention. Other ap-
proaches for modelling this interaction have been taken. Henderickx for example
use a model similar to that of Itti & Koch and extend it to model such interactions
(109).

When it comes to attention models with potential applications in robotics and
other active vision systems, computational efficiency is of great importance. A quite
early work here was that of Toyama (270), where the Incremental Focus of Attention
(IFA) architecture was introduced. The framework provided a structure which,
when given the entire camera image to search, efficiently focused the attention
of the system into a small set of possible states that includes the target state
(More on robot Active Vision Systems in next section). Recently Guo et al. (95)
propose a simple and fast approach based on the Fourier transform called Spectral
Residual Saliency where they use the amplitude and/or phase sepctrum of the
Fourier transform for obtaining salient regions in an image. They are also able
to incorporate motion into their model and show that their model meets real-time
requirements better than previous qualitatively comparable models. Yet another
model exploiting the frequency content of images for saliency computation is that of
Achanta (2). Their model outputs full resolution saliency maps with well-defined
boundaries of salient objects. Hou et al. (114) present another spectral based
saliency method. Thus, their model too is independent of features, categories,
or other forms of prior knowledge of the objects. Again the spectral residual of
an image in spectral domain is used for constructing the saliency map in spatial
domain. The main calculations are shown in Figure 2.34. See Figure 2.35 for an
example.

Due to the increasingly vast computing resources available, temporal aspects
of attention and saliency have rightfully begun to be introduced in these models.
Shi et al. (249) use an Itti & Koch based model of attention for motion detection
in video. The model gives a motion map which is combined with other feature
maps to create a saliency map. In a more sophisticated manner, Rapan et al.
(228) use spatiotemporal feature point detectors (intensity, color and motion) to
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Figure 2.34: From (114) - The saliency calculation of of Hou et al. I(x) represents the input image,

F and F−1 represent the Fourier transform and the inverse Fourier transform, hn(f) is a normalizing
scaling factor (originally in spatial domain) and g(x) is a gaussian filter.

Figure 2.35: From (114) - A saliency example based on the Spectral Residual method of Hou et al.

compute saliency by a global minimization process constrained by pure volumetric
constraints, each of them being related to an informative visual aspect, namely
spatial proximity, scale and feature similarity. See Figure 2.36.

Geerinck et al. (86) propose yet another spatio-temporal attentive mechanism.
In their framework the goal is automatic region-of-interest determination, corre-
sponding to events in video sequences of natural scenes of dynamic environments,
and they consider it as a first step towards high-level semantic analysis. As op-
posed to simple motion analysis approach, their method is region-driven as well as
feature-driven. See Figure 2.37 for details. In their later work (87) they extended
this model to output so called "proto-objects" instead of pixel-based saliency. See
Figure 2.38 for details. These proto-objects are similar to the ’pre-attentive objects’



2. COMPUTATIONAL MODELS OF VISUAL ATTENTION 67

Figure 2.36: From (228) - The spatiotemporal saliency model of Rapan et al.

of Marfil (175).
There are numerous other works comprising motion saliency (19; 53; 75; 84; 85;

125; 133; 163; 171; 172; 173; 174; 228; 247; 249; 305; 313).
Moren et al. (189) present an adaptive perception system in the context of

a humanoid robot interacting with humans and its surroundings. Their system
integrates top-down and bottom-up processing of attention. They split the visual
input into different submodalities (conspicuity masp) combined into a saliency map.
Winner-Take-All (WTA) network and Inhibition-of-Return (IOR) mechanisms de-
termine the focus of attention. See Figure 2.39. They also use context together
with this attention model in a larger system. See Figure 2.40.

In an extension to their previous model(s), Navalpakkam and Itti (195) cre-
ate a attention model where the top-down component uses accumulated statistical
knowledge of the visual features of the desired search target and background clutter,
to optimally tune the bottom-up maps such that target detection speed is maxi-
mized. See Figure 2.41. A simpler, but adaptive version of this is proposed by
Hügli (120), where the adaptive model is characterized by parameters that act at
several feature detection levels together with a procedure for automatically tuning
these parameters by learning from examples.

2.2 The saliency map

The term saliency could refer to visual attention, unpredictability, rarity, or sur-
prise, of which we have seen numerous examples in the previous section. Saliency
estimation methods can broadly be classified as biologically based, purely compu-
tational, or a combination. In general, all methods employ a low-level approach
by determining contrast of image regions relative to their surroundings, using one
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Figure 2.37: From (86) - The framework of Geerinck et al. First stage: spatio-temporal activity
analysis extracts key-frames from the image sequence and selects salient areas (based on intensity, color
and motion) within these frames. Second stage: the selected areas are further processed to determine
the most active region, based on a region saliency measure.
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Figure 2.38: From (87) - The proto-object extension of Geerinck et al.

or more features of intensity, color, orientation, etc. In particular saliency in the
context of attention models posits the existence of what has been called a saliency
map. The conceptual introduction of saliency maps was put forward by Treisman &
Gelade (271) in their Feature Integration Theory in the form of what they describe
as a master map of ’interesting’ locations.
As mentioned earlier, Koch and Ullman (142) were the first ones to postulate the
existence of a saliency map in the visual system. The saliency map combines infor-
mation from several abstract feature maps (e.g., local contrast, orientations, color)
into a global saliency measure that indicates the relevance of each position in the
image. Inspired by this hypothesis, models of attention (as we’ve seen in the previ-
ous section) have assumed that there exist two stages of visual processing. First in
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Figure 2.39: From (189) - The saliency map computation of Moren et al. with top-down gating. The
task-specific feature vector is searched for by the top-down gating system resulting in a top-down map
that is combined with the conspicuity maps.

Figure 2.40: From (189) - The attention system of Moren et al. in the larger perspective.

a pre-attentive parallel processing mode, the entire visual field is processed at once
to generate a saliency map which is then used to guide a slow serial attentive pro-
cessing stage, in which a region of interest (the attentional spotlight) is selected for
"specialized" analysis. However, the neural correlate of the saliency map remains to
be found, although some studies that indicate such a map should exist in the visual
cortex, distributed across areas (V1,V2,V4), and is closely linked to the oculomotor
system that controls eye movements and orients the gaze (40; 161; 274).
The Koch and Ullman study was purely conceptual. The first actual implementa-
tion of a saliency map was described by Niebur and Koch (1996). They applied their
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Figure 2.41: From (195) - Overview of the saliency model of Navalpakkam and Itti. The key idea is
to use priors for weighting various conspicuity maps.

saliency map model which made use of color, intensity, orientation and motion cues
both to simplified visual input (as is typically used in psychophysical experiments)
and to complex natural scenes and they demonstrated sequential scanning of the
visual scene in order of decreasing saliency. Although models based on a saliency
map have had some success in predicting fixation patterns and visual search be-
havior, there exists one significant methodological shortcoming of the definition of
saliency captured by these saliency map models. The definition of saliency is emer-
gent from a definition of local feature contrast that is loosely based on observations
concerning interaction among cells locally within primate visual cortex. Although
the models succeed at simulating some salience-related behaviors, they offer little
in explaining why the operations involved in the model have the structure that is
observed and, specifically, what the overall architecture translates into with respect
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to its relationship to the incoming stimulus in a principled quantitative manner.
As such, little is offered in terms of an explanation for design principles behind
observed behavior and the structure of the system (33).
Nonetheless, the saliency map approach to visual attention remains a popular
model, both to explain human and mammal experimental data, as well as im-
plementing early vision architecture for robots and other active vision systems.

2.3 Bottom-up & Top-down

The bottom-up (exogenous) saliency assumption is based on the hypothesis that
certain features of the visual scene inherently attract gaze, in other words that
vision is essentially reactive and stimulus driven. This view is in part based on
psychophysical studies mentioned previously. Such studies have produced mixed
results regarding which features are significantly different (contrasting) at fixation
locations. Different methods apply different forms of centersurround competitive
algorithms in order to find regions of across-scale contrast (for a feature) and pro-
ceed to combine multiple maps to a single saliency map. Such feature saliency-based
models have a large number of free parameters, which have to be adjusted in order
to obtain meaningful saliency maps. It is necessary to choose the number of filters,
their respective parameters such as orientations and spatial frequencies, as well as
the spatial scales, the normalization functions, the summation rules, and the pa-
rameters of the network implementing the spatial competition within the saliency
map (122; 237).
Other Bottom-up models implement contextual effects and top-down effects (197),
but these effects have been described as modulating the saliency map and have been
restricted to the tasks of object detection or object recognition. The idea is that
there is a similarity in certain feature dimensions for locations in which a particular
target is likely to be found and that humans extract such regularities through ex-
perience. These effects become even more prominent in tasks that are not based on
picture viewing but study subjects actively involved in interacting with the envi-
ronment when executing goal-directed behavior (132; 237). Task-based models are
required to model which features are in fact more likely to be fixated dependent on
the particular task at hand and how semantic content influences the gaze strategy.
In fact, it is well established that the ongoing task influences the gaze strategy. As
soon as the visual scenes become meaningful (96), the objects are related by se-
mantic meaning, or prior knowledge can be utilized in order to find likely locations
for targets, these factors become significantly better predictors of the direction of
gaze (83).
Of course in a natural setting with real-world objects, the selection of these features
mentioned in the above is not obvious, and there is some debate which features hu-
mans use for top-down guidance, and how a specific task maps to them (60). Upon
closer inspection of this problem, the issue of integration of bottom-up and top-
down cues emerges (whether it’s in humans or machines). There is a clear need to
integrate top-down and bottom-up attentional influences (131). Besides for the sake
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of explaining human attention (neurobiology and psychophysics), such integration
is crucial for such diverse areas as robot navigation, visual surveillance and any
realistic visual search. For instance, in visual surveillance, it is important to detect
goal-relevant targets like suspects, and to simultaneously notice unexpected visual
events like gun shots or sudden explosions. Similarly, robot navigation requires
top-down detection of landmarks and road signs, as well as bottom-up detection of
unexpected obstacles and accidents. We need to consider knowledge of the target
and distracting background: what is the optimal top-down influence on bottom-up
processes such that detection speed is maximized? This is an unsolved challenge
as yet, since most models of top-down attention are sub-optimal heuristics and
driven by knowledge of the desired target only (se example models in the ’previous
models’ section), while ignoring the contribution due to knowing the distracting
background. Few top-down models consider the distractors, by using global fea-
tures representing the scene context (195).

2.4 Context

Another type of top-down influence is the context. As we saw before, the gist can
aid and even guide attention in certain scenarios where the context is important.
In this thesis context is considered as another type of top-down information.
Target items in visual search tasks and especially objects in the real world are
almost always accompanied by other objects forming a global context or scene
(Biederman, 1972). Visual contexts and scenes contain a rich, complex structure
of covariation between visual objects and events. Meaningful regularities exist, and
the visual world is by and large stable over time forming invariants. Although
presented in a different theoretical framework and level of analysis, Gibson (1966)
spoke about the attunement of perceptual systems to invariant information in the
physical world. The development of this attunement, or what he refers to as the
"education of attention" depends on past experience. In short, sensitivity to reg-
ularities in the environment would be informative. Reber (1989) makes a similar
point in stating that, when the stimulus environment is structured, people learn to
exploit the structure to coordinate their behavior in a coherent manner (192).
Chun & Jiang (1998) demonstrate that a robust memory for visual context exists
to guide spatial attention. According to them contextual cueing is driven by in-
cidentally learned associations between spatial configurations (context) and target
locations. This benefit is obtained despite chance performance for recognizing the
configurations, suggesting that the memory for context is implicit. Their results
show how implicit learning and memory of visual context can guide spatial atten-
tion towards task-relevant aspects of a scene (192).
The most recent study on humans that demonstrate the usefulness of contextual
cueing when searching for targets in heterogeneous displays is (244). Global context
plays an important, but poorly understood, role in visual tasks. Studies show that
detection speed and accuracy increases when repetitions occur (43; 44; 269).
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When it comes to models of this, contextual guidance models of attention that
combine bottom-up saliency, scene context and top-down mechanisms at an early
stage of visual processing, are popular. A study by Ogris & Paletta (82) uses a
probabilistic framework for the contextual cueing to predict the occurence of ob-
ject detection events in video. Their scene intrepretation is higher order (not so
early vision as gist) and is obtained from landmark detections. They show that
prediction of object events in this manner can decisively determine an efficient fo-
cus of attention that would permit to save a substantial amount of computational
resources.
Torralba (268) proposes a similar model of contextual priming for object detection.
He introduces a simple framework for modeling the relationship between context
and object properties based on the correlation between the statistics of low-level
features across the entire scene and the objects that it contains. Similarly in Pog-
gio’s model of top-down visual attention, a shape-based model is used to represent
both the objects and the scenes that contain them. The spatial priors imposed by
the scene and the feature priors imposed by the target object are combined in a
Bayesian framework to generate a task-dependent saliency map. This works as a
contextual top-down information given the task (223). See Figure 2.42.

Figure 2.42: From (223) - Two examples of top-down attention (given task). Red dots are human
eye-tracking data. Green areas are saliency regions predicted by the model, through contextual feed
into the model.

Torralba too proposes a contextual cueing for attention guidance based on the
global scene configuration (267). Using global statistics of low-level features he
primes the presence or absence of objects in a scene and predicts their location,
scale, and appearance before exploring the image. Visual context information can
become available early in the visual processing chain, which allows modulation of
the saliency of image regions and provides an efficient shortcut for object detection
and recognition. Low-level saliency maps compute the saliency of a local image
region by looking at the distribution of features in the neighborhood of each loca-
tion. This use of context treats the background as a collection of distractors instead
of exploiting the correlations that exist between target properties and background
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properties. See Figure 2.43 for details.

Figure 2.43: From (267) - Torralba’s incorporation of contextual information into saliency computa-
tion. Two parallel pathways exist: one for local and one for global information. Contextual information
is gathered by PCA analysis of the feature maps. For example, when looking for a person the task depen-
dent saliency map will select image regions that are salient in terms of those task-specific local features.
The contextual map however, favours those regions that can contain the target object. Combining these
two saliencies yields better candidate regions.

Using a gist-based philosophy (backed by behavioral and computational evi-
dence), Oliva et al. (201) present an approach to the representation and the mech-
anism of scene gist understanding using global features based on configurations of
spatial scales and are estimated without invoking segmentation or grouping oper-
ations. Their model provides a formal instance of a feed-forward mechanism for
scene context evaluation, for the guidance of attention and eye movements in the
scene. See Figure 2.44.

Similar work is done by Perko et al. (218).
These models all use context based on second order statistics and define it as

a collection of objects or regions (already recognized), although there are some ex-
ceptions (104; 197). In our approach we will take a simpler, "lower level vision"
histogram-based approach in defining contextual primings. More on this in the
next chapter.
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Figure 2.44: From (201) - Global receptive field vs. local receptive field. Larger global receptive
fields can be found in human V4 and IT areas.

3 Active Vision Systems

Previously we have glossed over the range of problems requiring attention: selection
of objects, events, tasks relevant for a domain; selection of world model; selection
of visual field; selection of detailed sub-regions for analysis; selection of spatial and
feature dimensions of interest; and the selection of operating parameters for low
level operations and more. What is worth noting is that most computer vision
research makes assumptions that reduce the combinatorial problems inherent in
the above tasks, or better yet, eliminate the need for attention. Tsotsos (253; 282)
has outlined some of these strategies:

• fixed camera systems negate the need for selection of visual field or consider-
ations of viewpoint invariant vision;

• pre-segmentation eliminates the need to select a region of interest;

• ’clean’ backgrounds ameliorate the segmentation problem;

• assumptions about relevant features and their values reduce their search
ranges;

• knowledge of task domain negates the need to search a stored set of all do-
mains;

• knowledge of objects appearing in scenes eliminates search of a stored set of
objects;

• knowledge of which events are of interest eliminates search of a stored set of
events.
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These strategies reduce the extent of the search space before the visual processing
takes place. The point is that these assumptions are not applicable in everyday
vision, and they certainly do not help us understand human vision better. Real
vision, for humans as well as robots, is not so cooperative and attentive processes
need to play a central role in all visual processes. It is at this breaking point that
the researchers in the field start considering perception and action as tightly cou-
pled and mutually constraining processes.

Active Vision is a paradigm for a vision system where it has control over its own
sensors and internals, being able to change dynamically its visual parameters (zoom,
iris, and extrinsic and intrinsic camera parameters) and, therefore controlling and
modifying how it perceives its environment. Control of perception is carried out by
an active control of system resources in order to achieve a continuous real time op-
eration, pursuing specific visual goals or tasks (tracking and recognition of people,
face tracking, surveillance, autonomous navigation, obstacle avoidance, ...).
Nature shows us that vision, and in general perceptive senses, have been devised
to perceive the world to a certain extent, thus living beings only need to perceive
what they need in order to survive. This idea of a vision system where its own
visual and perceptual capacities are related and bounded by the tasks that it has
to accomplish, has been a contribution of Active Vision to the design and develop-
ment of Computer Vision Systems. Up to now several systems have been put into
practice using such paradigm, systems with limited but very robust abilities and an
active attitude towards the perceived world. Many of them have been made from
the scratch and are composed of custom-built components (67).
During the last few years, several key elements of these systems have become avail-
able as commercial off-the-shelf components. Robotic pan/tilt platforms and servo
controllers can be bought and used to design head/eye systems with vision abil-
ities: object tracking, face recognition, etc. Commercial ready-made components
influence the architecture of an active vision system significantly. Different time
bases among components, distinct datapath bandwidths, several processing speeds
and various sampling rates imply the necessity of any kind of flow control to syn-
chronize components and orchestrate their operation as a whole system. Various
programming interfaces may be needed when diverse programming architectures
are used. Thus the development of an active vision system built from off-the-shelf
components involves a great effort of integration.
According to Aloimonos, an active observer is one capable of engaging in some
kind of activity whose purpose is to control the geometric parameters of its sen-
sory apparatus(3). Similarly, an active computer vision system should dispose of a
module that controls the gaze. As we’ve observed in some of the models described
previously, the visual attention paradigm can be used as a tool to guide these cam-
era movements. Such an active vision system has for example been developed at
KTH, by the group of Eklundh. Below we will present an overview of such previous
systems.
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3.1 Previous systems

One of the earlier active vision systems based on a model of human visual search
behavior from Wolfe (298), is the KISMET robot head of Breazeal and Scassellati
(32), see Figure 2.45. The attention system integrates perceptions (motion detec-
tion, color saliency, and face detection) with habituation effects (in later models
called the Inhibition-of-Return effect) as well as influences from the robot’s mo-
tivational and behavioral state to create a context-dependent attention map. See
Figure 2.46.

Figure 2.45: From (32) - Robot Kismet of Breazeal and Scassellati. Equiped with auditory, visual
and expressive systems it was intended to participate in human social interaction and to demonstrate
simulated human emotion and appearance.

Nagai and his team (193) took the human-robot-interaction scenario introduced
by systems like KISMET a bit further and utlized such interfaces in joint atten-
tion and learning between a robot and a caregiver. Their platform, capable of
self-evaluation, can learn sensorimotor co-ordination when visual attention has suc-
ceeded, where success is defined by the human caregiver, see Figure 2.47 for illus-
tration. Their robotic platform reproduces the developmental process of infants’
joint attention and could according to the authors also be used as a model of infant
development in that regards. Figure 2.48 shows an exemplar scenario.

The active vision system of Moren et al. (189) (whose attention model was
described in the previous section) consists of a humanoid robot capable of attending,



3. ACTIVE VISION SYSTEMS 79

Figure 2.46: From (32) - The attention system of Breazeal. Visual feature detectors are combined
with habituation effects. The attention map directly influences the eye control and the robots internal
motivational state, which in turn influence the weights for the combination of the maps.

Figure 2.47: From (193) - Nagai’s set-up for joint attention between the robot and a human caregiver.
The robot and the caregiver are seated face-to-face and looking at the various salient objects in the
environment. The sensor input to the system I and θ = [θpan, θpan] result in an output command
∆θ = [δθpan, δθpan].
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Figure 2.48: From (193) - The caregiver looks at one of the multiple salient objects whereupon the
robot (initally looking at the caregiver) by trial-and-error attends to the same object.

fixating on and interacting with the objects in its surrounding, see Figure 2.49 and
2.50. Their biologically inspired system is used as a testbed for evaluating various
cognitive and attentional models. The aim is not to primarily produce attention
behavior that looks natural to onlookers (though that is a secondary hope), instead
their primary aim is a robust system in which bottom-up attentional processes are
augmented by top-down mechanisms that can effectively keep the system focused
on a contextually important target even when it is not highly salient.

Another humanoid platform with active vision capabilities is that of Vijayaku-
mar and his group (290). They use this anthropomorphic robot (see Figure 2.52)
to explore the computational issues of a biologically inspired artificial oculomotor
system (see Figure 2.51) in order to understand the interplay between oculomotor
control, visual processing, and limb control in humans and primates. The saliency
computation here is performed by a dynamical artificial neural network.

Zaha et al. (311) propose a neuronal-based solution to active (overt) visual
search, see Figure 2.53. Although the lack a formal system that is de facto imple-
mented, a novelty of their proposed strategy is that it includes novel components
such as a representation of saccade history and of peripheral targets that is com-
puted in an entirely separate stream from foveal attention. See Figure 2.54.
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Figure 2.49: From (189) - The head of the humanoid of Moren et al.

The active stereo vision system of Guo et al. (314) is another one based on
a model of neural pathways of human binocular motor system. The system can
fixate on and smoothly pursuit (tracking) objects. From Bjorkman et al. (25; 26)
we know that this feature is very important for active stereo vision systems, since
3D reconstruction requires the two cameras to have an overlapping field of vision.

In the context of mobile robot platforms, Beuter et al. (20) recently presented
a work that combined bottom-up saliency, texture descriptors and top-down atten-
tion to direct the focus on arbitrary objects in a human-robot interaction scenario.
Similarly Forssén et al. (73) have a mobile robot platform utilizing a bag-of-features
technique for ranking potential objects in a cluttered environment. Another more
versatile mobile robot is the ACE robot of Xu et al., see Figure 2.55. Their foveated
attention system is applied in an object detection scenario (304). The active multi-
focal camera system scans, performs saccades and fixates on relevant portions of
the scene. In the peripheral field of view, bottom-up attention is used to select a se-
quence of fixation points, see Figure 2.56. For each saccade and fixation, the foveal
(high resolution)camera performs object recognition. Once an object is recognized
as target object, the bottom-up attention model is adapted to the current envi-
ronment, using the top-down information extracted from this target object. Their
bottom-up attention model as well as their object recognition algorithm based on
SIFT are both implemented using CUDA technology on Graphics Processing Units
(GPUs) for speed performance (303).

The mobile platform of Rutishauser and Walther (238) learns multiple objects
from mobile navigation and random open-ended visual search loops in the envi-
ronment by utilizing bottom-up attention in order to distinguish which part of the
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Figure 2.50: From (189) - The entire humanoid platform of Moren et al. and its various distributed
modules.

scene corresponds to each individual object, and which part is irrelevant clutter
which is not associated to the objects.

Frintrop continued this progress with a more sophisticated mobile robot system
with active vision capabilities (79). Her aim was fast detection and classification of
objects in spatial 3D data. Her attention-system (described in section PREVIOUS
MODELS) also depth data accquired from a 3D laser scanner mounted on the
autonomous mobile robot. See Figure 2.58. A similar system to this is that of
Ouerhani (206), with the distinction that in his system also temporal aspect are
taken into account.

Figure 2.59 shows the two modes of 3D laser data (depth and reflection) are
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Figure 2.51: From (290) - Schematic of the various modules for overt active visual attention.

Figure 2.52: From (290) - (a) The 30 DOF humanoid robot of Vijayakumar et al. (b) The active
vision head system.
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Figure 2.53: From (311) - General overview of the active visual search model of Zaha et al.

processed and merged with the other conspicuity modalities into a saliency map.
There are also applications of attention in larger systems that are not "active"

per se, but rather "interactive" (107). Such is the system of Yu et al. (310). In their
work on embodied language learning a multi-camera sensing environment is built
which consists of two head-mounted mini cameras that are placed on both the child’s
and the parent’s foreheads respectively. The system collects acoustic signals in
concert with user-centric multisensory information from nonspeech modalities, such
as user’s perspective video, gaze positions, head directions and hand movements.
utilizing this data their system learns to associate action verbs and object names
with their perceptually grounded meanings. See Figure 2.60.
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Figure 2.54: From (311) - The overt control system of Zaha et al.

Similarly the Selective Attention for Action model (SAAM) of Böhme et al.
(35). The design of SAAM is based on the Selective Attention for Identification
Model (SAIM) presented earlier. However, SAAM’s selection process is guided by
locations within objects suitable for grasping them whereas SAIM selects objects
based on their visual properties. The goal is for SAAM to simulate affordance-
guided attentional behaviour.
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Figure 2.55: From (303) - The ACE robot of Xu et al. and its multi-focal vision system on the right.
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Figure 2.56: From (303) - The saliency map calculation of the ACE robot with feedback connections
for object recogntion.
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Figure 2.57: From (238) - The processing steps of the active vision system of Rutishauser et al. (a)
original image, (b) saliency map, (c) the selected feature map with strongest contribution, (d) segmented
feature map, (e) smoothed object mask, (f) contrast-modualted image with extracted keypoint for the
recognition algorithm (red dots).

Figure 2.58: From (79) - The Focus-of-Attention computation in Frintrop’s mobile robot system.



3. ACTIVE VISION SYSTEMS 89

Figure 2.59: From (79) - The Bimodal Laser-Based Attention System of Frintrop. Focus-of-Attention
(FOA) is directed to the most salient region. Inhibition-of-Return (IOR) guides the system to the next
FOA.
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Figure 2.60: From (310) - The interactive system of Yu et al. estimates the speakers’ FOA and uses
this to associate spoken words with perceptual meaning.



Chapter 3

Dynamic computational model of

Visual Attention

1 The conspicuity maps: various features

The neurophysilogical and psychophysics studies of attention conducted during the
past two decades have taught us that the visual saliency mechanism incoporates at
least some elementary dimensions of visual stimuli (henceforth denoted as features),
including color, orientation, depth, texture, symmetry, and motion. The saliency
based model of attention presented in this work relies heavily on the concept of con-
spicuity maps based on some of these features and the center-surround hypothesis
(84).

It has been shown that in cortical representations, these bottom-up maps in-
teract with top-down internal models of the external world to control attentional
shifts (both covert and overt) (224). Computational implementations of these con-
spicuity maps based on center-surround differencing have proven to be accurate
and biologically plausible explanations for experimental data.

1.1 Scale-Space Pyramids

Our mathematical derivation of the conspicuity map computation comes from Scale
Space theory (Koenderink, 1984, Lindeberg and Romeny, 1994, Witkin, 1983).
Using representation of the image at multiple scales we can produce "center" and
"surround" scales. The ideas are largely derived from multiscale signal processing,
e.g. using Gaussian kernels for scaling (136).
Worth noting is that the concept of scale-space applies to signals of arbitary number
of variables. In our case, we will focus on two-dimensional images. For a given
image im(x, y), its linear scale-space representation are the family of convolved
signals I(:, :, σ) = G(:, :, σ) ∗ im(:, :) where the convolutions is performed only over

91
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x and y and where

G(x, y, σ) =
1

2πσ2
exp −

x2 + y2

2σ2
, (3.1)

One such family-set is the set obtained by gradually increasing σ, and thus obtaining
increased blurred (and subsampled) versions of the original image. This family is
called scale-space pyramids, see Figures 3.1 and 3.2.

Figure 3.1: An example of a scale-space pyramid.

Figure 3.2: The different levels of the scale-space pyramid in Figure 3.1 (with increasing σ).
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Given the scale space pyramids, the conspicuity map is defined as

Ī =
⊕

c

⊕

s

N(|I(c) ⊖ I(s)|) (3.2)

where
⊕

and ⊖ represents across-scale summation and subtraction, respectively. c
and s are called the center and surround scales, respectively. N(.) is a normalization
operator that we will elaborate on later.

Figure 3.3: Examples of conspicuity maps for the cue of Intensity.

1.2 Orientation

Studies have shown that the neurons in visual cortex (all the way from V1 to V4)
have receptive fields resembling oriented bandpass filters (56). More precisely they
are similar to oriented Gabor filters. As we noted in chapter 2 at retinal ganglion
cells and LGN, there are center-surround receptive fields, and further on into V1,
the receptive fields exhibit orientation-, phase-, and frequency-tuned properties.
Analogously, in computational models usually Gabor filters in combination with
normal distribution are used as baseline in order to determine the optimal thresh-
olding conditions for these kind of feature detectors, yielding conspicuity maps
(240). As models of biological vision, the resulting conspicuity maps can be inter-
preted as visual cortical activity as a response to orientation contrasts, e.g. usually
high around locations in an image where there is a strong contour edge segment
(157).

Mathematically speaking, the impulse response of a Gabor filter is defined by
a harmonic function multiplied by a Gaussian. In their complex form the Gabor
filters are described as such:
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g(x, y, λ, θ, ψ, σ, γ) = exp −
x′2 + (γy′)2

2σ2
exp i

(

2π
x′

λ
+ ψ

)

(3.3)

x′ = x cos θ + y sin θ (3.4)

x′ = −x sin θ + y cos θ (3.5)

Here λ is the wavelength of the harmonic function, θ is the orientation of the normal
to the Gabor "stripes" (see Figure 3.4), ψ is the phase offset, σ2 is the variance of
the Gaussian function (scale), and γ is the aspect ratio (defining the excentricity
of the Gabor function).

Figure 3.4: Examples of 2D Gabor filters with various orientations, scales and wavelength.

The conspicuity map for orientation is defined in a similar fashion as

Ō =
∑

θ

N(
⊕

c

⊕

s

N(Oθ(c, s))) (3.6)

Oθ(c, s) = ωθ · |Oθ(c) ⊖Oθ(s)| (3.7)

where Oθ(s) is the result of the Gabor filter at scale s and orientation θ, and the
rest of the parameters are defined as previously.

Figure 3.5: Examples of conspicuity maps for the cue of Orientation.
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1.3 Color

Color is one of the most important features that cause stimuli for visual attention
in human vision (155; 295). However, current theories for visual attention postulate
that the magnocellular stream (later feeds into the dorsal "where" stream) plays the
more dominant role in guiding attention, as opposed to the parvocellular stream
(feeding into the ventral "what" stream). And since the magnocellular stream does
not contain color information, attention is rarely attracted to abrupt color changes,
as confirmed by experiments. However, when other information such as luminance
is masked by noise or equated in salience, it has been shown that chromatic cues
do indeed guide bottom-up attention (63; 162; 257; 299). Color can also be used
for higher level cognitive processes (such as identification) or for top-down visual
attention (72; 248; 261). For instance, face and hands can be detected by means of
color-based skin detectors.
Several saliency models where color plays a dominant role have been suggested in
recent years with various color descriptors (106; 287; 288). Some include memory
based mechanisms allowing color-inhibition and handling of dynamic scenes (10).
Several other studies also reveal the importance of color in visual memory (259; 297).
In (134), the importance of color in visual attention is shown by exhibiting better
match between computer models and human eye fixations in images, when color
was included.
The model used in this work is largely based on the method presented in (129), that
computes feature maps for chromatic opponent colors of red-green and blue-yellow
along with the achromatic opponent pair of white-black. More on this later. The
model of (260) has a similar basic concept but with a different calculation scheme.
They compute the chromatic contrast ∆C between two pixels x and y for double
opponent channels of red-green (RG) and blue-yellow (BY) as follows:

RG(x, y) = |(Rx −Gx) − (Ry −Gy)| /2

BY (x, y) = |(Bx − Yx) − (By − Yy)| /2

∆C(x, y) =
√

η2
RGRG

2(x, y) + η2
BY BY

2(x, y)

where ηRG and ηBY are weighting parameters. Intensity contrast is computed
simply by

∆I(x, y) = |I(x) − I(y)|

Finally the color saliency is calculated by

Sc(x, y) =
√

∆C(x, y)2 + ∆I(x, y)2

The model presented in (215) again uses the same basic concept of opponent
colors and computes the chromatic color saliency C and the saliency due to intensity
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I using:

C =

4
∑

c=2

c+4
∑

s=c+3

N (RG(c, s) +BY (c, s))

I =
4

∑

c=2

c+4
∑

s=c+3

N (I(c, s))

Another model using the same opponent color method is that of (200). They
compute the color distance in Krauskop’s color space. Contrast sensitivity functions
are applied on the three color components in the frequency domain. In (1) a set
of neighborhood pixels around a target pixel are compared with a similar pattern
of neighborhoods at several other locations. The sum of these differences after
comparing with a number of locations decides the final saliency value for the target.
In (11) a similar region-based color saliency method is used. In (91) the authors
compute color saliency based on the spatial distribution of the component colors in
the image space and their separation in the color space.
The saliency of colors based on global statistics in the image has been discussed in
literature in the works of Liu et al. (164) and Zhai et al. (312). In (164) colors with
smaller spatial variance get higher salience. Zhai et al. (312) assign the saliency of
a color in a similar way, but in their approach it is only color specific and focuses
on a particular color channel and does not look at the relationship between various
colors in the image.

The conspicuity map for color is defined as follows

C̄ =
⊕

c

⊕

s

N(RG(c, s)) −N(BY (c, s)) (3.8)

RG(c, s) = |(R(c) −G(c)) ⊖ (R(s) −G(s))| (3.9)

BY (c, s) = |(B(c) − Y (c)) ⊖ (B(s) − Y (s))| (3.10)

where R,G,B, Y are the (broadly tuned) color channels.

1.4 Motion

The most common approach to motion saliency is to extend the concept of spatial
saliency to a spatio-temporal model, i.e. using time as another spatial dimension
and simply extending the mathematical framework for 2D saliency to one of 3D
saliency. These are usually inspired by biological mechanisms of motion-based
perceptual grouping(19; 86; 172; 173). In (228) for example, saliency is computed
by a global minimization process, using aspects like spatial proximity, scale and
feature similarity. Here the scale pyramids consist of volumetric blocks rather than
flat 2D images, see Figure 2.36 in the previous chapter. In the work of (160)
saliency of a location is measured by the Incremental Coding Length (ICL), being
the length of the representation of the center patch around that location as the
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Figure 3.6: Examples of conspicuity maps for the cue(s) of Color.

linear combination of its surrounding patches. The philosophy is that the shorter
the ICL is the less unique is that location compared to its surroundings, and vice
versa. This can easily be extended to a spatio-temporal framework, see Figure
2.31. Another very similar but more elaborated and approach to this is the concept
of self-recemblance used in the work by Seo et al. (247). Here the authors use
local regression kernels (local descriptors) from the image or video to measure the
likeness of a pixel or voxel to its surroundings. See Figure 3.7.

Figure 3.7: Saliency method of (247). (A) illustrates the static version. (B) Spatio-temporal version.
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Some of the methods for motion saliency (53; 163; 249; 305; 313) are are simply
used for the purpose of video content analysis or motion detection and have very
little interest in biological motivations or models for attention, as others like (125;
174) or (133) do. In (133) the authors propose a spatiotemporal saliency model
inspired by biological visual attention mehcanisms. In fact they incorporate other
cues like depth and symmetry into their saliency framework as well. They propose a
selective motion analysis model by using a neural network for motion analysis. The
saliency method responds to rotation, expansion, contraction and planar motion of
the optical flow. See Figure 3.8.

Figure 3.8: Saliency method of (133). (A) illustrates the static version. (B) Spatio-temporal version.

In this work we do not adopt any motion saliency other than temporal differ-
encing of the saliency map itself.

1.5 Depth

It is only in the past decade that the importance of scene depth as a source for visual
attention (59; 80; 205) has been investigated. This can be considered a weakness of
the models because depth or 3D vision is an intrinsic component of biological vision.
As depth appears at an early stage in the visual system (in terms of stereoscopy)
(314), it appears to contribute to visual attention. A further reason to include
depth in the computational model of visual attention is the present availability
of 3D sensors and methods for computing accurate depth maps from stereo pairs
(110; 222; 253).
Harville et al. (102) propose a method for modeling the background, using time-
adaptive, Gaussian mixtures in the combined input space of depth and luminance-
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invariant color. In the biologically motivated work of Jeong et al (133) mentioned
earlier, the proposed model use binocular stereopsis information so that the system
focuses on the closer area as in human binocular vision, based on the single eye
alignment hypothesis. See Figure 3.9 for schematic of the depth saliency in their
extensive model.

Figure 3.9: Saliency method of (133). As can be seen here, besides the stereoscopic depth information,
the temporal aspect is taken into account as well (as mentioned in the Motion subsection).

The conspicuity map for depth or disparity is defined equivalently to that of
intensity:

D̄ =
⊕

c

⊕

s

N(|d(c) ⊖ d(s)|) (3.11)

where d(c) is the depth or disparity map at scale c.

1.6 Texture

In addition to intensity, color, and orientation features, texture is effective in ex-
tracting ROIs in an image, especially for small objects in confused surroundings.
Parkhurst et al. (54) demonstrated for example that texture contrast, like lumi-
nance and color contrast, can contribute to the guidance of bottom-up attention.
Moreover, texture can complement the use of color for object segmentation and
tracking (111; 207). Texture segmentation uses neighborhood statistical informa-
tion (non-local) unlike pixel-based color segmentation. In tracking and other appli-
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Figure 3.10: Some examples of depth maps and their corresponding conspicuity maps. In this work
we apply the same conspicuity calculations on depth maps as we do on intensity maps, yielding high
saliency for discrepancies in depth.

cations with real-time requirements (such as attention) a combination of a color seg-
mentation scheme with texture segmentation is used, because of the computational
inefficiency of most texture segmentation algorithms. Many visual attention models
have used texture as an additional feature in their framework (8; 39; 116; 263). In
these texture is rather defined in a generic manner and not primarily intended for
segmentation purposes.

In this work we have used the texture detector provided by the Eigen-transform
(264) algorithm. Here the texture transform is defined (for each pixel (l, w)) as

Φ(l, w) =
w

∑

k=l

‖αk‖, 1 ≤ l ≥ w (3.12)

where αk is the eigenvalues of the singular value decomposition of the image. The
conspicuity map for the texture feature is defined as:

T̄ =
⊕

c

⊕

s

N(|Φ(c) ⊖ Φ(s)|) (3.13)

where Φ(c) is the texture map at scale c.

1.7 Symmetry

Most biological systems, humans in particular, are to a lesser or greater extent,
sensitive to symmetry in visual patterns (165). There are of course evolutionary
motivations for this as symmetry is abundant in nature. Studies have shown that
symmetry is a highly salient feature and that while viewing symmetrical patterns
our eye fixations are concentrated along the axis of symmetry or the symmetrical
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Figure 3.11: Examples of conspicuity maps for the cue of Texture.

center of the patterns. Recently some attentional frameworks have taken symmetry
saliency into account with succesful results (106; 144; 168).
As mentioned earlier, in the framework of Jeong et al. (133), symmetry is one of
the several cues used. Their work demonstrates the effectiveness of incorporating
symmetry in finding targets of interest. The symmetry operator in their work
is calculated with neural network and an independent component analysis (ICA)
filter, see Figure 3.12.

In this work we use the symmetry saliency method of Kovesi. See (145) for
mathematical details.

2 The modulated saliency map

As already mentioned, the saliency-based model of visual attention has been pre-
sented by Koch and Ullman in (142). It is based on four major principles (204):

1. Visual attention acts on a multi-featured input

2. Saliency of locations is influenced by the surrounding context

3. The saliency of locations is represented on a scalar map: the saliency map

4. The Winner-Take-All (WTA) and Inhibition-of-Return (IoR) are suitable
mechanisms to allow attention shift

Most of the characteristics of this model were presented in the end of the previous
chapter (the NVT). Here we will present the basic model (including the minor mod-
ifications we suggest) and also the top-down extension of it. The basic architecture
of our proposed model is illustrated in Figure 3.14

Before presenting the details of this new model, let us discuss the goal of
this computational model which is modelling the interactions of the top-down and
bottom-up mechanisms mentioned and described in the previous chapter.
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Figure 3.12: Saliency method of (133). The symmetry feature map is calculated using orientation
information.

Figure 3.13: Examples of conspicuity maps for the cue of Symmetry.
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Figure 3.14: An attentional model that combines Bottom-up and Top-down saliency, with Inhibition-
of-Return and a stochastic Winner-Take-All mechanism, with context- and task-dependent top-down
weights.

Several computational models of visual attention have been described in the
literature. One of the best known systems is the Neuromorphic Vision Toolkit
(NVT), a derivative of the Koch-Ullman model (142) that was (and is) developed
by the group around Itti et al. (128; 129; 196).
We will use a slightly modified version of this system for our computations of
salience maps. Some limitations of the NVT have been demonstrated, such as
the non-robustness under translations, rotations and reflections, shown by Draper
and Lionelle (62) and the lack of on-off vs off-on intensity maps, shown by Palmer
(213).
However, our ultimate aim is to develop a system running on a real-time active
vision system and we therefore seek to achieve a fast computational model, trading
off time against precision. NVT is suitable in that respect.

It has in recent years become clear that early visual processing is not purely
bottom-up and dependent on stimulus properties alone, but can be substantially
modulated top-down by expectations and tasks. A first, widely observed, top-down
modulatory effect of attention onto early vision is to locally enhance the cortical
representation of stimuli within the focus of attention (169). This observation is
well in line with the shiftable spotlight metaphor of attention, not only serving to
select a subregion of the visual input for further processing, but also highlighting
the neural representation of its contents (see (123),(273) for reviews). Studies show
that such a top-down modulation of salience is indeed taking place in the human
visual system. Baldassi & Verghese (12) showed recently, by psychophysical studies
of selective attention, that individual feature maps do have separate and different
feature weights. As mentioned before this approach has been popular lately in other
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systems as well (15; 78; 116; 245).

2.1 Weighting the Saliency Map

As mentioned above we base both Top-down and Bottom-up salience on the same
type of map. However, to obtain the Top-down version we bias this saliency map
by introducing weights for each feature and conspicuity map. Thus our approach
largely follows Frintrop (78), but weighting is done in a different way, which has
important consequences, as will be shown later.

Similarly to Itti’s original model (129), we use color, orientation and intensity
features. However, the four broadly tuned color channels R, G, B and Y, all calcu-
lated according to the NVT-model, are further weighted with the individual weights
(ωR, ωG, ωB , ωY ). The orientation maps (O0◦ , O45◦ , O90◦ , O135◦) are computed
by Gabor-filters and weighted with similar weights (ω0◦ , ω45◦ , ω90◦ , ω135◦) in our
model. Following the original version, we then create scale-pyramids for all 9 maps
(including the intensity map I) and form conventional center-surround-differences
by across-scale-subtraction and apply Itti’s normalization operator. This leads to
the final conspicuity maps for intensity

(

Ī
)

, color
(

C̄
)

, orientation
(

Ō
)

, depth
(

D̄
)

,

symmetry
(

S̄
)

, and texture
(

T̄
)

. As a final set of weight parameters we introduce
one weight for each of these maps, (ωI , ωC , ωO, ωD, ωS , ωT ). To summarize the
calculations:

RG(c, s) = |(ωR ·R(c) − ωG ·G(c)) ⊖ (ωR ·R(s) − ωG ·G(s))|

BY (c, s) = |(ωB ·B(c) − ωY · Y (c)) ⊖ (ωB ·B(s) − ωY · Y (s))|

Oθ(c, s) = ωθ · |Oθ(c) ⊖Oθ(s)|

C̄ =
⊕

c

⊕

s N(RG(c, s)) −N(BY (c, s))

Ō =
∑

θ N(
⊕

c

⊕

s N(Oθ(c, s)))

Ī =
⊕

c

⊕

s N(|I(c) ⊖ I(s)|)

SMT D = ωI Ī + ωCC̄ + ωOŌ + ωDD̄ + ωSS̄ + ωT T̄

Here ⊖ denotes the across-scale-subtraction,
⊕

the across-scale-summation. The
center-scales are c ∈ {2, 3, 4} and the surround-scales s = c+ δ, where δ ∈ {3, 4} as
proposed by Itti and Koch. We call the final modulated saliency map the Top-down
map, SMT D. The Bottom-up map, SMBU can be regarded as a similar map with
all weights being 1. Some examples of purely bottom up maps are given in Figure
3.15.

As pointed out by Frintrop (78), the number of introduced weights in some sense
represents the degrees of freedom when choosing the "task" or the object/region to
train on. This "steerability" of the saliency map allows for an optimization process
that maximizes the saliency in any resired region of the map. But more on this later.
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Figure 3.15: Examples of bottom-up saliency maps SMBU on real outdoor images. The left column
are the images and the right ones are the corresponding saliency maps. (Brighter regions are more
salient ones.)
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We have modified Frintorp’s scheme in the way feature weights are partitioned. In
the following section we will see the benefit of this.

3 Bottom-up versus Top-down

Attention can be directed to locations in space "by a conscious and voluntary ef-
fort," as Helmholtz suggested. It can also be captured by abrupt onset and other
stimulus events. Perhaps more importantly, the experiments show that attentional
control results from an interaction between the observer’s intentions and the prop-
erties of the image. A complete understanding of control requires a specification of
the nature of that interaction. We have touched on several varieties of interaction in
the previous chapter. When an observer is searching for a featural singleton, then
even to-be ignored singletons will capture attention. This suggests that subjects
adopt a perceptual set to attend to any feature discontinuity. However, when an
observer searches for a more complex object (e.g. a rotated T in a background of
rotated Ls), then irrelevant featural singletons will not capture attention. When
the target of search cannot be localized on the basis of contrast in a single feature,
then subjects do not enter singleton detection mode (See chapters 2.2.5 and 2.2.6).

Most psychological and computational models focus on bottom-up processing since
this part is better investigated and, for the computational systems, easier to realize.
Some existing models which include top-down information weight the features with
target-specific weights, some influence only the feature dimensions and some act
only on the saliency map and are also task-relevant. The latter approaches are far
from the biological analogue since in the brain top-down cues influence all parts of
the processing down to early feature computations (78).

Worth mentioning is another mathematical model limited to the combination of
bottom-up and contextual top-down influences. Massaro (1979) (177) proposed
that the context (top-down) and stimulus (bottom-up) provide two independent
sources of information as to what the perceived pattern (object or scene) actually
is. He assumes that the stimulus represents some evidence L for an object to be in
its correct state and that the context also provides some evidence C for this. He
asumes that these evidences can be scaled on a scale of 0 to 1 and can be thought
of basically as probabilities, which Massaro calls "fuzzy truth values". Since prob-
abilities sum to 1, the evidence for the object to be perceived not being in its true
state is 1−L from the stimulus and 1−C from the context. Given these evidences,
then the overall probability for the object to be perceived in its true state is

P (correct) =
L× C

L× C + (1 − L) × (1 − C)
(3.14)

In general, Massaro’s theory, called FLMP for Fuzzy Logical Model of Percep-
tion, has done a very good job of accounting for the combination of context and
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stimulus information in pattern recognition. But the requirement of independence
in the two evidences (L and C) constrains the model’s use to a very limited set of
experiments.

Considering target- (task-) dependent top-down combination with bottom-up influ-
ences there are many more ideas and models. Murray et al. (235) have suggested
a linear combination startegy for these two cues. They too like Massaro asume a
Bayesian framework. When studying human performance in a perceptual task, it
is often revealing to model observers as Bayesian decision-makers who are limited
by simple degradations of the stimulus or by imperfect knowledge of the stimulus.
Helmholtz’s notion of unconscious inference is the origin for the Bayesian frame-
work in vision. In this framework one uses Bayesian probability theory to infer the
most probable interpretation of an image. In detail this is done by combination of
prior knowledge about visual scenes with image features. In other words, using this
approach one can derive statistically optimal interpretations (139).

Bayesian models are often illuminating, because they make explicit claims about
what information observers use to perform a task, and about what types of inef-
ficiencies limit observers’ performances. We follow a similar approach to define a
measure of selective attention. [The following derivation is from (235)]:
Consider a task in which the observer discriminates between two classes of stimuli,
A and B. The observer can base his responses on the likelihood ratio L:

L =
P (U |A)

P (U |B)
(3.15)

If stimulus types A and B appear equally often, and if the observers goal is to
maximize the number of correct responses, then the optimal strategy is to respond
A if L ≥ 1, and B otherwise (Green & Swets, 1974). If the stimulus U is composed of
many independently varying elements Ui (e.g., a noisy N pixel stimulus, or a random
dot cinematogram with N independent dot displacements), then the likelihood ratio
L is the product of many subsidiary likelihood ratios ui computed from the stimulus
elements Ui:

L =

N
∏

i=1

ui, whereui =
P (Ui|A)

P (Ui|B)
(3.16)

Equivalently, the observer can calculate the logarithm of this likelihood ratio,
which is the sum of the subsidiary log likelihood ratios:

ln(L) =

N
∑

i=1

ln(ui) (3.17)

How could we represent selective attention in this well-known Bayesian pattern
classification framework? Suppose that a stimulus contains two classes of elements,
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Ui and Vj . When the observer selectively attends to Ui, he takes these elements
as being more relevant to the task than Vj , and he reduces the influence of Vj

on his responses. Another way of saying this is that the observer discounts the
evidence provided by Vj , and assigns it a smaller weight in his decision. If we
regard the observer as basing his responses on a likelihood ratio as in Equation 3.7,
this amounts to his adjusting the likelihood ratios ui and vj that are computed
from the two classes of stimulus elements, Ui and Vj . That is, when the observer
selectively attends to Ui, he adjusts the likelihood ratios vj by some function f :

L =

N1
∏

i=1

ui

N2
∏

j=1

f(vj) (3.18)

For this description of selective attention to be meaningful, the attenuating
function f must satisfy a simple constraint: the likelihood ratio L computed in the
above equation should not depend on how we conceptually divide the stimulus into
independently varying elements Ui and Vj . In particular, our predictions concerning
the effects of selective attention should not change if we reformulate our model so
that two elements V1 and V2 with likelihood ratios v1 and v2 are now regarded as a
single element V1,2 with likelihood ratio v1v2. It follows that f(v1v2) = f(v1)f(v2).
The theory of functional equations (Falmagne, 1985) shows that this equation im-
plies that f is a power function, f(x) = xk. Hence, a reasonable guess for the form
of selective attention is:

L =

N1
∏

i=1

ui

N2
∏

j=1

vk
j =

N1
∏

i=1

ui





N2
∏

j=1

vj





k

(3.19)

The corresponding log likelihood is:

ln(L) =

N1
∑

i=1

ln(ui) + k

N2
∑

j=1

ln(vj) (3.20)

or equivalently we could write

R = k1T + k2D (3.21)

where R is the observer response, T is the internal response to targets in the sup-
posed search task, and D is an internal response to the wholly or partly unattended
distractors. So a Bayesian approach to human descision making in attentional se-
lection (top-down) when distractors (bottom-up) interfere will lead to a linear cue
combination! This is the mathematical motivation for our way of combining the
feature maps.
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4 Dynamic combination of saliency maps

As discussed previously, the purpose of the saliency map concept is to have an
ultimate decision step for which all relevant information is gathered into one data
structure. For this any model that contains several saliency maps (much like the
various conspicuity maps) needs to gather or combine these into one single final
saliency map. A related idea is given by Olshausen, Anderson and Van Essen (203)
in their biologically plausible model of attention mechanisms. Although their goal is
invariant pattern recognition some of the ideas of control neurons that are driven by
the interaction between top-down (memory) and bottom-up (retinal input) sources,
are revisited here.

So far we have defined a Bottom-up map SMBU (t) representing the unexpected
feature-based information flow and a Top-down map SMT D (t) representing the
task-dependent contextual information. To obtain a mechanism for visual attention
we need to combine these into a single saliency map that helps us to determine where
to "look" next.

The E-measure

In order to do this we rank the "importance" of the saliency maps, using a measure
that indicates how much gain/value there is in attending that single map at any
particular moment. To do this we define an energy measure (E-measure) follow-
ing Hu et al, who introduced the Composite Saliency Indicator (CSI) for similar
purposes (116). In their case, however, they applied the measure on each individ-
ual feature map. We will use the same measure, but only on the Top-down and
Bottom-up saliency maps.

Importance is computed as follows. First the SMs are thresholded, using a
threshold derived through entropy analysis (300). The threshold is determined
using the equation:

lopt = arg min





l
∑

µ=1

nµ
∑

nv

log

(

nµ
∑

nv

)

+

L
∑

µ=l+1

nµ

1 −
∑

nv

log

(

nµ

1 −
∑

nv

)



(3.22)

where ni is the number of pixels with intensity i and L is the total number of
intensity-levels. This results in a set of salient regions.
Next the spatial compactness, Sizeconvexhull, is computed from the convex hull
polygon {(x1, y1); ...; (xK , yK)} of each salient region, with

Sizeconvexhull =

K
∑

k=1

(yk+1 + yk) · (xk+1 − xk)

2
.

The convex hull of a set of points S in n dimensions is the intersection of all convex
sets containing S (see Figure 3.16). For N points p1, ..., pN , the convex hull C is
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then given by the expression:

C ≡







N
∑

j=1

λjpj : λj ≥ 0,∀j,

N
∑

j=1

λj = 1







(3.23)

In two and three dimensions, specialized algorithms exist with complexity ©(n lnn).

Figure 3.16: The 2D convex hull of (a) non-compact region. (b) The red points are the convex hull
of the set of gray points. The region of the convex-hull (whose size is computed in the text) is marked
with green boundaries.

Qhull, which is the algorithm used here, works efficiently in 2 to 8 dimensions.

If there are multiple regions the compactness of all regions is summed up. Using
the saliency density

Dsaliency =

∑

p∈θ

∑

q∈θn(p)
|SM(p)−SM(q)|

|θn(p)|

|θ|

where θ is a the set of all salient points and θn(p) represents the set of salient
neighbors to point p, the E-measure is then defined as

ECSI(SM) =
Dsaliency

Sizeconvexhull

.

Accordingly, if a particular map has many salient points located in a small area,
that map will have a higher E-value than one with even more salient points, but
spread over a larger area. This measure favors SMs that contain a small number of
very salient regions (see Figure 3.17).
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Figure 3.17: The left SM has a ECSI measure of 11, while the right one has more than ten times
higher, 144. The reason for this can be intuitively understood as the left one is much more cluttered
and does not seem to have a "clear idea" about where attention should be deployed. However the right
one has very few but salient points and hence is much more "sure" about the attentional selection.

Combining SMBU and SMT D

We now have all the components needed to combine the two saliency maps. We
may use a regulator analogy to explain how. Assume that the attentional system
contains several (parallel) processes and that a constant amount of processing power
has to be distributed among these. In our case this means that we want to divide
the attention power between SMBU (t) and SMT D(t). Thus the final saliency map
will be a linear combination

SMfinal = k · SMBU + (1 − k) · SMT D.

Here the k-value varies between 0 and 1, depending on the relative importance of
the Top-down and Bottom-up maps. How and how fast this is done should of course
depend on the particular importance of the information in those maps (which also
has a temporal dimension). We can thus formulate a temporal-differential equation
for k:

dk

dt
= −c · k(t) + a ·

EBU (t)

ET D(t)
, k =







1 k > 0
k 0 ≤ k ≤ 1
0 k < 0

where Ex(t) = ECSI(SMx(t)). The two parameters c and a, both greater than 0,
can be viewed as the amount of concentration (devotion on search-task) and the
alertness (susceptibility for bottom-up info) of the system. The equation above is
solved numerically between each attentional shift.

The first term represents an integration of the second one. This means that a
saliency peak needs to be active for a sufficient number of updates to be selected,
making the system less sensitive to spurious peaks. If the two energy measures are
constant, k will finally reach an equilibrium at aEBU/cET D. In the end, SMBU

and SMT D will be weighted by aEBU and max(cET D −aEBU , 0) respectively. Thus
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the top-down saliency map will come into play, as long as ET D is sufficiently larger
than EBU . Since ET D is larger than EBU in almost all situations when the object
of interest is visible in the scene, simply weighting SMT D by ET D leads to a system
dominated by the top-down map.

The dynamics of the system comes as a result of integrating the combination
of saliencies with the Inhibition-of-Return mechanism from previous sections. If a
single salient top-down peak is attended to, saliencies in the corresponding region
will be suppressed, resulting in a lowered ET D value and less emphasis on the top-
down flow, making bottom-up information more likely to come into play. However,
the same energy measure will hardly be affected, if there are many salient top-down
peaks of similar strength. Thus the system tends to visit each top-down candidate
before attending to purely bottom-up ones. This, however, depends on the strength
of each individual peak. Depending on alertness, strong enough bottom-up peaks
could just as well be visited first. We adopt the notion of a stochastic WTA, similar
to that of Koike et al. (143).

5 Learning context dependency

Now it is time to integrate the influence of context into the saliency calculation
through learning. The system mentioned above is very similar to the one used in
the work by Breazeal and Scasselati (32). More important for us, their visual atten-
tion system (based on a model of human visual search behavior from Wolfe,1994), is
shown to incorporate context. In their attention system perceptions (motion detec-
tion, color saliency, and face popouts) are integrated with habituation effects and
influences from the systems motivational and behavioral state to create a context-
dependent attention map. This map is used to direct eye movements and to alter
the drives of the internal motivational subsystem (18).
We have already discussed in Chapter 2 the importance of contextual top-down
information. Here simple feature histograms will code the context. The weight for
the color red, in a search task for a Coke-can, depends on the surroundings of the
visual scenario; i.e. if we are in a forest (mostly green) red is a good clue (cue), but
if we are in a red room it is a poor one. This approach was also adapted by Oliva
et al. (202) in their computational model of attention guidance that integrates
context information with image saliency to determine regions of interest. The main
idea here is that the context determines the (top-down) weights of various features.

A relevant question to pose is: how much "control" do we have over the Top-
down map by changing the weights? This, of course, depends on what sort of
control we want to have over the saliency map, which in turn depends on what
we mean by top-down information. As said before we divide top-down information
in two categories; i) task and ii) context information. To tune and optimize the
weight-parameters of the SM for a certain task, we also have to examine what
kind of context-information would be important. For instance, the optimal weight-
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parameters for the same task typically differ from one context to the other. These
two issues will be considered in this section.

Optimization for the ROI

First we need to formalize the optimization problem. For a given Region Of Interest
(ROI) characteristic for a particular object, we define a measure of how the Top-
down map differs from the optimum as:

eROI(ω̄) =
max (SM(ω̄)) − max (SM(ω̄)|ROI)

max (SM(ω̄))

where ω̄ = (ωI , ωO, ωC , ωD, ωS , ωT , ωR, ωG, ωB , ωY , ω0◦ , ω45◦ , ω90◦ , ω135◦) is the weight
vector. The optimization problem will then be given by ω̄opt = arg min eROI(ω̄).
ω̄opt maximizes peaks within the ROI and minimizes peaks outside ROI. With this
set of weights, we significantly increase the probability of the winning point being
within a desired region. To summarize; given the task to find a certain (type) of
ROI we are able to find a good set of hypotheses by calculating the Top-down map
SMT D(ω̄opt).

Let us take a closer look at the optimization problem. It can be shown (See Ap-
pendix A) that the sets of weights (ωI , ωO, ωC , ωD, ωS , ωT ) , (ωR, ωG, ωB , ωY ) and
(ω0◦ , ω45◦ , ω90◦ , ω135◦) are mutually independent during optimization and thus each
set can be optimized separately, unlike the distribution of weights proposed by Frin-
trop. This in turn speeds up the numerical solution considerably.

Two different numerical methods were suggested for the optimization prob-
lem: constrained non-linear programming (CNLP) and particle-swarm optimization
(PSO). Although PSO converges to the global optimum more often than CNLP, we
chose to use CNLP since it was much faster, despite that it found a lot of local
optima before finding any global ones.

CNLP - Constrained Non-Linear Programming

Optimization techniques are used to find a set of design parameters, x = {x1, ..., xn}
, that can in some way be defined as optimal. In a simple case this might be the
minimization or maximization of some system characteristic that is dependent on
x. In a more advanced formulation the objective function, f(x), to be minimized
or maximized, might be subject to constraints in the form of equality constraints,
Gi(x) = 0, i = 1...me, inequality constraints Gi(x) > 0, i = 1...m, and/or parame-
ter bounds; [xlower, xupper].
In our case there are only parameter bounds and no constraining (in)equalities.
The parameter bounds that we chose were the intervall [0, 1] since all maps will be
normalized.



114
CHAPTER 3. DYNAMIC COMPUTATIONAL MODEL OF VISUAL

ATTENTION

In constrained optimization, the general aim is to transform the problem into
an easier subproblem that can then be solved and used as the basis of an iterative
process. A characteristic of a large class of early methods is the translation of the
constrained problem to a basic unconstrained problem by using a penalty func-
tion for constraints that are near or beyond the constraint boundary. In this way
the constrained problem is solved using a sequence of parameterized unconstrained
optimizations, which in the limit (of the sequence) converge to the constrained
problem. These methods are now considered relatively inefficient and have been
replaced by methods that have focused on the solution of the Kuhn-Tucker (KT)
equations. The KT equations are necessary conditions for optimality for a con-
strained optimization problem. If the problem is a convex programming problem,
that is, f(x) and Gi(x), i = 1...m are convex functions, then the KT equations are
both necessary and sufficient for a global solution point. Given the bounds Also
x ∈ [0, 1], we will have f = eROI(x) and Gi(x) > 0 (where x ≡ ω̄). Here the
Kuhn-Tucker equations can be stated as:

∇f(x) +
∑

λi∇Gi(x) = 0,⇒ ∇eROI(ω̄) = 0 ω̄ ∈ [0,1] (3.24)

The numerical method computes a quasi-Newton approximation to the Hessian of
the objective function f at x. Quasi-Newton or variable metric methods can be
used when the Hessian matrix is difficult or time-consuming to evaluate. Instead
of obtaining an estimate of the Hessian matrix at a single point, these methods
gradually build up an approximate Hessian matrix by using gradient information
from some or all of the previous iterates visited by the algorithm.

Defining the Context

So far the scheme for optimizing the weights is in principle independent of context.
However, the system must also include the correlation between the optimal weights
and the environmental top-down information, i.e. we have to know both types of
top-down information (context- and task dependent) in order to derive the set of
optimal weights.
There is a large number of different definitions of context. However, we only need to
consider definitions relevant to our particular choice of weights. A simple example
is that a large weight on the red color channel would be favorable when searching for
a red ball on a green lawn, but the same weighting would not be appropriate when
searching for the same ball in a red room! With this in mind a justified context
definition would be in terms of histograms, one histogram for each conspicuity map
(also pointed out in chapters 2.2.2 and 2.2.4). We have, however, chosen a much
simpler way of representing context, namely by the total energy of each feature map,
in our case a 9-dimensional contextual vector, here denoted as ᾱ (one dimension
for intensity, four for colors and four for orientations). If Fi, i = 1...9 is the set of
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feature maps, then

αi =
1

NxNy

Nx
∑

x=1

Ny
∑

y=1

N(Fi(x, y)), i = 1...9 (3.25)

where N(.) is the normalization operator. The corresponding feature maps are:
F1 = I, F2 = R,F3 = G,F4 = B,F5 = Y, F6 = O0◦ , F7 = O45◦ , F8 = O90◦ , F9 =
O135◦ . An example of the calculated α̂-vector can be seen in Figure 3.18. Similarly
features such as depth, texture and symmetry are included into the contextual
vector.

Figure 3.18: Two examples of the contextual vector (α̂). In the left image the illumination is higher so
the intensity map (I) will be to much more help as compared to the right image, where the illumination
is less. Of course the decided weight of the corresponding feature depends on the search task at hand
and must be optimized for that task.

5.1 Learning Context with an Artificial Neural Network

Now assume that we have the optimized weight vectors and contextual vectors for a
large set of examples with desired ROI:s. The goal of our system is to automatically
correlate the context information with the choice of optimal weight-parameters (for
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a certain type of ROI) without any optimization. This can be achieved by using the
given set of optimized examples (consisting of several pairs {ω̄opt,ᾱ} for each type of
ROI) as a training set. Of course, this requires that there is some interdependence
between the two. We will show that for each type of ROI/object such a coupling
can be found, if the training set obeys certain criteria.

Since the training involves a pattern association task, a method of choice is neural
networks (NN). As always with NNs the best suited structure of the net depends on
the specific dynamics of the training and test domains. Therefore when one finds
the best fitted net-structure for the training set there is immediately a constraint
on the test set, i.e. we cannot expect the net to perform well in new tasks where it
lacks training (105).

Our NNs use interpolative heteroassociation for learning, which in essence is a
pairing of a set of input patterns and a set of output patterns, where an inter-
polation is done in lack of recall. For example, if ᾱ is a key pattern and ω̄ is a
memorized pattern, the task is to make the network retrieve a pattern "similar"
to ω̄ at the presentation of anything similar to ᾱ. The network was trained with
Levenberg-Marquardt’s algorithm and as activation function in the NN we used an
anti-symmetric function (hyperbolic tangent) in order to speed up the training.

6 Entropy in attention

The ability to understand natural scenes, detect and manipulate objects is at the
heart of versatile and multipurpose robot systems. Such systems need the ability to
detect and represent known and unknown objects using meaningful and descriptive
attributes so as to generate actions necessary to perform various tasks. There is
in general a close connection between actions and objects: actions are dependent
on the objects’ attributes and the attributes may change by applying an action to
the object. As we shall see this connection can be translated into a relationship
between uncertainty (in the attributes) and information, and furthermore between
entropy and attention.

An action can be considered as an interaction, e.g. pushing an object will change
the state of the environment. Actions can also have an effect on the robot’s internal
representation of the world, e.g. by performing a gaze shift with an active vision
system. For this purpose, we distinguish between external and internal representa-
tions of the world. The importance of actions that refine the internal representation
is underlined by several state of the art approaches (28; 117; 146; 184; 255) in which
the generation of actions is grounded in visual object properties. That the attributes
of objects condition some specific actions has widely been motivated by Gibson’s
affordance theory (93). Our work is motivated by the idea that intertwining objects
and actions externally benefits from intertwining percepts and actions internally.
In other words, we consider an embodied agent that can learn more about the
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environment either through changing the state of the environment by manipulat-
ing objects (externally) or internally by changing its own position/viewing of the
environment.

We demonstrate the process of scene-understanding in two scenarios. Specifi-
cally, we are considering the birth of an object (146) in which object instances and
their attributes emerge through interaction. Which actions and attributes can be
applied is dependent on the embodiment of the vision system and on the available
processing modules. Firstly, we are considering a static monocular camera system
observing pushing actions. Secondly, we are studying the more complex scenario
of an active vision system equipped with two pairs of stereo cameras exploring the
scene, being able to trigger manipulation actions.

The novelty and main contribution here is the model and implementation of a
framework based on entropies in which we quantify the uncertainty in the generated
object/scene hypotheses. When handling uncertain hypotheses, we are able to guide
actions so to verify the hypotheses. Dependent on the outcome of the verification
process, we can either keep and extend the generated object hypotheses or reject it.
This framework enables agents that move around in the environment and, through
the use of active vision systems, learn about objects and their attributes through
interaction. The system formalizes different types of attention processes that are
necessary for object detection, recognition and classification purposes.

6.1 Formalization of Visual Processes Using Object Action
Complexes

To formally define the relations between objects and actions, we use the idea of
Object Action Complexes (OACs) (146; 301). OACs are a framework to represent
actions, objects, and the learning processes that construct such representations at
all levels of a cognitive system architecture. An OAC links a transformation T
defined on the global attribute space S to a corresponding success measure M .

We define an action as a transformation T on S that predicts the change of
a given world state S. A success measure M rates the success of the action by
comparing the predicted outcome, Ŝ, with the real outcome, S′.

A classical example that will be embedded in our experiments is the OAC push:

push : S ⊃ Spos;

T : S → Ŝ, with Spos 6= Ŝpos;

M : ∆(Ŝpos, S
′
pos); (3.26)

The position attribute which is a part of the global attribute space, is predicted
to change under an arbitrary pushing action. The measure of success can be an
arbitrary error function, comparing the values of the position before and after the
action. This examples is representative for the OAC concept in general in that it
allows to formalize the learning about how actions will affect the world state.
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An open issue regarding the OAC concept is how to observe the global attribute
space S. Dependent on the embodiment of the robot, only a subset of S can
be observed for a given action. These subsets are mostly system-dependent and
accordingly pre-defined, which clearly affects their portability. Furthermore, an
action cannot only be interpreted as a physical interaction between the agent and
the world. It can also be defined on an internal attribute space, i.e. the robot is
not changing the state of the world, but its view on and representation of it.

The above provides a motivation to analyze OACs in a vision systems context.
Especially when considering active vision systems, the robot can act upon and
change its internal visual representations. This capability does not only support
learning about how such actions (e.g. detect, recognize or fixate) affect the internal
representation but provide an understanding of what attribute subspaces can be
generated, as also how they are related to each other, given a specific embodiment.

An abstract vision system architecture related to the forthcoming scenarios
is shown in Fig.3.19 (top). Different representation classes are depicted by set
brackets {class}. A class describes a set of instances that are dependent on the
system’s embodiment, e.g. monocular images or laser scans are instances of a
{scene representation}. Examples of classes and related instances are presented
in Fig.3.19 (bottom).

The collection of attributes can be described as an extending set along the
exploration process and depends on the system’s embodiment, both in terms of
available sensors and modules. In most examples of applied Object Action Com-
plexes, actions are physically interactive, e.g. by applying push ∈ {action} (301)
the position attribute Spos ∈ {pose} will change to a new S′

pos. We can sketch such
OACs in the interactive domain by following the chain

{S} → {action} → {scene rep.} → {S} (3.27)

in Fig. 3.19, representing the OAC

{S}
{action}

→ {S}. (3.28)

The common interactive OAC cycle is demonstrated on a pre-defined set of
object attributes S, using an external action T ∈ {actione} and resulting in a new
scene representation which allows to infer a new state of the object by using the
same object attribute set S. This particular chain describes the prediction on how
an action on an object affects the object (for whose description the perception of
the scene is a necessary element). This representation is in line for internal actions
T ∈ {actioni} like recognition or classification.

The vision system itself is described in more detail in our previous work (28;
117; 230). The active stereo head is depicted in the Active Vision box in Fig.3.19.

6.2 Previous work related to the OAC concept

Referencing to OACs (146; 301), all approaches use fixed attribute sets and generate
physical interactive actions (3.28). No attention is put yet on the internal actions
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that a robot can perform to build up the attribute set that is necessary for an
interactive action on its own (e.g. by fixating).

OACs are closely related to concepts of affordance learning systems, which aim
at learning dependencies between actions, objects and effects. Important work has
been presented in the work by Montesano et. al (184) and Krunic et. al (151), where
discrete representations of object attributes, actions, and effects are analyzed in a
Bayesian learning framework. Related to symbol grounding problem, Skočaj et.
al (255) approach learning of visual concepts by interaction and dialogue with a
tutor. In this way, also visual information is connected to object attributes. The
Leo robot used in Gray et. al (92) has shown to be able to interpret and generalize
over goal states by observing objects (light buttons), effects (light) and actions from
a human demonstrator.

Since these concentrate on the aspect of learning, sets and instances of at-
tributes, actions and effects are either greatly simplified, assumed to be known or
demonstrated by a human tutor. This clearly points out the need for enriched at-
tribute sets from sophisticated vision systems. In addition, the investigated actions
are highly interactive actions. The OAC concept also allows us to define an action
in a non-interactive sense, i.e. including those processes that state-of-the-art vision
systems are composed of.

Our work is close to interactive manipulation scenarios. In these, object-action
combinations are oriented towards specified and expected effects, e.g. better visual
segmentation of an object by pushing it. To segment, track, and identify, an objects
by pushing, Kenney et. al (138) push planar objects on a table plane using a robot
hand. Arsenio et. al (5) use a similar setup of segmentation by manipulation in
three scenarios: segmentation on a robot, on a wearable, and by human demon-
stration. Objects and actions in humans from a neuroscientific point of view is
presented by Metta & Fitzpatrick (179), relating to object affordances, e.g. rolling
an object on a table by poking.

The importance of Active Vision Systems (AVS) in the context of scene and ob-
ject understanding has been demonstrated by very few researchers in the field. The
embodiment of the agent makes it imperative not to simply perceive the scene but to
also actively make decisions about where to look and what to attend ({actioni}).
There are several examples where this has been demonstrated in a real robotic
scenario, where the AVS, capable of detecting, recognizing and estimating pose of
objects, in theory serves an object manipulation task (26),(189).

Here we the concept of visual attention in an AVS context one step further
by investigating the use of entropy for attentional guidance, both related to vi-
sion ({actioni}) and manipulation ({actione}). Other information theoretic ap-
proaches to saliency have been taken in recent years (16),(33),(76) and the connec-
tion between saliency and entropy has to some degree once again (136) become an
highlighted topic of research.

In the case of manipulation very recently (55) showed that it is possible to derives
control-laws for an AVS from a mutual-information maximization procedure.
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6.3 Active Scene Understanding from an Information-Theoretic
Viewpoint

We consider the actions that are available to the robot as a means of initializing
OACs, but also as a way to refine their internal representation over time. These
actions can either change the external attributes of an OAC, e.g. through pushing
or grasping, or leave them unchanged. In the following, we refer to the latter ones
as passive actions, meaning e.g. fixation, segmentation, or stereo reconstruction.

In the spatio-temporal process of scene understanding, the general goal is to
decrease the uncertainty in the representation of the environment. This uncertainty
arises at three levels. The first level is the environment or world level in which we
store information about the state of the robot and also about how many OACs
the robot knows about. The second level is the OAC level. Here, we need to gain
information about objects in terms of their attributes, i.e., we want to know which
state in the attribute space an OAC has. And finally, there is the basic element
level consisting of e.g. a set of pixels or 3D points for which it has to be clarified
whether they belong to an OAC and to also which one.

We propose to use the concept of entropy as a measure of the uncertainty at
the two lower levels. We will also show how entropy serves as a guide for selecting
to which part of the scene to apply an action. In general, the entropy H[P (X)] of
a distribution over a discrete random variable X with xj possible values is defined
as follows:

H[P (X)] = −
∑

j

P (xj) lnP (xj). (3.29)

and equivalently for a continuous variable with the integral. Intuitively, this means
that distributions that are sharply peaked around some values will have a low
entropy while rather flat distribution will have a relatively high entropy. The maxi-
mum entropy is reached with a uniform distribution over the whole attribute space.

In the following, we formalize entropy for each of the levels, starting with the
lowest.

Pixel Saliency as Entropy

Let us consider the initial situation in which a robot is viewing its environment for
the first time. The entropy in the environment level is maximal since it is not clear
which parts of the world belong to OACs and which ones do not. The attention
module described in this section serves as a starting point for scene exploration and
initialization of OACs.

As stated previously the saliency maps (SM) will be seen as an entropy map.
The entropy of an entity is considered as the average amount of information gained
from measuring the observable of that entity. Thus, images can be seen as ther-
modynamical systems where the pixel-values are particles evolving in time. We
consider the variation across different scales as the time aspect (instead of the
“real” time in physical systems). This can be developed by incorporating time, as
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it is an active vision system and we are dealing with image sequences (16). The en-
tropy of a normalized (to represent a probability distribution) image "pixel" Id ⊂ I
at a certain scale is then defined straightforwardly as

H[Id] = −
∑

d

Id log Id, (3.30)

where the summation
∑

d is defined at the image scale d, see Fig. 3.20. Thus
the saliency of visual content is equivalent to a measure of the average information
present locally within a scene as defined by its surrounding, i.e. how unexpected the
content in a region is based on its surround. This is incorporated in our attentional
model as the center-surround-difference, where the Itti normalization operator N(.)
can be seen as an approximation of the entropy at a certain pixel:

N(I) ∼ Iα ∼ I · logβ(I) ⇒ (3.31)

Ī =
⊕

c

⊕

s N(|I(c) ⊖ I(s)|) ∼
∑

c Ic log Ic ⊖
∑

s Is log Is = H[Ic] ⊖H[Is]

Here, ⊖ denotes the across-scale-subtraction,
⊕

the across-scale-summation.
The expression for Ī is borrowed as an example from the saliency calculations
(230).

Pixels with a high entropy are candidates for further exploration since they
represent positions in the scene for which the expected gain in information is high.
Thus, we will use these peaks in the entropy map to trigger a fixation action.
Potential actions that build upon a successful saccade are stereo matching and
segmentation from which an OAC will arise. See Section 8.1.

Entropy on the OAC Level

After we have initialized an OAC Si = (s1, · · · , sl)
T , our information about its

attributes will be zero in the beginning. We have no information about which state
in S to prefer over any other. The entropy of the distribution P (Si) is maximal.
After obtaining a first observation, we have more information about Si. This means
that we changed from a uniform distribution to a distribution more peaked around
some values in S.

We assume that objects in the real world are relatively homogeneous in the
attribute space, i.e. the entropy of P (Si) will be low.

H[P (Si)] = −
∑

D1

...
∑

Dl

P (s1, ..., sl) lnP (s1, ..., sl), (3.32)

where Dl is the domain of the attribute sl in S.
For any Si, the higher H[P (Si)] the more likely it is that this OAC subsumes

more than just one object. It is therefore a candidate for an action to verify this
hypothesis or to refine the state estimate of Si.
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Dependent on the level of agreement of the different vision modules, the more
or less peaked the distribution Pj will be. We define this entropy as:

H[ Pj(O|R1 · · ·Rm) ] =

−
∑

h

Pj(O|R1 · · ·Rm) lnPj(O|R1 · · ·Rm). (3.33)

Thus, a distribution in which all the different modules agree will have a very low
entropy, i.e., we are very certain about the amount of objects residing in that region
of the observed space. However, a distribution in which all the modules disagree
will be closer to a uniform distribution and thus carry a high entropy.

By evaluating this entropy over all the regions, we can select those regions that
are most ambiguous and in which the different hypotheses need to be resolved.

Ropt = arg max
j
H[Pj(O|R1 · · ·Rm)] (3.34)

For Ropt we can trigger an action available to the robot that will help the vision
modules to do a better region division of the space and thus decrease the entropy
of the distributions Pj(O|R1 · · ·Rm). How these actions are selected automatically
is beyond the scope of this work. In this paper, we use a supervised approach and
choose a grasping, pushing or fixation action manually.

The results from these experiments can be found in chapter 5.9.
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Class Instances

{scene rep.} monocular, stereo, sequence, 3D scan, · · ·

{global feature} color, texture, gradient, · · ·

{local cue} local maximum, regional salience, · · ·

{local feature} 2D location, 2D orientation, 3D location, · · ·

{shape} 2D contour, 3D segment, 3D primitive, graph, · · ·

{action} {grasp}, {push}, {fixate}, {group}, · · ·

Figure 3.19: Top: System diagram on representations of object attributes and actions beyond manip-
ulation actions as commonly used in OACs. Picture Armar III Stereo Head embedded into the Active
Vision box. Bottom: examples of representation classes and instances.
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Figure 3.20: The image subwindow Id is simply a "pixel" of the image at a higher scale.



Chapter 4

System implementation

1 The Active Vision System

Active vision systems (AVS) seek to dynamically and intelligently gather selective
scene information. It is a distinctly active problem which requires probing and
exploring of the entire visual field for the information that is salient to the current
task.
In our research, tasks such as "Robot, bring me my cup" or "Robot, pick up this" are
studied. Depending on the task or context information, different execution strate-
gies may be chosen. The first task is well defined in that manner that the robot
already has the internal representation of the object - the identity of the object
is known. For the second task, the spoken command is commonly followed by a
pointing gesture - here, the robot does not know the identity of the object, but it
can rather easy extract its location. A different set of underlying visual strategies
are required for each of these scenarios being the most representative examples for
robotic fetch-and-carry tasks. We have worked with different aspects of the above
for the past several years, (22; 23; 24; 69; 70; 118; 150; 220; 231; 232; 266). The work
presented here continues our previous works, but the focus is put on the design and
development of a vision system architecture for the purpose of solving more com-
plex visual tasks. The overall goal of the system is to enable the understanding and
modeling of space in various object manipulation scenarios. A schematic overview
of the experimental platform is shown in Fig. 4.1.

The system is designed in a way that enables both covert and overt shifts of
attention. The internal computational model can be seen as the sub-system making
the covert shifts (i.e. no physical movement of attentional gaze) while the external
hardware (the step motor and the camera) makes the necessary overt shift (i.e.
actual movement of the camera) in order to put the attended object in center of
the view.
The different parts of this illustration are described in detail throughout this work.

125
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1

Figure 4.1: Illustration of the complete robotic platform that is the system described in this thesis.
See Fig. 4.3 and 3.14 for detailed illustrations, and Fig. 4.2 for an illustration of the actual setup.

Similar to the human vision system, but unlike many systems from the computer
vision community, robotic vision systems are embodied. Vision is used as a means
for the robot to interact with the world. The system perceives to act and acts to
perceive. The vision system is not an isolated entity, but part of a more complex
system. Thus, the system should be developed and evaluated as such. In fact,
measuring the performance of system components in isolation can be misleading.
The quality of a component depends on its ability to function within the rest of
the system. Computational speed might sometimes be preferable to accuracy or
vice-versa. As a designer, one has to take a step backwards and concentrate on the
tasks the robotic system is supposed to perform and the world in which the system

1This chapter builds largely and predominantly on (230; 231) and describes the joint work
with M. Björkman, J. Bohg and K. Huebner. The vision system in particular is largely due to Dr.
Mårten Björkman and my contribution therein is has been mainly on the attention mechanism
and use thereof for object recognition and manipulation (i.e. grasping). More specifically the
chapters 4.2.1-4.2.3 are thanks to Dr. Björkmans previous work. Chapter 4.3.2 is likewise largely
thanks to Dr. Kai Huebner.
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Figure 4.2: The real system setup with the various robotic sub-systems.

resides. What are the goals of the system? What can be expected from the world
and what cannot be expected?

Examples of recent work taking the embodiment into account have been demon-
strated in (23; 283). In these systems vision is embodied in a robotic system capable
of visual search as well as simple object manipulation. The goal of the work pre-
sented here is to design a similar robotic system able to interact with the world
through recognition and manipulation of objects. Objects can either be previously
known or completely new to the system. Even if confusions do occur frequently, a
human being is able to immediately divide the perceived world into different physi-
cal objects, seemingly without effort. The task is performed with such ease that the
complexity of the operation is easily underestimated. For a robotic system to per-
form the same task, the visual percept has to be grouped into larger entities that
have some properties in common, properties such as proximity and appearance.
These perceptual entities might or might not correspond to unique physical objects
in 3D space. It is not until the robot acts upon an entity, that the existence of a
physical object can be verified. Without interaction the entity has no real meaning
to the robot. We call these entities things to differentiate them from objects that
are known to be physical objects, through interaction or other means. The idea of
things and objects is the foundation of the project PACO-PLUS 2 and the recent

2www.paco-plus.org
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work presented in (88; 147? ).
For the visual system to be of use in robotic tasks, it needs the abilities to di-

vide the world into things, represent these for later association and manipulation,
and continuously update the representation as new data become available. A rep-
resentation can either be short-lived and survive only during a short sequence of
actions, or permanent, if interactions with the thing turn out to be meaningful. A
meaningful action is an action that results in some change in the representation
of the thing, such as a pushing action resulting in a change in position. From this
stage on, the thing is considered an object.

The amount of perceptual data arriving through a visual system easily becomes
overwhelming (277). Since resources will always be limited in one way or the other,
there is a need for a mechanism that highlights the most relevant information and
suppresses stimuli that is of no use to the system. Instead of performing the same
operations for all parts of the scene, resources should be spent where they are
needed. This is why visual attention is needed. Unfortunately, relevancy is not
a static measure, but depends on the context, on the scene in which the robot
acts and the tasks the robot is performing. Consequently, there is a need for the
attentional system to adapt to context changes as further studied in Section 2.24.
A static thing too large for the robot to manipulate might be irrelevant, while an
independently moving thing of the same size can be relevant indeed, if it affects the
robot in achieving its goals. Since sizes and distances are of such importance to a
robotic system, a visual system should preferably consist of multiple cameras.

1.1 Flow of Visual Information

The visual system used in our study has a set of basic visual functionalities, the ma-
jority of which uses binocular cues, when such cues are available. The system is able
to attend to and fixate on things in the scene. To facilitate object manipulation and
provide an understanding of the world, there is support for figure-ground segmen-
tation, recognition and pose estimation. All these processes work in parallel, but
at different time frames, and share information through asynchronous connections.
The flow of visual information through the system is summarized in Fig. 4.3. Infor-
mation computed within the system is shown in rounded boxes. Squared boxes are
visual processes that use this information. Grey boxes indicate information that
is derived directly from incoming images. The camera control switches between
two modes, fixation and saccades, as illustrated by the dashed boxes. The vision
system generally works within the visual search loop that consists of a saccade to
the current attentional foci, after which the system tries to fixate on that point,
which in turn will yield more (3D) information for the recognition step. If the
attended/fixated region is not the desired object we are searching for, the visual
search loop continues.

The above-mentioned vision system has been implemented on the four-camera
stereo head (6) shown in Fig. 4.5. The head consist of two foveal cameras for
recognition and pose estimation, and two wide field cameras for attention. It has
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Figure 4.3: The flow of visual information.

seven mechanical degrees of freedom; neck roll, pitch and yaw, head tilt and pan &
tilt for each camera in relation to the neck. The attentional system keeps updating
a list of scene regions that might be of interest to the rest of the system. The
oculomotor system selects regions of interest from the list and directs the head so
that a selected region can be fixated upon in the foveal views. Redirection is done
through rapid gaze shifts (saccades). As a consequence, the camera system always
strives towards fixating on some region in the scene. The fact that the system is
always in fixation is exploited for continuous camera calibration and figure-ground
segmentation.
Given the large focal lengths of the foveal cameras, the range of possible disparities
can be very large, which complicates matching in stereo. With the left and right
foveal cameras in fixation, we know that an object of interest can be found around
zero disparity. This constrains the search range in disparity space, which simplifies
stereo matching and segmentation.

2 Camera System

For a robot to successfully react to sudden changes in the environment the atten-
tional system ought to cover a significant part of the visual field. Recognition and
vision-based navigation, however, place another constraint on the visual system,
i.e. a high resolution. Unfortunately, these two requirements are hard to satisfy for
a system based on a single stereo pair. A biological solution, exemplified by the
human vision system, is a resolution that varies across the visual field, with the
highest resolution near the optical centers. There are some biologically-inspired



130 CHAPTER 4. SYSTEM IMPLEMENTATION

Figure 4.4: Two sets of cameras, a wide-field camera set for attention and a foveal one for recognition
and manipulation, with external calibration performed between pairs. Borrowed from Dr. Björkman.

artificial systems (152; 239) that use similar approaches. However, non-uniform
image sampling leads to problems that make these systems less practical. Binoc-
ular cues can be beneficial for a large number of visual operations, from attention
to manipulation, and with non-uniform sampling stereo matching becomes hard
indeed. Furthermore, the reliance on specialized hardware makes them more ex-
pensive and less likely to be successfully reproduced. Another possible solution is
the use of zoom lenses (217; 309). While the robot is exploring the environment
the lenses are zoomed out in order to cover as much as possible of the scene. Once
an object of interest has been located, the system zooms in onto the object to iden-
tify and possibly manipulate it. However, while the system is zoomed in it will be
practically blind to whatever occurs around it.

Other than the obvious reasons of cost and weight, there is nothing conceptually
preventing us from using more than just two cameras, which is the case in solutions
based on either zoom-lenses or non-uniform sampling. Instead, one could use two
sets of stereo pairs (243), a wide-field set for attention and a foveal one for recog-
nition and manipulation. The most important disadvantage is that the calibration
process becomes more complex. In order to relate visual contents from one camera
to the next, the relative placement and orientation of cameras have to be known.

Sets of four cameras can be calibrated using the quadrifocal tensor (101), or
the trifocal tensor if sets of three are considered at a time. However, the use
of these tensors assumes that image features can be successfully extracted and
matched between all images considered. Depending on the camera configuration
and observed scene, it may not at all be the case. For example, due to occlusions
the visual fields of the two foveal images might not overlap. Furthermore, since the
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visual fields of the foveal cameras are so much narrower than those of the wide-field
ones, only large scale foveal features can be matched to the wide-field views. The
largest number of matchable features is found if only two images are considered at
a time and the corresponding focal lengths are similar in scale. Thus for the system
presented here, we use pair-wise camera calibration as illustrated by the arrows in
Fig. 4.4.

2.1 Wide-Field Calibration

Since external calibration is inherently more stable if visual fields are wide, we
use the wide-field cameras as references for the foveal ones. This calibration is a
continous process, where previous estimates are exploited for feature matching in
the subsequent frames, assuming a limited change in relative camera orientation
from one frame to the next. The purpose of the calibration is two-fold. First, given
a known baseline (the distance between the cameras) it provides a metric scale to
objects observed in the scene. Second, calibration provides parameters necessary
for rectification of stereo images, so that dense disparity maps can be computed.

In our study we related the wide-field cameras to each other using an iterative
approach based on the optical flow model (166):
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In an earlier study (22), Bjorkman et al. have shown this model to more grace-
fully degrade in cases of image noise and poor feature distributions, than the more
popular essential matrix model (167). The rotational (rx, ry, rz) and translational
(tx, tz) parameters are determined iteratively from matches of corner features. Har-
ris’ corner features are used (103) for the purpose and apply random sampling (77)
to reduce the influence from outliers in the dataset. Matching is done using nor-
malized cross-correlation of 8 × 8 pixel image patches. As quality measure we use a
left-to-right and right-to-left matching consistency check, rather than thresholding
on matching scores. Once the above parameters are known, the metric distance to
the current fixation point is computed from the baseline and the vergence angle ry.
This distance is later used as a reference for distance and scale measurements, as
well as for camera control.

2.2 Wide-field to Foveal Transfer

Once an object of interest has been found through the attentional process, the
cameras are directed so that the object is placed in fixation in the foveal views. This
is done using affine transfer (74), which is based on the fact that if the relations
between three different views are known, the position of a point given in two views
can determined in the third. In our case a new fixation point is found in the wide-
field views and the problem is to transfer the same point to each foveal view. To
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relate a foveal view position xf to the corresponding wide-field position xw, we use
the affine epipolar constraint x⊤

wFAxf = 0 and the affine essential matrix

FA =





0 0 a3

0 0 a4

a1 a2 a5



 (4.2)

Here a1, a2, a3 and a4 encode the relative orientation and scale between the wide-
field and foveal views, while a5 is the difference in y-wise position between the
optical centers. Similarly to wide-field calibration, the parameters are determined
using feature matching of Harris’ corner features (103) and random sampling (77).
With wide-field views related to each other using Equation (4.1) and foveal views
to their wide-field counterparts using Equation (4.2), a new fixation point can be
transferred from the wide-field to the foveal views. The cameras can then be moved
using rapid gaze shifts, so that the new point is placed in the center of the foveal
images.

2.3 Fixation

Once a transfer has been completed and a saccade (rapid gaze shift) executed to-
wards the new attention point, the system tries to fixate onto the new region in
the center of the foveal views. This fixation is kept until another region of interest
has been found through the attentional system. Thus the camera control can be
in either of two modes, saccade or fixation. However, since a saccade occurs in a
fraction of a second, the cameras are almost always in fixation. This is beneficial
to more high-level processes. With regions of interest in fixation, binocular infor-
mation can be extracted, information that can be useful for segmentation, object
recognition and manipulation. We will see examples of this in later sections.

The relative orientations of the left and right foveal views are constantly kept
up-to-date, much like the wide-field external calibration in Section 2.1. Harris’
corner features (103) are extracted from both views and features are matched using
random sampling (77). The cameras are then related by an affine essential matrix
FA, similar to the one used for wide-field to foveal transfer in Equation (4.2).
Even if FA is just an approximation of a general essential matrix, it is applicable
to our case, since focal lengths are large and views narrow. Binocular disparities
are measured along the epipolar lines and the vergence angle of the stereo head is
controlled such that the highest density of points are placed at zero disparity. For
temporal filtering we use Kalman filters, but ignore frames for which not enough
matches are found.

2.4 The Visual Search Loop

As we have noticed, in essence attention is a mechanism that optimizes the search
processes inherent in vision. There are many questions that arise as soon as one
starts to study visual search. Is there a fixed set of basic features that we (humans)
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look for? How much does learning affect the preattentive processing? Is attention
always limited to the processing of one conceptual "item" at a time? And many
many more (298). The research conducted in this field the past two decades has
shed some light on many of these issues (83). For example, behavioral experiments
have shown that the human visual system makes extensive use of contextual infor-
mation for facilitating object search in natural scenes and various computational
models have successfully demonstrated this (269).

The first formal proof for the necessity of attentive processes was put forward
by Tsotsos (279), who showed that visual search has exponential time complexity,
in the size of the image. Attention contributes to changing this into linear time
complexity. Computational models of attention and visual saliency have been influ-
enced heavily by the study of visual search and the mountain of psychophysics work
in this field. However, it is important to remember that the results and conclusions
of the body of litterature in the visual search has often been limited to simple search
task in artificial settings (e.g. searching for a red bar amongst distrator bars). It is
only recently with the works of Tsotos and other that more complex settings have
been accounted for (33; 253; 282).

Visual search for a given target in an arbitrary 3D space is a particularly difficult
problem for robotic vision systemns. The system presented in this thesis addresses
some parts of this problem. Ye & Tsotsos define object search as a problem of
maximizing probability of detecting the target within a given cost constraint (309).
The characterize the search region by a probability distribution of the presence of
the target. In order to efficiently determine where to look over time, the huge space
of possible saccades is reduced to a finite set by means of attention. We conduct a
similar approach in this work. Other works have used a bag-of-features technique
for their attention mechnaism and search strategy (73; 262). Other have focused
on inner scene similarity measures to optimize visual search (7). The visual search
loop of our system is illustrated in Figure 4.3.

3 Object Manipulation

To achieve real cognitive capabilities, robotic systems have to be able to interact
with the surrounding. Grasping and manipulation of objects is one of the basic
building blocks of such a system. Compared to humans or primates, the ability
of today’s robotic grippers and hands is surprisingly limited and their dexterity
cannot be compared to human hand capabilities. Contemporary robotic hands can
grasp only a few objects in constricted poses with limited grasping postures and
positions.

Grasping, as a core cognitive capability, has also been posed as one of the key
factors of the evolution of the human brain. This is founded in convergent findings
of brain researchers. For example, 85% of axons in visual cortex do not come
from the retina, but other brain areas including what is thought to be higher brain
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regions (254). Lately, anatomical and physiological investigations in non human
primates, together with brain imaging studies in humans, have identified important
cortical pathways involved in controlling visually guided prehension movements.
In addition, experimental investigations of prehension movements have begun to
identify the sensorimotor transformations and representations that underlie goal
directed action. It has been shown that attentional selection of the action related
aspects of the sensory information is of considerable importance for action control,
(36; 236). When a grasp is being prepared, the visual system provides information
about the egocentric location of the object, its orientation, form, size, and the
relevant environment. Attention is particularly important for creating a dynamic
representation of the personal space relevant for the specific tasks.

Regarding implementation in robots, grasp modeling and planning is difficult
due to the large search space resulting from all possible hand configurations, grasp
types, and object properties that occur in regular environments. The dominant
approach to this problem has been the model based paradigm, in which all the
components of the problem (object, surfaces, contacts, forces) are modeled accord-
ing to physical laws. The research is then focused on grasp analysis, the study of the
physical properties of a given grasp; and grasp synthesis, the computation of grasps
that meet certain desirable properties, (21; 46; 194; 221; 250). More recently, it has
been proposed to use vision as a solution to obtain the lacking information about
object shapes or to use contact information to explore the object (149; 187; 221).
Another trend has focused on the use of machine learning approaches to determine
the relevant features that indicate a successful grasp (45; 137; 186). Finally, there
have been efforts to use human demonstrations for learning grasp tasks (68).

One of the unsolved problems in robot grasping is grasping of unknown objects
in unstructured scenarios. For general settings, manipulation of unknown objects
has almost not been pursued in the literature and it is commonly assumed that
objects are easy to segment from the background. In the reminder of this section,
we concentrate on an example of how the presented visual system can be used
to provide grasping hypotheses of objects for which the identity/geometry is not
known in advance. We acknowledge that this approach is not valid in all situations,
but it is one of the possible directions to pursue.

3.1 Experimental Platform

Our robotic setup consist of the Armar-III humanoid head described in Section 1.1,
a BH8-series BarrettHand mounted on a KUKA KR5 R850 6-DOF robot, Fig. 4.5.
The hand-eye calibration is performed using the classical approaches of (251; 275).
The integration of the different parts of this robotic platform is achieved using a
modularized software system; containing interacting modules for frame grabbing,
camera calibration, visual front end modules, head control, arm control, hand con-
trol and sensory reading. Modules are implemented as CORBA processes that run
concurrently and generally on different machines.
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Figure 4.5: The ARMAR III robotic head.

3.2 Model-Free Manipulation

In general, we will not have a precise geometrical model for all objects the robot
is supposed manipulate. Once a new object hypothesis is made based on the vi-
sual modules described so far, different attributes may be attached to it. These
attributes are intrinsic (size, shape) and extrinsic (pose) and are stored as a part
of object representation for later indexing. We refer to (118) for more details.

Before the 3D position of an object, as well as its orientation can be determined,
it has to be segmented from its surrounding, which in our system is done using a
dense disparity map exemplified by the images in Fig. 4.6. In the current system,
we thus use the generated object hypotheses in combination with the orientation
estimation described below, to apply top-grasps on the objects. Given the segmen-
tation (with table-plane assumption), and 3D coordinates, a plane is mapped to
the 3D coordinates of all points within the segmented object. Since only points
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Figure 4.6: (Left) A left peripheral camera image, (Middle) The disparity map of the corresponding
foveal view, (Right) Segmentation from mean shift in 3D space. Borrowed from Dr. Björkman.

oriented toward the cameras are seen, the calculated orientation tends to be some-
what biased toward fronto-parallel solutions. However, the BarrettHand is able
to tolerate some deviations from a perfectly estimated orientation. With the 3D
points denoted by Xi = (Xi, Yi, Zi)

⊤, we iteratively determine the orientation of a
dominating plane using a robust M-estimator. The normal of the plane at iteration
k is given by the least eigenvector ck of

Ck =
∑

i

ωi,k(Xi − X̄k)(Xi − X̄k)⊤, (4.3)

where the weighted mean position is X̄k.
Points away from the surface are suppressed through the weights

ωi,k = t2/(t2 + δ2
i,k), (4.4)

where δi,k = c⊤
k−1(Xi − X̄) is the distance from the point Xi to the plane of the

previous iteration. Here t is a constant reflecting the acceptable variation in flatness
of the surface and is set to about a centimeter. More details on the implementation
can be found in (149).

4 CORBA modules

The Common Object Request Broker Architecture (CORBA) is a standard that en-
ables software components written in multiple computer languages and running on
multiple computers to work together (i.e., it supports multiple platforms). CORBA
uses an interface definition language (IDL) to specify the interfaces that objects
will present to the outside world. Through Object Request Brokers (ORB) through
which the application interacts with other objects. Given the distributed infras-
tructure of our system 4.2 with the various controllers for the robotic parts being
implemented on different machines (sometimes in different langues), CORBA mod-
ules thus offer a neat solution to the centralization problem we’re faced with.
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Figure 4.7: An illustration of the various CORBA modules composing the infrastructure of the system.

3

In the next chapter we will see this system in action in various scenarios. The
purpose of the modular desgin shall then become clearer as it allows for benchmark-
ing of the central aspect of it w.r.t. this work: namely the attention mechanism. In
other words, we will use this whole system to evaulate the importance and contri-
bution of attention within the context of an active vision system capable of visual
search as well as simple object manipulation.

3The implementations, maintenance and support for the underlying control code for the var-
ious hardware were mainly written by others. However, the CORBA layer, i.e. the server-client
architecture for these, was designed and implemented by me, and subsequently the large-scale
assembly of the entire system.





Chapter 5

System evaluation

1 Introduction

We have in the previous chapters presented an attention mechanism with the aim
of using it in an active vision system, such as that described in Chapter 4. Key
questions are then if our mechanism works as intended and if it adds to the perfor-
mance of the complete system. These questions in turn break down into questions
about the role and influence of various aspects and components of our mechanism:
the use of top-down and bottom-up information, the use of context, adaptivity and
learning properties, temporal behavior, and also what kind of visual features are
used and their contribution to the system as a whole. These questions can some-
times be addressed directly, but more often they need to be answered in relation to
a number of tasks that the overall system is intended to perform. For instance, we
consider the role of attention in visual search tasks or for the detection of 3D ob-
jects by a robot. Some of these tasks are fairly standard in studying computational
approaches to attention and also in psychophysics, but most of this work focuses on
how attention is deployed in the analysis of still images. However, we feel that such
studies will not capture all aspects of how the mechanism will work in a system
functioning in a real environment, when for instance, everything of interest is not
in the field of view, or when things in the environment change over time. To this
end we will in this chapter show experiments both on test data from image datasets
in a traditional way and in applications where a robot is using vision as a means of
getting information from a real environment.

2 Datasets

We have for the purpose of quantitative evaluation of the system created two
datasets of real objects situated in real indoor environments. By annotating the
properties of the objects (like segmentation, position in image, 3D pose) we are able
to measure the performance of the system in such tasks as visual search, computing

139
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top-down and bottom-up saliency, and object attributation.

2.1 KTT dataset

The KTT (KTH Table Top) dataset was created in particular for the purpose of
optimizing and learning Top-Down tuned Saliency Maps for attention experiments
on active vision platforms. The dataset contains 96 images taken of 10 different
objects on 4 different backgrounds (table-cloths) in two different illumination situ-
ations, see Fig. 5.1. In each of the 96 images, the location of each of the 10 objects
is annotated (see Fig. 5.2), thus yielding 960 different visual search experiments.

Figure 5.1: The four different backgrounds (columns), and two diffirent illuminations (rows), occuring
in the 96 images.

Figure 5.2: An example of the annotation of the 10 objects.

2.2 VOMAC dataset

VOMAC (Visual Objects for MAnipulation and Categorization) is a database that
we created for representations of instance-specific as well as class-specific objects.
The objects are chosen from a set of physical object at the Computational Vision
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and Active Perception (CVAP) Laboratory at the Royal Institute of Technology
(KTH), and chosen in such that they are appropriate for object (class) recognition
as well as object manipulation.
There are 110 different objects in the database. Each object is photographed from
48 different viewpoints across the view-sphere (12 longitudes x 4 latitudes), see Fig.
5.3. Eight different object classes are represented (mobile phones, cups, (toy) cars,
cans, boxes, (toy) horses, pillows and cutlery) with more than 5 object instances
per class. The rest of the database consists of objects that are ”in-between” theses
classes and might be used to confuse any potential object classification method.

Figure 5.3: The setup and an examplar object from all 48 viewpoints.

Background Model Segmentation

In the evaluation we use ideal images containing single objects against uniform
backgrounds. Even though each of the captured images contains single objects we
therefore need to segment them from their backgrounds. In order to obtain a fine
segmentation of the database we used graph cuts (214). First a distribution model
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was computed for the background image based on the black part of the turn table.
Then the probability of being forground was assigned to each pixel based on its
distance from background model. The graph cut method will find a cut that mini-
mizes the probability of being background and maximizes the probability of being
foreground for the pixels inside the silhouette. The graph cut will also consider the
contrast and tends to pass through the edges of original image. You can see the
probability map and the resulting segmentation in the images below.

Figure 5.4: Background segmentation model.

The resulting segmentation of this method is mostly satisfactory, but in the
hard cases we segmented the images manually.

Figure 5.5: Some examples of segmented objects from the VOMAC dataset.

These 110 segmented object will later be used for large scale statistical evalua-
tion of the attention system in simulations.

3 Contribution of individual conspicuity maps

We will start by looking at the importance of each individual feature cue in visual
search tasks. The goal here is to quantify the performance enhancement by intro-
ducing each feature cue. As described in Chapter 3, the feature cues are represented
by conspicuity maps. Here we will incrementally include each conspicuity map in
the final linear combination of conspicuity maps. We measure the visual search task
performance with the number of sacades the system takes to find the ROI (i.e. the
object). In particular we present experimental results on how the different features
in the set {Fi} = {I,O,C, T} contribute to the saliency map. We do this both for
pure bottom-up (BU) and top-down (TD) processing. Not surprisingly the features
are complementary. We therefore first show experiments on how the integration of
multiple cues improve the results of both bottom-up and top-down processing.
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We measured the performance of the bottom-up attention system (SM
{Fi}
BU )

with a varying set of features {Fi} ⊆ {I,O,C, T}. A similar set of experiments

were performed using the top-down approach (SM
{Fi}
T D ).

(a) Original image (b) Texture cue (c) Color cue

(d) Orientation-Intensity (e) Without texture cue (f) With texture cue

Figure 5.6: The different bottom-up (BU) saliency maps for the individual cues (b)–(d) and the fused

saliency maps (e) and (f). (e) is the conventional SM
{I,O,C}

BU
, i.e. without texture. (f) is the refined

map SM
{I,O,C,T }

BU
, where the texture cue plays an important role, allowing more objects to appear as

salient over the background.

Figure 5.6 shows one sample image from the database and feature maps of the
different cues for this particular image. Some cues work well with certain objects
while other cues are better for other objects. For instance, the giraffe is salient
using the texture cue, whereas the sponge is not. The latter is due to the fact that
the sponge appeared textureless (the texture of sponge is invisible at this distance).
Depending on the color of the background, textureless objects such as the sponge
and the cup frequently pop out using color. Conversely, the color of the giraffe may
be similar to that of the background, in which case color is unable to detect that
object. Thus these experiments provide informal confirmation that multiple cues
can be of major benefit in an attention system, and that our particular choice of
texture cue does indeed provide complementary information, as desired.

Figure 5.7(a) provides a quantitative summary of these experiments, averaged
over all objects and all images. We compare the use of top-down (TD) and bottom-
up (BU) systems. These graphs show the probability of having performed a gaze-
shifts to the desired object after n gaze-shifts, where n varies along the x-axis. With
a BU-attention system, the notion of which of the ten objects you are looking for has
not in any way been conveyed to the system. For the KTH Attention Table dataset
thus the probability of attending to the desired object on the first gaze-shifts is more
or less that of chance, i.e. 10 % (but not exactly since there is always a chance
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that a point in the background will be attended to). As expected, incorporating
TD information is of great assistance: if you know what object you are looking for
and weight the cues appropriately, you have a much better chance of finding that
particular object. Moreover, with the inclusion of the more cues results improve
considerably, especially in TD processing, but also with BU processing since some
objects are simply invisible to the remaining cues, and the system sooner attends
to points in the background rather than to points on that object. However, it is not
until the three cues, Intensity (I), Orientation (O) and Color (C) are all included
that a synergy effect appears.
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Figure 5.7: Results summarized over the entire database for top-down (TD) and bottom-up (BU)
attention, with varying number of cues included. The graphs show the cumulative probability of having
attended to the desired object within the first n gaze-shifts, where n varies along the x-axis.

Figure 5.8(b) shows the TD weights deduced for the four cues for one particular
image 1. The cues with high weights for most materials are color and texture,
although intensity and orientation are useful in some cases too. Note, also, that
some cues are almost completely suppressed on some objects.

The following experiments (Figures 5.9-5.17) highlight in a more qualitative
manner the TD-information (i.e. object specific) embedded in each feature. One
way of doing this is to look at the average energy of each conspicuity map (feature
cue) (Î , Ô, Ĉ, T̂ , Ŝ, R̂, Ĝ, B̂, Ŷ ). Since we are here looking at 9 different feature cues
we are interested in looking at the variation of the average energy of each feature cue
for different objects. Note here that these average energies are exactly the static TD-
weights mentioned in Chapter 3; ωstatic

F = F̂ , for F ∈ {I,O,C, T, S,R,G,B, Y }.
We do this for 11 selected objects from the 110 objects in VOMAC. The blue cruve
in the following figures shows the F̂ value for each of the 48 viewpoints that each
object has in VOMAC. The green bar is the average of all those viewpoints and

1Moreover, we reiterate that these weights were not optimized using the method described in
(231).
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(a) The set of objects appearing in the dataset (KTH Table Top dataset).

(b) TD-weights for one instance

Figure 5.8: (a) The objects in the KTT dataset. (b) The four TD-weights ω̄I , ω̄O, ω̄C , ω̄T for each
object of the database in one particular image.

thus the global average F̂ for that particular object. Note here that the blue curve
oscillates as features become more or less visible with the rotation and tilt of the
viewpoint (see Fig. 5.3).
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Figure 5.9: The average energy of the Intenstiy map. The blue curve shows the value for each of the
48 viewpoints. The green bar is the average.
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Figure 5.10: The average energy of the Orientation map. The blue curve shows the value for each of
the 48 viewpoints. The green bar is the average.
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Figure 5.11: The average energy of the Colour map. The blue curve shows the value for each of the
48 viewpoints. The green bar is the average.
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Figure 5.12: The average energy of the Texture map. The blue curve shows the value for each of the
48 viewpoints. The green bar is the average.
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Figure 5.13: The average energy of the Symmetry map. The blue curve shows the value for each of
the 48 viewpoints. The green bar is the average.
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Figure 5.14: The average energy of the Red map. The blue curve shows the value for each of the 48
viewpoints. The green bar is the average.
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Figure 5.15: The average energy of the Green map. The blue curve shows the value for each of the 48
viewpoints. The green bar is the average.
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Figure 5.16: The average energy of the Blue map. The blue curve shows the value for each of the 48
viewpoints. The green bar is the average.
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Figure 5.17: The average energy of the Yellow map. The blue curve shows the value for each of the
48 viewpoints. The green bar is the average.

We observe that in some cases objects belonging to the same class (in sharing
certain properties) also show similar characteristics in terms of the conspicuity cues
that we utilize. We therefore designed a test to see if similar objects would be found
based solely on the conspicuity energies. Thus we formed for each object the vec-
tor (ωI , ωO, ωC , ωT , ωS , ωR, ωG, ωB , ωY )static and compared objects by simply the
Euclidean distance between these vectors. See Figures 5.18-5.21. The aim here was
to see what objects that would be categorized similar and thus the importance of
these features in visual search (TD) for objects as well as "object categories" (will
be examined much further in Application I).
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Figure 5.18: Similarity between objects in terms of (cue) conspicuity-based context. Here the two
most similar objects to the original are displayed. The red curves are the cue-energy values for each
of the 48-viewpoints of the object in VOMAC. The value of the bar represents the average ove rall 48
viewpoints.
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Original object Similarity: 0.93323 Similarity: 0.92514
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Figure 5.19: Similarity between objects in terms of (cue) conspicuity-based context. In the two
rightmost columns the two objects most similar to the original are displayed. The red curves are the
cue-energy values for each of the 48-viewpoints of the object in VOMAC. The value of the bar represents
the average ove rall 48 viewpoints.
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Figure 5.20: Similarity between objects in terms of (cue) conspicuity-based context. Here the two
most similar objects to the original are displayed. The red curves are the cue-energy values for each
of the 48-viewpoints of the object in VOMAC. The value of the bar represents the average ove rall 48
viewpoints.
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Figure 5.21: Similarity between objects in terms of (cue) conspicuity-based context. Here the two
most similar objects to the original are displayed. The red curves are the cue-energy values for each
of the 48-viewpoints of the object in VOMAC. The value of the bar represents the average ove rall 48
viewpoints.
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4 Visual Search Tasks

This section describes experiments involving the core purpose of the system, namely
visual search tasks with the TD-weighted attention system. We will start by ler-
arning the optimal weights as a function of context. To this end we need to create
training samples where optimal weights as well as context are known. Later various
techniques will be applied in order to learn this dependency. These techniques were
described in more detail in Chapter 3.

4.1 TD-attention with Context

The technique with the highest order of complexity amongst those applied is the
ANN. Training of the ANN was done by creating 11,770 artificial scenes (110 objects
in 107 different scenes). We utilized the scenes from the outdoor image set of
(241; 242), since this dataset also has depth-data for all the images thus allowing
us to include the depth cue into our saliency map.

Typical scenes created can be seen below (Figures 5.22-5.27):
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Depth Map
SM

BU

Figure 5.22: Artificial scene with generated depth map and SMBU .

Intensity Orientation Color

Texture Symmetry Disparity

Figure 5.23: The various conspicuity maps of generated scene.
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Depth Map
SM

BU

Figure 5.24: Artificial scene with generated depth map and SMBU .

Intensity Orientation Color

Texture Symmetry Disparity

Figure 5.25: The various conspicuity maps of generated scene.
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Depth Map
SM

BU

Figure 5.26: Artificial scene with generated depth map and SMBU .

Intensity Orientation Color

Texture Symmetry Disparity

Figure 5.27: The various conspicuity maps of generated scene.
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From these 11,770 static scenarios context and optimal weight were extracted
for each of the 110 objects. An ANN was trained for each of the 110 objects with
the corresponding 107 scenes that the particular object occurred in. Next we find
the optimal strcture of the ANN by exhaustive search through different sizes of the
hidden layer of the neural network, see 5.28. We found that ANN with 10 nodes in
the hidden layer yields the lowest error rates in hetero-association between context
vector and optimal weight vector. We did not examine the effect of higher number
of hidden layers as to avoid the risk of overtraining.
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Figure 5.28: Finding optimal number of nodes in hidden layer of ANN. These results are averaged
over 100 different neural networks trained for each structure configuration.

With the optimal ANN trained and ready we could continue with online exper-
iments of visual search tasks. Performing a substantially large body of experiments
to create reliable statistics on the performance of the attention system on a robotic
head can be very time consuming and an error- and noise-prone task. Therefore, a
concurrent system to the robotic head, capable of simulation of all the relevant as-
pects of visual search tasks in large real world scenes was designed. This enables us
to perform several orders of magnitude more numerous visual search experiments,
and thus collect much more reliable statistics. The main aspects of the visual search
task that ought to be preserved in the simulation are: 1) Everything is not visible
at the same time, i.e. visual scenery is too large to fit inside the foveal and pe-
ripheral visual fields of the simulated "robot sight"; 2) 3D structure, i.e. the scene
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needs to have depth and the ROI (sought object) must be able to "be placed" at
various depths; 3) Assume a perfect kinematic chain and mapping thus enabling us
to maintain a global representation of the scene. This last aspect will enable us to
maintain with the help of the saliency map a sort of "short term working memory"
that facilitates, but does not guarantee, non-repetitive visual search. The visual
output of the simulator is shown in Fig. 5.29.

As scenery for these visual search experiments 13 different wide-field images
(>20 Mpixel) were used. In all of these each of the 110 objects were placed at a
random depth and random location. The peripheral view of the system is marked
by the yellow dashed rectangle, the foveal by the magenta one. In order to retain
comparison with the robotic system the peripheral frame was downscaled to the
same resolution as the foveal one, i.e. 640x480 pixels. Recognition is done (with
perfect accuracy in order to eliminate irrelevant artefacts in statistics) when the
ROI is inside the foveal view. The saliency map is calculated within the peripheral
view and a fading version 2 of it in the "global saliency", representing a map that
can function as working memory (highlighting the recent saliency peaks globally).
We do this fading in order to simulate the limits in storage capacity: if the memory
has an upper limit then older information needs to be removed, however in this case
it is not only the age of the information (saliency) that determines if it is removed
but also its value (saliency).

2This ’fading’ is done by a gaussian bluring and a non-maximal suppression over the entire
global saliency map.
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Figure 5.29: The setup for simulating visual search tasks. The upper left image is the scenery with the
ROI (object). The yellow dashed rectangle is the peripheral view and the magenta is the foveal view.
The upper right images show the BU- and TD-saliency maps, respectively. The lower left image is the
global (final) saliency map composed of overlayed , and continously fading to simulate limit in storage for
this "working memory". The lower right graph plots the three important parameters of the final saliency
combination: EBU (t), EtD(t) and k(t). It thus illustrates the dynamics of the attention-system.
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We performed the experiments with several levels of TD-attention information.
First of all we removed the effects of attention altogether by replacing the saliency
map, directing the simulated saccades to saliency peaks, with a random sequence
scanning the wide scene non-repetetively. We used the results of this series as
baseline performance. Next we introduced attention, but limited it to purely BU-
saliency. For the TD-attention we adopted three different approaches. The first
one was using the static TD-weights (ωI , ωO, ωC , ωT , ωS , ωR, ωG, ωB , ωY )static men-
tioned earlier. These are averaged over the set of static TD-weights derived in the
107 training examples (per object) during training. The linear TD-weights were

calculated as described in Section 3.5, where ωlinear
F =

ωstatic
F

F̂
for each feature cure

F and is calculated online as a function of context {F̂}. Finally we used the TD-

weights {ωNN
F } = NN

(

{F̂}
)

predicted by the trained object-specific ANNs, as a

function of the context {F̂}. The summary of all the experiments can be seen in
5.30.
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Figure 5.30: The visual search experiments were run over 13 different wide scenes so that the entire
image was not visible in the peripheral view at any time. Each of the 110 objects was placed at some
random location in the image and was sought for through visual search across the images. The number
of saccades before the object was found in the foveal view was counted. Previously visited locations
were not re-visited. The results are sorted in ascending number of saccades for each experiment. Note
that each point on each curve is averaged over 13 experiments.
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5 Other Saliency Methods

Comparing the proposed attention system with itself is only partially relevant as
the saliency computation itself (now that we have indicated its importance). A
sound question would be how other saliency approaches, of which there are many
examples (see chapter 2), would perform instead of ours. We have here performed
extensive comparison with 7 other saliency methods and implementations. Two
of them are like ours based on the Itti & Koch model. The others are spectrum-
analysis-based, graph-based, information-maximization-based, and entropy-based.
The concurrent saliency approaches are:

1. The Graph Based Visual Saliency (GBVS) method of (100) forms activation
maps on certain feature channels, and then normalizes them in a way which
highlights conspicuity and admits combination with other maps. The authors
claim the model to be simple and biologically plausible. Their results indicate
high accordance in human gaze prediction experiments.

2. The standard Itti & Koch model (129) is here used with the implementation
that was proposed by Niebur et al.

3. Yet another implementation of this popular model in active vision and robotics
is the one of Walther (293) using the concept of proto-objects.

4. Hou et al. introduce a Spectral Residual model of saliency (114) indepen-
dent of features, categories, or other forms of prior knowledge of the objects.
By analyzing the log-spectrum of an input image, they extract the spectral
residual of an image in the spectral domain, and propose a fast method to
construct the corresponding saliency map in spatial domain.

5. In (115) a dynamic visual attention model based on the rarity of features is
proposed. The Incremental Coding Length (ICL) based saliency measures
the rarity of features by the entropy gain of each feature. The objective is
to maximize the entropy of the sampled visual features. A constant amount
of energy of the system is re-distributed amongst features according to their
Incremental Coding Length.

6. The Attention by Information Maximization (AIM) model of Bruce (281) is
derived from the princinple that attention seeks to select visual content that
is most informative in a formal sense. Their theory is claimed to be firmly
rooted in Shannon’s Information Theory.

7. Finally the Frequency-tuned salient region detection of Achanta et al. (2)
exploits features of color and luminance in a frequency-content preserving
saliency computation. It outputs full resolution saliency maps with well-
defined boundaries of salient objects.
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5.1 Comparison and Evaluation

Here we first present a qualitative evaluation of various saliency methods. Below
are three scenes for which saliency has been computed using the different methods.
Worth noting here is the similarities and differences of the methods. Obviously all
the three Itti & Koch based approaches are structurally similar and thus differences
only appear in the level of Normalization (non-maximum supression) and Scale
(Gaussian blurring). The other methods are significantly different. The Saliency-
tuned approach of (2) for example seems to be highly sensitive to discontinuities
in intensity, while the Spectral Residual of (114) reacts to discontinuities in the
frequency domain. In some cases the ICL (115) approach and the GBVS (100)
approach have peaks that correspond to those of the Itti & Koch model.

Original image Itti & Koch (Rasolzadeh) Itti & Koch (Walther)

AIM (Bruce) Itti & Koch & Niebur (Harel) GBVS (Harel)

Spectral Residual (Hou) ICL (Hou) Frequency−tuned (Achanta)

Figure 5.31: Comparison of various saliency methods for in a cluttered scene.
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Original image Itti & Koch (Rasolzadeh) Itti & Koch (Walther)

AIM (Bruce) Itti & Koch & Niebur (Harel) GBVS (Harel)

Spectral Residual (Hou) ICL (Hou) Frequency−tuned (Achanta)

Figure 5.32: Comparison of various saliency methods for in a cluttered scene.
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Original image Itti & Koch (Rasolzadeh) Itti & Koch (Walther)

AIM (Bruce) Itti & Koch & Niebur (Harel) GBVS (Harel)

Spectral Residual (Hou) ICL (Hou) Frequency−tuned (Achanta)

Figure 5.33: Comparison of various saliency methods for in a cluttered scene.



5. OTHER SALIENCY METHODS 171

A more complete story emerges as we examine these various methods closer
with quantitative results. In order to obtain the measures, we performed visual
experiments with our saliency method replaced by each and every one of these 7,
iteratively. Note here that the experiments were performed on each object dataset
separately. Thus the first set of experiments on VOMAC data contained 110 differ-
ent objects in 107 different scenes (same as those used for training), and the second
set used the KTT dataset, thus searching for 10 diferent objects in 96 different
scenes. In these experiments the entire image was available for saliency calculation
and the saccades were performed as covert shifts of attention as opposed to the
overt shifts performed in the previous section when the entire scene was not in
view. The quantitative results of the comparison can be seen in Figures 5.34 and
5.35.
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Figure 5.34: Comparison of various saliency methods for visual search for objects from the VOMAC
dataset. Each saliency methods performance was averaged over 110x107 = 11,770 bottom-up experi-
ments. In these experiments the whole image/scene was visible and thus the saliency calculated over
the entire image. The saliency peaks were visited one by one until a saliency peak on the object was
found.

From these results we deduct that the complementary effect that the extended
set of feature cues that our approach has, together with the more aggressive Normal-
ization procedure yields higher accuracy in classical Visual Search tasks. Perhaps
not surprisingly, the other two Itti & Koch based methods achieve comparable per-
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Figure 5.35: Comparison of various saliency methods for visual search in the KTT set. Each saliency
methods performance was averaged over 960 bottom-up experiments. In these experiments the whole
image/scene was visible and thus the saliency calculated over the entire image. The saliency peaks were
visited one by one until a saliency peak on the object was found.

formance. The Frequency-tuned approach of Achanta seems to have the poorest
performance in these sets of experiments. Another detail worth noting in these
results is that the GBVS approach has substantially lower performance (relative to
ours) on the KTT dataset than the VOMAC objects artificially placed in the 107
random scenes. An explanation for this could be the bifurcation in the spectral
nature of the object (ROI) and the scene that exists in the case of VOMAC experi-
ments. This artefact does not of course occur in the case of KTT where the objects
are in the real world scene placed and photographed in that scene.

6 Dynamic combination of SMBU and SMT D

6.1 alertness vs. concentration

This set of experiments shows the dynamics of our top-down and bottom-up com-
bination. Here we are going to look in particular at its behavior as a function of
the parameters alertness a and concentration c. Although we did not define any
desirable formal behavior, we want to test the dynamics of control as described in
Section 4. For this reason several sequences consisting of 30 frames were created
in which the 10 objects were removed one-by-one, with the blue car as the object
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being searched for. This scenario generally resulted in incrementally augmenting
the E-measure of the two maps (SMBU and SMT D) during the sequence. For
three different combinations of alertness and concentration, the gaze shifts were
registered as well as the dynamic parameter values (EBU (t), ET D(t) and k(t)) (see
Fig. 5.36 - 5.38).

Figure 5.36: The dynamics of the combination of saliency maps; alertness (a) ≈ concentration (c)
with IOR.

Figures 5.39-5.41 show images of each attention shift observed during the ex-
periments.

When choosing a > c the system should favor the Bottom-up map and thus
attend to more bottom-up peaks (BU), than top-down ones (TD). As seen to the
right in Figures 5.36-5.38, this is achieved thanks to a higher average of k(t) during
the sequence. Similarly, a < c favors the Top-down map by keeping the average
k(t) low, which thus results in TD-peaks dominating. In the case where a ≈ c, the
k-value is controlled entirely by the E-measures. The result is a more balanced
"competition" between TD- and BU-peaks.

These results show that the behavior of the system (regarding preference towards
bottom-up or top-down information) can be biased by the choice of the alertness
(a) and concentration (c) parameters. However, they also demonstrate the fact
that even if the system can be very much biased towards one map, there is still
possibility for the other map to affect the final saliency, due to the stochastic WTA
and the IOR mechanism.

This process can be illustrated as in Figure 5.42. As can be seen in this flow-
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Figure 5.37: The dynamics of the combination of saliency maps; alertness (a) < concentration (c)
with IOR.

description, the IOR-mechanism is a crucial component of the system in order for it
to behave dynamically (according to our description of dynamic behaviour), i.e. if
the system did not have the IOR mecanism top-down might always win. However,
with this inhibition as a part of the temporal process, the topology of the final
saliency map (SMfinal) will change over time even in a static environment.
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Figure 5.38: The dynamics of the combination of saliency maps; alertness (a) > concentration (c)
with IOR.

Figure 5.39: A balanced case: Frames from the resulting sequence with a ≈ c, corresponding to the
arrows in the left graph of Fig. 5.36.

Figure 5.40: A high concentration case: Frames from the resulting sequence with a < c, corre-
sponding to the arrows in the middle graph of Fig. 5.37.
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Figure 5.41: An high alertness case: Frames from the resulting sequence with a > c, corresponding
to the arrows in the right graph of Fig. 5.38.

Figure 5.42: Process dynamics of the top-down, bottom-up combination.
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7 Application I: Object ’attributation’

In this section we will describe an application of our attention approach in work
on how a robot using vision can detect 3D objects and assign visual attributes to
them. An underlying question here is what constitutes a meaningful object to an
agent, such as a robot capable of perceiving and acting upon the world.

A robot’s local world contains objects that it should be able to recognize, classify,
interpret or manipulate. It is particularly important that these objects are relevant
for the actions of the robot. However, there are also other “things” in the environ-
ment, often registered as untreated basic sensory features. These may be irrelevant
but they may also help for some of the tasks (or even become objects). However,
the meaningful parts of the environment are the objects 3. Hence, the question
arises what makes an object an object, and what makes a specific object like Pe-
ter’s cup being Peter’s cup. Such issues have been addressed in the PACO+ project
(www.paco-plus.org), in which the notion of Object-Action-Complexes (OACs) was
developed (89). The approach taken was based on the functionalities or affordances
of things. We refer the reader to (89), presenting the theory of OACs and the for-
malization of objects and actions. The work presented here was on deriving what
could be objects and what attributes these could have using visual input with the
aim of supporting the forming of OACs.

We apply active vision paradigms to exploit both kinematic and dynamic regu-
larities of the environment. Attempts in this direction exist before. Hence, Metta
and Fitzpatrick (178) showed that a robot has the potential to examine its world us-
ing causality, by performing probing actions and learning from the response. Visual
cues were used to determine what parts of the environment were physically coher-
ent through the interplay of objects, actions and imitations. Our interest is very
similar, but geared towards the development of a vision system advanced enough
for such an application. A system of this type is also described by Southey and
Little (258). They examine the problem of object discovery defined as autonomous
acquisition of object models, using a combination of motion, appearance and shape.
The authors discuss that object discovery is complicated due to the lack of a clear
definition of what constitutes an object. They state that rather than trying for
an all-encompassing definition of an object that would be difficult or impossible to
apply, a robot should use a definition that identifies objects useful for it. In the case
of an object-fetching robot, useful objects would be structures that can be picked
up and carried. We follow a similar line of thinking but go one more step by also
extracting a set of object attributes that can be used for manipulation purposes or
further learning of object properties.

A system that learn visual concepts was presented in (256). The main goal
is to learn associations between automatically extracted visual features and words
describing the scene in an open-ended, continuous manner. However, the vision

3Our terminology is closely related to, but differs from that of Joseph Adelson (1986), who
talks about things and stuff. At the same time we are here more interested in objects as subjects
to actions.
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Figure 5.43: Top row: Objects in use: car, giraffe, mug, dog, sugar box, peach can and mango can.
Bottom row: Three exemplary visual attribute searches depicted by their saliency maps.

system used is very simple and the experimental evaluation is performed with ho-
mogeneous objects of simple and easily distinguishable shapes.

In artificial intelligence there is ample work on the representation of object
properties in a more general sense. For instance, there is a close connection between
what we have discussed and the notion of anchoring (50). Anchoring connects the
symbol-level and signal-level representations of the same physical object. In general
this work focuses on the representations, without any attempts of developing the
perceptual systems necessary for extracting symbols (i.e. the required infomation).

7.1 Visual Attributes from Attention Cues

It has been suggested (see e.g. (142)) that objects present in a scene possess a
certain intrinsic ranking or "interestingness" with regards to that scene. For a
visual observer this means that a dynamic combination of both top-down, task-
dependent and bottom-up, scene-dependent control is available for selecting and
attending regions in the scene (229). Our model presented in this thesis allows for
this. Using it we obtain conspicuity maps for intensity, color and orientation from
which we derive a weight for each map to get a final modulated top-down saliency
map.

The purpose of the attention system in this application is twofold. First of all,
attention is used to control the stereo head so that objects of interest are placed in
the center of the visual field. The second purpose is to aid the process of deriving
visual attributes to describe objects in scene, objects that can later be revisited and
possibly manipulated. In the current version of the system, the visual attributes of
an object are represented by the weights that make this object stand out in the top-
down salience map (see Fig. 5.39). From previous searches for the object, weights
are optimized through gradient descent, with the influence of context. Details are
found in Section 3.5.
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7.2 Shape Attribution from 3D Segmentation

3D Segmentation without Table Plane Assumption.

Image data need to be grouped into regions corresponding to possible objects in the
3D scene. The attention system does no such grouping, it only provides hypotheses
of where such objects may be located in image space. However, the 3D extent of
the hypothesized objects can be estimated from binocular disparities. Disparities
can be considered as measurements in 3D space, clustered around points of likely
objects. To find such clusters we applied a kernel-based density maximization
method, known as Mean Shift (47). Clustering is done in image and disparity
space, using a 3D Gaussian kernel with a size corresponding to the typical 3D size
of objects that can be manipulated. The maximization scheme is iterative and relies
on initial center point estimates. As such estimates we use the hypotheses from
the attention system. Examples of segmentation results using this approach can be
seen in the second row of Fig. 5.45.

The Mean Shift approach has a number of weaknesses that tend to complicate
the ex- traction of shape attributes. First of all, the approximate size of objects has
to be known. Elongated objects tend to be broken up into parts, typically on either
side of the object. The most important weakness, however, is the fact that an object
cannot be reliably segregated from the surface it is placed on, if there is no evidence
or additional assumption supporting such segregation. Such an assumption existed
in this application since the objects were placed on a tabletop.

3D Segmentation with Table Plane Assumption.

In fact, this made us also test an alternative approach: segmentation done indepen-
dently of the attention system. The dominant plane in the image is the tabletop.
Using a well-textured surface, it is possible to find the main plane and segment it
with a 3D version of the Hough transform. The Hough transform requires relatively
long computation time and isn’t well suited for real-time applications. However,
we assume in this scenario that the setup, i.e. camera and table position, does not
change. The plane therefore only needs to be computed once and can be re-used
afterwards. An additional advantage of this solution in contrast to online computa-
tion of the dominant plane is that 3D information about objects that significantly
occlude the table will not affect the plane clipping. Following the table assumption
3D points are mapped onto a 2D grid so that segments and basic attributes can
easily be found.

The result of transformation and clipping on the scene given in Fig. 5.44(a)
can be seen in Fig. 5.44(b). The segmentation of objects is computed on the 2D
grid with a simple region growing algorithm grouping pixels into larger regions
by expanding them bottom up. The recursive algorithm uses an 8-neighborhood
on the binary 2D grid. This procedure is depicted in Fig. 5.44(c). Since the
grid is thereby segmented, simple shape- based attributes of each segment can be
determined and the segments re-projected to 3D points or to the image plane (see



180 CHAPTER 5. SYSTEM EVALUATION

(a) Stereo images (b) 3D points (c) 2D segmentation (d) Reprojection
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Figure 5.44: Segmentation under the table plane assumption. Disparity information from the stereo
images (a) produces 3D points (b). Having defined the dominant plane, the points can be projected
onto this plane, where distinctive segments are computed (c) and reprojected to the image (d).

Fig. 5.44(d)). Note that dilation has been applied for the re-projected segments
for the later application of point-based object hypotheses verification.

7.3 Attribution of Segments

Each of the produced segments is just a thing according to our definition, as the
step to an object requires semantics. One way to identify the semantics of a thing in
order to derive an object is to link attributes to it. Attributes can be divided in two
different groups, extrinsic and intrinsic. Extrinsic attributes describe the viewpoint-
dependent configuration of an object (e.g. position, orientation), which mostly is
measured quantitatively. Intrinsic attributes are object-centered and thereby theo-
retically viewpoint-independent (e.g. physical size, color, mass). In our system, the
basic intrinsic attributes of covered area, length (along the dominant axis), width
(perpendicular to the dominant axis) and height can be qualitatively determined
for each segment. The discretization, i.e. if an object is small or largein size, is
adapted to our table manipulation scenario. Additionally, the centroid position of
a segment is calculated. Its 3D point cloud is kept available for optional further
application, e.g. shape approximation and grasping, as we proposed in (119).

7.4 Experimental Evaluation

Experiments are performed on a Yorick stereo head with four degrees of freedom:
neck pan and tilt, and an additional tilt for each camera. The cameras used are
1.3 Mpixel cameras from Allied Vision. The head is controlled so that the cameras
are always fixating on something in the center of view. Given commands from
the attention system, the fixation point can be changed through rapid gaze shifts,
a process that takes about half a second. Since the extrinsic camera parameters
are constantly in change, camera calibration is done on-line. The work presented
here is integrated into an existing software system, modularized and containing
modules for frame grabbing, camera calibration, binocular disparities, attention,
foveated segmentation, recognition and pose estimation. Modules are implemented
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as CORBA processes that run concurrently, each module at a different speed. Using
a 2.6 GHz dual dual-core Opteron machine, cameras are calibrated and disparities
computed at a rate of 25 Hz, while foveated segmentation and recognition is done
only upon request.

Based on the hypotheses produced by the attention system, we will validate
these by introducing the segmentation information. As discussed in Section 7.2,
segmenting with the table plane assumption can be made in parallel and initially
independent of the attention system. Results of six different scenarios of the seg-
mentation are presented in Fig. 5.45. The plane was previously computed by using
a textured table top in order to apply table clipping throughout the experiments.
However, we removed the textured top to provide a clearer comparison of the two
segmentation techniques we evaluated.

Although distortion and uncertainty in the disparity calculation clearly influence
the results, it can be seen that segmentation in terms of 3D distinction of the objects
in the scene works well in general. The errors arising, like oversegmentation (Fig.
5.45d), undersegmentation (Fig. 5.45e) or occlusion in height due to the vertical
projection (Fig. 5.45f), can partially be solved by the attribution issues shown
in Fig. 5.47. While the segmentation presented in Fig. 5.45 (bottom row) depicts
segments reprojected to the image plane, the important step inbetween has been the
segmentation in the 2 1

2 D table plane space. Here, also the attribution of segments,
as presented in Section 7.3, takes place. As a simple and neat set, we only use
the intrinsic attributes aligned in Table 5.46. The table also shows the distribution
on how segments have been attributed along the sample scenarios. Note that the
identification of a segment as a specific object has been performed manually to
establish the distribution. Though the number of attributes is sparse and the
quantification into four levels per attribute is coarse, one can detect differences and
similarities of objects. While the car and the dog are mostly attributed almost flat
(afl) in height, the cans and the mug are usually medium high (med) and the giraffe
and the sugar box high (hig). Also note that the mango can, the mug and the peach
can are attributed almost alike. This is quite reasonable, as they are very similar
in the rough shape domain that we span with these four attributes.

Validation

We can now combine results of both appearance and shape attribution. The idea
is to show in practical experiments how an extended set of attributes improves the
results of object interpretation. Also our set gives an extensible base for attribution
of things to make them objects. The framework that takes care of the management
of attribute sets and connecting them to actions is implemented as an extensible
system. Three examples of such validations are shown in Fig. 5.47.

In Fig. 5.47(a), we focus on the appearance attribute “car-like”, i.e. on hypothe-
ses that the attention system rates similar to the car model in terms of color and
gradients. As it can be seen, the top-ranked hypotheses are on the car in the image
(left image). By combining this result with the segmentation, hypotheses can be
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(a) (b) (c) (d) (e) (f)
Figure 5.45: Sample scenario segmentations (best viewed in color). Original images are shown in the
first row. The second row shows results using the Mean Shift segmentation, the bottom row those using
the table plane assumption (see Section 7.2). In the latter, (a) and (b) seem well segmented and in (c)
there is just some noise at the table edge. Problems arise for (d)-(f): (d) two segments for the car, (e)
one segment for two cans, and (f) the unnoticed dog underneath the giraffe.

grouped and also neglected (right image). Finally, five hypotheses fall in one seg-
ment. Comparing the shape attributes of this segment to the distribution shown
in Table 5.46 clearly affirms that this segment corresponds to a car-like object.
Note that the same process results in a negative response for example Fig. 5.47(b).
We look for a “dog-like” object, though there is no dog in the image. While the
attention returns ten hypotheses for this search, the shape attribute check clearly
neglects that the only group of hypotheses corresponding to a segmented area is
“dog-like”. In Fig. 5.47(c), the process returns three selected segments. The first
one with the strongest hypothesis from the appearance attributes is declined by
shape attributes again. Both the other segments are very similar and only differ in
one shape attribute. However, the interesting result is that there are two objects,
both the mango can and the mug, which are very “mango-can”-like. If one would
aim at distinguishing between those, this might be approached by new attributes
(e.g. more detailed shape and hollowness). On the other hand, both objects are
truly can-like in terms of color and shape. Hence, they would fall in one category
of actions performable on them in this example.



7. APPLICATION I: OBJECT ’ATTRIBUTATION’ 183

Figure 5.46: Attribution distributions of our 7 test objects (see Fig. 5.43). Most meaningful is
probably distribution of color and shape attributes. For the latter, checking the identity of the objects
has been done manually over our 6 scenes (see Fig. 5.45); in brackets, each object carries the number
of appearance along the sequence.

(a) “Find the ’car’-like.” (source Fig. 5.45(a))

5 best ’car-like’ in one segment.
shape: [lrg,med,med,afl]
→ very car-like (Fig. 5.46)

(b) “Find the ’dog’-like.” (source Fig. 5.45(a))

3 ’dog-like’ in one segment.
shape: [lrg,med,med,hig]
→ very dog-unlike (Fig. 5.46)

(c) “Find the ’mango can’-like.” (source Fig. 5.45(e))

Best ’can-like’ in one segment.
shape: [sml,sht,thn,afl]
→ quite can-unlike (Fig. 5.46)
3 ’can-like’ in one segment.
shape: [lrg,lng,med,med]
→ length not can-alike (Fig. 5.46)
3 ’can-like’ in one segment.
shape: [lrg,med,med,med]
→ very can-alike (Fig. 5.46)

Figure 5.47: Left: The 10 best hypotheses (star = best hypothesis, circles = hypotheses ranked 2-5,
small squares = hypotheses ranked 6-10). Right: appearance and shape attribute information is merged
(connected and colored hypotheses).
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8 Application II: Selecting points of action in an AVS

Interacting with the environment is commonly described as one of the major tasks
for an autonomous robotic system: be it to interact with humans, with arbitrary
objects, or even environments in general. Here we will explore the usefulness of
an AVS in order to select points of interaction in the environment. These are the
experimental results of the approach described in section 3.6, where the central
concept of OAC, is elaborated.

8.1 Observing and Acting in a 3D Scene

In this scenario the basic level elements x are voxels or 3D points. There are two
different levels of attribute spaces for each object instance: the basic element (3D
point) level and the region level (3D clusters). For each object hypothesis we first
define for each voxel a probability whether it belongs to an object or not. Then,
by grouping them, we obtain a whole 3D region on which attributes like 3D shape,
color distribution, etc. can be determined. Fig. 5.48 illustrates these steps that
lead to the emergence of objects in a 3D scenario.

Figure 5.48: The various levels of the architecture and relating to entropy, regions and objects at the
different stages.

In the considered scenarios the AVS (see Fig. 3.19), equipped with two pairs of
stereo cameras; one foveal (narrow-field) and one peripheral (wide-field), performs
gaze-shifts (saccades) to the various attention-points (saliency peaks) in the SM .
We then extract the disparity map for the corresponding foveal view (230). A
precise kinematic calibration of our AVS allows us to calculate the 3D point cloud
for that foveal view at any moment as a function of the joint values of the kinematic
head. Using the disparity map and various segmentation approaches (graphcut,
watershedding, mean shift etc.) we can perform a segmentation of the 3D point
clouds as presented previously in (117). Thus, a number of object hypotheses will
emerge, each containing a set of 3D points. One expected side effect of this approach
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is that objects standing close to each other will be grouped together. This will result
in a high entropy of that region in the distribution in attribute space calling for a
resolving action. This can for example be a simple top-grasp as demonstrated in
our previous work (230), and tested in 8.1.

3D Point Clouds & Scene Representation

To reconstruct a scene in 3D, the point clouds obtained from different views need
to be merged together in a global (static) coordinate-system. For this purpose,
we have chosen the headbase coordinate frame. The example scenario in Fig. 5.49
illustrates such a 3D scene. In this case no segmentation of the objects has been
performed before stiching (simply adding point clouds to the global frame), which
is why the table plane has also been reconstructed.

Due to small imperfections and noise in the kinematic calibration chain (the
AVS has 7 DOFs), we will however get slight 3D deformations at the places where
the objects components from different foveal views overlap.

This is why we prefer a segmentation of the point clouds in the foveal views
directly (as seen in Fig. 5.50) instead of a subsequent table plane removal in which
these deformations would persist.4,5

Figure 5.49: The left image shows the peripheral view of the scene. The middle one is the SM of the
same scene with the 10 strongest peaks marked. The right image is the 3D point cloud reconstruction
of the scene created through global merging of foveal 3D point clouds obtained by successive fixations
of the AVS on various peaks of the SM .

Attributes & Entropy

In this section we perform the next, and in this work final, step of our birth of the
object procedure: the attribution and entropy calculation. The point cloud clusters
that the AVS has now obtained are initial object hypotheses. Evidently it may
happen that these clusters only partially correspond to a single real world object,
or that they correspond to a (spatially close) group of several real world objects.

We will show that in such cases the entropy measure over the space of attributes
can be used for disambiguation between these various kinds of 3D regions. In

4Without presegmentation: http://130.237.218.89/videos/movie1.avi
5With presegmentation: http://130.237.218.89/videos/movie2.avi.
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Figure 5.50: The same 3D point cloud reconstruction as in Fig. 5.49, achieved through segmentation
(resulting in removal of table plane & background) of each foveal point cloud before merging. The right
image is the same point cloud from the top.

the following examples (Fig. 5.51) we will illustrate this for a small subset of
the attributes extracted. In practice we can utilize various feature maps (saliency,
intensity, texture, orientation maps) or shape properties (size, width, length, height)
as attributes for our entropy analysis of an object hypothesis, since these are already
computed and extracted in our AVS (28; 117; 230).

Figure 5.51: Three fixation saccades. The first column shows the foveal view currently in fixation.
The second column depicts the disparity maps of the same foveal view. Based on the disparity map a
segmentation and also a reconstruction of the 3D points in the foveal scene is made, which is shown in
the third and fourth columns (front- and top-view). Columns 5-7 shows the distribution of the global
X-, Y- and Z-values, respectively, in the foveal 3D point clouds. The entropy value of each attribute
(distribution) is written on top of it. The rightmost one shows the hue distribution for the same foveal
segment. The entropy of the hue-distributions are from the top: H = 0.535292,H = 0.434636 and
H = 0.430958, respectively.

The illustrated examples (Fig. 5.51) clarify that the total entropy of the top-row
group of objects, here grouped together to a single object hypothesis (Htotal=2.468),
is higher than the total entropy of the two other hypotheses (Htotal=1.193 and
Htotal=1.675). Thus there is more uncertainty in the first region than the other
two.

The choice to not adopt any advanced (e.g. multidimensional, combinatorial)
integration of the various attribute distributions P (si|Si), has been a deliberate
choice. The reason is that by keeping the attribute distributions separated we allow
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to infer from which attribute space(s) the uncertainty arose. Chosing a specific
action based on this information is considered as future work.

Entropy & Manipulation

In this final scenario we investigate what happens if the embodied AVS chooses to
act upon the scene in order to resolve uncertainties, i.e. to lower entropy at regions
of high entropy.

We consider the scenario of the tightly grouped objects on the table (Fig. 5.52),
for which we get a high entropy at that region. Together with the high number
of attention peaks, it makes a good candidate for manipulation. Here we choose
a top-grasping action that the robot arm can perform using visual servoing, by
aiming for the top segment of the 3D region and trying to pick it up, see Fig. 5.53.

It can clearly be seen from the results in Fig. 5.54 that after the removal of a
"portion" of the region (that turned out to be an OAC itself; graspable and with a
subset of the attributes of the region to which it previously belonged to) the total
entropy of the region sinks substantially: Hbefore[S1]=2.502 and Hafter[S1]=2.167.

Figure 5.52: The left image shows the peripheral view of the scene. The right one the SM of the same
scene with the 10 strongest peaks marked.

With this simple but illustrative example we have shown that an active and
embodied AVS can through carefully selected manipulation on its environment
incrementally decrease its uncertainty about the world around it.

8.2 The importance of attention

The applications in the above highlight some of the important aspects of attention
within an Active Vision System (AVS). Firstly and foremostly we saw that without
attention the performance of even the crudest and most simple visual-search setup
drop significantly. The question here of course is what one should compare an at-
tentional process with. Arguably ’attention’ versus ’no attention’ is equivalent with
comparing ’informative search’ with ’random search’, and thus the results might be
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Figure 5.53: The left image shows the peripheral view of the scene. The right one the SM of the same
scene with the 10 strongest peaks marked. The bottom row shows the robot arm + hand grasping an
object from the cluster/point cloud with the highest entropy and removing it.

Figure 5.54: Before/after scenario: The object manipulation scenario where the top row depicts the
scene before, and the bottom row after, the removal of the object. The illustrations are as in Fig. 5.51.

considered trivial. However, even when compared with other types of informative
or "pre-defined sequence of saccades" our attentional model outperforms the ad hoc
heuristics. Likewise when compared with other computational attention models,
the model presented here performed better at simple visual search tasks. The main
reason for this is that the model presented in this thesis was designed in particular
for an AVS preforming visual search as well as scence exploration and manipulation.
Similarly in the context of scene understanding and manipulation our experiments
demonstrate the powerful grouping and clustering priors that attention exhibits. By
using the distribution of energy across the saliency map we can create useful priors
as to how the scene is to be segmented and understood. These priors can then,
as we have shown, be used to suggest regions of high ambiguity and thus trigger
explorative actions from the agent (robot). The results of these explorations can
be used by a secondary (higher cognition) system to deduct more solid hypotheses
about the environment and its composition.

The multi-modality of the model presented here is probably its main strength
and provide the AVS with a range of feature channels that might contain the infor-
mation of interest. This would be of little or no use without a saliency process that
could merge the modalities and filter out the most important piece of information
from any of the modalities (feature channels) at any moment. We believe that our
contextual vector and ANN approach here generates such a solution that is capable
of dealing with modalities from very different spaces, while remaining responsive
to changes in the context (i.e. environment).



Chapter 6

Discussion

1 Summary and contributions

This thesis has presented a computational model for the combination of bottom-up
and top-down attentional mechanisms. Furthermore, the use for this model has
been demonstrated in a variety of applications of machine and robotic vision. We
have observed that an attentional mechanism is imperative in any active vision
system, machine as well as biological, since it not only reduces the amount of
information that needs to be further processed (for say recognition, action), but
also by only processing the attended image regions, such tasks become more robust
to large amounts of clutter and noise in the visual field.

Using various feature channels such as color, orientation, texture, depth and
symmetry, as input, the presented model is able with a pre-trained artificial neural
network to modulate a saliency map for a particular top-down goal, e.g. visual
search for a target object. More specifically it dynamically combines the unmod-
ulated bottom-up saliency with the modulated top-down saliency, by means of a
biologically and psychophysically motivated temporal differential equation. This
way the system is for instance able to detect important bottom-up cues, even while
in visual search mode (top-down) for a particular object.

All the computational steps for yielding the final attentional map, that ranks
regions in images according to their importance for the system, are shown to be
biologically plausible. It has also been demonstrated that the presented attentional
model facilitates tasks other than visual search. For instance, using the covert
attentional peaks that the model returns, we can improve scene understanding
and segmentation through clustering or scattering of the 2D/3D components of
the scene, depending on the configuration of these attentional peaks and their
relations to other attributes of the scene. More specifically this is performed by
means of entropy optimization of the scence under varying cluster-configurations,
i.e. different groupings of the various components of the scene.

Qualitative experiments demonstrated the use of this attentional model on a
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robotic humanoid platform and in a real-time manner control the overt attention
of the robot by specifying the saccadic movements of the robot head. These ex-
periments also exposed another highly important aspect of the model; its temporal
variability, as opposed to many other attentional (saliency) models that exclusively
deal with static images. Here the dynamic aspects of the attentional mechanism
proved to allow for a temporally varying trade-off between top-down and bottom-up
influences depending on changes in the environment of the robot.

The thesis has also lay forward systematic and quantitative large scale experi-
ments on the actual benefits and uses of this kind of attentional model. To this end
a simulated 2D environment was implemented, where the system could not "see"
the entire environment and needed to perform overt shifts of attention (a simulated
saccade) in order to perfom a visual search task for a pre-defined sought object.
This allowed for a simple and rapid substitution of the core attentional-model of
the system with comparative computational models designed by other researchers.
Nine such contending models were tested and compared with the presented model,
in a quantitative manner. Given certain asumptions these experiments showed that
the attentional model presented in this work outperforms the other models in simple
visual search tasks.

2 Strengths and limitations

Although the model presented here lends itself to visual search tasks to a much
greater extent than many previous attentional models, it must be pointed out that
much of this strength comes from the sheer amount of visual information (feature
channels) it incorporates. As such, our attentional set-up is to some extent designed
and optimzed for visual search in particular. Many of the contending models have
not been designed for the purpose visual search only, and are in many cases arguably
much better models/predictors of e.g. human visual attention. In this work the
study and comparison of the active vision system (AVS) as model of human visual
attention has been limited to a purely inspirational and motivational extent. We
have not done any qualitative or quantitative comparisons between human saccades
and the AVS, nor do we have any claims to be able to match human performance.
However, given the biological motivation and inspiration for the models presented
here, it is a reasonable asumption that such comparisons could be meaningful.

Instead, the strength of the presented system lies in its applicability and us-
ability in robotic vision. As an underlying "input filtering" mechanism it helps the
robot to quickly decide what is currently informational and what is not. More im-
portantly, it does so in a dynamic and context and task dependent manner which
implies a greater robustness to variation and noise in the environment. Given the
"imperfect" conditions of the natural world, we consider this inherrent robustness
of the system as one of its core strength. Also, the steerability and configurability
of the AVS by means of the the internal-state dependent variables (alertness and
concentration) can be considered a great asset when such parametric values can
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be deduced from the internal state of the robot/system (preferably in a dynamic
manner). There are obviously several limitations of this approach. One impera-
tive limitation lies in the way context influences the attentional mechanism. This
limitation is two-folded: 1) while the definition of context is simple and efficient
to compute, it is therefore also an evidently crude and approximative description
of contextual information. 2) The top-down weights that are determined by this
contextual vector (by means of an ANN) are themselves a limitation for how con-
figurable the final saliency map is. In other words this limitation in contextual and
top-down optimization means that the saliency map cannot be optimized for any
arbitary ROI. Of course this limitation could be overridden by a more authoritative
top-down mechanism that directs the next saccade to any desired location in the
environment if so needed.

3 Applications

The applications for this kind of visual attention mechanism range from the purely
theoretical and biological studies to image analysis and processing to practical
robotics solutions such as the AVS presented in this thesis. Although not com-
pared here, the sound biological foundation for the model suggests that given that
such comparisons result in a good match in results, one could utilize the model for
experimental studies of the early human visual system that are difficult or even im-
possible to conduct in vivo. To that end, a set of more practical uses for the model is
the analysis and understanding of images. Here the applications range from image
compression 1, to image saliency optimization for example for the advertisement
industry 2.

Having been designed within the context of an AVS, obviously the primary use
of the presented attentional mechanism is in robotic applications. Here we believe
that the presented system provides a state-of-the-art solution for the pre-selection
of visual input for further processing by the robot. Our limited set of experiments
have demonstrated this to a certain extent and we intend to examine this set of
applications further in the future.

4 Future work

As we have learnt, visual attention and object recognition, be it classification, de-
tection, segmentation etc., are intertwined. It is only during the recent years that
this closely coupled relationship has been computationally examined. These early
examinations and experiments have taught us a great deal about the interactions
of these two processes and the plausibility of the models that we have for them,

1where the compression rate or degree in a location is invertally proportional to the saliency
in that location

2where the saliency model is simply regarded as subtitute for an average attention map of
hundreds of individual humans evaluation screening
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reflected in their accordance with animal (biological, psychophysical and neuro-
physiological) experimental data, as well as their functionality when implemented
on artificial active vision platforms. But there is still an even greater deal to be
understood and alot of questions remain unanswered. For instance the monumental
binding problem in computational vision that Tsotsos amongst others are exploring.
Or the actual neural correlates of (visual) awareness (if such exists) that Koch and
others are pursuing. More specific questions regarding top-down and bottom-up
attention include whether or not it is correct to assume singular processes for top-
down and bottom-up, respectively. We do know about the early integration and
communication between these two influences along the neural pathway, but ques-
tions are being raised whether there may be multiple competing top-down processes
constantly "fighting for attention", instead of a top-down versus a bottom-up? Fur-
ther interesting questions in this area include the means by which top-down (task
and context) information is fed into the attention process, the limitations of this
control/modulation, how much of this top-down modulation that is conscious and
sub-conscious, respectively and so on.

This work is only a beginning to an iterative interaction of attention and recog-
nition. We achieve this through the division of recognition into pre-selection and
post-identification steps, where the pre-selection part is what our top-down saliency
map roughly represents. Future works here should examine the design of the top-
down modulation and explore the possibilities of more raffined ways to model this
top-down information and incorporate it into the attentional feed of early vision.
This also includes exploring better models for the contextual top-down informa-
tion that the presented model incorporates. Also, it is an interesting idea to more
rigorously and systematically compare the performance of a robotic humanoid sys-
tem with that of human test-subjects, in certain visual tasks, such as visual search.
This could open the door to modulation possibilities for the computational attention
models where the "fine-tuning" of the model is done through statistically significant
learning on human subject behaviours. More specifically, this could for instance be
learning of the previously mentioned alertness and concentration parameters of the
dynamic combination of top-down and bottom-up. We simply learn to "force" our
computational model to behave like a human. Of course, of even greater scientific
value would be to analytically examine the relation of these parameters for dynamic
control of attention to the internal-state of a cognitive system and its "mode". This
kind of exploration requires better understanding and modelling of the cognitive
processes of such systems as human ones, and their internal control and regulation
based on the interaction of needs (bottom-up) and goals (top-down).

Further scientific and theoretical work would also be needed in the understand-
ing of attentional modes as such. As stated in the questions above, it could very
well be that the distinction of one top-down and one bottom-up process is a purely
conceptual and fabricated one. Certain cleverly designed human experiments have
suggested that there might instead be several concurrent top-down processes that
compete. Could the model presented here cope with such a fundamental shift in
the conceptualization of the attentional mechanisms? If so, how would this alter



4. FUTURE WORK 193

our presented model?
Other future aspects to explore include the inherrent mnemonic properties of

the saliency map. In many ways the saliency map can indeed be regarded as a
short-term (working) memory as it contains what is important or to-be-processed
at the moment. This way the ordered attentional peaks in the saliency map become
a queue of visual tasks, i.e. places to visit through overt shifts of attention. This list
then works as a simple working memory. The relationship of this working memory
and the long-term memory, e.g. stored attributes of (visual) components of the
scene, is then of interest to further develop. In other words the mechanism for the
transference of important information from the saliency map to the (long-term)
memory is something we see interesting potential in.

Last but not least, since the system was originally desgined for an AVS the big
bulk of the future work lies in more experiments on the robotic framework. Here
we would like to try the AVS in various scenarios of visual search, scene exploration
and understanding, and more complex object manipulation tasks. To this end one
needs to devise appropriate metrics for each type of experiment. In some cases
(such as visual search tasks) these metrics are easier and more trivial than other
cases (such as scence understanding).
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