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Abstract

The evolution from the traditional Internet to the Internet of Things (IoT)
is in full progress. Since some of the objects are moving, e.g. vehicles, geo-
information is the key for various distributed application and networking as-
pects. A Geocast Enabler operating in the IP Multimedia Subsystem (IMS)
has been identified in order to allow a real-time transmission of information
to objects in a specific region. The IMS has in combination with Web 2.0
technology lowered the barrier for developers to incorporate regular telecom-
munications technology in their applications. The driving force behind these
Web 2.0 technologies are simple techniques such as Ajax. A Geocast Enabler
Architecture is presented that enables third-party developers to send Geocasted
messages to mobile phones and other handheld devices with an HTTP request.
The Enabler consists of a server part, deployed in the operators network, and
a client part, installed on the device. A third-party creates a sending part that
communicates with the server and a receiving part that communicates with the
client on the device. Messages are pushed to the receiving part with HTTP
using a Comet Service. It is shown that pushing messages this way results in a
low latency which is important for time critical services. A hurdle for network
operators is a signalling overhead which is very common in newer smartphone
application. The Geocast Enabler takes care of keeping signalling traffic to a
minimum by using light UDP datagrams, and communicating sparingly..
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Chapter 1

Introduction

1.1 Background and Need

The evolution from the traditional Internet to the Internet of Things (IoT) is in full
progress. Up until now the Internet has been a place connecting people through
different types of social media (E-mail, Facebook, Twitter and Flickr). This In-
ternet is being transformed into an Internet connecting objects and allowing them
to interact in order to exchange information. [Associati, 2010] Since some of the
objects are moving, e.g. vehicles, geo-information is the key for various distributed
application and networking aspects.

At the same time, mobile telecommunication is at a transition period into a
global all-IP-based Next Generation Network (NGN) where cellular networks and
the Internet meet. It is the IP Multimedia Subsystem (IMS) architecture that pro-
vide the interfaces and the tools for operators to provide users with Internet services
in their mobile phones with service specific requirements such as Quality of Service (QoS).
[Gonzalo Camarillo, 2008]

Geocast is a method of delivering information to units based on their geographic
location. In traffic situations, Geocasting can be used to have cars cooperating to
inform each-other about accidents, traffic jams, construction works and even red
lights. Such information could be used by vehicle navigation systems in order to
improve real-time route planning. It is evident that in such situations, the informa-
tion delivered with Geomessages will be useful only within a certain time frame.

1.2 Statement of the Problem

Multiple services (applications) should be able to use the Geocast enabler without
having the need to know the geo-locations of the objects. The interface to a cellular
Geocast function that should be developed during the thesis has to take care that
a fast location-based transmission of data to objects is guaranteed by minimising
the use of communication and processing resources in the cellular networks. The
available cellular localisation mechanisms (based on the Cell ID/Timing advance
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2 CHAPTER 1. INTRODUCTION

methods), other geo-info sources as well as GPS/Galileo based localisation should
be shared by the envisioned multitude of applications. Different interfaces to Geo-
cast functions in the cellular network should be identified and evaluated according
to the already mentioned requirements. After an assessment, the most feasible
method should be analysed in more detail, be prototyped and demonstrated. A fi-
nal evaluation of the selected method should be done based on criteria like resource
consumption, transmission delay performance, scalability and flexibility.

1.3 Purpose of the Project

There is a demand for offering a Geocast service in the IMS to provide application
specific QoS. A Geocast enabler1 operating in the IMS has been identified in order
to allow a real-time transmission of information to objects in a specific region. The
interface to the Geocast enabler need to be implemented in a way that relieves
developers from in-depth IMS knowledge and attracts the ever-increasing number
of third party developers.

1.4 Structure of the Report

The second chapter presents research and information related to this field. It is
ended with a summary that also presents conclusions that are important for the
future work. The body of the report is divided into two chapters, namely chapter 3
and chapter 4. The third chapter presents the proposed architecture in a formal and
theoretical manner whereas the fourth chapter presents a software implementation
of the architecture. The software implementation is used to evaluate the architecture
with respect to its resource consumption. This term is discusses in detail in chapter
3. The fifth chapter is used to present the results from the evaluation and the
finalising sixth chapter discusses the conclusions made from this project.

1.5 Definition of Terms

Geocast Enabler An component deployed in the IMS that provides a Geocast
functionality.

Geomessage Data that has been Geocasted, i.e. sent to a specific geographical
area.

1Feature-specific server



Chapter 2

Literature Review

This chapter presents the sources of information that are used as the basis for the
project. The information is presented in sections with respective to main theme. A
summary section at the end of the chapter presents the decisions that are taken for
designing the architecture.

2.1 Introduction

The Literature Review looks at a wide range of sources which together give a good
picture of how a Geocast Enabler can be used in practice. An important part is to
look at what the IMS is and what advantages there are to have this service deployed
their. It is also important to look at existing enablers or applications to learn what
protocols to use for the external interface of the Geocast Enabler. Today there
are popular applications for smart-phones that uses the location of a terminal to
present selective information for the user. These applications are called Location-
Based Services and it is important to have a deeper understanding of these since
this type of application is a potential service for a Geocast Enabler.

2.2 The IP Multimedia Subsystem

What is colloquially referred to as 3G is a generation of standards within mobile
communication aiming at combining cellular networks and the Internet. The key
element in the 3G architecture that makes that possible is the IMS.

In 3G networks, there are two different domains: the circuit-switched and the
packet-switched. The circuit-switched domain is an evolution of the the technology
used in 2G networks and it is used to transfer mainly voice and video. The packet-
switched domain performs data communication to provide users with Internet access
to surf the web, download videos, read e-mails and virtually anything they would
be able to do over a regular Internet connection.

However, providing users with Internet connection is nothing revolutionary.
Since the commercial introduction of GSM in 1991, 2G technologies evolved and

3



4 CHAPTER 2. LITERATURE REVIEW

with the introduction of General Packet Radio Service (GPRS) regular 2G termi-
nals could transmit Internet Protocol (IP) packets which gave users services such as
Wireless Application Protocol (WAP), Multimedia Messaging Service (MMS) and
also Internet communication services such as E-mail and World Wide Web access.
Thus, it would be possible to install a VoIP client into a 2G terminal to conduct a
video conference or similar without IMS.

Quality of Service One issue with the packet-switched domain is that it provides
a best-effort service without Quality of Service. This means that the bandwidth for
a given service, say, video conferencing, can not be guaranteed. The quality of voice
and video may be perfect for one minute and then the next, the quality is so low
that it is impossible to hear what the person on the other end says. With IMS, a
required QoS depending on the service can be provided.

Charging In circuit-switching, communication is performed by connecting net-
work nodes in a dedicated communication channel (circuit) and disconnecting them
only when the communication session is finished. It is therefore natural to charge
a user per time of connection. Furthermore, there are technologies that, apart
from GPRS, deliver data services over a dedicated circuit, for example high-speed
circuit-switched data (HSCSD). Also in this case, a user would be charged per time
connected, even if the capacity is not fully utilized when, for example, reading an E-
mail. Using packet switching the operators are given a possibility to charge the user
per amount of data transferred, which is often more advantageous from a user-end
perspective.

But another problem emerges here as the charge is independent of the service
the user makes use of. For example, to have a general fee for data traffic can result
in a service such as video conferencing becoming very expensive. With IMS, the
operator is aware of what service is currently used by the user and can set an
appropriate charging scheme based on this. For example, the user can be charged
with a flat rate for a particular service, instead of charging per byte transferred in a
video conference, the user could be charged depending on the duration of the call.
But once again, the operator is given the possibility to choose.

Internet Protocols A third motivation for IMS is that it uses open Internet
Protocols which means that users can be provided with a greater range of services.
The operators are not constraint with obtaining services from a few large vendors. In
addition, users are able to execute these services when roaming as well as from their
own home networks.[Gonzalo Camarillo, 2008] For instance, a multimedia session
is established in the same way for two IMS users, one IMS user and a user on the
Internet or two users on the Internet.
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2.3 The need for IMS Enablers

Mike McHugh at BEA Systems has written an article where he states that, in order
for new IMS services to flourish it is very important for network operators to manage
a wide range of IMS Enablers. These enablers by themselves are not sufficient to
generate a large volume of data consumption by end-user consumers. As a result,
these enablers are being woven into existing Internet services and applications as
core value-add capabilities [McHugh, 2007].

According to [McHugh, 2007], the key to an IMS service innovation is the ability
to attract the ever-increasing number of third party developers. A problem that
network operators are facing though, since the introduction of smart-phones and
other connected devices, is an increasing amount of signalling traffic from these
applications.

Telecommunication network resources are given mostly to the user plane, that
carries the voice and message traffic, and only a small percentage to the control
plane that sets up calls, manages billing etc. Problems arise due to applications
that, though they may generate relatively low volumes of actual data traffic, have
a very high signalling overhead, e.g. frequently sending requests to a remote server
in order to determine when new data is available for the application to download
[Dykes, 2011]. [Quinnell, 2011] equates this with picking up a phone, dialling, and
hanging up on the first ring just to see if your friend is talking on his phone. In
short: lots of traffic on the control plane without generating much traffic on the
data plane.

Today’s 3G networks are already seeing the problem. However, is still a rela-
tively uncharted area in the LTE environment. The potential problem of signalling
congestion has not been ignored but there is a lack of research whether or not this
can be accurately modelled theoretically [Dykes, 2011]. There are even examples
of voice performance worsen as a result of saturating the control plane through
excessive network signalling [Quinnell, 2011].

To a large extent, the problem depends on the type of application installed
which in turn means that it is hard for operators to deal with it. One large
group of signalling-heavy applications are advertising-funded applications due to
advertisement downloads. All of these things ramp up the signalling requirement.
[Dykes, 2011] means that developers have a responsibility here, in order to avoid
signalling overheads.

2.4 A Client Architecture for IMS Applications

A client architecture presented by [Zeiß et al., 2010] combines the benefits of the
Session Initiation Protocol (SIP) and the Hyper Text Transfer Protocol (HTTP),
to manage HTTP sessions within a SIP dialog. Their main focus is that the major
obstacle for IMS/NGN rollout is the lack of IMS terminals on the market. It is be-
lieved that one reason is the extensive range of protocols required to be supported
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by an IMS capable client. The authors therefore see a need to simplify the inter-
action with IMS services. A proposed solution is to blend SIP and HTTP into a
SIP/HTTP Interaction Protocol (SHIP) architecture. IMS authentication is used
to manage HTTP sessions within a SIP dialog. This approach leads to a novel, web
based, universal IMS terminal [Zeiß et al., 2010].

It is furthermore stated that, with this model new services and enablers become
available to the mobile terminal instantly; there is no need to deploy additional client
software or even upgrade the operating system to support new network capabilities
and services.

Basic Operation A SIP INVITE is used to negotiate a TCP channel for HTTP
connections [Zeiß et al., 2010]. Each HTTP request is associated with a secret ses-
sion key that the managing possible. The processing logic establishes, manages and
terminates the SIP dialog for the SHIP session. It also ensures that each HTTP
request is associated with a secret session key. A Web front-end uses the SHIP logic
to send and receive HTTP messages. Incoming HTTP request at the SHIP server
trigger an HTTP servlet which compares the session key to the one provided to this
client. In case of matching key values, the session key value is replaced with the
P-Asserted-Identity and forwards it to its final destination.

As an application example, the authors uses a Multimedia Call Centre. A caller,
Alice, uses the Web front-end to contact a call centre. Initially, this generates a SIP
INVITE message addressed to the call centre’s SIP URI. Ones a session has been
established, the client sends a HTTP request to which the server responds with a
Hyper Text Markup Language (HTML) form. Alice uses the HTML form to spec-
ify her concern and posts the data to the Application Server (AS) which generates
a ticket at the correct group of call centre agents. Once an agent is available, Bob,
the AS sends an INVITE to Bob. Thanks to SHIP, the session between Alice and
Bob can be established with both voice and HTTP media. During this session, the
associated HTTP connection supports the call centre agent by displaying certain
aspects of Alice’s bill on her mobile’s display. For instance, Alice’s client can up-
date its screen with Asynchronous JavaScript and XML (AJAX) technology. This
is more efficient than having to use regular polling technology.

Conclusions The proposals made by [Zeiß et al., 2010] are interesting in the con-
text of this thesis since the HTTP is a well known protocol amongst developers. It
can be used to ease the burden of in-depth knowledge of SIP-signalling when de-
veloping applications for the IMS. Also, to push messages from the Geomessaging
server to a client application, AJAX technology can be used. However, the idea of
not having to install additional client software is not applicable here since we need
to have access to the geo-graphical location of the client.
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2.5 Integration of Web 2.0 with Mobility Aspects

On the way to NGN Internet Services, a term called Mobile 2.0 is used to refer to
the integration of Web 2.0 with mobility aspects, or the attractive strengths, of the
cellular world such as offering coverage virtually everywhere, as it is expressed by
[Gonzalo Camarillo, 2008]. Characteristics associated with the Web are key aspects
to look into when designing new services.[Dorbes and Amosse, 2008]

2.5.1 Motivation

The IMS and Web 2.0 technologies have lowered the barriers for usability of regu-
lar telecommunication technologies [Dorbes and Amosse, 2008]. The driving force
behind these Web 2.0 services are simple technologies such as RSS and AJAX as
opposed to mechanisms like SOAP [O’Reilly, 2005]. Furthermore, much of the suc-
cess of the Web is due to simple pragmatism for ideal design, RSS has become
perhaps the single most widely deployed web service because of its simplicity, while
the complex corporate web services stacks have yet to achieve wide deployment
[O’Reilly, 2005]. While Web 2.0 and AJAX-based services are currently available
on PC web browsers, there is a clear trend toward adoption of AJAX-compatible
browsers on mobile phones and PDAs [Dorbes and Amosse, 2008].

2.5.2 Presence Service for Web 2.0 Developers

[Takaya et al., 2008] proposes A presence indicator for Web 2.0-IMS services using
a Representational State Transfer (REST) interface to attract Web 2.0 developers.
There are already interfaces between telecom services and Web services, defined by
the Parlay Group. One such is based on the Simple Object Access Protocol (SOAP)
and provides an API designed for software developers to use capabilities of telecom
network functions (e.g., 3PCC, presence, and location) in applications using Web
services [Takaya et al., 2008].

Basic Operation To update a users presence status, a SIP PUBLISH is sent to
the IMS network. By utilising the Initial Filter Criteria (iFC), the information is
picked up by a Presence Server. A SIP AS has the ability to communicate with the
Presence Server using SIP SIMPLE. Furthermore, it provides a REST API for blog
owners to implement on their blogs.

When a blog user, or Presence watcher, visits the blog the first thing that
happens is that the browser sends a request to the blog server and receives the
HTML of the blog. Subsequently, the client part of the blog contacts the SIP AS
using HTTP Get with a URI similar to

http://www.example.com/REST/presence.js?caller =sip:tarou@example.com

Finally, the SIP AS sends the presence information to the blog which is displayed
to the Presence watcher.



8 CHAPTER 2. LITERATURE REVIEW

Conclusions One disadvantage of SOAP interface is that it requires a deeper
technical knowledge than the REST interface, which is why the latter has obtained
a bigger acceptance among developers. Evidence of this can be found at statistics
provided by Amazon.com. The web services of Amazon.com are provided either as
SOAP or as REST and Amazon reports that 95% of the usage is of the lightweight
REST service. [O’Reilly, 2005]

2.6 Road Hazard Warning System

A Road Hazard Warning (RHW) system with Geocast functionality have been de-
veloped within the Ericsson project CoCarX and comprises basically the following
three components:

GeoMessaging Management Center is an administrative tool where the cur-
rent traffic situation can be monitored.

RHW Server has information about the traffic situation and the position of all
vehicles. It communicates GeoMessages to the RHW Client.

RHW Client is installed to a navigation system of the car. It reports the current
position of the car to the RHW Server and receives warning messages which
are displayed to the driver.

These components are depicted in Figure 2.1.

Basic operation The client side, comprising the car with a built in navigation
system including the RHW Client, is equipped with a localisation mechanism such
as a Global Positioning System (GPS). Thus, the client is aware of its geographical
position at all times and communicates this information to the server. In the event
of a traffic situation such as an accident or a traffic jam, the client report this to
the RHW Server.

Once the information reaches the server it determines a suitable area for the
Geomessage and delivers it. For instance, depending of the type of traffic situation
occurred, a larger or smaller area is necessary to deliver the Geomessage to.

At all times, the Geomessaging Management Center can be used for surveillance
of the current traffic situation. The information presented here include position of
all vehicles, what traffic situations they report and to what area the GeoMessage is
delivered.

For the localisation of every individual client and distribution of Geomessages,
the Geocast Server introduces a grid system, in which it maps clients into different
tiles with respect to their latest location update. The grid comprises 4×4 km
wide tiles as default, but these can be divided further to provide a more dense
representation of the environment. A client that sends a location update receives
the location and size of the tile which the server has mapped it into. As long as the
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RHW Client

RHW Server

- Location Updates

- Traffic Information

- Grid Information

- Geomessages

Management Center

Figure 2.1: Road Hazard Warning System

client remains in the same tile it will not make any location updates, but as soon
as it leaves the tile it will notify the server with its location.

When a Geomessage is to be delivered, the server sends the message to all
clients which are inside a tile which lies within the bounded geographical area of
the requested destination area. This is illustrated by Figure 2.2. All clients that are
mapped to a green-coloured tile are part of the destination area and will receive the
message. The bottom left of this destination area results in a better precision since
the grid system have a higher resolution here. In this way, it is the density of the
grid that is the limit of how accurate the Geomessages are.

Conclusions The system can keep the signalling overhead at a minimum due to
the grid system and thereby making location updates sparingly. The drawback is of
course that the precision in a vehicles location is diminished and this has an impact
on sending Geomessages. In most cases though, it is most probably the environment
that determines the radius of the Geomessage and so within a certain area the
conditions for sending a message do not change. Consequently, it is enough to know
that the vehicle is within a certain predefined area. Furthermore, if the vehicle
stops, perhaps to refuel or for a coffee break, it does not have to communicate its
position since it is unchanged. Additionally, there is always the option of increasing
the increasing in some areas, e.g. in urban areas. The system does not provide
any API or other methods that makes it possible for other applications than the
RHW system to use the Geocast capabilities which means that there is no way of
providing these functionalities to a third party.
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Figure 2.2: The grid system in grey and the requested destination area in black
(circle) results in an actual destination area in green (filled tiles).

2.7 Location-Based Service

A Location-Based Service (LBS) is a service accessible with a mobile device through
the mobile network and utilising the ability to make use of the location of the
terminals [Virrantaus et al., 2001]. Knowing the position of the device, makes it
possible for the application to present Points of Interest (POI) in the surrounding
area. One example is the McDonald’s application where current offers are presented
as-well as the way to the nearest restaurant.

[GSM Association, 2003] separates these services, depending on their function-
ality and utilisation of location information, into the following types: pull, push
and tracking. An application qualifies for being a pull service when the user ac-
tively makes a request for information and on the same times gives permission for
the terminal’s position to be given because without that, the service cannot be com-
pleted. Application of the class push are different in the way that the user gives
permission to the application to send information to the terminal. However, some
applications may need also the location of the terminal to function properly.

Applications where the user pull for information is referred to as location-based
information services by [Virrantaus et al., 2001] and are defined as applications
utilising the users present location. The simplest form is a positioning service that
informs the user about its presents location. When this information is combined
with a digital map it becomes a map service. Furthermore, when the map is aug-
mented with some point-of-interest information, it becomes a city guide service.
Additionally, if the feature has support for finding the way to a specific destina-
tion it is classified as a navigation service. There are also functional services that
are different in they are providing a specific function instead of information. One
example of such a service is ordering a taxi to the present location.

Figure 2.3 depicts two different iPhone applications where the user requests
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(a) Shows the location of the near-
est Sibylla restaurant

(b) Displays a list of offers for var-
ious products and services

Figure 2.3: Two examples of LBS showing POIs in the vicinity

information. Figure 2.3a shows a city guide service of the Sibylla application where
the nearest Sibylla restaurant is shown on a map. Figure 2.3b shows the Rabble
application where offers from different companies (such as restaurants, hair-dressers
etc.) are displayed with respect to the user’s location and sorted with nearest ones
at the top.

Application that push information to the user are defined as location-aware ser-
vices by [Virrantaus et al., 2001] and involves applications for location-based mar-
keting. An example of this is advertisement sent to the terminal as it approaches a
restaurant or passes by a store.

The two groups of LBS just presented involves the dynamic location of the
terminal along with some static location information. The third group is similar to
these two but it involves also the time element and is therefore known as tracking.
These types of applications allows you to track where a user can track his or her
friends. One example of this is Google Latitude where user’s cell phone location is
mapped on Google Maps for others to see the persons present location. Users have
to explicitly opt in to Latitude, and may only see the location of those friends who
have decided to share their location with them [Google, 2009].

As location-based services are gaining popularity, questions are asked about the
user’s privacy. Microsoft conducted a worldwide survey in 2010 in which 1,500
people were asked about their use of LBS. The results clearly shows the potentials
of LBS: 51% report using LBS and as many as 94% said they were either very
or somewhat valuable. However, 84% of respondents are concerned about sharing



12 CHAPTER 2. LITERATURE REVIEW

their location data without their consent and about identity theft or data theft. On
the other hand 49% would be more comfortable with location based services if they
could easily and clearly manage who sees their location information [Lynch, 2011].
Microsoft summarises the survey: the results demonstrate enormous potential for
location based services, particularly when people can take advantage of their value
without sacrificing privacy.

Research has been done in the area of privacy-preserving LBS and [Zhong et al., 2004]
presents a protocol to provide location-based services which do not require a user
to trust a third-party.

2.8 Streaming Techniques in HTTP

In HTTP/1.1, all connections are regarded as persistent, unless declared otherwise.
A persistent connection means that the TCP connection is kept open to send and
receive multiple HTTP requests/responses, as opposed to opening a new connection
for every HTTP transaction. [Fielding et al., 1999] By using persistent connection
the number of TCP connections that needs to be opened and closed is reduced.
Furthermore, the latency in subsequent requests is reduced since there is no time
spent in TCP’s connection opening handshake. [Fielding et al., 1999]

HTTP/1.1 has another big advantage over HTTP/1.0 since it supports pipelin-
ing. Pipelining allows a client to make multiple requests without waiting for each
response, allowing a single TCP connection to be used much more efficiently, with
much lower elapsed time [Fielding et al., 1999].

2.8.1 AJAX

The goal of AJAX is to create dynamic web applications that can be partially up-
dated, without reloading the whole page. The term Ajax is defined by [Garrett, 2005]
as a group of web technologies the following technologies, that can be used interre-
lated to accomplish this:

• Presentation using HTML and CSS

• Dynamic display and interaction using the Document Object Model (DOM)

• Data interchange and manipulation using XML and XSLT respectively

• Asynchronous data retrieval using XMLHttpRequest (XHR)

• JavaScript to bind everything together

Traditionally, a session between a web page and a web server is initiated when the
browser issues an HTTP request to the web server. The server receives the request
and returns an HTML page as the body of an HTTP response [Fielding et al., 1999].
For every user action, e.g. searching for a location on Google Maps, in this model,
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the entire page needs to be reloaded when the browser needs information from the
web server.

To circumvent this, an Ajax application an intermediary - an Ajax engine - be-
tween the user and the server. This engine is responsible for both rendering the
interface the user sees and communicating with the server on the user’s behalf.
The Ajax engine allows the user’s interaction with the application to happen asyn-
chronously, i.e. independently of the communication with the server [Garrett, 2005].
This way, an Ajax application is more suitable for software application communicat-
ing using HTTP, since it allows the user to interact with the information presented.

2.8.2 Comet

In order to keep a client up to date, an Ajax application must rely on a polling mech-
anism to make requests to a server at regular intervals. For irregularly occurring
events, this approach is quite inefficient and completely unworkable for approaches
that need a real-time connection [Powell, 2008]. The Comet communication pattern
attempts to eliminate these limitations of traditional polling by keeping a connec-
tion open between browser and the server so that the server can stream or push
messages to the browser when some server-event occurs.

There are numerous ways of implementing this push-oriented communication
pattern. Therefore, Comet is also known as Ajax Push, [ICEfaces.org, ] Reverse
Ajax, [Crane and McCarthy, 2008] and HTTP server push. [Double, 2005]. Many
Comet applications use a long poll, where an XHR is used and the connection is
held open for a long period of time and then re-established every time data is
sent of some timeout is reached [Powell, 2008]. But some browsers have started
to introduce a native server-event monitoring technology which is standardised by
HTML as Server-Sent Events, ideal for real-time event handling.

Long Polling

Issuing AJAX-like requests with a high frequency to poll a server for information
gives the user a sense of immediate data availability. On the other hand, for rela-
tively infrequent events the server has no new information to deliver on most of the
issued requests. This means that a large number of network requests are issued for
a very little value [Powell, 2008].

The long poll pattern is better for dealing with updates that may not be pre-
dictable. An HTTP request is sent to the server which does not respond until it has
data to deliver. When some server event occurs, the server uses the outstanding
HTTP response to deliver the new data in. Upon receiving the reply, the client
initiates a new long polling request in order to obtain subsequent events. Thus,
immediately when a server event occurs, the outstanding request is used to push
data to the client and any latency can thereby be kept at a low level.
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Server-Sent Events

The What WG1 specification defines Server-Sent Events (SSE) to help enable push-
style applications [Powell, 2008]. In 2006, the Opera web browser implemented
this technology for the first time [Bersvendsen, 2006]. This event streaming ap-
proach opens a persistent connection to the server through a JavaScript API called
EventSource. Whenever the server has new information it pushes this to the client
and thereby eliminate the need for continuous polling on the client-side. Similarly,
it reduces the strain on the server since it does not have to spend resources on
message handling, e.g. parsing.

The website includes an event-source tag, through which a client requests a
particular URL in order to receive an event stream, according to listing 2.1.

1 <event-source src="myeventsource.aspx" id="timeEvent" />

Listing 2.1: Event Source.

Furthermore, an event-listener is added to bind the event-source tag to an event
handler according to listing 2.2.

1 document.getElementById("timeevent").addEventListener("server-time", eventHandler,

false);

2
3 function eventHandler(event)

4 {

5 // alert time sent by server

6 alert(event.data);

7 }

Listing 2.2: Event Source.

A server can send information on the stream using regular HTTP responses by
simply including appropriate fields according to listing 2.3.

1 Event: server-time

2 data: [time on the server]

Listing 2.3: Event Source.

The HTTP response sent by the server is kept open and event data are written as
they occur on the server side to complete the HTTP streaming approach. Theoret-
ically, HTTP streaming will cause trouble if network intermediaries such as HTTP
proxies do not forward partial responses immediately [Roth, 2010]. A hurdle here
is that the current HTTP RFC does not require that partial responses have to be
forwarded immediately [Fielding et al., 1999].

1Web Hypertext Application Technology Working Group
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The Server-Sent Events EventSource API is now being standardised as part of
HTML5 by the W3C [W3C, 2011] which means that it will be supported natively by
all HTML5-compatible browsers. When comparing Server-Sent Events to other sim-
ilar techniques, it has less functionality than e.g. Bayeux and BOSH [Roth, 2010].
However it is very easy to use since the client only sends an HTTP GET request
and receives the event stream.

2.9 Conclusions

[An et al., 2000]
There are several application layer protocols to choose from when determining

how applications shall communicate with the Geocast Enabler. SIP, which is used
within the IMS, belongs to this layer and it employs design elements similar to the
HTTP request/response transaction model. It also reuses most of the header fields,
encoding rules and status codes of HTTP, providing a readable text-based format.
A developer who is familiar with HTTP will recognise themselves in SIP.

However, it has been identified that, HTTP is well-accepted amongst developers,
much thanks to its simplicity, and it is therefore reasonable to combine IMS with
Web 2.0 technologies to attract these developers. Having a Geocast Enabler that
communicates through HTTP, means that a client-side application can be some-
thing as simple as a web browser that sends HTTP GET using the world’s most
popular programming language, JavaScript [Crockford, 2010]. But it still possible
for a regular software application to use, i.e. a software implemented in C/C++,
Objective-C or Java etc.

Furthermore, with HTTP there is also an advantage when it comes to tech-
nologies for pushing data. Two methods where described in section 2.8.2 that have
different ways of providing real-time communication between a server and a client.
A long-poll approach is the most simple of the two since it only involves sending
and receiving HTTP messages. It can be used from any software application as-
well as from within a web browser. The SSE approach involves knowledge of DOM
events but can nonetheless be used in same environments as the long-poll-approach.
Two drawbacks of the SSE is its lack native supports in browsers and its potential
problem of sending partial responses.

The server-part of the Geocast Enabler is a modified version of the Ericsson
RHW server that implements HTTP/1.1. By implementing HTTP/1.1 it will keep
TCP connections open to send and receive multiple requests/responses. This is
important for time-critical applications. To push messages to a waiting application,
It will utilise the long-poll-approach of Comet. Additionally, there is an option of
pipelining requests to reduce latency even further.





Chapter 3

System Architecture

This chapter explains the proposed architecture of an IMS deployed Geocast En-
abler. An overview is given initially after which the different parts are explained
further. At the end of the chapter a brief summary is provided to wrap up and high-
light the important parts before moving on to implementation of the prototype.

3.1 Overview

Figure 3.1 depicts a schematic diagram over the different components needed to send
and receive Geomessage. A Geocast Terminal is any mobile device that is equipped
to receive Geomessages. The terminal is always connected to a Geocast Server in
order to receive Geomessages and to sends updates of their location. Any Third-
party Service, e.g. an advertisement service, connects to the Geocast Server using
HTTP, in order to send Geomessages. At some point in time, the third-party service
sends an HTTP request to the Geocast Server to deliver a Geomessage to a specific
geographic destination area. The server uses the location updates it has stored in a
database to determine which terminals are inside the destination area. Eventually

Geocast Terminals

Geocast Server

Third-party Service

Location Updates

Geomessage

Request Geomessage

Figure 3.1: The architecture of the IMS deployed Geocast Enabler
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Figure 3.2: The architecture of the IMS deployed Geocast Enabler

it forwards a Geomessage to every terminal that are inside the destination area.

3.2 Communication Channels

The Geocast Enabler constitutes a Geocast Client, installed on the Geocast Termi-
nal, and the Geocast Server located in the operators network. The Geocast Server
is a modified version of the server used in the RHW system. A third-party applica-
tion or service that wants to send Geomessages consists of a server-part, a Service
back end that issues the Geomessages, and a client-part, a Service front end that
receives the Geomessages and presents them in an appropriate way to the user. This
is illustrated by Figure 3.2.

The client and the server communicate using UDP Datagrams over the Control
Channel indicated by 5 in Figure 3.2. This is explained further in section 3.2.2 and
section 3.4. A third-party service communicate with the client and the server using
HTTP indicated by the number 6-7 and 2-3 respectively. This is explained further
in section 3.2.3 and section 3.3.

3.2.1 UDP for the transport layer

The transport layer protocol for communication within the Geocast Enabler is UDP.
One big difference of TCP compared to UDP is that TCP is connection-oriented,
whereas UDP is not. A connection-oriented establishes a connection between the
two end points before actually transmitting data. TCP requires three packets to set
up a socket connection, before any user data can be sent. TCP guarantees delivery
of data and also guarantees that packets will be delivered in the same order in which
they were sent. TCP is also stream oriented, meaning that the data is just a random
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IMS UAGeocast Terminal

IMS Terminal

P-CSCF

Figure 3.3: Applications in the Geocast Terminal perform all communication with
the IMS through a centrally located IMS UA.

sequence of bytes. There is nothing to make data boundaries apparent. The receiver
has no means of knowing how the data was actually transmitted. The sender can
send many small data chunks and the receiver receive only one big chunk, or the
sender can send a big chunk, the receiver receiving it in a number of smaller chunks.
The only thing that is guaranteed is that all data sent will be received without any
error and in the correct order. Any occurring error will automatically be corrected
(retransmitted as needed) or the error will be notified if it can’t be corrected.

User Datagram Protocol (UDP) is a lightweight fast message-based protocol that
offers great performance advantages [Mukadam, 2009]. Each packet on the network
is composed of a small header and user data called datagram [Lay Networks, 2011].
UDP preserves datagram boundaries between the sender and the receiver meaning
that a read operation at the receiver will return a complete datagram for each call.
UDP is connectionless which means that a datagram can be sent at any moment
without prior advertising, negotiation or preparation. Thus, the sender have to
assume that the receiver is able to handle it. UDP itself does not avoid congestion
as in the case of TCP. In the event of network congestion, datagrams are simply
dropped whereas TCP will retry which could possibly worsen the situation.

The main reasons for choosing UDP are that datagram boundaries are respected,
that it is fast and the lack of congestion control. It is also an important part in the
attempt to minimise the signalling overhead.

3.2.2 Signalling Plane Communication

Communication taken place in the signalling plane involves IMS traffic, indicated
by A-D in Figure 3.2, and the internal enabler communication, indicated by 5 in
Figure 3.2.

The IMS Session

When the system is deployed in the IMS, all communication parameters are first
negotiated through the IMS. The architecture of the Geocast Enabler assumes a
centrally located IMS User Agent (UA) in the IMS Terminal, according to Figure
3.3. The UA initially registers the IMS Terminal in the IMS using the subscrip-
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Figure 3.4: Applications in the Geocast Terminal perform all communication with
the IMS through a centrally located IMS UA.

tion data found in the IP Multimedia Services Identity Module (ISIM) of the device
and then handles all SIP-communication between the IMS Terminal and the Core
Network.

Figure 3.4 illustrates the process of establishing a session in an IMS deployment.
It assumes that all necessary registration has already been conducted. The Geocast
Client notifies the IMS Client that it is ready to initiate a session (1). The IMS
Client sends a SIP INVITE (2) to the Geocast Server. Proper authentication is
performed by the Call/Session Control Function (CSCF) and it also fetches sub-
scription information from the Home Subscriber Service (HSS). If the user has a
valid subscription for the Geocast Service the INVITE is forwarded to the Geo-
cast Server (3). At this stage, the Geocast Server initiates a session with the IMS
Presence Service (PS), from which it will eventually receive all location updates. It
does so by sending a SIP SUBSCRIBE request (4) that contains an Event header
set to presence to indicate that the subscription is for the presence event pack-
age. [Gonzalo Camarillo, 2008] The PS responds with a SIP 200 OK (not shown
in Figure 3.4) and sends an initial NOTIFY request (5) that does not include any
presence information at this stage. The Geocast Server responds to the INVITE
with a 200 OK (6) which is eventually sent also to the IMS Client (7).

A service front end performs similar session initiation as the one just described.
The CSCF sends an INVITE to the corresponding back end (10). This back end
is identified with its Public Service Identity (PSI) and so, this would also be the
service identifier for the HTTP requests described in section ?? and 3.3.1.

In an IMS deployment, the Geocast Client send location updates to the IMS
Client as illustrated by (1) in Figure 3.5. The location updates are sent from the
IMS Client as SIP PUBLISH requests (2) to the PS. These requests include an
Event header set to presence and they include a Presence Information Data Format
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Figure 3.5: Location updates and reception of Grid Information in an IMS deploy-
ment.

(PIDF) document that describes the presence information. Since the Geocast Server
subscribe to this presence information it receives a NOTIFY request (3) with these
updates. If necessary, it sends grid updates using the user plane communication
schemes (4).

The Control Channel

The key to deliver Geomessages is to have an accurate location of all devices. A
trivial solution to this problem would be to send location updates from the client
to the server with a reasonable high frequency. However, this is not an efficient
solution as it will create a large signalling overhead. An easy example to this is
a user that is subscribing to advertisements from local stores. If the user has the
device activated in his or her home a couple of kilometres outside of the city centre,
there is no point in performing location updates since these will not generate any
data traffic.

The Geocast Server solves this problem by introducing a grid system, in which
it maps terminals into different tiles with respect to their latest location update. A
client that sends a location update receives the location of the tile which the server
has mapped it into. As long as the client remains in the same tile it will not make
any location updates, but as soon as it leaves the tile it will notify the server with its
location. All this information is sent as UDP datagrams over the control channel.

Figure 3.6 illustrates the Geocasting Management Center, mentioned in section
2.6. The grid system in blue is the internal grid-spacing system mentioned above.
The server can only tell in what grid a terminal is, i.e. not its exact location.

There can be situation where there is a long time between location updates.
Since a connection-less protocol is used (UDP), the server has no way on knowing
if the client is still active. The client therefore sends heartbeat messages at regular
intervals given that no communication has been made for a certain period of time.

3.2.3 User plane communication

Information related to a specific service is delivered between server and client on the
separate Service channel, n.b. number 4 in Figure 3.2. This is important in order
to take advantage of the IMS-feature to have a service-specific QoS. A client has to
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Figure 3.6: Geocasting Management Center

handle different third-party services and for every service the user adds, the client
opens up a unique channel for that particular service. Thus, a Geomessage sent
for a RHW service can be higher prioritised by the operator than an advertisement
service.

A service back end sends a Geomessage by issuing an HTTP POST request to
the server, number 3 in Figure 3.2. In that request, it specifies a destination area of
some bounded geographical area. When the server receives the request, it calculates
which tiles are within the destination area and delivers Geomessage to all terminals
in these tiles, according to Figure 2.2. It is therefore the density of the grid that is
the limit of how accurate the Geomessages are. The grid can be made more or less
dense depending on the demanded or required resolution in a certain area. This is
also illustrated by Figure 3.6, where the grid is more densely spaced over Aachen
than over other areas. The front end for the same service receives the message by
issuing an HTTP GET request to the client (6) which delivers the actual message
in the HTTP response to that request.

Additionally, the front end has a possibility of sending information to its back
end via the enabler by issuing an HTTP POST to the client, indicated by number 7
in Figure 3.2. Similarly to the front end, the back end receives this uplink message
by issuing an HTTP GET (2) to the server.

3.3 External Geocast Enabler Communication

This section explains the principles when communicating with the enabler from the
perspective of a front end or back end.



3.3. EXTERNAL GEOCAST ENABLER COMMUNICATION 23

URI Method Description

/geocast POST Used to send a Geomessage. Only handled by the
Geocast Server.

/receive GET Receive a Geomessage (from the Geocast Client) or an
uplink message (from the Geocast Server).

/uplink POST Used to deliver a message from the front end to the
back end.

Table 3.1: The HTTP resources handled by the Geocast Enabler

3.3.1 HTTP Resources and Headers

A standard HTTP message is adapted to function with the Geocast Enabler by
introducing specific HTTP resources1 and HTTP headers.

Three HTTP resources have been identified to provide the functionality illus-
trated by Figure 3.2. These are presented in Table 3.1. The /geocast resource is
requested when a back end requests to deliver a Geomessage, as illustrated by the
number 4 in Figure 3.2. A front end receives this Geomessage by requesting the
resource /receive, illustrated by the number 7 in Figure 3.2. The optional uplink
channel for the front end, number 1 in Figure 3.2, is accessed by requesting the
resource /uplink. Similar to receiving a Geomessage in the front end, the back end
receives the uplink data using a /receive request.

Every HTTP request has to include Geocast-specific headers in order for the
enabler to maintain a bond between the request and a specific third-party service.
These headers are presented in Table 3.2. The Geocast-ServiceID header is
mandatory for all HTTP requests since this is the one header that defines what
Geomessage Service this Geomessage belongs to. The Geocast-Port, on the other
hand, is not mandatory but can be included if the service (identified by Geocast-
ServiceID) has negotiated a local port in the IMS that it wants the client to use as
service channel, n.b. 4 in Figure 3.2.

3.3.2 Format of Enabler HTTP Requests

This section aims at exemplifying how the HTTP requests are formatted. In
HTTP/1.1, the network location of the URI must be transmitted in a Host header
field [Fielding et al., 1999], as opposed to HTTP/1.0. The URI’s, are those defined
in Table 3.1 and the value of the host header is thus the network location of the
Geocast Client or the Geocast Server respectively.

Geocast Request Listing 3.1 exemplifies the format of an HTTP request for
the resource /geocast. This resource is used to send a Geomessage and must

1A network data object or service that can be identified by a URI [Fielding et al., 1999]
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Name Type Description

Geocast-ServiceID string The Geomessage Service identifier
Geocast-Port short A predefined local port for the Service

Channel of this service
Geocast-Destination string The destination area of

a Geomessage given as a
JavaScript Object Notation (JSON)
representation.

Table 3.2: Geocast specific HTTP headers

therefore define a destination area using the Geocast-Destination header. The Ge-
omessage is distributed to all applications subscribing to the Geomessage Service
given by Geocast-ServiceID and are within the bounded geographical area given by
the Geocast-Destination header.

1 POST /geocast HTTP/1.1

2 Geocast-ServiceID: myservice@openims.org

3 Geocast-Port: 7700

4 Geocast-Destination: {"shape": "circle", "lng": "12496261", "lat": "56903378", "

radius": "2000"}

5 Host: geocast.ericsson.com

6
7 Body of the Geomessage

Listing 3.1: A request to the Geocast Server to deliver a Geomessage to the
destination area given by Geocast-Destination hedaer.

The Geocast-Destination header provides a JSON representation of a geometrical
figure. The first element, "shape", is used as an identifier to specify what type of a
figure, the coordinates represents. In this case, it is a circle with centre at latitude-
longitude given by "lat" and "lng" respectively. The radius of the circle is given in
metres by "radius". This is explained further in section 3.5.

Uplink Requests A front end can access the uplink channel by requesting the
resource /uplink. An example of such a request is given in listing 3.2. The data is
delivered to all back ends that subscribe to the Geomessage Service given by Geocast-
ServiceID. Notice that the Geocast-Port is specified on the third row although this
is an optional headers as pointed out earlier. In this case, it specifies the local port
that it wants the Geocast Client to use when it sends the payload of this HTTP
message to the Geocast Server.

1 POST /uplink HTTP/1.1
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2 Geocast-ServiceID: myservice@openims.org

3 Geocast-Port: 7770

4 Host: geomessage.ericsson.com

5
6 Data to deliver

Listing 3.2: A request to the Geocast Client to deliver some data to a Geomessage
Service back end.

Receive Requests The front end receives data from the Geocast Client and the
back end from the Geocast Server by sending an HTTP GET requesting the resource
/receive. An example of such a request is given in listing 3.3. When new data
arrives at the Geocast client from the Geocast server, this will be delivered in a
response to the outstanding request.

1 GET /receive HTTP/1.1

2 Geocast-ServiceID: myservice@openims.org

3 Host: geomessage.ericsson.com

Listing 3.3: A request to either the Geocast Client or Server to receive receive data.

3.4 Internal Geocast Enabler communication

This section explains the principles for how the communication between the client
and the server is performed.

3.4.1 Geocast Datagrams

There are different types of information sent as datagrams between the client and
the server. For instance, location updates, grid information and add or remove
services. Therefore, there is a need of defining datagram headers which can be used
to identify the content of the datagrams. These headers are summarised in Table
3.3 and exemplified below.

Message format All datagrams starts with the label GC followed by a blank
space and a header from Table 3.3. Following this format, a HELO message is
exemplified in listing 3.4.

1 GC HELO:

Listing 3.4: Format of Geocast headers.

The header is terminated by a carriage return (CR) and line feed (LF) character
sequence, after which the body starts.
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Header Usage

HELO Is the initial message sent by the client to the
server.

OPT Used by the server to send the options that it
want the client to use.

POST Used for service specific purposes, such as add
or remove services.

BEAT A keep-alive message used to prolong the time-
out for a client.

BYE A notification from a client to the server that
the server can remove the client from its client.

Table 3.3: Message types for internal enabler communication

Content Length All message headers, except the POST message are body-
less. With a POST message, the content-length must be specified after the Geocast
header. The Content-Length field indicates the size of the body. This is exemplified
in listing 3.5, where it is also shown that the colon should be followed by a whitespace
before the actual content of the message. Following the Content-Length header is
the CRLR sequence.

1 GC POST: 43

Listing 3.5: Format of a Geocast message with a body of 43 bytes.

Index Usage

1 Beat interval in milliseconds.
2 Request bootstrap sequence as boolean.
3 Update notification interval in milliseconds.

Table 3.4: Options negotiated between the client and server

Options The options are sent in option index-value pairs, separated by whites-
pace. If the server wants to notify the client on a certain heartbeat interval, the
format for such as message is exemplified in listing 3.6.

1 GC OPT: 1 1010

Listing 3.6: Format of a Geocast option message.
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Figure 3.7: Message flow for registering a Geocast Terminal

The message of listing 3.6 concerns the first option index, beat interval, which should
be set to 1010 milliseconds. As seen from listing 3.6, the colon should be followed
by a whitespace before the actual content of the message.

3.4.2 Registering a Geocast Terminal with the Geocast Server

The client must register itself with the server to make the server aware of its local
address. This is accomplished in a bootstrap procedure which is initiated when the
client sends a GC HELO message. This bootstrap procedure is depicted in Figure
3.7. The client sends a GC HELO (1), and when the server receives the HELO it
replies with specific settings for how it wants to perform the communication using
one or several GC OPT messages (2).

Once the options has been sent, the server sends a POST (3) message, in which it
confirms that the client has been added. This message contains the peer address of
the client from the server’s perspective. The server identifies each client using their
peer address and if this is different from the local address the client has, the client
can conclude it is behind a NAT device. This is necessary to make the architecture
work in NATed environments, which is also explained by section 3.4.3.

To wrap up the bootstrap sequence, the server sends a HELO (6). When the
client receives this, it cancels the timer since this bootstrap sequence was completed
successfully.

3.4.3 Adding and Removing Services

In order for a front end to receive Geomessages for a specific service, it sends a
request for the resource /receive, as explained in section 3.3.1. The Geocast Client
has to open a service channel for this specific Geomessaging Service and notify the
server that it wants to receive Geomessages for the service on this channel.

Services are added and removed using specific types of GC POST message called
add and del (for delete). How these are separated is not defined here but it could
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Figure 3.8: Message flow for adding a service

be just an integer identifyer. Both types must include the following information:

• NAT address, as explained in section 3.4.2.

• Geocast-ServiceID, defined in section 3.3.1.

Initially, the client receives an HTTP request which may include a preferred local
port in the Geocast-Port header (section 3.3.1). It reserves a local port and listens
for incoming datagrams. Thereafter, it creates and sends the datagram from this
local port to the peer address of the server.

The procedure of adding a service is depicted in Figure 3.8 and starts when the
client receives a request (1) for a service that it has not yet been added. The client
creates and sends a GC POST add (2) to the server. Finally, the server confirms
the adding of the new service by replying with the same GC POST add.

Similarly, if the client has no subscribers for a particular service, it needs to
notify the server about this. The client does so in a GC POST del (for delete)
which includes the same information as for the add message and the procedure is
the same as depicted in Figure 3.8.

3.5 Geomessage Destination Area

The Geocast Enabler uses latitude and longitude to express a point on the Earth.
The latitude of a point on Earth’s surface is the angle with respect to the equatorial
plane with a minimum of −90◦ at the south pole and a maximum of +90◦ as shown
form the left image in Figure 3.9. The longitude of a point on the Earth’s surface
is the angle with respect to the prime meridian, as shown from the right image in
Figure 3.9.

3.5.1 Geomessage Target Area

The Geocast-Destination header, presented in Table 3.5, is used to specify the
destination area of a Geomessage. The destination area is expressed as a JSON
representation and can be any bounded geographical shape. Here, the following
shapes are suggested.
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Figure 3.9: Latitude and longitude of a point on Earth’s surface. Image gratitude:
Wikipedia Commons

Shape Parameters

Cicle Centre and radius (expressed in metres).
Ellipse Centre, semi-major axis (expressed in metres)

and semi-minor axis (expressed in metres)
Rectangle All four corners expressed in latitude and longi-

tude.
Polygon All points expressed in latitude and longitude.

Table 3.5: Proposed shapes for destination area

Listing 3.7 exemplifies the JSON representation of a circle with the centre ex-
pressed as coordinates in latitude-longitude and the radius expressed in metres.

1 {

2 "shape": "circle",

3 "lat": "56.24029743391525",

4 "lon": "12.86773681640625",

5 "radius": "4247"

6 }

Listing 3.7: A JSON representation of a circle.

In listing 3.8 the destination area of an ellipse is given as a JSON representation
with the centre, similar to the circle, expressed in latitude-longitude. The distances
for semi-major axis and semi-minor axis are expressed in metres, similar to the
radius of the circle, and are denoted as a and b.

1 {
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2 "shape": "ellipse",

3 "lat": "59.32136744749448",

4 "lon": "18.02727699279785",

5 "a": "667",

6 "b": "199"

7 }

Listing 3.8: A JSON representation of an ellipse with the semi-major and semi-
minor expressed as a and b respectivelly.

The final example is that of a polygon where all points of the polygon are
expressed as an array according to listing 3.9. If the destination area is a rectangle,
it is the four corners of this that are added in the array according to Table 3.5.

1 {

2 "shape": "polygon",

3 "points": [

4 {

5 "lat": "56.90344882444468",

6 "lng": "12.496905326843262"

7 },

8 {

9 "lat": "56.90234741069252",

10 "lng": "12.492914199829102"

11 }

12 ]

13 }

Listing 3.9: A JSON representation of a polygon. Here there are two coordinates
in the array of points but more coordinates can be added.

3.6 Resource Consumption

The Enabler implements Comet by using long poll, where the application sends an
HTTP GET request to the Enabler, which does not reply until it has new data
to deliver. The Enabler sends this data in a regular response to the applications
request. When the application receives the response, it initiates a new request in
order to obtain subsequent events. This way, it uses this outstanding request to
push the data to the application immediately when a Geomessage arrives to the
Geocast Client and any latency can thereby be kept at a minimum level.

The time from when the enabler responds to a request until the time when the
enabler has a new pending request can be viewed as a blind spot of long polling.
In a scenario where two subsequent messages arrives at the Geocast Client from
the Geocast Server, with a very short time difference, the client is able to push the
first message but then has to hold the second one until a new request comes in.
Messages that are undeliverable due to this blind spot are pushed to a FIFO queue.
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Figure 3.10: Input rate

When the next request comes in, a message is popped from the queue and delivered
to the receiver.

Even-though a queue can be used this way to buffer messages that are not
possible to deliver it can still cause errors at short fast bursts of incoming data.
The decisive factor is the size of the queue

The time of the blind spot can be used to determine the maximum output rate
(RO) of the enabler. This output rate is the limit of how fast messages can be
pushed to a waiting application without having to hold them in a FIFO queue. The
Geocast Client will receive messages from the Geocast Server with a certain input
rate (RI). Assuming that the message from the Geocast Server follows a uniform
distribution, the time it takes to fill a FIFO queue of length LQ can be determined
using equation (3.1).

Definition 1. The input rate is the rate at which messages are received by the
Geocast Client from the Geocast Server.

Definition 2. The output rate is the rate at which messages are delivered from the
Geocast Client to a subscribing Geomessage Service.

t =
LQ

RI − RO

(3.1)
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The time t for different values of the input rate is illustrated in Figure 3.10. As
long as RI < RO, i.e. to the left of the yellow are in the Figure, the application is
able to consume incoming message fast enough without filling the FIFO buffer in
the Geocast Client. However, as soon as we enter the yellow area, RI ≥ RO and
the buffer starts to fill and in a worst case scenario, the number of messages in the
queue will exceed the size of the buffer. This limit is indicate by the asymptotic
line in grey. The function value in this area states how long time it will take until
the buffer is full.

Example If the input rate is higher than the output rate, the queue starts to fill
with a rate of RI − RO messages/second. Assume that we receive 500 messages
uniformly distributed over one second. The client will be able to consume messages
up to the asymptotic dashed line. Thus, 500 − 333 = 167 message will have to be
stored in the FIFO queue. Given a queue length of 50, indicated by the solid red
line in Figure 3.10, the queue will be full after 50

167
≈ 0.3 seconds. This means that

the system will be able to handle an input rate of 500 messages/second during a
time period less than 0.3 seconds.



Chapter 4

Prototype Implementation

The prototype consists of two main parts; a server side implementation and a client
side implementation. The goal of the prototype is to present a demo application of
the architecture and to evaluate it with respect to its resource consumption. For the
client side implementation, Java Micro Edition (ME) is chosen and for the server
side, Java Standard Edition (SE) is chosen.

4.1 The Server Side Implementation

There are three specific parts that are implemented as a prototype on the server side:
A Connector API, Destination selection tool and an example back end application.
These are explained in different subsections below.

4.1.1 The Connector API

A back end need HTTP capabilities to be able to communicate with the Geocast
Enabler and a library written in Java Standard Edition acts as an abstraction layer
to provide a third party developer with simple methods to communicate with the
Geocast Enabler. Table 4.1 summarises the methods and constructors of the API.

Signature Type

Enabler (String svcid, short port) Constructor
Enabler (String svcid, short port, Vector re-
ceiver)

Constructor

int begin() Public Member Function
int send(String destination, byte[] payload) Public Member Function
byte[] pop() Public Member Function
byte[] timedpop(int msec) Public Member Function

Table 4.1: Server side API

33
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An Enabler object can be created both with and without arguments to the con-
structor. This selection will affect where the library will place incoming messages.
If an object is created using a Vector receiver as argument, the library will place
all incoming messages on this Vector. On the other hand, if the object is created
without arguments, the library will place incoming messages on an internal vector.
When the function begin is called, the communication with the Geocast Server is
started. This means that the library will automatically request the resource receive
to receive any uplink message on the service specified with the svcid argument.

Whenever a Geomessage comes in from the Geocast Client, it is placed on the
vector receiver or in an internal structure, depending on how the object was cre-
ated. In the latter case, the public functions pop() or timedpop(int msec) are used
to read messages from the internal queue. The argument msec specifies the max-
imum time in milliseconds that this function will wait for new messages before it
returns. pop() will try to receive a message from the queue and returns null if the
queue is empty. The function timedpop(int msec) will try to receive a message until
the time msec milliseconds is reached.

To deliver Geomessages, the function send() is used. The argument destination
is a JSON represented geometrical figure that specifies the area that the payload is
supposed to be delivered to.

4.1.2 Destination Selector

To select the destination area of a Geomessage, a map-based tool is provided as
a part of the prototype. The purpose of such a map based tool is to simplify
the process of choosing coordinates and to create the JSON string needed for the
GEOCAST request. Figure 4.1 shows a screenshot of the Destination Selector.

The Destination Selector is written in Java Standard Edition and an API is
provided to display the map and to retrieve the selected destination. In listing
4.1, a part of this API is exemplified. On the first and second row, the object is
created and displayed. The function ok(), on the third row, will return true if the
OK button was clicked inside the dialog. Finally, on the fourth row, the JSON
representation of the selected destination area is retrieved as a String object.

1 DestinationSelector destinationSelector = new DestinationSelector(parent);

2 destinationSelector.show();

3 if (destinationSelector.ok()) {

4 String json = destinationSelector.getDestinationAsJSON();

5 }

Listing 4.1: A code snippet of the Destination Selector API that creates the map,
displays it and retrieves the selected destination as a JSON representation.

The destination tool is based on maps from OpenStreetMap and a JMapViewer
component. It uses static maps that are downloaded from the Internet. When
the user presses and holds the right mouse button that map can be moved to
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Signature Type

DestinationSelector(JFrame parent) Constructor
void show() Public Member Function
String getDestinationAsJSON() Public Member Function
String getDestinationAsString() Public Member Function
boolean ok() Public Member Function

Table 4.2: Destination Selector API

display other areas. When this happens, the component calculates which static
maps to download and displays these to give a feeling of the map being pulled in
one direction.

Once the user has made the intended target area to appear, as shown in Figure
4.1, a target area can be selected by using one of four types of geometrical figures:
Circle, Ellispe, Polygon and Rectangle. These are called Target Marker Classes and
are explained in bigger detail below.

Overlaying the map with geometrical figures

The geometrical figures are created using mouse movements. In Java, there are
two interfaces that can be implemented in order to perform actions based on mouse
events: MouseListener and MouseMotionListener.

A target marker is added to the map when the first button of the mouse is
clicked using the method mouseClicked as shown in listing 4.2.

1 public void mouseClicked(MouseEvent e) {

2 if (e.getButton() == MouseEvent.BUTTON1) {

3 addTargetMarker(e.getPoint());

4 }

5 }

Listing 4.2: A target is added to the map when the first mouse button is clicked.

The process of creating figures on top of the map is exemplified with the Circle
object in Figure 4.2. When the first mouse button is clicked, a point is added to
the map which has a certain coordinate in longitude and latitude, indicated by the
yellow point in Figure 4.2a. In the case of a Circle object, also a second point is
added which represents the radius of the circle, indicated by the gray point in Figure
4.2a. Using these two points, the user can move the object (indicated by Figure
4.2b) and change the radius of the circle (indicated by Figure 4.2c).
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Figure 4.1: An example of a back end application to send Geomessages. A target
area with a centre at (lat,lon)=(56.91,12.51) and a radius of 2086 metres has been
selected.

(a) Object created (b) Moving whole object (c) Changing radius

Figure 4.2: A circle object
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Target Marker Classes

Four types of geometrical figures exists to select the destination area and some of
these have limitations inside the Geocast Server which are therefore dealt with in
the selection tool.

Polygon Allows a user to place at most 20 points on the map. The software ties the
points together in order to form a convex shape. Having non-convex polygon
causes problems for the Geocast Server when determining the destination
area. The destination tool therefore determines, for every new point added, if
it causes the shape to become non-convex. If so, it removes any disqualifying
points and adds the new one instead. The existing classes are listed below.

Circle Places a circular shape on the map, and the restriction here is that the
radius must be less than 100 km.

Ellipse The calculations for this shape inside the Geocast Server are the same as
for the circle class. However it provides the user with a bit more freedom
when selecting the destination area.

Rectangle Is handled similar as a polygon inside the Geocast Server and the JSON
representation is equivalent to having four polygon points placed in a rectan-
gular shape.

4.1.3 The Back-end Application

An example back end application is implemented using the Connector API and the
destination selection tool to subscribe to uplink messages from a front end and to
deliver Geomessages.

The back end application uses the Connector API to subscribe to uplink mes-
sages from the front end and it sends Geomessages using the function send. When
the Set target area button from Figure 4.3 is clicked, the Destination Selector is dis-
played. When the user has selected a target area and clicked OK, as shown in Figure
4.1, it causes the function ok() to return true. The function getDestinationAsJSON

is used to retrieve the destination area in a JSON representation.
When the two parts, a destination area and a payload, exists, the application

builds the HTTP request necessary to request a Geomessage to be sent. The re-
sponse from the Geocast Server to this request contains the number of targets
reached.

4.2 The Client Side Implementation

Just as with the server side, there are three specific parts on the client side: A
Connector API, A Geocast Enabler and an example front end application. In this
case, the front end is exemplified as a mobile phone and Java ME is therefore selected
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Figure 4.3: An example of a back end application to send Geomessages. A target
area with a centre at (lat,lon)=(56.91,12.51) and a radius of 2086 metres has been
selected.

as the programming language. Java ME is not used for any newer mobile platforms
such as iPhone, Android or Windows Phone 7. One could therefore easily argue
against this selection. However this prototype implementation is only supposed to
be a general implementation of an architecture that is not only intended for mobile
phones.

4.2.1 The Connector API

A front end need HTTP capabilities to be able to communicate with the Geocast
Enabler and a library written in Java Micro Edition acts as an abstraction layer
to provide a third party developer with simple methods to communicate with the
Geocast Enabler. Table 4.3 summarises the methods and constructors of the API.
This library resembles the library on the server side and this is natural since the
communication principles are the same.

When comparing Table 4.3 to Table 4.1, the biggest difference is the signature of
the function send(). On the client side, this function is used to send upload messages
to a back end and it is therefore natural to remove the destination argument.
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Signature Type

Enabler (String svcid, short port) Constructor
Enabler (String svcid, short port, Vector re-
ceiver)

Constructor

int begin() Public Member Function
int send(byte[] payload) Public Member Function
byte[] pop() Public Member Function
byte[] timedpop(int msec) Public Member Function

Table 4.3: Client side API

4.2.2 The Geocast Client

The Geocast Client is a versatile device that performs localisation, sends location
updates to the server, receives Geomessages from the server which it delivers to a
waiting front end and sends uplink messages from a front end to its back end via
the Geocast Server. These tasks are illustrated in Figure 4.4.

Operating Principle Internally it is divided into three layers where the lowest
layer is a Communication Layer that handles the direct socket communication. It
listens for incoming traffic on both UDP and TCP ports that originates from either
the Geocast Server or from a front end. The next layer, on top of the Communication
Layer, is the Geocast Layer that serves as a intermediary. When new information
arrives on a port, the Communication Layer invokes a callback in the Geocast
Layer. The new information can be grid information coming that the client needs
in order to determine when to send the next location update, or it could also be
a Geomessage that needs to be forwarded to a front end. The third layer is the
Comet Service that works as an HTTP server and communicates with front ends.
If the new information coming from the server is a Geomessage, the Geocast Layer
invokes a callback in the Comet Service that in turn creates an HTTP response and
delivers the Geomessage to all front ends that are subscribing to the specific service.

For information that needs to traverse in the other direction, e.g.. an uplink
message coming from a front end, each layer has specific functions to enable this.
When the HTTP request first comes to the Comet Service it extracts the body
and forwards it to the Geocast Layer. The Geocast Layer in turn serialises the
information and hands it over to the Communication Layer which finally delivers
the information on the network.

Serialisation in Java ME As it is shown in Figure 4.4, there are different types
of data that will pass through this layer. The data is therefore stored in different seri-
alisable objects of the type GeocastData according to Figure 4.5. The GeocastData

is an abstract class and contains only an identifier that specifies what the content
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Figure 4.4: The principle of the Geocast Layer
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Figure 4.5: The principle of the Geocast Layer

of the object represents. For every task, the GeocastData class is extended to be
better adapted with respect to the data that needs to be delivered to the server.

The process of converting a data structure like GeocastData into a series of
bits that can be transmitted across a network connection link is called serialisation.
When the Geocast Server receives the series of bits it reads them according to the
serialisation format, and can thereby create a semantically identical clone of the
original object. Java provides automatic serialisation which requires that the object
be marked by implementing the java.io.Serializable interface. However, this
interface is not provided in Java Micro Edition and the serialisation process must
therefore be implemented manually.

Location Update

int applId = 3;

int latitude = 56906753;

int longitude = 12495232;

00 00 00 03...

Figure 4.6: Conversation of the Location Update object into a byte array

Figure 4.6 aims at exemplifying the process of serialising a LocationUpdate ob-
ject. All elements in the Location Update class are integers. Integers are represented
by 32 bits and can therefore be used to represent numbers from −231 to 231 − 1.
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When serialising an integer, we group them into bytes (eight bits) which means that
we need four bytes to represent it properly. The first element in this object is the
identifier, applId, which is this case has the decimal value 3. Representing this as
a hexadecimal value is trivial since decimal values below 10 are equivalent to their
hexadecimal form. Expressing applId on a Network Byte Order, or Big Endian
gives us an array of four element where all but the last one is zero, the last one is
simply three, as it is shown from Figure 4.6.

int latitude=00000011 01010100 0000000101100100

lat[0]=00000011=0x03

lat[1]=01100100=0x64

lat[2]=01010100=0x54

lat[3]=00000001=0x01

Figure 4.7: Conversation of the Location Update object into a byte array

A more profound example is given in Figure 4.7 where we consider the latitude
value from Figure 4.6 which is expressed with the binary numeral system. As earlier,
we want to group these 32 bits into groups of eight with Big Endian since that is
the common standard in network protocols. The left-most eight bits are therefore
packed into the first element of our four-element-long array, shown in green.

1 byte[] lat = new byte[4];

2 int latitude = 56906753;

3 lat[0] = (byte)((latitude >> 24) & 0xff);

4 lat[1] = (byte)((latitude >> 16) & 0xff);

5 lat[2] = (byte)((latitude >> 8) & 0xff);

6 lat[3] = (byte)(latitude & 0xff);

Listing 4.3: Serialising an integer with Java

In Java, this is performed as shown from listing 4.3. On the third row, the left-
most octet is shifted 24 bits to perform the operation shown in green in Figure 4.7.
The logical right shift (») operator shifts the bits to the right and pads with the most
significant bit. This is important because the most significant bit is the sign bit.
By padding with the most significant bit, the logical right shift is sign-preserving.
Similarly, bits 16-23, in blue, are inserted on second element in the array, bits 8-15,
red, are inserted on the third element and finally, bits 0-7 are inserted on the fourth
element on row six in listing 4.3.

The byte arrays of applId, latitude and longitude are concatenated according
to Figure 4.8 and it is this series of bytes which are sent as a datagram to the Geocast
Server.
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00 00 00 03 03 64 54 03 00 BE A9 80

longitude

latitude

applId

Figure 4.8: A serialised representation of an object Location Update

The Comet Service Initially, the Comet Service tells the Communication Layer
to start listen for incoming traffic on the predefined port for HTTP traffic. When
information comes in, it will first traverse through the Geocast Layer before it ends
up at the Comet Service. The Comet Service processes the request by first parsing
the byte array which contains the HTTP request and then it evaluates the request.
The purpose of the evaluation is to determine if the request is correct or not, e.g. if
the Geocast-ServiceID header is missing it responds with an appropriate error code.
Assuming the request is correct, the Comet Service will accommodate the request.

In the case of a GET request, i.e., a request for the resource receive, the Comet
Service will put the front end in an idle state. That is, the request is not responded
to until there is a Geomessage for this specific client. A timer mechanism is used to
ensure that the client is still waiting for Geomessages. At a periodic interval, the
Comet Service will respond to the open request with an empty HTTP 200 OK. If,
when the timer elapses a second time, the client has not made a new request, it will
be removed from the database.

Internally, it handles a database where a certain local port is mapped to a par-
ticular service ID and a local UDP port for the service channel. When a Geomessage
comes from the Geocast Layer, the Comet Service searches this database to find all
local ports of the front ends that it should deliver the Geomessage to.

In the case of a POST request, i.e. a request for the resource uplink, the Comet
Service will first respond with a HTTP 200 OK and then create a Geocast UDP
packet and send it on the service uplink through the Geocast layer.

4.2.3 Localisation Mechanisms in Java ME

The key to receive Geomessages is the ability to determine the position of the client.
Java Micro Edition provides an interface called LocationListener which is used to
obtain regular position updates associated with a particular LocationProvider. A
LocationProvider represents a location-providing module, generating Locations.
It can be created based on a configurable Criteria object, which include, for ex-
ample, accuracy, power consumption and response time etc. However, in this pro-
totype, this is not needed and the LocationProvider can therefore be created as
shown in listing 4.4, i.e. without a Criteria object and thus giving null as argu-
ment.
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1 private LocationProvider locationProvider = LocationProvider.getInstance(null);

Listing 4.4: A target is added to the map when the first mouse button is clicked.

Our implemented LocationListener is registered with the locationProvider ob-
ject as shown from listing 4.5. Here, this referes to the LocationListener and
updateInterval is the update interval specified in seconds.

1 locationProvider.setLocationListener(this, updateInterval, -1, -1);

Listing 4.5: Registering the LocationListener with the locationProvider

There are two functions that we need to implement due to the LocationListener,
where the function locationUpdated is the one that will be called periodically ac-
cording to the interval defined when registering the listener to provide updates of
the current location.

1 public void locationUpdated(LocationProvider provider,

2 javax.microedition.location.Location loc) {

3 if (loc != null && loc.isValid()) {

4 QualifiedCoordinates qc = loc.getQualifiedCoordinates();

5 double lat = qc.getLatitude();

6 double lon = qc.getLongitude();

7 float alt = qc.getAltitude();

8 ...

Listing 4.6: Registering the LocationListener with the locationProvider

An example of how an implementation of this function can be written is given
in listing 4.6. Prior to retrieving the actual location the validity of this Location

instance must be determined. The function isValid(), used on the third row,
returns true if all data, especially the latitude and longitude, is present. If the
data is valid the function getQualifiedCoordinates(), used on the fourth row, will
return these along with their accuracy. The class QualifiedCoordinates represents
coordinates as latitude-longitude-altitude values. The latitude and longitude is
given in WGS84 datum in the range [-90,+90] and [-180,+180] respectively. The
altitude component is given in meters as the mean height above the WGS84 reference
ellipsoid.

1 float speed = loc.getSpeed();

2 float course = loc.getCourse();

3 long timestamp = loc.getTimestamp();

4 int cellid = Location.MTE_CELLID;

Listing 4.7: Registering the LocationListener with the locationProvider

The Location instance also provides information such as speed and course of the
terminal. Having services that want to do tracking and are therefore in need of more
precise information than just a position in longitude and latitude, this information
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is very useful. Information from the location instance is retrieved as shown from
listing 4.7. On the first row, the speed is retrieved in metres. The course of the
terminal, in degrees relative to true north, is retrieved on the second row. It is
also possible to obtain raw radio measurements such as the serving Cell-ID. On
the third row, the time stamp at which the data was collected is retrieved. This
value is important, since once the position is uploaded to the Geocast Server, it
servers as a measurement for the server to determine when it needs a new location
update (provided that we are performing tracking). The time returned is the time
of the local clock in the terminal in milliseconds using the same clock and same time
representation as System.currentTimeMillis(), which is the difference, measured
in milliseconds, between the current time and midnight, January 1, 1970 UTC.
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Results and Discussion

The architecture has been evaluated based on the properties of its resource con-
sumption. These properties involve the clients ability to push message to a waiting
application and was explained in section 3.6. A comparison between an architecture
that uses pipelining and one that does not is presented in this chapter. As explained
in section ??, pipelining is the process of sending multiple requests without waiting
for the response of every request as they are sent. In theory, using pipelining de-
creases the time of the blind spot as there is always one outstanding request which
the Geocast Client can use to push Geomessage to a waiting application.

The tests are performed by sending 1000 datagrams at 3000 Hz to the Geocast
Client. For every message that the Geocast Client receives, it will try to deliver the
payload to a waiting application. The time of the blind spot is measured and the
average output rate is calculated. This is repeated five times and a final average is
determined. These results are presented in Table 5.1.

5.1 Sending Uplink and Receiving Geomessages

The client side enabler is started using an emulator from Sun WTK. A GPS route is
simulated to test location updates and reception of tile information. These location
updates are also important to be able to test the Geomessage functionality. When

No req. R0 (Hz) t (µs)

1 1719 582
5 2320 439
10 2520 397
20 2534 394

Table 5.1: Results from evaluation tests with the number of requests pending in the
left-most column, the output rate in the middle and the time of the blind spot to
the right.
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(a) An extract from the log file (b) The emulation soft-
ware

Figure 5.1: Connecting to the Geocast Server

the application starts, WTK shows the emulation in a mobile phone as illustrated
in Figure 5.4b. Figure 5.4a shows an extract from the log file when starting the
client enabler. The time of the event is shown in the left most column of the Figure
in milliseconds and to right an explanation to the event is given.

Marked by (1) in the Figure is the settings that is read from the configuration
file. The gcserver property is the address of the Geocast Server. Number 2 in Figure
5.4a shows the point in time when the client sends a HELO message (described in
section 3.4.2). Number 3 highlights the results from starting the Comet Service.
The client is waiting for incoming HTTP connections.

The first response from the server to the HELO message is the OPT message
highlighted by the number 4. Finally, the server sends the ADD message, indicated
by the number 5 in Figure 5.4a. In this case, the IP-address of the local address and
the peer address from the servers perspective differs and so, the client can conclude
that it is behind a NAT device. At number 6 in Figure 5.4a, the client makes its
first localisation measurement and sends this information to the server, indicated by
the number 7. As a response to the location update, the server sends information
about the tile that it has mapped the client into. This information is present at
the number 8 in Figure 5.4a. The number 9 indicates the BEAT message that the
client sends at a regular interval to let the server know that it is alive. At number
4, this interval was set to 3000 milliseconds.

An already existing administration tool called Geocasting Management Center
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Figure 5.2: The administration tool called Geocasting Management Center

is used to track the position of the mobile phone. This tool is explained in section
3.2.2. The red symbol just south of Eschweiler in Figure 5.2 is the current position
of our client. When the client leaves the tile that it is currently in, it will make
another location update. Furthermore, when the client enters a tile with a different
spacing, such as the tiles over Aachen, it will also receive tile information from the
server. This administration tool is therefore useful, when testing if these parts of
the logic work.

A user wants to register for the service example@openims.org, as seen from Figure
5.3b. The log file for the process of registering for the service is given in Figure 5.3a.
At number 1, the front end issues an HTTP request for the resource /receive to the
port 6770 since this is where the Comet Service is listening for incoming HTTP
request (number three in Figure 5.4a). The Comet Service accepts the connection
and adds the socket in the database according to the number 2 in Figure 5.3a. At
number 3, the Geocast Client opens up a listening socket for the service channel
(Figure 3.2) and sends a GC POST of type add (section 3.4.3) on this newly created
service channel. It receives a confirmation to this at number 5.

Figure 5.4 shows the back end and the front when sending and receiving a
Geomessage. Both the front end and the back end are registered for the same
service and the back end can simply use the send function from the Connector
API to deliver the Geomessage. The response that the back end receives from the
Geocast Server is the standard HTTP status code and added to the payload of
the OK-message is the number of targets reached. Figure 5.5 illustrates this. The
number of targets reached is given as a JSON representation.
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(a) An extract from the log file (b) The emulation
software

Figure 5.3: Registering for a service

(a) Sending Geomessage from back end (b) Receiving Geomessage at front
end

Figure 5.4: Running the whole system to test the logic for sending and receiving
Geomessages

Figure 5.5: The response that the back end receives for the geocast request
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(a) No pipel. (RO = 1719Hz, t = 582µs) (b) Pipel. 5 req. (RO = 2320Hz, t = 430µs)

(c) Pipel. 10 req. (RO = 2520Hz, t = 582µs) (d) Pipel. 20 req. (RO = 2534Hz, t = 430µs)

Figure 5.6: The left y-axis the number of pending requests are illustrated and on
the right y-axis the number of messages in the queue is illustrated.

5.2 Resource Consumption

Figure 5.6 depicts the results from a measurement with and without pipelining.
The graphs shows the status of pending requests and the queue for every incoming
message message n. In Figure 5.6a pipelining is not activated and consequently the
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number of pending requests is always zero, indicated by the red curve. The green
curve indicates the status of the queue as messages comes in to the client. As the
input rate is higher than the output rate (RI > RO) the queue will start to fill
immediately. The curve reaches a maximum of 600 messages at n = 300 and this
is also the point when the client has received all messages from the server. For
n > 300 the curve decreases as the queue begins to drain, at a rate equal to the
output rate.

In a scenario where pipelining is activated, as in Figure 5.6b-5.6d, there is clear
improvement as to how many messages needed to be stored in the queue. The green
curve in Figure 5.6b reaches a maximum of only 400 messages at n = 500. From
this result we can also infer that a system that has five pipelined request can endure
a higher frequency during a longer period of time compared to a system without
pipelining.

When the number of pipelined requests is increased, as in Figure 5.6c-5.6d, it
is notable that the maxima of the green curve decreases even further. The number
of queued messages reaches a maximum of 320 at n = 500 and 310 at n = 550
respectively. Thus, the property of enduring higher frequencies during a longer
period of time is also improved with an increasing number of pipelined requests.
However, it is noteworthy that this tendency is decreased with a higher number of
pipelined requests.

5.3 Queue Exhaustion Rate

The difference between the performance at different pipelining levels becomes more
clear when studying Figure 5.7. Here, the resulting time at different input rates
(definition 1 in section 3.6) are determined using equation (3.1). In this Figure we
also see that there is an improvement when using pipelining and that this improve-
ment slowly decreases as the number of pipelined requests increases. The results
suggests that up until a point between 5-10 pipelined requests, the system has much
to gain from pipelining. However beyond this point there is not as big improvement.
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Figure 5.7: Input rate





Chapter 6

Conclusions

This thesis has designed an architecture to allow third party developers simple
methods for Geocasting in their applications. The focus has been to create an
intuitive interface to attract developers but also keeping the signalling traffic at a
minimum to attract network operators. Another advantage of this system is that
when it is deployed in the IMS it can provide a QoS which means that it will be a
reliable to use for warning services in case of an emergency.

An application for a public transportation company can alert people about de-
lays. If a bus is delayed, the application can send Geomessages to a radius around
bus stops that this bus has not yet reached and give people a suggestion for other
buses with the same destination. The message is pushed to the cell phone as opposed
to having the user actively find information about possible delays. Furthermore, if a
user is currently downloading an e-mail or website, the Geomessage can be delivered
with a higher prioritisation since it is more time critical.

Important Results The Geocast Enabler uses the well-known HTTP protocol
for third-parties to use when designing new services for sending Geomessages. Mes-
sages are delivered to the front end of the service at a low latency which makes the
architecture suitable for time critical services such as rescue and emergency applica-
tions. Since HTTP/1.1 supports pipelining requests, the latency can be decreased
even further but it can also help offloading the local Geocast Client at short fast
burst of incoming messages. The Geocast Enabler keeps the signalling traffic at a
minimum by using a grid system for localisation that enables location updates to be
sent more sparingly. It uses light UDP datagrams for interchanging data within the
Enabler which is also important when minimising the signalling overhead. At latest,
LBS has gained popularity and this Geocast Enabler is therefore useful for network
operators since it has potential to generate large volume of data consumption by
end-user consumers. It is also important for the users since they does not have to
rely on third-party applications when approving them to use the current location
of the terminal. This is important for security and privacy for the user.

53



54 CHAPTER 6. CONCLUSIONS

Outcome of the Project As part of the project, a prototype has been imple-
mented. Ericsson will publish this prototype in source code on their website for
developers at http://labs.ericsson.com as Geo Location Messaging. The Geocast
Server will possibly be deployed in the 50 billion lab in Kista, Sweden. The plans
are also to provide the Geocast Client App as package and the Geocast Connector
as jar-file in an implementation for Android on the labs website.

Future Work The next step is to create prototypes for different smart-phones
and other handheld devices and evaluate these with respect to things such as battery
consumption. Hopefully the publication of the Geocast Enabler on Ericsson Labs
will generate a new set of Geocast Services. Users that have the Geocast Client
installed on their devices can then download these new services directly. A strategy
for how new LBS shall be added to the local Geocast Client has to be considered
though. The LBS need to know on what port it should sent its HTTP requests.
One option is to have the user manually enter the port number into every LBS that
he/she add.

For the operators part the interesting thing is how to charge this Geocast service.
Either the user is charged with a flat rate for using the Geocast Enabler or they
pay per Geomessage they receive. A question in this context is that if a certain
application has a higher prioritisation, is this application more expensive for the
user
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