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Abstract

Detection of generic visual object classes (i.e. cars, dogs, mugs or people)
in images is a task that humans are able to solve with remarkable ease. Un-
fortunately this has proven a very challenging task for computer vision. The
reason is that different instances of the same class may look very different, i.e.
there is a high intra-class variation. There are several causes for intra-class
variation; for example (1) the imaging conditions (e.g. lighting and exposure)
may change, (2) different objects of the same class typically differ in shape
and appearance, (3) the position of the object relative to the camera (i.e. the
viewpoint) may change and (4) some objects are articulate and may change
pose. In addition the background class, i.e. everything but the target object
class, is very large. It is the combination of very high intra-class variation with
a large background class that makes generic object class detection difficult.

This thesis addresses this challenge within the AdaBoost framework. Ad-
aBoost constructs an ensemble of weak classifiers to solve a given classification
task and allows great flexibility in the design of these weak classifiers. This
thesis proposes several types of weak classifiers that specifically target some
of the causes of high intra-class variation. A multi-local classifier is proposed
to capture global shape properties for object classes that lack discriminative
local features, projectable classifiers are proposed to handle detection from
multiple viewpoints and finally gated classifiers are proposed as a generic way
to handle high intra-class variation in combination with a large background
class.

All proposed weak classifiers are evaluated on standard datasets to allow
performance comparison to other related methods.
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Sammanfattning

Vi människor kan utan ansträngning känna igen ett stort antal visuella
objektklasser (såsom bilar, hundar, koppar eller människor). Tyvärr har det
visat sig mycket svårt att programmera en dator att göra samma sak. Anled-
ningen är att olika objekt från samma klass kan ha mycket olika utseende,
beroende på att (1) avbildningsförutsättningar (exempelvis ljussättning och
exponering) kan förändras, (2) olika objekt från samma klass har ofta myc-
ket olika fysiska egenskaper (såsom färg, form eller material), (3) synvinkeln
förändras och (4) rörliga objekt kan inta olika ställningar. Utöver detta är
bakgrundsklassen, d.v.s. alla tänkbara bilder som inte föreställer ett objekt
från målklassen, mycket stor. Det är kombinationen av hög intraklassvariation
och stor bakgrundsklass som gör objektigenkänning till ett svårt problem.

Denna utmaning bemöter vi inom ramarna för maskininlärningsmetoden
AdaBoost. AdaBoost bygger en kraftfull klassificerare genom att kombinera
ett stort antal svaga klassificerare, vars utformning är mycket fri. Denna av-
handling behandlar flera olika typer av svaga klassificerare vars målsättning
är att hantera några av orsakerna till intraklassvariation. Vi föreslår en multi-
lokal klassificerare för att fånga icke-lokala formegenskaper hos objektklasser
som saknar diskriminativa lokala egenskaper. Vi föreslår vidare projicerbara
klassifierare för att hantera en varierande synvinkel. Slutligen föreslår vi en
klassifierare baserad på logiska grindar som ett generiskt sätt att hantera stor
intraklassvariation i kombination med stor bakgrundsklass.

Vi utvärderar alla föreslagna svaga klassificerare på publika datamängder
för att underlätta jämförelse med andra metoder.
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Chapter 1

Introduction

The ultimate goal of computer vision is to enable a computer to interpret an image
or a sequence of images. This is a task that is performed by (adult) humans with
remarkable ease. Image interpretation often involves (1) detecting, classifying and
possibly identifying all objects in the image (objects being defined as anything
that reflects light), (2) estimating the location and pose of these objects relative to
the camera and (3) possibly determining how the current image is related to the
previous and/or next image in a sequence. Since complete image interpretation is
quite daunting, we try to define relevant and feasible sub-problems. One of these
sub-problems is object class detection, which is the focus of this thesis (for a brief
overview of other topics in computer vision, please refer to section 2.1).

Our task is to detect any instance of the target class, given previous observations
of a limited set of instances. To this end we try to construct a generalizing classifier
for the target class and rely on methods from machine learning and statistics to
estimate the parameters of that classifier from our observations.

1.1 Object Class Detection

When constructing a classifier we typically try to optimize its ability to separate
the target class from the background under the constraints that the parameters of
the classifier can be estimated at a reasonable cost in human labour and that the
classifier can be used to detect objects in images at a reasonable computational
cost. This task has proven very difficult due to large intra-class variation in the
target class in combination with a huge background class. Taking mug detection as
an example, the target class consists of all image patches depicting any mug seen
from any viewpoint and the background class consists of all other image patches.
Constructing a classifier that captures the whole target class while rejecting the
whole background class is a major challenge and in the following we shall mention
some notable attempts.

Due to a large commercial interest, faces and pedestrians have been extensively
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researched and remarkable progress has been made in the last decade [121, 20, 52].
Face detection is now included in many smart phones, social networking sites and
photo album software, while pedestrian detection has made its way into cars. Unfor-
tunately, the methods used for face and pedestrian detection cannot be successfully
applied to detection of any object class.

Another class of methods that have received much attention are the bag-of-
words methods [19]. These methods originated in document classification, where a
document is classified based on a histogram of word counts over some dictionary.
A characteristic of this model is that the order of the words does not matter,
only the relative number of occurrences of each word in the dictionary. In visual
object recognition the words are image patches ("visual words"), described by some
descriptor, and the dictionary is some quantization of descriptor space. One merit
of this approach is that it is tolerant to deformations and occlusions, since it does
not take the spatial arrangement of image patches into account. However this
flexibility can also be the source of many false positives from the background class.

In the bag-of-words models we can think of the visual words as capturing parts
of the target object class. Again taking mug detection as an example, a typical
part could be the handle of the mug. The next step up from counting the number
of parts occurring in an image (or a part of an image) is to also impose some
constraint on the spatial arrangement of different parts. Models that take this
into account are often called constellation models [122, 39] or pictorial structures
[42, 37]. One strength of constellation models is that they are compact, since they
assume that the appearance of each part is independent of each other part. This
type of model tends to work well when all instances of the target class are viewed
from the same viewpoint and parts with discriminative appearance are seen from
that viewpoint. Examples include side-views of cars and side views of motorcycles.
Extensions to the multi-view or multi-pose case can be made using mixture models
[36, 126]. However, these mixture models do not directly enforce the geometric
constraints imposed by the multi-view setup (i.e. the epipolar constraint) and are
by construction not well suited for modeling object classes that are defined by their
shape rather than by discriminative parts.

When modeling shape-based object classes we can often no longer assume in-
dependence between different parts of the object. In this case, we can for example
represent the class using a large number of templates [52] or we can use a single (or a
few) templates and an explicit global deformation model [40, 100, 16, 15, 105]. The
popular shape context descriptor also uses global shape information by histogram-
ming locations and orientations of all contour points relative to the reference point
for which the descriptor is computed [6]. The inter-dependence of different parts of
a shape is one of the main challenges in shape-based representation and detection.

Another major challenge is to extend object detection methods to the multi-
view case. One way of doing this is to train separate detectors for each view or
train a mixture of single-view detectors, but then we are not exploiting the multi-
view geometric constraints (epipolar geometry). Alternatives that take multiple
view geometry into account include implicitly representing 3D structure in affine
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transformation matrices [103, 113] or explicit 3D representations [75, 74].

1.2 Problems Addressed

This thesis addresses shape-based description and detection of object classes (such
as mugs, bottles, cars and various tools). It also addresses the extension of these
methods to the multi-view case and suggests a generic method for handling high
intra-class variation with AdaBoost.

As mentioned above, one challenge in representing and detecting shape-based
object classes is the lack of discriminative parts which can be modeled independently
of the rest of the shape. Instead of modeling the whole shape at once, as in template-
based approaches, we investigate the possibility of finding global shape properties
of the target class that can be modeled and detected independently. To this end
we propose multi-local classifiers. Each multi-local classifier is a sparse and slightly
flexible geometric configuration of oriented edges. Multi-local classifiers are boosted
to form the final representation of the target class.

When extending object modeling and detection methods to the multi-view case
one interesting question is how to exploit the epipolar constraint. We take a rather
explicit approach and assign 3D coordinates (relative to an object centered 3D
coordinate system) to the different elements of the model. We investigate two
different and complementary representations; one based on modeling the surface of
the target object class in 3D and one focused on modeling points of high curvature
on the surface.

The experiments presented in this thesis include AdaBoost as the machine learn-
ing method of choice. We have observed that, when training an AdaBoost classifier
to represent a target class with large intra-class variation (as is common in visual
object detection tasks), different weak classifiers tend to represent almost disjoint
subsets of the target class. These weak classifiers are thus anti-correlated on the
target class and that is not captured by the final strong classifier. We investigate
this problem and propose a solution which we call gated classifiers. Gated classi-
fiers is a derived family of weak classifiers that the AdaBoost learner can use to
incorporate information about anti-correlation between subsets of previously learnt
weak classifiers.

1.3 Contributions

The first contribution of this thesis is the development of the multi-local classifiers,
for which several different versions are proposed. I am responsible for this part of
the thesis and the corresponding papers [25, 26, 21, 22].

I am also responsible for the second contribution, which concerns 3D shape-
based representations for multi-view object class detection [23, 24].

The third contribution, gated classifiers [27], was developed in collaboration
with Babak Rasolzadeh.
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All aspects of this thesis are, of course, greatly influenced by the advice and
guidance I have received from my supervisors, Stefan Carlsson and Josephine Sul-
livan.

1.4 Disposition

The remainder of this thesis is disposed in the following way:

Chapter 2 - Background

This chapter reviews some different shape-based representations of object classes
in 2D and mentions various attempts to handle the multi-view case. Finally we go
through the basics of AdaBoost.

Chapter 3 - Multi-Local Classifiers: Capturing Global Shape Properties

This chapter presents the first version of multi-local classifiers. The objective is to
model classes that lack discriminative local boundary fragments or parts [60, 108,
91, 39, 122]. Such classes include many tools and household objects (e.g. mugs,
bottles, pens). The training procedure is labour-intensive, involving annotation of
landmarks in all training images and we only train a single multi-local classifier. In
return it has a flexible deformation model based on convex combinations of training
examples.

Chapter 4 - Generative Learning of Multi-Local Classifiers from
Weakly Annotated Exemplars

In this chapter we simplify the deformation model of the multi-local classifier so
that each constituent edge moves independently of the other edges. Each edge has
a preferred location and is allowed to move within a user-defined radius. These
simplifications allow us to learn multi-local classifiers automatically from training
examples with bounding box annotations and we can generate an ensemble by
means of boosting.

Chapter 5 - Discriminative Learning of Multi-Local Classifiers from
Weakly Annotated Exemplars

In this chapter we use discriminative learning to estimate some of the parameters
that were previously specified manually, such as the flexibility radius of each edge
and the number of edges in each multi-local classifier. We also switch from a voting-
based to a sliding-window approach for detection.
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Chapter 6 - Combining Different Types of Local Features in
Multi-Local Classifiers

This chapter describes a generalization of the multi-local classifier beyond local
edge features. By formulating the detector in terms of feature maps, we enable
input from any local feature detector capable of generating a binary feature map
(enabling the user to design tailored features). We also describe a hierarchical
detection scheme, which runs significantly faster than the sliding-window detector.

Chapter 7 - A Representation Based on Surface Normals

The topic of this and the following chapter is multi-view detection. Instead of
building weak classifiers based directly on image edges we are now building weak
classifiers based on surface elements (surfels) in 3D. For a given view, a surfel
projects to either an image edge or a small patch (or is invisible) depending on
the viewing direction. The corresponding weak classifier then uses either edge or
appearance information from the image to do classification.

Chapter 8 - A Representation Based on Surface Curvature

In this chapter we instead base the 3D representation on points of high curvature of
the surface of the target object. These points are modeled as 3D edges. A 3D edge
generates gradients in an image either because the shading of the surface changes
drastically at this point or because the 3D edge is part of the contour of the object.
A 3D edge is thus visible over a wide range of viewing directions.

Chapter 9 - Gated Classifiers: Handling Large Intra-Class Variation

In this chapter we shift focus from representational issues to machine learning issues.
We address the problem of using AdaBoost [46] to classify a target class with
significant intra-class variation against a large background class. This situation
occurs for example when we want to recognize a visual object class against all
other image patches. We propose a way to capture high-order occurrence statistics
of weak classifiers with AdaBoost.

Chapter 10 - Conclusions

In this final chapter, the experiments and results presented in the thesis are sum-
marized and conclusions are drawn.

1.5 Publications

Most of the results presented in this thesis have appeared previously in the follow-
ing publications:
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[22] Oscar Danielsson and Stefan Carlsson. Generic Object Class Detection us-
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(SCIA), Ystad, Sweden, May 2011.
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Chapter 2

Background

In this chapter we first give a brief overview of the field of computer vision. We
then review some different shape-based representations of object classes in 2D. We
also mention various attempts to handle the multi-view case. Finally we go through
the basics of AdaBoost, focusing on three popular flavors (discrete, real and gentle
AdaBoost).

2.1 Brief Overview of Computer Vision

To put this thesis in some perspective we will give a brief overview of the different
topics in computer vision. There are many ways to partition the computer vision
research field and the different topics are in general overlapping. Furthermore,
the boundary between computer vision and neighboring fields (such as computer
graphics and signal processing) is rather fuzzy. There are also strong dependencies
between the different topics. However, to position this thesis with respect to other
works, it still seems worthwhile to attempt some sort of clustering, as done below.

Image Description

The objective of image encoding is to describe an image so that the relevant infor-
mation is emphasized while the irrelevant information is suppressed. What infor-
mation is relevant depends on the task at hand, making this a diverse topic. Work
on this topic include edge/boundary detection [12, 81], distance transforms [11],
interest point/region detection and description [55, 76, 62, 89, 6, 78, 82, 61] (see
[127, 83, 106] for performance comparisons) and various image (patch) descriptors
[20, 97]. We also add basic image segmentation to this topic [107, 102].

Scene Understanding

Scene understanding often involves classifying each pixel in an image and, like
basic image segmentation, often includes graphical models to express similarity

7
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constraints over neighbouring pixels [87, 63]. The difference is that we now want
to assign to each pixel a semantic label such as ”road”, ”car” or ”building” (using
object detectors as input) [64] or a geometric label such as ”vertical” [57].

Image Alignment (Registration)

Aligning images is useful when we want to compare two images either in a pixel
by pixel manner or to determine the ”magnitude” of the transformation required
to align one image with the other [8, 14]. It can also be used to remove unwanted
variation in image sets [18]. Image alignment can also be a component of a tracking
method and can be used to construct composites such as panoramas [79].

Structure from Motion / SLAM

Structure from motion is the problem of computing the 3D structure given multiple
images of a scene. The definitive guide on this topic is the book by Hartley and
Zisserman [56]. Later research has mainly focussed on large scale reconstruction
from unordered photo collections [110].

Pose Estimation

Pose estimation includes finding the location of an object relative to the camera [45]
or the location of individual parts or joints of an articulated object [109, 3]. Pose
estimation could also include computing the location of various points or landmarks
on an object of known location [16]

Tracking

Tracking is the task of maintaining an estimate of the state (i.e. position and
velocity) of some target and includes bayesian state estimation methods like the
Kalman and particle filters. It also includes image based following of features [79],
objects or regions. Image based tracking is often connected with on-line learning
to continuously update the model of the tracked object.

Image and Object Retrieval

The typical situation in image and object retrieval is that we have a query im-
age and we want to find similar images or other images of the same object from
database of stored images. If the objects have some distinctive texture or pattern
on their surface, the standard approach is to use large visual codebooks to index
into the database based on interest points extracted from the query image. Notable
contributions to this solution are [78, 88, 86]. This topic also includes work on im-
age similarity measures and kernels [54]. If the objects lack distinctive textures,
algorithms have to be based on the shape and geometry of the object instead. In
this case geometric hashing is a representative solution [123].
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Object Class Detection

Object class detection is the topic of this thesis. The task is to detect any instance
of the target class, given previous observations of a limited set of instances. So,
in contrast to the previous topic, we want to detect previously unseen instances.
Therefore we try to construct a generalizing classifier for the target class and rely
on methods from machine learning and statistics to estimate the parameters of that
classifier from our observations.

2.2 Shape-based Object Class Representation in 2D

Generic shape-based detection of object classes is a difficult problem because there
is often significant intra-class variation. This means that the class cannot be well
described by a simple representation, such as a template or some sort of mean
shape. If templates are used, typically a very large number of them is required [52].

One way to reduce the number of templates needed to represent a class is to
include an explicit deformation model to account for intra-class variation [41, 40,
100, 16, 15, 105]. A meaningful deformation model, for example based on thin-plate
spline deformation, generally requires correspondences between the model and the
image [6, 40, 115]. Detection may then be performed by iteratively hypothesizing
point-to-point correspondences and estimating deformation parameters [40] (in [40],
a voting scheme using local shape features is used to initialize the shape matcher).
Although many good papers have been devoted to computing shape based corre-
spondences [13, 6], this is still a very difficult problem under realistic conditions.
Existing methods are known to be sensitive to clutter and are typically computed
using an iterative process of high computational complexity.

Another common way of achieving a compact description of an object category is
to decompose the object into a set of parts and then model each part independently
[42, 37, 39]. For shape classes, the parts are typically contour segments [108, 91,
100, 129]. By construction, these methods target mainly object classes with locally
discriminative contours. However, many object classes lack such contour features.

Finally, one can try to build a sparse representation of the global shape. Thus
capturing the object classes that lack locally discriminative contour features while
maintaining a compact and efficient representation. Leordeanu et. al. represent an
object as a sparse set of directional features, connected by pairwise relationships
in a graph structure [71]. Wu et. al. also present an object model consisting of
a sparse set of directional features (Gabor filters), but locations and orientations
of the features are given relative to an object centered reference frame [124]. The
multi-local classifiers described in the following chapters also take this approach.
By combining several multi-local classifiers using boosting, we achieve a sparse and
efficient representation of object classes defined by their global shape.



10 CHAPTER 2. BACKGROUND

2.3 Object Class Representation in 3D

There is a large body of existing work on multi-view object class recognition. In
this section we mention a small subset of this work, partitioned into three groups
based on the amount of 3D information in the object class model.

The first group are models that don’t contain any information on the 3D struc-
ture of the target class. Instead these methods focus on modeling the 2D structure
of the target class in a way that is able to cope with the viewpoint variation. For
example LeCun et. al. [67] use a convolutional network, which is shown to outper-
form SVMs and nearest neighbor methods, and Perrotton et al. [94] describe a weak
learner, for use in an boosting framework, that implicitly partitions the training
set based on viewpoint. The detector of Felzenswalb et. al. [35, 36] uses a mixture
model, where different viewpoints are typically represented by different components
in the mixture. Razavi et. al. demonstrate that the implicit shape model (see for
example [68]) can be surprisingly capable of handling viewpoint variation and that
back-projected features can be used to estimate the viewpoint of a detected object
[101].

In order to reduce the complexity of the learnt model and to be able to learn
from smaller training sets, many methods encourage feature sharing across views
[116, 128].

The second group are models that contain implicit information on the 3D struc-
ture of the target class. This group is still somewhat sparse but rapidly growing.
A strategy employed in several papers is to model the object class using a set of
near-planar parts; 3D structure can then be implicitly represented in affine trans-
formation matrices [103, 113].

The third group are models that contain explicit information on the 3D structure
of the target class. These methods avoid strong assumptions about the geometry
of the target class (like for example the existence of planar parts) and can thus
be applicable to a wider range of object classes. However, these methods often
require the training data to contain explocit 3D information. Liebelt et. al. solve
this problem by using commercial 3D models [75, 74] and Glasner et. al. use
multi-view reconstruction [53].

A related topic worth mentioning is the pose-indexed features [1, 44]. The idea
is to condition the feature value on the pose, so that different proposed poses will
yield different feature values.

2.4 AdaBoost

Nonlinear classification of high dimensional data is a challenging problem. While
designing such a classifier is difficult, boosting learning methods provide an effective
stage-wise approach. Freund and Schapire introduced the AdaBoost algorithm [46].
Schapire and Singer then proposed Real AdaBoost, which is a generalization of
AdaBoost where each weak hypothesis generates not only predicted classifications,
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but also self-rated confidence scores which estimate the reliability of its predictions
[104]. Friedman et. al. explained boosting in terms of additive logistic regression
and proposed for example Gentle AdaBoost and LogitBoost [50]. In this section
we will describe Discrete, Real and Gentle AdaBoost. We will also briefly mention
some other variants of boosting.

In listing 2.1 we give a generalized version of the AdaBoost algorithm, similar to
[104]. The input to the learner is a set of training examples {(xi, yi)|i ∈ I}, where
xi ∈ X is a feature vector and yi ∈ Y = {−1, 1} is the corresponding label. The
algorithm maintains an importance distribution over the training examples; Dt(i)
denotes the weight on the ith example at round t and Zt denotes a normalization
factor chosen so that Dt+1 will be a distribution. The classification function of the
strong classifier, H(x) =

∑T
t=1 αtht(x), is a linear combination of the classification

functions of the weak classifiers. The classification function is thresholded (typically
at 0) to determine class membership.

Algorithm 2.1 Generalized AdaBoost
Require: {(xi, yi)|i ∈ I}, T

Initialize D1(i) = 1/ |I|
for t = 1 to T do
Train ht : X → R using distribution Dt
Choose αt ∈ R
Update Dt+1(i)← Dt(i)e−αtyiht(xi)/Zt

end for
return {α1, . . . , αT }, {h1, . . . , hT }

Two aspects of this algorithm have been left unspecified: (1) how to train the
weak classifier ht (i.e. which loss function to minimize) and (2) how to choose
α. This is where the three AdaBoost flavors diverge. Schapire and Singer derive
Discrete and Real AdaBoost by minimizing an upper bound on the training error of
H [104]. Friedman et. al. derive all three flavors (and other variants) of AdaBoost
by observing that we are actually doing additive logistic regression by stage-wise
minimization of E

[
e−yH(x)] [50].

In Discrete AdaBoost ht is constrained to outputs in {−1, 1} and the goal
of the weak classifier ht is to minimize the weighted classification error εt =
Pi∼Dt (ht(xi) 6= yi) =

∑
Dt(i)

{i∈I|ht(xi)6=yi}
. For a given ht the optimal αt = 1

2 ln
(

1−εt
εt

)
.

In Real AdaBoost αt = 1 and the goal of ht is to minimize Zt =
∑
iDt(i)e−yiht(xi).

Schapire and Singer derive the resulting leaf node output and splitting criterion for
decision trees (and other domain-partitioning hypotheses) [104].

In Gentle AdaBoost we also set αt = 1 and choose ht to minimize
∑
iDt(i)(ht(xi)−

yi)2.
In practice learning a weak classifier typically boils down to: (1) defining a large

pool of candidate classifiers, (2) evaluating the optimization criterion for each can-
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didate classifier in the pool and (3) selecting the one that minimizes the criterion.
Candidate classifiers are typically “simple”, i.e. they are defined by very few pa-
rameters and have very limited representational flexibility. This decreases the risk
of over-fitting. A common choice of classifier is the decision stump (a decision tree
with unit depth).

Other Variants of AdaBoost Numerous variants of the AdaBoost algorithm
have appeared in the past decade. Some examples include FloatBoost [72], Brown-
Boost [48, 28], regularized AdaBoost [99], WeightBoost [59], EntBoost [66], KL-
Boost [77], Jensen-Shannon Boost [58] and WaldBoost [111]. Some versions of
boosting address issues with applications of boosting in specific cases. For instance
one limitation of AdaBoost arises in the context of skewed example distributions
and cascaded classifiers: AdaBoost minimizes a quantity related to classification
error rather than the number of false negatives, which typically has a hard upper
bound when training a cascaded classifier. To address this problem Viola and Jones
introduced AsymmBoost [120], which gives higher penalties for false negatives than
does standard AdaBoost.

Applications of AdaBoost to Visual Object Class Detection Perhaps the
most demonstrating paper in applications of AdaBoost for detection discriminancy
is still the famous paper by Viola and Jones, showing how AdaBoost can create
the ideal building-blocks for a cascade of strong classifiers for the task of object
detection [121].
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Chapter 3

Multi-Local Classifiers: Capturing
Global Shape Properties

In this chapter we introduce a new kind of weak classifier - the multi-local classifier,
so named as each one is a collection of local features, such as oriented edgels, in a
very specific spatial arrangement. A multi-local classifier has the ability to capture
underlying constant shape properties of exemplars from an object class. Thus it is
particularly suited to representing and detecting visual classes that lack distinctive
local structures and are mainly defined by their global shape.

Consider the exemplars of chairs in figure 3.1. The intra-class variation of the
circled corresponding local features is too large to allow a compact representation.
The same applies to the global shape of the chairs which would prevent any simple
generic shape template to be computed from these exemplars. However, there is
obviously some structure that is shared among these exemplars that represents the
shape constancy of the class of chairs. This is exemplified by the sets of oriented
edges that have been marked in each exemplar. Each oriented edge by itself has
very small discriminative power but occurs frequently among the examples in a
class. As we add more locations of simple oriented edges, the discriminative power
will increase. The challenge is then to add locations such that the generality of
the multi-local classifier is retained while making it discriminative against other
visual classes. This provides us with a simple mechanism to exchange generality
for discriminability while still keeping the robustness properties of local features.

In this and the following three chapters we will explore four different versions
of the multi-local classifier. All versions are sparse and flexible configurations of
generic local features, but different versions use different flexibility models, different
local features and different schemes for combining several multi-local classifiers into
one detector. In the remainder of this chapter we shall describe a version that is
based on convex combinations of a set of manually annotated training exemplars.
We will show that even a single multi-local classifier can make a decent detector
and we will illustrate the trade-off between generality and discriminability as more

15
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Figure 3.1: Local features (circled) can display very large variation within a class,
while multi-local classifiers (sets of oriented edgels) can capture the shape constancy
properties of the class.

local features are added to the classifier.

3.1 Related Work

Multi-local classifiers have similar properties to spatial constellation models based
on local features or patches [42, 122, 39]. The information represented by a con-
stellation model is divided between the local features and the spatial constellation
structure. Typically, constellation models are used to represent classes that have
discriminative local features that are shared across the exemplars of the class. Thus,
most of the information is contained in the local features. The information in the
multi-local classifiers is dominated by the spatial constellation of the local features
since the local features by themselves are not very discriminative. This makes them
ideal for recognition of categories that lack distinctive local features but are instead
characterized by their global shape properties. However, multi-local classifiers could
potentially leverage more informative local features when available.

3.2 Definition

The input to a multi-local classifier is a geometric configuration of k local features.
Such a configuration can be described by a feature vector v = [x1, c1 . . .xk, ck]T ,
where xi is the location of the ith local feature and ci is its descriptor, as illustrated
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Figure 3.2: Multi-local classifiers capture specific spatial configurations of local
features. Corresponding locations on exemplars from an object class generate a
specific manifold for that class

in figure 3.2. In this chapter, the local features are oriented edges so the descriptors
ci will contain an orientation angle.

In this chapter we define a multi-local classifier to be all convex combinations
of feature vectors from a set of representative exemplars. The locations and de-
scriptors of the local features are extracted by clicking corresponding locations
in a set of training images. Each training exemplar thus yields a feature vector
v(j) =

[
x(j)

1 , c
(j)
1 . . .x(j)

k , c
(j)
k

]T
(for training exemplars j = 1 . . . n). The classifier

will thus return positive for all configurations in the convex set C:

C =
{

[x1, c1 . . .xk, ck]T | xi =
∑
j αjx

(j)
i , i = 1 . . . k∑

j αj = 1

}
. (3.1)

The reason for taking the convex hull of the extracted feature vectors is that the
intra-class shape variation tends to be smooth in the sense that similar exemplars
can be deformed into each other. Any intermediate deformation will then represent
a valid exemplar of the class. This is a purely empirical observation and has been
validated experimentally. Figure 3.3 shows extracted feature vectors from bottle
exemplars and their interpolations.

3.3 Learning

As mentioned in the previous section, feature vectors are extracted from training
images by manually clicking the locations of the local features in a number of train-
ing examples. Each training example thus yields a feature vector of the following
format: v(j) =

[
x(j)

1 , c
(j)
1 , · · · ,x(j)

k , c
(j)
k

]T
. All feature vectors are centered and nor-

malized, so that
∑k
i=1 x(j)

i = 0 and
∑k
i=1 ‖x

(j)
i ‖2 = 1. The extracted feature vectors

are finally stored and used for classification according to the previous section.
We used the heuristics presented below to select local features:
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A B0.75 A + 0.25 B 0.5 A + 0.5 B 0.25 A + 0.75 B

Figure 3.3: Convex linear combinations of multi-local feature vectors tend to gen-
erate new multi-local feature vectors that emanate from valid representative ex-
emplars in the class. The three middle bottle feature vectors above are generated
by linear combinations of the feature vectors of the left-most A and right-most B
bottles with linear weights successively changing

1. Since we are going to use the multi-local classifiers as weak object detectors,
we want them to be a good predictor of the bounding box of the object. In
general, multi-local classifiers that "span" the object are better in this respect
and we try to select feature vectors that capture global rather than rich local
shape properties of the object.

2. We try to select feature vectors that describe shape properties that are char-
acteristic of the object but occur with as little variation as possible over the
class.

3. Increasing the number of local features makes the multi-local classifier more
specific and thus reduces the number of false positives. However, including
too many local features will result in a multi-local classifier that only captures
a small subset of the class. Iteratively increasing the number of local features
is a good way to find the best trade-off.

3.4 Detection

The detection problem entails searching a test image for all local feature configura-
tions that yield feature vectors in the convex hull of the training exemplars. Even
for small values of k this can be a huge combinatorial search problem. To make the
detection of multi-local classifiers feasible, we employ a hypothesis generation and
verification process.
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Figure 3.4: Overview of multi-local classifier hypothesis generation and verification
process. Locations (x1 . . .xk) of local features are hypothesized using the set of
labeled training exemplars. The hypothesized locations are used to sample the
image and the sampled locations are finally verified by computing their distance to
the convex hull of the training feature locations.

We first preprocess the test image by computing a binary feature map indicating
the presence of the various local features contained in the multi-local classifier. The
feature vectors from the training exemplars are then used to hypothesize locations
of the local features in the test image. The hypothesized locations are used to
sample the image. The sampled feature vector is subsequently verified by computing
the distance to the convex hull of the feature vectors from the training features
exemplars. The whole procedure is illustrated in figure 3.4.

An example of the algorithm is shown in figure 3.5. Here we search for a multi-
local classifier consisting of four local features in a box-like configuration. The first
local feature (defined by c1) is present at a particular location if there is a sufficiently
strong gradient with direction sufficiently close to horizontal at that location (a).
For each occurrence of the first local feature, we search for plausible occurrences of
the second local feature using the conditional p(x2|x1), which is defined up to an
unknown scale factor. This yields a conic region in the image, which is searched
for the second local feature (b). The second local feature is defined by c2 to be
a sufficiently strong gradient with direction close to vertical. If the second local
feature is found we finally sample from p(x4,x3|x2,x1) to get plausible locations of
the last two local features. We use the Euclidean (or Chamfer) distance transforms
of the binary feature maps of these two local features to determine if they are present
in the image sufficiently close to the predicted positions (c). If so, we sample the
image locations of the local features and compute the distance to the convex hull
of the feature vectors extracted during training. The final output of the algorithm
is the image locations of the local features and the distance to this convex hull for
each detection. A detailed description of the algorithm is given in figure 3.6.

The computational complexity of multi-local classifier detection is dominated
by the hypothesis generation stage. The complexity of hypothesis generation grows
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(a) (b) (c)

Figure 3.5: Illustration of the algorithm for finding instances of a given multi-local
classifier. For each occurrence of the first local feature (a), we search for occurrences
of the second local feature (b). We then sample plausible locations of the other local
features using the training exemplars and check for presence of these local features
at the predicted positions (c). If all local features are present, we sample their
constellation and compute the distance to the closest point on the convex hull of
training exemplars

proportionally to the number of occurrences of the first local feature, c1, times the
number of occurrences of the second local feature, c2, times the number of samples
drawn from p(x4,x3|x2,x1).

3.5 Experiments

The experiments presented in this section aim to illustrate the following properties
of multi-local classifiers:

1. A single multi-local classifier is a good weak detector and can produce accurate
estimates of the bounding box of instances of the target object class with
relatively few false positives.

2. The detection performance does not necessarily improve by adding more local
features to the multi-local classifier.

We have experimented with three shape-based object classes: apple logos, bot-
tles and mugs. For each class, we have selected a large multi-local classifier as
illustrated in figure 3.7. Exemplars of these features were manually clicked in a
number of training images downloaded from Google images. We then use sub-
classifiers with increasing numbers of local features to perform object detection.
We investigate how the detection performance varies with the number of local fea-
tures.
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Inputs: image I, exemplars (x(i)
1 , c1 . . .x(i)

k , ck), i = 1 . . . n, threshold ρ.

1. Compute a binary feature map for each local feature.
2. Compute the Euclidean (or Chamfer) distance transforms on these feature maps.
3. For each occurrence x1 of the first local feature c1:

• For each occurrence x2 of the second local feature c2 such that p(x2|x1) > ρ:

– Sample from p(xk, . . . ,x3|x2,x1)
– If local features ck, . . . , c3 are present close to the hypothesized locations

xk, . . . ,x3

∗ Save image locations of ck, . . . , c1

4. For each feature vector [x1, c1, . . . ,xk, ck]T sampled from the image, compute the
distance to the convex hull of training exemplars by solving the following quadratic
program:

d = min
w∈<n,t∈<2,rj∈<2

1
2

k∑
j=1

‖rj‖2 (3.2)

subject to
n∑
i=1

wi · x(i)
j + t + rj = xj, j = 1 . . . k

w ≥ 0

5. Normalize the distance by the square of the scale of the feature vector in the image.

Output: A list of multi-local classifier occurrences in the image along with distances to
the convex hull.

Figure 3.6: Detailed description of algorithm for finding instances of a given multi-
local classifier

Evaluation

We present an evaluation of the detection performance on the ETHZ Shape Classes
dataset [41]. This dataset is challenging due to large intra-class variation, clutter
and varying scales. However, object instances are generally not occluded. The
whole dataset was used for testing.

A detection counts as true positive if the predicted bounding box overlaps with
the ground truth bounding box so that the area of the intersection is at least 70
% of the area of the union. In figure 3.8 the detection rate (Det. Rate) is plotted
against the number of false positives per image (FPPI).
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Figure 3.7: Typical instances of the large multi-local classifiers selected for (a)
apple logos, (b) bottles and (c) mugs. Subsets of these with various numbers of
local features are used in the experiments

Table 3.1: Detection rates of the best multi-local classifier at 0.4 FPPI.
Applelogos Bottles Mugs
77.3 72.73 60.6

3.6 Results

The results indicate that even a single multi-local classifier can achieve a quite good
detection rate at a reasonable number of false positives per image. In particular for
mugs and apple logos we also see the expected effect that including too many local
features will reduce the detection rate considerably, since the multi-local classifier
gets too specific and is no longer shared across the class. The optimal number of
local features is 11 for apple logos and 9 for mugs.

In figure 3.9 we show detections in a few example images from the test dataset.
The predicted bounding boxes are marked in green. The logarithm of the matching
distance of each detection is given in the upper left corner of the bounding box.

In table 3.1 we give the detection performance of the best single multi-local
classifier at 0.4 FPPI. This allows for comparison to Ferrari et. al. [40], but we
stress that we are using a much stricter evaluation criterion (they count a detection
as correct if the bounding box overlaps more than 20 % with the ground truth
bounding box and vice versa, while we require 70 % overlap). Ferrari et. al. present
detection rates at 0.4 FPPI on the ETHZ Shape Classes dataset using a Hough-
voting scheme and using their full shape matching system. Using only Hough-voting
they get 35.9 %, 71.7 % and 51.4 % detection rates for apple logos, bottles and mugs
respectively. Using their full system they get 83.2 %, 83.2 % and 83.6 %. Comparing
that to the values in table 4.1, we see that even a single multi-local classifier gives
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Figure 3.8: The detection rate plotted against the number of false positives per
image of (a) apple logos, (b) bottles and (c) mugs. For each object class several
curves are plotted, representing different numbers of local features. The number
of local features used is given at the end of the curve. A detection is counted as
correct if the bounding box overlaps more than 70 % with the ground truth and
vice versa
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Figure 3.9: Example detections of (a) apple logos (using 12 local features), (b)
bottles (using 9 local features) and (c) mugs (using 8 local features). At the upper
left corner of each bounding box is the logarithm of the detection distance (lower
is better). Detections with log-distances better than -5.5 are shown
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comparatively good detection performance on these object categories.

3.7 Discussion and Conclusion

We have investigated the use of constellations of simple local features (multi-local
classifiers) for object detection. If these constellations "span" the bounding box of
the object, this description captures global shape properties of the object. We have
claimed that

• A multi-local classifier is a good weak object detector and even a single multi-
local classifier might yield a detection performance comparable to a full object
detection system.

• All convex combinations of a given set of valid multi-local feature vectors are
also reasonable feature vectors of the target shape. We thus have a good
generative model and the detection procedure is based on generating and
verifying hypotheses.

• Since our method uses a sparse set of local feature occurrences, it is less
dependent on the quality of the edge detector than methods using locally
connected edge segments [41, 40, 60, 108, 91].

However, the detection of multi-local classifiers in its current implementation is
sensitive to occlusions and can only represent unimodal shape variations. Therefore,
combinations of several multi-local classifiers are necessary to achieve a flexible
object detector. The optimal selection and combination of multi-local classifiers
for recognition will be discussed in the following chapters. The problem will be to
define sets of multi-local classifiers for a specific class with optimal discrimination
capabilities. In view of the results, it seems reasonable to investigate methods that
sequentially increase the number of local features until further additions no longer
improve detection performance.





Chapter 4

Generative Learning of
Multi-Local Classifiers from
Weakly Annotated Exemplars

In this chapter we describe a slightly different version of the multi-local classifier,
compared to the previous chapter. This new formulation allows us to automati-
cally learn an ensemble of these classifiers to represent an object class from weakly
labelled training images of that class. The usefulness of multi-local classifiers is
then demonstrated by using the ensemble in a simple voting scheme to perform
object class detection. Despite its simplicity, this scheme yields good detection
performance. Two multi-local classifiers are illustrated in figure 4.1.

4.1 Related Work

Some previous works have used object class representations based on configurations
of oriented edgels. For example, Fleuret and Geman learn a disjunction of oriented
edgel configurations, where all oriented edgels of at least one configuration are
required to be present within a user-specified tolerance in order for detection to
occur [43]. Wu et al. learn a configuration of Gabor basis functions, where each
basis function is allowed to move within a user-specified distance from its preferred
position in order to maximize its response [124].

Voting schemes are inspired by the Hough transform [4]. Leibe and Schiele
applied it to object detection [70], using local image patches to vote for the centroid
of the target object. Local shape features and boundary fragments have been used
for object classes with locally discriminative contour [60, 108, 91].

27
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Figure 4.1: The figure illustrates two multi-local classifiers. Each multi-local classi-
fier is a configuration of a user defined number of edge elements with a user defined
flexibility threshold. A user defined number of multi-local classifiers are used to
represent the target class

4.2 Definition

In this section we define the new formulation of multi-local classifiers. A typical
example used for the detection of mugs is shown in figure 4.2. Each local feature
is an oriented edge element (edgel). Two of the edgels are used for alignment.
The locations and orientations of the remaining edgels are described relative to
the coordinate system defined by letting the first edgel in the aligning pair be
the origin and the second edgel be located at unit distance from the origin on
the x-axis (Bookstein coordinates). We can also describe the bounding box of the
target object in this coordinate system. The bounding box has five parameters; the
centroid (xc, yc), the width w, the height h and the orientation α. A multi-local
classifier represents the sparse edgel configuration and the object bounding box in
the Bookstein coordinate system. A multi-local classifier can thus be described
by a parameter vector, Θ(ke), containing the orientations of the aligning edgel
pair, the locations and orientations of the rest of the edgels and the parameters
of the bounding box, as shown in equation 4.1 (where ke is the number of edgels
in the classifier). Omitting the orientation of the edgels would make the classifier
significantly less discriminative.

Θ(ke) = (ϕ1, ϕ2, x3, y3, ϕ3, . . . , xke , yke , ϕke , xc, yc, w, h, α). (4.1)

In addition to the parameters shown in equation 4.1, there are two implicit, user-
defined tolerance thresholds, τϕ and τd, representing the maximum allowed offset in
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(b) The classifier is represented in Book-
stein coordinates, using the first two
edgels for alignment

Figure 4.2: Multi-local classifier description

angle and distance. These thresholds are also defined in the Bookstein coordinate
system and are used to determine if the edgels in the classifier are present in an
image. The multi-local classifier is present if and only if all its edgels are present.

Multi-local classifiers will typically be applied to object detection. In this case,
a multi-local classifier should be shared across several exemplars of the target cat-
egory while being discriminative against other visual inputs. Using too few edgels
would yield a classifier with no discriminative power. Increasing the number of
edgels, ke, makes the classifier more discriminative and in the limit we get a shape
template, representing a particular exemplar. For object detection, the most effi-
cient representation of a given target category should be achieved using an ensemble
of intermediate multi-local classifiers that are shared by different sets of exemplars.
We shall now describe how to automatically learn an ensemble of multi-local clas-
sifiers for object class detection.

4.3 Learning

We employ a simple boosting type algorithm and maintain a distribution over the
training exemplars reflecting their relative importance. We iteratively call a base
learning algorithm to learn one multi-local classifier using the current distribution.
The distribution is then updated before the next call to the base learner. We first
describe the base learning algorithm and then the boosting scheme to learn the
ensemble.
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1.	  Find	  the	  most	  common	  pair:	  

2.	  Greedily	  add	  edgels:	  

€ 

ˆ θ 2( ) = argmax
θ 2( )

Pi~d θ
2( ) ∈ Ii( )

€ 

ˆ x k, ˆ y k, ˆ ϕ k( ) = argmax
xk ,yk ,ϕ k( )

Pi~d xk,yk,ϕk ∈ Ii θ
k−1( ) ∈ Ii( )

…	  

Figure 4.3: Illustration of the greedy algorithm to incrementally construct a multi-
local classifier. To the left are edge maps three typical training images and to the
right is the constructed multi-local classifier. The aligning edgels are highlighted in
red.

Learning a single multi-local classifier

The input to the learning algorithm is a set of example images, {Ii|i = 1, . . . , nt},
containing the target object category (no negative training examples are used) and
a distribution, d = {d1, . . . , dnt} ,

∑nt
i=1 di = 1, over these examples. Each training

image is annotated with the bounding box(es) of the object(s) in the image.
In order to find a representative classifier, Θ(ke), we want to maximize

Pi∼d
(
Θ(ke) ∈ Ii

)
under the condition that Θ(ke) is sufficiently discriminative. To

enforce discriminability, we require that ke ≥ K (typically K = 12) and that
the edgels of the classifier are spread out, i.e. ‖ (xi − xj , yi − yj) ‖ ≥ δ (typically
δ = 0.1). Figure 4.3 illustrates the learning algorithm.

We use a greedy algorithm to incrementally construct a multi-local classifier.
The first step is to find an edgel pair that occurs in as many training examples
as possible, i.e. maximize Pi∼d

(
Θ(2) ∈ Ii

)
. This implies searching over Θ(2) =
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(ϕ1, ϕ2, xc, yc, w, h, α) for the feature that is found in the largest number of training
examples (weighted by the distribution d). In practice we sample Pi∼d

(
Θ(2) ∈ Ii

)
on a regular lattice. For each sample point, we count the number of training exam-
ples that generate at least one sufficiently similar feature. We take the sample with
the highest (weighted) count as the sought maximum. Recall that all parameters
are expressed in the coordinate system defined by the first two edgels (the aligning
pair).

After finding the most common pair, we incrementally add one edgel at a time
to the classifier until we have reached the required number of edgels, ke. At each
step in this process we select the edgel that maximizes the probability of finding the
extended classifier in an image drawn from the distribution d, under the constraint
that the new edgel is sufficiently far from all previously chosen edgels. Specifically,
to find the kth edgel we want to maximize Pi∼d

(
xk, yk, ϕk ∈ Ii|Θ(k−1) ∈ Ii

)
. This

requires searching over (xk, yk, ϕk), the coordinates of the kth edgel in the coordi-
nate system defined by the aligning pair. In practice, we sample
Pi∼d

(
xk, yk, ϕk ∈ Ii|Θ(k−1) ∈ Ii

)
densely. Typically, about 2000 samples are used.

For each sample point, we count the number of training examples containing Θ(k−1)

that also has an edgel sufficiently close to (xk, yk, ϕk). The count is weighted by the
distribution d. We then set xk, yk, ϕk equal to the sample point with the highest
count, but constrain the selection so that ‖ (xk − xi, yk − yi) ‖ ≥ δ, ∀i ≤ k− 1. The
selection process is terminated when the feature contains ke edgels. See figure 4.5
for some sample classifiers learnt this way.

This step of the learning process is somewhat similar in spirit to the method for
learning active basis models in [124].

Learning an ensemble of multi-local classifiers
Now that we have an algorithm for learning a single multi-local classifier, Θ(ke),
given a set of examples and a distribution giving the relative importance of these
examples, we can use a simple boosting algorithm to learn an ensemble of multi-
local classifiers,

{
Θ(ke)

1 , . . . ,Θ(ke)
kf

}
. This algorithm should ensure that each training

example is detected by a sufficient number of shape features. For this purpose
we maintain weights representing the importance of each training example. The
weights are initialized uniformly and are then updated after each call to the base
learner described above. The weights are updated according to 4.2, where ρ < 1.
The weights of examples that are detected by the learnt shape feature are thus
decreased, forcing the base learner to focus on the other examples in future rounds.
The process is repeated until kf shape features are learnt (typically, kf = 40).

dk+1
i =

{
ρ · dki , if Θ(ke)

k ∈ Ii
dki , if Θ(ke)

k /∈ Ii
(4.2)

The output of the learning algorithm is thus a set of kf learnt multi-local clas-
sifiers described according to equation 4.1.
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4.4 Detection

We now assume that we have learnt an ensemble of multi-local classifiers such
that each exemplar of the target category contains a number of classifiers and that
the different classifiers are somewhat independent. We then want to aggregate
information from different classifiers. The detection process can be divided into
two steps; (1) detecting individual multi-local classifiers and (2) combining these
detections into object detections (voting).

Detecting a single multi-local classifier
See figure 4.4 for an illustration of how to detect individual multi-local classifiers.
We consider all (ordered) pairs of edgels in the image. For each such pair, we
investigate if it might correspond to the pair of aligning edgels of a learnt multi-local
classifier. If there is any multi-local classifier with sufficiently similar orientations
of the aligning edgels, we hypothesize that the aligning edgels of that classifier
correspond to the pair of edgels in the image. The remaining edgels of that classifier
are then used to verify that hypothesis; the predicted image locations of these edgels
are computed and we use the distance from these locations to the closest image
edgel as given by the distance transform to determine if these verification edgels
are present in the image. If the distance from each predicted location to the closest
image edgel is sufficiently small, the multi-local classifier was detected. Distances,
coordinates and angles are always expressed relative to the Bookstein coordinate
system and edgel presence is determined using the thresholds τϕ and τd, according
to section 4.2.

Object detection using multi-local classifiers
Different multi-local classifiers are integrated by letting each detected classifier vote
for a specific bounding box in the image, described by the parameters(

x(im)
c , y(im)

c , w(im), h(im), α(im)
)
. (4.3)

The votes are combined in a Hough transform-like way. However, since we want to
be able to extend this algorithm to high dimensional parameter spaces, we do not
partition the parameter space into a regular lattice. Instead we employ a simple
greedy clustering algorithm. We first compute the overlap between each pair of
detected bounding boxes. The overlap is defined as the area of the intersection
divided by the area of the union of the bounding boxes. If two bounding boxes
have sufficient overlap and similar orientation (as given by the α parameter), they
are said to vote for each other. For each detected classifier, we can now count the
number of other detected classifiers voting for it. We iteratively select the detection
with most votes and add it to a list of candidate object detections. After each
iteration, the selected detection and all other detections voting for it are removed
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1.	  Input	  image.	  

2.	  Detect	  edges.	  

3.	  Extract	  edge	  
elements.	  

4.	  Loop	  over	  all	  ordered	  
pairs	  of	  edgels	  and	  

hypothesize	  detec@ons.	  

5.	  Verify.	  

6.	  Vote.	  

Figure 4.4: Detection of individual multi-local classifiers. 1-3) Edgels are extracted
from the input image. 4) A pair of edgels in the image has orientations that match
the aligning pair (red) of a stored multi-local classifier. 5) The aligning pair of the
stored multi-local classifier is aligned with the pair of image edgels and we check
if the rest of the edgels in the multi-local classifier are present in the image. 6)
If all the remaining edgels are present, the detected classifier casts a vote for the
predicted bounding box of the object

from further voting. We finally threshold the number of votes of each candidate
object detection to produce the output object detections.

4.5 Experiments and Dataset

We have claimed that an ensemble of multi-local classifiers can be used to efficiently
represent shape-based object categories and that such an ensemble can be learned
automatically from training images. We now demonstrate this by evaluating the
object detection performance when using multi-local classifiers in a simple voting
scheme on the ETHZ Shape Classes dataset [41]. This dataset is challenging due to
large intra-class variation, clutter and varying scales. This dataset has been used
by several other authors; in [100, 129, 41, 105] hand drawn models are evaluated
and in [40, 51] models learnt from images are evaluated.

Experiments were performed on all classes in the dataset and results are pro-
duced as in [40], using 5-fold cross-validation. We build 5 different detectors for
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each class by randomly sampling 5 subsets of half the images of that class. All
other images in the dataset are used for testing. The dataset contains a total of
255 images and the number of class images varies from 32 to 87. Thus, the number
of training images will vary from 16 to 43 and the test set will consist of about
200 background images and 16 to 44 images containing occurrences of the target
object.

Image Representation and Preprocessing All images (both for training and
test) are preprocessed by extracting a set of edgels, E = {(xi, yi, θi) | i = 1 . . . n}
(where n is the number of edgels), and by computing the distance transform [11]
(which contains the distance from any pixel to the closest edgel). In fact, we divide
the set of edgels into several subsets by quantizing the edgel orientation into several
overlapping intervals and we compute one distance transform table for each subset.
When doing a lookup in this table, we use the orientation, θq, of the query edgel,
(xq, yq, θq), to determine which distance transform table to use. The returned value
is thus the distance from the query edgel to the closest image edgel with similar
orientation.

Edgels are extracted by sampling the image gradient at locations returned by
an edge detector. In these experiments we used the edge maps provided with the
ETHZ dataset (computed using the Berkley edge detector [81]).

4.6 Results

Figure 4.5 shows some sample multi-local classifiers learnt by the training algorithm;
the aligning edgels are marked in red. We notice that the aligning edgels tend to
be far apart on the object; this makes the bounding box prediction robust against
slight changes in the position of the aligning edgels. The remaining edgels are spread
out to cover the whole object. Different multi-local classifiers in general represent
different subsets of the training set (however, each training example should be
represented by several multi-local classifiers).

Figure 4.6 shows some sample detections. The detected bounding boxes are
displayed with a vertical line indicating the orientation of the detection. We also
highlight all image edgels that were found to be in correspondence with the edgels
of the multi-local classifiers voting for a given bounding box. We can see that these
edgels tend to be on the contour of the object and together they actually delineate
the object boundary quite well. This could potentially be used to estimate the
object boundary (even though only bounding box information was used during
training).

In figure 4.7 we show some false positives. False positives typically occur in
images with many edgels, where several multi-local classifiers are accidentally de-
tected at the same location. Since edge continuity is never enforced by our method,
these features need not combine to form a connected structure. Appending a post-
verification stage that checks for connectedness would undoubtedly reduce the num-
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Figure 4.5: Some sample multi-local classifiers output by the learning algorithm
(aligning edgels highlighted in red)

ber of false positives. In the future we aim to integrate some sort of verification
into the method.

Quantitative results are plotted in figure 4.8 as the detection rate (the number of
true positives divided by the number of occurrences of the target object in the test
set) versus the number of false positives per image (FPPI). We prefer using FPPI,
instead of precision, as a measure of error rate, since it is not biased by the number
of positive and negative examples in the test set. Precision would for example be
unsuitable for comparison to methods evaluated using a different cross-validation
scheme, since this might affect the number of positive test examples.

A detection is counted as correct if the detected bounding box overlaps more
than 50 % with the ground truth bounding box. Bounding box overlap is again
defined as the area of intersection divided by the area of union of the bounding
boxes. As a reference, [40] used 20 % and the PASCAL Challenge [31] uses 50
% overlap to define a correct detection. Our algorithm detects objects at any
orientation, but to allow a fair comparison to previous methods that have only
detected vertically oriented objects, we filter out all non-vertical detections.

In table 4.1 we compare the detection performance of our system to the re-
sults presented in [40], which also uses only bounding box annotations for training.
We notice particularly that our performance on the Giraffe class is significantly
better than [40]. One possible reason is that it is difficult to extract good edge
segments from the giraffe images and since our method uses edgels rather than
edge segments, it has an advantage on this data. Our method performs worse
on the applelogos and swans. In the case of applelogos, we believe these results
to be partly due to the subsampling that we perform to produce the list of edgels,
E = {(xi, yi, θi) | i = 1 . . . n}, in the preprocessing stage. Some applelogos are quite
small and are only represented by a small number (6-12) of edgels and are not de-
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Figure 4.6: Example detections. The image edgels that were active in producing a
detection are highlighted in black



4.7. CONCLUSION 37

Figure 4.7: Example false positives of applelogo, bottle, giraffe, mug and swan or-
dered from top left to bottom right. The image edgels that were active in producing
a detection are highlighted in black

Table 4.1: Comparison of detection performance. We state the average detection
rate at 0.4 FPPI and its standard deviation in parentheses. We compare to the full
system of [40], using models learnt from images.

A. logos Bottles Giraffes Mugs Swans

[40]: 83.2 83.2 58.6 83.6 75.4
(1.7) (7.5) (14.6) (8.6) (13.4)

our syst: 73.0 86.9 80.3 81.6 63.5
(8.2) (5.2) (6.2) (7.5) (12.4)

tected at all. In the case of swans, individual shape features tended to generate
bounding-box votes that were too different to end up in the same cluster in the
voting/clustering step. Thus many swans were detected multiple times and each
detection received only a few votes.

4.7 Conclusion

We have demonstrated multi-local classifiers for shape-based object description and
detection.

By learning an ensemble of multi-local classifiers we not only get an efficient
representation of the intra-class variation but also redundancy, yielding a robustness
against occlusion. Furthermore, it is not always the case that parts of the object
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Figure 4.8: Detection rate (DR) plotted versus false positives per image (FPPI)

are occluded and the rest is visible; it may also happen that the whole object is
partially occluded; consider for example an animal seen through foliage. Ideally,
multi-local classifiers should be less sensitive to this type of situation, since it does
not rely on extracting complete parts or edge segments.

By selecting edgel configurations that are common to several training examples
the learning algorithm is able to reject clutter in the training data. During detec-
tion, the algorithm only requires presence of edgels and not absence, so the addition
of clutter does not cause false negatives. However, it can cause false positives.

There are a number possibilities for future research. Firstly, in order to build a
complete object detection system, it will be necessary to add a verification step, for
example append a shape matching stage as in [40]. As mentioned, this would reduce
the number of false positives. Possible extensions include: 1) using multi-local
classifiers to describe parts of articulated objects (e.g. animals), 2) using multi-
local classifiers for 3D object detection, 3) combining multi-local classifiers with
discriminative local features and 4) building hierarchies of multi-local classifiers.
Some of these extensions will be considered in the following chapters.

We have motivated using multi-local classifiers to efficiently model and detect
object categories defined by their global shape properties. Each classifier is rep-
resented and detected independently of other classifiers. We thus leverage many
of the advantages of part-based models for object categories with distinctive local
features. Multi-local classifiers may also be a good complement to local features
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for objects that have discriminative local features. We have shown that multi-local
classifiers, combined in a manner similar to the voting schemes used with tradi-
tional constellation models, yield a detection performance comparable to state of
the art methods. We view this as a proof of concept.





Chapter 5

Discriminative Learning of
Multi-Local Classifiers from
Weakly Annotated Exemplars

In this chapter we will present yet another version of the multi-local classifier. In
the previous chapter, the number of multi-local classifiers used to represent a class,
the number of edge elements (edgels) in each classifier and the flexibility tolerance
of edgels are all defined by the user and not learnt automatically. In this chapter
we will learn all of these parameters automatically in a discriminative framework.
Furthermore, being discriminative rather than generative, we can naturally learn
tolerance thresholds with negative as well as positive parity, i.e. we can also encode
that an edgel of a certain orientation is unlikely to be within a certain region. The
current version of the multi-local classifier is illustrated in figure 5.1.

The final strong classifier is a linear combination of multi-local classifiers learnt
using AdaBoost [47]. We use the attentional cascade of Viola and Jones for selec-
tion of relevant negative training examples and for fast rejection of negative test
examples [121]. For detection we now use the sliding-window approach. We still use
the distance transform [11] to efficiently compute distances. We achieve detection
performance comparable to state-of-the-art methods.

In the following section we review some related work. The rest of the chapter
is organized as follows. In section 5.2 we describe the current formulation of multi-
local classifiers. In section 5.3 we describe the detection procedure. In sections 5.4
and 5.5 we present an experimental evaluation. Finally, in sections 5.6 and 5.7, we
analyze the results and draw conclusions.

5.1 Related Work

In the proposed approach the target object class is represented by sparse, flexible
configurations of oriented edgels. Several other works have relied on similar repre-

41
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Figure 5.1: In the new version of the multi-local classifier the number of edge
elements, the flexibility threshold and the number of multi-local classifiers used
to represent the target class are learnt automatically in a discriminative fashion.
Tolerance thresholds can be negative, indicated by red edgels and pointed out by
arrows. Compare to figure 4.1

sentations. For example, Fleuret and Geman learn a disjunction of oriented edgel
configurations, where all oriented edgels of at least one configuration are required
to be present within a user-specified tolerance in order for detection to occur [43].
Wu et al. learn a configuration of Gabor basis functions, where each basis function
is allowed to move within a user-specified distance from its preferred position in
order to maximize its response [124].

We argue that our representation essentially generalizes these representations.
For example, by constraining the multi-local classifiers to use only a single edgel
we get a representation similar to that of Wu et al [124]. The proposed approach
also extends the mentioned methods because the tolerance in edgel location is
learnt rather than defined by the user. Furthermore, being discriminative rather
than generative, it can naturally learn tolerance thresholds with negative as well
as positive parity, i.e. it can also encode that an edgel of a certain orientation is
unlikely to be within a certain region.

The use of a cascade of increasingly complex classifiers to quickly reject ob-
vious negatives was pioneered by Viola and Jones [120, 121]. The cascade also
provides a means of focusing the negative training set on relevant examples during
training. Each stage in the cascade contains an AdaBoost classifier, which is a
linear combination of weak classifiers. Viola and Jones constructed weak classifiers
by thresholding single Haar features, whereas our multi-local classifiers are flexible
configurations of oriented edgels.
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Figure 5.2: Feature values fk (I, t, s) are computed by translating (t) and scaling
(s) edgels Fk = (pk, θk) and taking the (normalized) distances to the closest edges
with similar orientations in the image

5.2 Definition and Learning

In this section we define the new formulation of multi-local classifiers. The main
differences from the previous chapter are that (1) all edgels are defined relative
to a normalized, object centered coordinate system (i.e. we don’t have a pair of
aligning edgels), (2) different edgels have different tolerance thresholds and (3) each
threshold has a parity that can be negative. We will use the term local classifier to
refer to an edgel along with the tolerance threshold and its parity.

We start by defining some notation. We then describe the classifier and how it
is learnt in a top-down manner, from the cascade level to the local classifier level.

The basic building block of the classifier is the edgel. The edgel is used to
extract (normalized) distances, which we term feature values, from the image. We
will denote the edgel by F and the corresponding feature value f .

An edgel F = (p, θ) is defined by a location p and orientation θ in a normalized
coordinate system. The corresponding f is the (normalized) distance to the closest
image edge with similar orientation (two orientations are defined as similar if they
differ by less than a threshold, tθ). In order to emphasize that feature values
are computed by aligning the normalized edgel coordinate system with an image,
I, using translation t and scaling s, we write f (I, t, s). See figure 5.2 for an
illustration.

In order to define f (I, t, s), let E(I) = {. . . , (p′, θ′) , . . .} be the set of oriented
edgels in image I (E(I) is simply computed by taking the output of any edge
detector and appending the edge orientation at each edge point) and let Eθ(I) ={

(p′, θ′) ∈ E(I)
∣∣ |cos(θ′ − θ)| ≥ cos(tθ)

}
be the set of edgels with orientation similar

to θ. We can then define f (I, t, s) as:

f (I, t, s) = 1
s
· min

(p′,θ′)∈Eθ(I)
||s · p + t− p′|| . (5.1)

Edgels are always drawn from a set F , which is a uniformly spaced grid in the
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normalized coordinate system, i.e.

F = X × Y ×Θ (5.2)
, where X , Y and Θ are uniformly spaced points. So F ∈ F .

Cascade
The cascade is learnt according to Viola and Jones [121]. After the construction of
each stage we run the current cascade on a database of randomly selected negative
images to acquire a negative training set for the next stage. It is important to use a
large set of negative images and in our experiments we used about 300. Each stage
of the cascade is a strong classifier (an ensemble of multi-local classifiers) trained
by AdaBoost. The strong classifier is described in the next section.

Strong Classifier
We use asymmetric AdaBoost for learning the strong classifiers at each stage of the
cascade [120]. This requires setting a parameter k specifying that false negatives
cost k times more than false positives. We empirically found k = 3n−/n+ to be a
reasonable choice (n+ and n− denote the number of positive and negative training
examples, respectively). Finally the detection threshold of the strong classifier is
adjusted to yield a true positive rate (tpr) close to one. The the detection threshold
is applied to the output of the strong classifier to determine class membership.
Figure 5.3 illustrates how the output of the strong classifier is computed for two
different examples of the target class. The strong classifier is a linear combination
of multi-local classifiers, which are described in the next section.

Multi-Local Classifier
A multi-local classifier is a conjunction of a set of local classifiers. A multi-local
classifier returns true if all its constituent local classifiers return true. In this section
we describe how to learn a multi-local classifier given a weighted set of training
examples. The goal of the learner is to find a multi-local classifier with minimal
(weighted) classification error on the training set.

The input to the training algorithm is a set of training examples {Ij |j ∈ J }
with target class cj ∈ {0, 1} and a weight distribution, {dj |j ∈ J },

∑
j∈J dj = 1,

over these examples. Each training image is annotated with the centroid tj and
scale sj of the object in the image.

A multi-local classifier is the conjunction of a set of local classifiers. A local clas-
sifier is defined by an edgel, F , a threshold, t, and a parity, p ∈ {−1, 1}. The local
classifier has the classification function g (I, t, s) = p ·f (I, t, s) ≤ p ·t and the multi-
local classifier thus has the classification function h (I, t, s) =

∧N
k=1 gk (I, t, s) =∧N

k=1 (pk · fk (I, t, s) ≤ pk · tk). The number of local classifiers, N , is learnt auto-
matically.
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Figure 5.3: An object class is represented by a strong classifier, which is a linear
combination of multi-local classifiers. Each multi-local classifier is a conjunction
of local classifiers. Each local classifier is described by an edgel (bars), a distance
threshold (circles) and a parity of the threshold (green = pos. parity, red = neg.
parity). The output of the strong classifier is the sum of the weights corresponding
to the “active” multi-local classifiers, as illustrated for two different examples in the
figure

We want to find the multi-local classifier that minimizes the classification error,
e, wrt. the current importance distribution:

e = Pj∼d (h (Ij , tj , sj) 6= cj) =
∑

dj
{j∈J |h(Ij ,tj,sj)6=cj}

. (5.3)

We use a greedy algorithm to incrementally construct a multi-local classifier. In
order to define this algorithm, let hn (I, t, s) =

∧n
k=1 gk (I, t, s) be the conjunction

of the first n local classifiers. Then let Jn = {j ∈ J |hn (I, t, s) = 1} be the indices
of all training examples classified as positive by hn and let en be the classification
error of hn:

en =
∑

dj
{j∈J |hn(Ij ,tj,sj)6=cj}

. (5.4)

We can write en in terms of en−1 as:

en = en−1 +
∑

dj
{j∈Jn−1|gn(Ij ,tj,sj) 6=cj}

−
∑

dj
{j∈Jn−1|cj=0}

. (5.5)

This gives us a recipe for learning the nth local classifier:

gn = arg min
g

∑
dj

{j∈Jn−1|g(Ij ,tj,sj)6=cj}

. (5.6)

We keep gn if en < en−1, which can be evaluated easily using equation 5.5,
otherwise we let N = n− 1 and stop. The process is illustrated in figure 5.4: in a)
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(a) Too generic (b) Too specific

Jn-1

Jn

JN

(c) Optimal

Figure 5.4: The number of local classifiers controls the specificity of a multi-local
classifier. a) Using too few yields multi-local classifiers that are too generic to
delineate the class manifold (gray). b) Using too many yields multi-local classifiers
that are prone to overfitting and that are inefficient at representing the class. c)
We learn the optimal number of local classifiers for each multi-local classifier (the
notation is defined in the text)

the multi-local classifier is not sufficiently specific to delineate the class manifold
well, in b) the the multi-local classifier is too specific and thus inefficient and prone
to overfitting, whereas in c) the specificity of the multi-local classifier is tuned to
the task at hand.

Local Classifier
A local classifier consists of an edgel together with a threshold and its parity. A
local classifier returns true if the distance f is within tolerance (i.e. it should be
less than the threshold if the parity is positive and greater than the threshold if the
parity is negative).

Learning a local classifier involves selecting an edgel F from a “dictionary” F
(defined in equation 5.2), a threshold t from R+ and a parity p from {−1, 1}. An
optimal local classifier, that minimizes equation (5.6), can be found by evaluating
a finite set of candidate classifiers [34]. However, typically a large number of candi-
date classifiers have to be evaluated, leading to a time consuming learning process.
Selecting the unconstrained optimum might also lead to over-fitting.

We have observed empirically that our distances f (being nonnegative) tend to
be exponentially distributed. This suggests selecting the threshold t for a particular
edgel as the intersection of two exponential pdfs, where µ+ is the (weighted) average
of the distances from the positive examples and µ− is the (weighted) average from
the negative examples:

t = ln
(
µ−

µ+

)
· µ−µ+

µ− − µ+ . (5.7)

The parity is 1 if µ+ ≤ µ− and -1 otherwise. We thus have only one possible
classifier for each edgel and can simply loop over all edgels and select the classi-
fier yielding the smallest value for equation (5.6). This method for local classifier
selection yielded good results in evaluation and we used it in our experiments.
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5.3 Detection

Sliding Window
The simplest and most direct search strategy is the sliding window approach in
scale-space. Since the feature values f can be computed efficiently (as described
in the next section) and we are using a cascaded classifier, this approach yields
an efficient detector. Typically we use a multiplicative step-size of 1.25 in scale,
so that si+1 = 1.25 · si, and an additive step-size of 0.01 · s in position, so that
xi+1 = xi + 0.01 · s and yi+1 = yi + 0.01 · s. Non-maximum suppression is used to
remove overlapping detections.

There are some drawbacks with the sliding window approach: (i) all possible
windows have to be evaluated, (ii) the user is required to select a step-size for each
search space dimension, (iii) the detector has to be made invariant to translations
and scalings of at least half a step-size (typically by translating and scaling all
training exemplars) and (iv) the output detections have an error of about half a
step-size in each dimension of the search space (if the step-sizes are sufficiently large
to yield an efficient detector these errors typically translate to significant errors in
the estimated bounding box).

Since f represents a distance, we can easily compute bounds f (u) and f (l), given
a region S in search space, such that f (l) ≤ f (I, t, s) ≤ f (u)∀ (t, s) ∈ S. This can
be used to for efficient search space culling and should enable detectors with better
precision at the same computational cost. We will explore the issue of hierarchical
search in the next chapter.

Efficient Computation of Distances

When running a sliding window detector we will compute a large number of feature
values (normalized distances) f (I, t, s). The computation can be done using only a
single array reference and a few elementary operations. The required preprocessing
is as follows.

Start by extracting edgels E(I) from the input image I. This involves running
an edge detector on the image and then computing the orientation of each edge
point. The orientation is orthogonal to the image gradient and unsigned, i.e. de-
fined modulo π. For edge points belonging to an edge segment, we compute the
orientation by fitting a line to nearby points on the segment.

The second step of preprocessing involves splitting the edgels into several over-
lapping subsets Eθ(I), one subset for each orientation θ ∈ Θ (as defined in equation
5.2). Then compute the distance transform dθ(I,x) on each subset [11]:

dθ(I,x) = min
(p′,θ′)∈Eθ(I)

||x− p′|| . (5.8)

This step is illustrated in figure 5.5; in the first column of the figure the subsets
corresponding to horizontal and vertical orientations are displayed as feature maps
and in the last column the corresponding distance transforms dθ(I,x) are shown.
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Figure 5.5: Images are preprocessed as follows: (1) extract a set of oriented edgels
E(I), (2) split E(I) into (overlapping) subsets Eθ(I) and (3) compute the distance
transforms dθ(I,x)

Distances can be efficiently computed as: f (I, t, s) = dθ(I, s·p+t)/s. This requires
only one array reference and a few elementary operations.

Estimating the Aspect Ratio
The detector scans the image over position and scale, but in order to produce a
good estimate of the bounding box of a detected object we also need the aspect
ratio (which typically varies significantly within an object class). We estimate the
aspect ratio of a detected object by finding one or a few similar training exemplars
and taking the average aspect ratio of these exemplars as the estimate. We retrieve
similar training exemplars using the multi-local classifiers that are turned “on”
by the detected object. Each multi-local classifier, hk, is “on” for a subset of the
positive training exemplars, Tk = {x|hk(x) = 1} and by requiring several multi-local
classifiers to be “on” we get the intersection of the corresponding subsets: Tk1 ∩Tk2

= {x|hk1(x) = 1 ∧ hk2(x) = 1}. Thus we focus on a successively smaller subset
of training exemplars by selecting multi-local classifiers that fire on the detected
object, as illustrated in figure 5.6. We are searching for a non-empty subset of
minimal cardinality and the greedy approach at each iteration is to specify the
multi-local classifier that gives maximal reduction in the cardinality of the “active”
subset (under the constraint that the new “active” subset is non-empty).

5.4 Experiments and Dataset

We have evaluated object detection performance on the ETHZ Shape Classes dataset
[41]. This dataset is challenging due to large intra-class variation, clutter and vary-
ing scales. Several other authors have evaluated their methods on this dataset: in
[40] a deformable shape model learnt from images is evaluated, while hand drawn
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Figure 5.6: Retrieving similar training exemplars for a detected object (shown as
a star). a) Multi-local classifiers h2 and h3 fire on the detection. b) Multi-local
classifier h3 is selected, since it gives a smaller “active” subset than h2. c) Multi-
local classifier h2 is selected. Since no more multi-local classifiers can be selected,
training exemplars “g” and “h” are returned

models are used in [100, 129, 41, 105]. More recent results are [112, 90, 80], where
[80] reports the best performance.

Experiments were performed on all classes in the dataset and results are pro-
duced as in [40], using 5-fold cross-validation. We build 5 different detectors for
each class by randomly sampling 5 subsets of half the images of that class. All
other images in the dataset are used for testing. The dataset contains a total of
255 images and the number of class images varies from 32 to 87. Thus, the number
of training images will vary from 16 to 43 and the test set will consist of about
200 background images and 16 to 44 images containing occurrences of the target
object.

Quantitative results are presented as the detection rate (the number of true
positives divided by the number of occurrences of the target object in the test
set) versus the number of false positives per image (FPPI). We prefer using FPPI,
instead of precision, as a measure of error rate, since it is not biased by the number
of positive and negative examples in the test set. Precision would for example be
unsuitable for comparison to methods evaluated using a different cross-validation
scheme, since this might affect the number of positive test examples. As in [40],
a detection is counted as correct if the detected bounding box overlaps more than
20 % with the ground truth bounding box. Bounding box overlap is defined as the
area of intersection divided by the area of union of the bounding boxes.

5.5 Results

Quantitative results are plotted in figure 5.7. The results of the initial experiment
are shown by the blue (lower) curves. The problem is that there are very few
training examples (from 16 to 43). Since the presented method is statistical in
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Figure 5.7: Detection rate (DR) plotted versus false positives per image (FPPI).
The results from the initial experiment are shown by the blue (lower) curves and
the results from the experiment using extended training sets are shown by the red
(upper) curves

nature it is not expected to perform well when training on a too small training set.
Therefore we downloaded a set of extra training images from Google Images. These
images contained a total of 40 applelogos, 65 bottles, 160 giraffes, 67 mugs and 103
swans, which were used to extend the training sets. The red (upper) curves are
the results using the extended training set and the detection performance is now
almost perfect.

In table 5.1 we compare the detection performance of our system to previously
presented methods. Figure 5.8 shows some sample detections (true and false posi-
tives).

Our currently unoptimized MATLAB/mex implementation of the sliding win-
dow detector, running (a single thread) on a 2.8 GHz Pentium D desktop computer,
requires on the order of 10 seconds for scanning a 640 x 480 image (excluding the
edge detection step). We believe that this could be greatly improved by making
a more efficient implementation. This algorithm is also very simple to parallelize,
since the computations done for one sliding window position are independent of the
computations for other positions.
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(a) Applelogos true positives (b) Applelogos false positives

(c) Bottles true positives (d) Bottles false positives

(e) Giraffes true positives (f) Giraffes false positives

(g) Mugs true positives (h) Mugs false positives

(i) Swans true positives (j) Swans false positives

Figure 5.8: Example detections (true and false positives) for each class
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Table 5.1: Comparison of detection performance. We state the average detection
rate at 0.3 and 0.4 FPPI and its standard deviation in parentheses. We compare
to the systems of [40, 80] and to our previous results.

A. logos Bottles Giraffes Mugs Swans
ours@0.3 FPPI: 95.5(3.2) 91.9(4.1) 92.9(1.9) 96.4(1.4) 98.8(2.8)
ours@0.4 FPPI: 95.5(3.2) 92.6(3.7) 93.3(1.6) 97.0(2.1) 100(0)

Ch. 4@0.4 FPPI: 73.0(8.2) 86.9(5.2) 80.3(6.2) 81.6(7.5) 63.5(12.4)
[40]@0.4 FPPI: 83.2(1.7) 83.2(7.5) 58.6(14.6) 83.6(8.6) 75.4(13.4)
[80]@0.3 FPPI: 95.0 92.9 89.6 93.6 88.2
[80]@0.4 FPPI: 95.0 96.4 89.6 96.7 88.2

5.6 Discussion

Viola and Jones constructed their weak classifiers by thresholding single Haar-
features in order to minimize the computational cost of weak classifier evaluation
[120]. In our case, it is also a good idea to put an upper limit on the number of local
classifiers used by the multi-local classifiers in the first few stages of the cascade for
two reasons: (1) it reduces the risk of over-fitting and (2) it improves the speed of
the learnt detector. However, a strong classifier built using only small multi-local
classifiers should only be able to achieve low false positive rates for object classes
with small intra-class variability. Therefore later stages of the cascade should not
limit the number of local classifiers used by each multi-local classifier (rather, the
learner should be unconstrained).

5.7 Conclusion

In this chapter we have presented a discriminatively trained version of the multi-
local classifier. We have shown experimentally that this representation yields very
good detection performance on a commonly used database, outperforming the gen-
erative version from the previous chapter. The main drawback of the method is
that, since its inductive bias is rather weak, it needs a comparatively large training
set (at least about 100 training exemplars for the investigated dataset).



Chapter 6

Combining Different Types of
Local Features in Multi-Local
Classifiers

In this chapter we extend the multi-local classifier to include other local features in
addition to edges. The new multi-local feature is based on feature maps, i.e. binary
images indicating occurrences of various local features. Any type of local feature
and any number of features can be used to generate feature maps. The choice of
which features to use can thus be adapted to the task at hand, without changing
the general framework.

We also generalize the structure of the multi-local classifier. Instead of con-
straining the multi-local classifier to be a conjunction of local classifiers, it is now
a decision tree with local classifiers at its nodes. Each path from root to leaf corre-
sponds structurally to a multi-local classifier from the previous chapter (by forcing
the decision trees to be degenerate, the previous version emerges as a special case).
Figure 6.1 illustrates the current version of multi-local classifiers.

Within this framework we present an efficient detection scheme that uses a
hierarchical search strategy. We demonstrate experimentally that this detection
scheme yields a significant speedup compared to sliding window search. We evaluate
the detection performance on a standard dataset [41], showing state of the art
results. Local features used in this chapter include edges, corners, blobs and interest
points.

The rest of the chapter is organized as follows. In the following section we
discuss some related work. In section 6.2 we describe the new version of multi-
local classifiers and how they are learnt. In section 6.3 we describe the detection
algorithm in detail. In section 6.4 we present experiments evaluating the detection
performance and computational efficiency of our method. Finally, we conclude in
section 6.5.

53



54 CHAPTER 6. COMBINING DIFFERENT TYPES OF LOCAL FEATURES

Figure 6.1: The new multi-local classifier can utilize other local features than edgels,
for example corners as pointed out by the arrows. We also generalize the structure
of the multi-local classifier and present a fast hierarchical search. Compare to
figures 4.1 and 5.1

6.1 Related Work

To achieve an efficient object detector Viola and Jones proposed using a cascade
of increasingly complex AdaBoost classifiers [121]. The complex classifiers at the
upper stages of the cascade are then only evaluated on a small subset of the patches
in the test image. In addition they proposed integral images to make the compu-
tation of Haar features extremely efficient. They combined these two techniques
to build an accurate, real-time face detector. However their method has a limited
ability to handle intra-class variation, mainly due to the Haar features not being
robust to intra-class variation. Therefore Laptev exchange the Haar features for
histogram features (which can be efficiently computed using integral histograms
[97]) and can thus handle more difficult classes than faces [65]. The reason being
that the histogram features are more robust to intra-class variation and therefore
the target class gets a more compact distribution in feature space. Felzenszwalb et.
al. introduce deformable part models into the cascade to get an even more flexi-
ble classifier, which has shown good performance in the popular Pascal challenge
[35, 32].

We see that these methods handle increasingly difficult target classes by us-
ing features that are increasingly robust to intra-class variation, while maintaining
computational efficiency. In this chapter we continue this line of research and pro-
pose a generic framework that takes feature maps as input. The number of feature
maps and the methods used to generate them is not specified in the framework and
can thus be adapted to the task at hand. We use an AdaBoost classifier (with deci-
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sion trees as weak classifiers) that we cascade to minimize computations on obvious
negatives. The basic image measurements used by our classifier are distances to
feature occurrences. Therefore we can define an efficient hierarchical search that
gives a significant speedup compared to the sliding window approach.

Hierarchical search schemes have been used previously minimize the Chamfer
distance between a search template and a test image [9]. A very large number of
templates are needed to represent an object class with significant intra-class varia-
tion. Gavrila has devised a search scheme that is hierarchical in both search space
and in template space [52]. While the hierarchical search is a desirable property
of the Chamfer matching methods, the template-based representation of an object
class is not. The problem is that there is a big risk that even a very large set of
templates does not represent the whole target class (over-fitting). The use of a
strong classifier is better in this sense, since most classifiers have been designed to
have a good ability to generalize beyond the training set.

6.2 Definition and Learning

In this section we describe the current version of the multi-local classifiers and how
they are trained. The main differences from the definition in the previous chapter
are that (1) the local classifiers are now based on generic features rather than
edgels and (2) the multi-local classifier is now a decision tree with a local classifier
at each node. Each path from root to leaf in this tree corresponds structurally to
a multi-local classifier from the previous chapter.

We start by defining some notation. We then describe the classifier and how it
is learnt. Finally, we mention variations to the learning algorithm.

We assume that we have a set of features K, for which we can compute feature
maps, Φk(I,x) ∈ {0, 1} that returns 1 if feature k occurs at location x in image
I and 0 otherwise. We will also make use of distance transforms of feature maps:
dk(I,x) = min

{x′|Φk(I,x′)=1}
||x− x′||. Distance transforms can be computed efficiently

[11].
The basic building blocks of the classifier are localized features F = (p, k),

defined by the location p (in a normalized coordinate system) and the feature
index k. We also define the feature value, f (I, t, s) = dk(I, s · p + t)/s, which is
obtained by translating (t) and scaling (s) the normalized coordinate system into
an image (I) and computing the normalized distance to the closest occurrence of
the feature in the image. Note that the computation of the feature value essentially
only involves a lookup into the distance transform table. All feature values are
nonnegative.

We define a dictionary F = {Fn|n = 1 . . . N} = K × P of localized features,
where P is a uniformly spaced grid in the normalized coordinate system. By con-
catenating the corresponding feature values, we get a feature vector f (I, t, s) =
[f1 (I, t, s) . . . fN (I, t, s)]T .

The training data consists of a set of images {Ij |j ∈ J } and a set of annotations
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{(ti, si, ji) |i ∈ I}, specifying the location, scale and image number of each instance
of the target class in the image set.

Cascade

The cascade is not really a part of the object model, but rather a sequence of
object models of increasing detail and specificity. However, it serves two important
functions: (1) it minimizes the number of computations spent on obvious negatives
at the detection stage and (2) it provides a mechanism for selecting hard negative
examples at the training stage. The cascade is learnt according to Viola and Jones
[121]. Each stage of the cascade contains an object model, which is learnt using all
annotated instances of the target class as positive examples. We gather negative
examples by running the current cascade on all training images and sample false
positive detections. We then compute feature vectors for all (positive and negative)
training examples and pass that to the strong learner, which will be described in
the next section. The strong learner outputs a classification function H, that is
thresholded to determined class membership. The threshold is typically selected to
give a specific true positive rate on a validation set.

Strong Classifier

In this section we describe the strong classifier. The strong classifier is a linear
combination of multi-local classifiers learnt using a variant of AdaBoost. We give
a generalized description of the boosting algorithm, closely following Schapire and
Singer [104], in listing 6.1. The input to the learner is a set of feature vectors {fm},
with target class cm ∈ {−1, 1}. The classification function of the strong classifier,
H(f) =

∑T
t=1 αtht(f), is a linear combination of the classification functions of the

multi-local classifiers. The classification function is thresholded to determine class
membership. We mention different alternatives for initializing and updating the
weight distribution and for choosing the αs in a later section. In the next section,
we describe the multi-local classifier.

Algorithm 6.1 Boosting
Require: {fm}, cm ∈ {−1, 1}, T

d1 ← initialize weight distribution
for t = 1 to T do
Train multi-local classifier ht : R∗N → R using distribution dt
Choose αt ∈ R
dt+1 ← update weight distribution

end for
return {α1, . . . , αT }, {h1, . . . , hT }
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Multi-Local Classifier
The multi-local classifier is a binary decision tree. The leaf nodes contain the
outputs of the classifier and the internal nodes contain binary classifiers, which we
will refer to as local classifiers (described in the next section). At the detection
stage the output of the local classifier determines whether to visit the left or right
subtree next; when a leaf node is reached, its output is returned.

A generalized description of the multi-local classifier training is given in listing
6.2. The input to the learner is a set of feature vectors {fm}, with target class
{cm}, and a weight distribution d. The learner first computes the output of the
current node (as if it was a leaf node) and possibly constructs left and right subtrees
recursively. We will mention different alternatives for computing the output of a
node and for validating the split induced by a local classifier in a later section. In
the next section we describe the local classifier.

Algorithm 6.2 Learn multi-local classifier
Require: {fm}, {cm}, d
Node.output ← compute output using {cm} and d
Train local classifier g : RN → {−1, 1} using {fm}, {cm} and d
Compute splitM− = {m|g(fm) = −1} andM+ = {m|g(fm) = 1}
Stop ← validate split usingM−,M+,{cm} and d
if Stop then
return Node

end if
Node.left = Learn multi-local classifier({fm|m ∈M−} , {cm|m ∈M−} ,d)
Node.right = Learn multi-local classifier({fm|m ∈M+} , {cm|m ∈M+} ,d)
return Node

Local Classifier
A local classifier g consists of a single localized feature (selected from the dictionary)
Fn ∈ F , along with a distance threshold t ∈ R+ and its parity p ∈ {−1, 1}. The
output of the local classifier is 1 if p · fn ≤ p · t and -1 otherwise.

Learning a local classifier involves selecting a feature n, a threshold t and a
parity p. A generalized procedure for learning a local classifier is given in listing
6.3. We have observed empirically that our feature values (being nonnegative)
tend to be exponentially distributed. This suggests selecting the threshold t for
a particular feature as the intersection of two exponential pdfs, where µ+ is the
(weighted) average of the feature values from the positive examples and µ− is the
(weighted) average from the negative examples (the parity is 1 if µ+ ≤ µ− and -1
otherwise):

t = ln
(
µ−

µ+

)
· µ−µ+

µ− − µ+ . (6.1)
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Thus each localized feature in the dictionary yields a single threshold and parity.
The remaining task is to select the feature that minimizes the error function. We
will mention different error functions in the following section.

Algorithm 6.3 Learn local classifier
Require: {fm}, {cm}, d
for n = 1 to N do

(tn, pn)← select threshold and parity using {fmn }, {cm} and d
en ← compute error using {fmn }, {cm}, d and (tn, pn)

end for
n∗ ← arg minn en
return (n∗, tn∗ , pn∗)

Variations
In the previous sections we have given a generalized description of the classifier and
how to learn it. However, there are several ways in which this general scheme can
be varied and in this section we mention the most interesting variations, which will
also be compared experimentally in section 6.4.

Firstly, we have the choice of whether or not to use asymmetric weighting, as
described in [120]. This choice affects the initialization and update of the weight
distribution in the strong learner. Using asymmetric weighting requires setting a
parameter k, specifying that false negatives cost k times more than false positives.
We empirically found k = 3n−/n+ to be a reasonable choice in this case (where n+
and n−denotethenumberofpositiveandnegativetrainingexamples, respectively).

Secondly, we have the choice of whether to let the weak classifiers output binary
or confidence rated predictions. This choice affects (1) the computation of the αs
in the strong learner, (2) the computation of the output of a node in the weak
learner and (3) the error that is minimized by the local learner. In the case of
binary predictions we use the original AdaBoost algorithm of Freund and Schapire
[46] to compute the αs. The output of a node is simply the weighted majority
of the training examples and the error is the weighted training error. In the case
of confidence rated predictions we follow Schapire and Singer’s recipe for domain-
partitioning hypotheses [104]. The αs are set to 1 in this case.

Finally, we can pose various constraints on the weak classifier. For example we
can limit the depth of the decision tree to reduce the risk of over-fitting.

6.3 Detection

In this section we describe the detection procedure. It consists of three parts: (1)
preprocessing, (2) scale space search and (3) aspect ratio estimation. The prepro-
cessing is illustrated in figure 6.2 and entails computing feature maps and distance
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Test image

Feature maps Distance transforms

Figure 6.2: Images are preprocessed by computing feature maps and the corre-
sponding distance transforms for each feature

transforms for each feature. The scale space search can be done using a sliding
window approach, however since the feature values are distances we can define a
hierarchical search scheme with efficient search space culling. This is described in
the next section. Thereafter we describe how to estimate the aspect ratio, which
is needed in addition to the position and scale to define the bounding box of a
detected object.

Hierarchical Search
In this section we describe the hierarchical search in scale space. The idea is that,
given a region in search space, we can compute bounds on the value of all localized
features and if none of the possible values would yield a detection, we can discard
the whole region.

We have previously defined the value of a localized feature F = (k,p) to be
f (I, t, s) = dk(I, s · p + t)/s. Now, if we have a cuboid region, S, in search space,
we can compute upper and lower bounds for the feature value; i.e. we can compute
f (u) and f (l) such that f (l) ≤ f (I, t, s) ≤ f (u)∀ (t, s) ∈ S.

Let B contain the 8 corner points of S and let (t0, s0) be any point in S (for
example the centroid). Then let P ′ = {s · p + t|(t, s) ∈ B}, p′0 = s0 · p + t0 and
dmax = max

p′∈P ′
‖p′0 − p′‖. We can now compute upper and lower bounds as follows:

f (u) = (dk(I,p′0) + dmax) /s1 and f (l) = max ((dk(I,p′0)− dmax) /s2, 0), where s1
and s2 are the minimum and maximum scales in S respectively.

The uncertainty in the feature value may yield an ambiguity in the output of
the local classifier (i.e. it could be either 1 or -1). When evaluating the multi-
local classifier we are then unable to decide whether to visit the left or right child
node next. In such cases we pursue both paths and the output of the multi-local
classifier is defined as the maximum of all leaf nodes that were reached. Thus we
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Figure 6.3: If a localized feature has position p in normalized coordinates and the
normalized frame is aligned with an image by translation t0 and scaling s0, the
position of the feature in the image is p′ = s0 · p + t0. However, if we have a
whole range S of possible translations and scalings, the position of the localized
feature in the image can be anywhere in the dashed region in image space. We can
easily compute bounds for the feature value given that the position of the localized
feature is within that region

get an optimistic strong classifier that returns 1 if (but not only if) any point in
the region, S, is a detection.

We are now ready to define the hierarchical search algorithm. The algorithm
recursively partitions the search space into smaller regions, evaluating the classifier
at each new region. If the classifier returns -1 for any region, that region is discarded.
When the classifier returns 1, subdivision continues until the current region is small
enough; then the classifier is evaluated at the centroid of that region. A more
detailed description is given in listing 6.4.

Aspect Ratio Estimation
The detector scans the image over position and scale, but in order to produce a
good estimate of the bounding box of a detected object we also need the aspect
ratio (which typically varies significantly within an object class). We use regression
to estimate the aspect ratio of a detected object. Specifically, we use gradient
boosted regression trees [49]. The regressor is trained using set of feature vectors
{fm}, with target aspect ratio am. We use the same training set for the aspect
ratio estimator as for the detector (albeit the aspect ratio estimator only uses the
positive examples). Each regression tree recursively splits the training examples
in two and finally one estimate of the aspect ratio is assigned to each leaf node
by optimizing some target function. Typically the target of the ensemble is to
minimize the square norm of the residual and the target of each new regression tree
is to correct the errors of the current ensemble.

At the detection stage the boosted regression trees are applied to the feature
vector of each detected object to estimate its aspect ratio.
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Algorithm 6.4 Hierarchical search
Require: Classifier c, Search region S
if S is sufficiently small then

(t, s)← centroid of S
result ← evaluate classifier on (t, s)
if result = 1 then
return (t, s)

else
return ∅

end if
end if
result ← evaluate classifier on S
if result = -1 then
return ∅

end if
[R1, . . . , Rl]← split S into subregions
initialize D ← ∅
for all Ri do
D ← D ∪ HierarchicalSearch(c,Ri)

end for
return D

6.4 Experiments and Results

We have performed experiments on the ETHZ Shape Classes dataset [41]. This
dataset is challenging due to large intra-class variation, clutter and varying scales.
We used all images from the ETHZ dataset for testing only. Training images were
downloaded from Google Images. These images contained a total of 106 applelogos,
128 bottles, 270 giraffes, 233 mugs and 165 swans. As in [40], a detection is counted
as correct if the detected bounding box overlaps more than 20 % with the ground
truth bounding box. Bounding box overlap is defined as the area of intersection
divided by the area of union of the bounding boxes. Several other authors have
evaluated their methods on this dataset and we let [80] represent state-of-the-art.

The goal of our first experiment was to compare the different variants of the
algorithm, as described in section 6.2. We use the giraffes as the test class, because
it is the class with the most intra-class variation and thus the most difficult and
realistic class. The results are given in figure 6.4. We vary one property at a time,
starting with the choice of boosting algorithm. We compare discrete AdaBoost
[46], real AdaBoost [104] and gentle AdaBoost [50]. The results, shown in figure
6.4(a), indicate that real AdaBoost is the best choice. We then experiment with
the depth setting of the decision tree weak learner (figure 6.4(b)). We compare
different set depths and an automatic version, where we stop growing the tree
when further growth does not improve the classification error on the training set.
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Figure 6.4: Comparison of different variants of the algorithm. See text for details.
(best viewed in color)

We see that we should either set the depth to some small value, like one or two, or
use the automatic version (which typically outputs very shallow trees). Then we
experiment with different image features, first using only oriented edges [12] and
then using also corners [55], blobs [76] and interest points (figure 6.4(c)). Interest
points were detected using the Kadir-Brady detector [62]. For each interest point
we compute the SIFT descriptor [78] and assign it to one out of eight different
clusters which were computed using k-means on a set of interest points extracted
from random background images. The interest points thus generate eight different
feature maps - one for each cluster. We see that using more features improves the
result. We finally tested the asymmetric weighting scheme [120], concluding that
it improves the results (figure 6.4(d)).

We also evaluated the performance of the detector, using the settings from
the previous experiment (i.e. real AdaBoost, automatic depth determination, all
features and asymmetric weighting), on all other classes in the ETHZ dataset. The
results are plotted in figure 6.5 and in table 6.1 we compare our results to some
previous methods. We also show some example detections in figure 6.6.

Finally, we compare the runtime of the hierarchical search with the sliding win-
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Figure 6.5: Detection rate (DR) plotted versus false positives per image (FPPI) for
the remaining classes of the ETHZ dataset

Table 6.1: Comparison of detection performance. We state the detection rate at
0.4 FPPI. We compare to the systems of [40, 80] and to our previous results.

A. logos Bottles Giraffes Mugs Swans
ours@0.4 FPPI: 81.8 96.4 98.9 74.2 90.9

Ch. 5@0.4 FPPI: 95.5 92.6 93.3 97.0 100
Ch. 4@0.4 FPPI: 73.0 86.9 80.3 81.6 63.5
[40]@0.4 FPPI: 83.2 83.2 58.6 83.6 75.4
[80]@0.4 FPPI: 95.0 96.4 89.6 96.7 88.2

(a) Applelogos true/false positives (b) Bottles true/false positives

(c) Giraffes true/false positives (d) Mugs true/false positives

(e) Swans true/false positives

Figure 6.6: Example detections (true and false positives) for each class
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Figure 6.7: Comparison of the runtimes of the hierarchical search (y-axis) and the
sliding window search (x-axis). Each point represents one test image

dow approach. Here we again use the giraffe class. Each test image is represented
by a point in the scatter plot shown in figure 6.7, with the sliding window runtime
on the x-axis and the hierarchical runtime on the y-axis. We see that on average the
hierarchical search yields a 70-fold speed-up. Both algorithms were implemented in
MATLAB/mex and executed on a 2.8 GHz Pentium D desktop computer (using a
single core).

6.5 Conclusion

In this chapter we enabled the multi-local classifier to use other local features in
addition to edges. Classification is now based on feature maps, which are computed
by some external routine that is defined by the user. This allows the user to adapt
the choice of image features to the task at hand.

We also generalized the multi-local classifiers to be decision trees where each
path corresponds to a multi-local classifier from the previous chapter. This increases
the flexibility of the learner, but also increases the risk of over-fitting.

We finally propose a hierarchical detection scheme and demonstrate that it
can be used to achieve a significant speedup compared to standard sliding-window
search.



Part II

Shape-based Representation in 3D
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Chapter 7

A Representation Based on
Surface Normals

We propose a multi-view object class modeling framework based on a simplified
camera model and surfels (defined by a location and normal direction in a normal-
ized 3D coordinate system) that mediate coarse correspondences between different
views. Weak classifiers are learnt relative to the reference frames provided by the
surfels. We describe a weak classifier that uses contour information when its cor-
responding surfel projects to a contour element in the image and color information
when the face of the surfel is visible in the image. We emphasize that these weak
classifiers can possibly take many different forms and use many different image
features. Weak classifiers are combined using AdaBoost. We evaluate the method
on a well-known dataset [69], showing promising results on categorization, recogni-
tion/detection, pose estimation and image synthesis.

The main contribution of this chapter is to propose a simple and generic 3D
object class model that does not require explicit 3D training data (i.e. CAD models
or multi-view correspondences) and that does not make any assumptions about
the 3D geometry of the target class. Our model is neither a complete nor exact
representation of the 3D geometry of the target class, but contains exactly the
information necessary to generate discriminative classifiers in arbitrary viewpoints
by projection.

The idea is illustrated in figure 7.1. The model, which is built using boosting
[104], consists of a large number of surfels. Each surfel is associated with a weak
classifier. The surfels work as coarse correspondence mediators and provide ref-
erence coordinate systems and visibility information for their weak classifiers. A
single weak classifier can thus be trained from and applied to images from several
views. A weak classifier can use contour information when its surfel is orthogonal
to the image plane and appearance information when its surfel is facing the image
plane.

The model poses very weak constraints on the form of the weak classifiers, which

67
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can thus be adapted to the task at hand. The model is trained from real images,
annotated with viewpoint information (i.e. azimuth and elevation), the position of
the object and the scale of the image. We don’t require any correspondences or
more detailed camera parameters.

In summary this approach has three advantages compared to pure 2D or 3D
approaches: (1) it exploits training data in a more efficient way compared to a pure
2D approach, (2) it is able to generate classifiers in unseen views by projection and
(3) it builds the 3D model automatically from the limited training data at hand. In
addition it is applicable to classes that lack planar parts and it is relatively simple
to implement.

The chapter is structured as follows. In sections 7.1 and 7.2 we define the camera
model and surfels. Then, in section 7.3 we describe an object class model and how
to learn it. We include an experimental evaluation in section 7.4 and conclude in
sections 7.5 and 7.6.

7.1 Camera Model

We briefly describe our simplified camera model. To reduce the number of param-
eters, we assume that the viewing distance is large enough for perspective effects
to be negligible so that we can use parallel projection. The remaining parameters
(less one 2D scale factor) are illustrated in figure 7.2. The projection equation for
points is given by:

[
x
y

]
=
[
s 0 xc
0 s yc

]1 0 0 0
0 0 1 0
0 0 0 1

[R 0
0 1

]
X
Y
Z
1

 , (7.1)

where R = Ry(r)Rx(e)Rz(−a). This equation (1) rotates the world coordinate
system so that the image plane ends up orthogonal to the Y -axis (with intersection
in the negative), (2) drops the Y -coordinate, (3) applies a 2D scale factor (s) and
(4) applies a 2D translation ((xc, yc) are the image coordinates of the projection
of the world origin). Thus, in order to completely specify a camera we need 6
parameters: the azimuth a, the elevation e, the rotation r, the 2D scale s and
the projection of the world origin (xc, yc). We collect all camera parameters into
one parameter vector c = [a, e, r, s, xc, yc]T . The azimuth and elevation specify
the viewing direction, v, whereas the rotation, scale and projection of world origin
define the 2D coordinate system in the image plane. The viewing direction has
unit norm, points from the origin toward the camera and can be computed as
v = [sin(a) cos(e),− cos(a) cos(e), sin(e)]T .
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Figure 7.1: Surfels defined in a normalized 3D coordinate system are used to com-
pensate for viewpoint variation. Weak classifiers model the 2D intra-class variation
relative to the reference frames provided by the surfels. The reference frame can
either be an affine coordinate system (when the face of the surfel is visible) or con-
tour information (when the surfel is imaged from the side). The parameters of the
weak classifier and its associated surfel are learnt jointly. (best viewed in color)
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Figure 7.2: Camera parameters. The viewing direction v is defined by the azimuth
a and the elevation e. The rotation r and the projection of the world origin (xc, yc)
define (together with a scale s, which is not shown in the figure) a coordinate system
in the image plane.

7.2 Surfels

The basic building blocks of the framework are surfels. A surfel is essentially a
small disc in 3D, as illustrated in figure 7.3(a). Each surfel S = (p,n) is defined by
a position p and a normal vector n in a normalized 3D coordinate system.

A surfel can be either visible, invisible or part of the contour in an image, as
illustrated in figure 7.3(b).

A surfel is defined as visible in camera c if its normal n points in the viewing
direction v of c. We define a surfel to be visible if v · n ≥ cos(τvis), where τvis ∈
[0, π/2] is a user-defined threshold (in our experiments τvis = π/4).

If the normal of the surfel is orthogonal to the viewing direction, the surfel is part
of the contour in the image. Again, we threshold v·n to determine if this is the case.
We say that a surfel is part of the contour if |v·n| ≤ cos(τcont), where τcont ∈ [0, π/2]
is another user-defined threshold (in our experiments τcont = 7π/16). When the
surfel is part of the contour in an image, it projects to an oriented edge element in
the image.
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Figure 7.3: a) A surfel is defined by a position p and a normal n. The direction of
the normal defines the front side of the surfel. b) The surfel is visible (or generates a
contour element) in cameras with viewing angles sufficiently parallel (or orthogonal)
to n.

7.3 The Projectable Classifier

Our goal is now to boost surfel-based weak classifiers to learn a 3D representation
of our target class, much like weak classifiers based on 2D features are boosted to
learn a 2D representation (see fig. 7.4). The surfel defines in which images its
associated classifier is visible and provides normalized coordinate systems in these
images. It also roughly estimates the location and orientation of image contours.
The associated classifier(s) then uses this information to compute feature values or
descriptors for classification.

In our model a surfel and its associated classifier(s) constitute a weak hypothesis
h(I, c) ∈ R, that predicts if a test example belongs to the target class given an
image I and a description c of the camera from which the image was acquired.
A positive output indicates that the image contains a member of the target class,
while a negative output indicates the opposite. An output of zero indicates that
the weak hypothesis carries no information about that particular image. This will,
for example, be the case if the surfel is neither visible nor part of the contour in
the image.

In our experiments, a strong hypothesis is learnt using real AdaBoost [104].
The input to the training procedure is a set of training examples, where each
example is defined by an image Ij , a camera cj = [a(j), e(j), r(j), s(j), x

(j)
c , y

(j)
c ]T

and a label yj ∈ {−1,+1}. AdaBoost maintains a weight distribution over the
training examples. The weight of example j at round t is denoted Dt(j). AdaBoost
iteratively calls a weak learner and, at round t, the weak learner outputs a weak
hypothesis ht(I, c) ∈ R.

In the next subsection, we will define a weak hypothesis that uses a contour-
based classifier (which is active when its surfel is part of the contour). We will
then extend the weak hypothesis by also including a color-based classifier (which
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(a) Generate projectable classifiers (b) Select the best

(c) Repeat

Figure 7.4: Whereas many boosting schemes use features that are localized relative
to a normalized 2D coordinate system (e.g. Haar/Hog) to construct weak classifiers
[121], we use surfels that are localized relative to a normalized 3D coordinate system.
a) During training a large number of surfels are generated. b) Weak classifiers are
constructed relative to each surfel and the best weak classifier/surfel complex is
selected at each round of boosting. c) As boosting continues a rough representation
the 3D geometry of the target class will emerge. (best viewed in color)

is active when the front of its surfel is visible). This increases the “working range”
of the weak hypothesis, meaning that it will be applicable to more test images and
that it will learn from a larger portion of the training set. We also emphasize that
the form of the classifiers and the image features they use can easily be exchanged.
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Contour-based Weak Classifier
Assume we have an image I, a description c = [a, e, r, s, xc, yc]T of the camera and
a surfel S = (p,n) that belongs to our object class model. We can determine if the
surfel is part of the contour in the image as described in section 7.2. If so we can
use equation 7.1 to compute the location (x, y) of the contour in the image. In a
similar fashion, we can also compute the normal of the contour in the image:

n′ =
[
1 0 0
0 0 1

]
R · n. (7.2)

From the normal we compute the orientation of the contour θ = tan−1(n′2/n′1)+
π/2. Now, let E(I) = {. . . , (xi, yi, θi), . . .} be the set of all (oriented) contour
points (computed for example by applying an edge detector to the image and then
computing the edge orientation at each edge pixel). Then we can compute the
distance d from our predicted contour point to the closest actual contour point as:

d = min
{(xi,yi,θi)∈E(I):| cos(θi−θ)|≤cos(τθ)}

∥∥∥∥xi − xyi − y

∥∥∥∥ . (7.3)

In this computation we only consider contour points that have an orientation
similar to the predicted orientation. Similarity is determined using a threshold
τθ. The computation of d can be performed efficiently by precomputing distance
transforms for different subsets of E(I) (where contour points are divided into
overlapping subsets based on their orientation) [11]. The distance is normalized
by the scale parameter of the camera: dn = d/s. We finally classify the image by
thresholding the normalized distance. The weak hypothesis can thus be defined as:

ht(I, c) =



ol if |v · n| ≤ cos(τcont)
and dn ≤ τd

or if |v · n| ≤ cos(τcont)
and dn > τd

0 otherwise

. (7.4)

The weak hypothesis outputs 0 if the surfel S is not part of the contour in the
camera c. If S is part of the contour the weak hypothesis outputs ol or or depending
on if the normalized distance is to the left or right of the threshold τd. If we were
using discrete AdaBoost [46], we would typically have ol = 1 and or = −1. But
since we are using real AdaBoost [104], the magnitude of the output will be scaled
to reflect our confidence in the hypothesis.

Learning To learn a weak hypothesis h we need to find (1) a surfel S, (2) a
threshold τd and (3) outputs ol and or. The input to the learner is a set of training
examples, each defined by (1) an image Ij , (2) a camera cj, (3) a label yj and (4)
a weight D(j). Following Schapire and Singer [104] we learn h by minimizing the
following expression:



74 CHAPTER 7. A REPRESENTATION BASED ON SURFACE NORMALS

Z =
∑
j

D(j)e−yjh(Ij ,cj)

= W0 +W l
+e
−ol +W l

−e
ol +W r

+e
−or +W r

−e
or , (7.5)

where W0 is the weight of all examples where S is not part of the contour, W l
+

indicates the weight of all positive examples (i.e. examples with yj = 1) to the left
of τd (i.e. with dn ≤ τd) and so on. Assuming S and τd to be known and minimizing
Z with respect to ol and or yields ol = ln(W l

+/W
l
−)/2 and or = ln(W r

+/W
r
−)/2.

The expression for Z then simplifies to:

Z = W0 + 2
√
W l

+W
l
− + 2

√
W r

+W
r
−. (7.6)

We compute the threshold τd by assuming that the normalized distances are
exponentially distributed and taking τd to be the intersection point between the
positive and negative distributions:

τd = ln
(
µ−

µ+

)
· µ−µ+

µ− − µ+ , (7.7)

where µ+ is the (weighted) average of the normalized distances from the positive
examples and µ− is the (weighted) average from the negative examples.

So the algorithm for learning a weak hypothesis consists of (1) generating a large
set of suggested surfels, (2) computing a threshold for each suggestion according to
equation 7.7, (3) computing the value of the target function Z for each suggestion
(eq. 7.6), (4) selecting the suggestion that minimizes the target function and (5)
computing the left and right outputs ol and or.

Color-based Weak Classifier

In this section we describe a very simple color-based classifier. Even though it
is possible to use the color-based classifier by itself, we will use this classifier as
an extension/complement to the contour-based classifier described in the previous
section. The color-based classifier extends the “operating range” of each weak
hypothesis to include images from all cameras where the face of the corresponding
surfel is visible.

Using the same notation as in the previous section and assuming that S is visible
in c, let (x, y) be the location of the centroid of S in I (obtained by projecting p
into c using equation 7.1). Then x = I(x, y) is the color of S in I. We use a fixed
partition of RGB space into a set of disjoint blocks X1, . . . , XN to classify I based
on x. Each block Xn is associated with its own output on. The combined weak
hypothesis is thus defined as:
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ht(I, c) =



ol if |v · n| ≤ cos(τcont)
and dn ≤ τd

or if |v · n| ≤ cos(τcont)
and dn > τd

on if v · n ≥ cos(τvis)
and x ∈ Xn (for n = 1 . . . N)

0 otherwise

. (7.8)

Learning In addition to the parameters of the contour-based weak hypothesis
(i.e. S, τd, ol and or) we now also need to find the outputs on for n = 1 . . . N of
the color classifier.

Let Wn
+ and Wn

− be the weight of all positive and negative examples, respec-
tively, that get assigned to block Xn in color space. According to Schapire and
Singer [104], letting on = ln(Wn

+/W
n
−)/2, minimizes the target loss function Z.

With this choice of on, Z becomes (compare to equation 7.6):

Z = W0 + 2
√
W l

+W
l
− + 2

√
W r

+W
r
− + 2

∑
n

√
Wn

+W
n
−. (7.9)

The new algorithm for learning a weak hypothesis consists of (1) generating a
large set of suggested surfels, (2) computing a threshold for each suggestion accord-
ing to equation 7.7, (3) computing the value of the new target function Z for each
suggestion (eq. 7.9), (4) selecting the suggestion that minimizes the target function
and (5) computing the outputs ol, or and on for n = 1 . . . N .

Other Weak Classifiers

In the previous sections we learned a simple weak hypothesis that was based on
either thresholding the normalized distance to the closest image edge, if the surfel
was part of the contour in the image, or using a fixed partition of color space if the
face of the surfel was visible in the image. However, there are of course infinitely
many other ways of defining these classifiers. For example, we could generalize
the threshold of the contour classifier into a decision tree or we could replace the
color classifier by a visual vocabulary based on some more descriptive image feature
[20, 78]. When the form of the weak hypothesis is unknown, the generic expression
for the loss function is (compare to eqs 7.6 and 7.9):
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Z =
∑
j

Dt(j)e−yjht(Ij ,cj)

= W0 +
∑

j∈Jcont

Dt(j)e−yjht(Ij ,cj) +
∑
j∈Jvis

Dt(j)e−yjht(Ij ,cj)

= W0 + Zcont + Zvis. (7.10)

The surfel S splits the training examples into three disjoint subsets: (1) the
examples where S is invisible, (2) the examples Jcont where S is part of the con-
tour and (3) the examples Jvis where the front of S is visible. The contour and
appearance classifiers are learnt independently of each-other by minimizing Zcont
and Zvis respectively.

Classification/Detection

To classify a new example, (I, c), we form a strong hypothesis by summing the
outputs of all weak hypotheses, i.e. H(I, c) =

∑
t ht(I, c). The strong hypothesis

is thresholded (typically using threshold 0) to determine class membership, i.e.
ŷ = sign(H(I, c)).

If the task is instead to search for occurrences of the target class in an image,
we would start by sampling the viewing sphere to get a discretization of the two
first camera parameters a and e. The remaining parameters (r, s, xc and yc) define
a similarity transform in the image, so that part of the search can be done using a
standard sliding window approach (see figure 7.5). One thing to note is that once a
and e are fixed, we can determine which surfels are invisible and simply discard the
corresponding weak hypotheses (that would be return 0 anyway). This makes the
strong hypothesis quicker to evaluate. If speed is an issue, the classifier can easily
be cascaded [121].

Image Synthesis

Suppose we have an image I, depicting an instance of our target class as seen from
camera c and we want to synthesize a new image I ′, depicting the same instance
from a different viewpoint c′. Given I, c and c′ we can use our learned object
class model to synthesize I ′. The idea is of course to use the surfels of our model
for point transfer, as illustrated in figure 7.6. In the following we describe how to
transfer a single point from I ′ to I. That process is then repeated for each pixel in
I ′.

Let (x′, y′) be one pixel in I ′; (x′, y′) is back-projected into a line in 3D. The
direction vector of that line is the viewing direction v′ of the camera c′. We can
get a point X on the line by:
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(a) Original classifier (b) Projected classifier (c) Sliding window

Figure 7.5: To search for occurrences of the target object class in an image: (a-b)
the classifier is projected into a viewing direction v and (c) the resulting projected
classifier is used for a sliding window search in the image. This procedure is repeated
for a large number of viewing directions.

X = R

1/s′ 0
0 0
0 1/s′

[x′ − x′c
y′ − y′c

]
, (7.11)

where R = Rz(a′)Rx(−e′)Ry(−r′). The line is then intersected with the planes
defined by each surfel in the model. The intersection point X∩t between the line
and surfel St = (pt,nt) is defined as:

X∩t =
{
∞, if v′ · nt < cos(τvis)
X + (pt−X)·nt

v′·nt
· v′, otherwise

. (7.12)

We then find the intersection point, X∩t̂ , that lies closest to the centroid of the
corresponding surfel (where t̂ = mint |X∩t − pt|). That point is finally projected
into image I using equation 7.1. The coordinates (x, y) of the projected point in I
are used to sample the color value that will be assigned to the pixel at (x′, y′) in I ′.

7.4 Experiments and Results

We evaluate our object class model on the ETH-80 dataset [69]. This dataset
contains images of 80 objects partitioned into 8 classes (10 objects from each class).
Each object is represented by 41 images from different viewpoints. The images are
annotated with azimuth and inclination parameters (the inclination is subtracted
from 90 to get the elevation). We assume, for all images, that the in-plane rotation
is 0 and that the camera is looking at the world origin so that (xc, yc) is at the
center of the image. We compute the scale parameter as s = 0.5

√
A, where A is

the image area. We are thus assuming that all images are acquired from roughly
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I’

I

(x’,y’)(x,y)

Figure 7.6: When synthesizing an image I ′ from a novel viewpoint, the value of a
pixel at location (x′, y′) is computed by (1) back-projecting (x′, y′) into a ray in
3D, (2) intersecting the ray with all surfels in the model, (3) finding the surfel for
which the distance between the intersection point and the centroid is minimized,
(4) reprojecting the intersection point into a viewpoint with a known image I and
(5) sampling the value of the image I at the projected point (x, y).

the same distance from the world origin and that they are not individually cropped
(but we are not assuming constant camera resolution).

Categorization
We start with a categorization experiment, following the leave-one-object-out cross-
validation scheme of [69]. We train on 79 objects and test on (all images of) the
unknown object. In each round of cross-validation we train 8 one-vs-the-rest clas-
sifiers and apply them to the images of the unknown object. Each test image is
assigned to the class corresponding to the classifier that returned the highest confi-
dence. In table 7.1 we show the resulting confusion matrix when using only contour
features (as described in section 7.3). In table 7.2 we show the confusion matrix
when the weak classifiers use both contour and color information (as described in
section 7.3). We see that the addition of color information significantly reduces
the confusion between apples and tomatoes (which have similar shape but different
color), but otherwise causes no dramatic changes. In table 7.3 we compare our
performance to the baseline supplied by the authors of the dataset [69]. In addition
they report an average recognition rate of 93% when combining all cues.

Recognition
In this experiment we investigate how well the model can recognize the target class
against a background of random image patches. We sample 10000 background
patches randomly from a set of images that don’t contain any instances of the target
classes. We partition the background patches into two subsets of 5000 patches
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apple car cow cup dog horse pear tomato
apple 0.71 0.00 0.00 0.02 0.00 0.00 0.00 0.27
car 0.00 0.98 0.00 0.00 0.01 0.00 0.00 0.01
cow 0.00 0.01 0.79 0.00 0.10 0.08 0.00 0.02
cup 0.00 0.00 0.04 0.94 0.00 0.00 0.00 0.02
dog 0.00 0.00 0.09 0.00 0.72 0.18 0.00 0.01
horse 0.00 0.00 0.08 0.00 0.13 0.79 0.00 0.00
pear 0.00 0.00 0.00 0.00 0.00 0.00 0.99 0.01
tomato 0.36 0.00 0.00 0.03 0.00 0.00 0.00 0.61

Table 7.1: Confusion matrix for categorization experiment using only contour fea-
tures.

apple car cow cup dog horse pear tomato
apple 0.87 0.00 0.02 0.00 0.01 0.02 0.00 0.08
car 0.01 0.96 0.02 0.00 0.00 0.01 0.00 0.00
cow 0.00 0.00 0.73 0.00 0.06 0.21 0.00 0.00
cup 0.00 0.00 0.03 0.95 0.00 0.02 0.00 0.00
dog 0.00 0.00 0.07 0.00 0.76 0.17 0.00 0.00
horse 0.00 0.00 0.18 0.00 0.12 0.69 0.01 0.00
pear 0.00 0.00 0.01 0.00 0.00 0.01 0.98 0.00
tomato 0.05 0.00 0.00 0.01 0.00 0.00 0.00 0.94

Table 7.2: Confusion matrix for categorization experiment using contour and color
features.

Cont. Cont.+Clr. [69]-Clr. [69]-PCA Gray [69]-Cont. DP
apple 0.71 0.87 0.58 0.88 0.76
car 0.98 0.96 0.63 0.97 1.00
cow 0.79 0.73 0.87 0.62 0.86
cup 0.94 0.95 0.80 0.96 0.99
dog 0.72 0.76 0.35 0.66 0.83
horse 0.79 0.69 0.33 0.77 0.85
pear 0.99 0.98 0.66 1.00 0.92
tomato 0.61 0.94 0.99 0.77 0.70
average 0.82 0.86 0.65 0.83 0.86

Table 7.3: Performance comparison.
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Figure 7.7: ROC curves for recognition experiment using only contour features.
The y axes represent the true positive rate (tpr) and the x axes represent the false
positive rate (fpr).

each for training and test. As in the previous experiment, we use a leave-one-
object-out scheme. The model is trained on (all images of) the remaining 9 objects
from the target class and the 5000 background training patches. We then evaluate
the model on the images of the withheld object and on the 5000 background test
patches, recording the output confidences. For each image of the withheld object
we compute a false positive rate determined by the ratio of background test patches
that yielded a higher confidence. We finally use these false positive rates to plot an
ROC curve for the class.

The result when using only contour features is shown in figure 7.7 and the result
after inclusion of color features is shown in figure 7.8. For all classes, the model is
able to achieve good separation between the target class and background. Adding
color information yields a slight improvement on most classes.

Pose Estimation

In this experiment we investigate how well the model can estimate the pose of a
previously unseen object. Again, we use a leave-one-object-out scheme. We train
on 79 objects and test on (all images of) the unknown object. For each image
of the withheld object we estimate the pose by (1) sampling the viewing sphere
to get a discretization of the azimuth a and elevation e parameters (we used the
same sampling scheme as [69]), (2) projecting the model into each of these viewing
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Figure 7.8: ROC curves for recognition experiment using contour and color features.

directions and computing the confidence and (3) selecting the viewing direction
that yielded the highest confidence from the classifier.

The results are shown in figure 7.9. Not surprisingly, we see that the viewpoint
estimation does not work well for object classes with a high degree of symmetry,
like the apples and tomatoes. For classes with less symmetry, e.g. cars, it seems to
work quite well. Adding color classifiers did not help the pose estimation.

Image Synthesis
We finally want to have some qualitative idea of the performance of the image
synthesis algorithm. Figure 7.10 shows two examples. The result is not entirely
satisfying and the reason is that all surfels in the model (which represent the ge-
ometric variation of the whole class) are used for point transfer. The algorithm
needs to be extended by a mechanism for selecting a good subset of surfels to use
for point transfer.

7.5 Discussion and Future Work

The object class modeling framework leaves many possibilities for further explo-
ration and in this section we mention some ideas.

Improved Weak Classifiers The most straight-forward improvement would be
to replace the color features in the appearance classifier by some more descriptive
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Figure 7.9: Pose estimation results. For each class we show a histogram of the angle
between the estimated and the correct viewing directions. The black bars represent
results obtained using only contour classifiers and the white bars represent results
obtained using both contour and color classifiers. The x-axes are in radians.
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(a) (b)

Figure 7.10: Qualitative image synthesis results. a) Input image is an apple seen
from 0 azimuth and 90 degree elevation. In the output image the elevation is 68
degrees. b) Input image is a car seen from 68 degrees azimuth and 0 elevation. In
the output image the azimuth is 45 degrees.

feature like HOGs [20]. Also, since the correspondences provided by the surfels are
only approximative, the weak classifier should perform a local search in the image
to find the best fit.

Automatic Training Data Acquisition Can the model to mine image sets for
new training data? A human trainer would then only have to accept or reject the
suggestions put forth by the system. Alternatively training could be based on videos
instead of images. New objects could be tracked under camera motion; again using
the current model for pose estimation. In either case, only a small initial training
set would need full annotations.

Modeling Visual Context Since the object class model resides in a 3D coordi-
nate system, we can also build context models in 3D. For example we could model
the typical colors or textures of (different regions of) the ground plane (which is
the xy-plane in the model coordinate system). Similarly we could model typical
backgrounds on planes orthogonal to the xy-plane in the model coordinate system.

Using a 3D Prior If we have access to 3D models of one or more instances of
the target class, we could use that to guide the generation of suggested surfels in
the weak learner. Image contours could also be used for this purpose.

7.6 Conclusion

In this chapter we have described a simple and generic method for incorporating 3D
information into boosted object class models. We built a specific model which we
evaluated on a standard dataset and compared categorization performance to the
baseline given by the authors of the dataset [69]. In addition we demonstrated the
use of this model for recognition/detection, pose estimation and image synthesis.
The results were promising and there are many possibilities for future exploration.
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For example (1) defining better weak classifiers, (2) extending the training set in-
crementally or by tracking and (3) including simple context models into the model.



Chapter 8

A Representation Based on
Surface Curvature

The main idea of this chapter is to exploit the fact that points of high curvature on
a surface cause image intensity gradients in images of the surface, as illustrated in
figure 8.1. Since the surface normal is changing direction at the point, there will be
a gradient in the shading of the surface, in turn causing an image intensity gradient
if the surface is viewed from above. If the surface is viewed from the side, the point
will be on a contour in the image.

In this chapter we describe an object representation based on points of high
curvature of the surface of the target object, as illustrated in figure 8.2. The object
is represented by a large number of "3D edges". The 3D edges are projected into
an image and compared to the image intensity gradient of the image to generate a
feature vector, which is classified by a linear SVM (or any other suitable machine
learning tool). Note that this representation is complementary to the representa-
tion presented in the previous chapter, where we were using surface points of low
curvature.

The basic steps of the method are as follows. We first sample a large number
of 3D edges on a grid in a normalized 3D coordinate system. We then project
these 3D edges into all training images (we assume all training images have been
anotated with approximate viewing direction, in addition to object location and
scale) to extract feature vectors. We finally train a linear SVM using feature vectors
extracted from positive and negative training examples. The learnt SVM classifier
can generate view-specific object class detectors by projection.

The rest of the chapter is organized as follows. In sections 8.1, 8.2 and 8.3 we
describe the simplified camera model, the 3D edges (how they are defined, projected
and used to extract feature values) and the linear svm object class model (including
how the learnt object class model can generate view-specific detectors by projection
and how these detectors are applied). The experimental evaluation is in section 8.4.
We finally conclude in sections 8.5 and 8.6.

85
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a

bb

Figure 8.1: Points of high curvature on a surface cause image intensity gradients.
The image gradient is either caused by (a) a gradient in the shading of the surface
or (b) a contour in the image.

8.1 Camera Model

We use the same camera model as in the previous chapter. To reduce the number
of parameters, we assume that the viewing distance is large enough for perspec-
tive effects to be negligible so that we can use parallel projection. The remaining
parameters (less one 2D scale factor) are illustrated in figure 8.3. The projection
equation for points is given by:

[
x
y

]
=
[
s 0 xc
0 s yc

]1 0 0 0
0 0 1 0
0 0 0 1

[R 0
0 1

]
X
Y
Z
1

 , (8.1)

where R = Ry(r)Rx(e)Rz(−a). This equation (1) rotates the world coordinate
system so that the image plane ends up orthogonal to the Y -axis (with intersection
in the negative), (2) drops the Y -coordinate, (3) applies a 2D scale factor (s) and
(4) applies a 2D translation ((xc, yc) are the image coordinates of the projection
of the world origin). Thus, in order to completely specify a camera we need 6
parameters: the azimuth a, the elevation e, the rotation r, the 2D scale s and
the projection of the world origin (xc, yc). We collect all camera parameters into
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Figure 8.2: An object (class) is represented by a large number of "3D edges", which
are projected into an image and are then compared to the direction (and norm) of
the intensity gradient in the image to generate a feature value. All feature values
are concatenated into a vector, which is classified by a linear SVM. (figure is best
viewed in color)

one parameter vector c = [a, e, r, s, xc, yc]T . The azimuth and elevation specify
the viewing direction, v, whereas the rotation, scale and projection of world origin
define the 2D coordinate system in the image plane. The viewing direction has
unit norm, points from the origin toward the camera and can be computed as
v = [sin(a) cos(e),− cos(a) cos(e), sin(e)]T .

8.2 3D Edges

A 3D edge E is defined by a position p (given relative to a normalized 3D coordinate
system), a direction d and a normal n, as illustrated in figure 8.4. We can think of
p as a point of high curvature on the surface of an object, n as the normal of the
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Figure 8.3: Camera parameters. The viewing direction v is defined by the azimuth
a and the elevation e. The rotation r and the projection of the world origin (xc, yc)
define (together with a scale s, which is not shown in the figure) a coordinate system
in the image plane.

surface at p and d as perpendicular to the direction of maximum curvature of the
surface at p.

A 3D edgel is defined as visible in camera c if its normal n points in the viewing
direction v of c. We define a surfel to be visible if v · n ≥ cos(τvis), where τvis ∈
[0, π/2] is a user-defined threshold (in our experiments τvis = π/4).

Projection If a 3D edge E is visible in a camera c, then its location p′ in the
image can be computed according to equation 8.1 and, similarly, its direction d′ in
the image can be computed as:

d′ =
[
1 0 0
0 0 1

]
R · d. (8.2)

Given d′, we can then compute the predicted orientation of the image gradient
θpred = tan−1(d′2/d′1)+π/2. We assume that θpred is unsigned so that θpred ∈ [0, π[.

Feature Value Extraction Now we want to compare the predicted gradient ori-
entation to the actual gradient orientation in an image I in a robust way. To do this
we first extract a local histogram of oriented gradients (HOG) [20]. We use a single
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Figure 8.4: A 3D edge is defined by a position p (given relative to a normalized
3D coordinate system), a direction d and a normal n. An angular threshold τvis is
used to determine if the 3D edge is visible in a given camera.

spatial bin, so the histogram is only parameterized by the angle θ. Let h(θ | p′),
θ ∈ [0, π[, be the HOG computed over [p′1 − α · s, p′1 + α · s]× [p′2 − α · s, p′2 + α · s]
(where s is the scale parameter of the camera and α is a factor controlling the
size of the support of the HOG relative to the scale - typically α = 0.25). HOGs
are normalized according to h ← h/

√
(‖h‖2 + ε2). Gradients are “unsigned” and

typically discretized into 9 bins.
After computing the local histogram of oriented gradients we construct an ori-

entation filter f(θ | θpred, κ) = g(θ|θpred,κ)−g(θ|θpred+π/4,κ)
Z , where Z is a normalizing

constant so that ‖g‖ = 1 and g is defined in equation 8.3. All angles and operations
on angles are assumed to be modulo π. The parameter κ controls how peaked the
filter is and we typically use κ = 8. The filter output will be in the range between
−1 and 1, i.e.

∫
h(θ | p′) · f(θ | θpred, κ)dθ ∈ [−1, 1]. If the orientation of the image

gradients within the histogram support region agree with the predicted orientation
θpred, the output will be close to 1. If the image gradients are orthogonal to the
predicted orientation, the output will be close to −1.

g(θ | θpred, κ) =
{
eκ·cos(2·(θ−θpred)) if θ ∈ [θpred ± π/4]
0 otherwise

(8.3)

To further improve robustness we also do local max-pooling on the filter output.
To do this we compute HOGs for all pixels in a neighbourhood around p′, apply
the filter to each of these histograms and use the maximum output. The max-
pooling region is [p′1 − β · s, p′1 + β · s] × [p′2 − β · s, p′2 + β · s], where we typically
set β = 0.15.
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8.3 Object Class Representation and Detection

To learn a representation of a given object class we start by generating a 3D “mea-
surement grid”, i.e. we generate a large number of 3D edges in a normalized 3D
coordinate system. Typically we sample p on a 10× 10× 10 spatial grid. For each
spatial location we sample 13 different edge directions d and for each directed edge
we sample 6 different normals n. In total we thus have a grid of 103 · 13 · 6 = 78k
3D edges.

We then extract feature vectors for all training examples. We assume that the
parameters of the simplified camera model (described in section 8.1) are known
for all training examples and we project the 3D measurement grid into all training
examples and extract feature values for each edge in the grid according to the
previous section. Edges that are not visible incur feature value 0. We thus get one
sparse 78k-dimensional feature vector for each training example. We finally train a
linear SVM on these feature vectors using LIBLINEAR [33].

To search for objects in an image the we employ an extended sliding-window
approach. For each pixel in the image, we search over a set of scales S, a set of
(in plane) rotations R and a set of viewing directions V . Thus, for each pixel,
we have to extract |S| · |R| · |V | feature vectors and evaluate the linear SVM for
each feature vector. Finally, for each pixel we report the maximum output of the
SVM along with the parameters where the maximum was achieved. We then do
non-max suppression and thresholding on the SVM output image to get a sparse
list of detections.

Typically we discretize scale into about 15 values, assume no in plane rotation
and sample the viewing sphere at 41 equally spaced locations, yielding |S|·|R|·|V | =
615. Computing and classifying that many feature vectors for each pixel requires
an efficient implementation. The object detection process is illustrated in figure 8.5
and the algorithm is outlined in listing 8.1.

First the input image is preprocessed to compute the integral histogram [97]
of gradient orientation. The integral histogram is an image with one channel for
each orientation bin in the histogram. Then, for each scale s ∈ S, we compute
local HOGs of size α · s and apply a number (typically 10) of orientation filters f
according to the previous section. Each orientation filter responds to histograms
with a certain dominant orientation and the output will be an image with one
channel per orientation filter. The orientation filter responses are blurred by local
max-pooling. We then go through all combinations of viewing directions v and
rotations r and project the 3D edges of our measurement grid into the current
viewpoint (defined by s, v and r). For a given viewpoint the visible 3D edges are
further partitioned according to their 2D orientation; each 2D edge is assigned to
the orientation filter response channel corresponding to the filter with most similar
orientation. The SVM weights of all edges assigned to a given orientation filter
response channel now define a (sparse) filter, which is applied to that channel. The
result is summed over all channels to give the SVM output for the current viewpoint.
Finally we maximize over all viewpoints. The final output is thus, for each pixel in
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the image, the estimated viewpoint and the SVM output for that viewpoint. The
SVM outputs are thresholded and non-max suppression is applied to get a sparse
list of detections.

Note that we typically store the detector as an array of sparse filters, so that
the projection of 3D edges and quantization of the resulting 2D edges does not have
to be repeated for every new image to be scanned.

Algorithm 8.1 Multi-view object detection
Require: 3D edges {Ei}, weights {wi}, bias b, image I, filters {fj}
Init osvm(x, y) to −∞
Init oaz(x, y), oelev(x, y), orot(x, y), oscale(x, y) to 0
g(x, y)← Compute gradient of I
hint(x, y)← Compute integral histogram of g(x, y)
for all s ∈ S do

hhog(x, y)← Compute local HOGs of size α · s using hint(x, y)
f∗(x, y)← Compute feature maps using hhog(x, y) and {fj}
f∗blur(x, y)← Max-pool f∗(x, y) using windows of size β · s
for all v ∈ V do
for all r ∈ R do
{E′k} , {wk} ← Project {Ei} , {wi}
Init o′svm(x, y) to 0
for all Channels in f∗blur do
Apply sparse filter and add result to o′svm(x, y)

end for
osvm(x, y)← max (osvm(x, y), o′svm(x, y))
Update oaz, oelev, orot, oscale

end for
end for

end for
return osvm, oaz, oelev, orot, oscale

8.4 Experiments and Results

Categorization

We do the same categorization experiment as in section 7.4, following the leave-one-
object-out cross-validation scheme of [69]. We train on 79 objects and test on (all
images of) the unknown object. In each round of cross-validation we train 8 one-
vs-the-rest classifiers and apply them to the images of the unknown object. Each
test image is assigned to the class corresponding to the classifier that returned the
highest confidence. In table 8.1 we show the resulting confusion matrix. In table
8.2 we compare our performance to the baseline supplied by the authors of the
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Figure 8.5: Multi-view object detection. See text for details.
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apple car cow cup dog horse pear tomato
apple 0.92 0.00 0.00 0.01 0.00 0.00 0.00 0.07
car 0.00 1.00 0.00 0.00 0.00 0.00 0.00 0.00
cow 0.00 0.03 0.89 0.00 0.03 0.05 0.00 0.00
cup 0.00 0.00 0.00 1.00 0.00 0.00 0.00 0.00
dog 0.00 0.00 0.01 0.00 0.95 0.04 0.00 0.00
horse 0.00 0.00 0.06 0.00 0.02 0.92 0.00 0.00
pear 0.00 0.00 0.00 0.00 0.00 0.00 1.00 0.00
tomato 0.11 0.00 0.00 0.00 0.00 0.00 0.00 0.89

Table 8.1: Confusion matrix for categorization experiment.

Current Sect. 7.4 [69]-Clr. [69]-PCA Gray [69]-Cont. DP
apple 0.92 0.87 0.58 0.88 0.76
car 1.00 0.96 0.63 0.97 1.00
cow 0.89 0.73 0.87 0.62 0.86
cup 1.00 0.95 0.80 0.96 0.99
dog 0.95 0.76 0.35 0.66 0.83
horse 0.92 0.69 0.33 0.77 0.85
pear 1.00 0.98 0.66 1.00 0.92
tomato 0.89 0.94 0.99 0.77 0.70
average 0.95 0.86 0.65 0.83 0.86

Table 8.2: Performance comparison.

dataset [69] (that also report an average recognition rate of 93% when combining
all cues) and to the results in section 7.4. The current method reaches an average
recognition rate of 95% and compares favorably to both.

Detection

For the detection experiment we use the car class of the Pascal VOC 2007 dataset
[30]. We train on the training and validation subsets and test on the test subset.
For training we need to estimate the camera parameters for each object in the
target class. We thus need to do some extra annotation, described below.

Annotation We first define a number of reference points on a car, listed in table
8.3. For each car in the training set we then annotate the locations of all visible
reference points. The location of the last part, the car centroid, is assumed to
coincide with the centroid of the bounding box (which is already given).

For each car where we have at least four reference points visible, we compute a
2 by 4 orthographic camera matrix C. The camera parameters xc, yc, s, r, a, e are
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Part no. Description 3D Coordinate
1 right headlight [0.9,−0.4,−0.15]T
2 left headlight [0.9, 0.4,−0.15]T
3 right front wheel [0.7,−0.4,−0.4]T
4 left front wheel [0.7, 0.4,−0.4]T
5 upper rear corner of right front door [0,−0.4, 0.4]T
6 upper rear corner of left front door [0, 0.4, 0.4]T
7 right rear wheel [−0.5,−0.4,−0.4]T
8 left rear wheel [−0.5, 0.4,−0.4]T
9 right tail light [−0.9,−0.4,−0.15]T
10 left tail light [−0.9, 0.4,−0.15]T
11 middle of bottom of front window [0.5, 0,−0.05]T
12 middle of bottom of rear window [−0.6, 0,−0.05]T
13 car centroid [0, 0, 0]T

Table 8.3: Reference points on car

the computed from C. In total there were 569 positive training examples where the
camera parameters could be estimated.

Results Figure 8.7 shows quantitative results as a precision-recall curve and fig-
ure 8.6 shows some example detections. The precision-recall curve shows that,
quantitatively, there is room for improvement. Obtaining a larger training set is
probably and important factor in boosting the detection performance of the cur-
rent system. Qualitatively, the detections shown in figure 8.6 are promising. The
estimated pose corresponds well with the true pose of the object and the heat maps
show distinct peaks around the true location of the object.

Computational Complexity To get a sense of the computational complexity
of the detector, we ran some different implementations of the detector on a 300 by
400 jpg image. For this experiment, viewing directions were sampled at 41 equally
spaced points on the viewing sphere and scales were sampled at 8 different values.
The rotation of the camera was assumed to be 0. Timings include reading a jpg
image from file and writing the output (including svm decision value and predicted
viewing direction and scale for each pixel of the image) to file, in addition to pre-
processing the image and running the detector. A Matlab/Mex implementation
running on a single core of Intel Core2 Quad CPU Q9550 @ 2.83GHz takes 229 s.
A C++ implementation also running on a single core of the same processor takes
174 s. A cuda implementation running on Nvidia GeForce gtx470 takes 12 s.
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Figure 8.6: Example detections. The left images show heat maps of the final
SVM output and the right images shows the detection with the highest score. To
illustrate the detection we project XYZ axes into the image using the detected
camera parameters (i.e. xc, yc, s, r, a, e). Each axis extends from −1 to 1 in the
object centered 3D coordinate system.
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Figure 8.7: Precision-recall curve on the Pascal VOC 2007 dataset [30].

8.5 Discussion and Future Work

There are a number of ways to improve the present method. The main factor
affecting the computational complexity of the detector is the number of elements
in the sparse filters that produce the partial SVM outputs. To reduce the number
of non-zero elements in these filters we could encourage sparsity during linear SVM
training. The SVM classifier could also be cascaded, so that the first stage of the
cascade only uses the filter elements with large absolute value, thus producing a
good approximation of the true SVM output at a cheap computational cost.

To improve the detection accuracy, the most straight forward idea is to build
larger training sets (which can be done interactively [10]) and improve the alignment
of training data (by more careful annotation or by multiple instance learning [36]).
The 3D edges could potentially also be complemented by other 3D primitives, such
as surfels as described in the previous chapter.

Our current method of estimating the camera parameters of the training exam-
ples also leaves room for improvement. Evaluating different annotation procedures
and trying various methods to automatically refine the annotation are thus inter-
esting topics.

8.6 Conclusion

In this chapter we proposed a method for representing the 3D shape of an object
class based on surface curvature. We showed that this approach yielded better cat-
egorization performance than the baseline provided by the authors of the ETH80
dataset [69] and it also outperforms the surfel-based method described in the pre-
vious chapter. For the detection task, our evaluation on the Pascal VOC 2007
dataset [30] yielded results that are qualitatively interesting but quantitatively is
outperformed by other methods. We believe that a larger training set is necessary
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for better quantitative performance. We finally demonstrated that the implementa-
tion of the detector can be made reasonably efficient by utilizing parallel processing
capabilities of the GPU.
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Boosting under High Intra-Class
Variation

99





Chapter 9

Gated Classifiers: Handling Large
Intra-Class Variation

In this chapter we address the problem of using boosting (e.g. AdaBoost [46]) to
classify a target class with significant intra-class variation against a large back-
ground class. This situation occurs for example when we want to recognize a visual
object class against all other image patches.

The boosting algorithm produces a strong classifier, which is a linear combi-
nation of weak classifiers. We observe that we often have sets of weak classifiers
that individually fire on many examples of the target class but never fire together
on those examples (i.e. their outputs are anti-correlated on the target class). Fig-
ure 9.1 illustrates the problem. AdaBoost will learn a linear combination of weak
classifiers that are common on the target class, resulting in a model that gets in-
creasingly “blurry” with more intra-class variation. The problem is that eventually
combinations of weak classifiers that never occur together on any example of the
target class will generate false positives. For example, in figure 9.1(a), two different
weak classifiers represent pairs of eyes in different locations and having two pairs
of eyes gives higher face score than having only one pair of eyes.

We propose a way of directly addressing this problem within the AdaBoost
framework. We term our solution gated classifiers. The main idea is that after
a number of rounds of AdaBoost training, when we have such a “blurry” model
of our target class, it would be instrumental to make available to the learner a
derived family of weak classifiers that are able to suppress such combinations of
already learnt weak classifiers that cause false positives. Gated classifiers are built
by combining sets of already learnt weak classifiers using networks of logic gates
and can be regarded as a singular (primitive) weak classifier within the boosting
framework. Thus the conditions of the AdaBoost convergence proof [46] are not
violated. On top of that, gated classifiers are easy to implement and will only
require small changes to any existing AdaBoost code. We will argue that gated
classifiers increase the ability of the strong classifier to handle intra-class variation

101
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(a) Two weak face classifiers and their linear combination

(b) Two weak cup classifiers and their linear combination

Figure 9.1: Representing an object class as a linear combination of weak classifiers
may give high scores to combinations of weak classifiers that never occur together.
We use gated classifiers to suppress combinations of weak classifiers that are anti-
correlated on the target class.

while keeping it compact and efficient and with a minimal increase in the risk of
over-fitting.

There are of course many other ways of dealing with intra-class variation. Some
examples include: (1) training separate detectors for different subsets of the target
class or training detector pyramids [73], (2) constructing image features that better
separate the target class from the background [65, 17, 91] and (3) improving the
weak classifiers (e.g. using decision trees instead of stumps or selecting better
thresholds) [98]. Gated classifiers can be used together with any of these other
strategies. In particular, gated classifiers can be used together with the other weak
classifiers described in this thesis.

We run experiments on two popular datasets, showing that our method reduces
the required number of weak classifiers by almost an order of magnitude, which in
turn yields faster detectors. We experiment on synthetic data showing that gated
classifiers enables more complex distributions to be represented. We hope that
gated classifiers will extend the usefulness of boosted classifier cascades [121].
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9.1 Related Work

Despite the immense body of literature on boosting, we have only found a few works
aiming at a generic treatment of the problem of high intra-class variation (these
are mentioned below). It seems like the common approach is instead to deal with
intra-class variation individually for each specific classification task by including
tailored features. For example Corso [17] adds a new class of hierarchical, adaptive
features into boosting-based discriminative models. In the same spirit Laptev move
from Haar features to HOG features [65] and Opelt et. al. use boundary fragments
[91].

One generic way of handling intra-class variation is to exploit dependencies in
the data (i.e. different feature values will be co-dependent). The most common
example is probably to use decision trees instead of decision stumps as weak clas-
sifiers. In [92] the authors use relative spaces to deal with the problem of large
intra-class variation, and boost a set of Fischer Linear Discriminant weak classifiers
to a final strong classifier. This way they claim to be able to handle co-dependencies
by partitioning the training data into sub-categories. Mita et al. [84] quite explic-
itly utilize Haar feature co-occurrences in order to extract structural similarities.
A very similar approach is taken by Yamauchi et al. [125], with the increment that
they have co-occurrence probability features instead of binary features, i.e. they
utilize RealBoost instead of AdaBoost for the boosting part. In [85] authors create
joint-features handling co-occurrences with two-stage boosting; multiple low-level
HOG features are combined by using RealBoost.

These methods essentially capture high-order feature occurrence statistics (typ-
ically co-occurrences) and are generic in the sense that they can be used with any
feature set. However, they all use sets of co-occurring features to build weak clas-
sifiers of increasing specificity. In the limit this paradigm approaches template
matching, which is known to have problems with detection efficiency and general-
ization (over-fitting).

In contrast, our gated classifiers have a completely different way of handling
intra-class variation. Instead of combining features to build increasingly specific
weak classifiers, we combine already learnt weak classifiers that are anti-correlated
to construct new weak classifiers that are optimal at correcting the errors (false
positives) of the current strong classifier. We argue that we thus increase the
ability of the classifier to handle intra-class variation while maintaining a compact
and efficient classifier and a low risk of over-fitting.

9.2 AdaBoost

To define the basic notation we describe the AdaBoost algorithm, closely following
Freund and Schapire [46], in listing 1. The input to the learner is a set of training
examples {(xi, yi)|i ∈ I}, where xi ∈ X is a feature vector and yi ∈ Y = {0, 1} is
the corresponding label. The algorithm maintains an importance distribution over
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the training examples and Dt(i) denotes the weight on the ith example at round t.
The classification function of the strong classifier, H(x) =

∑T
t=1 αtht(x), is a linear

combination of the classification functions of the weak classifiers. The classification
function is thresholded to determine class membership.

Algorithm 9.1 AdaBoost
Require: {(xi, yi)|i ∈ I}, T

Initialize D1(i) = 1/ |I|
for t = 1 to T do
Train ht : X → Y using distribution Dt
Choose αt ∈ R
Dt+1 ← update weight distribution

end for
return {α1, . . . , αT }, {h1, . . . , hT }

The goal of the weak classifier ht is to minimize the weighted classification error,
εt:

εt = Pi∼Dt (ht(xi) 6= yi) =
∑

Dt(i)
{i∈I|ht(xi) 6=yi}

. (9.1)

In practice this typically boils down to: (1) defining a large pool of candidate
classifiers, (2) evaluating εt for each candidate classifier in the pool and (3) selecting
the one that yields the smallest error. Candidate classifiers are typically “simple”,
i.e. they are defined by very few parameters and have very limited representational
flexibility. This decreases the risk of over-fitting. A common choice of classifier is
the decision stump (a decision tree with unit depth).

The strong classifier captures first-order statistics of weak classifier responses.
In cases where the target class exhibits significant intra-class variation and the
background class “interferes” with the target class in the relevant feature space,
first-order statistics may not be sufficient to separate the target class from the
background. We will give an example of this in the next section and suggest a
simple solution.

9.3 A Motivating Example

In figure 9.2 we have a number of training examples represented in a 2D feature
space. We also have a pool of two weak classifiers, h1 and h2, each having a region
in feature space which it classifies as positive. We see that there is no way to linearly
combine h1 and h2 so that the negative examples in the center and the positive
examples get correctly classified. However, h1 and h2 are strongly correlated on the
negative examples, while being anti-correlated on the positive examples. It would
thus make sense to add a new weak classifier that classifies an example as negative
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h1

h2

Figure 9.2: A motivating example. See section 9.3 for description.

if it activates both h1 and h2 and as positive otherwise. We define the new classifier
as h3(x) = ¬ (h1(x) ∧ h2(x)); h3 captures second-order weak classifier occurrence
statistics.

This type of situation arises whenever we have two weak classifiers that are
likely to occur on an object of the target class but never occur together. Some
examples include: (1) the arm of a pedestrian may be raised or lowered but not
both at the same time, (2) the handle of a mug may be round or square but not
both and (3) a face may be brighter or darker than the background but not both.

9.4 Definition

In this section we will define three different types of gated classifiers, which we have
used in our experiments. We stress, however, that other types of gated classifiers can
be defined similarly and that networks of gated classifiers can easily be constructed.

NAND-classifier In the previous section we constructed a weak classifier that
suppressed examples where a pair of previously learnt weak classifiers co-occurred.
This is an example of a NAND-classifier. However, there is no reason to restrict
the definition to pairs. We could also suppress examples where some larger subset
of previously learnt weak classifiers co-occur. We thus define a NAND-classifier
to classify as negative all examples where some subset of previously learnt weak
classifiers co-occur:

hNAND(x) = ¬ (hj1(x) ∧ . . . ∧ hjn(x)) , (9.2)
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where j1, . . . , jn ∈ {1, . . . , t− 1} and t is the current round of boosting.

XOR-classifier The XOR-classifier is strongly related to the NAND-classifier
and simply adds a requirement that at least one of the classifiers hj1 , . . . , hjn is
activated.

hXOR(x) = ¬ (hj1(x) ∧ . . . ∧ hjn(x)) (9.3)
∧ (hj1(x) ∨ . . . ∨ hjn(x))

Tautology and falsum We also define two trivial classifiers: the tautology clas-
sifier hτ (x) = 1 and the falsum classifier hφ(x) = 0. While these classifiers do
not affect the contrast between the values of the classification function for positive
and negative examples, they do play a role in the training phase. If the weight
distribution gets too uneven toward either positive of negative examples, one of
these classifiers will get selected and then examples will get re-weighted so that
unevenness is reduced. The classifier is not saved during training since it does not
affect the classification performance.

9.5 Learning

In this section we turn our attention to learning a NAND- or XOR-classifier. These
classifiers are constructed by combining a subset of the weak classifiers that were
already selected (i.e. at round t of boosting we have t− 1 weak classifiers to select
from). The most direct approach to selecting the optimal classifier would be to
evaluate all possible such classifiers and select the best one. However, there are
2t−1− (t−1)−1 = 2t−1− t possibilities (all subsets of cardinality ≥ 2 of previously
learnt weak classifiers). So exhaustive enumeration will in general be impossible. A
reasonable strategy is then to enumerate all small gated classifiers, i.e. enumerate
all subsets containing ≤ n weak classifiers (where n is chosen so that exhaustive
enumeration is possible).

We can also incrementally extend a given NAND- or XOR-classifier. Take a
NAND-classifier as an example (the XOR-classifier case is analogous). Refer to
figure 9.3 and assume that we have classifier ha(x) = ¬ (hj1 ∧ . . . ∧ hjn) and let
I−a = {i ∈ I|ha(xi) = 0} be the set of all training examples that are classified as
negative by ha. Then let hb(x) = ¬

(
hj1 ∧ . . . ∧ hjn ∧ hjn+1

)
be the classifier we get

by appending hjn+1 to ha and let I−b = {i ∈ I|hb(xi) = 0} be the set of all training
examples that are classified as negative by hb. Obviously I−b ⊆ I−a . We can now
define the set of training examples that were classified as negative by ha but are
classified as positive by hb: ∆I+ = I−a \I−b =

{
i ∈ I−a |hjn+1(xi) = 0

}
. All positive

examples in this set will now get correctly classified while the negative examples
will get incorrectly classified. The classification error thus changes as follows:
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(a) ha(x) = ¬ (h1 ∧ h2)
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h3
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(b) hb(x) = ¬ (h1 ∧ h2 ∧ h3)

Figure 9.3: Incremental extension of a NAND-classifier. The gray region is classified
as negative.

∆ε =
∑

Dt(i)
{i|xi∈∆I+,yi=0}

−
∑

Dt(i)
{i|xi∈∆I+,yi=1}

. (9.4)

We can now define a simple greedy algorithm for learning large NAND- and
XOR-classifiers. The first step of that algorithm is to exhaustively enumerate all
small NAND- and XOR-classifiers, evaluate the classification error of each and
select the best. We then loop through all weak classifiers not already used and
append the one that yields the smallest ∆ε. We continue appending more weak
classifiers greedily as long as the best ∆ε is negative. At each step, we only need to
evaluate the new classifier on the examples that were classified as negative by the
previous classifier. The size of this set will be monotonically decreasing.

In listing 9.2 we give the whole AdaBoost algorithm including gated classifiers
(compare to listing 9.1).

Our greedy weak learner will add a complexity term of O(tN ) at round t of
boosting (where N is the maximum size of the NAND or XOR classifier). Typically
we set N = 2 or N = 3. At test time the input to the gated classifier will be
the outputs of other weak classifiers that have already been evaluated. So the
only computation required to evaluate the gated classifier is the NAND or XOR
operation itself.

Gate Networks We note that the learning algorithm may generate gated clas-
sifiers consisting of more than one gate. This happens when a gated classifier is
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Algorithm 9.2 AdaBoost with gated classifiers
Require: {(xi, yi)|i ∈ I}, T

Initialize D1(i) = 1/ |I|
for t = 1 to T do
Train ht : X → Y using distribution Dt
Train hNAND = ¬

∧
j∈J1

hj : X → Y

where J1 ⊆ {1, . . . , t− 1}
Train hXOR = ¬

∧
j∈J2

hj ∧
∨
j∈J2

hj : X → Y

where J2 ⊆ {1, . . . , t− 1}
h∗t ← the best of ht, hτ , hφ, hNAND and hXOR
Choose αt ∈ R
Dt+1 ← update weight distribution

end for
return {α1, . . . , αT }, {h∗1, . . . , h∗T }

constructed using at least one other gated classifier. This is illustrated in figure
9.4.

9.6 Experiments

Experiment 1 - Synthetic data

The goal of the first experiment is to visualize the effects of using gated classifiers.
We have generated a sequence of synthetic datasets, containing positive and nega-
tive examples represented by 2D vectors. The positive examples are drawn from a
gaussian mixture distribution and the negative examples are drawn from a uniform
background distribution. We generate a sequence of increasingly difficult datasets
by adding more components to the gaussian mixture. Scatterplots of the first four
datasets in the sequence are shown in figure 9.5(a).

We defined a pool of weak classifiers by splitting the x- and y-axes into a set of
intervals. Each interval Xc on the x-axis corresponds to a weak classifier hc(x) =
x(1) ∈ Xc and similarly each interval Yr on the y-axis corresponds to a weak
classifier hr(x) = x(2) ∈ Yr.

For each dataset in the sequence we apply three different learning algorithms:
(1) standard AdaBoost, (2) standard AdaBoost with tautology and falsum classifiers
and (3) standard AdaBoost with tautology, falsum, NAND- and XOR-classifiers.
In figures 9.5(b)-9.5(d) we show heat maps of the classification functions generated
by each of the three learners. In figure 9.5(b), we see that standard AdaBoost stops
after only a few rounds because no weak classifier with error better than chance can
be found. Adding the tautology and falsum classifiers improves this situation and
learning continues until a better representation of the true density is found (figure
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Figure 9.4: When boosting with gated classifiers, increasingly complex gate net-
works may be constructed. In this example h1, h2 and h3 are basic weak clas-
sifiers, while ha and hb are gated classifiers. hb uses ha as an input and is
thus a compound gated classifier. (The final classification function is in this case H(x) =

α1 · h1(x) + αi · h2(x) + αj · ha(x) + αk · h3(x) + αn · hb(x) + . . ., where ha(x) = h1(x) ⊕ h2(x) and

hb(x) = ¬ (ha(x) ∧ h3(x))).

9.5(c)). However we are still not able to suppress the clusters of false positives in
the “intersections” of common (but mutually exclusive) weak classifiers. In figure
9.5(d) we see that adding NAND- and XOR-classifiers gives us this ability.

In figure 9.6 we plot the area under the ROC curve and the equal error rate
for the three different learners on the sequence of datasets. Half of the dataset was
used for training and the other half for validation.

Experiment 2 - Pedestrians

In this experiment we evaluate the use of gated classifiers in a realistic application:
pedestrian detection. We used the NICTA pedestrian dataset [93], which is divided
into several subsets. In our experiments we used only training set A, which was
split in half for training and testing. Hard negative examples were found by (1)
training a few stages of a cascaded classifier, (2) running that over a set of negative
images and (3) collecting all false positive detections. In figure 9.7 we show a few
training examples and average images for the positive and negative sets.

We then train an AdaBoost classifier with and without using gated classifiers
and at each round of boosting we plot the false positive rate (fpr) at a detection
rate (dr) of 0.9 on the test set. The result is shown in figure 9.8(a). We can se that
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(a) Scatter plots of the synthetic datasets. Positive examples are green +-signs.

(b) Heat map of AdaBoost classification function

(c) Tautology and falsum classifiers added

(d) NAND- and XOR-classifiers added

Figure 9.5: In a) we show scatter plots of the first three datasets in the synthetic
sequence. In b)-d) we show heat maps of the learnt classification functions using b)
standard AdaBoost, c) adding tautology and falsum classifers and d) also adding
NAND- and XOR-classifiers.



9.6. EXPERIMENTS 111

1 2 3 4 5 6 7 8 9 10
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1
Area under ROC

Num. components in GMM

(a) Area under ROC curve (AUC)
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Figure 9.6: This figure shows plots of a) AUC and b) EER for the three different
leaners: (1) standard AdaBoost (blue dash dotted curve), (2) std. AdaBoost with
tautology and falsum classifiers (red dashed curve) and (3) std. AdaBoost with
tautology, falsum, NAND- and XOR-calssifiers (black curve). The x-axis repre-
sents the number of components in the gaussian mixture used to generate positive
examples.

the fpr drops much faster when gated classifiers are used. In this case a fpr of 0.5
is reached after 291 iterations, while standard AdaBoost requires 2667 iterations.
In figure 9.8(b) we show the ROC curves of both classifiers after 291 iterations.

Experiment 3 - Faces

In this experiment we evaluate the use of gated classifiers for face detection, using
the the Feret dataset [96, 95]. We used the same procedure as in the previous ex-
periment, setting half of the training examples aside for testing and mining for hard
negative examples by training a few stages of a cascaded classifier and collecting
false positive detections from a set of background images. In figure 9.9 we show a
few training examples and average images for the positive and negative sets.

As in the previous experiment we then train an AdaBoost classifier with and
without using gated classifiers and at each round of boosting we plot the false
positive rate (fpr) at a detection rate (dr) of 0.9 on the test set. The results of this
experiment are shown in figure 9.10(a). We can se that, again, the fpr drops much
faster when gated classifiers are used. In this case a fpr of 0.5 is reached after 44
iterations, while standard AdaBoost requires 358 iterations. In figure 9.10(b) we
show the ROC curves of both classifiers after 44 iterations.
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(a) (b)

(c) (d)

Figure 9.7: Illustration of the NICTA pedestrian dataset, showing a) four positive
examples, b) the average of all positive examples, c) four hard negative examples
and d) the average of all hard negative examples. Hard negative examples were
selected by training a few stages of a classifier cascade and collecting false positives.
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Figure 9.8: Results of using gated classifiers for pedestrian detection. a) Fpr on
validation set vs. number of AdaBoost iterations. The lower curve uses gated
classifiers. b) ROC curve of both classifiers at 291 iterations. Upper (red, dashed)
curve uses gated classifiers.

(a) (b)

(c) (d)

Figure 9.9: Illustration of the Feret face dataset, showing a) four positive examples,
b) the average of all positive examples, c) four hard negative examples and d) the
average of all hard negative examples. Hard negative examples were selected by
training a few stages of a classifier cascade and collecting false positives.
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Figure 9.10: Results of using gated classifiers for face detection. a) Fpr on validation
set vs. number of AdaBoost iterations. The lower curve uses gated classifiers. b)
ROC curve of both classifiers at 44 iterations. Upper (red, dashed) curve uses gated
classifiers.

9.7 Discussion

In learning situations when the target class has high intra-class variation and posi-
tive and negative examples are “mixed” in the feature space, the decision boundary
required to solve the problem is complex. In the previous section we demonstrated
that such decision boundaries can be impossible (experiment 1) or at least very
difficult (experiments 2 and 3) to generate by boosting a “simple” weak learner.
When we added gated classifiers, the number of weak classifiers required to reach
a specific false positive rate and detection rate on the validation set decreased by
almost and order of magnitude for both pedestrians and faces. This clearly demon-
strates the usefulness of gated classifiers. With gated classifiers the strong classifier
remains compact and efficient even in the presence of high intra-class variation.

The VC-dimension when using gated classifiers By adding gated classifiers
to our weak learner we make it more flexible and thus we expose ourselves to the risk
of over-fitting. Luckily, our experiments indicate that over-fitting does not occur.
In addition we can also compute a theoretical upper bound for the VC-dimension
of a gated classifier. This can be used to bound the generalization error when using
gated classifiers [46, 118].

To compute an upper bound for the VC-dimension when using gated classifiers
we apply Theorem 1 of Baum and Haussler [5]. We can view the gated classifier
as a two-layer feed-forward network where the computation units of the first layer
are the two basic weak classifiers and the computation unit of the second layer
is the logical gate. Let H be the class of binary functions that can be generated
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by our basic weak learner (not using gated classifiers) and let dH = V Cdim(H).
Then let F = {NAND,XOR}. By inspection of the truth-tables of NAND and
XOR we see that dF = V Cdim(F) = 1. Thus the sum over all computation
units of the VC-dimensions of the classes of functions associated with each unit is
d = 2 ·dH+dF = 2 ·dH+1. Finally, we let Θ(H) = {f(h1, h2)|f ∈ F ∧ h1, h2 ∈ H}.
Baum and Haussler’s Theorem 1 [5] implies that the number of different functions
that can be realized by hg ∈ Θ(H) when the domain is restricted to a set of size m
is at most (3 · e ·m/d)d. If m ≥ 5.5 · d, then (3 · e ·m/d)d < 2m, which implies that
the VC-dimension is smaller than m. Thus an upper bound for the VC-dimension
when using gated classifiers is b5.5 · dc = b11 · dH + 5.5c.

Note that in the discussion above we let the learner of gated classifiers select
any pair of basic weak classifiers from H, but we actually only search over pairs
of already learnt weak classifiers so the true VC-dimension should be significantly
smaller than the upper bound.

Alternatives An alternative method for generically handling high intra-class
variation would be to build more specific weak classifiers [84, 125, 85]. In the
limit we could have one weak classifier for each positive training example (template
matching - i.e. each weak classifier has zero false positive rate and ε detection rate).
One problem with this sort of approach is that the number of weak classifiers re-
quired to represent the whole class is extremely large, making efficient detection a
tough challenge [52]. More importantly, there is also a big risk that even a very
large training set does not represent the whole target class (over-fitting).

Hardware implementation Another advantage of gated classifiers is that they
lend themselves readily for hardware implementation, for example using FPGAs.
This could be useful for implementing the algorithm onboard cameras and other
ubiquitous equipment.

Future work In future work we will make a more thorough evaluation of generic
gated classifiers and also experiment with different feature pools, like HOG-features
[20]. It will also be interesting to see if gated classifiers will increase the applicability
of AdaBoost and to further explore the theoretical properties of gated classifiers.

9.8 Conclusion

In this chapter we proposed gated classifiers to solve the problem of using boosting
to learn target classes with large intra-class variation. We showed experimentally
that gated classifiers reduces the number of weak classifiers required to represent a
complex decision boundary by almost an order of magnitude. Gated classifiers are
easy to implement and can be used to empower any basic weak learner. In addition,
gated classifiers can easily be implemented in hardware, for example using FPGAs.
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We therefore believe that gated classifiers may find many uses in the computer
vision industry.



Chapter 10

Conclusions

In this chapter we will briefly summarize the work presented in this thesis, draw
some general conclusions and present opportunities for future study.

10.1 Summary

This thesis treats the problem of visual object detection, focussing on shape-based
representations in 2D and 3D and boosting.

This thesis describes shape-based representations to describe object classes that
lack discriminative parts and are instead defined by the shape of their contour.
Object classes that have discriminative parts are good candidates for constellation
models or pictorial structures [122, 39, 37, 36], where different parts are modeled
independently of each other and then held together by a geometric model. The part-
based independence assumption that these models make does not hold for shape-
based classes and different parts of the shape can be strongly correlated (consider
for example symmetric objects). Therefore, shape-based classes are often modeled
by templates [52] or prototypes with global deformation models [6, 16]. The multi-
local classifiers proposed in this thesis take a different approach. Each multi-local
classifier tries to find a specific sparse configuration of oriented edges that occur
on a large subset of the training examples. Different multi-local classifiers are
then described independently of each other, like the parts in a constellation model.
Multi-local classifiers is thus a way to break up the description of a shape class
into independent but not necessarily local parts. We demonstrated that we can get
good object detection performance from detectors based on multi-local classifiers,
compared to state-of-the-art object detectors on public datasets.

We also propose an extension of the representation to handle the multi-view case.
Since the image information used by the multi-local classifiers for classification was
mainly oriented edges we focus on 3D representations that generate edge-based
classifiers when projected into an image. The first 3D representation is based on
surfels. A surfel that is seen from the side projects to an oriented edge in the
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image and we can thus construct a classifier based on, for example, the distance
to the closest edge in the image. The face of the surfel can be associated with
an appearance-based classifier. In our second set of experiments on multi-view
object detection, we used 3D edges to represent points of high curvature on the
surface of the target object. These points project to gradients in the image and can
thus be used for classification based on image gradients or edges. We demonstrate
results showing that these 3D representations can be used for the simpler problems
of categorization and, to some extent, pose estimation. The detector, however,
suffers from large amounts of false positives. One reason is the large search space,
which has three extra dimensions (azimuth, elevation and rotation) in addition
to the position and scale searched in the single-view case. We also think that a
significantly larger training set is necessary for good performance on detection.

We also proposed a strategy for handling target classes with high intra-class
variation in AdaBoost [46] classifiers. The problem here is that, when training a
complex AdaBoost classifier containing many weak classifiers, we often have subsets
of weak classifiers that are anti-correlated on the set of positive training examples.
A typical example is if the target class is mugs and some mugs have circular handles
while some mugs have elliptical handles. We might then get two weak classifiers
representing each type of handle. These two weak classifiers are then linearly com-
bined in the final strong classifier, giving high scores to visual structures that look
like two handles superimposed on eachother. To give the strong classifier a way of
representing high-order statistics (such as anti-correlation) and remove such false
positives, we proposed gated classifiers. We demonstrated that it can be beneficial
to give the AdaBoost learner access to this derived family of weak classifiers.

10.2 Conclusions

The main conclusions that we want to draw from this work are (1) that a shape
class can be described by discriminative and repetitive non-local parts, (2) we can
learn a multi-view object class detector from annotated images of different objects
(i.e. we don’t need explicit 3D training data to learn an object class representation
containing explicit 3D shape information) and (3) for difficult classification prob-
lems it can be beneficial to include high-order weak classifier occurrence statistics
in the strong classifier.

We can also draw a few minor conclusions. Firstly, on the shape-based object
classes used in this thesis adding appearance information to the description only
gives a very modest performance improvement, as seen for the single-view case in
chapter 6 and for the multi-view case in chapter 7. In these experiments, appearance
carries very little information about class membership and the flexibility thus added
to the classifier just increases the risk of over-fitting.

Over-fitting is actually a real problem when working with many academic datasets.
The ETHZ Shape Classes dataset [41, 40] used in the first part of this thesis only
contains between 32 to 87 exemplars of each class to be split between training
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and test. To learn from such little training data the learner has to have a very
strong inductive bias, which was the case for the generatively trained version of
multi-local classifiers described in chapter 4. However, the more flexible training of
the multi-local classifiers described in chapters 5 and 6 required additional training
data. Including the extra training data, the size of the training sets were on the
order of 100-200 exemplars, which is still very little in comparison to many indus-
trial datasets containing tens or hundreds of thousands of training exemplars [93].
These flexible multi-local classifier training methods might have more, unexplored
potential if supplied with a larger training set.

Secondly, by comparing the results of the categorization experiments in chapters
7 and 8 it seems like the curvature-based representation is better for classification.
This was expected for the car and cup categories, which have many points of high
curvature that define their shape, but is a bit more surprising in the case of classes
like apple, with a smooth surface. A part of the difference may be explained by the
use of linear SVM in chapter 8. The SVM may have an advantage over AdaBoost in
this problem since the number of parameters is very large in relation to the number
of training examples. We note, however, that these representations are completely
complementary and could be combined.

Thirdly, we emphasize that the methods presented in this thesis are aimed
at detection of object classes where the shape of the image contour or the surface
geometry is the main discriminative feature. Typical examples include tools, various
household objects or vehicles. We do not aim to compete with state of the art
on object classes where dense appearance patches, texture or color are the main
discriminative features. Typical examples of such classes are faces, some animals
and ”stuff” [64] classes like buildings, road and grass.

Finally a note on detection strategy. As computing hardware gets more pow-
erful and parallel, sliding-window approaches to detection get less computationally
intimidating. To further speed up computations we proposed a hierarchical version
of sliding-window search in chapter 6 and made a GPU implementation in chapter
8. However, the choice of detection strategy affects not only the computational
complexity of detection but also the number of classifier evaluations, which is pro-
portional to the number of false positives. Performing a sliding-window search over
position, scale and rotation in an image of course implies a very large number of
classifier evaluations. In contrast, the detection strategy employed in chapters 3
and 4 also searches over position, scale and rotation but the number of classifier
evaluations is proportional to the square of the (subsampled) number of detected
contour points in the image.

10.3 Future Work

The obvious way to continue the work presented in this thesis is to investigate
different combinations and extensions of the techniques presented herein. Especially
combining the surface normal and curvature-based features described in chapters 7
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and 8. The gated classifiers presented in chapter 9 can also be applied to all of the
boosted classifiers presented in this thesis.

Many of the classifiers discussed in this thesis are quite flexible and at the same
time the datasets used to train these classifiers are quite small, containing on the
order of 100 exemplars of each class. If a large academic dataset containing shape-
based object classes should appear, it would be very interesting to evaluate our
methods on it.

Object detection in general and shape-based detection in particular are by no
means solved problems and there are infinite possibilities for future study. However,
finding a good direction is not an easy task. One way to address this task is to look
for information that is not sufficiently exploited in current methods.

One such piece of information is 3D structure, the epipolar constraint and multi-
view (and multi-class) feature sharing [116]. Many of the currently most popular
object detectors do not use this information. For example, the highly successful
pictorial structures model by Felzenszwalb et. al. [36] models different views of an
object as independent modes in a mixture model. 3D information could possibly
be used to couple and constrain the different modes of this model. Multi-view
datasets, like the Pascal VOC [30, 31, 32], will hopefully encourage methods that
respect 3D structure (although at the moment the dominating paradigm seems to
be discriminative single-view approaches). The Kinect sensor [109] is also likely
generate increased interest in shape-based 3D models.

Another piece of under-exploited information is context, on which humans rely
heavily [38]. Some great attempts have been made, often using CRFs to favor likely
object combinations over unlikely combinations [64]. However, there are many ways
of incorporating context information. One of the simplest methods is probably to
include a little bit of the background in the sliding-window used for detection.
Another way is to condition the detection scores on some global image information,
like the GIST description [89, 117]. Yet another way is to use estimates of different
properties of the scene geometry [57]. Despite this wide variety of existing methods,
there should be many more opportunities to explore.

Finally, multiple instance learning is emerging as an interesting way of aligning
training data [36, 119, 2, 29]. Prevoiusly the most common way to handle training
data was to put bounding boxes around exemplars of the target object class and
train a classifier relative to the bounding box. However, aligning exemplars with
respect to the bounding box may be far from optimal. Consider for example the
case of giraffes, where the location of the bounding box relative to the body of
the giraffe depends heavily on the pose of the head/neck. In this case it would
probably be preferable to use a different alignment strategy. Multiple instance
learning can potentially do a better job and additionally refine the alignment so
that parts are individually aligned or so that exemplars are aligned with respect to
more parameters that just position and scale (for example some deformation model
[8, 16]).
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