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ABSTRACT 

This thesis gives a neurocomputational account to the observation that humans have difficulties 

mimicking the financial decisions they make in real situations when asked under hypothetical 

circumstances. The analysis falls under the category of neuroeconomics and is carried out using a 

computational model of the brain, composed of relevant brain regions for financial decision 

making such as the action-selecting basal ganglia, the value-encoding orbitofrontal cortex, and the 

emotional headquarters of the amygdalae. We will see that humans faced with hypothetical 

decisions are biased towards accepting higher risks in a prospect theory framework of pairwise 

preference determination; this is a consequence of the indication that brain regions responsible for 

evaluation of outcomes are differentially activated following a discrepancy in cortical–amygdalar 

interaction in the human brain depending on whether the outcomes of the decision is perceived as 

real or hypothetical. One of the main explanatory factors behind this change of behavior is thought 

to be the discovery that there is a correlation between amygdalar activity and attitude towards 

risk, inducing biasing effects in the cortical perception of value. 
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1 INTRODUCTION 

1.1 BACKGROUND 

Would you toss a coin giving you $10 for heads and taking $10 away from you for tails? Would 

the answer change if told we use play money, but still asked to consider it as if it were real? 

Research indicates that it, for neurological reasons, is difficult for humans to hypothetically 

evaluate the options consistently, and that the decision to toss the coin does, on average, differ 

between real and hypothetical situations (Battalio et al., 1990; Kang et al., 2011; Harrison, 2006). 

Specifically, it seems humans hesitate tossing the coin more frequently if it involves real gains 

and losses instead of hypothetical, as the losses hurt relatively more if they are real (Kang et al., 

2011; Knutson et al., 2007; Tom et al., 2008). 

It has long been known that humans do not always act completely rationally when exerting 

economic and financial decisions (e.g. Allais 1953; Smith; 1759, 1776). However, it has 

historically been, and still is, harder to explain irrational behavior than to observe it. 

Psychologists were pioneers in developing models of explanations to several irrationalities, 

together developing the scientific field of behavioral economics. The tools of examining the 

human brain have not always been as sophisticated as they are today, thus it is nothing but 

natural that neurologists have been trailing in their explaining of economic behavior. Recently, 

however, neurologists have been provided with useful tools to study the human brain in live 

humans, and the possibilities to explore functionalities of various brain regions have increased 

considerably (Glimcher et al., 2009). 

Neuroeconomics is a rising field of study, combining insights of behavioral and psychological 

research with economic and neurological sciences (Glimcher et al., 2009). As complex and 

complicated as it might be; the understanding of the human brain is broadened with every 

passing year. Neurological and anatomical research of the brain opens up doors to explore what 

neurological processes drive the human behavior we can observe in every-day life, and all relate 

to. Interestingly, some neurologists have started to relate their work to healthy humans acting in 

economic settings, and together with psychologists and economists, an increased knowledge of 

psychological effects irrationalizing human economic behavior can be achieved (Glimcher et al., 

2009; Frank and Claus, 2006; Tom et al., 2008; Knutson et al., 2007). Using powerful 

computational tools and simulated computer brains, we can further analyze the workings of the 

human brain as it propagates towards economic decisions (Frank and Claus, 2006). 
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1.2 SCOPE 

The purpose of this project is to seek explanatory factors behind observed differences when 

humans make the same financial decisions in both real and hypothetical situations; this 

difference is the bias we will call hypothetical bias. Specifically, we are interested in the results 

provided by Kahneman and Tversky (1979), in what they call prospect theory. Simply put, 

prospect theory deals with the observation that healthy human beings are not very delighted by 

risking a recently acquired monetary gain; and also, the authors observe the reverse effect when 

it comes to a loss. Also, studies show there is asymmetry in emotional response to gains and 

losses, potentially further biasing financial decisions. The hypothetical bias is the difference in 

behavior and attitude towards risk based on whether the decision is perceived as real or 

hypothetical. The hypothesis is that hypothetical decisions involve greater risk-taking than real 

ones. 

The scope of this project is to perform analyses on a computational simulation of the brain, a 

neural network. A neural network is a connected network of units intently designed as closely as 

possible to brain cells, neurons; such models are consequently called connectionist models 

(Thomas and McClelland, 2008). With one of such, one can interactively observe the simulated 

brain as it is active, allowing detailed insight into the brain and hopefully further knowledge of 

why it behaves as it does. Of course, one cannot build a computational brain model that fully 

simulates a human brain, as it is far too complicated. However, if constructed carefully, key 

features can be isolated to specific parts of the brain. 

Furthermore, we pursue the understanding of how to construct a neural network that behaves 

as expected by prospect theory. Consequently, we study the hypothetical bias in such a neural 

network, modeled through differential emotional attachment to the decision. Hopefully, this 

project increases our knowledge in the neurological processes leading up to these decisions, and 

uncovers explanatory factors for this human misconception of risk in interactions between the 

amygdalae, the orbitofrontal cortex and the basal ganglia system of the brain. We hypothesize 

that decreased emotional influence increases risk-taking in financial decisions; a mechanism 

driven mainly by gain–loss asymmetry. 

1.3 LIMITATIONS 

The human brain is one of the most complicated structures we know of, and an obvious 

limitation is that it is difficult to relate neural networks to real human brains. A neural network 

is always an extreme abstraction of a brain, which imposes a number of problems. Firstly, since 

human behavior possibly depends on many things in the brain, it is not trivial that it is even 

possible to replicate human-like behavior in a computer model. Secondly, and perhaps most 
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importantly, the abstraction level of a neural network is so large that the explanatory power of 

real human behavior in the behavioral patterns we find in the networks is possibly very weak. 

An obvious limitation is that we will only study specific effects of predetermined brain areas, 

and any interactions with non-modeled brain regions will be neglected and considered non-

influential on the results. It is also clear that any neural network we build will not have nearly 

the computational power of a human brain, as it will simply not consist of enough modeled brain 

cells. Additionally, any software used for modeling will convey supplementary abstractions to 

the brain model. 

As neural networks are sometimes very task specific, we have to limit ourselves to developing a 

model specifically constructed to behave like a human in a setting designed to fetch exactly the 

results we seek. One must model carefully, as we risk being forced to deviate from results of 

neurological and anatomical research to find the desired results. The tasks we develop will 

involve determining the preference order of outcomes, and the outcomes present in the tasks 

will be limited in number; that being said, we can only make probable assumptions of the 

preference of outcomes not present in the tasks. Extrapolation of results into domains not 

explicitly tested imposes additional sources of errors. 

As for studying real and hypothetical financial decisions, we have to limit the representation of 

real and hypothetical situations in the brain to the brain regions present in the neural network. 

That being said, there could possibly be many factors behind any observed biases of hypothetical 

decision making that are not captured by the model we will develop. We can, at best, hope to 

find some indicative correlation between the activity of some brain region and the outcome of 

decisions, but understanding the complete picture requires a much more complicated neural 

network than we are capable of constructing. 

1.4 METHODOLOGY 

We will construct a neural network that includes the brain areas we find indicative of explaining 

the observed behavior described in prospect theory. The modeling will be carried out by 

identifying the brain regions mostly responsible for this behavior through a literature study; and 

subsequently, we construct a neural network containing these, using the Emergent neural 

networking software. 

After constructing such a neural network, we will design tests that encapsulate the results of 

prospect theory, composed of testing the preference orders between certain and probabilistic 

gains and losses. These tests will be run on the network and later evaluated, with the purpose of 
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confirming the by prospect theory expected behavior, so human-like behavioral patterns are 

plausibly accounted for in the model. 

As we are interested in examining the hypothetical bias of the financial decision, we also need to 

identify ways to simulate both a real and a hypothetical situation. We will represent the 

perception of how real the outcomes of the decision are through a representation of emotional 

attachment to the decision. Consequently, testing will be done to observe the hypothetical bias, 

after which we analyze its direction and magnitude. Given that it does in fact behave as expected, 

we will also attempt to relate these results to human behavior. 

1.5 OUTLINE 

This thesis commences with a brief introduction to the field of behavioral and neurological 

aspects on economics, with a focus on decision making and rational choice. Specifically, we 

identify one concept for quantifying behavioral economic theory; prospect theory, and discuss 

its implications on financial decision making. Consequently, we discuss the notion of real and 

hypothetical situations, and what differences we would expect as decisions are made in made in 

the two. 

As neuroeconomics studies requires a deep level of insight in the workings of the human brain, 

we move on with an overview of relevant brain regions that affect the outcomes of decisions. 

Thereafter, we give an introduction to the field of neural network modeling, and the software, 

Emergent, used in the project. Having done that, we present our neural network; how it was 

built, how it works, and what tests we intend on running on the network. Also, we imply how to 

represent real and hypothetical situations in the model. 

Finally, we present the results from running the relevant tests, and relate them to the 

expectations the literature study would imply. We also discuss the results and relate them to 

similar studies previously conducted. 
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2 BEHAVIORAL ASPECTS; PROSPECT THEORY AND 

HYPOTHETICAL BIAS 

2.1 UTILITY THEORY 

Utility theory is used to rationalize human behavior and to describe our preferences. A relevant 

question in this context is the question of what rationality really is and if it exists. We will define 

rational preferences as a set of preferences satisfying two properties; the first being 

completeness, meaning that all future states of the world, or outcomes, are comparable in the 

sense that there exists a preference or indifference for all pairs of possible outcomes, and the 

second being transitivity, implying that A is preferred to C if and only if A is preferred to B and B 

is preferred to C (Ackert and Deaves, 2010). 

A series of rational preferences across all possible outcomes always exists and can be 

established, after which one can determine an increasing order in which states are preferred. 

Each individual with rational preferences behaves as if it were behaving according to something 

we will define as a utility function. The utility function assigns for every outcome a utility, or a 

value, and this function is increasing in preference order, meaning that for every outcome 

preferred to another it must be represented with a higher utility. Consequently, the most and 

least preferred outcome has the highest and lowest utility respectively. The utility function is 

highly variable across individuals and need not, in theory, be increasing in total wealth, and can 

depend on many other monetary or non-monetary measures. 

In quantifying applications of economics, we usually assume that the utility function is indeed 

increasing in total wealth, meaning individuals prefer more wealth to less, and also that the 

utility is independent of other variables outside of total wealth. Another common assumption is 

that the utility function is concave, and most often logarithmic in total wealth, implying that an 

additional $100 to one’s wealth is decreasingly exciting as one’s total wealth is increased (Ackert 

and Deaves, 2010). However, a relative increase of one’s wealth is then equally rewarding no 

matter how prosperous one is. 

In expected utility theory, originally developed by Neumann and Morgenstern (1944), it is stated 

that humans should maximize their expected future utility in all decision making processes. In 

each such process the individual analyzes the future utility of all possible outcomes of the 

decision, and a rational choice is then the choice that maximizes the expected future utility. This 

implies, with a concave utility function, that humans should act in a risk-aversive manner when 

making economic decisions, meaning that humans should prefer a safe gain of $500 to a gamble 
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giving a 50 percent chance of winning $1000. Conversely, if a human is to be risk-seeking, we 

require that this individual has a convex utility function, meaning that this individual would 

instead prefer the probabilistic alternative in this setting. 

2.2 BEHAVIORAL ECONOMICS 

Behavioral economics and behavioral finance are the fields of science where one tries to 

describe the effects of irrational behavior, emotion, and social preference on economics. 

Neoclassical economic theory is based on several assumptions about human behavior in 

economic contexts, being that human beings have completely rational preferences across 

possible future states of the world, that they always maximize their utility, and that all such 

decisions to do so are based on all relevant information (Ackert and Deaves, 2010). These 

assumptions are critical in neoclassical economic theory as violation of them questions the 

existence of such a thing as humans continuously exercising rational financial behavior. 

Behavioral economists question the existence of such humans (McFadden, 2005), however, they 

do not suggest that neoclassical economic models are suddenly useless, but instead they 

implicate that modifications should be considered as calibration of the models to human 

behavior is crucial if we are to draw conclusions of the predictive nature, and that we are to pay 

close attention to the domain of applicability of these theories (Fudenberg, 2006). 

The study of human deviation from rational choice has led to the discovery of several types of 

biases and heuristics that are typical to humans, and that these can be used to better predict 

human behavior (Tversky and Kahneman, 1974; Ackert and Deaves, 2010; Glimcher et al., 2009). 

One typical conclusion is that human beings are not capable of fully understanding settings of 

random nature, certainly challenging the idea that we are able to fully grasp the complexity of 

economic situations and hence are able to make choices rationally. An example of such a bias is 

availability bias, which is the tendency to overestimate probabilities of events that are easy to 

recall from memory (Ackert and Deaves, 2010). The effect of such a bias is that humans are 

inaccurate estimators of real probabilities, and are hence prone to incorrectly compute expected 

values. Additionally, humans are increasingly troubled when it comes to estimations of 

probabilities that are close to zero or one (Glimcher et al., 2009; Kahneman and Tversky, 1979); 

a phenomenon we will call probability weighting. Tversky and Kahneman (1974) also discovered 

that humans are likely to estimate probabilities erroneously when placing the probabilistic 

event in a representative category; this is called representativeness heuristic. Other biases 

include the habit of drawing conclusions from a sample of insufficient size; that is, applying the 

law of large numbers without in fact having observed a large number of outcomes, a mistake we 

will call using the incorrect “law of small numbers,” a version of gambler’s fallacy (Ackert and 
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Deaves, 2010). The result in the decision making process is that options that appear rational to 

us could in fact be irrational. 

Simon (1992) discusses that humans, because of cognitive limitations, are subject to bounded 

rationality. He discusses that it is unreasonable to believe that humans are capable of solving 

complex optimization problems that appear in most economic settings. Instead, we are often 

satisfied with solutions that might be irrational, but are reachable within our scope of cognition. 

A basis for humans to make rational choices is that all relevant information is used, which 

frankly is impossible in situations where the spectrum of relevant information is essentially all 

information in world. 

Humans tend to let emotions influence our decisions, and this drives us to make irrational 

choices, and worse yet, we may not even be aware of it. On the contraire, disallowing emotion 

bias our decisions can also have devastating effects on our decision making performance. 

Damasio (1994) claims that neural systems for reasoning and emotion are inseparable, making 

the study of emotional effects of economics even more complicated. He further claims that 

emotion is one of the forces that drive us to go through with the decision we have made, and that 

this effect is increasingly noticeable as the importance of the decision increases. Considering that 

emotion can influence negatively on decision making, but we cannot make decisions without 

them, the only conclusion we can draw from these observations is that it is extremely difficult, if 

not impossible, to always exert rationality. 

Additionally, there are other forces that make humans drift astray from pure wealth 

maximization; one type of those being social forces which include human, perhaps subliminal, 

willingness of being fair. Studies of e.g. ultimatum and dictator games, where humans are given a 

set amount of money and asked to donate a fraction of it to the other player, and the final 

distribution of wealth is then, in ultimatum games, dependent on whether the other player 

accepts the offer or not, or in dictator games, immediately exercised (Forsythe et al., 1994). The 

maximization of one’s own prosperity would imply optimal choices in these games that are 

rarely observed in reality, choices easily calculated should our goal always be maximum profit. 

Instead, we observe outcomes suboptimal in the sense of wealth maximization, implying there 

are other variables in play, e.g. social acceptance, which are in turn, consciously or not, skewing 

the perceived optimum away from that of economic nature. 

Studies have shown that humans are also prone to divide their wealth into multiple mental 

accounts (Thaler, 1999). Thaler (1999) argues that the act of mental accounting is one way for 

humans to organize and manage financial decision making. Mental accounts are separate 

imagined accounts for different economic activities; giving us a structure across our wealth is 
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divided. Such accounts can e.g. be separate accounts for groceries and concert tickets, and in 

situations where one of them is empty, mental accounting prevents us from further spending 

money from the empty account, even though the other account is not. This behavior sometimes 

leads us to save money on concert tickets to buy groceries; although we exercise the exact 

opposite behavior should the conditions be right. From a neoclassical economic perspective, this 

sort of behavior can never be fully rational. 

Another interesting topic is that of time discounting. Studies have shown that humans have 

difficulties consistently evaluating future rewards, meaning that we discount future rewards 

differently depending on the time point in which the future reward is given. An example of this is 

that humans value the difference between receiving $100 today and $110 tomorrow differently 

than receiving $100 in one year and $110 in one year and one day. Usually, we tend to choose 

$100 today more frequently than we do $100 in one year, possibly explained by the fact that if 

we have to wait one year for our reward, we might as well wait another day and get an 

additional $10 (Frederick et al., 2002). Our incapacity of valuing time consistently is one other 

source of error in our calculations of expected rewards. 

These examples show that human ability to rational behavior is limited, which, according to 

behavioral economists, also has implications for the economy being an aggregated state of such 

human individuals. Behavioral economists suggest that these biases do not cancel out in such 

aggregation, meaning our economic markets are markets exercising irrational behavior 

(Frazzini, 2006). 

2.3 LIMITATIONS OF BEHAVIORAL ECONOMICS 

Despite the conclusion that the fully rational human does not exist, it has, however, been 

historically difficult for behavioral economists to define universally applicable theories that we 

can use instead of their neoclassical counterparts. Critique against the field of behavioral 

economics includes the fact that the field mostly is composed by numerous situation-specific 

theories to describe a behavior in one situation; theories that cannot always be extrapolated to 

other contexts (Fudenberg, 2006). It is important that we regard the aggregate and accept that 

there can and will be individual differences, and the tendency to focus on individuals too 

extensively is another of the things that has raised critique against behavioral economic sciences 

(Camerer and Loewenstein, 2004) Also, Camerer and Loewenstein (2004) note that behavioral 

economists have focused on developing theories that focus too heavily on dismembering 

neoclassical economical fields instead of offering an alternative. 

The advantages of neoclassical economic theory to their behavioral counterparts are many. Most 

behavioral models include subjective variables that are difficult to determine, and they are in 
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addition to that often specific to each individual. Due to the lack of a robust alternative, 

neoclassical economical models are still, and probably will be for a long time, widely used as 

neoclassical economics offers a clear representation of the behavior of the aggregate which 

cannot be said about its behavioral counterpart. Further research is thus needed to determine 

aggregated effects of behavioral biases and heuristics. 

2.4 NEUROECONOMICS AND ITS APPLICABILITY 

One approach to increasing our understanding on how emotion effectively intercepts our 

rational reasoning is to study the neurology behind reward systems and emotion, and how it 

affects decisions in economic situations. Neuroeconomics is the field of study, much newer than 

that of behavioral economics, where we include neurological observations in economic theories 

to widen the spectrum of explanatory factors behind the irrational and inconsistent behavior we 

observe in humans. Interesting and relevant areas of study of the human brain include, but are 

not limited to, the reward system and the neurology of emotion, as gaining and losing money is 

associated with both pure monetary rewards, and perceived values and emotion. (Glimcher et 

al., 2009) 

In neuroeconomics, one approach is to let subjects perform various economic games, typically 

involving decision making, while studies are made of their brains using functional magnetic 

resonance imaging (fMRI) to monitor brain activity (e.g. Tom et al., 2008; Knutson et al., 2007). 

Specifically, fMRI imaging can reveal which areas of the brain are active during the decision 

making processes. This knowledge, together with previous knowledge of the function of the 

human brain regions, can be combined in order to gain understanding of observed biases in 

human behavior. (Glimcher et al., 2009) 

Similarly to behavioral economics, critique has sprung on neuroeconomics as well. Harrison 

(2008) argues that neuroeconomists much like behavioral economists consider only the 

individual, and disregards the aggregate. He also asserts that neuroeconomics commonly draw 

conclusions from experimental data lacking both sufficient data and exhaustive experimental 

design. Furthermore, he claims that the current practice of neuroeconomics can at best 

determine correlations between outcomes and activity of brain regions, without further 

explaining the outcome of the decision. Stanton (2008) argues, however, that neuroeconomics 

research need not be in conflict with neoclassical economics, as neoclassical economics handles 

the aggregate outcomes of economic decision making, whereas neuroeconomics instead focus on 

the mechanisms behind these outcomes. 
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2.5 PROSPECT THEORY 

Prospect theory is one theory with the purpose of quantifying irrational behavior, developed by 

Kahneman and Tversky in 1979. It aims at showing that humans in general do not always 

exercise the same risk-aversive or risk-seeking behavior, but rather that the willingness to take 

risks depends on how the decisions we face affect our wealth from a reference point, rather than 

our total wealth. 

An enlightening example from a study by Kahneman and Tversky (1979) show three significant 

behaviors. First, subjects are to make decisions whether they prefer a sure gain of $500, or a 50 

percent chance of winning $1000. Interestingly, as many as 84 percent decided that they wanted 

the sure gain, and therefore showed a risk-aversive behavior, which is also in accordance with 

expected utility theory. Second, the subjects are again asked to make a decision of the same type, 

with the only difference being that the options are losses instead, i.e. the options are a sure loss 

of $500, or a 50 percent chance of losing $1000. This time, Kahneman and Tversky (1979) 

observed that 69 percent chose to take the probabilistic option, and therefore show a risk-

seeking behavior. Also, they show that a majority do not find options with the expected outcome 

being neither gain nor loss, but with an uncertainty around the reference point, particularly 

attractive. 

Tversky and Kahneman (1981) also note that humans are also biased by the way the choices we 

have are presented, and are thus subject to framing effects. These framing effects arise when we 

are unable to integrate the full nature of the options we have before us, and we have tendencies 

to regard two different options as different even though they in reality are exactly the same. An 

example of this is that we may not immediately understand that receiving $1000 and then being 

faced with the decision of the second example above is effectively the same as being faced with 

the first example directly. We can therefore observe different results depending on if the 

decision was framed as a gain or a loss. 

Kahneman and Tversky (1979) quantify their theory using prospects, where each prospect 

represents a gamble that gives a gain or loss with respect to some, chosen or perceived, 

reference point, with some probability. Prospect theory states that humans evaluate our options 

using a value function representing a value for each prospect, or the outcome of a prospect. 

Represented as a function of pure monetary values, this value function is shown to possess the 

following properties. 
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where   is the deviation of wealth from the current reference point. 

It is commonly assumed that the value function is a power function (Glimcher et al., 2009), as 

follows. 
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where  ,       is the parameter defining the risk-aversive and risk-seeking properties, and 

    represents the increased emotional affection to losses than gains. 

From this follows that a typical value function must have the shape as seen in fig. 2.1 below. 

 

FIGURE 2.1. A TYPICAL VALUE FUNCTION, SHOWING PERCEIVED VALUE AGAINST DEVIATION OF 

WEALTH FROM THE REFERENCE POINT. 

The results of prospect theory are not consistent with those of expected utility theory in the 

sense that humans do not make decisions based on some constant utility function with the total 

wealth of the individual being the only variable, if total wealth is even considered. Instead, the 

utility function must depend on more variables if these observed biases are to be accounted for, 

which further complicates matters. The value function is a relative measure of value, whereas 

the utility function is an absolute measure. There are similarities between the two; for instance 
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that the value function shares the concavity with the utility function, but only on the gain side. 

Conversely, on the loss-side the value function is instead convex. 

The behavior of this value function implies that human beings are risk-aversive and risk-seeking 

for gains and losses respectively. Behavior is thus highly dependent on the chosen reference 

point, i.e. whether a prospect is viewed as a gain or a loss. Furthermore, we also see that this 

value function implies a risk-aversive behavior around the reference point, meaning that losses 

loom more than gains, and this tells us that losses are subject to more feelings and emotion than 

gains of the same magnitude are, and this what we will call gain–loss asymmetry. These results 

will be of great importance later on. 

2.6 HYPOTHETICAL BIAS 

Commonly, when observing human behavior, such as that observed by Kahneman and Tversky 

(1979) while developing prospect theory, this is done by playing hypothetical games with the 

test subjects. The subjects are asked to indicate which monetary amounts, perhaps subject to 

probabilities, they prefer; however, the test subjects typically know in advance that they will not 

receive the displayed amount. 

Interestingly, the decision making behavior we observe in humans seems to depend on whether 

we identify the situation as real or hypothetical (Kang et al., 2011). Research shows that humans 

take decisions more carelessly if we on beforehand know that the outcome of the decision will 

never affect us in reality, and we see it purely as a game. For instance, decisions are typically 

made quicker if the situation is not real (Kang et al., 2011), which could possibly have a biasing 

effect on the preference order of future outcomes. However, measuring a hypothetical bias 

requires carefully designed tasks; Johansson-Stenman and Svedsäter (2008) suggest that results 

diverge in many experiments constructed to capture the hypothetical bias. They further suggest 

humans strive to be consistent in their behavior, and would therefore try to do in reality what 

they say they would hypothetically do. 

Importantly, research reveals that humans seem evaluate gains and losses less differentially in 

hypothetical cases than in real ones (Kang et al., 2011). This has implications for the risk-

aversive and risk-seeking properties observed in human behavior, and this is the bias we will 

refer to as the hypothetical bias. Specifically, should we encounter a hypothetical decision, and 

subsequently our perception of risk is decreased, we are more likely to exert a risky option than 

would have been in a real situation (Battalio et al., 1990; Harrison, 2006). Thus, humans might 

neurologically be unable to exert the by humans sought-after consistency proposed by 

Johansson-Stenman and Svedsäter (2008), suggesting true preferences cannot be trivially 

observed in hypothetical situations. 
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If we are to model hypothetical gains as gains with an uncertainty around real gain (Swärdh, 

2008), and vice versa for losses, the hypothetical bias is a direct consequence of the gain–loss 

asymmetry of the value function. This idea of modeling hypothetical cases stems from the 

observation that hypothetical decisions often include a higher uncertainty of expected perceived 

gain than real ones; this is a technique called certainty calibration, commonly used to eliminate 

non-realistic outcomes in some settings (Swärdh, 2008). 

We can see the hypothetical bias by considering a power value function as defined earlier. 

Assume that     | |, and define a random distribution  (   ) by  ( (   )     )  

 ( (   )     )  
 

 
.  (   ) then simulates a simple uncertainty around  , as it always gives 

either     or    . Recall that       and    . Studying the perceived value of a gain 

and a loss of the same magnitude for real and hypothetical cases respectively we find that: 
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Note that     would regain the real situation. 

This implies that gaining and losing the same amount immediately after each other is associated 

with greater sense of lost value in the real case than in the hypothetical case. Now, this has 

biasing effects on certainty equivalency measures, as this implies that one in a hypothetical case 

does not need the same compensation for risk as in the real case. Subsequently, the attitude 

towards risk is altered to accept higher levels of risk for the same cost, i.e. one can expect a 

higher level of risk-taking in hypothetical situations; this is the hypothetical bias, which is 

consistent with the observations summarized in Harrison (2006). 
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3 THE BRAIN AND THE NEUROLOGY OF DECISIONS 

A broad understanding of how the human brain works and which of its areas are the most 

important in cognition and decision making is critical to connect neurological data with human 

behavior. Specifically, we must understand which neurological processes are active during the 

process of decision making, and what other brain functions possess the ability to bias our 

decisions in undesirable ways. 

The human brain, along with the rest of the human body, has been developed through years of 

evolution as proposed by Charles Darwin (1859) in his classic work on evolution and natural 

selection. He argues that individuals that are not fit for survival do not survive as individuals 

who do survive have characteristics that allow them to do so, and these characteristics are then 

passed on through generations. The result is that all living species have and are subject to 

continuous development, the human species and its brain being no exception. The human brain, 

in particular, has had a steep curve of development, and traces of this evolution can be found in 

the structure and composure of the brain; the most recently developed brain areas can all be 

found in the outer regions, whereas the more primitive and essential brain functions are mostly 

located deep within the brain (Tortora and Derrickson, 2011). 

3.1 NEURONS 

The brain consists of two types of brain cells, neurons and glial cells. Neurons are brain cells that 

are able to transmit and process information by signaling electrically and chemically via 

synapses; they are also interconnected via trillions of pathways within the brain and 

communicate with each other to form a vast network. Glial cells on the other hand are believed 

to function as isolators between neutrons, as well as supplying oxygen and nutrients to 

neutrons. Additionally, they protect neurons from bacteria and remove dead brain cells. Glial 

cells can thus be considered to be supporters of neurons allowing the neurons to function as 

intended; we will regard neurons as the active brain cells contributing to the processing of 

information henceforth, and neglect any such possible functionality of glial cells. (Tortora and 

Derrickson, 2011) 

The observed connectivity of neurons, and the observation that they are often grouped together 

in clusters, called nuclei, implicate that the brain can be divided into numerous brain regions. 

The inter-neuron connectivity can be separated into two different types of connections; 

excitatory and inhibitory connections. Excitatory activity from one neuron to another drives a 

connection between the two that implicates that if one is active, the other one becomes active as 

well, whereas an inhibitory activity from one neuron would suppress activity in the other. This 
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allows active neurons to both trigger and suppress other neurons, which in turn allows 

information flow within the network of neurons. (Tortora and Derrickson, 2011) 

3.2 BRAIN STRUCTURES 

Typically, the brain is divided into the cerebrum, the cerebellum, the diencephalon and the 

brainstem, where the cerebrum is divided into four lobes; the frontal lobe, the parietal lobe, the 

occipital lobe, and the temporal lobe. The frontal lobe is the largest of these, and is believed to, 

among other things, control judgment, memory, decision making and the capability to plan for 

the future, and most of these functions are handled by the so-called cerebral cortex, which is the 

outermost layer of the cerebrum. Most of these functions will all prove to be important in 

analysis of economic behavior. More generally, many advanced functions of the human brain can 

be found in the cortical areas, as opposed to subcortical, as these are the parts of the brain most 

recently developed through evolution. (Tortora and Derrickson, 2011) 

3.3 THE BASAL GANGLIA 

The basal ganglia (BG) are several nuclei located deep within the frontal lobe, and are thus 

subcortical (Tortora and Derrickson, 2011) and part of the more primitive human brain, are said 

to be strongly associated with a variety of brain functions, one of which is the selection of which 

action or behavior to execute from the set of possible ditto by facilitating a certain motor 

response while suppressing others; this is called action gating (Mink, 1996; Levine, 2009; 

Chakravarthy et al., 2010), done through “Go” and “No-Go” signaling associated with each 

possible action selection (Hikosaka, 1989). The BG are mainly composed of the striatum, the 

globus pallidus externa and interna (GPe and GPi, respectively), substantia nigra pars compacta 

and pars reticulata (SNc and SNr, respectively), the ventral tegmental area (VTA), and the 

subthalamic nucleus (STN) (Yin and Knowlton, 2006; Tortora and Derrickson, 2011). 

The largest component of the BG, the striatum, is the main input channel to the BG, and receives 

information from many parts of the brain, including many of the cortical areas, and in turn 

modulates these inputs to a response or action, via its outgoing pathways (Tortora and 

Derrickson, 2011). After striatal processing, the striatum projects its information onto the GPe 

and the GPi. This is done in an inhibitory manner to the GPi for selected actions, via “Go” 

signaling, calling the direct pathway. On the other hand, the striatum projects to the GPe, also in 

an inhibitory manner for actions that should not be exercised, via “No-Go” signaling. The GPe, in 

turn, projects inhibitorily to the GPi, meaning that the net effect is that the GPe will drive the GPi 

to suppress actions not chosen. This connecting pathway of striatum-GPe-GPi is in turn called 

the indirect pathway. Effectively, this system ends up choosing an action, where the neurons in 

the GPi representing the chosen response are not active, while the others are, where this activity 
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is enforced by both inhibitory “Go” signaling in the direct pathway for chosen actions, and “No-

Go” signaling for unwanted motor responses via the indirect pathway. (Yin and Knowlton, 2006; 

Frank, 2005) 

Between the subcortical areas such as the BG, and the cortical areas, sits the thalamus. It is 

believed to partly function as a hub to transmit information from the BG up to the cortical areas 

of the cerebrum (Tortora and Derrickson, 2011). The GPi connects via inhibitory projections to 

the thalamus to admit the action selection of the BG to the cortical areas handling motor 

response, so that the proper response can be executed (Levine, 2009). We will in the sequel 

interpret the activity in the thalamus as a representation of the action selected by the BG, and it 

can be regarded as the output from the BG. 

3.4 THE ORBITOFRONTAL CORTEX 

The frontal lobe contains the pre-frontal cortex (PFC) that amongst others subdivides into the 

dorsolateral pre-frontal cortex (DLPFC), the anterior cingulate cortex (ACC) and the 

orbitofrontal cortex (OFC), all believed to be concerned with conscience, reasoning and planning, 

among other things (Tortora and Derrickson, 2011; Levine, 2009). Specifically, this is where we 

find the OFC, which is believed to contain representations of expectations and values and to play 

an important role in decision making (Tom et al., 2008; Frank and Claus, 2006). The OFC can be 

separated into two parts; the medial and the lateral. Research suggests that the medial OFC is 

largely associated with remembering positive feedback, rewards, whereas the lateral OFC is 

conversely heavily associated with the memory of negative feedback, punishment, implicating 

that the OFC helps humans determine and memorize the perceived value of presented stimuli 

(Padoa-Schioppa and Assad, 2006; Tom et al., 2008; Kringelback and Rolls, 2004; Glimcher et al., 

2009). The perception of positive and negative value of rewards and stimuli will be of great 

significance in the sequel. The OFC is also able to project information down to the striatum, so 

that the OFC can have a top-down biasing effect on the striatal action selection, and 

consequently adjust the motor response (Frank and Claus, 2006). Additionally, the OFC can 

directly influence the motor cortex to, partly or completely, override the striatal response, 

effectively giving the OFC further controlling power of action selection. 

3.5 THE AMYGDALAE 

There are however more brain regions that are of importance in decision making. Research 

shows that the amygdalae, which are groups of nuclei located deep inside the temporal lobe and 

are part of the limbic system, hold a key role in the processing of memories and emotional 

response (Frank et al., 2009; Levine, 2007), and it is even nicknamed “the emotional brain” 

(Tortora and Derrickson, 2011). In economic situations, both gaining and losing money are 
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subject to emotion responses (Tom et al., 2008) as we get excited when we see our shares of 

stocks rush upwards, and we seem to suffer from heavy emotional reactions as the stock market 

crashes. The amygdalae are also thought to greatly correlate to monetary loss aversion, as test 

subjects with lesioned amygdalae seem free of this loss aversion (De Martino et al., 2010). 

Naturally, the amygdalae will also be of great importance as we analyze the process of decision 

making, because as rewards are presented, the emotional interpretation of its value affects the 

way we make decisions in future similar situations, through information flow from the 

amygdalae to the OFC (Tortora and Derrickson, 2011). The amygdalae can thus have a biasing 

influence on the storing of information concerning evaluation of rewards in the OFC. 

3.6 IMPLICATIONS FOR DECISION MAKING 

The reward system in the brain includes activation of dopamine neurons in the SNc (Tortora and 

Derrickson, 2011), where dopamine activity signals positive feedback, and lack of activity signals 

the contraire, negative feedback (Schultz, 1992). In normal situations, where we experience 

neither reward nor punishment, the dopamine level is said to be at a tonic level (Frank and 

Claus, 2006). The SNc projects this reward information to many parts of the brain, including the 

striatum and the OFC (Tortora and Derrickson, 2011). We will hereafter regard dopamine 

signals as both excitatory and inhibitory projections increasing activity in the medial parts of the 

OFC and suppressing activity in the lateral parts of the OFC; this gives the desired effects of 

medial and lateral OFC regions being associative with rewards and punishments respectively 

(Tom et al., 2008). For instance, the lack of dopamine activity will trigger the activation of the 

lateral OFC while suppressing the medial OFC. Additionally, dopamine reward information is 

projected onto the striatum so that the striatum can learn to respond in a way that is predictive 

of a reward. 

However, dopamine activity is rather lacking in information regarding the magnitude of a 

reward (Bayer and Glimcher, 2005). Frank and Claus (2006) propose that the amygdalae are 

better indicators of the feedback magnitudes, and activity levels in these regions can thus be said 

to represent the size of a reward, while dopamine activity levels present a good way of telling 

whether a reward is positive or negative. In the sequel, we will represent dopamine signals as 

the sign of the reward, whereas amygdalar activity will represent reward magnitudes. 

Furthermore, as decision making mechanisms are implicated to function differentially if the 

decision is real or hypothetical, they still activate the same brain regions (Kang et al., 2011). This 

is important in the sequel as this allows us study the same brain regions when considering both 

real and hypothetical cases. 
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4 NEURAL NETWORK MODELING 

Neural network modeling has been developed through the willingness to widen the search for 

explanatory factors behind human behavior and cognition. It is a neuroscientifical field with an 

alternative perspective than traditional neuroscience, where focus lies on observing humans act 

in different situations, and drawing conclusions from the observations made. Instead, we create 

the models that act in a human-like fashion, seek the explanations within the model, and relate 

this knowledge to the human brain and its behavior. (Glimcher et al., 2009) 

Research and observation of the human brain has led to the suggestion that the human brain can 

be seen as interconnected neurons signaling information between each other, forming a large 

network of neurons. The computational modeling of such networks is referred to as neural 

network modeling; a neural network being a network of units representing neurons. In this type 

of network, the units are connected in a manner similar to the connectivity patterns of neurons 

in a human brain, and these models are consequently called connectionist models. (Thomas and 

McClelland, 2008; Fodor and Pylyshyn, 1988) 

Some researchers question the relation of connectionist models to the human brain, as they 

propose that the brain is a much more complicated thing than a connectivity pattern of neurons, 

which in that case would largely reduce the explanatory power of a connectionist model to 

anything brain-related, see for example the article by Fodor and Pylyshyn (1988), and that by 

Fodor and McLaughlin (1990). Also, van Gelder (1995) argues that cognition need in fact not be 

any sort of computation. Nonetheless, neural networks have been shown to possess similarities 

to the functionality of the brain, and have successfully replicated a number of human behavioral 

patterns (Frank and Claus, 2006; Frank, 2005). Also, to further justify the applicability of these 

models to human-related matters, O’Reilly (1998) set up a number of principles for 

computational cognitive neuroscience models. 

Historically, most neural networks have been developed to understand why humans with a 

variety of deficits and brain damages behave accordingly. (Glimcher et al., 2009) This has been 

done using the fact that neural networks provide the possibility to leisure or completely 

inactivate certain neurons or brain nuclei in the model, increasing our chances of isolating 

certain effects to specific areas of the brain. We are, however, interested in studying the healthy 

human being, as it is also subject to as-of-yet neurological inexplicable biases with economic 

relevance, and also being the most frequently seen actor on economic markets, the healthy 

human is naturally the most interesting subject. There have been studies made on healthy 

humans concerning economics, such as the study of a neural network created by Frank and 
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Claus (2006), where a neural network has successfully simulated the risk-aversive and risk-

seeking behavior following prospect theory. 

Neural networks provide the possibility to get an interactive insight into the workings of the 

network as they proceed towards actions and choices in decision making processes. In real-time, 

we can analyze how the model processes input stimuli, and observe how information flows in 

the network. After proper processing time, the model finally takes a proper action. The idea here 

is to relate the behavior of neural networks to that of human beings, and to use the insight we 

get to draw conclusions about the reasons to human behavioral patterns. With neural networks, 

we attempt to find explanatory factors behind observed behavioral data, and try to isolate the 

effects to specific areas of the brain. 

4.1 THE EMERGENT NEURAL NETWORK MODELING SOFTWARE 

Emergent is one in the variety of neural network modeling software available on the market 

(O’Reilly, 2011a). Emergent is written in C++ and is a complete remake and further development 

of its predecessor PDP++, which in turn is the successor of PDP. PDP was released as early as 

1986, and was later extended to PDP++. PDP++ has been widely used in both teaching and 

research in neural network modeling. However, PDP++ had a neglected graphical user interface 

(GUI), in much need of an upgrade, pioneering Emergent (Aisa et al., 2008). Emergent is 

primarily used to study the human brain and its workings, but other applications such as 

predicting stock markets are possible (O’Reilly 2011b). 

As hinted earlier, Emergent is not the sole neural network simulator available. Other notable 

software includes NEURON and GENESIS, primarily developed to model the behavior of 

individual neurons. Also, there are neural network simulator packages to MATLAB; the MATLAB 

Neural Network Toolbox and the Neural Networks package for Mathematica. (Aisa et al., 2008) 

One of the appealing features of Emergent is its user-friendly and simple GUI which enables the 

user to quickly survey the neural network. Emergent has full 3D graphics for displaying the 

neural network to the user, which is useful to interactively observe the neural networks. It also 

includes an integrated tree view for programming code and objects related to the network, as 

well as user-friendly control panels for handling these objects. Additionally, the GUI includes a 

toolbox containing all relevant programming tools and object-related editing tools. The figure 

below shows what the interface of Emergent looks like as a project is opened (fig. 4.1). 
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FIGURE 4.1. GRAPHICAL USER INTERFACE OF EMERGENT; PROGRAMMING TOOLS, TREE VIEW, 

CONTROL PANEL AND 3D VIEW. 

The left-most panel is the toolbox with the programming tools. In Emergent, programming is 

used to create procedures for presentation of input stimuli, saving output data, and it is also 

used in a variety of programs controlling the dynamics of the neural network, rendering highly 

customizable dynamics. Programming in Emergent is done via the drag-and-drop principle, 

meaning that one does not explicitly write the code; one drags e.g. a for-loop object into the 

code, and then alters the parameters that control the looping procedure. It works this way partly 

to obtain an increasingly pedagogical and overlookable code, with the possibility to hide for-the-

moment irrelevant code and focus on the code one is editing at any given instant. The code is 

dragged into the code parts of the tree view, the second panel seen from the left. The tree view 

looks just like any Microsoft Windows tree of folders, and allows the editing of existing code. The 

user can move, copy and paste the objects, giving the user the power over the location of objects. 

In the tree view the user can however find a lot more than just programming code; the tree view 

user-friendlily also lists all data tables with both input and output data, parts of the neural 

network, programs and even network building wizards. 

In the middle panel, just to the right of the tree view, one can view and edit the properties of 

every object listed in the tree view. Specifically, the object selected in the tree view appears in 

the middle panel, and here the user is immediately presented all the relevant parameters related 

to that object. For instance, if a for-loop object is selected, the user is given the option to specify 

the looping parameters so that the program can function as intended; or, if a data table object is 
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selected, the middle panel will instead display an Excel-style spreadsheet to view or edit the 

numbers therein. 

The last panel is the 3D view of the neural network, in the right-most area of the GUI. Here we 

can see a complete 3D display of the network and its units, the inter-unit connections, and also 

the activity of these units. Additionally, some interesting numbers related to the runtime 

procedure can be displayed if indicated by the user. This 3D view allows us to quickly and 

interactively observe how the network performs, which gives further implications as to which 

areas of the dynamics of the neural networks we should follow closely and further evaluate. It 

also gives the user quick feedback of when the network does not perform as intended, which we 

later on will see is an important feature. 

4.2 CONSTRUCTING NEURAL NETWORKS IN EMERGENT 

In neural networks, we usually, and specifically in Emergent, let one unit represent one or a 

number of neurons in the brain. The exact amount of neurons each unit represents is not of very 

much interest for us in the following; however, it might be of interest for other types of studies 

than the ones we will conduct. Typically, we need a way to represent the frequency of chemical 

and electrical inter-neuron signaling to simulate the communication between the neurons in the 

brain. This can be done in several ways, each of which having different levels of abstraction. 

Emergent supports a number of representations, including one, perhaps the simplest, where 

each unit possesses a level of activation, representing how active the neuron is in firing away 

information through its axon. Henceforth, we will only consider units having this representation. 

Furthermore, in Emergent, we implement this by simply assigning a number between zero and 

one to the unit, that at any given time point tells us how active this unit is, which in turn is one of 

the factors deciding the level in which the unit can influence on the activation of other units. The 

maximum level of activation would normally mean that the unit is constantly firing information, 

whereas a non-active unit is one that does not fire whatsoever. A highly active unit (very close to 

an activity of one) would thus imply an almost infinite frequency of information firing, which in 

turn implies a highly non-linear relationship between activation levels and signal firing 

frequency. Additionally, the activity of units can be set externally, which is of course useful to 

give the model input data. 

The properties of a unit are decided by its corresponding unit specification, abbreviated 

UnitSpec, which constitutes a collection of parameters that decide the properties of the units, 

including its sensitivity to excitatory and inhibitory input from other units, its own leak currents, 

and membrane potential. The UnitSpec thus acts as a template for units, and can be applied to 
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both new and existing units. The possibility to set these properties aims at replicating real 

neurons as realistically as possible. 

As we attempt to create neural networks that are realistic and pedagogical, Emergent allows us 

to group units together in layers, which is an array of units with connectivity amongst them. In 

the 3D view, the layers are viewed as units grouped together in the form of a matrix, embraced 

by a green border. A layer is in practice a set of units that all have the same UnitSpec, and is 

mostly used to represent different nuclei of the brain. We can give names to layers that will 

show up in the 3D view to further facilitate the visual overview of the network. The layers too 

have properties that are set by their corresponding specification, the LayerSpec. The LayerSpec 

contains a variety of properties of the layer, such as how to handle out-of-model input, and 

perhaps most importantly, the instructions for the k-Winners-Take-All (kWTA) function of the 

layer, which we will return to later on. 

Of course, a connectionist neural network model would not be of much interest without a way to 

connect these units together. A connection between units is in Emergent represented by a 

sending weight and a receiving weight between a pair of units. These weights are, just as the 

activation, represented by a number between zero and one, where an increased weight means 

an increased connectivity between the two units. If the receiving weight is greater than zero the 

receiving unit can be affected by the other unit, whereas if the receiving weight indeed is zero, 

the unit will not be affected at all by the sending unit. Consequently, if a unit has no sending 

weight greater than zero to any unit, it will not be able to influence any part of the model, 

whereas a unit with no receiving weights greater than zero cannot be affected by the other units 

of the model, and its activation is determined solely by external information. With the layer 

representation of Emergent, the connectivity in the network must be allowed to exist both in an 

intra-layer and an inter-layer fashion. 

In Emergent, connectivity is determined by both projections and connections. A projection is just 

a pattern of connectivity that states exactly which units to connect to which, and its properties is 

determined by the corresponding PrjnSpec, short for projection specification. Every projection 

has both a sending layer and a receiving layer, which need not be different. A PrjnSpec can e.g. be 

the simplest of all, a full projection, meaning that all units of the sending layer are connected to 

all units of the receiving layer, or more complicated patterns such as sweeping connectivity 

patterns called tessellations, or even tailored unit-by-unit connections for full customizability. 

While a projection is only a specification of which units are relevant, the connection is the neural 

network analogy to the synapse of the neuron, which allows the transmitting of information. The 

connection also has a specification, the ConSpec, containing the specifying parameters of 
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relevance. These specifications include initial weights of the connection, which can be 

distributed randomly unit-wise, as well as weight limits, whether these weights are allowed to 

change in time and at which pace via later-discussed learning mechanisms, and also whether the 

connection should be excitatory or inhibitory. 

Units that are connected can now affect each other’s activation, and hence information can flow 

throughout the network. As an example, a unit with a positive sending weight and an excitatory 

or inhibitory connection to another unit will induce a tendency for the other unit to increase or 

decrease its activity respectively. The final result of this inducement to alter the activation of the 

unit is the result of a rather complicated calculation dependent on the properties of the unit, the 

layer, the connection, and external information. Note also that a unit needs not exclusively 

connect to other units; it can also connect to itself, further complicating matters. The set of 

layers along with the connections midst these are what constitute the neural network. 

One commonly-encountered problem in Emergent is that the networks can be awfully sensitive 

to minor variations in the specification parameters. This can for example easily lead to layers 

becoming unintentionally highly sensitive to the activation of other layers, where a minor 

increase in activity in the sending layer can change the activation in the receiving layer from 

almost nothing to full, overflowing the receiving layer. A solution to this problem is introduced 

by the k-Winners-Take-All (kWTA) function. The kWTA function is a function applied to a layer 

as a whole, and its main function is to prevent overflow in the layer. The function is continuously 

examining which k units are the most active, and redirecting the activity from the other units to 

these k units, where k is a positive integer predetermined by the user in the LayerSpec. Thus, the 

kWTA function only allows the “winners” to take all activity, hence the name. Note also that 

kWTA does not force exactly k units to be active at the same time; it can at any given time be less 

than that, and some versions of kWTA allow temporary increases in activation above the limit 

(O’Reilly, 1996a). For more detailed information on the kWTA function, the interested reader is, 

although written for PDP++, referred to the excellent book written by O’Reilly and Munakata 

(2000). 

Most often, neural networks are constructed with input layers, hidden layers and output layers. 

Input layers are layers that are externally determined by input data set by the user, and they 

represent any input stimuli one wishes to present to the network. The output layers on the other 

hand represents the output produced by the network, and can be regarded as the action 

selected. Now, the most-often largest parts of the network are the hidden layers. They represent 

everything that happens between an input stimuli and a selected output, and are basically, in our 

models, the human brain, or the parts therein of interest. These layers are referred to as hidden 
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as they are, in real-world settings, regarded as the black box without insight where all the 

decision making magic happens. Fortunately, the box is wide-open in a neural network, and the 

hidden layers are not so much hidden. 

As an input stimulus is presented by externally activating some of the units of the input layers, 

the connections thence activate units in the hidden layers. As time goes by, the units in the 

hidden layers activate and suppress each other, and eventually, the activations of the hidden 

layers evolve to equilibrium, given that such equilibrium exists. More importantly, the output 

layers have then also emerged to some equilibrium output, representing the response of the 

model. 

4.3 LEARNING ALGORITHMS 

If the neural networks are to behave differently in time as input stimuli are presented in the 

input layers, we need some sort of learning algorithm so that the model can change its behavior 

depending on external reward of punishment information. An important feature of Emergent is 

that it has integrated support of the LEABRA algorithm, which stands for Local Error-driven and 

Associative Biologically Realistic Algorithm, and is a learning algorithm originally developed by 

O’Reilly (1998, 1996a) that combines features of Hebbian and error-driven learning. Emergent 

also supports various other learning algorithms; however, we will henceforth always use the 

LEABRA algorithm in all learning situations as it is the standard in Emergent (Aisa et al., 2008). 

In neural networks, the learning mechanisms are triggered by the fact that the exchange of 

information has stopped and the network has reached equilibrium (O’Reilly and Munakata, 

2000). Simply put, learning algorithms impact by altering the weights between units throughout 

the network as it is triggered. Subsequently, as the input stimulus is again presented, the 

conditions are changed, and the output can possibly change. 

Hebbian learning is derived from Hebbian theory, introduced by Hebb (1949), which states that 

neurons that fire together strengthen the synaptic strength, or the connection, between them, 

consequently leading to the two neurons increasingly often firing together. In the neural 

network setting, it is an associative type of learning, implemented so that connections between 

units activating together are continuously strengthened (O’Reilly; 1996a, 1998). Error-driven 

learning, however, is a reinforcement type of learning, where connections between units are 

instead altered following feedback of correct and incorrect action selections. The errors are then 

minimized with respect to connection strengths between units and updated accordingly 

(O’Reilly; 1996a, 1996b, 1998). Unlike Hebbian learning, Crick (1989) proposes that error-

driven learning does in fact not exist in a real-world biological setting; however, error-driven 

learning is known to, in many cases, provide more accurate learning as the algorithm is more 
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powerful in a computational point of view (O’Reilly, 1996a). Generally, it is also true that error-

driven learning algorithms can keep track of a greater number of input-output response 

patterns than can Hebbian learning (McClelland and Rumelhart, 1988). Both Hebbian learning 

algorithms and error-driven learning algorithms provide implications as how to alter connection 

strengths between units, and the LEABRA algorithm is simply a weighted average of these two 

implicated deviations (O’Reilly, 1996a). 

4.4 EMERGENT RUNTIME PROCEDURE 

To allow neural networks to successfully learn response patterns, we need a structured way of 

running the network. We must allow the network to be able to choose actions freely, and we also 

need a procedure for giving the network proper feedback for its response. In the standard 

LEABRA algorithm, this is done using two phases, the minus phase, or choice phase; and the plus 

phase, or the reward phase. Networks allowed to select actions freely with only input stimulus 

externally set, or clamped, are regarded to be in the minus phase. Consequently, when we clamp 

a correct output response in the output layer, or some other reward indication in the hidden 

layers, the network is said to be in the plus phase (O’Reilly, 1996a). In Emergent, the LEABRA 

algorithm is implemented using a set of standard runtime programs (O’Reilly, 2011c). 

The standard LEABRA programs are constructed in a hierarchical manner. In bottom of the food 

chain, being the program that represents the shortest increment in time, we find the LeabraCycle 

program. LeabraCycle is simply an execution of a single cycle of updating of neural unit levels of 

activation, derived from functions determining unit activity from all excitatory and inhibitory 

input to each unit. In each cycle, the kWTA function is also executed to provide intra-layer 

inhibition (O’Reilly, 1996a). A number of these cycles are successively run by LeabraSettle. 

Normally, LeabraSettle is run until the network has reached equilibrium in activation states, at 

which point we will say that the network has settled. However, to eliminate the possibility that 

any execution of LeabraSettle takes in infinite amount of time because no equilibrium is ever 

reached, we usually specify a maximum limit to the number of cycles for each settle; this number 

is commonly in the tenths or hundreds. What we mean by equilibrium is that the activations did 

not change more than some by-the-user predetermined, and normally small, threshold for any 

unit within the last cycle, and this means that running another cycle is extraneous as it does not 

change the activation state of the network. (O’Reilly, 2011c) 

To implement the minus and plus phases of the LEABRA algorithms, Emergent uses the program 

LeabraTrial, which calls LeabraSettle twice to simulate these two phases of settling. First, 

LeabraTrial runs the minus phase; specifically, it clamps the proper input stimulus, and runs the 

network until settled. Thereafter, it implements the plus phase by clamping the same input 
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stimulus, and additionally, the reward information in form of either the correct answer in the 

output layer, or represented as activity in some hidden layer representing reward values; or, 

both. The network is then run until settled again, which will possibly activate units differently 

than in the minus phase, in particular when the network selected actions incorrectly in the 

minus phase. After an execution of LeabraTrial, any applied learning algorithms kick in and 

update the weights throughout the network, which is done because we might want the network 

to react differently in the next minus phase after receiving feedback. (O’Reilly, 2011c) 

The next level in the hierarchy is composed of the LeabraEpoch program, which is the program 

containing the iteration over the different input stimuli defined by the user through the input 

data tables. It is thus LeabraEpoch that tells LeabraTrial which input stimulus to present to the 

network. Note that one epoch need not constitute exclusively of iteration over unique inputs, as 

it can as well contain several runs of the same input, which allows us to present different inputs 

with dissimilar frequencies. The iterative order of inputs can be set to be sequential or random. 

One epoch is hence a complete run through all of the inputs specified. (O’Reilly, 2011c) 

One epoch is still not much time for the network to accomplish proper learning, since it might 

still have seen each input only once. Iteration of epochs is done by LeabraTrain to give the 

network appropriate time to learn what outputs are correct or what rewards different outputs 

give. Normally, we train the network until it has successfully learned the correct output 

responses, where the number of epochs it took before we reached this state is a measure of 

learning performance or learning rate. In the case that we are interested of tasks that do not in 

fact have correct outputs, and only reward information for each response, we usually preset a 

number of epochs that LeabraTrain runs should it be called upon. (O’Reilly, 2011c) 

Finally, LeabraBatch is the program that iterates over LeabraTrain. Each time it calls 

LeabraTrain, LeabraBatch initializes the connection weights in the network, from the ConSpec 

parameters, so that no memory from prior learning remains in the network. This is equivalent to 

saying that one batch represents one test subject, because each batch has no previous 

experience from the task, and we say that every outcome of the randomization of initial weights 

represents an individual. The number of individuals to submit to the task is also predetermined 

by the user. LeabraBatch is also the program we refer to when we say that we “run” the network. 

(O’Reilly, 2011c) 

LEABRA standard programs also include code for saving relevant data in every cycle, settle, trial, 

epoch, train, and batch. The data is presented in a pedagogical manner in data tables much like 

Excel spreadsheets, which facilitates data processing in software such as Excel. Emergent also 

includes a number of data analysis tools, such as calculations of residuals and tools for analyzing 
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principal components, which can be useful when studying the performance of the neural 

network. 

All in all, Emergent is a powerful tool for building neural networks, displaying them in an 

informative manner, running them, and analyzing the outcomes of the execution of tasks run on 

the network. We are given the possibility to gain real-time insight into the neural networks as 

the activation of the units propagates through the network, and handed data for post-runtime 

data analysis. Emergent is the software used in the sequel to simulate neural networks. 
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5 THE BASAL GANGLIA–ORBITOFRONTAL CORTEX MODEL 

Frank and Claus (2006) have developed an interesting neural network model of the basal 

ganglia (BG) with the addition of an orbitofrontal cortex (OFC) and the basolateral nucleus of the 

amygdala (ABL). This model was developed using the previously mentioned software PDP++, 

since Emergent had at that time still not been released, and unfortunately, an Emergent version 

of this model has not yet been developed (Frank and Claus, 2006; Frank, M. J., personal 

communication, July, 2011). Their model successfully, amongst other results, replicates results 

from prospect theory, and they relate these results to neurological observations. Their neural 

network design will constitute a base for the development of our model, and our model is partly 

an attempt to reconstruct their work in Emergent. 

Even though the model of Frank and Claus (2006) has not been recreated in Emergent, what 

does exist is a simpler model of just the basal ganglia, developed by Frank (2005), available from 

his webpage (Frank, 2011). His model is in fact the same as that developed a year later by 

himself and Claus, with the exception that this simpler model does not include any interaction by 

the cortical parts of the brain or the amygdalae. Frank’s model (2005) is therefore a suitable 

starting point for reconstructing the extended model. 

5.1 THE BASAL GANGLIA SYSTEM 

As the model by Frank (2005) is composed almost solely of the basal ganglia, and as the basal 

ganglia constitute the main body of the neural network in the extended model (Frank and Claus, 

2006), we will devote this section to explaining the workings of the common basal ganglia 

system in these models. The BG model contains the main features of the basal ganglia in the 

human brain; the striatum, the globus pallidus externa and interna (GPe and GPi, respectively), 

the substantia nigra pars compacta (SNc), as well as the thalamus, and a small cortical area 

handling motor response, the motor cortex. Additionally, the model includes an input layer and 

an output layer. 

Each of the brain nuclei mentioned above are represented by an Emergent layer, meaning there 

are in total eight layers in this BG model. The layers are connected via projections between the 

layers, in ways supported by studies of the brain. The outline of the inter-layer connectivity is 

seen in the schematic sketch below (fig. 5.1). 
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FIGURE 5.1. SCHEMATIC SKETCH OF THE BG MODEL AND ITS CONNECTIONS. 

The input layer of the model is composed of 25 units, displayed as a 5x5 matrix. The size of the 

input layer is chosen to be relatively large because we want to allow a number of different input 

stimuli. Since this is an input layer, the activations of the units are driven exclusively by external 

clamping. As seen in fig. 5.1, the input layer projects to the striatum, and the motor cortex, and 

the connections are both excitatory. The connections are in both cases specified by full 

projections, such that all units of the input layer send information to all units of both the 

striatum and the motor cortex. Implementation details of these connections can be seen below in 

table 5.1. The initial weights are set to have a random distribution so that different input stimuli 

can get unique distributed representations in both the striatum and the motor cortex. This is 

important in the sequel so that the receiving layers can distinguish different inputs from each 

other. The projections also include a positive learning rate so that both the motor cortex and the 

striatum can improve on selecting outputs predictive of rewards by associating the input units 

representative of positive rewards with Go units of the rewarding output response and No-Go 

units of the other output, and vice versa for inputs representative of negative feedback, or 

punishments. 
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We introduce a random distribution to represent describe randomization of initial weights as 

follows: 

 (   )     {   [ (   )  ]  } 

where  (   ) is the uniform distribution in the interval (   ). 

This definition is basically saying that  (   ) is the random distribution where outcomes of 

 (   ) greater than 1 are replaced by 1, and outcomes less than 0 are replaced by 0; we need to 

do this since Emergent does not allow any weights outside the interval [   ]. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

Striatum Excitatory Full W(0.25,0.75) 0.001 
Motor 
Cortex 

Excitatory Full W(0.345,0.355) 1e-5 

TABLE 5.1. SENDING PROJECTIONS OF THE INPUT LAYER IN THE BG MODEL. 

Perhaps the simplest layer of them all is the output layer. It consists of only two units, which we 

will refer to as the left and the right unit, and here left simply represents the left-most unit in the 

Emergent 3D view. This layer represents the actions selected by all of the hidden layers together, 

and is used to interactively display what the model has decided as tasks are run. The output is an 

abstract for all following processes after the brain has actively chosen an action. As seen in fig. 

5.1, the output layer only receives projections from the motor cortex, as it is the brain area that 

drives motor response, and we will describe this connection in further detail later. The kWTA 

setting in the output layer is set to one, as we only want one of the output units to activate. 

The striatum is regarded as the main input gate to the BG, which is why the input projects 

heavily onto it. In the BG model, the striatum is composed of 36 units, in a 4x9 matrix, that is four 

stripes of nine units each. Each of these stripes has unique functionality, as they represent Go 

and No-Go activity for the two outputs. Specifically, the two left-most stripes represent Go units, 

for the left and right output respectively. Similarly, the remaining two stripes represent No-Go 

units for the output units in the same order. This setup is pedagogical as we can observe striatal 

activity interactively and interpret it directly. Looking at fig. 5.1 again we note that the striatum 

projects onto two layers, the GPe and the GPi, representing the indirect and direct pathways 

respectively. It projects onto the GPe from the No-Go units in an inhibitory manner, making the 

GPe the receiver of information of which actions to suppress. Subsequently, the Go signaling is 

done onto the GPi layer, and this connection is also inhibitory. The implementation details of 

these connections are presented in table 5.2 below. 
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Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

GPe Inhibitory Left No-Go units to left GPe 
unit  

0.7 0 

GPe Inhibitory Right No-Go units to right GPe 
unit 

0.7 0 

GPi Inhibitory Left Go units to left GPi unit W(0.25,0.45) 1e-5 
GPi Inhibitory Right Go units to right GPi unit W(0.25,0.45) 1e-5 
TABLE 5.2. SENDING PROJECTIONS OF THE STRIATUM LAYER IN THE BG MODEL. 

An important layer for the learning procedure is the SNc layer, containing four units 

representing dopamine activity. High activity in this layer represents the presence of a reward, a 

dopamine burst, whereas low or no activity symbolizes a punishment, a dopamine dip. In the 

middle of the activity spectrum we have the standard activity, the tonic level of activity, which 

represents neither reward nor punishment. When the network is asked to select an action, i.e. in 

the minus phase, the dopamine level is preset to this tonic level, while the dopamine level is 

externally camped in the plus phase at a level determined by the specific task and chosen output 

in the preceding minus phase. The SNc projects its reward information onto the striatum so that 

the striatum can map inputs and outputs with rewards and punishments, so that the BG model 

can learn to select rewarding outputs. This is done excitatorily to the Go units, and inhibitorily to 

the No-Go units. Please regard the implementation details below, in table 5.3. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

Striatum Excitatory To striatal Go units 0.5 0 
Striatum Inhibitory To striatal No-Go units 1 0 
TABLE 5.3. SENDING PROJECTIONS OF THE SNC LAYER IN THE BG MODEL. 

Recall that the striatum projects to the GPe layer only with information regarding suppression of 

actions, i.e. No-Go information. The GPe is a small layer consisting of two units, representing the 

left and right actions in the output layer. The corresponding unit of each action will become 

suppressed and consequently inactive if a No-Go signal is given by the striatal layer. The sole 

functionality of the GPe in the BG model is to redirect this information onto the GPi, 

implemented by an inhibitory connection from the GPe to the GPi. Table 5.4 below contains the 

details of this connection. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

GPi Inhibitory Left GPe unit to left GPi units 1 0 
GPi Inhibitory Right GPe unit to right GPi 

units 
1 0 

TABLE 5.4. SENDING PROJECTIONS OF THE GPE LAYER IN THE BG MODEL. 

The GPi layer is another rather small layer of four units, where the two left-most units 

correspond to the right output unit. Its main function is coordinating the Go information 
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projected via the direct pathway with the No-Go information it receives from the indirect 

pathway. Most importantly, the GPi is the first layer in which the net striatal activity is finally 

collected and evaluated. It acts as a gate, where the net result is that Go activity stimulates the 

“opening” of the gate for the corresponding output, by lowering GPi activity, and No-Go activity 

instead further enforces the gate. The default state of the gate is that it is not open, disallowing 

any action selection without sufficient Go signaling, or “releasing of breaks”, as Frank (2005) 

puts it. Now, as we want the thalamus to represent the action selected by the BG, we will connect 

the GPi to the thalamus via an inhibitory connection, as seen below in table 5.5. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

Thalamus Inhibitory Left GPi units to left Thalamus 
unit 

1 0 

Thalamus Inhibitory Right GPi units to right 
Thalamus unit 

1 0 

TABLE 5.5. SENDING PROJECTIONS OF THE GPI LAYER IN THE BG MODEL. 

The thalamus is the unit that receives the action decision by the BG, and it has only two units 

representing the output in the simplest possible way, being that e.g. activity in the left unit tells 

us the BG has chosen the left action. What remains to be done from this point is to forward this 

onto the motor cortex so that it can execute the desires of the BG; this is done via excitatory 

connections, as seen in table 5.6 below. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

Motor 
Cortex 

Excitatory Left Thalamus unit to left 
Motor Cortex units 

1 0 

Motor 
Cortex 

Excitatory Right Thalamus unit to right 
Motor Cortex units 

1 0 

TABLE 5.6. SENDING PROJECTIONS OF THE THALAMUS LAYER IN THE BG MODEL. 

The eighth and final layer of the BG model is the motor cortex, and is the final layer to process 

information and therefore has the final call on what action to execute, and it does this by 

excitatorily projecting onto the output layer. However, to complicate matters a bit, the motor 

cortex also has the function of projecting onto the thalamus backwards in an excitatory manner, 

and this is to further enforce the execution of the decisions taken by the BG; the motor cortex 

and the thalamus stimulate each other heavily resulting in a quick response once the thalamus 

has a pronounced activation. Additionally, the motor cortex layer has projections onto the 

striatum; excitatory connections to both the Go units and the No-Go units, but only onto the 

units representative of the corresponding output units. In effect, this allows the motor cortex to 

be selective in which actions to be considered in the striatum, as increased activity for one of the 

outputs drives both the Go and No-Go units of that output. Table 5.7 summarizes the outgoing 
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connections from the motor cortex. The motor cortex is also subject to kWTA inhibition with a k-

value of three, disallowing all of the motor cortex to activate simultaneously. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

Output Excitatory Left Motor Cortex units to left 
Output unit 

1 0 

Output Excitatory Right Motor Cortex units to 
right Output unit 

1 0 

Striatum Excitatory Left Motor Cortex units to left 
Go units 

0.5 0 

Striatum Excitatory Right Motor Cortex units to 
right Go units 

0.5 0 

Striatum Excitatory Left Motor Cortex units to left 
No-Go units 

0.5 0 

Striatum Excitatory Right Motor Cortex units to 
right No-Go units 

0.5 0 

TABLE 5.7. SENDING PROJECTIONS OF THE MOTOR CORTEX LAYER IN THE BG MODEL. 

All of these interconnected layers together constitute the BG model with interesting dynamics as 

to rewards and punishments. When the network first encounters a new input stimulus, it is 

entirely the random initial weights that eventually drive the model towards its first choice. As 

the network settles in the minus phase, the network is considered to have made its choice. 

Thereafter, in the plus phase, it immediately receives its reward or punishment through a 

dopamine burst or dip, respectively. In the tasks we will consider, the motor cortex will always 

be clamped to reflect the response it executed in the previous minus phase, so that the model 

can relate a certain input-output combination to the feedback given. Effectively, the input, output 

and SNc layers are all externally clamped in the plus phase, which in turn activates the other 

layers. After settling, the LEABRA algorithm is used to update the weights in such a way that the 

model is more likely to keep its behavior given positive feedback, and more likely to alter its 

behavior given negative feedback. This is possible because the projections from the SNc to the 

striatum are constructed such that positive feedback further strengthens the Go signaling for the 

chosen output and suppresses Go signaling for the other output given that the model was 

rewarded, and vice versa for punishment situations. Additionally, in a reward situation, the No-

Go signaling for the output not chosen is enforced. 

Another interesting feature is that the BG model can also act thoughtlessly and directly through 

the habit-simulating connection between the input layer and the motor cortex layer. Given that a 

reward has successively been given for a certain response, the weights directly into the motor 

cortex can evolve strong enough to allow execution of actions without the detour of the BG 

system, acting as a BG bypass. In this situation, repeated punishments will be necessary to alter 

behavior. 
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5.2 EXTENDING THE MODEL WITH CORTICAL AND AMYGDALAR FUNCTIONS 

As one of the main aims is to reconstruct the extension of this model as presented by Frank and 

Claus (2006), we need to complement the basal ganglia model with additional layers to get the 

same structure as that of the extended model, which we will call the basal ganglia and 

orbitofrontal cortex model, or short, the BG-OFC model. Frank and Claus (2006) explicitly write 

that their PDP++ model was also developed directly from the BG model of Frank (2005). 

Investigating the Frank and Claus model ocularly, one notices that their model constitutes of 

exactly the BG model, with the addition of three layers; OFC_med_lat, OFC_ctxt, and ABL, and a 

minor change of name of one of the layers without altering any functionality. 

The OFC_med_lat layer in the model by Frank and Claus (2006) is a short name of the 

orbitofrontal cortex, medial and lateral parts. One also notes that the layer is divided in two 

parts, representing the medial and lateral parts of the OFC. Recall from earlier that its medial 

and lateral parts have functional dissimilarities; the medial OFC is heavily representative of 

positive rewards and on the contraire, the lateral is instead associated with negative feedback. 

Also, the OFC_med_lat layer receives projections from the input, SNc, OFC_ctxt, and motor cortex 

layers, whereas the OFC_med_lat itself projects to the striatum, OFC_ctxt, and motor cortex 

layers. 

Furthermore, the OFC_ctxt layer is a shortening for OFC context; perhaps the first thing that 

comes to mind is that there is no such brain area as a context area, which in that case is an 

accurate suspicion. The OFC_ctxt layer is a contextual layer that is an abstraction of a working 

memory feature, helping the OFC_med_lat layer to remember reward values of the past of 

various inputs. This contextual working memory is designed such that it reflects a combination 

of the current feedback, and all previous feedback (Frank and Claus, 2006). However, the most 

recently obtained reward information is most successfully influencing on the OFC_med_lat, 

giving the model a built-in availability bias with recency and magnitude being the deciding recall 

ability factors; that is, the bias that the most recently presented reward information is most 

easily remembered, but feedback of greater magnitude is less subject to this decay in time 

(Frank and Claus, 2006; Major and Tank, 2004). This contextual layer continuously exchanges 

information back and forth with the OFC_med_lat layer and itself. 

The amygdalae also have their own layer in their model, the ABL layer; here, ABL is an 

abbreviation of the basolateral nuclei of the amygdalae. Recall that the amygdalae account for 

emotional factors and are also able to project reward magnitude information onto the OFC, and 

this will later on show to be of great use. In this model, the ABL is a type of input layer, as it does 
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not receive any projections, and its activations are always externally clamped; this information 

is projected only onto the OFC_med_lat layer. 

At a first glance, one might believe that recreating the model of Frank and Claus (2006) is merely 

a task of adding a few layers, connecting them appropriately, and then run the model, since the 

visual display of the neural network discloses nothing more than just that. Unfortunately, this 

will prove to be miles away from the truth, as there are a vast amount of parameters and 

variables that completely change the outcome. The following sections describe the steps we have 

gone through in our struggle to replicate the functionalities of the model by Frank and Claus 

(2006), and conclude with a detailed description of the final model used in the sequel. 

5.3 IDENTIFYING MODELING GOALS BY TASK DESIGN 

A relevant question to ask oneself before even thinking of modeling in Emergent is, what 

behavior are we looking for in the neural network, and what are these sought-after dynamics? 

Perhaps even more relevant is the question, given that the network behaves as we wish, how do 

we know that it does? Furthermore, how do we model real and hypothetical cases? Indeed, the 

questions pose a relevant threat to our modeling, as it might not always be clear which dynamics 

are in play; they could possibly depend heavily on the practical design of the tasks presented to 

the network. 

Given that the ultimate goal of the modeling is to obtain a neural network that behaves just like 

the model of Frank and Claus (2006), and that we are specifically interested in replicating the 

results from prospect theory, we must identify a set of suitably designed tasks that can be run on 

the network to evaluate whether or not we have successfully constructed a network with these 

wanted properties. Remember that the central results from prospect theory are that humans 

are: (i) risk-aversive behavior for gains, (ii) risk-seeking behavior for losses, and (iii) risk-

aversive around status quo, meaning that losses loom more than gains (Kahneman and Tversky, 

1979). As a result of that, we must construct tasks to evaluate these three key properties. 

As commencement, we realize that we will need representations of rewards and punishments of 

different magnitudes. As in the BG model, we will let SNc activation levels, or dopamine bursts 

and dips, represent the direction of the feedback; a dopamine burst for a reward, and a 

dopamine dip for a punishment. However, as for magnitudes, Frank and Claus (2006) suggest 

that dopaminergic levels are not easily correlated with reward magnitudes, whereas they argue 

that reward magnitudes can successfully be represented as differential ABL activity. 

Furthermore, research indicates that the medial OFC receives less input from the ABL than the 

lateral ditto (Carmichael and Price, 1995), suggesting that feedback of equivalent magnitude 

projects differentially up to the OFC; we can thus represent losses with an increased ABL activity 
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compared to the corresponding gain. For the tasks we have developed, we have chosen this 

increased looming factor for losses to be 1.5; that is, losses will be represented with 50 percent 

greater amygdalar activity in comparison with gains of equal size. 

All of the constructed tasks will consist of establishing the preference order of the neural 

network. This setup is in line with utility theory, where we consider humans possessing a 

rational preference order between every pair of possible outcomes; this means we have no use 

for more than two output units, as the BG model already has. In every task, an input will be 

presented telling the network which question of preference we are currently asking it, in which 

we expect the model to respond by selecting its preferred outcome. We define the output 

selected by the model simply as the output with the highest activation in the output layer at the 

end of the minus phase, i.e. after settling. The network has on beforehand no information 

regarding reward values of the outputs, and has to obtain the perceived values by trial-and-

error. 

First, we will construct the simplest task of them all, merely being a control task to check that 

nothing is completely out of order; this task being that of confirming the model’s preference of 

rewards to punishments. In this task, that we will call the Increasing task (abbreviated Inc in 

Emergent implementations), the network is asked to choose between the left and right outputs, 

where the left output gives a large punishment in the plus phase, whereas the right output gives 

a large reward. 

The three following tasks will, nevertheless, be of greater interest, as they will reveal the risk 

attitudes of the BG-OFC model. The first of the three, which we refer to as the Risk-aversive task 

(RA), leads up to investigating whether or not the network is indeed risk-aversive for gains; this 

is done by determining the preference of a safe versus a probabilistic gain. The safe gain, 

represented by the left output, is relatively small in magnitude, whereas the right output 

represents a 50 percent probability of obtaining a large gain, and a 50 percent risk of not gaining 

anything at all. The reward magnitudes are determined with the intention of keeping the same 

expected value for both output responses. 

We also define a similar task, the Risk-seeking task (RS) intended to explore the risk-seeking 

behavior of the BG-OFC model. Similarly as RA, it gives a guaranteed small loss for the left 

output, and a 50 percent risk of losing large for the right output response, implicating a 50 

percent chance of not losing. Again, the expected values of the two responses are designed to be 

identical. 
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Finally, the asymmetrical effects of losses inducing greater negative feelings than gains induce 

positive feelings need also be confirmed. We do this by introducing an Asymmetrical task (Asym) 

with the following reward pattern: no reward at all for the left output, and a 50 percent chance 

of a large gain along-coming with a 50 percent probability of the big loss for the right output. 

We summarize these tasks in table 5.8. below. Note also that the “small” and “large” magnitudes 

are set such that a large gain or loss is twice as large as a small ditto, implicating that all tasks 

have equal expected value with respect to outputs, except for the Increasing task. 

Task Reward From Left Response Reward From Right Response 

Increasing task (Inc) Large loss Large gain 
Risk-aversive task (RA) Small gain No gain/loss   or 

Large gain 
Risk-seeking task (RS) Small loss No gain/loss   or 

Large loss 
Asymmetrical task (Asym) No gain/loss Large loss   or 

Large gain 
TABLE 5.8. PLUS PHASE REWARDS GIVEN BY THE FOUR TASKS. IN TASKS WHERE OUTCOMES CAN BE 

DIFFERENTIAL, ALL OUTCOMES HAVE EQUAL PROBABILITY. 

As our ABL layer will consist of ten units, following the trail of Frank and Claus (2006), we can 

quantify these gains and losses by letting the SNc activation level determine the sign of the 

feedback and by letting the number of active ABL units represent the magnitude of the rewards. 

Note from earlier that the number representing activity level in a unit is highly non-linear with 

respect to the actual chemical and electrical synaptic activity, and hence, we have chosen to 

remove non-linearity issues by allowing the ABL units to be exclusively fully active or fully 

inactive, as excited stimulation is in fact linear in the number of active units. The rewards of 

these tasks are summarized in table 5.9 below. 

 Left Response Right Response 

Task SNc Activation Number of ABL 
Units Active 

SNc Activation Number of ABL 
Units Active 

Inc 0 6 1 4 
RA 1 2 Tonic   or 

1 
0   or 
4 

RS 0 3 Tonic   or 
0 

0   or 
6 

Asym Tonic 0 0   or 
1 

6   or 
4 

TABLE 5.9. PLUS PHASE ACTIVATIONS OF THE FOUR TASKS. IN TASKS WHERE OUTCOMES CAN BE 

DIFFERENTIAL, ALL OUTCOMES HAVE EQUAL PROBABILITY. 

Following prospect theory, we can summarize our expectations of a network behaving in a 

human-like manner as follows in table 5.10. Should the model follow the expected human 

behavior in all of these tasks, we have successfully developed a model that behaves in a human-

like fashion when it comes to order of preference of gambles. 
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Task Left Response Right Response 

Increasing task (Inc)  X 
Asymmetrical task (Asym) X  
Risk-aversive task (RA) X  
Risk-seeking task (RS)  X 
TABLE 5.10. SUMMARY OF EXPECTED MAJORITY RESPONSE WHERE “X” MARKS WHICH RESPONSE WE 

EXPECT A MAJORITY OF THE NETWORKS TO SELECT. 

Initially, we are not interested in studying real and hypothetical situations, rather an undefined 

situation, simply to investigate whether the model can behave according to table 5.10 in any 

situation. We will model this undefined state as not activating any ABL units during the minus 

phase, i.e. when the model is asked to respond according to its preferences. This is done 

commonly for the minus phase of all tasks. 

However, as we will ask the network to state its preference both in real and hypothetical 

situations later on, we need a way of representing whether it is a real or hypothetical choice; this 

is done by activating the ABL differentially during the minus phase. Common to all tasks is that 

we then activate six ABL units if the task simulates a real situation, whereas we only activate one 

unit if we simulate a hypothetical situation. This allows us to investigate whether there is such a 

thing as a hypothetical bias or not in the model. 

5.4 THE DEVELOPMENT PROCESS OF OUR MODEL; OR, THE SEEKING OF RISK-SEEKING 

BEHAVIOR 

The starting point for development of the model is the BG model by Frank (2005), available in 

Emergent, as noted before. The outline of the progress is a simple one; first we try to build the 

model as we wish it to be visually, and then we fine-tune the parameters to acquire the sought-

after dynamics. Also, we strive for a BG-OFC model with the exact same basal ganglia system as 

before, as it is both easier to understand since there are known results that are both known and 

well-explained originating from it. 

The process of development has also included the progress towards the final tasks. While 

building the model one gets insights as to how the tasks should be designed in order to capture 

the proper effects. However, the outline of the tasks have been roughly the same throughout the 

process; also, we have not always used all the tasks while testing whether or not the network 

performs as intended for usually analyzing the results of just one of the tasks or any its siblings 

gives sufficient information as to when the network does not at all behave as wished-for. 

Noteworthy is that never during the development process did we manage to construct a model 

that did not act as expected and intended when it comes to the Increasing task, in the case that 

this was even tested. 
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A first natural step towards the model of Frank and Claus (2006) is to create the OFC_med_lat 

layer, with as many units as they had; that is, we let the layer be composed of two halves, each 

carrying 20 units, in a 5x4 matrix form. The fragmentation of the layer into two parts has no true 

functionality in Emergent, except it helps connecting units together using integrated templates. 

We let the UnitSpec of the layer be completely standard, the same can be said for the LayerSpec; 

here we also use the standard implementation of the kWTA function. Inspired by the 

connectivity patterns in the article, we create a full projection from the input layer up to the 

OFC_med_lat, using a ConSpec that has fixed, deterministic initial weights, to keep it as simple as 

possible. Also, the other connections are created such as the projection from OFC_med_lat to 

striatum, the bi-directional projections between OFC_med_lat and the motor cortex, and the 

projection from SNc up to the OFC_med_lat layer. 

Secondly, we add another layer; that being the OFC_ctxt, the contextual working memory layer of 

the BG-OFC model. Initially we do this by simply copying the OFC_med_lat layer, and placing it 

next to the OFC_med_lat, because we do want it to be of the exact same size. We do however 

create separate specifications for this layer as we will want to tune the parameters for the layers 

separately. Encouraged; we proceed by connecting the two OFC layers together as suggested by 

the schematic pictures from Frank and Claus (2006) by simply fully projecting OFC_med_lat 

information onto OFC_ctxt, and fully projecting OFC_ctxt onto itself. This is motivated by the fact 

that it should be a working memory; the intra-layer connection helps it remember the earlier 

activations, and it combines this with additional information from OFC_med_lat in every cycle. 

Moving on, we also create a smaller ABL layer with ten units, and connect this layer uni-

directionally to the OFC_med_lat. However, by design, this is an input layer used to alter 

OFC_med_lat activations depending on reward magnitudes, and thus, making the ABL work as 

intended will be the last step towards a working model, as we realize the most complicated parts 

of BG-OFC model are the OFC areas. For now, we let this layer exist without doing anything. 

Visually, the BG-OFC model now looks exactly like that of Frank and Claus (2006). So, a first test 

of the model is to give it any input and analyze how it responds. Doing exactly that, we 

immediately see the OFC_med_lat activating all of its units similarly, and consequently, the 

OFC_ctxt does the exact same thing. Here, one might think that the kWTA function would 

disallow all units to activate, but kWTA is not strictly activating the exact same number of units 

at any given point in time; it is more flexible than that. This is particularly clear in this case; 

kWTA cannot clearly enough discriminate between the activity of the different units, and 

imposes the same inhibition over the whole layer. This “flat” activation pattern over the layer 

imposes another problem; the OFC_med_lat cannot discriminate between different inputs as 
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changing the input does not change its activation pattern. We solve this by adding a stochastic 

element to the initial weights between the input layer and OFC_med_lat. With this modification, 

we get clear differential activities for different inputs. Note that at this point there is none of the 

later-to-come differentiality between the medial and lateral parts of the OFC. 

Cycling through the model at this point instantaneously unearths another dysfunctionality; the 

working memory does not work, and worse yet, it activates too much as time passes and is 

subject to overflowing. With a differential representation of inputs in OFC_med_lat it is 

motivated to keep the weights between OFC_med_lat and OFC_ctxt fixed and deterministic. The 

simplest implementation of a working memory would be, since the layers are of the exact same 

size, to connect each unit in OFC_med_lat to the corresponding unit in OFC_ctxt, and the same 

idea for the intra-layer connections in OFC_ctxt; we do exactly this. However, we realize that this 

exhumes another worry; eventually, we do not want the contextual memory to update in every 

cycle, rather in every settle, because it is the final settled reward values we want to keep in 

memory. Following this insight, we started working on manually programming a contextual 

memory that externally sets the activations of OFC_ctxt as the result of a calculation based on 

current and previous activations, in the end of each settle. However, it turns out there is actually 

an out-of-the-box template for a working memory layer in Emergent, and it does basically the 

same thing; it calculates and sets its activations in the end of each settle, which later influences 

on OFC_med_lat activity in later phases. It comes with parameters that decide the weight 

between current and previous settled activity in the calculation, and we set these to realistic 

values, in detail discussed later. Now, we have a fully operational, but perhaps not optimal, 

contextual working memory in the BG-OFC model. 

We realize nevertheless, that we are not done here. The projection from the SNc up to the 

OFC_med_lat was first only temporarily built as a full projection, and this is not in line with the 

intention that the medial OFC should represent positive rewards, while punishments and 

negative values should have stronger associations to the lateral OFC. Initially, we thought this 

would be easily solved by adding two projections from SNc to OFC_med_lat; one from SNc to the 

medial OFC of excitatory character, and the other to the lateral OFC of inhibitory ditto. One 

would now expect that once a reward is presented, the medial OFC gets stimulated and thus 

activated, whereas the lateral OFC gets suppressed. However, what we notice is that the 

inhibition of the lateral OFC does not work here. Similarly, in the punishment situation, the 

dopaminergic dip does not seem to prevent medial activity more so than lateral. What we strive 

for is an OFC that acts as a scale tilting to the sides as the dopamine levels change, and it is clear 

we were at this point unsuccessful in that. This turned out to be a very time-consuming issue to 

solve. 
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After some research and reading a short notice on the website of Emergent (O’Reilly, 2011d) we 

came to the conclusion that there is a compatibility issue between kWTA and inhibitory 

connections. Simply put, the kWTA and the inhibition mechanics are using the same means of 

executing their functionality, and the result is that kWTA overwrites inhibitory input to layers. 

Therefore, the only solution is for us to inactivate kWTA in the OFC_med_lat layer. Regrettably, 

this begets another issue; kWTA was the mechanism that prohibited the OFC_med_lat from 

becoming overflowed with information. As suggested on the webpage (O’Reilly, 2011d), a 

workaround is to introduce an inhibitory layer. 

What this means in practice is that we introduce a layer that we will call OFC_inhib, consisting of 

16 units, with the sole purpose of regulating overall activity in the OFC_med_lat layer. This layer 

is designed to have units that are by default maximally active though excitatory projections from 

the input layer and intra-layer excitatory connections; also, by a full inhibitory projection onto 

the OFC_med_lat, it inhibits and thus suppresses activity of the OFC units one by one. Since we 

can now allow ourselves to turn the kWTA off in the OFC_med_lat layer, it can receive inhibitory 

input, and specifically, the SNc can impose the desired effects on the OFC. 

Recall that we have implemented a full projection out of excitatory connections from the OFC 

down to the striatum; this is one of the two channels in which the OFC influences on decisions. 

When rewards are presented in the plus phase, we then want to relate the OFC activity to the 

striatal ditto, i.e. we need the top-down OFC-to-striatum interaction to learn to respond correctly 

as rewards and punishments are given. We do this by introducing a positive learning rate in the 

LEABRA algorithm on the connection from OFC_med_lat to the striatum. Additionally, to enable 

the OFC_med_lat to further learn to represent input stimuli, we also add a positive learning rate 

to the projection OFC_med_lat receives from the input layer. 

What remains is the implement the tuning of ABL parameters. This is however not a too 

complicated task once the OFC functionality is in place. Because of the design of the tasks, the 

minimum amount of ABL units active at any time would be zero, whereas the maximum amount 

is six. We thus need to make sure that six ABL units do not overflow the OFC, and that the OFC 

activation when the ABL is switched off is not too low so that the OFC can no longer distinguish 

different inputs. When the ABL is as active as it gets, the OFC is highly active, but not active 

enough to erase all other input information. 

5.5 IMPLEMENTATION DETAILS OF OUR BG-OFC MODEL 

This section describes the implementation details of the final BG-OFC model. As the BG-OFC 

model has the same implementation of the basal ganglia, the reader is referred to the above 

sections for the details of that part of the model. However, a minor modification has been made; 
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being that the learning rate of the connection from the input layer to the striatal layer is 

increased, and this is done to enhance the striatal learning so that we will not have to run the 

network as many times later on. In the following paragraphs, we make a deeper plunge into the 

specifications, projections and connections of the added layers. A sketch of the final BG-OFC 

model is shown in figure 5.2 below. 

 

FIGURE 5.2. SCHEMATIC SKETCH OF THE BG-OFC MODEL AND ITS CONNECTIONS. 

Arguably the most central addition to the BG model is the OFC_med_lat layer. It is divided in two 

halves, or unit groups, each composed of 20 units, in the form of a 5x4 matrix. The units are all 

LEABRA standard units, and the layer has no kWTA function applied to it. The OFC acts as one of 

the central nodes in this network as it has many outgoing and incoming projections. Firstly, the 

OFC_med_lat layer has to project to the OFC_ctxt layer so that the working memory gets any 

input of currently present rewards and perceived values; we implement this by projecting every 

unit of OFC_med_lat onto the corresponding unit of OFC_ctxt, using fixed excitatory connection 

without learning. Furthermore, to exert the main purposes of the OFC, the OFC_med_lat projects 

fully onto both the striatum and the motor cortex with excitatory connections, where the striatal 

output channel has a high rate of learning applied so that differential input representations in 

the OFC_med_lat can associate to Go and No-Go units separately. Additionally, the OFC_med_lat 

projects excitatorily onto the OFC_inhib layer with the purpose of applying increasing inhibition 

onto itself as OFC_med_lat activates increasingly. Implementation details of these projections are 

presented in table 5.11 below. 
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Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

OFC_ctxt Excitatory One to one 0.5 0 
Striatum Excitatory Full 0.5 1 
OFC_inhib Excitatory Full W(0.25,0.75) 0 
TABLE 5.11. SENDING PROJECTIONS OF THE OFC_MED_LAT LAYER IN THE BG-OFC MODEL. 

The contextual working memory layer, the OFC_ctxt, is the only layer in the model that is not of 

standard type. It is instead a LEABRA context layer, which updates its activation only after 

settling depending on its inputs and previous activations. The purpose of the contextual working 

memory is to give the OFC_med_lat additional information of the by-the-model perceived value 

of the current input, and it does so by projecting its information onto the OFC_med_lat. The 

influential power of OFC_ctxt on OFC_med_lat activity is determined by the connection between 

them, and we have chosen this connection have fixed weights from every unit in OFC_ctxt onto 

its correspondent in OFC_med_lat. It also uses fixed intra-layer connections, where every unit is 

connected to every other unit of the same half of the OFC_ctxt. This is done with the purpose of 

enforcing activations, and aids the working memory in the preservation of previous information. 

Details of these connections can be reviewed below (table 5.12). 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

OFC_ctxt Excitatory Every unit to all units in the 
same unit group 

0.5 0 

OFC_med_lat Excitatory One to one 0.5 0 
TABLE 5.12. SENDING PROJECTIONS OF THE OFC_CTXT LAYER IN THE BG-OFC MODEL. 

The basolateral nucleus of the amygdala is in this model represented in the ABL layer, composed 

of ten units, and is a second input layer. The activations of the ABL are always clamped and 

therefore set externally in our tasks. The propagation of the information from the ABL is done 

only through one channel; that is, its outgoing projection onto the OFC_med_lat. This projection 

exerts the delivery of reward magnitude information so that the OFC_med_lat can properly 

determine a perceived value of the current input stimulus. This is implemented as a full 

projection carrying excitatory connections, where the weights are set relatively high so that the 

ABL has true impact These specifics are summarized below, in table 5.13. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

OFC_med_lat Excitatory Full W(0.8,1.2) 0 
TABLE 5.13. SENDING PROJECTIONS OF THE ABL LAYER IN THE BG-OFC MODEL. 

The last layer of the BG-OFC model is the OFC_inhib layer, of 16 units, serving as an inhibitory 

layer to prevent overflow of information in OFC_med_lat. The execution of this functionality is 

done by allowing the OFC_inhib to inhibit OFC_med_lat activity; we have thus added a full 
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inhibitory projection, carried on by connections with random initial weights so that the 

inhibition possesses a random property. This inhibitory projection is the only sending projection 

this layer has to other layers, as it is sufficient to fulfill its meanings. However, we have also 

added a projection onto itself, with the purpose of preventing too strong enforcing and 

strengthening of its activation, so that modification of its inhibitory strength can be modified. We 

summarize this in table 5.14 below. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

OFC_med_lat Inhibitory Full W(0.25,0.75) 0 
OFC_inhib Inhibitory Full 0.75 0 
TABLE 5.14. SENDING PROJECTIONS OF THE OFC_INHIB LAYER IN THE BG-OFC MODEL. 

As noted earlier The BG system has not been modified other than a modification of the learning 

rate from the input layer to the striatum to increase striatal input association learning. However, 

we have added a number of projections from already existing layers to propagate the 

information up to the added layers; the OFC needs input information to process information. 

Importantly, the OFC in the model needs to know what input stimulus is presented, and thus the 

input projects information, fully and excitatorily, to the OFC_med_lat, as well as to the OFC_inhib 

layer. As discussed before, the connection between input and the OFC needs to have a great 

variability in weights across units for the OFC to successfully differentiate between inputs. This 

construction reduces the risk that the OFC exerts its top-down bias onto the striatum in the same 

manner across inputs, simply because there is too much intra-OFC correlation between 

representations of inputs, even when perceived values of inputs are completely different. The 

new projections from the input layer, together with those already in the BG model, are presented 

in table 5.15 below. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

Striatum Excitatory Full W(0.25,0.75) 0.001 
Motor 
Cortex 

Excitatory Full W(0.345,0.355) 1e-5 

OFC_med_lat Excitatory Full W(-0.3,1.1) 0.01 
OFC_inhib Excitatory Full W(0.25,0.75) 0 
TABLE 5.15. SENDING PROJECTIONS OF THE INPUT LAYER IN THE BG-OFC MODEL. 

Another necessary addition to projections is that the SNc uses to submit reward information to 

the OFC; without this, the OFC has no way of knowing whether the reward magnitude presented 

in the ABL was positive or negative. This information channel is implemented as a full projection 

from the SNc onto the OFC_med_lat layer; however, to further enhance the effects of gain–loss 

asymmetry, and done with inspirations from similarities in the SNc-striatal interaction, the 

connection is stronger to the medial than to the lateral parts of the OFC. Additionally, as 
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discussed while developing the model, the projection from SNc to the medial parts is excitatory, 

whereas the lateral OFC is subject to inhibition by the SNc, to get the proper reward dynamics 

which we will discuss in more detail in the succeeding section. Together with the SNc 

projections from the BG model, the aggregate is summarized below, in table 5.16. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

Striatum Excitatory To striatal Go units 0.5 0 
Striatum Inhibitory To striatal No-Go units 1 0 
OFC_med_lat Excitatory To medial OFC_med_lat units 0.5 0 
OFC_med_lat Inhibitory To lateral OFC_med_lat units 1 0 
OFC_inhib Excitatory Full W(0.25,0.75) 0 
TABLE 5.16. SENDING PROJECTIONS OF THE SNC LAYER IN THE BG-OFC MODEL. 

Additionally, the motor cortex is in this model, similarly to its effects on the striatum, has a 

projection onto the OFC_med_lat so that it can have influence on the motor responses considered 

in the OFC. This connection is an excitatory one with a positive learning rate to allow the motor 

cortex learn to inform the OFC which option it is mostly considering; please review table 5.17 

below for the details of this projection together with its earlier-implemented projections. 

Target Layer Type of 
Connection 

Type of Projection Initial 
Weights 

Learning 
Rate 

Output Excitatory Left Motor Cortex units to left 
Output unit 

1 0 

Output Excitatory Right Motor Cortex units to 
right Output unit 

1 0 

Striatum Excitatory Left Motor Cortex units to left 
Go units 

0.5 0 

Striatum Excitatory Right Motor Cortex units to 
right Go units 

0.5 0 

Striatum Excitatory Left Motor Cortex units to left 
No-Go units 

0.5 0 

Striatum Excitatory Right Motor Cortex units to 
right No-Go units 

0.5 0 

OFC_med_lat Excitatory Full 0.5 1 
TABLE 5.17. SENDING PROJECTIONS OF THE MOTOR CORTEX LAYER IN THE BG-OFC MODEL. 

In the 3D view of Emergent, we can visualize the BG-OFC model. Regard figure 5.3 below, where 

all in-model layers and connections are shown. 
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FIGURE 5.3. 3D VIEW OF THE BG-OFC MODEL. THE CURRENT ACTIVATIONS SHOW THE NETWORK 

OBTAINING A SMALL REWARD IN THE RISK-AVERSIVE TASK (RA). 

5.6 REWARD DYNAMICS 

Testing our BG-OFC model, which now is a rather complex dynamic system, with the designed 

tasks reveals a number of its interesting and intended features. For instance, in the minus phase 

of the RA task, the input is presented, which activates some of the OFC units, as well as activating 

some of the striatal units. Striatal Go and No-Go processing is handled the same way here as in 

the BG model, where the net victor output is eventually seen active in the thalamus. One of the 

major differences in the BG-OFC model is that the OFC_med_lat layer can influence over the Go 

and No-Go activity in the striatum; this is one of the channels in which the OFC influences over 

decisions, and possible alter the outcome in the thalamus. When the motor cortex is later 

handling this information to produce a proper motor response, the OFC has another way of 

changing behavior; via the direct connection from OFC to the motor cortex. 



47 

When the motor response is selected and the network settles, which is initially done in a random 

manner before the networks has learned anything, we move into the plus phase. The first thing 

that happens is that the input activates just as before, and the motor cortex is clamped to reflect 

the recently selected action, all defined by our program designed to handle rewards. Suppose the 

network selected the right response in the RA, which according to table 5.9 indicates that the 

network has a 50 percent chance of a large gain. Furthermore, suppose the network is lucky this 

time; the SNc bursts and the ABL lights up four units. As this happens, the excitatory connections 

from the SNc and the ABL onto the medial OFC induce activation there. On the contraire, SNc 

inhibits lateral OFC activity, while ABL induces it. The absolute resulting lateral OFC activity 

depends on many things, including initial and learned weights and stochastic elements; 

however, it is clear that the medial OFC receives more stimulating input than the lateral OFC 

does, imposing a net medial activity. Concurrently, the clamped motor cortex units and their 

projections onto the striatum activate striatal Go and No-Go units representing the relevant 

output. Thus, the striatum and the OFC_med_lat layers light up simultaneously, where the latter 

can relate the currently perceived value to the correct Go and No-Go units of the former, and 

after settling, strengthen the relation amongst them by learning algorithms. Also, the connection 

between the input stimulus and this perceived value is strengthened so that the OFC can learn 

which input rewarded this value. Similarly, when the reward value in the plus phase is negative, 

we get a net preponderance in the lateral OFC, instead enforcing the No-Go association with this 

input. Additionally, information regarding this current perception of value is stored in OFC_ctxt 

so that it can later be used. The next time the same input is presented, the OFC activates its 

representation, triggering memory retrieval from OFC_ctxt. Now, the OFC_med_lat will represent 

the aggregated perceived value of this stimulus, and in turn prompt its response in the striatal 

and motor cortical unit. 

The way the tasks are designed, specifically the Asymmetrical task from table 5.8, reward values 

from the same response might be both positive and negative, further confusing the network. The 

contextual working memory plays an important role as it aggregates both medial and lateral 

activity in previous plus phases, so that a somewhat biased perception of expected value is 

represented therein. This kind of availability bias clearly arises from the fact that recent reward 

values are more easily remembered, as the model might be unlucky a number of times 

successively, suppressing the perception of positive value in this input stimulus. 

In the minus phase, the cortical influence of the OFC_med_lat can be increased or decreased by 

activating the ABL, as this will increasingly stimulate the OFC_med_lat units to activate. This in 

turn further allows the OFC to impact more heavily on the striatal and motor cortical units 

through the previously strengthened connections midst them. For instance, if the current input 
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is, by the OFC, perceived as positively rewarding in the left response, activation of ABL units will 

stimulate the activation of all OFC_med_lat units; however, because of earlier learning, additional 

OFC activity primarily impacts on the Go and No-Go units it is strongly connected to, and only 

secondarily on the striatal units it does not connect heavily to. This implies we have a way to 

represent amygdalar influence on choice processes, and a possibility to explore the difference in 

performance as the network is simulating choice real and hypothetical situations arises. 

It turned out that finding and tuning these dynamics was by far the most difficult concerning 

losses when running the risk-seeking task, hence the title of this chapter; at times, modeling 

turned into a hunt for risk-seeking behavior. The network was often increasingly unwilling to 

choose any of the loss-related outputs, and thus only associates to No-Go units, when the striatal 

Go signal is in practice required to produce a distinct motor response. Perhaps, this has real-

world implications; humans are possibly unwilling in distinctively selecting an action known to 

induce negative feedback. However, the issues were resolved, and the BG-OFC model is ready to 

produce results. 
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6 RESULTS 

As humans, we are well aware of the fact that human behavior is not easily predicted, and the 

observation that there are differences between individuals is not a hard one to make. The BG-

OFC model described in the previous section is developed using a vast number of stochastic 

elements, and can be said to arise from individual differences; or, at least to model these 

differences. What this means is that there is no way of identifying a characteristic behavior of 

this model by simply analyzing a single neural network run only once. Fortunately, we have the 

notion of batches accounting for these individual differences in Emergent. Recall that after every 

batch run is completed, weights are again initialized and randomized where applicable, and can 

thus simulate a new individual. Henceforth, a set of batches is said to be equivalent to number of 

individuals. 

Recall that the tasks identified as indicative of how human-like the model is performing can be 

summarized as in table 6.1 below. For a more detailed description regarding the exact SNc and 

ABL activations of these tasks, please review table 5.9. 

Task Reward From Left Response Reward From Right Response 

Increasing task (Inc) Large loss Large gain 
Risk-aversive task (RA) Small gain No gain/loss   or 

Large gain 
Risk-seeking task (RS) Small loss No gain/loss   or 

Large loss 
Asymmetrical task (Asym) No gain/loss Large loss   or 

Large gain 
TABLE 6.1. PLUS PHASE REWARDS GIVEN BY THE FOUR TASKS. IN TASKS WHERE OUTCOMES CAN BE 

DIFFERENTIAL, ALL OUTCOMES HAVE EQUAL PROBABILITY. 

As the model can only choose between two different choices in each task, we are going to need a 

large set of batches to assure statistical significance in the possible differences we might find. As 

we move on, we also want to examine the existence of a hypothetical bias. The response 

frequencies in hypothetical cases cannot be expected to deviate largely from those in real cases, 

and this further increases the need to study a large set of batches. Therefore, we consider a set of 

10000 batches for the execution of the tasks found in table 6.1, except for in the Inc task, where 

we will settle for 1000 batches as it is a simpler task; we will see that this is enough. 

We begin by studying the performance of the model in prospect theory tasks, without specifying 

whether we are interested in real or hypothetical responses, and we do this by setting ABL 

activity to be zero during minus phases. Following the results of prospect theory, it is clear what 

results we are expecting. Table 6.2 summarizes these expectations, where the “X” indicates 

which response we expect a majority of the batches to select. 
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Task Left Response Right Response 

Increasing task (Inc)  X 
Asymmetrical task (Asym) X  
Risk-aversive task (RA) X  
Risk-seeking task (RS)  X 
TABLE 6.2. SUMMARY OF EXPECTED MAJORITY RESPONSE WHERE “X” MARKS WHICH RESPONSE WE 

EXPECT A MAJORITY OF THE BATCHES TO SELECT. 

The tasks are initially run separately; that is, we run 10000 batches of the same task, and then 

evaluate performance. Since the model knows nothing of the reward of the outputs on 

beforehand, we need to sufficiently train the network on the tasks before we can evaluate its 

aggregated perceived value. We do this for every batch by letting every epoch consist of 50 

trials, before asking it a last time what its preference is, i.e. we finish off by running a minus 

phase settle. In this last settling phase, we record the final output layer activations, and compare 

the left activity to the right. The preference of this particular individual, or network, is then said 

to be that of the highest output activity. As we are only interested in one preference per 

individual, every batch runs only one epoch. 

The result of the separately run tasks are presented below in table 6.3, or illustrated in figure 

6.1. 

Task Left Response Frequency Right Response Frequency 
Increasing task (Inc) 2.3 % 97.7 % 
Asymmetrical task (Asym) 78.56 % 21.44 % 
Risk-aversive task (RA) 66.28 % 33.72 % 
Risk-seeking task (RS) 33.75 % 66.25 % 
TABLE 6.3. RESPONSE FREQUENCIES OF THE BG-OFC MODEL IN TASKS TESTED SEPARATELY. 
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FIGURE 6.1. RESPONSE FREQUENCIES OF THE BG-OFC MODEL IN TASKS TESTED SEPARATELY. 

We see that the BG-OFC model behaves as expected, according to table 6.2, and selects the 

outputs anticipated by prospect theory, meaning that the network, in average, is risk-aversive 

for gains, risk-seeking for losses and gets more negatively affected by losses than it gets 

positively affected by gains. Also, the Inc task, being merely a control task, clearly shows that the 

model prefers gains to losses. 

As we are also interested in studying the behavior of the model as it is performing the tasks both 

under real and hypothetical conditions to confirm the existence of a hypothetical bias, we 

differentially activate the ABL during the minus phase to do so. Specifically, we simulate the real 

case by activating six ABL units during choice, whereas in the hypothetical case, we only activate 

one. Of interest is the difference between response frequencies in the tasks, which then is the 

magnitude of the hypothetical bias. From earlier, we expect an increased willingness to take 

risks as we move into hypothetical cases instead of real; quantified in these tasks, that means we 

expect the response frequency of right responses for the Asym, RA and RS tasks to increase as 

this signals an increased risk-taking. However, we do not formulate any specific expectation 

regarding any differentiated response frequencies in the Inc task as it is not of interest. 

This time, we run all four tasks simultaneously for every batch, and similarly as before, we train 

each network on 50 trials per task, presented in a random order. Thereafter, four additional 

settles, one for each task, are run where we evaluate the preferences of the current batch, after 
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which the initial weights are again reset. As before, we do this for 10000 batches, this time also 

including the Inc task. Now, we do this two times; the first time we run it in a real setting, and 

the second time, we switch to a hypothetical setting. 

The results of these runs are presented below in table 6.4, or illustrated in figure 6.2. 

 Real Setting Hypothetical Setting 

Task Left Response 
Frequency 

Right Response 
Frequency 

Left Response 
Frequency 

Right Response 
Frequency 

Inc 1.23 % 98.77 % 5.07 % 94.93 % 
Asym 92.14 % 7.86 % 67.72 % 33.28 % 
RA 64.50 % 35.50 % 62.73 % 37.27 % 
RS 38.43 % 61.57 % 31.11 % 68.89 % 
TABLE 6.4. RESPONSE FREQUENCIES OF THE BG-OFC MODEL IN BOTH REAL AND HYPOTHETICAL 

SETTINGS. 

 

 

FIGURE 6.2. RESPONSE FREQUENCIES OF THE BG-OFC MODEL IN BOTH REAL AND HYPOTHETICAL 

SETTINGS. 
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Our main interest is to study the difference in response frequencies as we move from a real to a 

hypothetical setting; we will therefore subtract the real setting response frequencies from the 

hypothetical ones. The result is presented in the table of differences below (table 6.5), or we can 

illustrate the result by the chart seen in figure 6.3. 

Task Left Response 
Frequency Difference 

Right Response 
Frequency Difference 

Increasing task (Inc) +3.84 % -3.84 % 
Asymmetrical task (Asym) -24.42 % +24.42 % 
Risk-aversive task (RA) -1.77 % +1.77 % 
Risk-seeking task (RS) -7.32 % +7.32 % 
TABLE 6.5. RESPONSE FREQUENCY DIFFERENCES BETWEEN HYPOTHETICAL AND REAL SETTING 

RESPONSES. A POSITIVE PERCENTAGE CORRESPONDS TO A HIGHER FREQUENCY IN THE 

HYPOTHETICAL CASE. 

 

 

FIGURE 6.3. RESPONSE FREQUENCY DIFFERENCES OF THE RISKY OPTIONS OF THE THREE RELEVANT 

TASKS BETWEEN REAL AND HYPOTHETICAL SITUATIONS BY THE BG-OFC MODEL. 

The net result is that the model selects the more risky option more frequently in the 

hypothetical setting as opposed to the real setting in all the three relevant tasks. It is then clear 

that the BG-OFC model behaves in a more risk-seeking manner when the tasks are run 

hypothetically, and we can conclude that the amygdalar activity during choice hence has a 

biasing effect on response frequencies; where decreased minus phase amygdalar activity 

increases willingness to take risks. This is thus the observed hypothetical bias, having a 

magnitude of the order of a few percentages for tasks including small gains or losses such as RA 

and RS, whereas for the Asym task, the observed effect is larger. Interestingly, the bias is greater 
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for tasks involving the large loss, further suggesting that loss aversion might be one of the main 

explanatory factors behind this hypothetical bias. 
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7 DISCUSSION 

The results show that our BG-OFC model indeed behaves in ways predicted by prospect theory, 

and therefore the model has some relevance to human behavior. Specifically, the model shows 

similar prospect theory results as the neural network of Frank and Claus (2006). All components 

are there; risk-aversive and risk-seeking behavior for gains and losses respectively, and higher 

emotional influence by losses than by gains as described by Kahneman and Tversky (1979). 

Explanatory factors behind this behavior are that increased amygdalar activity for losses 

dictates the model to avoid losses more than it endeavors to collect gains, in line with the 

discovery that amygdalar damage eliminates loss aversion (De Martino et al., 2010). Also, the 

model prefers a safe dopamine burst to rewards in a random manner as predicted by Kahneman 

and Tversky (1979). 

Another result is that amygdalar activity has a clear biasing effect on the response frequencies, 

and hence the risk-taking willingness, in this BG-OFC model. The observed effect is that 

increased emotional attachment to the decision as a response is selected reduces the frequency 

in which the model responds by selecting the risky option. Conversely, as the amygdalar activity 

is decreased during the choice procedure, we see that the BG-OFC model prefers the risky option 

with a higher frequency, which follows naturally from the elimination of loss aversion by 

amygdalar damage (De Martino et al., 2010); this is the hypothetical bias described in 

experiments summarized by Harrison (2006). This is saying that as the model is asked to select 

options where the rewards are hypothetical and not real, it takes higher risks. The increased 

amygdalar activity for real decisions also increases the net OFC activity through its excitatory 

connections, and as the OFC encodes values in the BG-OFC model as proposed by Padoa-Shioppa 

and Assad (2006), real and hypothetical decisions activate the same valuation mechanism 

differentially, as suggested is done in humans by Kang, Rangel, Camus and Camerer (2011). 

The magnitude of the hypothetical bias is significantly larger for the tasks involving larger 

losses; that is saying that large losses are even more avoided than others when we switch from 

hypothetical to real settings. The bias only changed response frequencies by a few percentages 

when it comes to the gain side, as no losses are present in the tasks evaluating gains. We 

therefore argue that loss aversion could be one of the main driving forces to the hypothetical 

bias. Theoretically from earlier, the loss aversion is the reason to the hypothetical bias if 

hypothetical cases are regarded as uncertain gains and losses around the real values, where this 

is justified by the observation that there is increased uncertainty in the future expected 

perception of value when rewards are hypothetical, as proposed by Swärdh (2008). This way of 
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describing hypothetical outcomes is saying that we do not really know what pleasure to expect 

from a hypothetical reward, whereas for real ones; it is more clear. 

As the BG-OFC model was carefully developed to maintain as many human properties as 

possible, the result of the existence of a risk-increasing hypothetical bias through prospect 

theory can be extrapolated into real human behavior. Subsequently, if we are asked to seriously 

consider what options we would prefer, but we are told the rewards will be hypothetical and not 

real, we will not be able to respond likewise as when the rewards are given to be real; this is a 

consequence of neurological mechanisms that interpret hypothetical and real decisions 

differentially (Kang et al., 2011). 
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8 CONCLUSION 

This project has given an insight into the workings of a human brain while making financial 

decisions in both real and hypothetical situations, through a neural network. Following 

implications from research, we have identified the most important brain regions to study 

financial decision making to be the orbitofrontal cortex, the amygdalae, and the basal ganglia. 

Interconnectivity between and within these regions indicated by previous studies were 

regarded as we developed a computational model of a minimalistic version of the brain 

consisting only of the indicated brain regions. 

The developed model of the human brain was shown to possess the circumstantial risk-aversive 

and risk-seeking behavior proposed in prospect theory, through determination of its 

preferences over a set of probabilistic and certain gains and losses. A differentiation of real and 

hypothetical choice situations was made by representing hypothetical choice as situations with 

decreased amygdalar influence, leading to a discrepancy in the strength of loss aversion over 

real and hypothetical cases, and a bias in the evaluation of outcomes in the cortical regions of the 

brain. This altered risk attitude was shown to bias preferences towards preferring risky options 

with increased frequency; that is, the hypothetical bias leads to increased risk-taking in 

hypothetical situations, suggesting that mimicking one’s own decisions is in fact a dubious task. 

  



58 

9 REFERENCES 

Ackert, L. F. and Deaves, R. (2010). Behavioral Finance: Psychology, Decision-Making and Markets. 
Mason, OH, USA: South-Western Cengage Learning. 

Aisa, B., Mingus, B. and O’Reilly, R. (2008). The Emergent neural modeling system. Neural 
Networks, 21, 1146-1152. 

Allais, M. (1953). Le comportement de l’homme rationnel devant le risque: critique des postulats 
et axiomes de l’école Américaine. Econometrica, 21, 503-546. 

Battalio, R. C., Kagel, J. H. and Jiranyakul, K. (1990). Testing Between Alternative Models of 
Choice Under Uncertainty: Some Initial Results. Journal of Risk and Uncertainty, 3, 25-50. 

Bayer, H. M. and Glimcher, P. W. (2005). Midbrain dopamine neurons encode a quantitative 
reward prediction error signal. Neuron, 47, 129-141. 

Camerer, C. F. and Loewenstein, G. (2004). Behavioral Economics: Past, Present, Future. In 
Camerer, C. F., Loewenstein, G. and Rabin, M. (Eds.), Advances in Behavioral Economics (pp. 3-
51). New York, NY, USA: Princeton University Press. 

Carmichael, S. T. and Price, J. L. (1995). Limbic connections of the orbital and medial prefrontal 
cortex in macaque monkeys. Journal of Comparative Neurology, 363(4), 615-641. 

Chakravarthy, V. S., Joseph, D. and Bapi, R. S. (2010). What do the basal ganglia do? A modeling 
perspective. Biological Cybernetics, 103(3), 237-253. 

Crick, F. H. C. (1989). The recent excitement about neural networks. Nature, 337(6203), 129-
132. 

Damasio, A. R. (1994). Descartes’ Error: Emotion, Reason, and the Human Brain. London, England: 
Penguin Books. 

Darwin, C. (1859). On The Origin of Species by Means of Natural Selection, Or the Preservation of 
Favoured Races in the Struggle for Life. London, England: John Murray, Albemarle Street. 

De Martino, B., Camerer, C. F. and Adolphs, R. (2010). Amygdala damage eliminates monetary 
loss aversion. Proceedings of the National Academy of Sciences, 107, 3788-3792. 

Fodor, J. and McLaughlin, B. (1990). Connectionism and the Problem of Systematicity: Why 
Smolensky’s Solution Still Doesn’t Work. Cognition, 35(2), 183-204. 

Fodor, J. and Pylyshyn, Z. (1988). Connectionism and Cognitive Architecture: A Critical Analysis. 
Cognition, 28, 3-71. 

Forsythe, R., Horowitz, J. L., Savin, N. E., Sefton, M. (1994). Fairness in Simple Bargaining 
experiments. Games and Economic Behavior, 6(3), 347-369. 

Frank, M. J. (2005). Dynamic Dopamine Modulation in the Basal Ganglia: A Neurocomputational 
Account of Cognitive Deficits in Medicated and Nonmedicated Parkinsonism. Journal of 
Cognitive Neuroscience, 17(1), 51-72. 

Frank, M. J. (2011). Basal Ganglia neural network demonstrations. 
http://ski.cog.brown.edu/BG_Projects/. Accessed on 2011-09-12. 



59 

Frank, M. J. and Claus, E. D. (2006). Anatomy of a Decision: Striato-Orbitofrontal Interactions in 
Reinforcement Learning, Decision Making, and Reversal. Psychological Review, 113(2), 300-
326. 

Frank, M. J., Cohen, M. X. and Sanfey, A. G. (2009). Multiple Systems in Decision Making: A 
Neurocomputational Perspective. Current Directions in Psychological Science, 18(2), 73-77. 

Frazzini, A. (2006). The Disposition Effect and Underreaction to News. The Journal of Finance, 
61(4), 2017-2046. 

Frederick, S., Loewenstein, G. and O’Donoghue, T. (2002). Time Discounting and Time Preference: 
A Critical Review. Journal of Economic Literature, 40(2), 351-401. 

Fudenberg, D. (2006). Advancing beyond “Advances in Behavioral Economics”. Journal of 
Economic Literature, 44(3), 694-711. 

van Gelder, T. (1995). What Might Cognition Be, If Not Computation?. The Journal of Philosophy, 
92(7), 345-381. 

Glimcher, P. W., Camerer, C. F., Fehr, E. and Poldrack, R. A. (Eds.) (2009). Neuroeconomics: 
Decision Making and the Brain. London, England: Elsevier. 

Harrison, G. W. (2006). Hypothetical Bias Over Uncertain Outcomes.  In List, J. A. (Ed.), Using 
Experimental Methods in Environmental and Resource Economics. Northampton, MA, USA: 
Elgar. 

Harrison, G. W. (2008). Neuroeconomics: A Critical Reconsideration. Economics and Philosophy, 
24(3), 303-344. 

Hebb, D. O. (1949). The organization of behavior. New York, NY, USA: Wiley & Sons. 

Hikosaka, O. (1989). Role of basal ganglia in initiation of voluntary movements. In Arbib, M. A. 
and Amari, S. (Eds.), Dynamic Interactions in Neural Networks: Models and Data (pp. 153-167). 
New York, NY, USA: Springer-Verlag. 

Johansson-Stenman, O. and Svedsäter, H. (2008). Measuring Hypothetical Bias in Choice 
Experiments: The Importance of Cognitive Consistency. The B. E. Journal of Economic Analysis 
& Policy, 8(1), Article 41. 

Kahneman, D. and Tversky, A. (1979). Prospect Theory: An Analysis of Decision under Risk. 
Econometrica, 47(2), 263-292. 

Kang, M. J., Rangel, A., Camus, M. and Camerer, C. F. (2011). Hypothetical and Real Choice 
Differentially Activate Common Valuation Areas. The Journal of Neuroscience, 31(2), 461-468. 

Knutson, B., Rick, S., Wimmer, G. E., Prelec, D. and Loewenstein, G. (2007). Neural Predictors of 
Purchases. Neuron, 53, 147-156. 

Kringelback, M. L. and Rolls, E. T. (2004). The functional neuroanatomy of the human 
orbitofrontal cortex: evidence from neuroimaging and neuropsychology. Progress in 
Neurobiology, 72(5), 341-372. 

Levine, D. S. (2007). How Does the Brain Create, Change and Selectively Override its Rules of 
Conduct?. In Perlovsky, L. I. and Kozma, R. (Eds.), Neurodynamics of Cognition and 
Consciousness (pp. 163-181). Berlin, Germany: Springer-Verlag. 

Major, G., and Tank, D. (2004). Persistent neural activity: Prevalence and mechanisms. Current 
Opinion in Neurobiology, 14, 675-684. 



60 

McClelland, J. L. and Rumelhart, D. E. (Eds.) (1988). Explorations in parallel distributed 
processing: a handbook of models, programs and exercises. Cambridge, MA, USA: The MIT 
Press. 

McFadden, D. (2005). The New Science of Pleasure: Consumer Behavior and the Measurement of 
Well-Being. Frisch Lecture, Econometric Society World Congress (2005-08-20), London, 
England. 

Mink, J. (1996). The Basal Ganglia: Focused Selection and Inhibition of Competing Motor 
Programs. Progress in Neurobiology, 50, 381-425. 

von Neumann, J., Morgenstern, O. (1944). Theory of Games and Economic Behavior. Princeton, 
New Jersey: Princeton University Press. 

O’Reilly, R. C. (1996a). The LEABRA Model of Neural Interactions and Learning in the Neocortex. 
PhD Thesis at the Department of Psychology, Carnegie Mellon University, Pittsburgh, PA, USA. 

O’Reilly, R. C. (1996b). Biologically Plausible Error-driven Learning using Local Activation 
Differences: The Generalized Recirculation Algorithm. Neural Computation, 8(5), 895-938. 

O’Reilly, R. C. (1998). Six principles for biologically based computational models of cortical 
cognition. Trends in Cognitive Sciences, 2(11), 455-462. 

O’Reilly, R. C. (2011a). Emergent (Version 5.2.0) [Software]. Available from 
http://grey.colorado.edu/emergent. 

O’Reilly, R. C. (2011b). About Emergent. 
http://grey.colorado.edu/emergent/index.php/About_Emergent. Accessed on 2011-09-12. 

O’Reilly, R. C. (2011c). AXTut Programs. 
http://grey.colorado.edu/emergent/index.php/AXTut_Programs. Accessed on 2011-09-12. 

O’Reilly, R. C. (2011d). kWTA and Inhibition. 
http://grey.colorado.edu/emergent/index.php/kwta_and_inhibition. Accessed on 2011-09-
13. 

O’Reilly, R. C. and Munakata, Y. (2000). Computational Explorations in Cognitive Neuroscience: 
Understanding the Mind by Simulating the Brain. Cambridge, MA, USA; London, England: A 
Bradford Book, The MIT Press. 

Padoa-Schioppa, C. and Assad, J. A. (2006). Neurons in the orbitofrontal cortex encode economic 
value. Nature, 441(11), 223-226. 

Schultz, W. (1992). Activity of Dopamine Neurons in the Behaving Primate. Seminars in 
Neuroscience, 4(2), 129-138. 

Simon, H. A. (1992). Economics, Bounded Rationality, and the Cognitive Revolution. England: Elgar 
Aldershot Hants. 

Smith, A. (1759). The Theory of Moral Sentiments. “Printed for A. Millar, in the Strand; and A. 
Kincaid and J. Bell, in Edinburgh.” 

Smith, A. (1776). An Inquiry into the Nature and Causes of the Wealth of Nations. London, 
England: W. Strahan and T. Cadell. 

Stanton, A. A. (2008). Neuroeconomics: A Critique of ‘Neuroeconomics: A Critical 
Reconsideration’. MPRA Paper, 7928. 



61 

Swärdh, J-E. (2008). Hypothetical bias and certainty calibration in a value of time experiment. 
Stockholm: Swedish National Road & Transport Research Institute (VTI). 

Thaler, R. H. (1999). Mental Accounting Matters. Journal of Behavioral Decision Making, 12, 183-
206. 

Thomas, M. S. C. and McClelland, J. L. (2008). Connectionist models of cognition. In Sun, R. (Ed.), 
Cambridge handbook of computational psychology(pp. 23-58). Cambridge, MA, USA: 
Cambridge University Press. 

Tom., S. M., Fox., C. R., Trepel, C. and Poldrack, R. A. (2008). The Neural Basis of Loss Aversion in 
Decision-Making Under Risk. Science, 315, 515-518. 

Tortora, G. J. and Derrickson, B. (2011). Principles of Anatomy and Physiology (13th ed.). New 
Jersey, NJ, USA: Wiley & Sons. 

Tversky, A. and Kahneman, D. (1974). Judgment under Uncertainty: Heuristics and Biases. 
Science, 185(4157), 1124-1131. 

Tversky, A. and Kahneman, D. (1981). The Framing of Decisions and the Psychology of Choice. 
Science, 211(4481), 453-458. 

Yin, H. H. and Knowlton, B. J. (2006). The role of the basal ganglia in habit formation. Nature 
Reviews Neuroscience, 7, 464-476. 

 

 



 

 

TSC-MT 11-025 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

www.kth.se 


