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Summary 

1 Introduction 

An uncertain agent faced with a decision problem occasionally has certain meta courses of action 

available with respect to the problem at hand. One is to just make the decision as best she can at 

the current time with the uncertainty being what it is. Another is to delay the decision, attempting 

a removal of the uncertainty in the hope of ending up with an easier decision. Modern policy-

makers are regularly tasked with either making such meta choices themselves or deciding – often 

in some detail – which approaches are to be allowed by other actors faced with particular types of 

uncertain decisions. For example, when an innovative engineer synthesizes a new compound, 

society needs to decide whether its use should be restricted in some way. There might be a 

certain and easily described potential upside in terms of economic gain, but the potential 

downside – typically in terms of unwanted impact on living organisms – is often far harder to pin 

down. How well must we know the compound before a reasonable decision about its status can 

be made? And what ought the decision be? 

 

Problems like that of regulating new compounds are typically decision situations with elevated 

levels of uncertainty. In this thesis, the very concept of uncertainty itself is analyzed along with a 

widely used approach (or family of approaches) to uncertain decisions in societal regulation, in 

particular that of chemicals and construction. The acquisition of information and its relation to 

the reduction of uncertainty is also studied. The core contributions of the thesis consist of 

conceptual analyses of uncertainty and information gain, including numerical measures and 

axiomatic analyses, as well as an analysis of the role that so-called safety factors play in current 

policy-making in the presence of uncertainty. 
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2 What is uncertainty? 

While the term “uncertainty” is used in a variety of ways throughout science, economics, 

philosophy and risk management, its meaning in this thesis is restricted to what might be called 

doxastic (or belief-related) uncertainty. In brief, this is uncertainty on the part of a doxastic agent 

(one that holds beliefs) about where truth lies. The uncertainty typically concerns questions or issues 

like what the weather will be like the day after tomorrow, the largest safe dose of a certain 

chemical for a certain person or the year of Julius Caesar’s death. 

2.1 Measuring uncertainty 

The main contribution in this thesis when it comes to uncertainty has to do, as was mentioned 

above, with its measurement – determining how much of it there is for an agent with a particular 

belief setup, or doxastic state. In order to answer this question, it is of some importance to separate 

the doxastic state itself, D, from the uncertainty of that doxastic state, U(D). While D, in the 

included papers I and II, is represented either by a subjective probability function or some form of 

credal set – a subjective set of probability functions – U(D) is represented by a single real number.  

 

In paper I it is argued, following several previous authors, that the entropy functional used in 

physics (c.f. Boltzmann, 1898) and information theory (c.f. Shannon, 1948) provides an 

uncertainty measure with intuitively attractive formal properties: continuity, symmetry, additivity 

and subadditivity. When measuring doxastic uncertainty, in contrast to measuring physical or 

informational entropy, it is crucial that the probability function used in the functional is a 

subjective probability distribution. 

 

Entropy functional UX(p) = -ΣXp(xi)logp(xi) 
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So, when X is a set {x1, x2,…, xn} of mutually exclusive hypotheses where a single member is true 

and p is a subjective probability distribution over X, the functional is a measure of uncertainty with 

regard to X of (the agent that has) p. In line with what was said above, p here represents the 

doxastic state while UX(p) represents the uncertainty of the state. 

 

It should be noted that the terminological distinction between belief representation and 

uncertainty representation is not standard, at least not within the field of engineering and risk 

analysis. A recent example of this is Helton (2011), where probability functions are stated to be 

one example of an uncertainty measure. 

 

In the current setting, the representation of the doxastic state D has no unit, whereas the 

representation of the uncertainty U(D) does: typically bits, nats or Hartleys depending on the base 

(2, e or 10) chosen for the logarithm in the functional. These units of uncertainty are the same as 

those of information, and the relation between information and uncertainty is an intimate one. In 

paper I for example, it is argued that one way of understanding the uncertainty level, or amount, 

of an agent is as the answer to the question “How much information do I expect to have gained 

in a situation where I have become certain, given my current doxastic state?”. A decent 

approximation of this would perhaps be to say that the agent’s uncertainty is her own estimate of 

her information deficit. 

 

Consider the following example. Margaret is about to flip a coin, one that she believes is unfair. 

She has assigned subjective probability 0.7 to the coin coming up Heads and 0.3 to the coin 

coming up Tails. The subjective probability distribution {0.7, 0.3} represents Margaret’s doxastic 

state D over the outcome set {Heads, Tails}. 
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From this point, there are two ways she could possibly become certain of the coin flip outcome: 

 

(i) assigning the outcome Heads probability 1 

(ii) assigning the outcome Tails probability 1 

 

Standard information theory, as it is typically interpreted in epistemology, tells us that less 

probable outcomes provide a greater information gain than more probable ones, and when 

regular probability is used, the information gained by observing a certain outcome O is -log2p(O) 

(Reza, 1961). Observing the coin landing Heads would, by this formula, provide Margaret with -

log20.7 bits of information and observing Tails, in the same way, would provide her -log20.3 bits 

of information, where the latter is the bigger number. Using Margaret’s doxastic state once again, 

we can see that her expectation value (before the coin flip) for information gain upon becoming 

certain is -0.7 log20.7-0.3 log20.3, or p(H)I(H)+p(T)I(T), where I(.) is the information gain from 

observing that outcome. This expectation value is precisely the one given by the entropy 

functional above. 

2.2 New measures 

This idea of uncertainty as expected information gain upon certainty is used as a starting point in 

paper I for a discussion about how to measure uncertainty when D is represented not by a 

subjective probability distribution, but by a credal set. The traditional entropy functional is simply 

undefined for credal set belief representations. As a result, two new uncertainty measures are 

introduced in the thesis: one for convex credal sets and one for possibly non-convex credal sets1. 

                                                 

1 For a thorough treatment of convex credal sets, see (Levi, 1980), and for a discussion of 
possibly non-convex credal sets, see (Gärdenfors & Sahlin, 1982). 
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3 Deciding under uncertainty 

There is a long-standing tradition in decision theory to divide decision problems into four (and 

sometimes fewer) categories (c.f. Hansson, 1994), classifying the doxastic situation of the agent: 

 

• Ignorance, where the agent cannot doxastically order states of nature at all 

• Uncertainty, where the agent can doxastically order states of nature to some extent, but 

cannot assign subjective probabilities to all states 

• Risk, where subjective probabilities are assigned to each state of nature, but where there 

are more than one possible states of nature 

• Certainty, where there is only one possible state of nature 

 

Of these, certainty is, unsurprisingly, the only situation where the agent has no uncertainty given 

the uncertainty measures supported in this thesis. Digressing slightly, what might be more 

surprising is that decisions under risk can be more uncertain than decisions under uncertainty, 

again if one accepts the concept of uncertainty measurement provided in this thesis. This would 

mean that the categorization is not a straight progression from the most to the least uncertain 

decision situation. 

 

Those acquainted with this division, and variations thereof, will perhaps object that my rendering 

is not entirely true to the tradition (c.f. Knight, 1921; Luce and Raiffa, 1957) where risk is a 

situation where probabilities are known and uncertainty one where they are not. This, however, 

requires that there are actually any non-subjective probabilities2 to be known – an assumption I 

would like to avoid. 

                                                 

2 There might also be unknown subjective probabilities, i.e. the agent does not know her own 
probability ascriptions, but this would seem to be of little consequence. The very idea of 
subjective probabilities in a decision theoretic setting is that they are the ones that are used for 
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3.1 Normative decision theory in the four categories 

Decision theory for the trivial category certainty – “pick one alternative that is no worse than any 

other” – and that of risk is well understood and many of the latter category’s main problems are 

solved (c.f. Savage, 1972). The standard decision rule under risk is that of Maximum Expected 

Utility or MEU. Decision theory under ignorance is also well understood (c.f. Gärdenfors & 

Sahlin, 1988), even if there is no consensus concerning which, if any, single decision rule that is 

the most reasonable. 

 

Decision-making in the large and diverse (in terms of theoretically considered formal 

representations in the literature) category of uncertainty continues to be a topic that is very much 

alive. While this thesis makes no direct contributions to normative requirements in this area, the 

conceptual work on information and uncertainty in two of the papers draws upon the work done 

in the 70s and 80s on credal set theory by Levi (1974, 1980), Gärdenfors & Sahlin (1982) and, to 

some extent, upon that of Gilboa & Schmeidler (1989). Credal set theory could be seen as a way 

to deal precisely with, among other things, the problem of rational action in the category of 

uncertainty. The two main suggestions from the aforementioned authors about rational action 

when the doxastic state is representable by a credal set are Maximal Minimal Expected Utility 

(Gärdenfors & Sahlin, 1982; Gilboa & Schmeidler, 1989) and sequential filtering by way of so-

called E-admissibility, S-admissibility and P-admissibility (Levi, 1980). 

4 Removing uncertainty (and gaining information?) 

If one considers the level of uncertainty in a given situation to be uncomfortably high, attempting 

a removal of it obviously suggests itself. As we saw in the last section, there is reasonable 

                                                 

decision-making. Whether there is introspection by the deciding agent so that she also knows her 
subjective probabilities does not typically affect the rationality of decisions where the 
probabilities come into play. 
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consensus on the rational course of action in the decision-categories of risk and certainty, but not 

in uncertainty and ignorance. This alone seems to be a good reason to try to transform a decision 

problem in one of the latter categories to a problem in one of the former, and often this goes 

hand in hand with removing uncertainty. 

 

A widespread idea is that information is what removes uncertainty (c.f. Klir, 2006). In paper II, 

however, I argue that this is not always the case. There are situations where information gain 

results in an increase in uncertainty. Briefly, I argue that while information gain always occurs in 

conjunction with belief changes, some of these changes result in unchanged or even increased 

uncertainty levels. 

 

Apart from the issue of information gain and uncertainty reduction, there are a few other 

lingering questions surrounding information gain that paper II attempts to answer. Recall that the 

information gain of an agent observing an outcome O is -log2p(O) bits, where p was the 

subjective probability distribution. One way of viewing this is that we here have the information 

gain for a special case, namely when increasing the subjective probability from 0 < p(O) < 1 

(where O is believed to be one among possible outcomes) to p(O) = 1 (where O is believed to be 

the only possible, or even the actual, outcome). But what about other cases, like when we start at 

some 0 < p(O) < 1 and increase it to some higher 0 < p(O) < 1? Or if p(O) sinks? In paper II, 

two information measures – one subjective and one objective – are presented and discussed, 

measures that provide some answers to the above questions. It is also argued that a reasonable 

relation between the objective and subjective measures is that the latter is an expectation value of 

the former. 
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5 Actual problems, actual decisions 

While work in normative decision theory typically aims at establishing a golden standard for 

idealized agents, such as those mentioned in section 3, it is not always clear what bearing this has 

on how an actual, non-ideal agent faced with an uncertain situation should decide. It would seem 

that actual decision-makers only rarely work out the decision problem in all the detail that is 

required when reasoning about normative decision theory. Instead most of us resort to various 

shortcuts. But is this irrational? Rules of thumb used in regulatory situations and how such 

practices relate to the standards of rational reasoning is one of the topics considered in paper III. 

5.1 Rules of thumb and satisficing 

For an agent who cares exclusively about outcomes, it is of little consequence precisely how those 

outcomes come about. Indeed, many decision theorists feel that what is important for a 

rationality ascription is merely that the agent decides as if she were doing “the math”, not that she 

is actually doing it. So what if, instead of solving intimidating decision matrices, you could follow 

some simpler cognitive procedure that often leads to the same course of action as the decision 

theoretical calculations? Or at least something that isn’t much worse? This is the allure of rules of 

thumb. 

 

The safety factors mentioned earlier, or rather the rules that they enter into, are examples of rules 

of thumb used in settings with considerable potential consequences, negative and positive. To see 

what a safety factor is, let us consider a simplified example from construction: it might be the 

case that a legally acceptable structure should be able to withstand some x > 1 times the 

predicted peak load. The number x is called the “safety factor”. In other words, the structure 

should resist the greatest load that the constructor can imagine that it will be exposed to, and then 

some. 
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In medicine and chemical regulation there are similar concepts, as discussed in paper IV. An 

equally simplified example from the chemical area would be that a recommended maximum dose 

of some substance S is d/y, where y >1 and d is the lowest dose established (to some reasonable 

extent) to be harmful to some species of animal. Here, y would be the safety (or uncertainty) factor. 

 

The common idea underlying these practices is that there is a quite simple mathematical rule, 

with a safety factor parameter, that allows one to infer, to some given level of confidence, a 

“safe” or “acceptable” action from some theoretical or empirical key indicator that is easier to 

establish than is identifying an acceptable action directly. 

 

In papers III and IV, the use of safety factor rules is studied, first on a conceptual level and then 

in relation to decision theoretical “best practice”. The safety factor practice, with its cutoffs, is 

reminiscent of satisficing, H.A. Simon’s (1976) approach to rationality in constrained agents. It is 

normally understood as follows: 

 

Satisficing decision rule Any alternative with a value at least equal to α is rationally 

permissible 

 

The α is the agent’s aspiration level and is assumed to have been acquired before the decision 

situation. Depending on what decision theoretical category the rule is applied in, the value of an 

alternative can be utility, expected utility or some other more complex index. 

 

Insofar as the safety factor approach is a form of satisficing, is also shares the latter’s 

shortcomings from a normative point of view, something that is discussed in paper III. However, 

the normative problems of satisficing are coupled with its interpretation as a criterion of rightness. If 

instead the satisficing procedure is understood as a decision method, it could occur that for a certain 
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delimited problem area, the “gamble” of applying the satisficing heuristic has, say, a higher 

expected utility than applying a more structured decision analysis, thereby elevating it to rational 

status. So it might also be for the safety factor approach, although there are reasons to doubt the 

extent to which the outcomes of applying safety factor rules have actually been evaluated 

historically. 

6 Uncertainty and policy-making 

Related to the problem of deciding what to do when one is uncertain is that of deciding what to 

require that others do when they are uncertain. Or, somewhat less invasively, to what extent one 

ought allow (often legally) them to be uncertain when making decisions or taking action. Where 

scientific inquiry aims at establishing, as far as possible, what is the case, many societal activities 

are carried out with only limited understanding of long-term – and sometimes even short-term – 

consequences. Policy makers have the task of weighing to what extent this “gamble” should be 

allowed. 

6.1 Science and policy 

These challenges belong to a problem area that is sometimes labeled science policy issues (RIAP, 

1994). A model that illustrates some of the tensions involved is the risk assessment/management 

paradigm (National Research Council, 1996). In the model the activities of (i) science, (ii) risk 

analysis and (iii) risk management are distinguished. The three activities, while often related in 

practice, typically incorporate different epistemic standards. In particular, in science there is 

always the option of deferring judgment concerning an issue if it is felt that evidence is lacking. 

Risk analysis (or rather risk analysts) must typically provide some kind of estimate, however vague, 

and risk managers must typically act, no matter how little input they have from risk analysts. The 

challenges regarding the interaction between these activities in a given policy context (such as a 
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society) are the science policy issues and the science-policy interface in a context is the way these 

issues are handled. 

 

Science policy issues are far from new. Some time during the 18th century BCE, Hammurabi, the 

then king of Babylon, had a code of laws written down (Richardson, 2000). In the code, the 

following paragraphs can be found: 

 

“(229) If a builder has built a house for a man and has not made his 

work strong enough and the house he has made has collapsed and 

caused the death of the owner of the house, that builder shall be killed.  

(230) If it has caused the death of the son of the owner of the house, 

they shall kill that builder’s son. 

(231) If it has caused the death of a slave of the owner of the house, he 

shall give a slave for the slave to the owner of the house. 

(232) If he has destroyed possessions, he shall make recompense for 

whatever he has destroyed. 

Moreover, since the house he had built collapsed because 

he had not made it strong enough, he shall rebuild the house which 

collapsed from his own resources.“ (p. 109, ibid.) 

 

With laws like these, it is not hard to see that good, reliable construction techniques would have 

been of vital interest to builders of the era. The signal was clear: be sure that the buildings you 

erect will stand firm, or you will face dire consequences. 

 

Paper IV traces the outline of the modern history of the safety factor approach to construction 

regulation and chemical regulation and discusses some of the shared problems between the two 
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areas of application, while paper V is a recent case study of two European policy processes: the 

Eurocodes construction code process and the REACH chemical regulation process. In the latter 

paper it is observed that there has been a significant difference in effort between the two 

regulatory processes when it comes to the science-policy interface, in particular when it comes to 

keeping apart the tasks of risk analysis and risk management. 

7 Final comments 

The concepts of uncertainty and information are important to disciplines ranging from decision 

theory and epistemology to risk analysis and risk management, but they remain difficult to 

penetrate. In this thesis, I have made certain attempts to contribute to the sustained efforts of 

researchers to establish a firmer grip on these concepts. While there are still some pieces missing, 

I hope that the semi-formal approach I have taken, with suggestions of numerical measures, will 

prove useful. The measures along with their axiomatic descriptions are the more abstract and 

general contributions of the thesis. Beyond this, I have considered the safety factor approach, trying 

to clarify it conceptually as well as discussing its relation to the standards of normative decision 

theory. In relation to this, I think a crucial lesson is that we must closely track the actual 

outcomes of applying so simple heuristics on a societal level. While simplicity of decision 

procedure is attractive, it is not unproblematic. The stakes, both economically and in terms of 

human health, are considerable. 

7.1 Authorship of the included papers 

A final matter, before proceeding with the articles themselves, is to clarify the distribution of 

work of the included material. While I have been the main author of all the five papers, three of 

them (III to V) are the result of collaboration with other researchers. 
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In paper III, the co-author was Professor John Cantwell. His contribution lay primarily in the 

discussion in section 3 of that paper concerning the relation between rules of thumb and 

traditional decision theory. He also provided insightful comments concerning the general 

structure of the paper. 

 

The initial draft of paper IV was authored by Professor Sven Ove Hansson and sections 1, 2 and 

4 remain relatively unchanged from that version. Section 3 has significant contributions from 

Professor Hansson as well as from Professor Fred Nilsson and myself. Professor Hansson and I 

wrote sections 5 and 6, while section 7 is largely my own work. Finally, sections 8 and 9 contain 

contributions from all three authors. 

 

Paper V was more or less an evenly shared effort by Professor Sven Ove Hansson and myself, 

although Professor Hansson worked more on chemical regulation while I concentrated on 

construction code development. 
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